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ABSTRACT 
In the context of an industry-academia collaboration in the scope 
of test process improvement, there was a need to assess the usage, 
usefulness and quality of defect reports. The objective was to 
assess the extent to which each field of a defect report (e.g., 
product name, version number) is read/used by developers, 
ensuring that efforts spent into writing those fields are 
worthwhile, and also to pinpoint improvement areas in defect 
reports to increase developers’ effectiveness in fixing defects. To 
address those needs, we conducted a questionnaire survey which 
gathered input from 38 software developers in the context of a 
large Turkish software and systems company providing global 
solutions in the areas of defense and IT. Analysis of survey results 
helped us to determine the usage and usefulness of various defect 
report fields and also to pinpoint the necessary improvement areas 
in defect reports, out of which an improvement effort has already 
started. 

CCS Concepts 
Software and its engineering → Software post-development 
issues->Documentation. Software and its engineering → 
Software creation and management → Software verification 
and validation → Software defect analysis. 

Keywords 
Defect reports; bug reports; usage; usefulness; quality; 
assessment; industrial case study. 

1. INTRODUCTION 
In software development, defect (or bug) reports provide crucial 
information to developers for fixing defects [1]. Defects can be 
fixed more quickly and accurately when the defect reports 
themselves are clearly/concisely written and are useful to 
developers [2]. 

In the context of an industry-academia collaboration (IAC) in the 
area of test process improvement, the authors were faced with a 
need to assess the usage, usefulness and quality of defect reports, 
in an effort to improve defect report writing practices by test 
engineers. The industry context is a large Turkish software and 
systems company, named HAVELSAN, which provides global 

solutions in the areas of defense and IT. The IAC has been 
established with the principles of the Action-Research (AR) 
methodology [3] in which the real industrial challenges 
(problems) drive the research. 

Our objective was to assess the extent to which each field of a 
defect report (e.g., product name, version number) is read/used by 
developers, ensuring that efforts spent into writing those fields are 
worthwhile, and also to pinpoint improvement areas in defect 
reports to increase developers’ effectiveness in fixing defects. To 
address those needs, we designed and conducted a questionnaire 
survey which gathered input from software developers in 
HAVELSAN, and we report its results in this paper.  

The main contribution of this paper is the replication of an earlier 
similar study [1] conducted in the context of three open-source 
software systems (namely: Apache, Eclipse, and Mozilla) and 
also an industrial evidence in this context. 

The remainder of this paper is structured as follows. We describe 
the case, company context, and the need for the proposed 
framework in Section 2. A review of the related work and tools is 
presented in Section 3. Section 4 presents the research goal, 
questions and method. Section 5 presents the results and their 
analysis. Finally, in Section 6, we draw conclusions, and discuss 
our ongoing and future works. 

2. CASE DESCRIPTION AND NEED 
ANALYSIS 

2.1 Company and context 
Head-quartered in Ankara, Turkey, with subsidiary companies 
and offices around Turkey and abroad, HAVELSAN develops 
naval combat systems, e-government applications, 
reconnaissance surveillance and intelligence systems, 
management information systems, simulation and training 
systems, logistic support, homeland security systems, energy 
management systems, and Command and Control 
Communications, Computers, Intelligence, Surveillance and 
Reconnaissance Systems (C4ISR).  

In terms of software engineering capabilities, HAVELSAN has 
been accredited with the CMMI level-3. There is an independent 
testing group in the company’s quality, test and process 
management directorate. The test group itself consists of several 
test teams, partitioned by the type of software system under test, 
e.g., (1) test team for automation applications and image 
processing technologies, and (2) test team for ground support 
systems. In total, more than 40 test engineers work in the test 
teams. The test group was established in 2014 based on the 
principles of Independent Software Verification and Validation 
(ISVV), a methodology which is used world-wide mostly by 
defense and aerospace industries, e.g., NASA and DoD, e.g., [4]. 
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Almost all of the test activities conducted by the group are black-
box testing, since the white-box test efforts are conducted by the 
development team before handing the software to the test team 
for black-box testing.  

Due to the type of systems developed by HAVELSAN (i.e., 
safety- and mission-critical systems), the company in general, and 
the test team in particular, is constantly striving to perform 
software engineering tasks more effectively and efficiently and 
various process improvement initiatives are constantly ongoing. 
One of those continuous improvement initiatives has been a 
multi-year multi-project IAC initiated jointly by the two authors 
focusing on various test process improvement activities.  

2.2 Need analysis and motivations for the 
study 
The project collaborators are keen to assess and improve the 
testing practices to reach the test group objectives. In a set of 
meetings to identify the project topics, the team identified seven 
testing projects, one of which were: the need to establish a 
systematic, effective and efficient GQM-based measurement 
program for the testing directorate. While developing a large 
GQM tree for the test group, we focused on defect reports as one 
important output (artifact) produced by test engineers, and then 
realized the need to assess the usage, usefulness and quality of 
defect reports. While test engineers acts as ‘producers’ of defect 
reports, developers assigned to fix the corresponding defects act 
as the ‘consumers’ of these reports. Furthermore, in this context, 
identification of ‘information needs’ required for effective and 
efficient documentation of defects so as to enable effective and 
efficient fixation of defects is crucial. Figure 1 visualizes the 
‘producer–consumer’ dynamics in this context which we 
considered in our study in this paper. The sequence numbers 1…4 
denote the sequential order of the tasks performed in this context. 

 
Figure 1-The ‘producer–consumer’ dynamics involving 

defect reports 

After several meetings in our AR process, we identified the 
following need: There is a need to assess the use and usefulness 
of each field in defect reports (e.g., product name, version 
number), and also the quality of information inside defect reports 
in helping developers in fixing defects. 

3. RELATED WORK 
After identifying the need and motivations for the study (reported 
in the above section), following the AR process, we conducted a 
literature search to find the existing works in this area. While 
there has been relatively lots of research on duplicate bugs (e.g., 
[5]) and also the bug assignment problem (e.g., [6]), fewer work 
has been done on usefulness and quality of defect reports as we 
found only a handful of such studies, e.g., [1, 7-10]. There has 
bene also a reasonably good collection of guidelines on how to 
write effective (high-quality) bug report, both in the academic 
(formal) and grey literature, e.g., [2, 11-13]. 

Entitled ‘What makes a good bug report?’, the study [1] is the 
result of a survey among developers and users of Apache, Eclipse, 
and Mozilla to find out what makes a good bug report. The 
analysis of the 466 responses revealed an information mismatch 
between what developers need and what users supply. Most 
developers consider steps to reproduce, stack traces, and test 
cases as helpful, which are at the same time most difficult to 
provide for users. 

To better understand the collaboration between the developers 
and the users of open-source software, and how bug tracking 
systems can be improved, the study [7] quantitatively and 
qualitatively analyzed the questions asked in a sample of 600 bug 
reports from the Mozilla and Eclipse projects. The authors 
categorized the questions and analyzed response rates and times 
by category and project. The results showed that the role of users 
goes beyond simply reporting bugs: their active and ongoing 
participation is important for making progress on the bugs they 
report.  

The study [8] presented a descriptive model of bug report quality 
based on a statistical analysis of surface features of over 27,000 
publicly available bug reports for the Mozilla Firefox project. The 
model predicts whether a bug report is triaged within a given 
amount of time. Our analysis of this model has implications for 
bug reporting systems and suggests features that should be 
emphasized when composing bug reports. 

An industrial survey [9] found that the steps to reproduce the 
defect, and the observed behavior from that reproduction, are the 
most important aspects of defect reports. However, many defect 
report writers lack this technical information, and the authors 
recommended finding ways to automate this process. Other 
research recommends adding that automation into new defect 
tracking systems. 

Another survey [10] of the quality of defect reports in Eclipse, 
developers said that those reports that included stack traces were 
most useful, while those containing erroneous, incomplete 
information were the least useful in addressing the defects.  

Out of the above studies about usefulness and quality of defect 
reports, during meetings in our AR process and considering the 
similarities among the related work, we found that [1] is a suitable 
source for us to benefit from and to replicate in our industrial 
context, as we discuss in detail next. 

4. RESEARCH GOAL AND METHOD 

4.1 Goal and research questions 
Based on the study’s needs as discussed in Section 2.2, and stated 
using the GQM’s goal template [14], the goal of the empirical 
investigation reported in this paper is to understand the usage, 
usefulness and quality of defect reports in the case under study 
and to pinpoint improvement areas in defect reports w.r.t. defect 
reporting practices, from the point of view of software test 
engineers and managers.  

As the goal determines, the nature of our case study is 
‘exploratory’ [15] in that our objective was to find out what is 
happening, to seek new insights, and to generate ideas and 
hypotheses for follow-up improvement and research. Based on 
the above go al, we posed two research questions (RQs): 

 RQ 1-To what extent is each field of a defect report (e.g., 
product name, version number) read/used by developers and 
how useful do developers find it? 

Defect  report

[if a failure is 
observed]

Writes

Test engineer

Testing

Conducts

Developer

Defect fixation

Uses To conduct

«producer» «consumer»

1 2 3 4
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 RQ 2-What is the quality of information fields inside defect 
reports in assisting developers in fixing defects, and how can 
they be improved?   

4.2 Research method and survey design 
To 
answer 
the study 
goal and 
RQs, we 
observed 
that the 
best 
approach 
to gather 
the 
required 

information from developers was a questionnaire survey. Design 
of our survey (including its questions) is shown in Figure 2, which 
consists of two questions each corresponding to one of the study 
RQs. Our survey has been mostly adopted from [1] with several 
(minor) modifications, which we had to make in our context, i.e., 
(1) we merged Q1 (usage) and Q2 (usefulness) of the survey in 
[1] into one question (our Q1) since it was easy to merge them 
and also to prevent confusion by our colleagues (software 
developers), (2) we removed the fields "spam, viruses and 
worms" since they were not applicable in our case, as the defect 
repository was a closed system preventing any type of spam or 
virus from out of the company, and (3) we added the field 
“priority” to the survey since the defect management system in 
the company has both of the fields “severity” and “priority” and 
used for different purposes by engineers and managers. 

As for the survey sampling method, we used the “stratified 
sampling” [16], since we had access to a large pool of software 
developers to choose from. To keep the effort levels manageable, 

each test manager provided a list of several representative 
developers from her/his team, who were then contacted to fill the 
survey.  

The survey was sent to 38 software developers in the company 

and all of them filled it out. After initial sanity check of data, three 
of the data points were excluded (due to having incomplete data) 
and the dataset was finalized with responses from 35 developers. 

5. RESULTS AND ANALYSIS 
We answer next each of the RQs by analyzing the data. 

5.1 RQ 1: Usage and usefulness  
Figure 3 shows, as a bar chart, the average value of usage and 
usefulness rubrics corresponding to different defect report fields. 
For comparison, we also depict the values from the study [1], in 
which we have taken the data from its Table 3 (average 
importance of items across all three projects: Apache, Eclipse, 
and Mozilla), and have converted the values to the range of 0-5 
instead of percentage values in [1] by dividing them by 20, e.g., 
78% was changed to 3.9 (out of 5) for the case of “steps to 
reproduce”. For brevity, only the data value labels for our dataset 
are shown. 

Q1: Which of the following items have you previously used when fixing bugs, and how helpful have you found them? 
Rubric: 

 N/A: I do not usually use (read) this part of bug reports 
 1: I read it, but I do NOT find it useful for fixing bugs  
 2: I read it, and I find it SLIGHTLY useful for fixing bugs  
 3: I read it, and I find it QUITE useful for fixing bugs 
 4: I read it, and I find it useful for fixing bugs  
 5: I read it, and I find it VERY useful for fixing bugs 

 Product name 
 Component name 
 Version number 
 Build information 
 Hardware  
 Operating system 

 Observed behavior  
 Expected behavior  
 Steps to reproduce  
 Screenshots 
 Code examples 
 Summary of the bug 

 Error reports 
 Severity  
 Priority 
 Stack traces  
 Test cases 
 Other, please specify… 

 
Q2: Which aspects of defect reports you would like to be improved to increase their usefulness in helping you in fixing defect? 
Rubric: 

 N/A: Have not faced this problem in defect reports that I have reviewed 
 1: I have faced it, but it did NOT cause any delay (challenge) in fixing defects  
 2: I have faced it, and I has caused MINOR delay (challenge) in fixing defects 
 3: I have faced it, and I has caused SOME delay (challenge) in fixing defects 
 4: I have faced it, and I has caused delay (challenge) in fixing defects 
 5: I have faced it, and I has caused LOTS OF delay (challenge) in fixing defects 

You were given incorrect: 
 Product name 
 Component name 
 Version number 
 Hardware 
 Operating system 
 Observed behavior 
 Expected behavior 

The defect report had: 
 Incorrect grammar 
 Unstructured text 
 Very long text 
 Very short text 
 Informal text (non-technical language) 
 Spelling issues  
 Incomplete (inadequate) information 

There were mistakes in: 
 Steps to reproduce 
 Test cases 
 Stack traces 
 Code examples given in the big report (if any) 

Others: 
 Duplicate defects 
 Other problem, please specify… 

Figure 2- Survey design 
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As we can see, in our case, the top three used defect report fields 
for fixing defects are: Observed behavior (usefulness ratio=90%), 
Expected behavior (87%), and Steps to reproduce (86%), noting 
that we calculated the usefulness ratio by multiplying the 5-point 
Likert scale by 20. However, the top three used fields in [1] were: 
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Steps to reproduce (usefulness ratio=78%), Stack traces (57%), 

 
Figure 3- Usage and usefulness of defect reports (comparison with [1]) 

 
Figure 4-Quality of defect reports (comparison with [1]) 

 

Figure 5-Visualizing the usefulness versus quality data as a scatter plot 
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and Test cases (53%). 

In our case, out of 35 survey participants (developers), 7, 4 and 4 
participants, respectively, reported that they never use 'Code 
examples', 'Build information' or 'Hardware' when fixing defects. 

In Figure 3, we can clearly see the major difference between the 
trends in our case versus the data in [1]. We tried to explain 
(justify) the differences in our meetings with various 
stakeholders. The followings are some initial justifications that 
we, as a group, came up with, in this regard: 

 The facts that ‘observed and expected behaviors’ were not 
found useful in [1] were quite surprising to us and our 
colleagues since our engineers find those information useful 
in fixing defects. 

 ‘Steps to reproduce’ and ‘Test cases’ were the two fields 
with similar usefulness ratios in the two studies. 

 The ‘Test cases’ field is quite similar to the ‘observed and 
expected behaviors’ fields, since test cases mostly 
documents these fields. 

 The major difference in context (setting) between [1] and our 
case that we could think of is the type of testing which yield 
the defect reports. In the former case [1], since the public 
defect repositories of three open-source software (Apache, 
Eclipse, and Mozilla) were considered, we can logically 
consider that both white- and black-box testing have been 
conducted, while in our case, only black-box testing is 
conducted by the test team and the resulting defect reports 
are entered in the defect system. We believe that this has 
implications to the varying degrees of usefulness ratio across 
different fields, e.g., stack trace. However, still such a 
hypothesis does not seem to hold for many fields in our case, 
e.g., usefulness of code examples is high. 

 Another important difference is that the variances in the two 
datasets are quite different, i.e., usefulness ratios in our cases 
vary between [2.44, 4.50], while in [1], they vary between 
[0, 3.90]. This implies that no field in our case was 
considered ‘useless’ while several fields were found to be so 
in [1]. We are still investigating why this is the case. 

Focusing on our main objective for RQ 1 (ensuring the worthiness 
of efforts spent into writing each of the information fields in 
defect reports), we see that in our case all the information fields 
are quite useful and thus we cannot recommend to potentially 
remove or not use any of the fields when test engineers fill out 
defect reports in the company. 

5.2 RQ 2: Quality and needs for 
improvement  
Figure 4 shows, as a bar chart, the average value of quality rubrics 
corresponding to different information fields in defect reports. 
Again, for comparison purposes, we also depict the counterpart 
values from the study in [1].  

The top three low-quality defect report fields, which respondents 
indicated the need for improvements, are: (1) The bug report had 
incomplete (inadequate) information (4.06 out of 5), (2) There 
were mistakes in Steps to reproduce (3.75), and (3) Developers 
were given incorrect observed behavior’ (3.48).  

We see that, quite unlike the case of usefulness (RQ1), at least in 
case of the top two fields needing improvements, our results and 
those of [1] quite match.  

Focusing on our main objective for RQ2 which was to pinpoint 
improvement areas in defect report fields that would increase 
developers’ effectiveness in fixing defects, we derived the 
following recommendations:  

 We have focused our attention on the highest priorities 
needing improvements in defect report fields (having 
incomplete information, missing or inadequate steps to 
reproduce, and incorrect observed behavior) and have 
planned to conduct training to test engineers to ensure 
improvements in those aspects. Since there is a reasonably 
good body of guidelines on how to write effective (high-
quality) bug report, both in the academic (formal) and grey 
literature, e.g., [2, 11-13], we plan to suggest to our 
colleagues to adopt and benefit from them. 

 Incidents (complaints) related to duplicate bugs were quite 
high, thus we intend to conduct and implement practices to 
prevent and detect duplicate bugs, e.g., [5]. 

We made another important observation when we visualized the 
usefulness versus quality data as a scatter plot, as shown in Figure 
5. Note that only the common fields (those appearing in both the 
survey questions|) appear in this scatter plot. The Pearson 
correlation coefficient of the two data series is high (0.90), 
denoting that when participants (developers) found a report field 
useful, they indicated a higher need for its improvement. We are 
also considering this observation in our improvement plans.  

5.3 Limitations and threats to validity 
In this section, we discuss potential threats to the validity of our 
study and steps we have taken to minimize or mitigate them. The 
threats are discussed in the context of the four types of threats to 
validity based on a standard checklist for validity threats 
presented in [17]: internal validity, construct validity, conclusion 
validity and external validity. 

Internal validity: Internal validity is a property of scientific 
studies which reflects the extent to which a causal conclusion 
based on a study and the extracted data is warranted [17]. A threat 
to internal validity in this study lies in the selection bias (i.e., 
randomness of the developers who participated in our survey). As 
discussed in Section 4.2, , we used the “stratified” sampling 
method [16], since we had access to a large pool of software 
developers in the company to choose from. To keep the effort 
levels manageable, each test manager provided a list of several 
representative developers from her/his team. Thus, we ensured 
that both randomness and stratification are considered in the 
sampling, enabling us to get non-biased input on the subject from 
the participants.  

Construct validity: Construct validities are concerned with the 
extent to which the objects of study truly represents theory behind 
the study [17]. In other words, the issue relates to whether we 
actually measured the real-world usage, usefulness and quality of 
defect reports in our study. What we did was common to other 
survey studies—we counted the votes for each question and then 
made statistical inferences. It is believed that results based on 
such voting data can, to a certain extent, reflect the opinions of 
the majority of practitioners in the company under study. It is also 
common for people to deflect their answers when they feel being 
evaluated and based on what they think is the intended result of a 
study. To mitigate these, we informed participants prior to the 
survey that our motive in this study was to take a snapshot of the 
industry and that we will not collect any identifying information 
so that participants will remain anonymous. 
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Conclusion validity: Conclusion validity of a study deals with 
whether correct conclusions are reached through rigorous and 
repeatable treatment [17]. We attempted to analyze, qualitatively, 
usage, usefulness and quality of defect reports. For each RQ, we 
attempted to reduce the bias by seeking support from the 5-point 
Likert scale data, gathered in the survey, and statistical results. 
Thus, all the conclusions that we drew in this study are strictly 
traceable to data. 

External validity: External validity is concerned with the extent 
to which the results of this study can be generalized [17]. All the 
efforts were made to minimize the selection bias, which is an 
important factor for both internal and external validity. Our 
sample size distribution of samples are quite reasonable to make 
a rough conclusion for the subject matter in the company under 
study and clearly we do not have any intention to generalize our 
findings to other companies and context. 

6. CONCLUSIONS AND FUTURE 
WORKS 
As we reported in this paper, analysis of survey results helped us 
to determine the usage and usefulness of various bug report fields 
and also to pinpoint the necessary improvement areas in defect 
reports, out of which an improvement effort has already started. 
In terms of lessons learned, we found the survey approach a 
suitable and lean method for analyzing usage, usefulness and 
quality of defect reports in our context. 

Our future work directions include the followings: (1) to proceed 
with our improvement ideas on the defect report writing practices 
in the company and to repeat this survey in near future to analyze 
the improvements and perception, (2) to conduct more in-depth 
empirical studies considering individual defect reports and further 
assess what really makes a good bug report.  
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