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1 INTRODUCTION 
Automated software testing and development of test code (scripts) are now mainstream in the software industry. For 
instance, in a recent book, Microsoft test engineers reported that “there were more than a million [automated] test cases written 
for Microsoft Office 2007” [1].  

With emergence of large and complex automated test suites for any major commercial 
or open-source software, there is a major need for holistic end-to-end management of 
test code across its entire lifecycle (‘holistic’), from test-code development, to its 
quality assessment and quality improvement, and co-maintenance of test code with 
production code (‘end-to-end’). In a recent review paper [2], we referred to all those 
activities that should be conducted during the entire lifecycle of test code as Software 
Test-Code Engineering (STCE) and provided a summary of tools and techniques in 
this area.  

As an experience paper based on empirical evidence-based software engineering, we synthesize in this paper multiple 
cases from our recent STCE projects, discuss several additional evidence-based points of view and also summarize the 
findings of the review paper [2] in a more digestible and shorter format targeting practitioners, while highlighting the 
challenges and raise the awareness of STCE as an important field in software testing. Among the previous attempts to 
name this area have been the title of a workshop called International Workshop on End-to-End Test Script Engineering (ETSE) 
and “test-script management”, a feature provided by several test tools. 

Furthermore, by identifying the gaps and raising open questions in this area, the authors hope that this paper will 
encourage practitioners and researchers to further apply and use the existing STCE approaches and tools (mostly 
developed as academic prototypes but not validated sufficiently in the industry), to report successes and challenges using 
those approaches and tools, and also to develop new tools and techniques and further push the envelope in this very 
important area. 

In several recent projects with our industry partners, we have observed many times that although automated test scripts 
provide many benefits, such as repeatable, predictable, and efficient test executions, 
development of test-code scripts is tedious, error-prone and requires significant up-
front investment. Moreover, after the initial development, like any software artifact 
(such as source code and documentation), test code requires quality assessment and 
maintenance. Thus, test scripts have a lifecycle involving different development, 
quality assessment (e.g., verification and validation), and maintenance activities, and 
must co-evolve with the production code under test. To perform such activities 
efficiently (especially for large-scale test suites), the development of appropriate 
techniques, tools, and methods that encompass the entire test-script lifecycle is 
essential. All the above highlight the importance of proper STCE approaches and show 

the benefits of such approaches in helping build high-quality software in an effectiveness and efficient manner.  

While a number of review and survey papers have appeared in various areas of software testing, e.g., the survey study [3] 
by Yoo and Harman on regression testing minimization, selection and prioritization, almost all those studies are pure 
academic studies and do not provide much practical relevance to the test practitioners in the context of test scripts. To fill 
this gap is the main goal of this paper. 

 
A lot of effort goes into 
developing test code, which is 
as error-prone as developing 
production code. 

 
Many test engineers write 
test code being unaware of 
how to write high-quality 
test code. 
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2 EMERGENCE OF LARGE AND COMPLEX AUTOMATED TEST SUITES AND AN OVERVIEW OF STCE 
Any major commercial or open-source software nowadays includes automated test suites to verify its functionality. This 
is specially the case for software projects which evolve through many versions since automated testing pays off the most 
in the case of regression and repetitive testing. For many large-scale systems, automated test suites are constantly 
increasing in size and complexity. For example, the code-base of version 2.1 of the Android OS had 357,933 LOC of JUnit 
test code which accounted for 17.1% of the Java code-base of the OS, i.e., 2,090,904 
LOC (data from [4]). One can easily imagine the major effort needed to develop such a 
test suite in the first place, ensure its integrity (quality) and to maintain it alongside 
the production code. 

In a Google Tech Talk in November 2005 [5], Jeff Feldstein, then the Manager of 
Software Development in Cisco Systems, referred to the extent of test automation in 
the context of routers built by Cisco and mentioned that: “We designed a test system that 
probably is as complicated as the system itself.”, referring to the amount of automated test 
suites developed for a particular router model.  

Various Google teams and products also place a major emphasis on importance of careful control and proper 
management of automated test scripts. Here is a quote from a test-related web-page of the Chromium project 
(http://www.chromium.org/developers/testing): “Chromium development places a high premium on [automated] tests, tests, 
tests, tests, and more tests”. It further states that: “it is imperative that test suites be updated, maintained, executed, and evolved” 
showing the importance of these aspects in this particular company. 

With emergence of large and complex automated test suites, the community has started since 1990’s to develop rigorous 
methods and approaches as summarized in a recent comprehensive survey paper [2], 
in which the first author and his colleagues were involved. An overview of the STCE 
process was depicted as shown in Figure 1. This process comprises two domains: the 
one in the top belongs to the software under test (SUT), also known as “production” 
code, and the one in the bottom is for automated test code. The process shows the 
phases involved in development, quality assessment, quality improvement and 
maintenance of software test code in parallel with production code.  

The first phase of Figure 1 is development of test code. In traditional software-
development processes such as the Waterfall model, the test suite is developed after 
the production code of a system. In recent software-development processes such as 
the Test-Driven Development (TDD) or Test-First Development (TFD), test code is developed first and, subsequently, 
supports the development of production code. Note the bi-directional arrow reading “impacts” to account for these two 
types of development processes. 

After the first versions of both (production and test) code bases are ready, both the production code and automated test 
suites code need to go through quality assessment (verification and validation) activities. Both types of code need to be 
maintained and evolved together. However, maintenance changes are almost always triggered by production code. 

Note that some phases of the STCE process shown in Figure 1 might be bypassed by a given team, e.g., a development 
team may decide to only develop and co-maintain the test code as the SUT changes, without improving the test code’s 
quality (e.g., using refactoring to increases its quality). However, we should note that the quality of test code is as 
important as the quality of the production code under test, if not higher. 

 

Development of 
Test Code

Maintenance of 
Production code

Quality improvement

Development of 
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Size and complexity of 
automated test suites of 
many modern software 
systems have surpassed 
those of the software’s own 
code-base. 

 
The automated test suite for 
software becomes a new 
large code-base which 
should be verified and 
maintained in parallel with 
the software’s own code-
base. 
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Figure 1: An overview of Software Test-Code Engineering (STCE) process 

In the following sections, we start by a motivating examples and the need for STCE. We then discuss the state-of-the-art 
and –practice in each of the three phases of STCE shown in Figure 1, i.e., (1) development of test code, (2) quality 
assessment and quality improvement of test code, and (3) co-maintenance of test code with production code. 

To provide traces to empirical evidence throughout the paper and also to enable the readers to get further in-depth details 
of different topics if they wish to, we refer to the sources (papers) reviewed in the survey paper [2] and included in an 
online spreadsheet (https://goo.gl/uxbwGd) and cite them as the following example: source #11, referring to the 11th 
source in the online sheet. 

3 MOTIVATING EXAMPLES AND THE NEED FOR SOFTWARE TEST-CODE ENGINEERING  
To motivate the need for a holistic approach for managing the entire test-code lifecycle, let us start with two test code 
examples. Figure 2 shows an example automated UI test case developed using the Selenium tool (www.seleniumhq.org) 
for testing an issue tracking web application called JIRA. This test case verifies the enter-an-issue feature of JIRA. The four 
conceptual steps of testing (setup, exercise, verify, and teardown) have been explicitly highlighted in Figure 2.  

To see an example of how changes in a SUT should be propagated to its test code, let us refer to the example (system) test 
code in Figure 2. Let us consider the case when the URL of the web application under test is changed. Note that the test 
code in Figure 2 was recorded (encoded) to have /secure/Dashboard.jspa as the starting URL of the web page under 
test. If the starting URL is changed, the test code will simply not run and has to be revised (i.e., co-maintained) 
accordingly. 

 

/** 
 * Checks the caller info instance is flagged as an emergency if 
 * the number is an emergency one. There is no test for the 
 * contact based constructors because emergency number are not in 
 * the contact DB. 
 */ 
public void testEmergencyIsProperlySet() throws Exception { 
 assertFalse(mInfo.isEmergencyNumber()); 
 
 mInfo = CallerInfo.getCallerInfo(mContext, "911"); 
 assertIsValidEmergencyCallerInfo(); 
 
 mInfo = CallerInfo.getCallerInfo(mContext, "tel:911"); 
 assertIsValidEmergencyCallerInfo(); 
 
 mInfo = CallerInfo.getCallerInfo(mContext,  
  "18001234567"); 
 assertFalse(mInfo.isEmergencyNumber()); 
} 

Figure 2: Two example automated test-cases 

Figure 2 also shows an example of unit test code for the Android platform in JUnit checking whether the emergency 
number (911) is properly set. In this test case, we can see that a good practice, the so-called test pattern [6], has been used 
in modularizing the test code by putting a set of specific verification rules under a function named 
assertIsValidEmergencyCallerInfo() and calling it from this example test method. It has been observed but so far not 
empirically investigated that using test patterns increases the quality of test suites [6]. More about these issues (i.e., 
maintenance and quality assessment of test code) will be discussed in the rest of this paper. 

4 MANUAL OR AUTOMATED DEVELOPMENT OF HIGH-QUALITY TEST CODE 
Software engineers have the choice of manually developing the test code, or to use automated tools to generate test code 
(e.g., using tools such as Microsoft Pex). However, writing high-quality test code is not trivial [1], especially for large-scale 
software. There are two major concerns in this area discussed in further detail: (1) writing test code is simply effort 
intensive, and (2) ensuring quality of test code is not straightforward. 

As an example showing the high effort needed for manual development of test code, in a recent industrial project in 
which the first author was involved (source #7), it was estimated that about 870 hours were spent to manually write 

https://goo.gl/uxbwGd
http://www.seleniumhq.org/
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automated unit test scripts (in NUnit) for a Supervisory Control and Data Acquisition (SCADA) software. In that 
particular project, automated generation of test code using a tool developed in-house saved considerable amount of time 
and efforts in that project. Thus, similar to the widely-discussed automated code generation approaches, there is a need 
for (semi-)automated generation of test code. There are already various frameworks and tools for this purpose (see [7] for 

more details), e.g., Microsoft Pex, SpecExplorer, JML-JUnit tool, JUB (JUnit test case 
Builder), TestGen4J, JCrasher, AutoBBUT and NModel. For example, Microsoft 
SpecExplorer uses model-based techniques to auto generate test scripts and has 
been empirically evaluated in several studies, e.g., [8]. However, with the need for 
further studies in mind, we encourage practitioners to use automated test-code 
generation tools and further report their experience and findings to increase the 
empirical body of knowledge [9] by providing guidelines for practical applications 
in this context. 

Secondly, just like regular source (production) code, when developing test code (manually or using tools), it is not 
straightforward to ensure its quality, i.e., its correctness in properly testing the production code and whether it is easy to 
verify and maintain it later. Several experts proposed guidelines for this. For instance, 
Meszaros published a large list of test patterns [6] for xUnit test development in his 
2007 book (source #60 in the online sheet). Two examples of those patterns are: 

• Delegated test method setup: Each test creates its own fresh test fixture by 
calling creation methods from within the test methods. 

• Custom Assertion: Create a purpose-built Assertion Method that compares 
only those attributes of the object that define test-specific equality. 

For instance, in Figure 2, the assertIsValidEmergencyCallerInfo() method was defined as a custom assertion function 
and, in this way, increasing the modularity of the test code improves its quality. 
Meszaros has shared his experience on benefits of using test patterns in his book [6] 
and several (online) presentations. In several industrial collaborations during the past 
few years, the authors have observed in many instances when practitioners are not 
using test patterns and, as a result, keep complaining about low test-code quality 
especially during test maintenance.  

For example, when developing a large automated test suite for testing an industrial 
control software, the first author and colleagues developed a tool to automatically 

generate test scripts (source #7). Several patterns were employed in the approach, e.g., design for change (i.e., 
maintainable test code), and structured test-script writing (i.e., using the four-phase pattern: setup, exercise, verify, and 
teardown). 

5 QUALITY ASSESSMENT AND QUALITY IMPROVEMENT OF TEST CODE 
Similar to regular source code, the quality of test code should be properly verified and improved if needed. The notions of 
functional as well as non-functional quality attributes are both relevant for test code. The former checks whether a given 
test script (method) properly tests the production code under test and has enough fault detection effectiveness. Two 
important functional quality issues which are well-known in the software testing theory also apply in the context of 
automated test scripts [10] (source #33): (1) if the test case fails, does the SUT really have a fault?, and (2) if the SUT has a 
fault, does the test suite detect it?. However, in addition to testing theory concepts, automated test scripts can carry 
coding-logic-related faults on their own due to the error-proneness of human activity spent to develop/maintain them. 
Similar to the quote “Watching the watchman”, the quality of automated test scripts should be carefully assessed and 
assured. If testers develop test suites that are faulty themselves or cannot guard the system under test (SUT) against 
potential faults, those test suites would be essentially useless. For this purpose, various approaches, tools and metrics 
have been developed, often based on mutation testing (source #9) and static-code-analysis (source #31), to assess and 
verify quality of test suites. There has been a large number of academic studies in this area, for example Neukirchen et al. 
[11] (source #4) presented an instantiation of the software quality model proposed by the ISO/IEC standard 9126 for test 
scripts developed in the TTCN-3 (Testing and Test Control Notation) language as well as an approach to assess and 
improve the quality of TTCN-3 test scripts.  

 
To develop high-quality and 
maintainable automated test 
suites, it is important to use 
test patterns. 

 
To prevent (future) defects 
in automated test suites, it is 
important to detect and 
remove test smells. 

 
Just like regular source code, 
test code should also be 
maintainable, 
understandable, and 
reliable. 
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In terms of non-functional quality attributes of test suites, various “-ilities” of test code should be assessed, e.g., 
maintainability (sources #12 and #32), understandability 
(source #12) and reliability (source #31). The decayed parts 
of the production code are often referred to as code smells. 
A code smell is a symptom in the source code that possibly 

indicates a deeper 
problem. In the same 
way, test smells refer 
to symptoms in test 
code that negatively 
affect test-code 
quality and make it 
difficult to 
understand or 

maintain. According to our review in [2], 17 studies 
proposed and evaluated approaches for detection of test 
smells, e.g., Reichhart et al. [12] (source #39) presented a 
rule-based approach for detection of 27 types of test smells. 
Three example types are as follows: 

• Eager test: an eager test is a test that verifies too 
much functionality. It is mostly, but not 
necessarily, a test with a large amount of 
statements and assertions. It is normally difficult to understand and maintain. Also, more seriously, if the test 
method fails in the middle, the rest of the test logic will be abandoned and not executed. 

• Conditional logic: A test which contains more than one control flow path, making it less obvious which parts of 
the test get executed. This increases a test’s complexity and maintenance costs. 

• Assertion-less test: a test method pretending to assert data and functionality, but it does not. Such a test method 
will always pass. 

The first author has experience in studying in-depth a specific type of smells in test code, i.e., test redundancy (sources #3, 
#47, #49). By definition, a redundant test case is one, which if removed, will not affect the fault detection effectiveness of 
the test suites. Redundant test cases can have serious consequences, e.g., if two test cases test the same feature of a unit, if 
one of them is updated correctly with the unit and not the other one, the integrity of the test suite will be under question, 
i.e., one test case will fail while the other will pass, leaving the QA team in an ambiguous situation. A tool for automated 
detection of test redundancy was presented in source #47 and an empirical analysis of four well-known open-source 
software showed high amounts of redundancy, which demonstrated the need for such approaches. 

6 CO-MAINTENANCE OF TEST CODE WITH PRODUCTION CODE 
Whenever the SUT (production code) changes, its test suites will usually be impacted and need to be changed. This is in 
fact the adaptive maintenance (co-maintenance) of test code as the production code is maintained. According to our 
review in [2], more than 23 studies have been conducted on this subject as of 2013.  

As an evidence-based experience, the first author and his colleague reported in [13] (source #19) their experience with 
maintenance of a functional system GUI test suite developed using the IBM Rational Functional Tester tool. The SUT was 
an open-source text editing software named jEdit. The researchers in [13] first developed a functional GUI test suite 
consisting of 71 test cases for version 3.2.2 of the SUT. We then measured and reported the amount of effort needed to 
maintain the test suite and the types and scales of test maintenance activities for the next versions of the SUT (4.0 and 4.1). 
For example, we measured the number of test cases for which a “re-recording” of the GUI test case was needed due to 
changes in the SUT. 

When executing the GUI test suite on versions 4.0 and 4.1, we also counted the number of test cases that passed, failed, 
and also the number and types of changes that needed to be made to the failed test cases due to code/GUI change in the 
SUT. Figure 3 shows that information. Out of total 71 test cases in the test suite, 19 (26%) and 27 (38%) passed in the two 
later versions, and the remaining 52 (74%) and 44 (62%) failed, respectively. The number of passing test cases on version 
4.1 was more than that number in version 4.0 due to the types of the SUT changes in the two versions. Out of those failed, 
10 (14%) test cases in each of the versions 4.0 and 4.1 detected a defect, as per our root cause analysis. However, the 
remaining test cases, 42 (59%) and 34 (48%), respectively in the two versions, failed not because of a defect in the SUT, but 

 
Automated test suites 
should be developed with 
future maintenance in mind. 

An example of an eager and obscure test: 
 
public void testFlightMileage_asKm2() throws Exception { 
  // setup fixture 
  // exercise contructor 
  Flight newFlight = new Flight(validFlightNumber); 
  // verify constructed object 
  assertEquals(validFlightNumber, newFlight.number); 
  assertEquals("", newFlight.airlineCode); 
  assertNull(newFlight.airline); 
  // setup mileage 
  newFlight.setMileage(1122); 
  // exercise mileage translater 
  int actualKilometres = newFlight.getMileageAsKm();     
  // verify results 
  int expectedKilometres = 1810; 
  assertEquals( expectedKilometres, actualKilometres); 
  // now try it with a canceled flight: 
  newFlight.cancel(); 
  try { 
  newFlight.getMileageAsKm(); 
  fail("Expected exception"); 
  } catch (InvalidRequestException e) { 
  assertEquals( "Cannot get cancelled flight mileage",  
  e.getMessage()); 
  } 
} 

(Adopted from: www.xunitpatterns.com) 

http://www.xunitpatterns.com/
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were broken and needed “repair”, i.e., problem with the test cases themselves (as per our root cause analysis), e.g., the 
test oracle had to be revised due to moving from a version to the next. For the 42 (59%) and 34 (48%) test cases that failed 
due to problems caused by the SUT changes, two types of test maintenance activities were needed to be performed: (1) 
updating test oracles, and (2) rerecording the entire or a portion of a test case, for example a previous text edit box was 
removed in the new version. In versions 4.0 and 4.1, 24 (34%) and 10 (14%), respectively, test cases needed oracle update, 
respectively, while 18 (25%) and 24 (34%) test cases needed rerecording.  

What we learn about the general case from this specific example is that test engineers are expected to face similar 
situations in the context of different SUT’s, in which the set of (automated) test cases developed for the previous version 
of a SUT, shows different outcomes when executed on the next version. The test engineer has to carefully assess each 
failing test case. Is it really detecting a defect, or is a false-positive (i.e., a test case which needs to be repaired for the next 
SUT version)? While there exists some initial work in the literature to deal with this issue, we still need more techniques 
and tool-support to reach more mature and efficient STCE. 

 
Figure 3: Types of required test maintenance activities (from a case study reported in source #19) 

With our practical experience in automation of unit and system (GUI) testing (and 
also the example test code in Figure 2), we can see that these two test types are 
similar in some aspects (e.g., they both do some type of setup, exercise the SUT and 
then verify the functionality) while there are different in some other aspects (e.g., the 
interfaces through which they test the SUT). Thus, the STCE-related challenges faced 
and the techniques to address those challenges for each types of testing are different, 
for instance, how the GUI test code should be developed (e.g., by using the Selenium 
test tool) so that the maintenance efforts are minimized?  

Some of the test anti-patterns (smells) relate to test co-maintenance, e.g., fragile test, which refers to a test failing to 
compile or run when the SUT is changed in ways that do not affect the part the test is exercising. As Meszaros [6] points 
out, that fragile tests increase the cost of test maintenance by forcing testers to visit many tests each time they modify the 
functionality of the system, which is particularly critical on projects that do highly incremental delivery. Meszaros 
suggests to look for patterns on how the tests fail, and then ask ourselves "What do all these broken tests have in 
common?". This should help us to understand how the tests are coupled to the SUT. Then one should look for ways to 
minimize this coupling. The flowchart in Figure 4 summarizes this process for determining the sensitivity of test cases. 

 
Figure 4: Trouble-shooting of fragile tests (adopted from [6]) 

 
Test engineers should 
expect to invest a lot of 
effort in maintaining 
automated test code.  
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7 CONCLUSIONS, RECOMMENDATIONS AND PATH FORWARD 
In this experience paper, we presented a brief summary of advances that have been made in various phases of STCE, 
discussed a number of experience- and evidence-based points of view, and raised a number of issues, observations and 
recommendations for practicing test engineers and researchers in the scope of STCE. Here are some recommendations for 
the path forward in this area: 

1. We need more awareness of the end-to-end lifecycle of test code, covering development, quality assessment, quality 
improvement and maintenance activities of test code in parallel with production code, among both the researchers 
and practitioners. Such an awareness will likely encourage further collaborations between researchers and 
practitioners. 

2. There is a need for more empirical evidence and studies on all the STCE-related activities to answer the following 
questions: 

o How useful are the existing tools in helping testers in (semi-) automated generation of test code and how 
much cost saving they provide? 

o What is the usefulness of the existing test patterns? Similar to design patterns, how much impact do different 
test patterns have on the quality of test code? 

o How can test-code quality be characterized and which types of software quality attributes are relevant for test 
code? How can problems with test-code quality, i.e., test-code smells, be detected and improved? 

o How can co-maintenance and co-evolution of test code together with production code be conducted in a 
systematic and efficient way, while conserving the quality of test code? 

o What is the extent of change-impact from maintenance of source code on test code? 
o What are the similarities and differences in co-maintenance and co-evolution of unit test suites compared to 

system test suites? 
3. There is a need for additional test patterns which would help test engineers in writing high-quality test scripts, as 

well as general guidelines for all STCE-related activities taking empirical 
results into account.  

4. While there is a large number of tools assisting various STCE activities 
(our review paper [2] identified 41 tools, see the details 
in https://goo.gl/uxbwGd), there is need for evaluation of those tools in 
large projects and to identify their effectiveness and weakness, and also to 
identify new areas where tool support is required. 

In modern software engineering, test-code engineering needs the same level of attention that production-code 
engineering has received in the past and addressing the above issues (1. to 4.) is required to manage the existing and 
future challenges in this area. We would like to invite all the practitioners who write test code using any test tool or 
framework to review the wealth of knowledge and methods that we reviewed in [2] and utilize them in their test-code 
engineering tasks. 
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