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Abstract

Modern DSP applications present increasingly high computational re

quirements and keep evolving in nature. In these applications (e.g. 

high definition video, wireless communication), there are fundamental 

DSP kernels playing central roles, including Fast Fourier Transform 

(FFT), Matrix Multiplication (MM), Motion Estimation (ME), and 

Multiple-Input Multiple-Output (MIMO) decoders. The implementa

tions of these kernels present substantial challenges for the underlying 

DSP devices to be able to deliver not only high enough throughput 

but also sufficient flexibility to adapt as standards evolve. Current im

plementations of DSP applications are predominantly on Application 

Specific Integrated Circuits (ASICs) for the sake of performance and 

energy efficiency. However, ASICs have long design cycle and the fab

rication cost associated with ASICs can be millions of dollars, further, 

ASICs are designed for a specific application making them difficult to 

modify or reuse after fabrication. Due to these issues, current DSP 

implementations are shifting to more flexible solutions.

Modern Field Programmable Gate Arrays (FPGAs) host a vast ar

ray of logic, hardwired DSP slices and memory resources combined 

with reconfigurability, emerging as a promising platform for DSP im

plementations. However, to provide the demanding level of compu-



tational capacity required by modern DSP applications, the current 

manner of programming FPGA still relies on design of dedicated cir

cuits whilst current FPGAs have grown in complexity to the extent 

that such designs expressed at the Register Transfer Level (RTF) 

have become very large. This has prompted the emergence of ’soft' 

processor architectures, hosted on the FPGAs reconfigurable fabric. 

However, existing softcore processors are still constrained in terms 

of performance, resource efficiency and applicability. In this thesis, 

these issues are addressed by a proposed Softcore Stream Processor 

(SSP). The SSP features a streaming processing architecture opti

mised for the FPGA-based DSP and a variety of configurable aspects 

for application-specific optimisation. It is able to deliver combined 

high performance and low resource cost.

The SSP is used to create the first software defined high-performance 

FFT processor on FPGA with comparable resource efficiency to ded

icated circuitry. In addition, an SSP-based software defined FFT 

processor is demonstrated for IEEE 802.1 lac FFT, enabling the first 

recorded software defined 802.1 lac FFT architecture with real-time 

processing ability for 8 channels and all required bandwidths. More 

importantly, it demonstrates not only it can offer a flexible, real-time 

processing, it also achieves reductions in resource cost of, on average, 

65%, compared to dedicated Xilinx FFT designs. These implemen

tations strongly indicate SSP's suitability and potential for existing 

and emerging DSP.



Sliding window applications as an important subdomain of DSP ap

plications are also targeted in this thesis. This kind of application 

commonly involves complex data addressing and tightly nested loops. 

Through introducing dedicated addressing and hardware loop exe

cution to SSP, the highest performance softcore-based large matrix 

multiplication and motion estimation are achieved. The implemen

tations achieve over an order of magnitude higher resource efficiency 

when compared to current best metrics achieved by soft vector proces

sors. This clearly shows the advantage of proposed softcore approach 

in terms of performance and resource efficiency.

In addition to the novel softcore architecture, a model-level SSP plat

form synthesis flow is presented to allow generation of high-quality 

real-time DSP on SSP in a systematic and automated way. By im

proving the design level to arithmetic level, the effort related to utilis

ing the highly configurable and multiprocessing processor architecture 

is greatly reduced. By using the platform synthesis flow, automatic 

generation of a real-time MIMO decoder is recorded for the first time 

and real-time H.264 ME is also demonstrated.
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Chapter 1 

Introduction

1.1 Modern DSP Applications

From basic digital filters to complex encoders/decoders, Digital Signal Process

ing (DSP) has played a pivotal role in our daily life. Modern DSP applications 

are frequently intensive in computation with demanding real-time requirements 

and tight power budget. In addition, they keep evolving with standards. For 

example, video compression standards such as H.263 and H.264/MPEG-4 AVC 

[3] include more and more advanced block-oriented motion compensation tech

niques for higher compression ratio and better quality. Additionally, wireless 

communication standards such as WiFi [4], WiMAX [5], 3GPP LTE and LTE- 

advanced [6] employ Orthogonal Frequency Division Multiplexing (OFDM) and 

Multiple-Input Multiple-Output (MIMO) to enable.higher data transmission rate 

and spectral efficiency over single-carrier single antenna solutions. While all these 

techniques bring substantial improvements in throughput and quality, the pro

cessing complexity increases exponentially, and the underlying implementation of

1



1.1 Modern DSP Applications

DSP circuits is becoming prevalently challenging.

In these applications, fundamental DSP kernels play central roles, including 

Fast Fourier Transform (FFT), Matrix Multiplication (MM), Motion Estimation 

(ME), and MIMO detection algorithms. Their efficient implementations present 

significant difficulties in dealing with the high computational complexity, complex 

data access patterns, and high memory bandwidth. Due to their importance and 

extensive use in modern DSP systems, their effective implementation has been a 

hot research topic.

1.1.1 Fast Fourier Transform (FFT)

FFT has been ubiquitously used in various signal processing, image processing, 

spectrum analysis and communication systems as an effective way to compute a 

Discrete Fourier Transform (DFT) which conducts signal time-frequency domain 

conversion. For an A-element data sequence of data x(n), the DFT X(k) is 

represented as
N-l

X(k) = J2x(n)WN^ < k < N - l (1.1)
71=0

where Wn = e~j2lT^N is a twiddle factor.

Similarly, the Discrete Fast Fourier Transform (IDFT) is defined as:

x(n) = -Y/x(l‘)w^n,0<k<N-l (1.2)
71=0

This is a similar computation as DFT, with pre-scaling and twiddle factor 

values being the only discrepancies.

Directly computing (1.1) leads to 0(N2) complexity, so many arithmetically



1.1 Modern DSP Applications

efficient algorithms have been proposed to reduce the number of multiplications 

and additions involved. The most commonly used Cooley-Tukey FFT [7] exploits 

the symmetry (VF^+'V/2 = —W^) and periodicity (W^+N = VF^) of the twiddle 

factors, and breaks the direct computing of the DFT into a series of butterfly 

operations to enable a computationally efficient 0(N logr N) alternative for a 

radix-r FFT. Table 1.1 shows the number of operations involved in a radix-2 

FFT.

Table 1.1: Operation Involved in Radix-2 FFT
Type Operation Count
ADD
MUL

Data Access

61V * log"
6N * log^
47V * log^

The next generation wireless network standard IEEE 802.1 lac [4] adds new 

80 MHz and 160 MHz channels with up to 8 (Multiple-Input Multiple-Output) 

MIMO spatial streams compared to 20 MHz and 40 MHz channels with up to 4 

antennas in previous 802.lln [8] for higher data throughput. Figure 1.1 shows 

the baseband block diagram of the transmitter and receiver of IEEE 802.1 lac, in 

which IFFT and FFT are key components for OFDM modulation/demodulation. 

The new 80 MHz and 160 MHz channel necessitate new 1-8 stream 256 and 512- 

point Fast Fourier Transform (FFT) / inverse FFT (IFFT) operations with 80 

and 160 MSample/s throughput respectively. In addition, as shown in Figure 

1.1. each spatial stream corresponds to a FFT/IFFT computation, totalling up 

to 0.64 and 1.28 GSamples/s throughput for 8 spatial streams. This presents a 

new challenge for real time implementation.

3
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MIMO Channel

Figure 1.1: IEEE 802.1 lac Baseband System Block Diagram

1.1.2 Motion Estimation

Motion Estimation (ME) is a key and most computationally-intensive step in 

video compression standards such as MPEG-2 [9], H.263 [10] and H.264/MPEG-4 

AVC [3] to remove temporal redundancy between frames. ME is a sliding window 

application, a subdomain of DSP characterised by the continuous application of 

an operation to an area of data out of whole frame of data which moves horizon

tally or vertically as the calculation progresses. In ME, the process is illustrated 

in Figure 1.2. It is performed by dividing a ’current’ frame into macroblocks, 

and compare them with candidate blocks in one or multiple ’reference’ frames to 

find the best match. Sum of Absolute Differences (SAD) is commonly used as a 

metric for matching. The resulting motion vectors (offsets) of the best matched 

candidate blocks are used for compression.

The full-search block matching algorithm searches through every possible can

didate, and is mathematically represented as shown in (1.3), (1.4).

N-l N-l

SADij = EE \C(k, l)-R(i + k,j + l)\,0<i< Rx, l<j< Ry (1.3)
fc=0 1=0

4
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Window
Sliding

Search Location 
(0,0)

Search Location 
(0,1)

□□□'□an
Search Location) 

(1.0)

□□

Search Location
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_/________

□ !□□□
□ nno□ □□□ □ □□□
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Search Location1 O EZI EZ!, dl EZI EZI [Z] d! d]
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Figure 1.2: Motion Estimation Process

SADmin = min(SADij), 0 <i < Rx, 1 < j < Ry (1.4)

where the macroblock size is N x N, search range is Rx x Ry, and C(k, /), R(i + 

k,j + l) are elements in the current macroblock and elements in the candidate 

block of reference frame respectively.

Compared to using a Fixed Block Size Motion Estimation (FBSME) in H.263, 

Variable Block Size Motion Estimation (VBSME) has been employed to improve 

matching quality since H.264/MPEG-4 AVC. By saying variable block size, it 

means a single macroblock is further segmented into smaller block sizes. A typical 

macroblock size is 16 x 16, with the smallest size being 4x4, whose segmentation 

are shown in Figure 1.3. Thus, total 41 motion vectors should be generated 

instead of 1 for each macroblock for block sizes of 4 x 4, 4 x 8, 8 x 4, 8 x 8, 16x8, 

8 x 16, and 16 x 16.

5
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16x16 8x16 16x8 8x8

Figure 1.3: Block Dividing in VBSME

Assuming a macroblock size to be 16 (i.e. N — 16) and the current frame 

size is Px, Py, the operations involved in a macroblock search for FBSME and 

VBSME are given in Table 1.2. With the huge amount of computation as well 

as the complex data access and high memory bandwidth requirement, ME is the 

most challenging part for real-time encoding.

Table 1.2: Operation Involved in ME

Type
Operation Count

FBSME VBSME
ADD
CMP
ABS

Data Access

2RX * By * PX * Py
Rx * Ry * Px * Py/256 

256RX * Ry
19RX * Ry * Px * Py/128

281 RX * Ry * PX * Py/128 
41i?x * Ry * PX * Py/256 

256RX * Ry
139RX * Ry * Px * Py/128

1.1.3 Large Matrix Multiplication (MM)

Matrix multiplication has been widely used in numeric computation, image pro

cessing and finance analysis. But the computational complexity is enormous as 

much as 0(N3) (N is the dimension of the matrix). Moreover, computing large

6
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matrix multiplication could consume considerable memory resources leading to 

bottlenecks on memory.

If A is an / x m matrix and B is an m x n, the product C of A and B can be 

calculated using (1.5),

m

Ci,j = ^2 ai,k * h,j, 1 <i <1,1 < 3 <n (1.5)
k=l

When A and B are large (e.g. N > 1024), direct computation of entire 

matrices involves storing l*m + m*n + l*n data elements at a time. Thus, an 

alternative is block matrix multiplication, dividing a large matrix into submatrices 

(e.g. A into p x r, B into r x q submatrices) then applying:

r

Cm,n = ^ Am,k * l<m<p, l<n<<? (1.6)
fc=l

where Cmtn, Am^, Brtn are submatrices. In this way, only a small submatrix 

multiplication is computed each time and data can be reused locally, and final 

results are generated by sliding and accumulating submatrix multiplications. By 

using block MM, the number of operations required are shown in Table 1.3.

Table 1.3: Operation Involved in Block MM
Type Operation Count
ADD
MUL

Data Access

(m — 1) * l * n * r * p * q + (r — l) * l * n 
m*l*n*r*p*q

(l*m + m*n + l*n)*r*p*q + (r — l)*p*q*l*n



1.1 Modern DSP Applications

1.1.4 Fixed-Complexity Sphere Decoder

MIMO systems as shown in Figure 1.1 significantly improve both data transmis

sion rate and spectral efficiency over single antenna systems [11], and are hence 

widely used modern wireless standards. Mathematically, in a MIMO system with 

M transmitter and N receiver antennas, the received signal vector y can be rep

resented as

y = Hs + v (1.7)

where H is the N x M complex channel matrix, s is the M-element transmitted 

symbol vector, an v is the additive Gaussian noise. The transmitted symbols are 

taken independently from a Quadrature Amplitude Modulation (QAM) constel

lation of P points. The set of all possible transmitted vectors form a constellation 

of PM vectors.

In such a system, the MIMO decoder at the receiver end restores the original 

signals from the transmitted stream by differentiating between co-channel signals. 

However, the computational complexity increase exponentially with the number 

of transmit antennas if the optimal Maximum Likelihood Detector (MLD) which 

exhaustively searches all possible signals (PM) is used. Sphere Decoder (SD) is a 

promising approach to reduce complexity, achieving close-to-optimal performance 

[12], SD treats the set Hs as the complex lattice generated by H and solves the 

closest lattice point problem [13].

Fixed Complexity SD (FSD) [14] is one of the SD variants that offers combined 

lowest complexity, deterministic behaviour, and quasi-optimal performance. The 

FSD performs the search over a fixed number of lattice vectors in Hs. Figure

8



1.1 Modern DSP Applications

1.4 shows an FSD example for a 4x4 MIMO (M = A = 4) with 16-QAM, which 

includes the following steps:

Figure 1.4: FSD Tree Search Data Flow

1. Pre-processing: Compute U, the upper triangular version of channel ma

trix H via QR decomposition; initialise the centre of decoding sphere as 

zf = (HhH) ' Hwy using Zero Forcing (ZF); y is ordered based on the 

distortion experienced during transmission.

2. APED Calculation: A depth-first tree search is performed through M lev

els composed of Njs = [\/M — 1] full search levels and M — Nfs single 

search levels; during the search, Partial Euclidean Distance (FED) from 

the candidate point in each level is calculated and accumulated.

3. Sorting: After the the metric calculation, the Accumulated Partial Eu

clidean Distance (APED) from each search branch of FSD tree is compared. 

The branch with the lowest APED is selected as the detected symbols.

9



1.2 DSP Algorithm Implementations

The operations involved in APED Calculation are presented in (1.8) and (1.9).

Sz = zfi
M

Uij /; 
Ua V'j=i+l

M

APED, = ul\\si - Si||2 + ^2 - Sj||2 = PEDi + APEDi+i
j=i+l

(1.8)

(1.9)

In (1.8) and (1.9), Uij is an element in U, and Sj is the jth detected symbol after 

slicing §j (to get the closest constellation point). The tree search starts from level 

i = M down to level i = 1, and the APED is recursively calculated by applying 

(1.9). Table 1.4 shows the number of operations involved in the tree search and 

sort for a Q-QAM MIMO (assume M = N).

Table 1.4: Operation Involved in FSD

Type Operation Count
ADD Efir - <5 + QNfs{M - Nfs)(2M -f 10 + 2Nfs) + QNf° - 1
MUL ES - 1) + QNf°(M - Nfs)(2M + 1 + 2Nfs)

SLICE QNfs{M - Nfs)
CMP 2QNf°

Data Access EZ'i* *Q*(14i) ~7Q + ES„+i ^(14*) + QNfs + 16

1.2 DSP Algorithm Implementations

As shown in Section 1.1.1 - 1.1.4, these applications represent very high compu

tational requirements. To meet this requirement in an embedded situation, their 

implementations are predominantly relying on Application Specific Integrated 

Circuits (ASICs), which normally present the highest performance and lowest 

power consumption. For example, there are a number of ASIC-based FFT im-

10
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plementations [15, 16, 17]. The proposed architectures vary in terms of memory 

system, butterfly engines, and number of parallel data-paths. For motion estima

tion, custom circuit designs such as those with 16 SAD units and 256 SAD units 

FBSME architectures have been proposed in [18, 19], and VBSME architectures 

are proposed in [20, 21] where 41 motion vectors can be generated at a time.

However, ASICs have long design cycle and the associated Non-Recurring En

gineering (NRE) cost can be millions of dollars. Such high fabrication cost makes 

them feasible only for high volume production. In addition, the fast evolution 

of current standards make the ASIC approach limited. As ASICs are commonly 

designed for a specific performance and functionality, they are often not reusable 

for new applications or unable to make modifications without costly redesign. 

Such as shown in the case to support multi-stream FFT for IEEE 802.1 lac, the 

work in [22] proposed a high radix architecture with only 1-4 stream support for 

64 and 128 point FFT/IFFT. In addition, the work in [23] supports 1-8 streams, 

but it is only for 300MHz channel 256-point FFT. Due to the ’dedicated’ feature 

of the custom circuits, they are either restricted to certain point size or certain 

number of streams, failing to meet the various configurations of IEEE 802.1 lac.

Due to the issues of high NRE cost, long design cycle, difficult to reuse or 

post-fabrication modification of ASIC solutions, the implementation of DSP ap

plications are shifting to programmable solutions.

1.3 Field-Programmable Gate Arrays (FPGAs)

The abundant logic resources and hard-wired DSP modules on modern FPGAs 

make them an ideal device for DSP applications. The reconfigurability of FPGAs

11
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allow them to be re-adapted to different applications through reconfiguration. 

However, the conventional way of programming FPGA at the Register Transfer 

Level (RTL) requires high specialised hardware knowledge and suffers from long 

design cycles. This has prompted the emergence of ’soft’ processor architectures, 

hosted on the FPGAs reconfigurable fabric, which enable a partial redefinition of 

the design approach to incorporate programmable processors customised to the 

application, rather than dedicated circuits.

A host of softcore processors have been proposed, from the soft scalar pro

cessor such as MicroBlaze [24] to performance enhanced soft vector processors 

[1, 25, 26] and soft multicore processors [27]. However, to date there is no recorded 

realisation of FFT on these architectures. In addition, state-of-the-art soft vector 

processors are much more powerful than standard scalar processors, achieving 

substantial speedup [28]. However, their performance and resource efficiency 

are well below that of custom circuit designs, particularly for sliding window 

operations - [28] describes a soft ME architecture which exhibits 1.2% of the 

performance of a dedicated circuit, whilst costing twice the resources.

Obviously, current softcore processors still suffer one or more of low perfor

mance, high resource cost, or limited applicability for DSP applications. This 

strongly motivates new softcore innovations to address these issues.

1.4 Thesis Contributions

FPGAs offer unprecedented processing resources for realising DSP applications 

but the dedicated circuit design approach required to exploit these resources is 

a detailed, laborious and unproductive process. This thesis addresses this issue

12
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by proposing a software programmable softcore processor solution. Specifically, 

it makes three contributions:

1. A novel Softcore Stream Processor (SSP) for FPGA-based DSP processing 

is presented. This softcore processor is used to implement the first recorded 

software-defined FFT architecture on FPGA, which can not only meet all 

the requirements of IEEE 802.11ac FFT but increase resource efficiency by 

factors between 1.2 and 3.3 compared to dedicated Xilinx FFT core.

2. An extended stream processor architecture is presented for sliding window 

applications. Benchmarks on motion estimation and large matrix multipli

cation show it can boost the performance by 1.5-11.8x with more than an 

order of magnitude better resource efficiency compared to current best soft 

vector processors.

3. A high-level SSP platform synthesis approach is presented which can quickly 

generate real-time DSP circuits on FPGA based on the proposed SSP. By 

exploiting the synthesis approach, a real-time PSD and a real-time VBSME 

are implemented.

1.5 Thesis Outline

This thesis is organised as follows:

Chapter 2 describes the background of modern DSP processing and imple

mentation. Different embedded devices are compared and FPGA is motivated 

as an ideal device for modem DSP application. In addition, the issue of conven

tional RTL-level programming of FPGA is discussed, motivating new software

13
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programmable softcore processors and new programming flow for FPGA-based 

DSP design.

Chapter 3 presents the details of the proposed SSP architecture. A series of 

DSP enhancements are introduced to tackle performance and resource efficiency 

issues of current softcore processor for FFT. These enhancements are applied to 

implement a softcore-based high-performance FFT, and the first recorded soft

ware defined FFT architecture for IEEE 802.1 lac with 1-8 streams support.

Chapter 4 presents how the SSP processor is used to target sliding window 

applications. The issue with the sliding window processing is firstly analysed and 

tackled by employing two enhancement units. The case studies of MM and ME 

are presented, and substantial performance and resource advantages are shown 

with the comparison to state-of-the-art soft vector processors.

Chapter 5 presents a model-based programming flow for SSP. The design 

flow is able to quickly generate an SSP processor with customised network and 

processing units. By using this design flow, real-time FSD and VBSME are 

demonstrated to Ire automatically generated.

Chapter 6 summarizes the thesis, enumerates the contributions of this work 

and suggests further research directions that may result from this work.

14



Chapter 2 

Background

2.1 Introduction

Digital Signal Processing (DSP) applications such as high definition video pro

cessing or wireless baseband processing require hundreds of giga operations per 

second (GOPS) for real-time performance [29, 30]. This presents a huge chal

lenge for embedded DSP devices. To meet the high computational requirements 

such as those of the DSP algorithms described in Chapter 1, many Application 

Specific Integrated Circuit (ASIC) implementations have been proposed for Fast- 

Fourier Transform (FFT) [15, 16, 17], Motion Estimation (ME) [18, 19, 20, 21], 

and Fixed-complexity Sphere Decoder (FSD) [31, 32], Despite ASICs usually pre

senting the highest performance solution, the fabrication cost of custom ASICs 

can be millions of dollars, and their functionality is dedicated. Such high Non- 

Recurring Engineering (NRE) costs make these practical only for high volume 

designs. In addition, the fast evolution of DSP applications in standards renders 

this approach limited, due to the drawbacks of the long design cycle and the in-
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ability to incorporate changes to the functionality after the silicon is fabricated. 

As shown in the case to support multi-stream FFT in IEEE 802.1 lac, current 

implementations are either restricted to certain point size [23] or certain num

ber of streams [22], failing to meet the various configurations of IEEE 802.1 lac. 

As a result, the implementation of current DSP applications is shifting toward 

flexibility.

Many programmable devices such as multi/many-core processors, Graphics 

Processing Units (GPUs) and Single Instruction Multiple Data (SIMD)/Vector 

processors have emerged aiming to solve the aforementioned problems. Be

sides featuring a number of parallel computing resources, these are software 

programmable so their functionality can be re-adapted to different applications 

through reprogramming. Field Programmable Gate Arrays (FPGAs), on the 

other hand, boast enormous logic, memory and DSP resources, and can achieve 

very high performance combined with the reconfigurability, making these another 

promising alternative for DSP applications. In Section 2.2, current embedded de

vices for DSP applications are reviewed, where their performance, power efficiency 

and adaptability are comparatively studied, and the ideal DSP platform is there

fore motivated. Following that, the programming issues and current solutions 

associated with the programmable devices are discussed in Section 2.3 and the 

demand for more effective programming is then motivated.
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2.2 Programmable and Reconfigurable Devices for DSP

2.2 Programmable and Reconfigurable Devices 

for DSP

There are many devices for DSP applications, from traditional Digital Signal Pro

cessors (DSPs) to a variety of emerging devices such as multi/many-core proces

sors, Application-Specific Instruction-Set Processors (ASIPs), GPUs, SIMD/Vector 

processors, and reconfigurable devices such as FPGAs. Each is designed to ex

ploit a certain combination of Instruction Level Parallelism (ILP), Data Level 

Parallelism (DLP) and Task Level Parallelism (TLP) in DSP applications, and 

the way to exploit the different flavours of parallelisms largely distinguish the ar

chitecture designs. In this section, some important processors and reconfigurable 

devices are surveyed in terms of performance, adaptability, and ease of use for 

DSP implementation in embedded situations.

2.2.1 Digital Signal Processors

DSPs are the traditional software programmable signal processing devices. DSPs 

are designed with specific optimisations to support DSP applications, such as 

the built-in support for multiply-accumulate (MAC), division, square-root, and 

sophisticated addressing modes (e.g. bit-reversed and modulo addressing). It is 

also notable that predictable execution is important for real-time applications, as 

a result, many dynamic features which are' often seen in general-purpose proces

sors are excluded in DSPs, such as branch prediction and superscalar execution. 

Modern DSPs have the ability to exploit TLP. DLP and ILP at the same time, 

as seen that modern high-end DSPs typically have a multicore architecture (for
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TLP), and each core runs in both Very Long Instruction Word (VLIW) and Single 

Instruction Multiple Data (SIMD) manner.

The structure of a TI C66x DSP core [33] is shown in Figure 2.1 with a detailed 

view of the multiply execution unit (i.e. .M). It has 8 function units, two register 

files and two identical data paths, running as 8-issue VLIW machines. A pair of 

multiply units contains 32 16-bit multipliers, capable of 32 MACs per cycle. The 

current generation of TI DSP, such as TI TMS320C6678 multicore DSP integrates 

up to 8 C66x DSP cores, enabling 320 Giga-MACs raw performance at 1 GHz 

while dissipating 10 W.
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Figure 2.1: TI TMS320C66x DSP core

The continuous development of compiler techniques for DSPs means that the 

programming of DSPs can be mostly achieved by high-level language C/C+T. 

When performance matters, many complicated operations (e.g. data shuffling) 

have to be implemented by intrinsic functions, and more common routines (e.g. 

video compression kernels, signal processing kernels) are available as optimised
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libraries to save the design effort.

2.2.2 Multi/Many-core Processors

Scaling single-core has reached the bottleneck on performance, frequency and 

power, thus multi/many-core processors integrate several to hundreds of simple 

cores for high computational performance. These cores are usually connected 

through complex on-chip communication networks, and each core is allocated a 

portion of the computation task, achieving high collaborative TLP performance.

The Intel 80-core processor [34] exploits a 2D array of processing cores, each 

with two floating-point MAC units, a 3 KB instruction memory and 2 KB data 

memory, supporting VLIW execution with up to eight operations per cycle. With 

80 cores, 672 GMACS performance can be achieved when running at 4.2 GHz 

whilst dissipating 97 W. The programming of the 80-core processor is achieved 

by assembly but presents very high difficulty due to limited tool support [35].

The Asynchronous Array of Simple Processors (AsAP) [36] integrates 164 

asynchronously clocked programmable processors and three dedicated cores (FFT, 

motion estimation and Viterbi) targeting DSP applications, whose architecture 

is shown in Figure 2.2. The 164 programmable cores are organised as a 2D array 

connected through FIFOs to a mesh Network on Chip (NoC), with restrictions 

that only the left column processors and right column processors can commu

nicate data with outside. AsAP has a simplified core design that each core is 

an in-order processor with a MAC, a Arithmetic Logic Unit (ALU), a small 

(128-entry) instruction memory and a small (128-entry 16-bit) data memory; no 

pipeline interlock or branch predication circuitry is implemented. Other features
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include configurable address generator, conditional execution and zero overhead 

looping. The AsAP running at 1.2 GHz can achieve 196 GMACS performance 

whilst dissipating 10.2 W. When programming AsAP, each task can be described 

in C or assembly, and mapped to AsAP manually or by an auto-mapping tool.

config. bit stream

Configuration and Test Logic

Figure 2.2: AsAP Processor Block Diagram

Epiphany E64G401 [37] from Adapteva is a commercialised many-core pro

cessor which integrates 64 cores with a low latency 2D mesh NoC. Each core in 

E64G401 has a dual-issue architecture with a large 64-entry register file and a 32 

KB local storage, supporting 32-bit floating-point MAC operations. Running up 

to 800 MHz, E64G401 can achieve 51.2 GMACS performance whilst dissipating 

less than 2 Watts. The programming of Epiphany E64G401 can be achieved by 

using C/C++ and OpenCL.
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2.2.3 SIMD/Vector Processors

In some DSP applications (e.g. image, video, vision and baseband processing), 

large amounts of data are often processed by the same operations, representing 

a high degree of DLP. The SIMD/Vector processing can effectively exploit DLP 

with low cost and power [38]. As identical instructions are executed, the resources 

for program and control can be shared among the function units. Compared to 

SIMD processing, Vector processing [39] incorporates a vector length register 

(VLR) to specify the vector length at runtime rather than using fixed vector 

length as in SIMD, thus allowing more flexibility in programming. SIMD/Vector 

processors commonly have a large set of local resources (memories and function 

units) which are organised into lanes. The distributed local memory resources 

in each lane can avoid the bottleneck of having a large centralised memory [40] 

[41], Additionally in such processors, caches are often missing due to limited 

temporal locality in the target applications, instead, hierarchical software man

aged scratchpad memories are used. In order to execute conditional operations, 

masked execution is a common technique or conditional streams [42] can avoid 

computing unneeded results.

Imagine [43] pioneered the stream processing architecture, which is seen as an 

implementation of a stream programming model. This model partitions the ap

plication into a sequence of kernels performing computation on data streams in a 

predetermined order. As this model can expose the locality and parallelism infor

mation of the application, it maps effectively on streaming architecture. Imagine 

also combines VLIW processing and SIMD at the same time, where the 48 ALUs 

are partitioned into 8 SIMD clusters, each with 6 VLIW units, as shown in Fig-
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ure 2.3. Imagine features a three-layered storage hierarchy to provide enough 

bandwidth for 48 ALUs. Each SIMD cluster has a local register file which is one 

per function unit input port, and SIMD clusters communicate through a 128KB 

Stream Register File (SRF), which is at the middle-layer for data exchange be

tween SIMD clusters or external memory. Imagine can achieve 16 GMACS (16- 

bit) peak performance running at 400 MHz. Programs written in this model 

(using extended C like language) include two levels: stream-level for ordering 

kernel execution and stream transfer, and kernel-level for actual computation. 

Further in [30], the Storm-1 processor integrates 80 parallel ALUs, delivering 128 

GMACS, 8 times higher than Imagine, whilst dissipating 10.5 W. In addition, a 

64-bit stream processor, FT64 is proposed in [44] to target scientific computing.

Figure 2.3: Imagine Stream Processor Architecture

For some applications such as vision processing, there are abundant long vec-
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tor operations and simple sequential data access. IMAPCAR [45] from NEC 

and Xetal-II [46] from Philips integrate 128 and 320 SIMD processing elements 

(PEs) respectively and all employ a one-dimensional shift-register network for 

data communication. The PE in IMAPCAR supports four-way VLIW, together 

delivering 19.2 GMACS (16-bit) peak performance at 100 MHz whilst dissipating 

2 W. With single-issue PEs, Xetal-II delivers 27 GMACS (16-bit) performance 

at 125 MHz whilst dissipating 0.6 W. These wide SIMD processors are shown 

to perform efficiently in terms of performance and power in vision applications 

[45, 46]. However, when the characteristics of target applications change, for ex

ample with reduced vector length, wide SIMD processors have severe performance 

degradation. Thus the work in [47] proposed a reconfigurable architecture which 

can change the wide SIMD processor to a multi-core processor on the fly, showing 

more flexibility. Both IMAPCAR and Xetal-II are programmable by extended C 

language.

Software Defined Radio (SDR.) [48] promises to be a cost effective and flexible 

solution for communication applications on programmable devices. Communica

tion applications have prevalent DLP, thus many SDR devices [49, 50, 51] take 

advantage of SIMD or Vector processing. SODA [52] was proposed to target 

3G mobile signal processing. It has four 32-wide SIMD cores, and each core is 

simplified with only 16-bit fixed-point ALU and simple shuffle' exchange network 

for power efficiency. To target 4G mobile communication, AnySP [29] further 

increases computational capacity and power efficiency by using wider SIMD and 

low cost function units. More importantly, AnySP features a width-configurable 

SIMD architecture. As the optimal SIMD width highly depends on the kernels, 

some of which exhibit smaller vector length but a high level of TLP, the 64-wide
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SIMD core in AnySP can be configured to be four 16-wide or two 32-wide units 

to match the application. All the kernels implemented on SODA and AnySP are 

programmed by assembly.

2.2.4 ASIPs

ASIPs are a class of DSP devices which can offer more flexibility in terms of perfor

mance, energy efficiency and design effort when compared to ASICs and general 

purpose processors. ASIPs boost the performance of general purpose processors 

by extending their instruction set to accelerate application-specific operations. 

Transport Triggered Architecture (TTA) [53] is an ASIP which is customisable in 

terms of function units with user-defined functionality, register files with varied 

number of input ports and output ports, and transport buses with parallel data 

transport capabilities. In addition, many commercial ASIPs have been developed, 

including Tensilica Xtensa from Cadence [54] and Design Ware ARC processors 

from Synopsis [55]. To facilitate the design of ASIPs, TTA-based Co-design En

vironment (TCE) [56] supports a complete design flow from C program input 

down to processor implementation for the TTA architecture. Commercial tool 

Processor Designer from Synopsis [57] supports automated software development 

and instruction set generation from a single high-level specification called LISA.

2.2.5 GPU

GPU is originally designed to target graphics applications such as gaming, where 

its hardware blocks are optimised for a small set of graphics operations. However 

the massively parallel computing ability of GPU can achieve a order of magni-
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tude speedup against CPU for applications with extensive DLP, motivating its 

use for general purpose computing [58, 59]. Modern GPUs employ a large num

ber of programmable cores combined with graphics units and special function 

units (e.g. for transcendental functions computation). The programmable cores 

are organised as multiple SIMD arrays with multithreading support, on which 

multiple independent tasks can run in parallel under a dynamic schedule to keep 

the pipelines busy. Figure 2.4 shows the SIMD processor architecture in Nvidia 

Fermi GF100 [60], where each SIMD processor has 32 cores.

The number of programmable cores can be very large, for example, the Fermi 

GK110 [61] from Nvidia have 14 SIMD processors (called Streaming Multipro

cessors (SMs)) with 192 cores each, total 2688 cores delivering 2.25 floating Tera- 

MACS performance with 225 W power consumption.

Result queue
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64 KB shared memory/L1 cache

Streaming Multiprocessor

Register file (32,768 x 32 bits)

Instruction cache

Texture cache

LD/ST
LD/STl

LD/ST
LD/ST

Figure 2.4: Streaming Multiprocessor in Fermi GF100
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CUDA [62] and OpenCL [63] are the programming frameworks for GPUs. 

Written in C-like language, programs are organised into multiple kernels, each 

executing across a set of parallel threads. The host CPU schedules these kernels 

to GPU at run-time, so the same program can run on different GPUs or even 

multicore CPUs (using OpenCL).

2.2.6 Reconfigurable Devices

Depending on the basic building resources for datapaths, the reconfigurable de

vices can be classified as coarse-grained architecture whose building block are 

word-level or subword-level ALUs, or fine-grained such as FPGAs whose basic 

units only implement function on single or a few bits. Although coarse-grained 

architectures [64, 65] can be more efficient in terms of delay, area, power and 

configuration time, they sacrifice flexibility and potential performance. For this 

reason, modern reconfigurable devices are mostly fine-grained FPGAs [66].

The basic logic building blocks of FPGAs are Look-up Tables (LUTs), which 

are Read-Only-Memories (ROMs) defining their functionality by pre-stored value. 

Classical FPGAs have only LUTs and Flip-Flops (FFs) for logical operations. 

Modern FPGAs such as Virtex from Xilinx [67], Stratix from Altera [68], and 

Speedster from Achronix [69] have included a set of heterogeneous resources with 

high flexibility, and their basic structure is shown in Figure 2.5.

Current Xilinx FPGAs have 6-input LUTs which can give a total of 64 bits 

of logic programming space. In addition, the functionality of some LUTs can be 

extended as distributed RAM or shift registers; built-in multiplexers and carry 

logic are provided to facilitate common function implementation. For large ca-

26



2.2 Programmable and Reconfigurable Devices for DSP

pacify memory building, Block RAMs (BRAMs) in Xilinx FPGAs can provide 

built-in 36K bits memory.

□ LUTs A FFs Block RAM (DSP Block Sweh Matrix I/O Pm

Figure 2.5: Modern FPGA Architecture

Hardwired DSP blocks in FPGA can compute some critical arithmetic op

erations with high performance. For example, the DSP48E [70] used in Xilinx 

Virtex-5, whose overall structure is shown in Figure 2.6, supports single-cycle 

multiply, add/sub, and multiply-add/sub, and logic operations, and is dynam

ically configurable by two control ports (ALUMODE and OPMODE). With a 

large number of DSP blocks built in a chip, the latest generation of FPGAs such 

as Virtex-7 running at 741 MHz can deliver up to 5,335 GMACS signal processing 

performance with 3600 DSP blocks (DSP48E1) whilst dissipating less than 32 W 

[67, 71],

Altera FPGAs use fractuable LUTs (ALUT) and DSP blocks so are more
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Figure 2.6: DSP48E Structure in Virtex-5

flexible compared to Xilinx FPGAs. An ALUT can be used as a select 7-input 

PUT or a 6-input LUT or two 4-input LUTs which is equivalent to around 1.2 

Xilinx LUTs [72], and DSP blocks can be broken into multiple smaller multipliers 

and/or adders, however, the functionality of DSP blocks have to be pre-defined 

at compile time instead of being configurable at runtime. In addition, Achronix 

FPGAs use only 4-input LUTs but integrate a rich set of hard IP functions (e.g. 

DDR3 Controller, 10/40/100 Gbps Ethernet controllers) for high performance 

interface. It is also notable that the Speedster22i HP series use a self-timed 

picoPIPE architecture [73] allowing maximum frequency to be 1.5 GHz.

2.2.7 Device Comparison

To meet the hundreds of GOPS performance required by current DSP applica

tions, the devices must have high enough computational capacity. The power 

consumption is also an important factor as embedded systems often have tight
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power budget. In this section, the programmable and reconfigurable devices in

troduced in Section 2.2.1 - 2.2.6 are compared in terms of performance and power 

consumption.

The raw performance of these devices are shown in Figure 2.7, and the power 

efficiency denoted by power dissipation per MAC operation of different devices 

is shown in Figure 2.8. The data is computed based on the published data. 

However, it should be noted that, as these devices can be implemented with 

various process technologies, the results presented here may change significantly 

if different process technologies are used.

GPUs have high raw performance, but rely on a similarly high-end host CPU 

for task allocation and management thus they often dissipate hundreds of watts 

and as a result can be difficult to use in practical embedded situations.
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Figure 2.7: Raw Performance Comparison of DSP Devices

Many-core processors such as Intel 80-core and AsAP also have high perfor

mance. However, it is notable that many-core processors show low execution
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Figure 2.8: Power Dissipation Comparison of DSP Devices

efficiency for some important DSP applications such as FFT. For example, a 2D 

FFT implementation on Intel 80-core processor achieves only 3.4% of its raw 

performance with 64 cores. Similarly, a 1024-point FFT on AsAP achieves only 

1.3% of its raw performance [74] with 25 cores. These poor metrics are mainly 

attributed to the fact that many-core processors can not handle complex com

munication patterns efficiently after the execution of applications are split to 

the many cores, and the fixed organisation and accessibility of cores are hard to 

match various applications. Besides, due to the constraint of small local storage 

available in each core, there are often not enough space for the allocated tasks, 

such as shown in [74], cores are wasted as being memories only, and further 

communication bottleneck happens between memory and computation cores.

Modern multicore DSPs can achieve moderate performance and power ef

ficiency. Despite their specialised architectures, the achievable performance of 

DSPs still lags the demand of many DSP applications, as seen from the fact that
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hundreds of DSPs could be equipped in a cell base station [75], resulting in high 

cost and high power consumption.

SIMD/Vector processors show high power efficiency but their performance is 

limited; for example, AnySP targeting mobile terminals can not meet the base 

station signal processing which has computational requirement of lOx more than 

mobile terminals.

Compared to other devices, FPGAs have the highest raw performance among 

all devices. The reconfigurability of FPGAs give the maximum flexibility to 

utilise its vast processing capacity. With high single-chip performance, using 

FPGAs can greatly reduce the number of individual chips required and hence 

the cost and power for communication applications [76]. In addition, the newest 

FPGAs can achieve similar power efficiency as SIMD/Vector processors for its 

high performance. In [77], FPGAs achieve similar performance in computer vi

sion application compared to GPUs with 2% of the power. For sliding window 

applications (e.g. 2D Convolution), FPGA also shows two orders of power effi

ciency [78] compared to GPU. Overall, FPGAs not only can provide sufficient 

computing capacity for current DSP applications, but are also power efficient for 

embedded situations.

2.3 FPGA Programming

2.3.1 Traditional FPGA Programming

FPGA has tremendous potential to be a high performance and energy efficient 

DSP platform, however the current way of programming FPGAs still concen-
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trates on time-consuming dedicated circuit design, which is based on a complex 

Register Transfer Level (RTL) design flow as shown in Figure 2.9. Given an 

application specification, the RTL design flow starts from describing hardware 

components at the RTL level using a Hardware Description Language (HDL). 

Then the described circuits go through a series of RTL simulation, synthesis, 

functional/gate-level simulation, map and place &; route to the target FPGA 

technology. Designing dedicated circuits at RTL-level requires highly specialised 

hardware design knowledge, and the cycle-accurate simulation is time-consuming 

and difficult. As a result, when compared to other software programmable devices 

such as many-core processors, GPUs and SIMDs, the effort paid on designing FP- 

GAs are often near an order of magnitude higher [77, 79]. Even worse, the RTL 

level design is difficult to reuse, despite Intellectual Property (IP) cores being 

provided for some common functions. When targeting a new application or the 

specification of the application changes, re-writing HDL is required before the 

entire process is repeated. With the vast number of resources available in current 

generation of FPGAs, it is increasingly unproductive to program FPGAs in the 

RTL level by designing dedicated circuits.

To make this process more productive, new strategies have been proposed 

which increase the design level above RTL and exploit software programming to 

reduce the design effort, in so-called ’high level synthesis’ technologies.

2.3.2 High Level Synthesis

High Level Synthesis (HLS) [80] can compile an application typically specified 

by a C-based language (e.g. C/C-I-+, SystemC) at algorithmic level to the RTL-
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Figure 2.9: FPGA Design Flow at RTL Level

level hardware description. In HLS, the C-based application specification is firstly 

compiled to an internal representation (in the form of graph), and code transfor

mations (compiler optimisations) can then be applied such as dead-code elimina

tion, constant propagation, redundant sub-expression elimination, code motion 

and loop unrolling. After that, the core steps of HLS include two parts: schedule 

and allocation. The operation nodes in the graph are scheduled according to their 

dependence relations, with an aim to minimise the amount of time required for the 

execution given a certain number of available hardware resources. The allocation 

maps operation nodes and schedule to data-paths and controllers. Data-path al

location involves the mapping of operations to functional units, memory elements
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and communication resources. Controller generation involves the synthesis of a 

controller which drives the data-paths according to the schedule and is typically 

in the form of Finite State Machine (FSM).

Since the programming is achieved at software level, HLS removes the burden 

of writing RTL-level hardware, however, the sequential nature of the C-based 

language inevitably poses substantial difficulty to derive efficient parallel imple

mentations. Although HLS examples including Synphony C [81] and AutoESL 

AutoPilot [82] have shown the generated results are comparable to hand-crafted 

dedicated circuits in some cases (e.g. sphere decoder), they require significant 

optimisation effort (code refactoring and extensive use of language directives) to 

do so. In addition, in the case of memory-intensive applications, such as motion 

estimation or matrix multiplication, manual design of memory structures is often 

required [83].

The aforementioned problems of HLS have prompted investigation of alter

native ways to enable high productivity FPGA design, notably the use of soft

ware programmable softcore processors on FPGA. The hardware resources in 

processors are managed internally and exploited by the software in a well-defined 

manner without exposing the execution details to the programmers. Thus, it 

has been shown effective by other (hardcore) programmable devices to tackle 

design complexity and facilitate hardware reuse by reprogramming. By making 

use of the pre-tested softcore processors built with FPGA fabrics, it can convert 

the complex hardware design problem to a more tractable software programming 

problem. Compared to hardcore processors, softcore processors can make use 

of the reconfigurability of FPGA to be tailored for the applications. Moreover, 

similar to what is done in hardcore counterparts, various parallelisms could also
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be exploited by softcore processors to form a high performance DSP platform. 

The next section reviews these softcore processor solutions.

2.4 Softcore Processors on FPGA

2.4.1 Soft Scalar Processor

There are many softcore processors for FPGA, such as MicroBlaze [24] from Xil- 

inx, Nios II [84] from Altera, and Cortex-Mi from ARM [85]. These are all 

single issue general purpose Reduced Instruction Set Computer (RISC) proces

sors. MicroBlaze is a 32-bit load-store processor with 32-entry register files, whose 

architecture is shown in Figure 2.10. It has full functional support for interrupts, 

peripheral integration, caches and virtual memory. It is notable that MicroBlaze 

supports customisation so that many of the components are made optional to be 

tailored for a specific application. The minimum configuration (with multiplier 

enabled) for a performance optimised MicroBlaze cost about 900 LUTs and the 

raw arithmetic performance is 106 MMACS running at 211 MHz on a Virtex-6 

FPGA. In addition, iDEA [86] is a recent soft scalar processor with a compact 

size. By specifically exploiting the high performance DSP48E1 and minimising 

additional logic cost, iDEA can deliver 405 MMACS arithmetic performance on 

a Virtex-6 FPGA whilst costs 321 LUTs. Soft scalar processors can be pro

grammed in C and vendor specific tool-chains are available such as Xilinx EDK 

[87] for MicroBlaze and Altera Qsys [88] for Nios II.
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Figure 2.10: MicroBlaze Processor Block Diagram

2.4.2 Soft VLIW Processor

A soft VLIW processor is proposed in [89] to exploit ILP on an Altera FPGA. 

The processor has identical ALUs in each VLIW way, and all ALUs share a 32- 

entry 32-bit register file. With a four-way configuration, the soft VLIW processor 

can run up to 166 MHz delivering 332 MM ACS performance whilst consuming 

5,834 ALUTs for its register file on a Stratix-II FPGA. The processor can be 

programmed with C and compiled through the Trimaran VLIW compiler [90].

The soft VLIW processor in [91] is customisable for the applications in terms 

of datapath and instruction set. Compared to [89], this processor features het

erogeneous function units, which can be ALUs, MAGs, address generation units, 

and data memories, and the number of those are configurable. The benchmarks 

show the base processor with a MAC unit can run up to 126 MHz, enabling 126 

MMACS on a Virtex-II FPGA. With customisation, [91] achieves 1.4x to 3.2x
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higher performance than the Microblaze for computing Fibonacci Series and fac

torial operations. The programming is achieved by assembly and customisation 

by parsing a processor configuration file input.

2.4.3 Soft Multi/Many-core Processor

Soft multi/many-core processors connect multiple soft scalar processors by an 

on-chip communication network into a multi-processing architecture. Heracles 

[27] is a MIPS-based multi-processor and uses a NoC for its data communication 

infrastructure. Heracles supports a certain degree of customisation, where the 

number of cores and the NoC topology are configurable. A system has been 

demonstrated which uses 16 cores connected by a general 2D mesh NoC, capable 

of running at 71 MHz whilst consuming nearly all the resources of the largest 

Virtex-5 FPGA, and deliver 568 MMACS. Software on Heracles can be written 

in C and compiled by a MIPS compiler, followed by a step which involves manually 

inserting assembly code for processor workload distribution.

The MPLEM [92] can integrate up to 80 MicroBlaze cores at the area cost of 

the largest Virtex-5 FPGA. These cores are interconnected by multi-level buses 

and communicate data with the external memory by FIFOs. The programming 

of MPLEM is achieved by C with the support of Xilinx EDK.

2.4.4 Soft SIMD/Vector Processor

Cho [93] proposed a 16-way soft SIMD coprocessor attached to a MicroBlaze 

processor. It has a load-store architecture and features a distributed memory 

organisation accompanied by data rearrangement units. Running up to 169 MHz
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on a Virtex-4 FPGA, it can deliver 2.7 GMACS raw performance whilst consum

ing 22,936 LUTs. Benchmark results on FIR, HR, matrix multiplication and 2D 

DCT show 10-15 times performance improvement compared to MicroBlaze. The 

programming of this processor is done in assembly.

The Ter@core [94] is a 128-way soft SIMD processor with a MicroBlaze con

troller for image processing. Each SIMD way contains a DSP48-based ALU and 

two 36-Kb BRAMs-based data memory. The 128 ways are interconnected by a 

ID ring communication network. It can deliver 19.2 GMACS at 150 MHz on a 

Virtex-4 FPGA. The implementation of Ter@core on a Xilinx Virtex-4 FPGA 

costs nearly 40,000 LUTs. The SIMD processor is programmed by assembly.

The soft vector processor VESPA [25] realises the hardcore VIRAM [26] in

struction set on FPGA. It is capable of running at 100 MHz on a Stratix-III 

FPGA and delivers 3.2 GMACS at the cost of more than 36,000 ALUs. Bench

mark results show up to 38x speedup to a MIPS-like soft scalar core as well as 

5x better resource efficiency (performance per area).

VIPERS [28] is a soft vector processor augmenting a Nios Il-compatible UT- 

Ile core. It simplifies the vector instruction set (e.g. remove fixed-point support) 

compared to VIRAM thus reduces the area cost. VIPERS can deliver 1.7 GMACS 

performance at 105 MHz and costs 10,955 ALUs on a Stratix-III FPGA. Case 

studies in Motion Estimation, Median Filtering and AES Encryption show 3- 

29x speedups compared to a standard Nios II using 4, 8 and 16 lanes with 2.4- 

3.2x better resource efficiency. A further improvement in VEGAS [1] replaces 

the vector register file used in VIPERS by a directly-accessed vector scratchpad 

memory and adds fractuable ALUs as shown in Figure 2.11. VEGAS can deliver 

3.2 GMACS performance at 100 MHz whilst consuming 36,611 ALUTs on a
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Stratix-III FPGA. The improvements in VEGAS show up to 3x better resource 

efficiency compared to VIPERS in the case studies. By improving frequency, 

using 2D/3D vector instruction and multiple alignment networks, VENICE [95] 

is optimised for short vector lanes (1-4). VENICE can deliver 0.76 GMACS 

performance at 190 MHz and costs 5,096 ALUs on a Stratix-IV FPGA. It offers 

twice better resource efficiency than VEGAS for 1-4 lanes. The programming of 

these soft vector processors is via assembly.
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Figure 2.11: Soft Vector Processor Architectures [1]

2.4.5 Massively Parallel Soft Processor Array

The softcore approach in [2] build large-scale networks of fine-grained softcore 

processors on FPGA. The fundamental SIMD core employs a minimalist archi

tecture as shown in Figure 2.12. The FPGA Processing Element (FPE) of the
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SIMD has a deeply pipelined load-store architecture. Its simplified architecture 

focuses on arithmetic performance with minimum logic built around Xilinx hard

wired DSP block DSP48E. FPE supports customisation in terms of the size of 

instruction memory, data memory and register file, as well as data width and 

ALU types. The FPE with the minimum configuration (a 32-entry register file 

and a 16-bit ALU) can deliver 483 MM ACS performance whilst consuming 90 

LUTs on a Virtex-5 FPGA. Multiple such SIMD cores can be connected forming 

a massively parallel processing network.
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Figure 2.12: Soft SIMD Processing Architecture in [2]

The massively parallel softcore architecture has been used to create a 144-FPE 

processor network for a Fixed-complexity Sphere Decoder (FSD). The resulting
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processor network can run at 296 MHz and deliver 42.6 GMACS raw performance 

whilst consuming 16,601 LUTs, which can meet the real-time performance as 

required in IEEE 802.1 In but with 42% less resources than the dedicated circuit 

implementation on FPGA [2], In the implementation, FPEs are programmed in 

assembly, and the processor network is constructed manually.

2.4.6 FPGA-based Softcore Processing Comparison

The arithmetic performance and resource cost of the softcore processors intro

duced in Section 2.4 are summarised in Table 2.1. Soft scalar processors such as 

MicroBlaze and Nios-II are designed to Ire a system coordinator or perform least 

critical computations. The general processing features have shown very limited 

performance (e.g. 100 MMACS of MicroBlaze, and 405 MMACS of IDEA) for 

DSP applications.

Table 2.1: Summary of FPGA-based Softcore Processors
Softcore Performance Logic Resources Frequency Technology

(MMACs/s) (LUTs or ALUTs) (MHz)

MicroBlaze 106 900 211 Virtex-6
iDEA 405 321 405 Virtex-6

Soft VLIW [89] 332 > 5,834 166 Stratix-II
Heracles 568 196,369 76 Virtex-5

SIMD in [93] 2,704 22,936 169 Virtex-4
Ter@core 19,200 « 40,000 150 Virtex-4

VESPA 3,200 « 36,000 100 Stratix-III
VIPERS 1,680 10,955 105 Stratix-III
VEGAS 3,200 36,611 100 Stratix-III

FPE Array [2] 42,624 16,601 296 Virtex-5

To boost the performance, the softcore processors can build parallel circuits
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to exploit different parallelisms - ILP. DLP and TLP as done in the hardcore 

processors. However, FPGA platform has its own features, such as LUT-based 

logic (e.g. multiplexer is expensive), hard DSP blocks, higher wire delay, large 

parallelism, and reconfigurability. These features, if not considered, can easily 

negate the benefits of parallel processing.

The soft VLIW processors require a multi-port register file which is inher

ently costly and inefficient to implement on FPGA platform. For example, the 

benchmark results of [96] show that the 4-way soft VLIW achieves less than 50% 

speedup against Nios II and scales poorly due to the difficulty of implementing 

multi-ported register file on FPGAs. As a result, their achievable performance 

and the large cost are not justified for DSP applications.

Current soft multi/many-core processors are mostly serving exploratory pur

poses (e.g. the NoC architecture in Heracles [27]), and they rely on general 

purpose scalar cores as the basic computing elements, resulting in considerable 

area cost and unjustified performance for DSP applications.

Soft SIMD/Vector processors boost the performance more efficiently and have 

shown considerable speedups against soft scalar processors. However, their per

formance and resource efficiency are still well below that of custom circuit designs. 

VESPA achieves only 7.7% of the performance and 0.16% of the efficiency of ded

icated circuitry [25]; the soft SIMD processor [93] shows 5% of the performance 

and 8x the area of dedicated circuitry [97]; and VIPERS, VEGAS and VENICE 

offer only between 1% — 4% of the performance of dedicated motion estimation 

circuits [98] although with more resources. There are several reasons for their 

large gap to custom circuit designs.

1. Their general architectures cost considerable resources. For example, VESPA
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implements most of the hardcore VIRAM features which have been opti

mised for CMOS design on FPGA, and the scale is too large to be efficient 

on FPGA. For instance, VENICE includes three data alignment networks 

which occupy 30% of the resources but is only beneficial for a small class 

of applications (e.g. convolution).

2. These processors are only lightly configurable. The FPGA trades recon

figurability with area and frequency overhead compared to CMOS design, 

which entitles softcore processors to make application specific optimisations 

which are difficult in hardcore processors. However, the soft SIMD proces

sor in [93] is fixed in all aspects, and soft vector processors VEGAS and 

VENICE are only configurable in terms of a few major design parameters 

(e.g. the number of vector lanes). Although some soft vector processors are 

more configurable such as VIPERS in [28] and VESPA in [99], they showed 

only limited degree of area reduction (25% - 30%) through application spe

cific optimisations.

3. DTP is the only flavour of parallelism which can be exploited by these pro

cessors. With up to 32 lanes in the soft vector processors, the exploitation 

of limited DLP make them constrained by performance.

On the other hand, the softcore approach in [2] offers the highest performance 

combined with excellent resource efficiency. Specifically, the softcore array in [2] 

demonstrates 402x higher performance than MicroBlaze with 22x better resource 

efficiency. When compared to soft SIMD/Vector processor, it also shows 2-25x 

higher performance at the cost of only 0.4-1.5x resources. With the superior level 

of performance and resource efficiency, the massively parallel softcore processor
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in [2] outperforms even dedicated circuit designs for sphere decoder.

The massively parallel softcore approach in [2] is highly promising as it demon

strates the potential that softcore can have superior performance and resource 

efficiency as opposed to dedicated circuits. However, apart from the sphere de

coder, the effectiveness of the softcores in [2] is still unseen for other important 

DSP applications including FFT and sliding window applications (Matrix Multi

plication and Motion Estimation) as introduced in Chapter 1. To evaluate that, 

a 256-point FFT have been implemented on the softcore in [2], The result of 

an 8-FPE based implementation is shown in Table 2.2. The performance and 

efficiency of this realisation as compared to the Xilinx component is disappoint

ing, exhibiting less than 50 % of the absolute throughput and only 13% of the 

resource efficiency. Therefore, the specialised architecture of the softcore in [2] 

can not provide necessary support for applications with different characteristics.

Table 2.2: Results of 256-point FFT on 8-FPE

LUTs DSP48Es T
(MSample/s)

T/LUT
(xlO^3)

FPE 2,296 8 30.5 13.3
Xilinx 621 6 61.9 99.7

In addition, the programming of the massively parallel processor in [2] presents 

considerable difficulties. As shown in the case study of FSD in [2], the implemen

tation involves assembly-level programming of 144 FPEs, configuring processors, 

constructing the processor network, and synchronising the cores properly. There 

is also a large design space to allocate the tasks of the DSP algorithms to the 

processing cores. All of these have posed significant challenge to map applica

tions into the processor network. Manually creating such an implementation will 

require considerable effort negating the productivity benefit of software-defined
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FPGA systems.

2.5 Mapping DSP Applications to Softcore Pro

cessors

The challenges associated with the programing of the massively parallel proces

sor are three-fold. Firstly, developing software for the softcore processors involves 

task partitioning, programming of each core, and coordinating operations among 

cores [100]. Second, it is the customisation of softcore processors. As discussed 

above, softcore processors can leverage the reconfigurability of FPGA to be tai

lored for the applications. However, most customisation of softcore processors 

has to be done in a manual way. As the number of configurable aspects are large, 

considerable design efforts have to be paid. Lastly, there is a large design space 

to allocate the tasks of the DSP algorithms to the processing cores. In the follow

ing section, a high-level model-based solution is discussed for the aforementioned 

problems.

2.5.1 High-level Model-based Design

Model-based design raises the level of design abstraction to the algorithm ab

straction level, most underlying implementation details will be invisible to the 

designer and design effort is greatly reduced [101]. In high-level modelling, the 

application behaviour is captured by Model of Computations (MoCs). MoCs 

have well-defined semantics and allow formal analysis of the behaviour such as 

concurrency and communication. Different MoCs have their features for different
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purpose of modelling, such as Finite State Machine MoC for control-dominated 

applications. But for DSP applications, Synchronous Data Flow (SDF) [102] has 

been shown very successful. In this model, DSP applications are described as 

directed graphs composed of actors which represent a specified task, and arcs 

which represent paths for token (data stream) transport. Actor executions are 

data-driven. Whenever an actor has enough tokens on its input ports, it fires (per

forms the computation) and consumes the tokens and produces new tokens to its 

output ports. As many actors can fire concurrently, SDF explicitly exposes the 

inherent parallelism of DSP applications. These features enable comprehensive 

analysis and optimisations to be performed automatically at compile time.

However, from the high-level model of the application to the low-level RTL 

description, there exists a so-called implementation gap as shown in Figure 2.13 

[103]. To fill this gap, it requires a complete design flow to capture the high- 

level specification of the application, and systematically refine it to an optimised 

hardware implementation.

System Level

Implementation
Gap

Assembler

Executable

Design
Complexity

Figure 2.13: Implementation Gap

46



2.5 Mapping DSP Applications to Softcore Processors

2.5.2 Existing Work on Model Based Design

The compilation of high-level application descriptions to low-level multi-processor 

implementations has been widely researched. An early work [104] shows an SDF 

modelled application can be statically scheduled and effectively mapped to a 

multi-core DSP processor without particular effort from the programmer.

Recent research effort has largely focused on automatic generation of a het

erogeneous multi-processor system-on-chip (MPSoC) implementation in which 

computing resources can be general purpose processors, DSPs and IPs [105].

C-HEAP [106], System-On-Chip Environment (SCE) [107], and SystemCoDe- 

signer [108] support the synthesis of applications into heterogeneous multi-processors. 

Different MoCs are employed to capture the application behaviour, such as Kahn 

Process Network (KPN) [109] in C-HEAP, Program State Machine (PSM) [101] 

in SCE, and a generalization of FunState [110] in SystemCoDesigner. A series of 

refinement steps arc' applied to map the functions in the application model into 

software on processors and critical parts on hardware accelerators. It is notable 

that considerable efforts have to be paid to integration of heterogeneous cores 

[111], hence complex communication infrastructures are synthesized. However, 

SCE and C-HEAP rely on pre-designed IPs, which are time-consuming to design 

and verify and not readily available for new applications. In addition, SCE and 

C-HEAP do not support FPGA platform.

SystemCoDesigner [108] can support the generation of heterogeneous MP

SoC on FPGA platform. Compared to SCE and C-HEAP, SystemCoDesigner 

can automatically generate dedicated hardware accelerator with integrated HLS 

synthesis tool - Forte Cynthesizer [112], However, SystemCoDesigner only uses
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softcore processors as the controller instead of the computation engine.

ESPAM [113] can compile Kahn Process Network (KPN) [109] modelled appli

cations and automatically generates multi-processor systems for streaming appli

cations on FPGA. ESPAM synthesises the platform by instantiating components 

from a library of processors (mainly MicroBlaze) and predefined IP cores, and 

connecting them via crossbar or point-to-point FIFOs. Automatic programming 

is achieved by generating C code fragments for each of the KPN nodes mapped 

to MicroBlaze; the synchronisation of cores uses blocking read and write imple

mented by software polling the status of FIFO. The generated systems showed a 

13-MicroBlaze implementation of JPEG application. However, the generated re

sults are mainly for prototyping purposes and no real-time performance has been 

reported. The major reason is it uses general purpose scalar MicroBlaze as the 

processing core, thus it is difficult to meet the high computational requirement of 

current DSP applications not to mention the incurred high resource cost. Besides, 

ESPAM does not support the customisation of processors for the applications.

Overall, there are limitations of current model-based synthesis tools to sup

port a softcore-driven, cost and performance oriented design on FPGA. In this 

thesis, a model-based platform synthesis flow is proposed to automatically gen

erate the processor network and customising the cores. The details are presented 

in Chapter 5.

2.6 Contributions

In this chapter, FPGAs are motivated as an ideal device for DSP applications for 

their flexibility, performance, and power efficiency. However, the scale of modern
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FPGAs makes the complexity of designing custom circuits for these applications 

increasingly unproductive. This thesis addresses this problem by proposing a 

softcore stream processing approach on FPGAs including both the architectures 

and computer aided design flows, as a programmable and reconfigurable plat

form, which can not only achieve high performance required by a wide range of 

challenging DSP applications, but does so without sacrificing resource efficiency. 

Specifically, this thesis makes three contributions.

1. Softcore Stream Architecture for Performance and Efficiency

As outlined in Section 2.4, softcore processing on FPGA is a promising way 

to exploit FPGA with low effort. However, current softcore processors suffer 

one or more of low performance, high resource cost, or limited applicability 

for DSP applications. In this thesis, a new Softcore Stream Processor (SSP) 

architecture is presented to be capable of implementing challenging DSP 

applications at high resource efficiency. Specifically, this is achieved by

(a) Streaming features for low overhead computing and communication;

(b) Highly configurable architecture to tailor for the specified tasks; and

(c) Flexible and low cost exploitation of fine-grained DLP and TLP.

By using the proposed architecture for an FFT case study, the first recorded 

softcore-based high-performance FFT is demonstrated with comparable re

source efficiency (58% to 93%) of dedicated IP core. The softcore implemen

tation shows good scalability on performance and cost. When compared to 

dedicated IP core, the softcore approach shows more flexibility with vari

ous options on performance and area. In addition, as reviewed in Chapter
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1. DSP algorithms in new applications have new challenging requirements, 

and reusing dedicated circuit designs is difficult or inefficient such as for 

IEEE 802.1 lac EFT. By utilising the proposed programmable and recon- 

figurable softcore processors, it can easily adapt to new applications. For 

the implementation of IEEE 802.1 lac FFT, all the requirements are met on 

point-size, multiple-stream and real-time throughput, with on average 65% 

reduction in resource cost as well as up to 3 times better resource efficiency 

compared to dedicated Xilinx FFT IP cores. The result is very encourag

ing and proves the good adaptability of the proposed softcore approach to 

target new standards. The details of architecture design and case studies 

are contained in Chapter 3.

2. Softcore-based Exploration for Sliding Window Applications

Sliding window applications are an important subset of DSP applications. 

The challenge of implementing sliding window applications on softcore pro

cessors is substantial due to the complex data access pattern, high memory 

bandwidth and high computation requirements. As outlined in Section 

2.4.6, even the current best soft vector processors have shown poor perfor

mance and resource efficiency. In this thesis, the proposed softcore architec

ture is applied for sliding window applications of large matrix multiplication 

and motion estimation. Firstly, it shows, by introducing architectural en

hancements to the basic SIMD core, the proposed stream processor achieves 

highest performance with at least 4x resource efficiency advantage compared 

to current soft vector processors. Then, by taking full advantage of the pro- 

posed approach’s ability of exploiting fine-grained TLP and DTP, it further

50



2.7 Chapter Summary

boosts resource efficiency to llx to 16x better. Thus, an order of mag

nitude of better resource efficiency is demonstrated by using the proposed 

approach than current best-in-class metrics. The details of this part of work 

are shown in Chapter 4.

3. High-level Compiler Techniques for Softcore Stream Architecture

The proposed SSP architecture can build large scale customised processor 

networks thanks to its configurability. However, as outlined in Section 

2.5, generating such a processor instance is difficult as the designers must 

instantiate, configure, program the processing cores and connect them into 

a network. To remove the barriers, a high-level platform synthesis flow 

is proposed which can allow using a high-level model (SDF) to capture 

application specifications, and automatically generate an SSP instance. The 

details are presented in Chapter 5 where a real-time VBSME for H.264 and 

real-time PSD are used as case studies.

2.7 Chapter Summary

In this chapter, reconfigurable FPGAs are firstly motivated as an ideal embedded 

device for modern DSP applications. When compared to other programmable 

devices (DSPs, multi/many-cores, GPU, and SIMD/Vector processors), FPGAs 

have highest computational capacity with high flexibility as well as power and 

cost efficiency for DSP applications. However, the traditional way of designing 

dedicated circuits on FPGAs is detailed and laborious. This problem can be 

potentially addressed by using programmable softcores on FPGA as demonstrated 

by other programmable devices. Unfortunately, current softcore processors which
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employ complex and general architectures on FPGAs lead to low frequency and 

limited parallelism and which result in application specific processors which do 

not perform well for other applications. As a result, current softcore processors 

show outstanding issues on performance, efficiency or applicability.

This thesis solves this issue as follows. In Chapter 3, a softcore stream pro

cessing architecture is proposed, which has a rich set of features for DSP com

putations whilst fully levering the reconfigurability of FPGAs to tailor for the 

applications. In Chapter 4, sliding window applications as an important subset 

of DSP applications are targeted by the proposed softcore approach. Further in 

Chapter 5, an design automation flow is introduced to be able to fast implement 

a high-level specified DSP applications onto the proposed softcore platform.
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Chapter 3

Softcore Stream Processing on

3.1 Introduction

Modern Field Programmable Gate Arrays (FPGAs) have abundant logic, mem

ory and hardwired DSP resources making them a high performance and flexible 

DSP computing platform. Traditionally, DSP implementations on FPGA use 

dedicated circuits, however, this approach is increasingly unproductive due to 

its long design cycle and fixed functionality. Softcore processors on FPGA, on 

the other hand, can be promising as the software programmability can reduce 

design effort and the processors can be reused for various (existing and emerg

ing) applications through reprogramming and reconfiguration. Whilst many high 

performance softcore processors have been proposed to target DSP applications 

[1, 25, 93, 95], these processors suffer from low performance and high resource 

cost compared to the corresponding dedicated circuit implementations. On the
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other hand, the massively parallel softcore architecture in [2] is promising as it 

demonstrates better resource efficiency than dedicated circuitry for a real-time 

Sphere Decoder, however, the specialised architecture can not perform well on a 

broader range of DSP applications. These issues remain as a major hindrance 

to present a softcore driven DSP platform on FPGA, despite the aforementioned 

advantages.

In this chapter, a new Softcore Stream Processor (SSP) architecture is pro

posed to address above problems in terms of

1. Performance, by exploiting large scale fine-grained TLP and DLP in a flex

ible way;

2. Execution Efficiency, by a set of optimised ALUs with streaming processing;

3. Cost, by making most components configurable to a high degree.

In this way, the proposed SSP architecture not only can offer high performance 

but do so without sacrificing many resources. The architectural design of SSP is 

presented in Section 3.3.

EFT is a key algorithm in many DSP applications, however, no implementa

tion on softcore processors has ever been reported. Therefore, a traditional usage 

of FFT (e.g. in wideband system, spectrum analysis) is firstly implemented on 

the proposed processor as will be shown in Section 3.4. In addition, as reviewed in 

Chapter 1, the FFT in the upcoming IEEE 802.11ac demands new requirements 

on point size, throughput, and multi-stream support which are unaddressed in the 

literature. In Section 3.5, a software-defined FFT/IFFT for upcoming standard 

IEEE 802.1 lac is targeted.
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3.2 Issue of the Massively Parallel Softcore

As outlined in Section 2.4.6 in Chapter 2, a 256-point FFT is implemented on 

the softcore [2] with 8 FPGA Processing Elements (FPEs). The result exhibits 

less than 50% of the absolute throughput yet consumes 3.7x more resources as 

opposed to Xilinx dedicated FFT core. By looking at the cycle breakdown shown 

in Table 3.1, only 41.8% of the instructions are spent for butterfly computation. 

Such large gap to the dedicated implementation is attributed to three limitations:

1. The load-store architecture requires explicit instructions to load data from 

memory and store it back after the computation, leading to 21.2% of total 

cycles spent on load/store operations; with only a partial data forward

ing network, NOPs have to be inserted to cancel Read-After-Write (RAW) 

pipeline hazards near load/store instructions, which accounts for 23.2% of 

total cycles; and 20.9% and 13% of total cycles are spent on scaling opera

tions and FIFO operations respectively.

2. The real ALU in FPE requires 10 cycles for a butterfly operation with 

scaling, but Xilinx FFT core requires 1 cycle only due to the use of dedicated 

butterfly engine.

3. The simple FIFO-based communication network is not flexible enough to 

support the complex communication pattern of FFT, resulting in 24 inter- 

FPE FIFOs costing 28% of total LUTs.

In addition, FPE has inadequate support for fixed-point arithmetic and in

flexible implementation of memory resources. Specifically, using a different fixed- 

point format (i.e. the number of fractional bits and integer bits) for an applica-
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Table 3.1: Cycle Breakdown of FPE-based FFT

Type Count Percentage
NOP 520 21.2%

Load/Store 568 23.2%
Butterfly 1,024 41.8%
Scaling 512 20.9%

FIFO Read 160 6.5%
FIFO Write 160 6.5%

Misc 18 0.7%
Total 2,962 100%

tion requires a RTF level modification of the processor itself, and the memory 

implementation is restricted to LUT-based distributed memory which is not cost- 

effective for bulk data storage. In the next section, these issues are addressed in 

the proposed SSP architecture.

3.3 Softcore Stream Processor Architecture

3.3.1 Stream Processing Unit

The basic processing unit in SSP is the Stream Processing Unit (SPU), the ar

chitecture of which is shown in Figure 3.1. SPU employs SIMD processing, and 

each SIMD way is called a Stream Processing Element (SPE). All SPEs share a 

Program Memory (PM), an Instruction Decoder (ID) and a branch component. 

Each SPE has its own set of data memory, execution units, and a communica

tion interface to the outside via a communication adaptor (COMM). The SPU 

is deeply pipelined and all interfaces to external communication resources are 

carefully buffered. As a result, the SPU can achieve high frequency and good
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scalability, as will be shown in latter benchmarked implementations, a large net

work of SPUs are still capable of 300 MHz-!- frequency (in Virtex-5).

Figure 3.1: Stream Processing Unit Architecture

SPU has a variety of configurable aspects, and hence can not only support 

complicated tasks by enabling more features thus with more resources, but can 

also be tailored for simple tasks by switching off components to save resources. 

The configuration parameters for the top level, branch, PM and COMM compo

nents are given in Table 3.2. In the top level, the width of SIMD (the number 

of SPEs) are configurable to be 1-32 indicated by SIMDWay. When configured 

to be 1-SPE, SPU is essentially a Single Instruction Single Data (SISD) or scalar 

processor. By making SIMD width configurable, it can match the amount of DLP
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of the allocated tasks flexibly. In addition to the top level parameters, branch 

unit can be switched on or off by BranchEri] PM is configurable in terms of size 

and implementation type, and when bulk storage is required, the implementa

tion fabric can be chosen to be Block-RAM (BRAM); in COMM component, the 

number of communication ports are configurable by TxNum and RxNum. For 

the rest of this section, the design of execution units and data memory units are 

described respectively.

Table 3.2: SPU Configuration Parameters
Component Parameter Description Value

Top SIMDWay The width of SIMD 1-32
Branch BranchEn The branch operation On/Off

PM
PMDepth The size of PM 0, 32-Unlimited
PMType PM Implementation Type BRAM, LUT-RAM

COMM
TxNum The number of output ports 1 - 32
RxNum The number of input ports 1 - 32

3.3.2 Execution Units Design

Arithmetic Logic Units (ALUs) in SPU are the core computing units, capable 

of various arithmetic and logic operations. They utilise the high-performance 

and flexible hardwired DSPJ^SE slices as the building block with minimum extra 

LUTs. Three features of the DSP48E are utilised in building SPU’s ALUs:

1. DSP48E can execute a C±A x B operation each cycle (where A, B and C are 

the input ports), which is used to implement the important multiply-add 

(MAC) and multiply-sub operations in DSP.

2. The functionality of DSP48E can be changed dynamically per cycle by
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two control ports (ALUMODE and OPMODE), which enables individual 

arithmetic instructions to be issued on a cycle-by-cycle basis.

3. DSP48E has an inherent data forwarding path, which can be exploited to 

solve read-after-write data hazards without costing any extra LUTs.

The details of the ALU design are given as follows.

Real ALU

The basic 16-bit fixed-point ALU architecture which uses only one DSP48E slice 

is shown in Figure 3.2. Fixed-point MAC operations are performed by firstly 

aligning the input C to the result of A x R and extracting the computed result, 

as shown in Figure 3.3. Different fixed-point formats are supported via a design 

parameter indicating the number of fractional bits. It supports 0 (equivalent to 

an integer ALU) to 15 fractional bits. There is an extra shift-right-by-N (N is 

configurable from 0 — 3) output pin which enables the shift operation merged 

with the computation, which can be exploited in FFT to save instructions for 

scaling operations. The zero port and negative port indicate the result is zero 

or a negative number which are used to implement compare operations.

Figure 3.2: Real 16-bit ALU Unit Structure

Similarly, a 32-bit integer ALU is built with four DSP48E slices, as shown 

in Figure 3.4. Ah and Bh are the upper 15 bits of A and B, and A; and R/ are
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s Integer part Fractional part

1 s Integer part Fractional part

_2 . 1m *

1 s s Integer part Fractional part

Sign extension 1 $ j Integer part Fractional part Padding zero

V J
extraction

1 S Integer part Fractional part

+

Figure 3.3: Fixed-point Operations

the lower 17 bits of A and B. The wider multiplication is enabled by using the 

internal 17-bit right shift. Specifically, single cycle 32-bit MAC operations are 

achieved via three sub-operations:

1. Lower part of A x il: Ai x Bi

2. Upper part o( A x B: Ah x Bt A Ai x £?/> + (A; x Bi » 17)

3. Final: C ± (A x B)

Complex ALU

Many DSP applications such as complex-valued FFT high demand complex

valued operations. Using a real ALU, a complex multiply operation will cost 

four real multiplies and two real additions. Given the abundance of complex op

erations in FFT, accelerating this operation specifically will have a corresponding 

accelerating effect on the entire implementation. To do so, the SPU extends the 

real ALU architecture to employ four DSP48E slices, as shown in Figure 3.5 to 

enable a single-cycle complex-valued multiply-add (sub) operation via two half 

operations:
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C ± (A * B)

-<=I zero 
-cd negative

Al cr> AI*Bh + Ah*BI + (AI*BI» 17)

Ah t=>

Bl i=>

DSP48E

DSP48E

DSP48E

DSP48E

Figure 3.4: 32-bit Integer ALU Unit Structure

1. Real: single-cycle Cr ± (A.l x Bi) ± (Ar x Br)

2. Imaginary: single-cycle Cj ± (Aj x Rr) ± (Ar x Rj)

To facilitate programming, the complex ALU uses the same instruction set as 

the real-valued ALU, making it transparent from the programmer’s perspective.

In summary, the selection and configuration of ALUs can be achieved by pa

rameters as shown in Table 3.3. FracBIts is used to set the fixed-point format, 

and different type of ALUs are selected according to DataWidth and ALUType. 

ShAmount sets the amount of bits to be shifted after an arithmetic operation. 

PatDetect enables the pattern detector of DSP48E for the comparison instruc

tions.

In addition to the general ALUs described above, different Custom Acceler

ators (CAs) can be added to accelerate the execution that would be slow in the
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DSP48E Cr± (Ai * Bi) ± (Ar * Br)

Extract

Pr«N

DSP48E

Real Datapath

DSP48E Ci ± (Ai ’ Br) ± (Ar * Bi)

Extract

Pi«N

DSP48E

Image Datapath

Figure 3.5: Complex ALU in SPU

Table 3.3: ALU Configuration Parameters
Parameter Description Value
Data,Width The width of real / image (if any) data 8, 16, 32
Core Width The width of real + image (if any) data 8, 16, 32
FracDits The number of fractional bits in fixed-point format 0 - (DataWidth-1)
ALUType The type of ALU None, Real, Complex
ShAmount Shift amount of ALU results 0 - 3
PatDetect The pattern detector for comparison operation On/Off

general ALUs. Examples include CA that computes the absolute difference and 

those for sphere decoder as presented in [2], Individual custom accelerators are 

associated with a set of parameters to control their behaviour and existence in 

an instantiated SPU.
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3.3.3 Directly Accessed Data Memory

There are three types of data memory units used in SPU, which are different in 

terms of the number of ports, capacity, and scope:

1. Register File (RF) has 32-depth or 64-depth with three read ports and one 

write port, private to each SPE;

2. Data Memory (DM) has configurable depth with up to two read ports and 

one write port, private to each SPE;

3. Shared Memory (SM) has configurable depth with one read port and an 

optional write port, shared by all SPEs.

Recall that the load-store architecture used in FPE has incurred consider

able overhead caused by load/store instructions and NOPs (44.4% as shown in 

Table 3.1). In such a load-store architecture, to use the data in memory, sepa

rate instructions are required to load data from memory, and store it back after 

computation. A load-store architecture without a full data forwarding network 

experiences substantial performance loss when memory operations are involved. 

To address this issue, all three data memories in SPU are directly accessed in 

computation without consuming extra instructions (cycles).

The connection of read ports of data memories to the execution units are 

through Flexible Ports (FPs) which control the accessibility of source operands 

from SM, DM or RF. All three memory resources are optimised for FPGA imple

mentation with extensive use of primitives. For example, the LUT-based primi

tive RAM32M is used for 32-entry RF implementation and RAM64M for 64-entry 

RF. DM and SM can choose between LUT-based primitives for small capacity
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and BRAM resources for large capacity.

The data memory units and FPs in the SPU are configurable in a several 

aspects as shown in Table 3.4. The data width in each memory unit can be 8-bit, 

16-bit, or 32-bit. DM can have ’true’ two-read ports and one write port, or one of 

the two read ports share with the write port in a time division multiplexing way 

to save half of resources. Further, the three memories can be selectively enabled, 

for example, the depth of a data memory unit can be configured to be 0 to be 

disabled, and even RF which is necessary in most processor architectures can 

be completely disabled. The extensive configurable features can provide enough 

support for the allocated tasks whilst minimising resource consumption.

Table 3.4: Data Memory Units Configuration Parameters
Component Parameter Description Value

RF
RFData Width The data width of RF 8, 16, 32
RFDepth The size of RF 0, 32, 64
RFInit Initialise RF with data file On/Off

DM

DMDepth The size of DM 0, 32-Unlimited
DMData Width The data width of DM 8, 16, 32
DMType DM Implementation Type BRAM, LUT-RAM
DMInit Initialise DM with data file On/Off
DMRdPortNum The number of read ports 1 - 2
DMTrue2R True 2-read 1-write On/Off

SM

SMDepth The size of SM 0, 32-Unlimitcd
SMData Width The data width of SM 8, 16, 32
SMType SM Implementation Type BRAM. LUT-RAM
SMInit Initialise SM with data file On/Off
SMReadOnly Read-only SM On/Off

FP FP.A/B/C The accessibility of flexible port A/B/C RF / DM / SM
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Table 3.5: SPU Instruction Set
Instruction Assembly Operation

Arithmetic

ADD ADD opD, opA, opC opD = opC + opA
SUB SUB opD, opA, opC opD = opC - opA
MUL MUL opD, opA, opB opD = opA * opB
ADDMUL ADDMUL opD, opA, opB, opC opD = opC + opA * opB
SUBMUL SUBMUL opD, opA, opB, opC opD = opC - opA * opB
ADDFWD ADDFWD opD, opA opD = P + opA
SUBFWD SUBFWD opD, opA opD = P - opA
ADDMULFWD ADDMULFWD opD, opA, opB opD = P + opA * opB
SUBMULFWD SUBMULFWD opD, opA, opB opD II i o > * o Ud 03

Custom Accelerator
ABSDIFF ABSDIFF opD, opA, opC opD = IopC - opAI
SLICE SLICE opD, opA opD = slice(opA)
SORT SORT opD, opA opD = min(opA, regS)
FIFO
GET GET opD, opA opD = opA (is channel)
PUT PUT opD, opA opD (is channel) = opA
Control
CMP CMP opA, opC flag = (opC condition opA)
SETMASKfcond} SETMASKfcond} opA, opC mask = (opC condition opA)
Bfcond} B{cond} address PC = target if flag = 1
JMP JMP address PC = target
Misc
NOP NOP none

3.3.4 Instruction Set

The instruction set of SPU is shown in Table 3.5. The operands are represented 

by op{D | AIBI C}. Each operand can be selected from the type of RF, SM, DM or 

FIFO. There are 4 operands for arithmetic operations, including one destination 

operand and three source operands each of which is bound to a port of DSP48E. 

The width of instruction encoding in SPU is fixed to be 32-bit. The formats for
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different instructions are shown in Figure 3.6. Basically, each operand is assigned 

to a 5-bit field, occupying the lower portion of 20 bits. When a wider addressing 

range is required such as when using a 64-entry RF, flexible bits can be allocated 

for extended address bits. In addition, as there are a number of instruction 

variances (with different combinations of operand types), it would cost 8 bits 

(two for each operand) just for the variances of each instruction, therefore, a 

dynamic encoding of instructions is employed such that only the instruction used 

in an application are encoded. The number of bits for opcode field and allocation 

of flexible fields are configurable and determined by parameters.

31 20 19 15 14 10 9 5 4

ADDMUL/SUBMUL

ADD/SUB/CMP/
SETMASK

MUL

ADDMULFWD/
SUBMULFWD

ADDFWD/SUBFWD/
GET/PUT

B{cond}/JMP

NOP
31

opcode 00000000000000000000000000000

Figure 3.6: SPU Instruction Format

3.3.5 Processor Network

Exploiting the SPU as a basic building block, the overall structure of the Softcore 

Streaming Processor (SSP) is shown in Figure 3.7. This architecture exploits both
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TLP by varying the number of SPUs, and DLP within the SPU by varying the 

number of SIMD ways. Communication between SPUs in SSP uses flexible ded

icated point-to-point FIFOs to provide maximum throughput with single-cycle 

latency. This low-latency communication network is important for the exploita

tion of hne-grained parallelism.

The FIFOs are also configurable in terms of depth, data width and implemen

tation type as shown in Table 3.6. Instead of having a general, fully-connected 

data manipulation network as in current soft Vector/SIMD processors, the point- 

to-point FIFO network can also be used for the data shuffling between SPU PEs, 

which can be customised to the allocated tasks.

Point-to-Point FIFO ConnectionInterface
Controller

Figure 3.7: SSP Architecture

Table 3.6: FIFO Configuration Parameters
Parameter Description Value

FIFODepth The depth of FIFO 1-4096
FIFO Data Width The width of data 8, 16, 32
FIFOType The type of implementation SRL, BRAM
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3.4 An FFT Case Study

The proposed SSP architecture is firstly used to implement a high-performance 

single-stream FFT. The challenge is to compute the butterfly operations effi

ciently and handle the complex communication pattern. A radix-2 butterfly is 

computed as

A = a + b * W (3.1)

B — a — b * W (3.2)

Using the 16-bit real ALU, the above equations can be computed in 11 cycles 

as shown in Figure 3.8(a), where a, b are assumed stored in registers rf) - r4 and 

coefficients W is stored in read-only SM. The three NOPs in #5 - #7 are caused 

by pipeline hazard between #8 and #2. However, given the independence of 

butterfly actors in a stage in FFT, interleaving multiple butterflies is an effective 

way to improve the computing efficiency. In this case, the NOPs can be avoided 

by interleaving two butterfly actors, as shown in Figure 3.8(b). By interleaving, 

the cycles for a butterfly operation are reduced to 8.

Since all operations in an FFT are complex-valued, it is also interesting to 

use the complex ALU. The equation can be computed in only 2 cycles by the 

complex ALU as shown in Figure 3.4, where a, b are stored in registers rO - rl.

In addition, the scaling operations (to avoid overflow) in FFT can make use 

of fused shift instructions without extra cycles. Thus, SPU can compute the 

butterfly operations at high efficiency.
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#1 MUL r 4 , r0, #w. r // b.r*w.r
#2 SUBMULFWD r 4 , rl, #w. i // #l-b.i*w.i = (b*w).r
#3 MUL r5. rl. #w . r // b.i*w.r
#4 ADDMULFWD r 5, rO, #w . i // #3+b.r*w.i = (b*w).i
#5 NOP
#6 NOP
#7 NOP
#8 ADD r 6, r 4, r2 // a.r+(b*w).r
#9 ADD r 7, r5, r3 // a.i+(b*w).i
#10 SUB r 8, r4, r2 // a.r-(b*w).r
#11 SUB r 9, r 5, r3 // a.i-(b*w).i

(a) Single Butterfly

#1 MUL r4, rO, #w0.r // bO . r*w0.r
#2 SUBMULFWD r4, rl, #w0.i // #l-b0.i*w0.i = (b0*w0) . r
#3 MUL r5, rl, #w0.r // bO.i*w0.r
#4 ADDMULFWD r5, rO, #w0.i // #3+b0.r*w0.i = (b0*w0) . i
#5 MUL r14, rlO, #wl.r // bl.r*wl.r
#6 SUBMULFWD rl4, r11, #wl.i // #5-bl.i*wl.i = (bl*wl).r
#7 MUL rl5, rll, #wl.r // bO.i*w0.r
#8 ADDMULFWD rl5, rlO, #wl.i // #7+b0.r*w0.i = (bl*wl).i
#9 ADD r6, r4, r2 // aO.r+ (b0*w0) .r
#10 ADD r7, r5, r3 // aO.i+ (b0*w0) .i
#11 SUB r8, r4, r2 // aO.r-(b0*w0).r
#12 SUB r9, r5, r3 // aO.i-(b0*w0).i
#13 ADD r16, r14, rl2 // al.r+(bl*wl) . r
#14 ADD rl7, rl5, rl3 // al.i+ (bl*wl) . i
#15 SUB rl8, r 14 , rl2 // al.r-(bl*wl).r
#16 SUB rl 9, rl5, rl3 // al.i-(bl*wl).i

(b) Two Butterflies Interleaved

Figure 3.8: Radix-2 Butterfly using real ALU

#1 ADDMUL r2, rO, #w, rl // a+(b*w)
#2 SUBMUL r3. rO, #w, rl // a-(b*w)

Figure 3.9: Radix-2 Butterfly using Complex ALU

3.4.1 Processor Mapping

To parallelise the FFT computation on multiple SPUs, two mapping approaches 

are proposed, one of which results in a MIMD implementation and the other
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a multi-SIMD implementation of an 8-point FFT is used for illustration. The 

MIMD implementation is derived as shown in Figure 3.10(a) by partitioning 

the graph horizontally across all stages and mapping butterfly operators in each 

partition to a single-PE SPU.

stagel stage2 stages

X{0}

X{4}

X{1}

X{5}

X{2}
X{6}

X{3}

X{7}

(b) Multi-SIMD Partition 

Figure 3.10: FFT Graph Partition

The multi-SIMD mapping is shown in Figure 3.10(b) and employs pipelined 

processing, partitioning the graph vertically stage by stage such that each stage is 

implemented on an SPU. In order to enable the multi-SIMD processing, the but

terfly rotation factors are made private to the SPU PEs to be stored in their local
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storage space (i.e. DM or RF). The butterflies inside a computation stage are 

mapped to SPEs. Compared to the MIMD partition, the multi-SIMD partition 

computes tasks in a pipelined way, resulting in higher latency, further, cutting the 

FFT graph vertically involves more communication cost (see edges cut by parti

tions). However, the multi-SIMD partition reduces resource cost considerably by 

enabling SIMD processing and simple inter-SPU communications.

3.4.2 FIFO Allocation

FIFO allocation is a process which resolves the abstract channels represented 

by edges between actors in dataflow graph into physical FIFOs. The default 

allocation scheme simply allocates each edge of each pair of actors mapped to 

disparate SPU PEs into a physical FIFO, as shown in Figure 3.11. As a result, 

there is at most one FIFO between any two SPU PEs.

SPUO SPU1

1,2,3,4, 1,5,3,7,

Allocation,

Key

® butterfly

-------- ► channel

nnm FIFO

1, 2,... data

scheduling

Figure 3.11: Default FIFO Allocation

However, applying this default FIFO allocation in the multi-SIMD partition 

causes a large amount of access conflicts, in the early stages of the FFT (when each 

SPU PE computes one or more butterfly groups), as the data is consumed by a 

sink processor in a different order from that in which it is produced. This requires
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data to be buffered in the processor's local storage space, resulting in unwanted 

spills and reduced duty factor. This conflict can be resolved by allocating up to 

four FIFOs to each SPU PE for the conflicting stages. The effect of this process 

is illustrated in Figure 3.12.

SPUO SPUO

Allocation

Key

© butterfly

-------- ► channel

tttti FIFO

1, 2, ... data

scheduling

Figure 3.12: Conflict-free FIFO Allocation

Using the default FIFO allocation for the 4-SPU MIMD implementation illus

trated in Figure 3.10(a), each SPU communicates with the other 2 SPUs requiring 

8 FIFOs. However, no two of these FIFOs are used at once; hence by analysis 

of the read-write access patterns, these can be shared as illustrated in Figure 

3.13, reducing the number of FIFOs to 4. By sharing, the number of required 

inter-SPU FIFOs for a A-SPU MIMD partition is reduced from K * log2 K to 

only K.

3.4.3 Results and Discussion

To verify the effect of these architectural manipulations on the performance and 

cost of the softcore-based FFT implementation, implementations of 256-point 

FFT on 4 x 1, 8 x 1 and 16 x 1 SPU MIMD allocations and 8x1, 8x2, 8x4 

multi-SIMD SPU allocations are reported. This is extended for 1024 point FFT
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Key

® butterfly

------► channel

UTTT1 FIFO

1, 2 ... data

Figure 3.13: Shared FIFO Allocation

employing 8x1, 16 x 1, and 32 x 1 SPU MIMD partitions and 10 x 2, 10 x 4 and 

10 x 8 SPU allocations. Table 3.7 and Table 3.8 show the area and performance 

results of the SSP implementations on Xilinx Virtex 5 VSX240T with real ALUs 

(SSPiieai) and complex ALUs {SSPcompiex) respectively, along with a radix-2 

Xilinx FFT core for comparison [114].

Table 3.7: Area and Performance Results for FFT using SSPfteai

Config.
LUTs
(xlO2) BRAMs DSP48Es F

(MHz)
T

(MSam./s)
L

(ms)
Speedup T/LUT T/DSP48E

4xVl 8.5 22 4 350 26.5 9.7 0.4 3.1 6.4
8xVl 16.5 24 8 349 53.0 4.8 0.9 3.2 6.4
16xVl 40.0 16 16 357 109.7 2.3 1.8 2.8 6.9

C 8xVl 16.8 33 8 378 47.1 11.3 0.8 2.8 5.9
a 8xV2 25.2 20 16 369 92.0 6.0 1.5 3.7 5.8

<£)
iO 8xV4 42.4 14 32 354 177.3 3.3 2.9 4.2 5.6
C4 Xilinx 6.2 3 6 404 61.9 4.1 1.0 10.0 10.0
H 8xVl 20.9 78 8 339 43.4 23.6 0.7 3.2 5.6
Ph
— 16xVl 36.8 94 16 336 88.8 11.5 1.5 3.7 5.7
£ 32xVl 85.3 93 32 310 166.8 6.1 2.9 3.0 5.4

*0 10xV2 39.2 53 20 354 157.9 20.8 2.7 6.3 8.2a
4
o

10xV4 74.3 28 40 334 222.7 11.3 3.8 4.7 5.8
10xV8 147.1 10 80 305 406.7 6.5 7.0 4.3 5.3

rH Xilinx 9.0 3 6 417 58.0 17.7 1.0 10.0 10.0

The resource efficiency is measured in terms of throughput per LUT (T/LUT) 

and throughput per DSP48E (T/DSP48E). As shown by the results, SSP can 

scale its performance well with the number of SPEs increases. Its pipelined na-
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Table 3.8: Area and Performance Results for FFT using SSPcompiex

Config.
LUTs
(xlO2) BRAMs DSP48Es F

(MHz)
T

(MSam./s)
L

h‘s)
Speedup T/LUT T/DSP48E

H 4xVl 18.8 4 16 319 109.5 2.3 1.8 5.8 6.6
8xVl 31.1 8 32 316 224.7 1.1 3.6 7.2 6.8
16xVl 61.9 16 64 321 428.0 0.6 6.9 6.9 6.4

'o 8xVl 21.2 9 32 355 142.2 3.2 2.3 6.7 4.3
a 8xV2 36.9 8 64 335 297.8 1.8 4.8 8.1 4.5
o
iO 8xV4 61.4 10 128 310 551.1 1.8 8.9 9.0 4.1
C4 Xilinx 6.2 3 6 404 61.9 4.1 1.0 10.0 10.0
H 8xVl 27.4 49 32 305 118.5 8.6 2.0 6.7 6.1
—fa 16xVl 75.0 25 64 306 303.6 3.4 5.2 6.3 7.9

32xVl 136.1 32 128 310 620.0 1.7 10.7 7.0 8.0
‘o 10xV2 75.1 21 80 342 342.0 6.2 5.9 7.0 3.8
fa1 10xV4 136.7 15 160 325 650.0 3.4 11.2 7.4 3.6

CNo 10xV8 175.5 10 320 311 1105.7 2.0 19.0 9.3 3.3
rH Xilinx 9.0 3 6 417 58.0 17.7 1.0 10.0 10.0

ture limits degradation in clock rate to 15% as the number of processors increases. 

When comparing both implementations, SSPcompiex outperforms SSP^eai by av

erage 3.6x and 2.9x for 1024-point FFT and 256-point FFT respectively for the 

same partition. SSPcompiex scales its performance more efficiently than SSPneai, 

as seen that the LUT efficiency in SSPcompiex is on average 1.8x higher than 

SSPFteai for 256-point FFT and 2.2x higher for 1024-point FFT, whilst the DSP 

efficiency is on average only 12% - 16% lower.

When comparing the two mapping approaches, the MIMD FFT implemen

tation exhibits latency less than 50% of the multi-SIMD implementations with 

similar throughput, but has higher BRAM requirements. Overall the SSP ap

proach (SSPcompiex) was observed to offer speed-ups of a factor of up to 8.9 (19) 

times than the Xilinx Radix-2 core for 256-point (1024-point FFT) 1. In addi

tion, for higher throughput FFT operations the resource efficiency (normalised to 

Xilinx Radix-2 FFT core in Table 3.8) approaches that of even the dedicated Xil-

1 Xilinx Pipelined Streaming FFT core can offer higher throughput, and its comparison to
the SSP implementations is made in Section 3.5.4.
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inx FFT core for high throughput implementations, and never exhibits efficiency 

more than 40% lower than the Xilinx component.

In summary, the SSP-based implementation has formed an effective realisation 

approach for large scale FFT architectures, enabling high throughput implemen

tations and resource efficiency comparable to dedicated circuit implementations.

3.5 Software Defined FFT Architecture for IEEE 

802.11ac

The upcoming IEEE 802.1 lac standard boosts the throughput of IEEE 802.1 In 

by adding wider 80 MHz and 160 MHz channels with up to 8 antennas (versus 

20MHz, 40 MHz channel and 1-4 antennas in 802.Iln). Compared to only 1-4 

streams 64/128-point FFT/IFFT with 20/40 MSample/s throughput in 802.Iln, 

this necessitates 1-8 streams 256/512-point FFT/IFFT processing with 80/160 

MSample/s throughput. The specification of the IEEE 802.11ac FFT/IFFT is 

given in Table 3.9. Although there are abundant related works, they all fail to 

meet the requirements of IEEE 802.1 lac FFT/IFFT on point size, throughput 

and multiple data streams at the same time. In this section, the proposed SSP 

is re-adapted to implement a software defined FFT architecture which can meet 

all the requirements of IEEE 802.1 lac with low cost and high resource efficiency.

Table 3.9: Specification of IEEE 802.1 lac FFT/IFFT
FFT/IFFT Size Throughput (MSamp./s Multi-stream

64 20 1-8
128 40 1-8
256 80 1-8
512 160 1-8
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As shown in Section 3.4, using multiple SPUs has led to high performance 

single-stream FFT computation with substantial speedup against Xilinx Radix-2 

core. However, the resource cost is still large, leading to inferior resource efficiency 

(58% - 93% of Xilinx Radix-2). The first reason is large communication overhead 

due to the separate data-path for reading data from FIFO. As illustrated in Figure 

3.14 to compute a radix-2 butterfly, half of the cycles are wasted on getting data 

from FIFO.

// Communication
GET RO, A0 // get data a
GET R1, A1 // get data b
// Computation
ADDMULSRA1 /v0, RO, #coe, R1 // A = (a+b*w)»l
SUBMULSRA1 ^0, RO, #coe, R1 // B = (a-b*w)»l

Figure 3.14: Assembly to Compute A Butterfly

Besides the performance loss on communication, to eliminate FIFO access 

conflict, more than one FIFO is allocated between adjacent SPUs as illustrated 

in Figure 3.12 (the scheduling sequence of nodes is A-B-C-D and E-F-G-H). This 

results in large number of FIFOs to resolve access conflicts between FFT stages. 

For example, a 8 x 1-way SPU implementation of 256-point FFT, 30 inter-SPU 

FIFOs are consumed, accounting for 36% of total LUT cost. The respective 

COMM component also requires considerable resources for multiplexing channels.

To tackle these deficiencies, an improved data fetching is introduced to SPU 

and new scheduling sequence of butterfly is proposed to reduce the number of 

communication FIFOs.
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3.5.1 Fully Streaming Architecture

To reduce the communication cost associated with getting data from FIFO, a 

pipeline rearrangement in SPU is performed. This modification is highlighted 

in Figure 3.15. Instead of using a separate data-path for reading FIFO, the 

reading FIFO stage is placed at the same stage as data fetching from memory. 

The communication adapter is now composed of COMMGET and COMMPUT. 

COMMGET is placed before ALU and supports simultaneously peek (read with

out destroying) or get (read and destroy) data from two FIFOs. In addition, 

computed results can be directly written to output FIFOs through COMMPUT. 

In this way, it reduces all communication overhead for a fully streaming FFT 

computation.

Private
Memory

Excution
Unit

Custom
Accelarator

FFOs
COMMPI

Re suit

FIFOs

Figure 3.15: SPU with Improved Data Fetching

Additionally, in order to pursue the goal of low cost, the SPU is specifically 

configured for FFT/IFFT to remove any unnecessary logics as shown in Figure 

3.16. Specifically:

1. The ALU is configured as 16-bit fixed-point complex type.
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2. Two COMMGET ports are connected to port A and C of ALU respectively, 

and SM which stores the twiddle factors is connected to port B.

3. RF is fully disabled as no temporary data storage is required for FIFO 

reading.

With the configured SPU as a fundamental unit, multiple such cores are con

nected through dedicated point-to-point FIFOs to provide enough throughput.

SM

ID
FIFOsjmrt—>fj
jiuth->

COMMGET

DM

3 -

Complex 
B ALU

(4XDSP48E)

COMMPL
FIFOs

Figure 3.16: SPU Configuration for IEEE 802.11ac FFT/IFFT

3.5.2 Reducing FIFO Consumption

As outlined in Section 3.4.2, many FIFOs are used to resolve access conflicts. If 

we change the scheduling sequence of butterflies of Figure 3.12 to be A-B-C-D 

and E-G-F-H, only two FIFOs are required to be conflict-free, which is shown in 

Figure 3.17. Actually, if we divide scheduling of butterflies in each stage into a 

set of scheduling sequences (denoted as grey box), as illustrated by an 8-point
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FFT in Figure 3.18, and the size of scheduling sequence inside set i is defined as

Figure 3.17: Conflict-free and Minimised FIFO Allocation

Figure 3.18: Scheduling Set Dividing Example

The node inside a scheduling sequence is scheduled in its bit reversed order 

(shown as the white arrow), then the minimum number of FIFOs for conflict- 

free communication are always two. In this way, two ports of all COMMGET 

components in SPU have a straight connection to its only input FIFO.
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3.5.3 Mapping FFT/IFFT Tasks

The implementation starts from mapping computation tasks (i.e. the butterfly) 

to SPUs. The vertical partition of FFT data flow graph is employed for the 

sake of resource efficiency (about 10% better than the horizontal partition). The 

mapping process starts from estimating FFT performance on SPUs for a single 

stream. As the FFT computation in SPU is fully streaming, no communication 

cost will be expected. For a radix-2 TV-point FFT, there are S = log2 N stages, 

then the total number of butterflies is

N
Nbf = — log2 N (3.4)

Each butterfly can be computed in two cycles, so each sample can be computed 

in 2Nbf/N = S cycles. Given Nspu SPUs, to achieve specified throughput T 

MSamples/s, the minimum frequency F MHz is calculated by

F = TS/Nspu = T log2 N/Nspu, NSpu < S (3.5)

According to (3.5), Table 3.10 gives the required minimum frequency for each 

FFT/IFFT point size with a different number of SPUs. Based on that, the 

mapping of tasks to individual point size is detailed below.

Table 3.10: Minimum Frequency (MHz) for 802.lac FFT/IFFT
Size 1-SPU 2-SPU 3-SPU 4-SPU 5-SPU 6-SPU 7-SPU 8-SPU 9-SPU

64-point 120 60 40 30 24 20 N/A N/A N/A
128-point 280 140 94 70 56 47 40 N/A N/A
256-point 640 320 214 160 128 107 92 80 N/A
512-point 1440 720 480 360 288 240 206 180 160

For single stream 128/256/512-point FFT/IFFT computation, 128-point FFT
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requires only one SPU to achieve 40 MSample/s real-time performance, and 256- 

point FFT and 512-point FFT require 2 and 5 SPUs to achieve 80 MSample/s 

and 160 MSamples/s throughput respectively. The mapping of 128, 256/512- 

point FFTs to SPUs is shown in Figure 3.19. In 128-point FFT, all seven stages 

in the FFT computation are mapped to a single SPU - SPUO. In 256-point FFT, 

the first four stages are mapped to SPUO, and latter four stages to SPU1. In 

512-point FFT, stages are not evenly allocated, as first stage mapped to SPUO, 

and the other four SPUs each with 2 stages.

FFT/IFFT stages

® © o © ©
SPUO

1-way

(a) Mapping of 128-point FFT/IFFT to SPU

FFT/IFFT Stages

© ©
SPUO SPUI

1-way 1-way

(b) Mapping of 256-point FFT/IFFT to SPU

SPUO SPUI SPU2 SPUS SPU4
1 -wav 1-wav 1 -wav 1-wav l-wav

(c) Mapping of 512-point FFT/IFFT to SPU 

Figure 3.19: FFT/IFFT Graph Mapping

Multi-stream processing is supported by the SPU’s SIMD structure. This 

effectively saves control logics, program memory and data memory for rotation
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factors. As the number of data streams varies between 1-8, the respective 1-8 

ways of SIMD is used, with each way has the same stage allocation as above. 

The SIMD processing of 8-stream 512-point FFT is illustrated in Figure 3.20.

7 HO (^Hjo(^H2j (T3jO(^H4j (^H5jO(^H6j (^H7jO(^H8j

©o© ©O© ^^P^^

SPU0 SPUl SPU2 SPU3 SPU4
8-way 8-way 8-way 8-way 8-way

Figure 3.20: Multi-stream Mapping of 512-point FFT/IFFT

As shown in 3.10, a single SPU with minimum frequency of 120 MHz is enough 

to achieve the 20 MSample/s throughput for single-stream. For multiple streams, 

allocating a SIMD way for each of the streams can obviously meet the perfor

mance requirement. However, the 120 MHz minimum frequency is well below 

the maximum frequency that the SPU can run, which means the SPU is under

utilised if allocating an entire SIMD way to compute one stream. To improve the 

efficiency and save resources, interleaving the computation of several streams is 

employed. In this case, the computation of up to three streams can be interleaved 

in an SPU, assuming the final implementation on FPGA can achieve 360 MHz. 

For 1-3 streams, only a single way SPU is required and the mapping of tasks is 

shown in Figure 3.21. SIMD processing is employed for 4-6 streams which require 

a 2-way SPU whose task mapping is shown in Figure 3.22. Note that for 5-stream 

mapping, there is a null stream which is for SIMD processing purpose, and there 

is no data going to the output FIFO for the null stream. Similarly, the mapping 

for 7-8 streams are shown in Figure 3.23.
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O oOo©oO ©
SPUO
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2-stream mapping

stream 1 

stream2

streams

oOo©o@oO ^©^®^o
V___ ____y

V

SPUO
1 -wav

3-stream mapping

Figure 3.21: 1-3 Streams Task Mapping

3.5.4 Result and Discussion

Using the customised streaming SPU and mapping method in previous sections, 

the first software-defined FFT/IFFT architecture for IEEE 802.1 lac was created. 

All 1-8 data streams specified in the standard are implemented. The results are 

compared with widely used Xilinx FFT core [114] on the same Xilinx Virtex-5 

FPGA technology. Four architectural options exist in [114] for varied performance 

and cost. For a fair comparison, we choose the architecture which can meet the 

real time performance of IEEE 802.1 lac but also have the lowest cost.

Table 3.11 reports the area and performance results of this work compared 

to Xilinx Radix-2 Lite FFT core (shown in brackets) for 20 MHz channel. As 

this shows, this work meets the real time performance with on average, a 63% 

reduction in resource cost reduction of Xilinx Radix-2 Lite FFT core. Besides, 

resource efficiency as throughput per LUT (T/LUT) is 1.2-1.9x higher than Xilinx
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Figure 3.22: 4-6 Streams Task Mapping

core and as throughput per DSP48E (T/DSP48E) is 0.9-1.5x compared to Xilinx 

core.

Table 3.11: Area and Performance Results for 20 MHz Channel
Streams LUTs BRAMs DSP48Es F

(MHz)
T

(MSample/s) T/LUT T/DSP48E

1 324 (462) 1 (l) 4(4) 476 (500) 79 (59) 0.24 (0.13) 19.8 (19.6)
2 269 (758 ) 3 (3) 4(4) 430 (500) 36 (59) 0.27 (0.16) 17.9 (19.6)
3 312 (1057) 3(2) 4(4) 421 (500) 23 (59) 0.22 (0.17) 17.4 (19.6)
4 487 (1356) 3(3) 8(8) 407 (481) 34 (57) 0.28 (0.17) 16.9 (18.9)
5 530 (1655) 7(4) 8(8) 420 (497) 23 (59) 0.22 (0.18) 14.5 (11.7)
6 569 (1954) 6(4) 8(8) 419 (449) 23 (53) 0.24 (0.16) 17.3 (11.7)
7 748 (2253) 7(5) 12(12) 412 (457) 22 (54) 0.21 (0.17) 13.2 (12.8)
8 787 (2551) 7(7) 12(12) 430 (420) 24 (49) 0.24 (0.15) 15.8 (12.4)

For 40 MHz Channel, Table 3.13 compares this work with Xilinx Radix-2 FFT
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Figure 3.23: 7-8 Streams Task Mapping

core (shown in brackets). This work consumes only 32% - 36% LUTs compared 

to Xilinx core to achieve real-time performance. It is notable that, this work 

achieves generally 2.5x LUT efficiency and 1.6x DSP48E efficiency compared to 

Xilinx core.

r "able 3.12: Area and Performance Results for 40 Mf z Channel
Streams LUTs BRAMs DSP48Es F(MHz) T(MSample/s) T/LUT T/DSP48E

1 229 (719) 2 (1) 4(6) 430 (500) 61 (77) 0.27 (o.ll) 15.3 (12.8)
2 407 (1197) 3 (2) 8 (12) 432 (474) 62 (73) 0.30 (0.12) 15.4 (12.1)
3 585 (l67G) 6(6) 12 (18) 425 (448) 61 (69) 0.31 (0.12) 15.2 (11.4)
4 763 (2155) 9 (G) 16 (24) 409 (439) 58 (67) 0.31 (0.12) 14.6 (11.2)
5 941 (2634) 10 (6) 20 (30) 406 (443) 58 (68) 0.31 (0.13) 14.5 (6.8)
6 1119 (3113) 11 (9) 24 (36) 406 (447) 58 (68) 0.31 (0.13) 14.5 (7.6)
7 1297 (3592) 12 (9) 28 (42) 415 (425) 59 (65) 0.32 (0.13) 14.8 (7.7)
8 1475 (4071) 13 (11) 32 (48) 397 (389) 57 (60) 0.31 (0.12) 14.2 (7.4)

Table 3.13 shows the area and performance results of this work and Xilinx 

Radix-4 FFT core (shown in brackets) for 80 MHz channel. As this shows, this
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work meets the real time performance with on average a 67% reduction in resource 

cost as compared to Xilinx Radix-4 FFT. Further, LUT efficiency is 2.2-3.3x 

higher and DSP48E efficiency is 1.7-4.2x higher than Xilinx Radix-4 FFT core.

Able 3.13: Area and Performance Results for 80 MHz Channel
Streams LUTs BRAMs DSP48Es F(MHz) T(MSample/s) T/LUT T/DSP48E

1 680 (189G) 5 (3) 8 (17) 413 (430) 102 (127) 0.15 (0.07) 12.7 (7.5)
2 1164 (3231) 6 (4) 16 (34) 428 (392) 105 (116) 0.18 (0.07) 13.2 (6.8)
3 1627 (4565) 7(7) 24 (51) 419 (335) 103 (99) 0.19 (0.06) 12.9 (5.8)
4 2097 (5899) 9(11) 32 (68) 388 (277) 96 (82) 0.18 (0.06) 11.9 (4.8)
5 2568 (7233) 9 (12) 40 (85) 383 (272) 94 (80) 0.18 (0.06) 11.8 (2.8)
6 3038 (8567) 9 (13) 48 (102) 370 (317) 91 (94) 0.18 (0.07) 11.4 (3.7)
7 3515 (9901) 14 (16) 56 (119) 373 (302) 92 (89) 0.18 (0.06) 11.5 (3.7)
8 3976 (11235) 15 (17) 64 (136) 368 (288) 91 (85) 0.18 (0.06) 11.3 (3.7)

For the 802.11ac 160 MHz channel, Table 3.14 shows the area and performance 

results of this work and Xilinx Pipelined Streaming FFT core (shown in brackets). 

This work uses only 33% to 42% LUTs of Xilinx Pipelined Streaming FFT core 

to achieve real time performance. Regarding resource efficiency, this work is up 

to 1.7x higher in terms of throughput per LUT; while DSP48E efficiency is lower 

as compared to Xilinx Pipelined Streaming FFT core for 1-4 streams, absolute 

DSP48E cost is reduced by 41%. In addition, as Xilinx Pipelined Streaming FFT 

core has no inherent support for multi-streams, copies of single-stream core have 

to be used. Compared to this work, as the number of streams go up, the less 

efficient Xilinx Pipelined Streaming FFT core is.

3.6 Chapter Summary

This chapter presented a softcore stream processor architecture on FPGA to 

host DSP applications in a high-performance, software programmable way but 

without sacrificing many resources. It shows how this is achieved by focusing on
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Table 3.14: Area and Performance Results for 160 MF
Streams LUTs BRAMs DSP48Es F(MHz) T(MSample/s) T/LUT T/DSP48E

1 1265 (3025) 7(7) 20 (34) 357 (413) 175 (413) 0.14 (0.14) 8.7 (12.1)
2 2170 (6033) 11 (14) 40 (68) 368 (399) 180 (399) 0.17 (0.13) 9.0 (11.7)
3 3075 (9042) 14 (20) 60 (102) 356 (377) 174 (377) 0.17 (0.13) 8.7 (ll.l)
4 3980 (12051) 16 (25) 80 (136) 372 (370) 182 (370) 0.18 (0.12) 9.1 (10.9)
5 4885 (15060) 19 (33) 100 (170) 360 (363) 176 (363) 0.18 (0.12) 8.8 (6.4)
6 5790 (18069) 22 (38) 120 (204) 373 (339) 183 (339) 0.19 (0.11) 9.1 (6.6)
7 6695 (21078) 26 (42) 140 (238) 357 (371) 175 (371) 0.18 (0.12) 8.7 (7.8)
8 7600 (24087) 29 (51) 160 (272) 329 (299) 161 (299) 0.17 (0.10) 8.1 (6.6)

z Channel

three aspects: performance, execution efficiency and resource cost. By utilising 

a network of SIMD cores, reducing the computation overhead in each core, and 

making most components configurable, this architecture approaches the goal of 

high performance and low cost at the same time.

To demonstrate the effectiveness of the proposed architecture, a traditional 

single-stream FFT application has been studied and it shows that not only can 

the proposed architecture achieve considerable speedups against dedicated-circuit 

design but can also achieve high throughput per resource efficiency, despite op

erating a software-programmable processing paradigm. To further stress the ad

vantages of the proposed architecture, the first recorded software defined FFT 

architecture is demonstrated for IEEE 802.1 lac, which achieves on average 65% 

absolute resource reduction and 1.7-3.3x increase in resource efficiency compared 

to dedicated circuits. It shows the proposed architecture can quickly adapt to 

new standard by reprogramming and reconfiguration. More importantly, it in

dicates the advantages of software-programmable architectures on FPGA do not 

necessarily mean sacrifice of resource or performance.
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Chapter 4

Softcore Stream Processor for 

Sliding Window Applications

4.1 Introduction

In Chapter 3, a softcore stream processor architecture was proposed and demon

strated to implement the first softcore-based FFT application. Encouragingly, it 

was shown that the proposed softcore architecture can not only meet the real

time performance of IEEE 802.1 lac FFT but also achieve 63% resource reduction 

compared to dedicated IP core implementation is doing so.

Sliding window applications are an important sub-domain of DSP applica

tions. However, as reviewed in Chapter 2, the complex data access patterns, 

high memory bandwidth and computational requirements of sliding window ap

plications, have led to low performance, inefficient implementations on current 

softcore processors. For example, state-of-the-art soft vector processors are much 

more powerful than standard scalar processors, their vector processing ability



4.2 Sliding Window Operational Issues

well suited to the sliding window applications which are rich in Data Level Paral

lelism (DLP). But their performance and resource efficiency are well below that 

of custom circuit designs.

Since the proposed softcore stream processor has shown great potential to 

deliver combined performance and cost effective solutions, it is interesting to see 

how the sliding window applications are targeted. However, the analysis in Sec

tion 4.2 will show that the limitations of the SPU circuitry, specifically its data 

addressing and loop handling schemes, have serious repercussions when imple

menting sliding window applications on large data sets. This chapter presents 

extensions to the softcore stream processor architecture to address these issues.

The remainder of this chapter is organised as follows. Section 4.2 illustrates 

the issues associated with sliding window applications on softcore stream proces

sor, before it is resolved by architectural enhancements in Section 4.3. Then two 

DSP case studies - fixed block size Motion Estimation (ME) and Matrix Multi

plication (MM) are presented with the results compared with state-of-the-art soft 

vector processors in Section 4.4 - 4.6.

4.2 Sliding Window Operational Issues

The data addressing restrictions are well demonstrated by a single-PE SPU for 

the ME using a 32 x 32 search window on a 16 x 16 macroblock, whose C code 

is shown in Figure 4.1. There are four levels of loops and 262,144 memory access 

operations. When implemented on SPU, its data and program memory require

ments are given in Table 4.1. As this shows, 242 BRAMs are required, 241 of 

which are for PM, close to the limit of FPGA technology such as Xilinx Virtex 5
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4.2 Sliding Window Operational Issues

for (1=0; K32; 1++)
for(k=0; k<32; k++){ 

sad = 0;
// 16x16 macroblock 
for(j = 0; j <16; j++)

for(1=0; i<16; i++)
sad += abs (ref [1 + j] [k+i] - cur[j][i]);

// Compute least SAD and motion vector 
if(sad<sadmin) { 

sadmin = sad; 
mv_x = k-16; 
mv_y = 1-16;

Figure 4.1: C Code for Motion Estimation

FPGA. These extreme resource requirements are due to the memory addressing 

limitations - the SPE’s direct memory addressing scheme means a single instruc

tion is required for each piece of data accessed, leading to a very large number of 

instructions due to the very large number of individual data items addressed.

Table 4.1: SPU Full Block Search ME
BRAMs PM Depth Cycle

242 270,820 270,820

for(k=0; k<32; k++)
for(j=0; j <32; j++) 

for(i=0; i<32; i++){
C[k] [ j] += A [ k] [i] * B [ i ] [j] ;

}

Figure 4.2: C code for 32x32 MM

Besides, a 32 x 32 matrix multiplication as shown in Figure 4.2 is examined,
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4.3 SPU Sliding Window Processing

and the cycle breakdown is shown in Table 4.2. As this shows, the code efficiency 

is low, as the number of true computations account for only 68.6% of total cycles. 

Specifically, each iteration of the 3 loops results in branch-based loops in the SPU 

assembly (refer to Appendix A for the assembly code). The branch-based loop 

execution in SPU is shown in Figure 4.3, where the software manages the branch 

condition evaluation and the iteration counter. Due to the SPU’s long pipeline 

and lack of branch prediction circuitry, 6 delay slots are incurred for each branch. 

As the matrix multiplication kernel has tight loops, this large penalty results in 

considerable performance loss (22.7%) due to executing branch-based loops.

Table 4.2: Cycle Breakdown for SPU-based 32 x 32 MM
Type Count Percentage

Real Computation 32,768 68.6%
FIFO Read 2,048 4.3%
FIFO Write 0 0.0%

Loop Related 10,820 22.7%
Misc (addressing) 2,114 4.4%

Total 47,750 100.0%

To resolve the first issue requires a memory addressing approach which can 

address memory elements during loop execution, as presented in Section 4.3.1. 

In order to tackle the deficiency of branch-based loop execution, an approach to 

reduce loop penalties is described in Section 4.3.2.

4.3 SPU Sliding Window Processing

To fulfil the requirements for block memory processing and loop acceleration 

outlined in Section 4.2, an augmented SPU architecture is proposed as shown 

in Figure 4.4. As this shows, a new Stream Addressing Unit (SAU) unit has
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4.3 SPU Sliding Window Processing

Figure 4.3: Branch-based Loop Execution in SPU

been added adjacent to the DM to manage indirect data addressing, whilst the 

loop acceleration will be fulfilled by adding a Loop Accelerator (LA) component 

adjacent to the PC.

4.3.1 Stream Addressing Unit

To reduce program memory cost caused by direct data addressing, indirect ad

dressing is required for addressing of distinct data elements in a loop construct. 

For a sliding window application, the addressing must be flexible enough to sup

port all complex data access pattern as the computation is carried out. Such an 

indirect addressing is usually achieved through Register File (RF) with arithmetic 

operations as in common load-store processor [38], but this is not an efficient solu

tion in the streaming architecture, as the RF is in the same pipeline stage as DM. 

Instead a Stream Addressing Unit (SAU) is proposed which is flexible enough 

to handle all the memory addressing requirement without incurring major cost
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Figure 4.4: Augmented SPU for Sliding Window Processing

increases in the existing processor architecture.

The structure of the SAU is outlined in Figure 4.5. The read addresses and 

write address for DM are provided by dedicated address registers, namely Read 

Pointer (RP) and Write Pointer(WP). There are two sets of RPs which are bound 

to two read ports of the DM and one WP which is bound to write port of DM. 

The internal structure of an stream pointer is shown in Figure 4.6. It supports 

four operations:
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4.3 SPU Sliding Window Processing

Figure 4.5: Stream Addressing Unit

1. The set operation is to specify an absolute read/write location in DM by 

encoding the address in ID.

2. The increase operation is to add a custom stride to current memory location 

(specified in ’base’).

3. The auto-increment operation is to increase a constant stride (specified by 

a design parameter) to current memory location.

4. The offset operation is to address a nearby location without changing the 

current memory locations.

In the SPU’s instruction set, while set and increase operations are supported 

by two dedicated instructions, the auto-increment operation and offset operation 

are fused in other computation instructions such that no extra cycles are required.
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Figure 4.6: Address Pointer Architecture

The SAU is highly configurable via parameters as shown in Table 4.3. The 

number of RPs and WPs can be varied between 0 (i.e. the unit is not present in 

the synthesized architecture) and 3 to enable concurrent stream addressing. In 

addition the set, increase, auto-increment and offset operations can be selectively 

enabled, as can the auto-increment size: for instance column-wise addressing of 

matrix elements will require an increment of 1, whilst row-wise addressing will 

require an increment of 1 row length.

Table 4.3: SAU Configure Parameters
Parameter Description Value
SPNum The number of read/write pointers 0-3
InitBase Initial base address O-(DMSize-l)
OffsetEn Offset operation On/Off
SetEn Set operation On/Off
IncEn Inc operation On/Off
AutoincEn Autoinc operation On/Off
AutoincSize The size of autoinc stride 0-{DMSize-l)

The 32 x 32 matrix multiplication in Figure 4.2 is used to illustrate the op

erations of this component, the stream pointer operations involved are given in
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4.3 SPU Sliding Window Processing

Table 4.4. The source matrix A and source matrix B addressing are bound to 

RPO and RP1 respectively, and the result matrix C is bound to WPO. In loop 

level 1, elements in C by are derived as the product of a row in A and a column 

in B. As shown in the table, the row element of A is addressed by autoinc RPO 

by 1, column element of B is by autoinc RP1 by 32, and the element in C is by 

autoinc WPO by 1. After that in level 2, the RPO is reset to the beginning of the 

row in A and RP1 proceeds to next column in B (by —32 x 32 + 1 = —1023). 

In the last level, RPO proceeds to next row in A and R,P1 resets to the (0, 0) 

position in B. In the last two levels, there are no WPO operations as its element 

by element addressing is already handled in level 1.

Table 4.4: SAU Operation for Matrix Multiplication
Loop Level RPO RP1 WPO

1 autoinc 1 autoinc 32 autoinc 1
2 inc —32 inc —1023 no-op
3 inc 32 inc —32 no-op

Consider the impact of this approach on the realisation of the ME operation 

described in Section 4.2. In this case two RPs (one for the current frame and one 

for the window) and one WP are required. As Table 4.5 shows, the impact of 

decoupling the number of data values referenced from the number of instructions 

is dramatic: reducing the number of instructions required by 99.98% and the 

BRAM storage cost by 99.6%. Hence the moderate resource cost of including 

the SAU (40 Look Up Tables (LUTs) on Xilinx FPGA) is justified by the very 

dramatic BRAM resource cost reduction. As the SAU is shared among all SIMD 

ways, the cost will be amortised.
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4.3 SPU Sliding Window Processing

Table 4.5: Performance Comparison for SAU

PM Depth BRAMs

no-SAU 270,820 242

SAU 58 1

4.3.2 Loop Accelerator

To improve performance on tight nested loops, hardware-accelerated loop execu

tion is exploited via a LA component adjacent to the PC in Figure 4.4. The LA 

operates as process represented by the flow chart shown in Figure 4.7(a) and is 

driven as shown in Figure 4.7(b). For each loop level, it has three special registers, 

namely IterNum, Start, and End, which store the iteration number N, loop 

start point S', and loop end point E respectively. When the decoded instruction 

is a loop instruction, the current loop level i is increased by 1, and the three 

special registers are set according to the information encoded in the instruction. 

Every time program counter (PC) reaches E, the controller checks the iteration 

counter and either jump back to the start point for IterNum not reaching zero 

or exit current level. When IterNum equals zero, it exits loop execution.

Again, this unit is fully parametrised as shown in Table 4.6, so that not only 

are the number of levels configurable, but also the width of IterNum and End 

registers in each level. As there may be more than one loop block (e.g. a loop 

block for computation and a loop block for data input), the information of all 

loop blocks in the software code is co-analysed to set the parameters.

Consider the matrix multiplication in Figure 4.2 executed by the loop accel

erator. The instruction breakdown results are shown in Table 4.7. Since the 

loop accelerator maintains loop information in a hardware controller, it costs an
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Figure 4.7: Loop Accelerator Structure

extra 36 LUTs but reduces the loop related overhead from 10,820 cycles to 13 

cycles when compared to the branch-based loop execution, which also increases 

the overall efficiency from 68.6% to 88.4%. The hardware cost can further be 

amortised when used in SIMD processing.
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Table 4.6: LA Configure Parameters
Parameter Description Value
LoopLevel The level of hardware loops 0-5
ItNumWidth The width of register IterNum 0-10
EndWidth The width of register End 0-10

Table 4.7: Performance Comparison for LA
Type Count Percentage

Real Computation 32,768 (32.768) 88.4% (68.6%)
FIFO Read 2,048 (2,048) 5.5% (4.3%)

FIFO Write 0 (0) 0.0% (0.0%)

Loop Related 132 (10,820) 0.4% (22.7%)

Misc(addressing) 2,114 (2.114) 5.7% (4.4%)

Total 37,062 (47,750) 100.0%(lOO.O%)

4.4 Case Studies

The real-time performance and cost results of two sliding window applications on 

the augmented SPU - large MM and ME, are presented in this section. The results 

are compared with current best known soft processor realisations by deployment 

on Xilinx Virtex-5 FPGA, exploiting the same 65 nm technology as the Altera 

Stratix-III FPGA exploited in [28] and [l]1. To compare resource cost across 

FPGA technologies, the following conventions are adopted:

• Altera Adaptive Logic LUT (ALU) is equivalent to 1.2 Xilinx Virtex-5 LUTs 

[72].

• Xilinx DSP48E components are equivalent to Altera 18x18 multipliers.

• Memory is measured in number of 36Kb memory blocks, 

higher performance Stratix-IV is used in [95]
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4.4.1 Large Matrix Multiplication

Directly computing large size matrix multiplication is often inefficient due to 

whole matrices are often too large to be cached in on-chip memory. Block matrix 

multiplication is an alternative which divides the large matrices into submatrices 

(Asub and Bsub) and accumulate the partial results (Psub) from a series of sub

matrix multiplications to get the final result (Csub)- The process is illustrated in 

Figure 4.8, where each large matrix is divided into Q x Q submatrices each with 

a size N x N.

Matrix A 
Q*N

N-
Asub

(0.0)

Asub

(0,1)

Asub

(0.Q-1)
N-

BSub

(0,0)

Bsub
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(0,Q-1)

Asub

d.O)

ASub

(1.1)

Asub

d.Q-D x ? A b

BSub

(1,0)

BSub

(1.1)

Bsub

(1,Q-1)

ASub

(Q-1,0)
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(Q-1,1)

Asub

(Q-1.Q-1)

Bsub

(Q-1,0)

BSub

(Q-1,1)

Bsub

(Q-1.Q-1)

Matrix B 
N*Q

Matrix C 
N*Q

N-
Csub

(0,0)

CSub

(0,1)

CSub

(0.Q-1)

Csub

(1,0)

CSub

(1,D

Csub

(1.Q-1)

Csub Csub Csub

(Q-1.0) (0-1.1) (Q-1.Q-1)
Csubfm.n) “ Asub(m,k) Bsub(k,n)i 0^m<N, 0^n<N 

k=0

Figure 4.8: Block Matrix Multiplication

In this case study, the 1024 x 1024 integer matrix multiplication is imple

mented. The full matrix costs 4 MB storage space, necessiting 1000 BRAMs,
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however by dividing it into 32 x 32 submatrices, each submatrix has a size 32 x 32, 

requiring only 4096 Bytes storage which can fit in a BEAM.

i < 32?

(2) Load Bsub from FIFO

(3) CompUtS Psub Asub Bsub Psub

(4) Store Psubto FIFO

(1) Load ASUb frcmi FIFO

Figure 4.9: MM Flow Chart on SPU

It is then straightforward to let the SPU PE compute a Csub each time, and the 

flow chart is shown in Figure 4.9. In this way, it results in an SPU configuration as 

shown in Table 4.8(a). Four levels of loop are required; a 3072-entry DM is used 

to store Agub, Bsuh, and Psub', 3 RPs are used for each of the three submatrices 

and 1 WP for the Psub- Note that the DM is configured to be 1-rea.d and 1-write, 

and this requires the data in DM to be initially loaded to RF before it is used for 

MAC operation. With this configuration, the performance and cost result for a 

single way SPU is shown in Table 4.8(b).

The single-PE implementation can be easily extended to achieve higher per

formance by SIMD processing. An SSP system with a 16-PE SPU is implemented
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Table 4.8: Block MM on 1-way SPU 
(a) SPU Configuration (b) 1-way SPU Metrics

Parameter Value
Data Width 32
ALU Type Real
LoopLevel 4
PMDepth 64
RFDepth 32
SMDepth 0
DM Depth 3072
DMRdPortNum 1
RPNum. 3
WPNum 1
RP1 AutoincSize 32

Aspect Value
^ LUTs 367
o DSP48Es 4
U BRAMs 4

Clock (MHz) 351
Cycle 2,367,881

T (matrix/s) 0.14

with a task mapping as shown in Figure 4.10. The submatrices in C are computed 

in a global sequence Co,o, Co,!, •••> Cn^i, but sixteen of them are computed in 

parallel by the 16-PE SPU. Besides, in order to hide memory latency, the input 

FIFOs are set large enough to buffer next submatrix when an SPE is computing 

current submatrix.

The performance and cost metrics for this architecture are quoted as SPUvlb 

in Table 4.9 and compared with 32-lane VEGAS (VEGASv32) and 4-lane VENICE 

[V ENICEvA) realisations of the same operation; resource efficiency is normalised 

to VEGASv32. As Table 4.9 shows, SPUvlG outperforms even the 32-lane VE

GAS by a factor 1.5. Whilst the BRAM efficiency is lower, SPUvlG shows a 

factor of 14.1 increase in LUT efficiency and a factor of 3.1 increase in DSP ef

ficiency. Similarly it outperforms a four-lane VENICE by a factor of almost 3 

whilst increasing LUT efficiency by a factor 4.1.
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Figure 4.10: MM Mapping on 16-way SPU

Table 4.9: SPU-based 1024 x 1024 MM
SPU
vl6

VEGAS
v32

VENICE
v4

LUTs 4,671 43,933 6,115
DSP Blocks 64 132 20

36 Kb BR AM 96 32 17
Clock (MHz) 328 116 190

T (MM/s) 2.1 1.4 0.6
T/LUT 14.1 1.0 3.0
T/DSP 3.1 1.0 2.8

T/BRAM 0.5 1.0 0.8

4.4.2 Motion Estimation

Full search ME for GIF 352 x 288 frames was also realised on the augmented SPU 

architecture. A block matching ME algorithm is carried out at the macroblock 

level, where each macroblock in the current frame is matched against candidate 

blocks in the reference frame. For a block size of 16 x 16 and a 32 x 32 search 

window, 22 x 18 = 396 motion vectors will be produced per frame result.

To optimise memory bandwidth by maximising data reuse in SPE DM, each 

SPE computes all candidate blocks in the entire 32 x 32 search window, thus 

a 47 x 47 portion of reference frame is stored in the SPE DM. The resulting
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Figure 4.11: SAU Operations in Motion Estimation

4-level nested loop program uses the inner two loops to compute SADs in a 

macroblock and the outer two to iterate macroblocks over the search range. To 

address the data, two RPs are required, one for the macroblock and one for the 

search window. Figure 4.11 shows the SAU operation for search window during 

the matching process. In addition, each SPE incorporates a custom absolute- 

difference-accumulate coprocessor to accelerate SAD calculation. All of these 

features lead to the SPU configuration given in Table 4.10, and the performance 

and resource result for a 1-way SPU implementation is given in Table 4.10(b).

An SSP system consisting of a 22-lane SPU is implemented, and the corre

sponding mapping of a frame is shown in Figure 4.12. The macroblocks in the 

current frame are computed in a global sequence: M0io, M0ti, ..., M0]2i, Mii0, 

..., M172i, and 22 of them are computed in parallel, each by an SPU PE. The 

memory latency is hidden by FIFO-based storage of an entire macroblock. Ta-
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Table 4.10: ME on 1-way SPU 
(a) SPU Configuration (b) 1-way SPU Metrics

Parameter Value
Data Width 16
DM Width 8
ALUType Real
LoopLevel 4
PMDepth 64
RFDepth 32
SMDepth 0
DMDepth 2465
DMRdPortNum 2
RPNum, 2
WPNum 1
MaskEn On
A bs-diff-accum On

Aspect Value
4-9 LUTs 327
o DSP48Es 1
U BRAMs 1

Clock (MHz) 349
Cycle 292,512

T (frame/s) 3.0

ble 4.11 describes the performance and cost of the 22-way SPU (SPUv22) and 

compares with 16-way VIPERS (VIPERSvlG) and 4-way VENICE and VEGAS 

processor (VENICEv4, VEGASv4) realisations. Resource efficiency is normalised 

to VIPERSvlG.

£
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Figure 4.12: ME Mapping on 22-way SPU

As Table 4.11 shows, SPUv22 has the lowest LUT cost yet achieves perfor

mance increase by factors between 3.6 and 11.8. Furthermore, whilst BRAM cost
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Table 4.11: SPU-based ME
SPU
v22

VIPERS
v!6

VEGAS
v4

VENICE
v4

LUTs 4,703 9,580 8,371 6,115
DSP Blocks 22 54 20 20

36Kb-BRAM 44 10 64 17
Clock (MHz) 297 105 130 190

T (FPS) 56.4 4.8 10.9 15.8
T/LUT 23.9 1.0 2.6 5.2
T/DSP 28.8 1.0 6.1 8.9

T/BRAM 2.7 1.0 0.4 2.0

is high compared with VIPERSvlG and VENICEv4, the proportionally larger 

performance benefits justify the expenditure. Finally, it is noticeable that LUT 

efficiency is between 4.6 and 23.9 times higher and LUT efficiency between 3.2 

and 28.8 times higher than the alternatives and that SPUvlG is the only approach 

which achieves the 30 FPS real-time performance metric for H.263 codecs.

4.4.3 Discussion

By adding two architectural enhancements to the previous SPU, the SPU has 

been demonstrated to outperform current best soft vector processors in both 

performance and resource (LUT) efficiency. The result is the highest performance 

soft processing architecture on record for sliding window applications, achieving 

respective peak performance and resource efficiency improvement factors of 4 and 

4.6 beyond previous best metrics.

However, as the experiments on MM and ME show, the resulting BEAM cost 

is higher than some soft vector processors, and up to two times lower BEAM 

efficiency has been shown in MM when compared to soft vector processors. This
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is because only simple parallelising techniques are used in above case studies. 

Specifically, it maps the computation of a submatrix in C into an SPE in MM 

and a full macroblock search into an SPE in ME. This results in a large BRAM 

consumption to maintain the a large set of working data in SPU’s memory.

There are multiple levels of DLP that can be exploited as shown in the nested 

loop execution in sliding window applications. In the case studies above, the outer 

level of parallelism is considered and it results in large BRAM consumption, but 

clearly a large design space can be explored and such exploration is conducted in 

next section.

4.5 Exploring Inner Level of Parallelism in MM

4.5.1 Overview of MM Design Space

The mapping of MM onto SPU described in Section 4.4.1 allocated an entire 

submatrix computation in a single PE, which requires caching three submatrices 

- Asub, Bsub and Psub in the SPE DM. To reduce the memory consumption, the 

inner level of DLP inside the submatrix computation can be exploited. Assuming 

that the original matrix is divided into Q*Q submatrices and each submatrix has 

a size N * N, to compute a result submatrix in C, there are four levels of DLP in 

total as shown in Table 4.12, and the amount of DLP for each level is also given. 

For the clarity of analysis below, the allocated number of SIMD ways S match 

the amount of DLP (i.e. S' = Q in Level-1 DLP or S = N in other levels).

The innermost Level-1 DLP is among elements in the row by column multipli

cation. If this level of DLP is exploited, the SPE multiplies two elements together
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Table 4.12: Levels of DLP in Computing Csub
Level DLP Amount

Level-4 submatrices Asub * Bsub Q
Level-3 rows in Asub * a column in Bsub N
Level-2 a row in Asub * columns in Bsub N
Level-1 elements in a row * a column N

per cycle and only two elements need to be kept in the local memory of SPE. 

However, the result produced by SPEs has to be summed on every cycle. Since 

there is no reduction logic inside the SPU, this requires a second core and the 

partial results have to be kept in the sum core to be added up to get Csub, which 

costs N * N memory locations. Besides, the sum operation costs Q cycles for the 

summation of Q-way SPU results, thus the sum operation becomes a bottleneck 

and the first core will wait for the sum core.

The Level-2 DLP exploits parallelism among multiple columns in Bsuh multi

plied by a row in Asub. In this way, a row in Asub and a column in Bsub are stored 

in the SPE’s DM. After an iteration of row by column multiplication, an element 

in PSUb is generated, and next row in Asub is shifted in to replace the current row 

and the column in Bsub remains unchanged. After a submatrix multiplication, 

a column of partial results in Psub will be generated and kept in each SPE. In 

addition, the accumulation operation is performed inside the SPE, thus there is 

no need for a second sum core.

Level-3 DLP exploits the parallelism among multiple rows in Asub multiplying 

a column in Bsub, thus it has same situation as in Level-2 DLP, except keeping 

the row in Asub unchanged in SPE DM instead of the column in Bsub during the 

submatrix multiplication.

The Level-4 DLP exists among the submatrix multiplications. It still requires
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4.5 Exploring Inner Level of Parallelism in MM

storing two whole submatrices - Asub and Bsub- Since each submatrix multipli

cation only produces a partial result for Csub, the results from SPEs should be 

summed up in a second sum core. But the computation is not bottlenecked in 

the sum core if TV < Q.

The overall requirements of exploiting the four levels of DLP are shown in 

Table 4.13. They all show memory reduction compared to previous mapping. 

But it clearly shows exploiting the Level-2 and Level-3 has the advantage of both 

less memory consumption and no need for a sum core.

Table 4.13: Memory Requirement
Level Memory Sum Core?

Level-4 2* A2 Yes
Level-3 3 * N No
Level-2 3 * N No
Level-1 2 + A2 Yes

According to this analysis, it is beneficial to exploit the Level-2 or Level-3 

DLP to reduce the memory consumption. Since Level-2 and Level-3 DLP are 

almost the same, Level-2 DLP is exploited. However, the above analysis assumes 

the number of SPEs matches the amount of DLP in the corresponding level. 

If the number S of SIMD ways is less than N, for each row from Asub, each 

SPE multiplies it by N/S columns in Bsub . There are two ways to schedule 

the N/S row-by-column multiplications in SPE, as illustrated in Figure 4.13, 

where A” = 4, N/S = 2. The first method is to schedule the 2 row-by-column 

multiplications sequentially. As Figure 4.13(b) shows, the row elements a0,o, 

..., a0,3 are sequentially accessed twice. Doing so requires the row elements to 

be stored in SPE’s memory, and the total required memory is N + 2 * N2/S. 

The second method shown in Figure 4.13(c) interleaves the 2 row-by-column
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multiplications. Each row element in Asub is used twice consecutively without 

the need for local storage, but rather is accessed by ’peeking’ at the FIFO. In this 

way, the total memory will be 2 * N2/S. More importantly, it can possibly save 

the RF cost as the MAC operation can make use of an operand from FIFO and 

two operands from DM. The comparison of these two methods are concluded in 

Table 4.14.

rowO * colO

Po,o+=: 3o,o * bo o Po.1 += a0,o * b0,i

Po.o += 3o,1 * bl,o Po.1 += a0,i * b! 1

Po,0 += 30 2 * b2,0 Po,i += 3o,2 * b2,i

Po,o+= a0 3 * b3 o Po,i += 30,3 * b3i1

rowO * coh

Po,o +~ ao,o * b0io

Po,o +_ 3o.l * b1i0

Po,o+- a0,2 * b2,o

Po o +- 3o,3 * bo o

Po,1 +_ 30,0 * bo,!

P0,1 +~ 3o,i * bi,i

Po,1 += 30,2 * b2

Po.1 += 30,3 * b3

Po,o += 30,0 * oo
’

Po,1 += 3o.O * bo,i

Po.o += 30,1 * bi.o

Po,1 += a0.1 * bi,i

Po.o += 30,2 * b2,0

Po,1 += 30,2 * b21

Po.o += 3o,3 * bs.o

Po,1 += a0,3 * b3,i

(b) Method 1: Sequen- (c) Method 2: Interleave 
tial

(a) Two Row-by-Column

Figure 4.13: Scheduling in Level-2 DLP when S < N

Table 4.14: Scheduling Methods Comparison
Scheduling Memory RF?
Sequential N + 2* N2/S Yes
Interleaved 2 * N2/S No
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4.5.2 Implementation and Discussion

For the implementation of 1024 x 1024 MM, the submatrix division and processor 

allocation use the following parameters: Q = 16, IV = 64 and = 8. Note that 

using the Level-2 DLP and the interleaved scheduling described in last section, 

each submatrix multiplication (i.e. Asub*Bsub) is mapped to 8 SPEs and 8 row-by

column multiplications are interleaved in each SPE. The new SPU configuration 

is shown in Table 4.15. Compared to the previous realisation, DMDepth has 

reduced from 3072 to 1024 and 2-read DM is used; RE can be fully disabled 

because of using the interleaved scheduling and 2-read DM; and the RP for Asub 

(which is directly accessed from FIFO) is saved.

Table 4.15: New SPU Configuration for Block MM

Parameter Value

DataWidth 32
ALUType Real
LoopLevel 3
PMDepth 64
RFDepth 0
SMDepth 0
DMDepth 1024

DMRdPortNum 2
DMTrue2R Yes

RPNum 2
WPNum 1

The new implementation results are shown in Table 4.16. The new SPUvS 

outperforms SPUvlQ by 10% whilst saving 83% BRAMs as well as 62% LUTs 

and 50% DSP resources. This indicates the LUT, DSP and BRAM efficiency 

are increased by factors of 2.4, 2.2 and 13 receptively compared to the original
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implementation. When compared to soft vector processors, SPUv8 increases the 

LUT efficiency by factors between 11 and 34, DSP efficiency between 2.4 and 6.7 

and BRAM efficiency between 6.8 and 8.

Table 4.16: New Results for 1024 x 1024 MM
SPU
v8

SPU
v!6

VEGAS
v32

VENICE
v4

LUTs 1,764 4,671 43,933 6,115
DSP Blocks 32 64 132 20

36 Kb BRAM 16 96 32 17
Clock (MHz) 333 328 116 190

T (MM/s) 2.3 2.1 1.4 0.6
T/LUT 33.8 14.1 1.0 3.0
T/DSP 6.7 3.1 1.0 2.8

T/BRAM 6.5 0.5 1.0 0.8

4.6 Exploring Inner Level of Parallelism in ME

In the previous ME implementation on SPU, a single 22-SPE SPU is used and 

each SPE computes a full search on a macroblock, resulting in large memory cost. 

Similar to MM, inner levels of DLP can be explored in ME. According to Figure 

4.1, there are four levels of DLP in a macroblock search as shown in Table 4.17, 

showing the outermost two levels for window sliding in row and column direction, 

and innermost two for the SAD computation of a macroblock and a candidate 

block. If exploiting the Level-1 DLP, it requires a second reduction core to sum 

the absolute difference result, however, this becomes a bottleneck as the reduction 

core is not as fast as the SIMD core. But the reduction core in Level-2 DLP is 

not bottlenecked since partial SAD results are produced in the SIMD core which 

are passed to the reduction core every 16 cycles. Level-3 and Level-4 DLP are
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Table 4.17: Levels of DLP in Macroblock Search
Level DLP Amount
Level-4 candidate blocks in a search window column 32
Level-3 candidate blocks in a search window row 32
Level-2 elements in a candidate block column 16
Level-1 elements in a candidate block row 16

similar in operation and they do not need a sum core as the SAD is generated 

from inside the SPE, however, they do need a second core to compare the SADs 

and find the motion vector with the least SAD. Thus, excepting the innermost 

Level-1 DLP, all other levels of DLP can be effectively exploited in SPU. But 

considering the amount of DLP, the available DLP in Level-3 and Level-4 DLPs 

are 32 whilst Level-2 is 16, thus here, Level-3 DLP is selected for implementation.

When exploiting Level-3 DLP with 32-way SPU, a column of candidate blocks 

in the 32 x 32 search window are mapped to an SPE, i.e., the candidate blocks 

(0,0), (1,0), ..., (31,0) are mapped to SPEO, candidate blocks (0,1), (1,1), ..., 

(31,1) are mapped to SPEl, and so on. Since the candidate blocks overlap one 

another, the required memory capacity for candidate blocks on each SPE is only 

47 * 16 = 752, resulting in total 752 + 256 = 1008 memory locations. In addition, 

computing SAD is the only task in the first SAD core (SADCore) and can be 

done by the custom accelerator, there is no need for the ALU as well as the RF. 

Besides the first SADCore, a second motion vector core (MVCore) is required 

to find the best motion vector. Together, the mapping of Level-3 DLP results in 

an SPU configuration as shown in Table 4.18.

The results are shown in Table 4.19. The new SPUv32 outperforms SPUv22 

by a factor of 1.6, with 56% reduction in LUT cost, 95% reduction in DSP48E 

cost and 27% reduction in BRAM cost. When compared to soft vector proces-
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Table 4.18: SPU Configuration for ME
Parameter SADCore MVCore
SIMDWay 32 1
Data Width 16 16
DM Width 8 0
ALU Type None Real
LoopLevel 3 2
PMDepth 64 32
RFDepth 0 32
SMDepth 0 0
DMDepth 1008 0
DMRdPortNum 2 0
RPNum 2 0
WPNum 1 0
MaskEn Off On
Abs-diff-accum Off On

sors, SPUv2>2 achieves speedups between 5.6 and 18 times. The SPUv32 shows 

increases by respective factors of 85, 996 and 5.8 in LUT, DSP and SRAM effi

ciency compared to VIPEBPvlG. VENICEvA has the best resource efficiency 

among the soft vector processors, but SPUv32 still increases in LUT, DSP and 

BRAM efficiency by factors of 16, 112 and 2.9 respectively.

Table 4.19: SPU-based ME
SPU
v32

SPU
v22

VIPERS
vl6

VEGAS
v4

VENICE
v4

LUTs 2,081 4,703 9,580 8,371 6,115
DSP Blocks 1 22 54 20 20

36Kb-BRAM 32 44 10 64 17
Clock (MHz) 333 297 105 130 190

T (FPS) 88.5 56.4 4.8 10.9 15.8
T/LUT 85.0 23.9 1.0 2.6 5.2
T/DSP 996.1 28.8 1.0 6.1 8.9

T/BRAM 5.8 2.7 1.0 0.4 2.0
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4.7 Chapter Summary

In this chapter, sliding window applications are targeted by the proposed softcore 

stream processor (SSP). The benchmark results reveal the SSP architecture in 

Chapter 2 shows deficiencies in supporting the complex memory access pattern 

and tightly nested loop of sliding window applications. These deficiencies are 

solved by two architectural enhancements, specifically, adding a stream addressing 

unit for efficient memory addressing and a loop accelerator for low overhead loop 

execution. Two case studies - large matrix multiplication and motion estimation 

are carried out. The first implementation results show SSP can achieve respective 

peak performance and resource efficiency improvement factors of 4 and 4.6 beyond 

previous best metrics. Further design space exploration specially exploiting the 

inner level DLPs boosts the resource efficiency even further to be 11 and 16 times 

higher than current best vector processors. This clearly shows the advantage of 

the proposed SSP approach for the sliding window applications.
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Chapter 5

Platform Synthesis for Softcore 

Stream Processor

5.1 Introduction

In Chapter 3 and Chapter 4, a Softcore Stream Processor (SSP) architecture 

has been proposed as a software programmable solution to FPGA-based DSP 

processing. By employing a streaming processing architecture with a variety of 

DSP enhancements (e.g. complex ALU, stream addressing, and hardware loop) 

and configurable aspects, the proposed SSP demonstrates superior performance 

and resource efficiency compared to dedicated circuitry and other state-of-the- 

art softcore processors for Fast Fourier Transform (FFT) and sliding window 

applications. However, generation of such implementations involves programming 

and synchronising a number of cores, configuring and connecting them to be a 

processor network in Hardware Description Language (HDL). In addition, as 

shown in the case studies of FFT, Fixed Block Size Motion Estimation (FBSME)
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and large Matrix Multiplication (MM), there is a large design space in terms of 

both the way of mapping the tasks to the platform and evaluating the impact 

of architectural features (e.g. choosing real or complex ALU). Manually creating 

such implementations requires considerable effort negating the benefit of software- 

defined FPGA design. Hence, whilst the architectural foundation is in place, the 

design method for quickly generating the platform instance and exploring the 

design space is still missing.

This chapter presents a solution to this issue. As reviewed in Chapter 2, 

model-based synthesis has the potential to reduce the design complexity, as the 

target DSP applications can be described at an algorithmic abstraction level, the 

implementation details are able to be largely hidden from the designer. In this 

chapter, such a model-based synthesis flow is proposed for SSP. It is applied to 

implement the first automatically generated real-time Fixed-complexity Sphere 

Decoder (FSD) and the first softcore-based real-time Variable Block Size ME 

(VBME) for H.264.

The rest of this chapter is organised as follows. In Section 5.2 and Section 

5.3, the overview of the synthesis flow is given, and individual synthesis subtasks 

are described in Section 5.4 - 5.6 . Finally in Section 5.7, the case studies of FSD 

and VBME are presented.

5.2 SSP System-Level Design Flow

The SSP system-level design flow is shown in Figure 5.1. The design input of the 

flow is the application captured in a high-level SDF model which is achieved by 

using an actor description language called Asteroir. Given a real-time throughput
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Figure 5.1: SSP System-Level Design Flow

requirement, the design flow starts with a model-level Design Space Exploration 

(DSE) process, which partitions the SDF graph into subgraphs, maps them onto 

the processing elements and schedules their execution onto the processing ele

ments. During the process, various design candidates are examined and only those 

whose performance can provide high enough throughput are preserved for further 

implementation. The model-level specification and exploration environment has 

been implemented as an Eclipse-based plug-in, and a detailed description of the 

tasks involved is given in [115].

The final output of the design flow is the synthesisable Register Transfer 

Level (RTL) description of an SSP instance and related memory initialisation 

files which are ready to be processed by the commercial tool (e.g. Xilinx ISE). 

From the algorithmic-level description to the RTL implementation there exists 

an implementation gap, which is filled by the proposed SSP platform synthesis 

as shown in Figure 5.1. In the next section, an overview of the proposed SSP
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platform synthesis is given.

5.3 SSP Platform Synthesis Overview

5.3.1 Platform Features

From a tool’s perspective, it is important to identify the opportunities and chal

lenges for a softcore processor with a number of specific features, which are listed 

below:

1. Platform based. The SSP platform defines a processor network tem

plate, which consists of individual SIMD cores (i.e. Stream Processing 

Units (SPUs)) and dedicated point-to-point FIFO interconnections. This 

platform is a good match to exploit the Synchronous Data Flow (SDF) [102] 

programming model because the actors can be executed by possibly large 

numbers of processing cores and inter-actor communication is supported 

by dedicated high throughput FIFOs. Compared to other platform-based 

designs such as [107, 108] which normally exploit a variety of heterogeneous 

resources, such as those using a library of processors, dedicated IPs and 

communication units, the SSP platform is simple as it uses only SPUs as 

the processing resources and FIFOs for communication and thus simplifies 

the platform synthesis task.

2. Determinate execution. The SPU is designed purposely with little non- 

determinate behaviour, for example, the pipeline hazards are resolved using 

software NOP instructions rather than relying on internal hardware stall; 

if — else statements are supported by conditional execution. This approach
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has two benefits: firstly, it allows good performance estimation without 

time consuming cycle-accurate simulation; secondly, it enables low-overhead 

inter-processor synchronisation and in-depth FIFO network optimisation, 

which are normally difficult on other platforms.

3. Fine grained parallelism. In order to enable real-time performance for 

DSP applications, fine-grained parallelism (which means more available par

allelism) is often exploited on SSP. Compared to coarser-grained parallelism, 

the operations in fine-grained parallelism tend to be simpler and thus have a 

very short execution time. The communication overhead of invoking a task 

can account for a substantial part of entire execution time if not optimised, 

thus it is necessary that the tool can generate efficient communication ar

chitectures.

4. SIMD Processing. In contrast to other works [107, 108, 113], the funda

mental processing units are SIMD processors. The requirement enforced in 

SIMD processing is the codes running in each SIMD lane must be symmet

ric.

5. Configurability. Since the SPU has a number of parameters to configure, 

the tool should be able to derive the values for each parameter.

By acknowledging these features, a model-based platform synthesis flow for 

the implementation of parallel DSP applications on to the SSP is shown in Figure 

5.2.
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Figure 5.2: SSP Platform Synthesis Flow

5.3.2 Design Input

The design input is the model-level specification of the target application and it 

contains four pieces of information:
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1. Actor Definition. The actor definition defines actors 1 which encapsulate 

the subtasks in the application. The actor definition includes information 

on the function body, input and output ports, token types associated to 

each port, and parameters if any (e.g. the rotation factor in a butterfly 

actor).

2. Application Graph. The application graph defines the connection of 

the instances of actors. The links among the actors represent the abstract 

communication channels for the tokens.

3. Mapping Specification. The mapping specification is used to specify how 

the actors are assigned to each processing element (i.e. SPU PE). It also 

defines how many SPUs are used and how many ways in each SIMD SPU.

4. Schedule Specification. The schedule specification is used to specify the 

ordering of SDF actor firings. It contains two levels of schedules: the first 

is the local schedule which specifies the firing sequence of the actors in a 

processing element; the second level is the global schedule which specifies the 

firing sequence of all actors in the application graph. The global schedule 

sequence is necessary as it will be shown later how it is used to model the 

FIFO transactions. The global schedule must be consistent with the local 

schedule in a way that the firing sequence of actors as specified in a local 

schedule must maintain the same relative sequence as the global schedule.

The design input information is described in the format of MoML which is a

modelling markup schema in the XML, and is firstly designed for the Ptolemy II

1It should be noted that the actor type and actor instance should be distinguished, as an 
actor can be used/instantiated multiple times in a graph. Thus the actor definition here is 
related to the actor type.
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Project [116] to specify interconnections of parameterised components.

5.3.3 Platform Synthesis Subtasks

The model-level information of the application as described in Section 5.3.2 is then 

captured internally in a formal way and the abstract SPUs are constructed and 

initialised from the mapping information. The real platform synthesis includes 

three major tasks as shown below:

1. Software Synthesis: the process of generating the software codes that run 

on each instantiated SPU including both the computation code of mapped 

actors and communication, synchronisation code for coordinating with other 

SPUs. The outcome of the software synthesis is the binary code for each 

SPU and is in the form of memory initialisation files.

2. Communication Synthesis: aims to resolve the abstract communica

tion channels between actors that are mapped on different processors into 

physical FIFOs and derive the FIFO parameter setting. During the pro

cess, proper FIFO allocation schemes are derived to best suit the mapping 

and schedule. The outcome of the communication synthesis is a completely 

configured FIFO communication network that connects with the processing 

elements in a SSP instance.

3. Processor Synthesis: the process of setting the parameters of SPUs and 

generating the actual SSP description file with instantiated SPUs and FI

FOs. The outcome of processor synthesis is an SSP top-level file which 

contains completely configured components (SPUs and FIFOs) and the con

nections between the components.
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In the following sections, the three synthesis tasks in the SSP platform syn

thesis flow are described in detail.

5.4 Software Synthesis

5.4.1 Overview

This section describes the details of the software synthesis process. One important 

reason why model-based design can reduce the software development complex

ity is designers only need to describe the application once in model-level, and 

processor-level software can be generated for a specific mapping and schedule by 

the software synthesis. In order to generate a processor-level SW code, all the 

model-level information including the behaviour and interconnection of actors 

must be lowered through a series of software synthesis steps as shown in Figure 

5.2. Specifically, the processor-level software codes (in the form of assembly) are 

firstly generated for each allocated SPU, from which, a synchronisation code in

sertion stage is executed to synchronise the operations of processors; finally, the 

assemblies are finalised by updating the FIFO addressing information and assem

bled to the machine binary code (in the form of PM initialisation file) which is 

ready for RTL level implementation.

Although there is no restriction on writing actor function code in SPU’s as

sembly language (sometimes for performance purpose), it would be difficult for 

inter-actor optimisations and conventions must be obeyed for passing data be

tween two assembly-level codes. Therefore, in order to achieve more flexibility in 

processor SW code generation, a Low Level Virtual Machine (LLVM) [117] based
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C Compiler for SPU has been created to allow a C-level code generation.

5.4.2 Processor-level SW Generation

The first stage in software synthesis is to generate the processor-level C code from 

the actors that are mapped to the SPUs. In this stage, the actor function code is 

inserted and the communication operations between actors are refined to FIFO 

operations. As software generation needs the physical FIFO channel index for 

addressing, and such information is available after the initial FIFO connection 

has been established, software generation is performed at that point.

The code generated for an actor instance contains three parts, input com

munication, computation, and output communication. The input communication 

part corresponds to how the actor gets the data from the source actor(s) through 

its input ports; the computation part is the calling of the actor’s fire function; 

and output communication defines how the computed results are passed to sink 

actors through its output ports. Communication codes are either FIFO access 

or internal data passing, depending on whether the two connected actors are 

mapped to different processors or the same processor.

Figure 5.3 gives a simple example on parts of the code generated for four 

actors in a graph mapped to two SPUs (assume both are 1-way SIMDs). The 

GET^FIFO and PUT-FIFO in the code are C macros encapsulating the FIFO 

access inline assemblies 1, and the second argument of the macro is the channel 

index obtained from the FIFO connection information. As shown in the figure, 

actor A and actor B are mapped to SPUO, and actor C and actor D are mapped

^SP specific instructions are difficult to be represented or inferred in C, thus they are 
directly encoded in assembly
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SPUO
FIFOO

FIF02

FIFOl

SPU1
FIF04

anro
FIFOS

SPUO.c_________________________
/* Actor A code */

#1 GET_FIFO(AJO, 0);
#2 FireA(A_iO, &A_o0, &A_o1, A_para); 
#3 PUT_FIFO(A_o1,0);

/* Actor B code */
#4 B_i0 = A_o0; // Internal Comm 
#5 FireB(&BJ0, B_o0);
#6 PUT_FIFO(B_oO, 1);

SPU1.C_____________
/* Actor C code */

#1 GET_FIFO(C_iO, 0); 
#2 FireC(&C_iO, C_o0); 
#3 PUT_FIFO(C_oO, 0):

/* Actor D code */
#4 GET_FIFO(DJO. 1); 
#5 FireD(&D_iO, D_o0); 
#5 PUT_FIFO(D_oO, 1);

Figure 5.3: SW Generation Example

to SPU1. The code generated for actor A is shown at lines 1 — 3 in SPUO’s C file. 

According to the mapping, input port iO of actor A is connected to input FIFOO 

at index 0, and this translates to line 1; line 2 is the calling of actor A’s fire 

function and the argument list is composed of three parts: input ports, output 

ports and parameters; line 3 describes the computed result is written to output 

FIFOl through port ol. As there is an internal communication link between A’s 

port oO and BA port iO, this is described as a variable assignment as shown in 

line 4, and apparently, the internal links mapped to the same processor have no 

communication cost. The codes for other actors are generated in similar way. 

Other parts of the generated code, for example the declaration of variables, the 

initialisation of parameters, and the fire function definitions are not shown here 

for the sake of clarity, and they can be easily generated with the information of 

actor definition.

For a specified processor, the code is generated actor by actor according to
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the schedule sequence. However, the software generation can not be simply done 

processor by processor. This is because the FIFO communication mechanism 

between SPUs sets a strict rule that data are read and written in the first-in- 

first-out sequence; hence it is possible that the data required by an actor is not at 

the head of the FIFO, and a read conflict occurs. In this case, the data prior to the 

requested one must be unloaded from FIFO to local storage. This is illustrated 

in Figure 5.4. In order to handle this situation, software is not generated SPU 

by SPU, instead it is generated according to the global schedule of actors. This 

allows modelling of the token information in FIFO, specifically, along with the 

SW generation of each actor, tokens are read and written to the abstract FIFOs, 

and correct FIFO read instruction sequences are issued if a conflict is detected 

(i.e. the token to be read is not in the front of FIFO queue).

SPUO Side SPU1 Side
Fire A: put token 1, 2 Fire E: get token 1, 2, 3, 4, 5
Fire B: put token 3, 4 Fire F: get token 6, 7
Fire C: put token 5, 6 Fire G: get nothing
Fire D: put token 7, 8 Fire H: get token 8

Figure 5.4: SW Generation if Conflict Occurs

Special attention is paid to the SIMD execution of SPU, as some actors have
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parameters (e.g. rotation factor in butterfly actor in FFT) whose values are 

assigned in an actor instance by immediate value. As immediate data are not 

directly encoded in SPU’s instructions, they are normally stored and accessed 

from the Shared Memory (SM). However, actors that are mapped to different 

ways of an SIMD SPU may have different parameter values, that means these 

values can not be stored in SM if for SIMD processing. To correctly generate the 

codes for such a case, these immediate values are forced to be stored in private 

Data Memory (DM).

5.4.3 Pipeline Interleaved SW Generation

Due to the partial data forwarding network used in SPU, NOPs are inserted 

sometimes to guarantee the right timing of operations, but these NOPs essen

tially present a performance loss. In order to reduce the number of wasted cycles 

due to NOPs, pipeline interleaving [118] can be employed, which tries to replace 

the NOPs with useful instructions by interleaving the computation of multiple 

independent actors together. As shown in the example of computing an FFT 

butterfly actor (using real type ALU) in Chapter 2, the instructions contain 27% 

NOPs, and by interleaving the computation of two actors, all the NOPs are can

celled and the performance improves by 37.5%. However, the SW generation 

scheme can preclude such optimisation, as it generates the code at an actor-by- 

actor basis, because the sequence of external communication instructions (FIFO 

write and read instructions) must be kept the same before and after C compila

tion due to the strict order of FIFO operations. Thus the FIFO operation codes 

generated before and after calling the fire function of an actor set a hard bound-
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ary preventing actor interleaving. As shown in the software generation example 

in Figure 5.3, the generated computation codes of actor C and D can not be 

interleaved as they are bounded by the FIFO access instructions. To allow this 

kind of optimisation, a pipeline interleaved SW generation scheme is proposed.

The pipeline interleaved SW generation works by identifying the actors that 

can be interleaved and grouping them into a code generation unit and then the 

code is generated for the actors in a group as a whole. The difference compared 

to previous SW generation scheme is the external communication codes are now 

placed alongside the actors’ computation codes, thus their computation codes can 

be interleaved. By using pipeline interleaved SW generation, the code generated 

for the example in Figure 5.3 becomes Figure 5.5.

SPUO
FIFOO

FIF02

SPU1

FIFOS
^^*-►10 Col

FIFOS

SPUO.c____________________________
/* Actor A and B interieaved */

#1 GET_FIFO(A_iO, 0);
#2 FireA(A_iO, &A_o0, &A_o1, A_para); 
#3 B_i0 = A_o0;
#4 FireB(&B_iO, B_o0);
#5 PUT_FIFO(A_o1,0);
#6 PUT_FIFO(B_oO, 1);

SPU1.C______________________
/* Actor C and D interieaved */ 

#1 GET_FIFO(C_iO, 0);
#2 GET_FIFO(D_iO, 1);
#3 FireC(&CJ0, C_o0);
#4 FireD(&D_iO, D_o0);
#5 PUT_FIFO(C_oO, 0);
#6 PUT_FIFO(D_oO, 1);

Figure 5.5: Pipeline Interleaved Code Generation

An important step in this SW generation scheme is identifying which actors 

can be interleaved. Essentially, the pipeline interleaved SW generation changes 

the relative sequence of the FIFO communication instructions, thus the grouping 

of actors may cause deadlock in execution. This is illustrated in Figure 5.6, where
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interleaving the code generation of actor C and actor D causes deadlock as until 

actor C has been fired and its result is available for successive firing of actor A, 

actor D can not be fired. To derive a deadlock-free grouping of actors, the actors 

that are mapped to a processing element are examined in the local schedule order, 

and if they are going to be grouped they must satisfy the following condition: any 

actor in a code generation group must not have a successor that is a predecessor 

of any other actors in this group. Thus, in the example of Figure 5.6, since actor 

C has a successor actor A which has a predecessor actor D, they are excluded for 

grouping.

SPUO
FIFOO

FIFOl

SPU1

FIFOS

Figure 5.6: Deadlock if Grouping Actor C and Actor D

5.4.4 Synchronisation Code Insertion

After the stage of processor-level SW generation, the functional SW codes for 

each SPU have been generated, but the operations of SPUs have not yet been 

synchronised. The synchronisation could be achieved by polling the status signals 

full and empty of FIFOs on every FIFO access and stalling the execution when
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FIFO is not ready. However, this approach incurs a large run-time overhead, 

which can greatly degrade the performance for executing fine-grained actors (e.g. 

butterfly actor in FFT) which normally have a short execution time. The SSP 

platform enables an alternative to this problem: static synchronisation. Due to 

the determinate execution nature of SPU, exact execution cycle information of 

FIFO operations can often be known at compile-time, which means the FIFO 

operations can be synchronised at compile-time avoiding costly run-time syn

chronisation operations.

Consider when an actor with external FIFO links is fired, a FIFO read oper

ation is executed. If such operation is already synchronised, that means at the 

moment the read operation is executed, the data is already available in FIFO. 

Therefore, the goal of compile-time synchronisation is to make sure every read op

eration can get the correct data in FIFO when it is executed. In order to achieve 

this, the cycle information of the FIFO operations is derived from parsing the 

assembly codes to allow the necessary NOPs to be inserted before the FIFO read 

to delay read operation after the corresponding FIFO write finishes. Take the 

example in Figure 5.3, the fully static synchronisation between the two SPUs is 

illustrated in Figure 5.7. As shown in Figure 5.7(a), actor D is not aligned with 

actor A initially, as the FIFO write (put) operation in SPUO happens before the 

FIFO read operation in SPU1. By synchronisation, NOPs are inserted before 

the FIFO read operation of actor D in SPUO as shown in Figure 5.7(b). But 

these inserted NOPs are only considered as the start-up NOPs, so they do not 

increase the iteration period. After all the FIFO operations have been aligned, 

the processors with shorter iteration period should be matched to the one with 

largest iteration period for repetitive execution. This is shown in Figure 5.7(b)
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that NOPs are inserted after actor fPs FIFO write operations in SPUO to match 

the iteration period of SPU1.

I next iteration

SPU 0

next iteration

SPU 1

(a) Before synchronisation
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Figure 5.7: Fully-static Synchronisation

When considering the SIMD processing in an SPU, a FIFO read in an SIMD 

SPU is essentially executed by all SIMD lanes in this SPU. Since it is possible 

that the input FIFOs for an SIMD SPU are not written symmetrically (i.e. they 

may be written at different cycle by source SPUs), the alignment of an SIMD 

FIFO read must take the execution cycles of all the corresponding FIFO write 

operations into consideration. Thus, on each alignment operation of an SIMD 

FIFO read, the execution cycles of the corresponding FIFO writes for all SIMD 

lanes are compared and the one that occurs last (with the largest cycle value) is 

used for the alignment.

5.5 Communication Synthesis

Communication synthesis has two purposes: firstly, the abstract communication 

channels (cut by processor mapping) in the application graph are lowered into 

inter-processor physical FIFOs; secondly, the parameters of physical FIFOs (i.e.
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FIFO depth) are decided. To fulfil the first purpose, the simplest way is to 

use one-to-one mapping by lowering each communication channel to a physical 

FIFO, however, it can cost considerable unnecessary resources especially in the 

case where actors mapped on a processor have a lot of links with actors in other 

processors. Alternatively, three more efficient FIFO allocation schemes - locally- 

minimised, conflict-free and shared (as illustrated in FFT case study) are utilised 

in the communication synthesis flow to derive the FIFO communication network 

in an automatic way. The three allocation schemes are explored in two stages in 

the communication synthesis process as shown in Figure 5.2: locally-minimised 

and conflict-free FIFO allocations which do not require exact instruction execu

tion cycle information are carried out in the initial FIFO allocation stage, and 

this is followed by a FIFO sharing stage after exact instruction cycle information 

is available which tries to share the output FIFOs between a source processor 

and different sink processors. The details of the two stages of FIFO allocation 

are introduced in Section 5.5.1 and Section 5.5.2 respectively. After all the FIFO 

allocation has been done, the FIFO parameters are settled and the details are 

given in Section 5.5.3.

In order to facilitate the description of the automatic FIFO allocation, the 

following definitions are used. The application graph G contains a set of actors 

and communication channels. Let ch = (x, y) denote a communication channel 

between an actor’s output port x and an actor’s input port y; src(ch) denotes the 

source actor of ch and snk(ch) denotes the sink actor of ch. The set of processors 

in an SSP instance is denoted as P, and the global schedule sequence of actors in 

graph G is denoted as S. For each processor p E P, Sp C S is the local schedule 

sequence of actors on processor p. proc(A) gives the processor to which actor A is
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mapped. The set of FIFOs in an SSP instance is denoted as F; given processors 

p,q £ P, Fp q C F denotes the set of FIFOs between p and q.

5.5.1 Initial FIFO Allocation

Locally Minimised FIFO Allocation

In the locally minimised FIFO allocation, the communication channels between 

actors from a source processor to a sink processor are lowered into a single FIFO. 

It makes use of the fact that a processor executes actors’ program sequentially and 

at most one token can be generated on an actor’s output port at any time, thus 

all the communication channels from actors in a processor to actors in another 

processor can be mapped to a FIFO. Since there is at most only one FIFO between 

processors p, q & P, the allocation result guarantees | Fp<q \ < 1.

Procedure 1 LocallyMinimisedFIFOAllocation 
Input: P: the set of processors. S: the actor schedule.
Output: F: the set of FIFOs with connection to processors.

1: for each processor p e P do 
2: for each actor A e Fp do
3: for each output port x of A do
4: sink actor B = snk(ch), ch = (x,p);
5: sink processor q = proc(B);
6: if g 7^ p then
7: if Ppg = 0 then
8: add a new FIFO / to FP)q
9: else

10: fetch the only FIFO / from Fpq-,
11: end if
12: connect / with the output port x and input port p;
13: end if
14: end for
15: end for
16: end for
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The procedure for automated locally minimised FIFO allocation is shown in 

Procedure F The allocation is carried out by iterating through each output port 

of actors mapped on each processor; if the port has a communication channel 

with a foreign processor, its associated communication channel is mapped to a 

FIFO (i.e. line 6-13). If there is no FIFO between the two processors, a new 

FIFO is created and the communication channel is mapped to the new FIFO (i.e. 

line 8); or if the FIFO has been created, the communication channel is mapped 

to the existing FIFO (i.e. line 10).

Conflict-free FIFO Allocation

Although locally minimised FIFO allocation can reduce the FIFOs between any 

two processors with communication to the minimum number, this may reduce 

performance when a FIFO read conflict occurs, as is the case when the tokens are 

consumed from a FIFO in a different sequence as they are produced. The conflict 

is formally defined as follows. Let token production sequence in a FIFO / be 

Tf = {ti, bji fn} and consumption sequence of tokens be Cf = {ci, C2,..., cn}, 

where n is the number of tokens produced to a FIFO in a schedule iteration. If 

for any token ti 6 Tj is not equal to Cj e C/, then FIFO access conflict exists.

In order to remove the conflict, more than one FIFO should be allocated 

between the two processors with FIFO access conflict. The conflict-free FIFO 

allocation guarantees the minimum number of FIFOs allocated between two pro

cessors with communication without causing FIFO access conflict. The allocation 

scheme is given in Procedure 2. The process contains three stages. The initialisa

tion phase sets up the FIFO connection F among processors and actors by calling 

the locally minimised FIFO allocation procedure as described above (i.e. line 2).
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Procedure 2 ConflictFreeFIFOAllocation_______________
Input: P: the set of processors. S: the actor schedule. 
Output: F: the set of FIFOs with connection to processors. 

1: Phase 0: Initialisation 
2: F = LocallyMinimisedFIFOAllocation(P, 5);
3: Phase 1: Read/write sequence setup
4: for each processor p G P do
5: for each actor A £ Sp do
6: for each port a of A do
7: if a is connected to a FIFO / then
8: add tokens associated with a to T/;
9: end if

10: end for
11: end for
12: end for
13: Phase 2: FIFO allocation
14: for each FIFO / G P do
15: // find the read indices of tokens in /
16: for i in 1 to \C\ do
17: rj = index of c, in Tf\
18: end for
19: Pp,? = 0;
20: while P 7^ 0 do
21: L = lis(P);
22: remove L from P;
23: add a new FIFO / to Fp^q\
24: for each token read index r7 in L do
25: get the ports (x, y) associated with tTj;
26: connect / with x and y;
27: end for
28: end while
29: end for

Before the real allocation phase, the token production sequence Tf and consump

tion sequence Cf for each FIFO in P are built by firing the actors according to 

the local schedule sequence (i.e. line 4-12). The allocation phase firstly records 

the read indices of tokens in the FIFO into a sequence P = ri,r2, ...,rn (i.e. line
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16-18). After that, function Us which is the longest increasing subsequence algo

rithm [119] is recursively applied to R to find a longest subsequence L oi R (i.e. 

line 20-22). The communication channels associated with tokens whose indices as 

defined in L are a conflict-free set and are assigned to a FIFO (i.e. line 23-27). In 

the end, all the communication channels are resolved to conflict-free FIFO sets.

5.5.2 FIFO Sharing

The FIFO allocation scheme described in Section 5.5.1 aims to minimise the 

number of FIFOs allocated between a source processor and a sink processor. In 

order to further reduce the number of FIFOs required, FIFO sharing allocation 

extends the scope to sharing FIFOs between a source processor and all its sink 

processors. After the assembly is produced and synchronisation code generated, 

the FIFO access cycles are available, and this information is used to conduct FIFO 

sharing. Note that FIFO sharing only considers a non-conflict FIFO allocation 

made in the initial FIFO allocation stage.

FIFO sharing is achieved by firstly checking whether two FIFOs, e.g. FPjg and 

Fp^s can be shared. If they can be shared, two conditions must be satisfied:

(1) In the interval between a read and write of a FIFO, there should not be 

any unpaired write or read occurring from the other FIFO.

(2) There should be no two reads from both FIFOs occurring at the same time.

Paired FIFO write and read means a read of a FIFO unloads the corresponding 

data that is written by a write of this FIFO. When considering the shareable 

status of more than two FIFOs, the following Theorem is used.
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Theorem 4.1: If FIFO a and FIFO b can be shared, FIFO a and FIFO c can 

be shared, and FIFO b and FIFO c can be shared, then FIFO a and b and c can 

be shared.

Proof: (By contraposition). Let FIFO x denote the FIFO derived after sharing 

a and b, then the read cycles Rx = Ra U Rb and write cycles Wx = VFa U Wb. If 

FIFO a and b and c can not be shared, it can be said there exists a violation of 

the sharing conditions between x and c. Firstly, if between Wxi and Rxi (where 

i are the indices), there is an unpaired r E Rc or w £ Wc, then it violates the 

sharing condition (1). Secondly, if Rxi = Rcj, because Rx, E Ra or Rx,i e Rb, it 

violates the sharing condition (2). Hence, all three FIFOs are shareable.

To facilitate this analysis, the sharing information of all the output FIFOs 

of a processor are represented as a sharing matrix, in which each element {i, j) 

indicates weather FIFO i and FIFO j can be shared or not. Note that all elements 

on the diagonal are always set to 1. According to Theorem 4.1, if the elements in 

the sharing matrix are all 1’s, the FIFOs are shareable. Thus, the goal of FIFO 

sharing is to find the largest set of FIFOs that can be shared. An example is 

given in Figure 5.8(a), showing a 5 x 5 sharing matrix representing the sharing 

status among FIFOs a, b, c, d, and e. As it shows, the pairs of FIFOs which can 

be shared are a — b, a — e, b — c, 6 — e, c — d, and d — e. By analysis, two sharing 

submatrices are derived and shown in Figure 5.8(b) and Figure 5.8(c). Figure 

5.8(b) indicates the FIFOs a, b and e can be shared as a — b — e, and Figure 5.8(c) 

indicates the FIFOs c and d can be shared as c — d.

The FIFO sharing is achieved by Procedure 3. It contains three phases. The 

first phase sets up the sharing matrix by testing the status of every two of the 

FIFOs (i.e. line 3-9) through Function TestSharingTwo which is shown in Pro-
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Procedure 3 FIFOSharing
Input: F: the set of output FIFOs of a processor. Output: F': the set of 
output FIFOs.

1: F' = 0;
2: Phase 1: Set up sharing matrix sMat
3: for i = 1,2,..., |F| do
4: if z = j then sMati:j = 1
5: end if
6: for 2 > j < |F| do
7: sMatij = TestSharingTwo(Fj, Fj)]
8: sMatj^ = sMatij]
9: end for

10: end for
11: Phase 2: Test sharing 
12: Let M = sMat; 2 = 0;
13: while 2 < \M\ do
14: select 2 rows and columns from M and store them in D\
15: store the remaining in C, where C = M — D]
16: if ElementsAllOnes(C') then
17: Let Z denote a new set of shareable FIFOs;
18: for each column index c e C do
19: get the corresponding column index m of c in sMat;
20: add Fm to Z;
21: remove row i and column i from M;
22: end for
23: add Z to F']
24: M = D\i = 0;
25: else
26: 2 = 2 "F 1;
27: end if
28: end while
29: Phase 3: Update
30: update the FIFO connection;
31: update the assembly for processor p;

cedure 4. Phase 2 aims to derive the largest sets of shareable submatrices from 

the sharing matrix. It is achieved by recursively testing the submatrix out of 

current sharing matrix to see whether it is shareable or not through Function

139



5.5 Communication Synthesis

Procedure 4 TestSharingTwo
Input: F0: FIFO 0. Fp FIFO 1. Output: shareable: the shareable status of 
the two FIFOs.

1
2
3
4
5
6
7
8 
9

10
11
12

get the write cycles W0 and read cycles R0 for F0; 
get the write cycles Wi and read cycles Ri for Fi; 
set W = W0 U VFi; sort W; 
set R = R0 U R\] sort F; 
for i in 2 to |F| do

if (fj G Wq k, Wi ^ Ro) || (r* G VFi k £ F0) then 
shareable = false;

end if
if rz = rj_! then 

shareable = false;
end if

end for

a b c d e

a 1 1 0 0 1

b 1 1 1 0 1

c 0 1 1 1 0

d 0 0 1 1 1

e 1 1 0 1 1

(a) Sharing matrix

a b e

a 1 1 1

b 1 1 1

e 1 1 1

(b) Shareable: a-b-e

c d 

c

d

(c) Shareable: c-d

1 1

1 1

Figure 5.8: FIFO Sharing Example

ElementsAUOnes. If the test result of the sharing matrix shows to be shareable, 

the corresponding FIFOs are added to a shareable FIFO set (i.e. line 17-24), oth

erwise,, increase the number of rows and columns to be removed from the sharing 

matrix (i.e. line 26) and the sharing test is repeated. If any sharing is made in 

the Phase 2, both the FIFO connection and the channel indices of the FIFO write
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instructions in the assembly of the source processor are updated in the 3rd phase 

(i.e. line 30-31).

5.5.3 FIFO Parameter Setting

In SSP, a FIFO has only three parameters - FIFO Data Width, FIFOImpType and 

FIFO Depth. As it is likely the data width in DM (i.e. DMDataWidth) is smaller 

than the processor’s datapath (i.e. CoreWidth) such as shown in the case of 

motion estimation (to allow saving of memory consumption), FIFODataWidth is 

set in accordance with both the CoreWidth and DMDataWidth, depending on 

how the FIFO is connected to the processor’s resources.

The most important aspect of FIFO parameter setting is to derive the FIFO 

depth. The synchronisation method introduced in Section 5.4.4 does not rely 

on the FIFO status to stall processors, which means the FIFO depth should 

be set large enough for correct execution. However, this does not necessarily 

mean a conservative worse case depth (which is the maximum number of data 

values which can be produced to a FIFO in a schedule iteration) have to be used. 

When the fully static synchronisation is used, minimum FIFO depth for correct 

execution can be calculated. The calculation has two steps:

1. The FIFO write cycles and FIFO read cycles for every FIFO are obtained 

by analysing the finalised assembly.

2. The maximum size during the modelling is recorded by modelling the access 

of FIFO with the cycles specified by the collected write and read informa

tion, and then it is used to set the FIFODepth.

3. FIFOImpType is set by comparing the derived FIFO size with a threshold,
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which uses BRAM-based implementation for large capacity FIFO and LUT- 

based implementation for small capacity FIFO.

5.6 Processor Synthesis

As shown in Chapter 3 and Chapter 4, an SPU has a variety of configurable 

parameters that can Ire set for the allocated tasks to reduce the resource cost. 

Such parameters are set in a processor synthesis stage as shown in Figure 5.2, 

which is at the stage when most of the software synthesis and communication 

synthesis works have been finished. At that point, the assemblies for SPUs have 

been finalised as well as the FIFO connection.

Basically, the setting of parameters can be categorised into three types: values 

of parameters derivable from instruction streams, values of parameters derivable 

from mapping and communication, and parameters that are set manually.

The instruction stream in the assembly of each SPU contains the information 

to configure many component parameters of the processor. For example, the 

Branch unit, if any branch instructions are encountered, the BranchEn is switched 

on. The depth of PM {PMDepth) is set to the number of instructions in assembly, 

then the PMDepth is compared with a threshold and the implementation type of 

PM {PMType) is set accordingly. Similarly, the parameters of RF, DM and SM 

are set by the analysis of the instruction streams. The parameters of Flexible 

Ports (FP) are set by analysing the source operand types (i.e. whether it comes 

from RF, DM, SM or FIFOs). For the various custom accelerators (e.g. abs-diff- 

accum), only when corresponding instructions have been encountered, they are 

set to be on.
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The hardware Loop Accelerator (LA) has three parameters to configure - 

loop levels (LoopLevel), width of iteration counter register (ItNumWidth), and 

the width of the loop end register (EndWidth). In order to derive the values 

for these three parameters, Loop segment is defined to encapsulate a nested loop 

code segment - an example is shown in Figure 5.9(a). There are two levels of 

loops in this loop segment. The index number of each instruction is shown at 

the beginning of each line. For this specific loop segment, the parameters can be 

derived as shown in Figure 5.9(b). The LoopLevel is set to 2; ItNumWidth is set 

to the maximum width of the number of iterations of the two loops; the EndWidth 

can be precisely configured to be the least number of bits to distinguish different 

instructions in the loop body. In addition, it should be noticed that multiple 

loop segments can exist in an instruction stream (e.g. multiple loops), thus, the 

parameters set for different loop segments are further compared and the maximum 

values are selected for the LA.

#33 RPT 32 // Loop 2
#34 instruction 1
#35 instruction 2
#36 RPT 16 // Loop 1
#37 instruction 3
#38 instruction 4
#39 instruction 5
#40 instruction 6 // Loop 1 end
#41 instruction 7 // Loop 2 end

(a) Loop segment

Configuration Process:
11)LoopLevel = 2
(2) ItNumWidth = bits (max (32,
(3) Set EndWidth 

Level 2:
differentbits(37, 38, 39)
37- >100101
38- >10011039- >100l(ll_ 

Level 1:
differentbits(34, 35, 36,
34- >10(b010
35- >100011
36- >100100 
41->lob.001.

16) )

= 2

41)

EndWidth = max (2, 4) = 4

5

4

(b) Parameter setting

Figure 5.9: Loop Segment and Parameter Setting Example

In addition to the parameters that are directly derived from parsing the as-
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semblies, the top level parameter SIMD Way is set according to the processor 

mapping specification, and the FIFO connection information is used to set the 

number of output ports (TxNum) and the number of input ports (RxNum) for 

the communication adaptor (COMM).

There are also some configuration parameters that have to be set manually, 

such as the top level parameters Core Width and Data Width, and the type of ALU 

(ALUType) and fixed point format (FracBits).

After all the processor parameters are set, the SSP top-level file generation 

takes place as the last stage of the processor synthesis. The top-level file con

tains both the instantiation of SPUs and FIFOs with values of parameters set in 

previous stages, and the connection of SPUs and FIFOs generated according to 

the FIFO connection information. The generated SSP top-level file together with 

the RTL codes of processors and FIFOs are ready to be further processed by the 

commercial tool for implementation.

5.7 Case Studies

5.T.1 Cases in Previous Chapters

The LLVM-based SPU C Compiler is still at its preliminary stage, so it has some 

limitations at present time. For example, it can not yet issue efficient instructions 

for directly accessed memory architecture (load-store is inherently considered in 

LLVM). In addition, the SPU C compiler can not yet issue codes to utilise Stream 

Addressing Unit (SAU) and Loop Accelerator (LA) proposed for sliding window 

operations in Chapter 3. Due to these limitations of the SPU C compiler at the
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moment, manual generation of processor assemblies have to be used (in a stage as 

shown in Figure 5.2) for some of previous case studies. Specifically, their usages 

of the SSP platform synthesis are summarised below:

1. The SSP platform synthesis tool has been used to generate the first softcore- 

based high performance FFT in Chapter 2 in a fully automatic manner. In 

addition, by using manual processor-level assemblies in the synthesis of 

IEEE 802.1 lac FFT. real-time processing is achieved with on average 65% 

resource reduction compared to dedicated Xilinx FFT cores.

2. For MM and FBSME, manual processor-level assemblies are used in or

der to utilise SAU and LA, but it should be noted that the number of 

instructions required in both cases are less than 64, thus it is fairly easy 

to write the assemblies. The generated designs achieve the highest perfor

mance softcore-based MM and FBSME with more than lOx better resource 

efficiency compared to current best soft vector processors.

5.7.2 Fixed-complexity Sphere Decoder

In this case study, the design target is to achieve real-time 480 Mbps 4x4 16- 

QAM MIMO decoding as required by the IEEE 802.1 In. Previously, the only 

recorded software-defined MIMO decoder is reported in [2] which requires manual 

programming and constructing of the processor network. In this section, the 

proposed SSP platform synthesis flow is used to automatically generate a real

time implementation of FSD.

The FSD decoding tree for a single OFDM subcarrier is described as an SDF 

graph shown in Figure 5.10. For the 16-QAM FSD, there are 16 branches in the
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decoding tree, each is composed of the four actors computing the Accumulated 

Partial Euclidean Distance (APED). Actor MIN compares the APED value from 

each candidate branch and selects the minimum one as the output.

APED4 APED4 APED4
15

APED4

APED3 APED3 APED 3 
15

APED3
16

branch

APED2 APED2 APED2 APED2

APED1 APED1 APED1
15

APED1
16

Figure 5.10: SDF Graph for PSD

As there are 108 subcarriers in an OFDM symbol, such 108 OFDM subcarriers 

represent subcarrier-level parallelism and can be exploited at the same time with 

branch-level parallelism inside a subcarrier. After the model-level DSE, an FSD 

application mapping is derived as shown in Figure 5.11. As this shows, the 

FSD branches in 108 subcarriers are mapped into 12 APEDCores, each is a 16- 

way SPU, and MIN actors are mapped to 2 SortCores, each is a 12-way SPU. 

Specifically, two branches in an FSD tree are mapped to a processing element in 

the APEDCore, thus 24 FSD trees are computed at a time.

The implementation results are shown in Table 5.1. As it shows, the generated 

SSP-based FSD can meet the real-time performance with 484.6 Mbps through

put. It is also notable that the execution efficiency achieves 87.7% indicating
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Figure 5.11: FSD Application Mapping

an effective implementation. The FSD case study successfully shows the SSP 

platform synthesis supports automatic generation of real-time MIMO decoder for 

IEEE 802.1 In.

Table 5.1: Implementation Result for FSD

Aspect Value
LUTs 33,840

DSP48Es 192
BRAMs 0

Efficiency (%) 87.7
Clock (MHz) 289

T (Mbps) 484.6

147



5.7 Case Studies

5.7.3 Variable Block Size Motion Estimation

In this case study, the design target is to achieve real-time VBSME at 15 frames/s 

for the 480p (720 x 480) video frames as required by H.264 Level 2.2. The 

macroblock size 16 x 16 pixels and search window size 32 x 32 are assumed. 

Recall that compared to the Fixed Block Size Motion Estimation (FBSME), 

VBSME divides the 16 x 16 macroblocks into 4x4 blocks, and 41 motion vectors 

are produced (instead of 1 as in FBSME) for each macroblock, thus a more 

complicated actor-to-processor mapping is considered.

In order to reuse the overlapped memory areas between candidate blocks and 

reduce buffer size, the Cyclo-static SDF (CSDF) is employed and the CSDF 

representation of the VBSME for a macroblock is shown in Figure 5.12. As it 

shows, there are four different types of actors.

1. Actor SADA x 4 computes the SADs for the 16 smallest 4x4 blocks in 

each matching.

2. Actor SADA\ then accumulates the SADs of 4 x 4 blocks to get the SADs 

for other 25 blocks (i.e. 4 x 8, 8 x 4, 8 x 8, 8 x 16, 16 x 8 and 16 x 16) thus 

generating all 41 SADs.

3. Actor localMin finds the candidate block with the minimum SAD values 

among the 32 candidate blocks in the vertical direction of the search win

dow.

4. Further, the candidate blocks found by the localMin actors are further 

compared in the actor globalMin, and the output is the 41 motion vectors.
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Actor SADA x 4 and actor SADAl perform the SAD operations between a candi

date block (in reference frame) and a macroblock (in current frame), and localMin 

and globalMin are used for finding the motion vectors.

{1. 31*0]{1,31*0} {1, 31*0} {1, 31*0}

SAD4x4 SAD4x4 SAD4x4
31

SAD4x4
32

SAD41 SAD41 SAD41
31

SAD41
32

localMin localMin localMin

{31*0,1} {31*0,1} {31*0,1} {31*0, 1}

f0 1 30*( [30*0 1

{1 31*0} {31*0 1}
globalMin

{31*0 1}

Figure 5.12: CSDF Graph for VBSME

In a design process, there are many options. The SSP platform synthesis flow 

allows to quickly examine different options and derive a suitable implementation 

for the design goal. In the experiment of real-time VBSME for H.264, three de

sign options are gradually explored.

Implementation 1

The initial implementation uses a processor mapping as shown in Figure 5.13. In 

this mapping, two SPUs are used: SPU0 is a 32-way SIMD core where each way 

is mapped with actors SADA x 4, SADA1 and localMin] SPU1 is a scalar core
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on which actor globalMin is mapped.

SPUO

{1, 31*0} {1.31*0} V

SAD4x4 SAD4x4 SAD4x4
31

SAD4x4
32

SAD41 SAD41 SAD41
31

SAD41
32

localMin localMin localMin localMin

{31*0, 1} {31*0, 1} {31*0, 1} {31*0, 1}

[0 1 30*0]

{1 31*0}
globalMin

SPU1

Figure 5.13: VBSME Processor Mapping 1

The implementation result is shown in Table 5.2. This implementation can 

only achieve 13.1 frames/s throughput failing to meet the real-time performance 

(15 frames/s).

Implementation 2

In order to improve the performance, more processor resources are required. 

Therefore, the computation of actors SAD4 x 4, SADAl and localMin are dis

tributed to two SPUs. It is natural to allocate the SAD computation (actor 

SADA x 4 and actor SAD41) to an SPU, and operation to find candidate frames 

to the other SPU. The processor mapping scheme is shown in Figure 5.14. Ac-
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Table 5.2: Implementation Result for Processor Mapping 1

Aspect Value
LUTs 5,642

DSP48Es 33
BRAMs 33

Clock (MHz) 338
T (frame/s) 13.1

cording to the mapping, two 32-way SIMD SPUs and one scalar SPU are used.

SPUO

SAD4x4
31

SAD4x4
32

SAD4x4

SAD41 SAD41 SAD41
31

SAD41
32

{1) PE31)

SPU1

localMin localMin localMin localMin
32

{31*0, 1} {31*0, 1}{31*0, 1} PE31PE30

SPU2
[0 1 30*0) [30*0 1 0J

{1 31*0} {31*0 1}
globalMin

Figure 5.14: VBSME Processor Mapping 2

By implementing this mapping scheme, the result is shown in Table 5.3. This 

implementation achieves real-time performance with 15.8 frames/s throughput.
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Table 5.3: Implementation Result for Processor Mapping 2

Aspect Value
LUTs 9,995

DSP48Es 65
BRAMs 34

Clock (MHz) 327
T (frame/s) 15.8

Implementation 3

It is noticeable that although nearly twice the resources are used in the Implemen

tation 2 as compared to the Implementation 1, it only brings 21% improvement 

in throughput. When looking at the breakdown of the cycles consumed by each 

SPU in the 2nd implementation shown in Table 5.4, it is obvious that SPUO oc

cupies most of the computation load which is 2.8x as much as SPU\. This large 

disparity is attributed to the long execution time of SAD4 x 4 when compared 

to the execution time of other actors. Hence, a new mapping scheme is devised 

as shown in Figure 5.15. Instead of mapping both actor SAD4 x 4 and actor 

SAD41 into a SPU, the workload of executing actor SAD41 is shifted to SPUl 

with the execution of actor local Min.

Table 5.4: Implementation 2 Cycles Breakdown

SPUO SPUl SPU2

Cycles 15,357 5,418 10,868

The new cycles breakdown in Table 5.5 shows the number of cycles spent in 

SPUQ reduce from 15,357 to 11,993, making a more balanced load distribution. 

In addition, the percentage of wasted cycles caused by NOPs as shown in bracket 

in Table 5.5 for SPUO is 8.4% indicating an efficient use of processor resources.

152



5.7 Case Studies
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Figure 5.15: VBSME Processor Mapping 3

The new implementation results are shown in Table 5.6. As the results show, 

the implementation not only improves the throughput from 15.8 frames/s to 20.9 

frames/s but also reduces LUT cost by 35% and DSP48E cost by 49%. While 

the improvement in terms of throughput is attributed to the balanced workload 

mapping, the reduction of resources is mainly because the SPUO requires no RF 

and DSP48E since it only executes the actor SAD4 x 4. It can be concluded that, 

by the exploration of three options, Implementation 3 can meet the real-time goal 

with lowest resource cost.
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Table 5.5: Implementation 3 Cycles Breakdown

SPUO SPU1 SPU2

Cycles 11,993 (8.4% NOPs) 5,514 10,868

Table 5.6: Implementation Result for Processor Mapping 3

Aspect Value
LUTs 6,517

DSP48Es 33
BRAMs 36

Clock (MHz) 338
T (frame/s) 20.9

5.8 Chapter Summary

This chapter presented a model-based design flow for compiling DSP applications 

onto the SSP on FPGA. In the presented design flow, the high-level modelling 

of applications can be systematically lowered to a low level SSP implementation 

including software part, communication part and processor part. A series of 

software generation stages were introduced, which lowers the actor-level code 

to the processor-level code, generating the computation code, communication 

code and synchronisation code. In addition, three FIFO allocation schemes have 

been proposed to lower actor-level channels to the physical FIFO communication 

network, with an effort to generate a minimum number of FIFOs without harming 

the performance. In addition, the instantiation of processors (SPUs) and FIFOs 

is conducted by a hardware synthesis process, and meanwhile, how the processor 

parameters are set was presented.

The case study on FSD shows, for the first time, real-time MIMO detector can
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be automatically generated which otherwise requires considerable manual effort. 

The case study on variable block size motion estimation for H.264 shows the 

design flow can help quickly walk through different design options and generate a 

real-time implementation. While the initial implementation can not achieve the 

real-time throughput, the iterative design process achieves real-time performance 

with increased resource efficiency. Through the case studies, it clearly shows the 

proposed model-based design flow combined with the proposed SSP architecture 

can deliver an effective software programmable platform for the DSP applications.
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Chapter 6

Conclusion and Future Work

6.1 Concluding Remarks

The requirements of high computational capacity and evolving nature of mod

ern DSP applications keep pushing the invention of new processing architectures. 

Whilst ASICs exhibit drawbacks including long design cycle and high fabrica

tion cost, a new trend for programmable and flexible DSP implementations has 

been set. Among current programmable DSP devices, Field Programmable Gate 

Array (FPGA) offers abundant logical, memory and hardwired DSP resources 

exploitable in a reconfigurable paradigm, offering the highest arithmetic perfor

mance and great energy efficiency. Conventionally, FPGA is programmed by 

Register Transfer Level (RTL) design of dedicated circuits in Hardware Descrip

tion Language (HDL). However, the long design cycle and ’dedicated’ function

ality of dedicated circuits is increasingly unproductive to harness the redundant 

resources that modern FPGAs can offer. This prompts the emergence of software 

programmable, pre-synthesis configurable ’soft' processors on FPGA.

Existing softcore processors are constrained in performance (such as soft scalar 

processors MicroBlaze) or boost the performance with considerable resource cost
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(such as soft vector processors) or suffer from limited applicability (such as the 

massively parallel softcore in [2]). In this thesis, a novel Softcore Stream Proces

sor (SSP) architecture has been presented to address the performance, resource 

efficiency and applicability issues. The fundamental processing unit in SSP is 

the SIMD core, and multiple such cores are connected into a network in an ap

plication optimised way. The fundamental processing unit employs a streaming 

architecture which makes both data memories and FIFOs directly accessible. By 

doing so, it reduces the number of cycles spent on data access instead of real com

putations thus improving the execution efficiency. In addition, a variety of ALUs 

with fixed-point support have been designed to suit different applications, for 

example, the complex ALU can support single cycle multiply-add (MAC) opera

tion. The components are configurable in a variety of aspects and even for their 

presence, allowing high degree of customising to save the unnecessary resources 

for a given application.

Some fundamental DSP kernels have been targeted by the proposed SSP. 

Firstly, the ubiquitously used Fourier Transform (FFT) is implemented on SSP. 

While current FFT implementations are dedicated circuit based only, this thesis 

presents the first recorded softcore implementation of FFT. The implementation 

of a general FFT has achieved significant speedup compared to dedicated cir

cuit with comparable resource efficiency. However, questions may arise about 

why using softcore for well studied algorithms such as FFT since there are IP 

cores available. This thesis answered this by demonstrating a software defined 

FFT implementation for upcoming standard IEEE 802.1 lac. DSP application in 

new standards such as 802.1 lac FFT has new challenging requirements, making 

reusing current ASICs or dedicated circuit designs fail or prove inefficient. By
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using an optimised scheduling scheme for the butterfly actors and making the 

input FIFO directly accessible in computation, the improved SSP can meet all 

the requirements of IEEE 802.1 lac FFT on point-size, multiple-stream and real

time throughput, with on average 65% reduction in resource cost as well as up 

to 3 times better resource efficiency compared to dedicated Xilinx FFT cores. It 

clearly shows how the softcore processor can adapt to new applications effectively.

In addition to the FFT, sliding window applications are specifically targeted 

by SSP. As sliding window applications involve complex data access pattern, high 

memory requirement and high computational complexity, their implementation 

has led to poor performance and resource efficiency on current softcores. To 

target sliding window applications on SSP, sliding operations are analysed quan

titatively and two architectural enhancements are proposed to facilitate stream 

data addressing and loop execution efficiency on SSP. Specifically, the stream 

addressing unit supports efficient data addressing in a looped execution manner 

on SSP whilst loop accelerator reduces the loop overhead associated in branch- 

based loop execution. With the architectural enhancements, Motion Estimation 

(ME) as a key component in modern video compression standards and Matrix 

Multiplication (MM) as an important kernel in various DSP applications have 

been implemented on SSP. Initial implementations of MM and ME using a sim

ple processor mapping rules achieve not only the highest performance among 

current best softcore implementations but also 4x-4.6x improvements in resource 

efficiency. By exploring the design space, specifically exploring inner level of 

parallelism, it further boosts the resource efficiency to be llx and 16x when com

pared to current best softcore implementations. This strongly indicates the SSP’s 

performance and resource efficiency advantages compared to current softcores.
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While the SSP lays the architectural foundation for a softcore driven DSP pro

cessing on FPGA, the design method to take advantage of this highly configurable 

multi-SIMD processor is equally important. This thesis presents a model-level 

SSP platform synthesis approach to quickly generate a real-time DSP implemen

tation on SSP. The synthesis approach can compile a high-level modelled DSP 

applications through a series of processor software generation, communication 

network generation and optimisation, and processor customisation to generate 

an SSP instance for the target DSP application. This synthesis approach has 

successfully generated high-quality results for FFT, ME and MM. In this pro

cess, the design space is systematically explored, such as evaluating the effect of 

complex or real ALU for FFT, various task mapping for FFT, ME and MM. In 

addition to that, a Fixed-complexity Sphere Decoder (FSD) for MEMO detection 

has also been generated, with 192 optimised processing cores, real-time perfor

mance has been achieved in a fully automatic manner. In the generation of a 

variable block size ME for H.264, iterative exploration of three design options by 

using the SSP synthesis tool achieves a load-balanced implementation which not 

only meets the real-time requirement but also saves considerable resources. In 

summary, these cases studies successfully show by combining SSP platform syn

thesis flow and SSP processor, real-time DSP implementations can be effectively 

achieved on the FPGA platform in a software defined manner.

6.2 Suggestions for Further Work

A softcore stream processor has been proposed in this thesis. Whilst it has been 

used to achieve a series of real-time implementations of fundamental DSP kernels, 

some future work and research direction are given below.
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For the implementation of sliding window applications, only a single SIMD 

SPU is used for the case studies. When targeting higher performance, more 

complex application mapping may be investigated. It should be noted that the 

current SPU has no built-in reduction circuitry, which requires reduction executed 

in a second reduction core as shown in Section 4.6.1 in Chapter 4. Although this is 

not a limitation in the cases studied presented here, exploiting further dimension 

of parallelisms may necessitate fast reduction circuitry.

SPU shows a way to incorporate various high performance components with

out substantially increasing resource cost. More components apart from that 

mentioned above can be incorporated to the SPU framework to suit specific needs 

in different applications, and their enableness can be controlled by design param

eters. For example, floating point ALU can be created to offer wide dynamic 

range as required by some DSP applications.

It is also interesting to investigate more options to interface SSP with other 

components in addition to using FIFOs. For example, Xilinx advocates the use of 

the Advanced Microcontroller Bus Architecture (AMBA) for standardised on-chip 

connection, thus interface controllers may be designed to provide such support 

for SSP. By doing so, it can easily fit in a System-on-Chip system.

SSP is specially optimised for Xilinx FPGAs by creating many of its com

ponents with low level high performance primitives to deliver an efficient usage 

of the available resources, such as the high performance DSP48E used for ALU. 

Along with newest generations of Xilinx FPGA such as Virtex-6 and 7-series, 

more advanced DSP slices are available (e.g. a new port D for pre-adder func

tion), so there are exciting opportunities to take advantage of these features. In 

addition, SSP for Altera FPGA can also be explored.
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The SSP platform synthesis approach is an effective way to reduce the de

sign complexity especially for large DSP systems. Current LLVM-based SPU C 

compiler still has some limitations in terms of supporting partial data forwarding 

network, directly accessed memory, dedicated stream addressing unit and hard

ware loop. Some of the issues are because LLVM targets load-store hardcore 

processors inherently, leading to difficulty in supporting the soft streaming core 

presented here. In order to take full advantage of the synthesis flow, these issues 

need to be addressed in future development of the SPU C compiler.
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Appendix A

Branch-based Loop Execution for 
Matrix Multiplication

#0 ADD R6, ZERO, ZERO // ZERO is effective 0
#1 ADD R7, ZERO, ZERO
#2 ADD R5, ZERO, ZERO
#3 ADD R5, ZERO, ONE // ONE is effective 1
#4 GET & (0! ), 0 // &: memory; !: autoinc
#5 GET &(0' ), o
#6 GET &(0' ), 6
#7 GET &(0' ), o
#8 CMP R5, R28
#9 BEQ 3 // 6 delay slots
#10 NOP
#11 NOP
#12 NOP
#13 NOP
#14 NOP
#15 NOP
#16 INCDMWELO -2048 // memory addressing instructions 
#17 ADDMUL R7, ONE, ONE, R7
// The innermost level of loop is unrolled to reduce overhead
#18 ADDMUL R6, 
#19 ADDMUL RIO 
#20 ADDMULFWD 
#21 ADDMULFWD 
#22 ADDMULFWD 
#23 ADDMULFWD 
#24 ADDMULFWD 
#25 ADDMULFWD 
#26 ADDMULFWD 
#27 ADDMULFWD

ONE, ONE, R6
, &(C>!), &(0 !) , ZERO
RIO, &(0!) , &(o )
RIO, &(0!) , &(0 )
RIO, &(0!) , &(0 )
RIO, &(0!) , &(0 )
RIO, &(0!) , &(o )
RIO, &(0!) , &(0 )
RIO, &(0!) , &(0 )
RIO, & (0!) , &(o )
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RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
RIO, &(0 ), &(0 )
0, &(0!), & (0!)
-32#51 INCDMRELO 

#52 INCDMRB.CO -1023 
#53 CMP R6, R27 
#54 BEQ 18 
#55 NOP 
#56 NOP 
#57 NOP 
#58 NOP 
#59 NOP 
#60 NOP
#61 ADDMUL R6, ZERO, ZERO, ZERO
#62 INCDMRBJ3 32
#63 INCDMRB.CO -32
#64 CMP R7, R27
#65 BEQ 17
#66 NOP
#67 NOP
#68 NOP
#69 NOP
#70 NOP
#71 NOP
#72 INCDMRB_0 -1024 
#73 JMP 0
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