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Summary 
 
The geometrical design of the airbox for an internal combustion engine has a 
significant effect on the pressure loss in the entire inlet tract. Due to the 
location of the airbox, its size and shape is usually limited as a result of the 
proximity to other under-bonnet features. The shape is also limited by 
manufacturing, assembly and NVH considerations. The complexity of the 
unsteady flow through the airbox and the constraints placed upon it by the 
available volume in the under-bonnet area make this a challenging design 
task.   
 
This work attempts to lay the foundations for a robust optimization strategy for 
the design of an airbox by coupling a 3D-steady flow Computational Fluid 
Dynamics (CFD) model to an automatic optimization process. The objective is 
to formulate a strategy that can be built upon in future to encompass unsteady 
flow and multi-cylinder engines. 
 
The work reviews the current thinking on methods used to optimize CFD 
problems and how this would apply to the optimization of an airbox for an 
internal combustion engine. The investigation then continues to detail the 
findings of the initial validation work on the CFD method for predicting the 
pressure loss through an airbox. Two simple airboxes are tested on a steady 
flow rig and the results compared to the CFD predictions.  
 
An optimization case study is then presented based on one of the models 
used for the initial validation. The study compares three different optimization 
techniques and then validates the results by testing the optimum design found 
by each method. A second case study is then undertaken to further validate 
the results using more flexible optimization software. 
 
The investigation details shortcomings in the CFD modeling strategy, and 
suggested improvements. The study concludes that although the accuracy of 
the CFD method could be improved, the underlying optimization process is a 
sound basis for future work.  
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1.0 Introduction 

 

In an interview with Mario Illien of Illmor Engineering, Ian Bamsey asked about 

the design of the airbox for a Formula 1 engine using CFD. “Airbox Design – 

has that become more of a science with CFD?” Illien replied “I think there is 

still a bit of luck attached! It is so complex, there is so much happening in 

there, it is very difficult to model it properly...” [1]. The author’s experience of 

industry confirms that the design of an airbox is still a ‘black art’, with the 

design engineer’s intuition and interpretation of real flow tests being used as 

design drivers rather than the output from CFD simulations. 

 

This work attempts to remove the element of luck from the process by 

formulating a systematic and potentially automated process for the 

optimisation of the airbox for use with an IC Engine. 

 

 

1.1 The use of CFD in the design process 

 

Due to the availability of relatively cheap, high performance computers, many 

of the design tasks which were previously the realm of the experimentalist are 

being given over to simulators. With a simulation, many different design 

permutations can be carried out in a relatively short space of time. The results 

are also more readily usable than experimental results. This makes them 

desirable from a design point of view. However unlike Finite Element Analysis, 

CFD is still struggling to be integrated into the design process. This is primarily 
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due to the lack of any fully integrated CAD/CFD packages and the generally 

perceived user unfriendliness off CFD packages. Due to this, CFD software is 

still not in widespread use by design engineers – its use is mainly by dedicated 

CFD personnel. 

 

One way of aiding the integration of CFD with the design process is to use it 

as part of a larger automated solution. In theory, the design engineer would 

input boundaries, objectives and constraints into a GUI-driven front-end 

software package. This would then pass the data through to a CFD package 

coupled with an optimizer which would form the back-end of the system. This 

back-end would then generate the best design and output it to the user. 

 

This method is seen as being beneficial as it puts the capabilities of CFD into 

the hands of a non-CFD engineer. However, it relies heavily upon creating a 

robust CFD methodology that can be automatically implemented for a given 

design task.  

 

1.2 Optimisation of Inlets in IC Engines 

 

The inlet tract of an IC Engine has many design considerations. The various 

pipes and volumes must be sized so that the pressure waves created by the 

processes occurring in the engine can be harnessed to increase the overall 

performance of the engine. The pressure loss across all of the individual 

elements must be minimised to ensure that the intake charge has a high 

pressure energy when it reaches the cylinder, and to reduce pumping losses. 
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There must be some way of introducing fuel into the inducted air and there 

must be a way of throttling the engine (in the case of a spark ignition engine). 

Charge heating must be reduced by keeping the inlet air as far as possible 

from heat sources. There must also be a device for filtering any foreign bodies 

from the inlet charge. All of these requirements and more must be met and 

then packaged in the available space, be that under the bonnet of a road car 

or under the engine cowling of a Formula 1 car. 

 

This is compounded by the fact that the processes occurring in the inlet are 

difficult to simulate accurately. From the fluid mechanics standpoint, the inlet 

system of an IC engine is highly complicated. It is a turbulent, highly transient, 

unsteady, multiphase flow which may or may not include sprays and droplets. 

It encompasses flow through pipes and volumes, and may reach sonic 

velocities at various points, notably in the region of the inlet and exhaust 

valves. 

 

With the complexity of modelling the inlet system coupled to the strict 

constraints and many objectives placed upon it, the optimisation of the IC 

engine airbox is a difficult task. 

 

1.3 Aims and objectives 

 

This study aims to lay the foundations for an automated optimisation package 

for optimising airboxes using validated unsteady-flow CFD simulations. As 

such, the aims of the project are given below. 
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• Validation of a method for simulating the flow through a single cylinder 

airbox under steady flow conditions. The validation should allow model 

parameters to be decided to give an accurate solution for steady flow. 

 

• Development of an automatic implementation of the CFD modelling 

strategy for use in an optimisation process 

 

• Implementation of the automated CFD process into an optimisation 

process, and comparison of different optimisation techniques. 

 

• Validation of a simple single cylinder airbox model using unsteady flow 

conditions. The validation should allow model parameters to be decided 

to give an accurate solution for unsteady flow. 
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2.0 Literature Review 

 

2.1 Introduction 

The broad topic of airbox flow simulation covers a range of smaller areas. A 

review of relevant literature from the various areas is detailed below. 

 

2.2 Pipe Flow 

The subject of fluid flow within a pipe has been studied in detail by many 

investigators. Both Dean [2], [3] and Taylor [4] studied fluid flow in a curved 

pipe. The major find published by Dean was a description of ‘secondary flow’ 

in the curved pipe. The characteristics of secondary pipe flow can be seen in 

figure 2.1. A good agreement was achieved between theory and experimental 

results for the case of secondary flow, although one significant discrepancy did 

exist. In experimental work, it was found that “the angular distance in which a 

coloured line in the central plane reaches the outer edge and divides into two 

bands is found to increase with velocity. In the limited range wherein the 

theory applies, the contrary appears to be the case.” Although some efforts 

are made to explain the discrepancy, no evidence could be produced as Dean 

had not yet performed a detailed experimental analysis. 
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Figure 2.1 Secondary Pipe flow [2] 

 

Taylor's experiments [4] examined flow in a helical pipe in a similar method to 

White [4], with one important difference. White had introduced dye into the 

flow in a straight pipe before a helical section. Thus, the dye had been 

influenced by turbulence in the straight section. Taylor introduced dye into the 

flow only after it had completed one full revolution of the helical pipe. The 

results of Taylor’s experiments indicate that turbulent flow in a curved pipe 

exists above a Reynolds number of between 6350 and 7100 depending on the 

helix geometry, and transition began at a Reynolds number between 5010 and 

5830. As turbulent flow in a straight pipe exists at a Reynolds number of 

greater than approximately 2200, this led to the interesting conclusion that flow 

could be turbulent in the preceding straight pipe section, but could then 

become laminar in the curved helical section. Taylor's experimentation also 

confirmed the existence of secondary flow. 

 



Literature Review 
 

 
- 7 - 

Ito [5] produced a paper describing the streamline motion of fluid in a curved 

pipe of rectangular and elliptical cross sections. The streamlines were derived 

analytically using the method of successive approximation, and for both cases 

helical motion of fluid through the curved pipe was found. Both pipes showed 

secondary flow as Dean had predicted for circular pipes [2]. However, when 

the second approximation was used in the elliptical pipe, a different form of 

secondary flow was observed, with four eddies rather than the two predicted 

for normal cases. This is shown in figure 2.2. No experimental analysis is 

produced to validate the work. 

 

 

 

 

 

 

Figure 2.2 Secondary Flow in an Elliptical Pipe [5] 

 

2.3 Pressure Loss 

 

As with pipe flow, the important subject of pressure loss has been studied a 

great deal, as it has relevance to many different industries. Much of the study 

into pressure loss concerned itself with predicting the pressure loss across a 

curved pipe section. The loss in a straight section could be predicted with 

some degree of accuracy as it was caused by friction, a phenomenon that was 

relatively easy to model empirically. The pressure loss across a bend is due to 
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a combination of friction, secondary flow and flow separation at the bend. The 

combination of these factors is difficult to predict. 

 

The subject was covered by Hoffman [6] and Ito [7], [8]. Hoffman noted that 

previous experimental investigations showed considerable scatter in their 

results and he hypothesised that this scatter was due to the methods by which 

the test specimens were prepared. He performed a similar set of experiments 

to what had been done before, but with more carefully prepared test 

specimens. He performed the tests on both rough and smooth pipes. Ito 

performed similar experiments on hydraulically smooth pipes only, and the 

pattern of his results agreed with Hoffman, although they defined the pressure 

loss in different ways. One significant difference between the work of Ito and 

Hofmann was the method used to compute the resistance of the bent section. 

Whereas Hofmann subtracted the loss experienced by a straight pipe of 

similar length, Ito calculated the pressure loss without such subtraction, stating 

that this method has “not only the advantage of treating the bend as a 

complete entity, but also makes the bend resistance easier to formulate”. 

These different techniques are expressed graphically in figure 2.3 
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Figure 2.3 Pressure Loss Measurement [7] 

 

Ito previously published a paper entitled “Friction Factors for Turbulent Flow in 

Curved Pipes” [8], in which he attempted to determine the resistance posed to 

turbulent flow through a curved pipe. In this paper he mentions that “In curved 

pipes there exists a secondary flow by the action of centrifugal force”, however 

he noted that investigations regarding this were confined mainly to cases of 

laminar flow. Ito plotted the friction factor he recorded along with those 

calculated according to various standard equations. He also plotted the critical 

Reynolds number against the Dean number, so that transition could be 

predicted for pipe flow. However, in the comments section of the report, J D 

Hamilton raises concerns over the determination of the critical Reynolds 

number. This is based on his experiences and he states that it was found that 

the critical Reynolds number was very sensitive to small disturbances and the 

location of piezometer readings. 
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2.4 Unsteady Flow 

 

Unsteady fluid mechanics in airboxes has not been the subject of much 

research effort, save for the work published by Maynes et al. [9] as discussed 

in section 2.6. One paper of interest is that published by Scotti and Piomelli 

[10] regarding turbulence models in pulsating flows. In this study, four 

turbulence models are simulated and compared to experimental results for 

pulsating flow in a channel. The author concludes that the four models 

simulated all perform similarly with regards to streamwise velocity. However, 

the SA and KO2 models do not accurately predict the Reynolds stress. The 

KE and KE2 models are more accurate in this regard, but at the cost (in the 

case of the KO2) of solving two additional equations. 

 

2.5 Computational Fluid Dynamics 

 

Computational Fluid Dynamics is a subject which has been studied in great 

detail since its inception. Much of the work has focussed on validation of the 

technique, comparing its output with experimental results in an effort to prove 

the accuracy of the method, such as the studies published by O’Connor and 

McKinley [11], Taylor et al. [12] and Befrui [13]. 

 

O'Connor and McKinley focussed on comparing the results of a CFD analysis 

of two different intake ports to experimental results from the same flow regime 

performed using laser sheet, swirl and Laser Doppler Anemometry 

measurements. The CFD simulations showed good agreement with the 
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experimental results in certain areas, and poor agreement in others. The 

predicted velocities were more accurate in the cylinder region free from the 

valves and lower down the cylinder where axial swirl was dominant. The 

simulations were also more accurate for high valve lifts where the in-cylinder 

flow is affected less by the small scale valve seat geometry, and more by the 

large scale cylinder velocity. 

 

The k - ε turbulence model was also compared to the k- ε/RNG model, with no 

significant benefit being noted for the RNG model. The mesh density was also 

changed, and it was concluded that for the geometry in question, 400,000 cells 

was the minimum required for an accurate simulation. Lastly, the influence of 

the inlet velocity profile was also investigated, with the measured data being 

used as an input instead of the uniform profile used in previous simulations. 

No significant differences were observed for the more realistic velocity profile. 

 

The paper by Taylor et al. [12] details a comparison between a CFD analysis 

of the inlet flow in a Diesel engine and experimental analysis of the same 

system. Particular attention is paid to the port and valve curtain area, although 

the plenum, diffuser and inlet duct are also simulated. In the literature review 

section, the author makes the point regarding turbulence models, that 

“Discrepancies between predicted and measured results are often blamed on 

turbulence modelling limitations when in fact some other aspect of a given 

simulation may be deficient”. This is an interesting point, as in many papers 

much of the difference between computational and experimental results are 

attributed to a deficient turbulence model. 
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The authors then go on to develop a methodology to be applied to intake 

region pressure loss. One of the most interesting aspects is the insistence that 

best accuracy demands the simulation of the entire inlet system, including the 

inlet duct, manifold, plenum, ports, valves, and cylinder. Amongst other points 

in the methodology, the author also suggests the use of a second order 

discretisation scheme to reduce the numerical viscosity. 

 

Mention is also given to the validity of simulating the inlet flow as a steady-

flow, when actual engine conditions are transient. The author points out that 

although steady-flow simulations cannot accurately capture in-cylinder motion 

where the moving piston affects the flow, it has been demonstrated that this 

flow type can predict the pressure loss in the inlet system. 

 

For the experimental study, a constant pressure was applied at the inlet, and 

mass flow rate was measured upstream of this using an orifice meter. Total 

pressure measurements were made using Pitot tubes near the entrance to the 

inlet duct. For the various cases to be investigated, the inlet total pressure was 

kept constant. The performance parameter was the mass flow rate. 

 

The flow field is discussed in detail, paying particular attention to the valve 

clearance area, as this is the area where the largest pressure loss occurs. The 

plenum is responsible for a proportionally small loss in total pressure – 

approximately 10% of the total loss for the high valve lift case, and less for the 

medium and low lift cases. The loss is approximately half that caused by the 
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port entrances and the ports. All of these losses are much less than the loss 

caused by the valve clearance area. The relative pressure losses are 

presented graphically in figure 2.4 

 

 

 

 

 

 

 

 

Figure 2.4 Region-by-Region Computed Loss Normalised 

by Experimental Total Loss [12] 

 

The errors between the CFD simulation and experimental results varied 

between 12.4% and 17.5%, with the CFD analysis under predicting the loss. 

However, the author states “Qualitative trends and quantitative loss prediction 

matched corresponding experimental data well, and displayed excellent 

internal consistency with computational results”. The errors are attributed to 

three main factors. Firstly, the standard k- ε turbulence model under predicts 

shear stress in flows with sharp streamline curvature and adverse pressure 

gradients. Secondly, the wall functions built into the model limit accuracy as 

the y+ values cannot be met for each cell without knowing the entire velocity 

field before meshing the geometry. Lastly, there may have been errors in the 

experimental results, such as probe misalignment or transient effects. 
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Befrui [13] compares the results of a steady-flow CFD simulation with steady-

flow experimental work carried out on a diesel helical port flow model. The 

paper attempts to validate CFD as a method of assessing and analysing 

various port geometries used in diesel engines. 

 

Due to the extremely three-dimensional nature of the flow, the author notes 

that it is extremely important that any LDA measurement volumes are 

positioned extremely accurately, as an inaccuracy of order 1 mm in 

measurement location can cause substantial measurement error. 

 

When comparing the results of the predicted to the measured Cd values, the 

author notes that there is good correlation. However for each individual intake 

port the “prediction error ... for the valve lift range shows a consistent 

over/under prediction of Cd”. It is noted that such consistency in the error is 

probably due to a systematic discrepancy and is therefore likely to be caused 

by an inaccuracy in the boundary conditions. 

 

Comparison between the predicted and measured port swirl numbers shows a 

“systematic prediction of trends of variation with port design, over extensive 

valve lift ranges. However, the quantitative agreement is markedly scattered”. 

It is hypothesised that this is primarily caused due to the assumptions made 

when dealing with the interaction between the flow and the paddle wheel. 

Other factors were the presence of the measuring device in the experiment but 

not in the simulations, the sensitivity of swirl number to accurate predictions of 
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flow in the valve curtain area, and uncertainty in the experimental 

measurements. 

 

A technique for quantifying the uncertainty in a given CFD code or model was 

proposed by Coleman and Stern [14]. The technique allows the user to 

calculate the extent to which a code can be validated and could be a valuable 

tool in any CFD analyses carried out. 

 

A comparison error is defined as being the difference between the data and 

simulation values. The comparison error represents the combination of all 

errors present in the code. The validation uncertainty is defined as the 

combination of the uncertainties in the experimental data and the portion of 

uncertainties in the CFD prediction that can be estimated. 

 

If the magnitude of the comparison error is less than the validation uncertainty, 

then the model can be said to be valid. Methods are given to calculate these 

parameters, based partially on new techniques, and partially on established 

methods, in particular, the methods established by Coleman and Steele 

regarding uncertainty analysis. The parameters are all calculated in terms of 

various other uncertainties, for example the simulation numerical uncertainty, 

the simulation modelling uncertainty arising from using previous experimental 

data and the simulation modelling uncertainty arising from modelling 

assumptions. However there is no known way to calculate the latter 

uncertainty, and this leads to the validation method being altered to comprise 

only of the known values. 
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Guidelines are also presented for validation of a single CFD code, multiple 

codes and/or models, and prediction of trends. 

 

As time has progressed and the code has matured, attention has also been 

paid to the different aspects of the CFD process. In particular, techniques for 

accurately meshing a fluid domain are of great importance 

 

In 2004, Perić [15] published a paper investigating the advantages of 

polyhedral meshes over the more common tetrahedral and hexahedral types. 

 

Perić pointed out that tetrahedron cells only have 4 faces, and hence only 4 

neighbouring cells. He states that this fact “makes cells of this type less 

suitable for approximation of diffusive fluxes than hexahedra or polyhedra”. 

This is because the “four nearest neighbours of a given cell are often not 

sufficient to achieve the accuracy offered by control volumes with six or more 

faces”. The result of this is that more tetrahedral control volumes are required 

to achieve the same accuracy as a given hexahedral or polyhedral mesh. 

 

Perić states that hexahedral cells are probably optimal from an efficiency and 

accuracy point of view, but face a significant disadvantage in that they are 

difficult to generate automatically. Polyhedral cells can be generated 

automatically as easily as tetrahedral cells. However, polyhedral cells have 

more neighbours and so require increased storage and computational time per 

cell. 
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One important point made by Perić is that “Any grid type leads asymptotically 

to the same solution”. The defining factors for choosing a grid type are the 

time and effort required to obtain a solution of a given accuracy. 

 

Various test cases are then presented to compare the different meshing 

strategies. The first is the computation of the flow around a sphere on a 

cylindrical support in a wind tunnel. The results show that the polyhedral mesh 

converges significantly faster than the tetrahedral mesh, although part of the 

reason is the fact that the polyhedral mesh has 4.7 times less cells than the 

tetrahedral mesh. Velocity profiles are given for various sections of the flow, 

and although the polyhedral cells are much larger, the profiles are much 

smoother than those generated with the tetrahedral mesh. “This also indicates 

that the gradients computed on the polyhedral mesh are more accurate”. 

 

Other than the smoothness, the profiles generated by the two meshes were 

qualitatively and quantitatively similar. This shows that “for the same solution 

accuracy – substantially less control volumes are needed when polyhedral 

cells are used”. The results of the tests indicate that for the same accuracy, 

polyhedral meshes require approximately five times less cells, and five to ten 

times less computing time. 

 

The accuracy of hexahedral and ease of generation of polyhedral cells are 

utilised in CD-Adapco’s Pro*AM software. This software automatically 

generates a mesh which consists of both polyhedral and hexahedral cells. 
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Hexahedral cells are used on the interior of the model for maximum efficiency 

and accuracy, and polyhedral ‘trimmed’ cells are generated on the exterior and 

interior surfaces of the model to accurately represent surface geometry. An 

example of a trimmed mesh as compared to a true polyhedral mesh is shown 

in figure 2.5. 

 

 

 

 

 

 

Figure 2.5 Trimmed and Polyhedral Meshes [25] 

 

The question of structured vs. unstructured meshes was investigated by 

Rexroth et al [16]. The authors point out that structured meshes are inherently 

more accurate than unstructured, due to a less complex grid topology and 

reduced numerical diffusion caused by greater quantities of triangle and 

tetrahedral cells. However, the increased geometrical flexibility and automatic 

meshing capabilities of unstructured meshes has led to their widespread use. 

 

A technique for generating an ‘Accelerated Convergence’ mesh was also 

investigated. This involves generating a mesh with larger cells in areas where 

no steep gradients in flow quantities will be found. Thus, the number of cells is 

reduced, and information can pass more easily from inlet to outlet – enhancing 

the coupling between distant parts of the mesh. An example of a comparison 
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between a standard mesh (top) and an accelerated convergence mesh 

(bottom) is shown in figure 2.6 

 

 

 

 

 

 

 

Figure 2.6 Accelerated Convergence Mesh [18] 

 

 

2.6 Intake Design 

 

Although the subject of intake design has been studied in some depth, for 

example by Taylor et al [17], few papers have been published regarding the 

design of airboxes for use with IC Engines. De Vita, et al [18], Maynes, et al [9] 

and Andreassi, et al [19] investigated the simulation of airboxes for use with 

racing engines.  

 

Taylor's paper is a follow-up to the paper by the same author in section 2.4. 

This paper describes how the results from the previous paper were used to 

improve the design of the inlet region to reduce the pressure losses across it. 

A modified version of the inlet model is tested at high, medium and low valve 

lift and is compared to the previous work. 
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The boundary conditions for the CFD model are given in this instance. The 

author uses a mass flow rate at inlet and a pressure at exit. The result of 

interest is the inlet total pressure required to move the flow through the model. 

No turbulence data was available, so 5% inlet turbulence with a length scale of 

Dia/10 was used. 

 

Three changes had been made to the original geometry based on the results 

from the previous investigation. Firstly, the sharp corner at the plenum inlet 

was replaced with a rounded edge based on the streamlines from the first 

model. Secondly, the division between the ports was redesigned to increase 

the radius and reduce the intrusion into the inlet. Lastly, the valve recess was 

eliminated. This required a redesign of the piston head. 

 

The change to the geometry at the plenum entrance led to a reduction in 

pressure loss by eliminating the separation previously caused by the sharp 

corner. A secondary benefit was the superior downstream flow alignment at 

the port entrances. The change to the port entrance geometry reduced the 

jetting effect that had been observed previously, and leads to a more uniform 

velocity profile in the port. The modifications to the valve clearance area had 

little effect, with the separated flow at the valve seat apparent in both cases for 

the high and medium lift cases. However, for the low lift cases, the 

modification showed a considerable improvement over the base case. This 

was due to multiple factors, including a reduced flow confinement at the valve 
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trailing edge, and a much smaller cylinder entrance angle exhibiting no flow 

separation. 

 

Although the plenum was responsible for a small proportion of the total 

pressure loss, the author concluded that the “Redesign of upstream regions, 

including the plenum and port entrances, can significantly reduce loss in these 

regions and overall in the domain, especially at higher valve lifts”. This is due 

to the effect of the quality of the flow leaving the plenum rather than the 

absolute pressure loss across it. 

 

De Vita [18] detailed the differences between a baseline airbox and one which 

had been optimised. However, no indication was given as to how the baseline 

model had been optimised. 

 

Maynes [9], De Vita [18] and Andreassi [19] used numerous methods to 

analyse the airboxes. Steady and Unsteady CFD was used on the airbox 

model in isolation and in the studies presented by Maynes and Andreassi, the 

airbox was also simulated by coupling an unsteady CFD and 1D/0D Engine 

simulation code. This simulation ensured that boundary conditions were 

accurately specified for both models at each time step. 

 

The initial simulations in both investigations were conducted using steady flow 

conditions, and for these simulations uniform pressure or velocity boundaries 

were placed on all of the outlets. The author found this to be an interesting 

analysis method, as until this point it was assumed that any simulation, being 
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steady or unsteady, should represent some actual flow situation. The 

described simulation method would never occur in reality, as it depicts all of 

the engine cylinders on an intake stroke simultaneously. Although this appears 

to be a standard analysis feature, the author believed that even a steady flow 

simulation should be representative of a flow case that would happen in 

reality; i.e. it should be a ‘snapshot’ of an unsteady analysis. This would 

involve specifying different boundaries for each of the outlets, depending on 

which stroke they were currently on. However, Taylor [17] points out that 

although the steady flow case simulated in the manner indicated (i.e.: all 

cylinders ingesting air simultaneously) is not representative of reality, it does 

give a good indication of airbox performance at a much lower cost than a full 

unsteady model. The author has since conceded that a steady-flow snapshot 

of an unsteady flow would be a less useful analysis method, as it would fail to 

capture any of the transient flow features present in an unsteady-flow, and 

would necessitate a number of simulations to build up a picture of the total 

pressure flow across the airbox. This would be due to the necessity to model 

each cylinder’s intake stroke separately. 

 

Maynes [9] discovered that for the steady flow case the results were 

dependant on the outlet boundaries chosen for the CFD model. If a constant 

static pressure was specified at the outlet boundaries, the predicted velocity 

varied for the different cylinders. Similarly, if a constant outlet velocity was 

specified for the outlet boundaries, the pressure at the outlet differed for 

different cylinders. This obviously has a knock-on effect on the analysis of the 

model. For cases where the mass flow is constant, the objectives of a design 
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change could be to reduce the average pressure loss or to reduce the 

magnitude of the pressure loss variation between the different cylinders. 

Likewise, if the static pressure is specified as being constant then the 

objectives could be to maximise the mass flow through the cylinders or to 

minimise the cylinder to cylinder variation in mass flow. 

 

However, if the 3D airbox CFD model is coupled to a 1D/0D engine simulation, 

the reliance on user specified boundary conditions is much reduced. Maynes 

states “the three-dimensional CFD airbox simulations were enhanced through 

the supply of more realistic boundary conditions and thus enabled unsteady 

gas dynamic behaviour to be modelled (…) Coupling the engine and CFD 

codes makes it possible to run a combined engine and airbox simulation 

without having to prescribe boundary conditions at the trumpets in advance 

and thus enables their interdependence to be fully realised”. The coupled 

simulations showed a marked difference from both the 1D/0D engine model 

and 3D CFD models when simulated in isolation. Maynes states “the coupled 

simulations showed a decrease in engine power when compared to the 

equivalent 1D/0D simulations, except at 10,000 rpm where an increase in 

engine performance was seen. Since the only component changed in the 

1D/0D engine model was the substitution of the 0D airbox for a link to a 3D 

CFD airbox models, the differences in predicted engine power must be 

attributable to the complex flow regimes and pressure variations predicted in 

the 3D airboxes”. Indeed, the detailed analysis does show that the flow field is 

extremely complex, and varies greatly with both engine speed and crank 

angle. Compression and expansion waves were predicted to propagate from 
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the inlet trumpets, and reverse flow was predicted from the trumpets under 

certain conditions. These flow phenomena all contributed to the differences 

between the isolated and coupled model results. The study concludes that for 

analysing the flow within an engine airbox and the effect the airbox has on 

engine performance, a coupled 3D CFD and 1D/0D engine simulation code is 

a very valuable tool. 

 

A further study is detailed where a 200 litre ‘box’ is added to the airbox inlet to 

attempt to simulate the exterior environment. However, wave reflection was 

still predicted and the method for specifying the boundary conditions was not 

ideal. Since the paper was published, improved boundary conditions, such as 

a free stream boundary, have been developed for simulating flow situations 

such as this. 

 

The study presented by Andreassi [19] demonstrated how the various analysis 

tools could be used to improve the performance of an airbox for an off-shore 

racing boat. Three designs were initially compared using steady-flow analysis 

using the Fluent CFD code. The airbox was for use on a twelve cylinder 

engine in a v-configuration, and featured a restrictor in the intake system. The 

objective of the design was to improve the mass flow rate through the system 

relative to the ideal isentropic mass flow through the system. The second 

objective was to improve the cylinder-to-cylinder flow distribution, by 

comparing each cylinders mass flow with the average mass flow rate. 
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Three airbox designs were compared: the original design, a design based on 

the original but with a modified interface between the airbox and the restrictor 

diffuser, and a third design with a curved diffuser and modified airbox entry. It 

was discovered that the third design improved both the mass flow rate through 

the system and the cylinder-to-cylinder flow distributions. This airbox was then 

compared to the original design in an unsteady analysis. This analysis was 

based on coupling a 3D CFD model to a 1D engine simulation model based on 

the Lax-Wendroff scheme for modelling flow in pipes. 

 

Due to the time varying nature of the flow, the mass flow rates were calculated 

through one full 720 degree cycle for each cylinder. Thus, the mass flow rate 

through the system was again compared to the ideal isentropic mass flow rate. 

The mass flow rates through each cylinder were also again compared with the 

average mass flow rate through a cylinder. It was discovered that the 

improved design was again better than the initial design, but not by as much 

as the steady flow analysis would have suggested. 

 

The designs were then compared experimentally. The engine ECU Kλ function 

was used to assess the residual oxygen in the cylinder. For an engine where 

the mass of fuel introduced to the cylinder is constant for each cylinder, the 

residual oxygen in the cylinder can be a measure of the variation in cylinder-

to-cylinder flow variation. The results from the experimental analysis showed 

that the improved design has a more uniform flow distribution and thus had 

more tuning potential than the original design. 
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A comparison of different airboxes for use with FSAE type cars was presented 

by Claywell et al. [20]. Three different designs were compared using a coupled 

1D/3D model similar to those described previously. Of particular interest were 

the methods used to quantify the performance of the airboxes. Firstly, the 

volumetric efficiencies for the engine were calculated for the different 

configurations over a sweep of engine speeds. Secondly, the cylinder-to-

cylinder volumetric efficiency imbalance was calculated using the Average 

Absolute Deviation (AAD) of the volumetric efficiencies for the individual 

cylinders. This statistical term is similar to the standard deviation, with the 

main dissimilarity being that the difference term in the AAD is not squared, 

whereas it is in the calculation of the standard deviation. The AAD was 

selected as the squared difference term in the standard deviation equation 

was said to amplify the actual imbalance. 

 

The third performance criterion was the mach number at the restrictor throat 

over one engine cycle. Of particular interest was the percentage of the cycle 

time which the restrictor was fully choked. It was found that the designs which 

resulted in the lowest percentage of time at choked flow did not necessarily 

result in the highest volumetric efficiency. 

 

The fourth criterion was the time averaged total pressure loss along the 

restrictor diffuser. The total pressure was measured across various planes in 

the diffuser section and was averaged over an entire engine cycle. Along with 

a thorough analysis of the generated flow fields, the four parameters gave a 

quantitative analysis of the performance of an airbox in unsteady flow. 



Literature Review 
 

 
- 27 - 

2.7 Optimisation 

 

Various techniques exist for the optimisation of complex problems, as 

exemplified by typical CFD models. A summary of these techniques is given in 

Chapter 4. What follows is an attempt to give the user an idea of how the 

different techniques can be applied in practice, in particular to the areas of IC 

engine inlet design and CFD problems. 

 

Numerical optimisation applied to IC engine ports and chambers is presented 

by Affes et al. [21]. These authors present the results of an optimisation study 

using CFD and a numerical optimisation algorithm. The author points out that 

most of the recent optimisation studies are from an aeronautical background 

and so deal with inviscid flow. Few studies exist where the full viscous and 

turbulent Navier-Stokes equations were used, as is the case with most 

automotive powertrain applications. 

 

The author proposes the use of a first-order gradient based algorithm, citing 

their reduced number of function evaluations as the reason to choose them 

over zeroth order methods such as genetic algorithms. The minimisations 

were then solved using the Broydon-Fletcher-Goldfarb-Shanno (BFGS) and 

Modified Method of Feasible Directions algorithms. Numerical experiments 

were undertaken to determine the optimum settings for these algorithms, 

notably the perturbation size of each design variable. 
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In the CFD simulations, the boundary conditions were a fixed velocity at the 

inlet and a fixed pressure condition at the outlet. These simulations used the 

standard k-ε turbulence method, the SIMPLE algorithm, and a first order 

upwind difference scheme.  

 

The model of the inlet ports and cylinder was parameterised, and the 

optimisation was run. The optimisation took place in two steps. Firstly, Cd and 

Sw were optimised separately in an unconstrained optimisation. This led to two 

radically different designs. It was seen that the optimum for each case led to a 

poor performance for the non optimised variable. Thus, a second constrained 

optimisation was undertaken. This attempted to maximise Cd whilst 

maintaining nominal levels of Sw. It was observed by viewing the optimisation 

histories that as discharge coefficient increased, swirl rate decreased. This led 

to the development of a trade-off curve. This is similar to a Pareto front, and 

shows the dominant solutions for different variable combinations. This allows 

the designer to pick the optimum optimised design for their application.  

 

Ciampoli, Chew et al [22] detailed an optimisation methodology applied to the 

preswirl nozzles of a gas turbine engine. Particular attention is applied to the 

CFD modelling methodology to ensure that the optimisation is running on an 

efficient yet accurate model. Care was taken to ensure the robustness of the 

mesh generation process, and indeed this is a theme seen in many CFD 

papers. Without a flexible and robust automatic meshing strategy, the 

effectiveness of an optimisation routine will be limited at best. 
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A Dynamic Hill Climbing (DHC) method is compared to an RSM / Simulated 

Annealing method to determine which was the most suitable method for 

optimising the preswirl nozzle. The DHC method was found to be much less 

robust than the RSM approach, in particular in its handling of failed CFD runs. 

For the RSM method, failed CFD runs could be rerun after some user 

intervention to reconstruct the failed model. This ensured that every model 

was actually run, and thus improved the accuracy of the RSM. 

 

A comparison of various techniques is given by Eisinger and Ruprecht [23]. 

This paper deals with an optimisation study of a hydropower draft tube. The 

draft tube is represented by a number of cross sections connected by B-

splines. These cross sections are parameterised, and then optimised. The 

paper discusses using a complex cost function or multi-objective method to 

take into account complex objectives such as minimising the financial cost of 

building the draft tube. However, the cost function used for the actual analysis 

was a simple pressure recovery factor. 

 

The paper discusses three different optimisation techniques. These are the 

EXTREM line search method, the discrete SIMPLEX method and genetic 

methods. The EXTREM method works by first approximating the cost function 

by a polynomial through three points. The minimum is then found along this 

polynomial. From this point, a similar search is conducted in a perpendicular 

direction. Once the minimum is found, the process begins again. However, the 

initial direction will be determined by a line drawn between the current point 

and the origin. 
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The second method is the SIMPLEX method. This begins with a set of points, 

at least one point more than the number of parameters to be optimised. The 

method attempts to replace the point with the highest cost by a better point by 

the three operations reflection, expansion or contraction. Reflection occurs 

first, and this involves the weakest point being reflected at the centre of the 

other points. If this point is within the range of the other points, it replaces the 

previous worst point. If the new point is the best, the reflection is extended and 

a new point is evaluated. The best of these new points will then be substituted 

for the worst point. If the new reflected point was the worst point, the reflection 

will be contracted, and the better of these two points will replace the previous 

worst. As with most line search techniques, this method has the problem of 

getting 'stuck' in local minima rather than the global minimum. A modified 

version, called the COMPLEX method addresses this issue. When all the 

points are gathered on a minima, the method substitutes all but the best point 

with randomly distributed points. This can overcome local minima and should 

eventually find the global minimum. 

 

The three algorithms were tested on two axially symmetric diffuser studies – 

one a single variable problem and the other a two variable problem.  All three 

methods converged to the optimum solution in both cases, with the EXTREM 

method taking less runs to find the solution. The genetic algorithm took most 

runs. However, no mention is made of the CPU time taken for the different 

methods, or memory requirements. 

 



Literature Review 
 

 
- 31 - 

The EXTREM method was then used to optimise the draft tube. The 

optimisation took 170 CFD runs, and resulted in a gain of 13% pressure 

recovery. The authors state that although the EXTREM method converges 

quickly, it is possible that this method will find a local rather than a global 

minimum. The authors claim that this will not be a problem provided that the 

initial guess is quite good. Genetic algorithms demonstrated greater 

robustness, but at the cost of increased computational time. 

 

One technique which has received a significant amount of attention is genetic 

or evolutionary algorithms. This method is based on evolutionary principles, 

most notably Darwin’s Theory of Evolution. Genetic Algorithms attempt to 

recreate this biological process as a mathematical process. 

 

The process is simple in theory, but can be complicated to implement in 

practice due to the mathematical sophistication of the tasks and the range of 

techniques for the different processes. For example, many different methods 

exist to determine which members of the population ‘breed’ and how their 

offspring’s characteristics are determined. The time requirement for this 

method applied to CFD can be seen from the fact that a CFD simulation would 

be required for each member of the population for each iteration.  

 

The application of GAs to CFD was investigated by Muyl et al. [24], Duvigneau 

and Visonneau [25], Malkawi et al. [26] and Vicini and Quagliarella [27]. 
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Muyl et al. [24] looked at a method to increase the speed of the genetic 

algorithm. They combined the standard GA with a gradient searching 

algorithm. The method involves running a genetic algorithm as detailed above. 

However, if the best solution does not improve in three consecutive iterations, 

a number of iterations of a gradient search are applied to the best current 

solution. The new best solution is then placed in the genetic algorithm, and the 

algorithm is run again. The process is then repeated as necessary. 

 

The hybrid method made a significant improvement to the time required to 

solve the test problems that were used to assess it. A Rastrigin function with 

20 parameters was minimised in 1700 evaluations with the hybrid method, 

compared to 400,000 evaluations with a pure genetic algorithm. A Griewank 

function with 50 parameters was successfully minimised using 400 evaluations 

for the hybrid model against 200,000 for the pure genetic algorithm. 

 

A second hybrid study was performed by Vicini and Quagliarella [27]. This 

paper presents a method for optimising aircraft wings using CFD. In the 

introduction, the author makes the point regarding optimisation that it is “not 

possible to state the superiority of one method over the others, if not with 

reference to a specific problem that needs to be faced”.  The clear implication 

is that the best optimisation technique is model specific. 

 

The author gives a list of characteristics that are important for an optimisation 

technique. It is pointed out that hybrid methods allow the most favourable 



Literature Review 
 

 
- 33 - 

aspects of various methods to be combined while avoiding the corresponding 

shortcomings. 

 

The hybrid method to be considered combines a genetic algorithm with a Hill 

Climbing Operator (HcO) line search algorithm. The hybridisation method is 

interesting, in that the HcO is used as an alternative to the standard mutation 

methods in the standard genetic algorithm. The author stresses that the HcO 

is only used to improve the selected population members. This will then be 

processed and exploited by the GA, which will remain the primary driving 

engine of the process. Therefore, the use of the HcO is limited to the minimum 

necessary to result in an improved convergence rate without causing the 

algorithm to get 'stuck' in a local minimum. Therefore, some rules were applied 

to the HcO. These were that the HcO is not used after every iteration, only 

after every K iterations. Secondly, the HcO is not required to perform a fully 

converged optimisation each time it runs. Only one or two generations are 

required. 

 

The studies performed showed that for a given GA, hybridisation is always 

beneficial. This means that either a better result was found in the same 

number of iterations, or the same result was found in fewer iterations when 

compared to a standard GA. In the case of the reduced number of 

computations, this varied between 30% and 75% of that required with the 

standard GA. Different techniques were tried to select members to feed to the 

HcO, and best results were obtained when the population members were 

selected at random. Another benefit from the hybrid method was that the 
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scatter in the final population of GA was always less with the hybrid than with 

the standard. 

 

The method was also beneficial for developing the Pareto front, the author 

stating that “the solutions are uniformly distributed along the fronts without the 

need for niching techniques”. 

 

One problem that was encountered was when dealing with a multi-objective 

problem. GAs can cope with multi-objective problems, but the HcO cannot. 

This necessitates the use of a weighting approach to compose a scalar 

objective function every time the HcO was called.  

 

The hybrid method was built on by Duvigneau and Visonneau [25]. They 

identified the problem with GAs use for CFD in that it was extremely costly due 

to the number of CFD simulations required. The authors proposed and 

validated a method whereby the number of CFD simulations was cut 

dramatically by the use of an Artificial Neural Network to approximate the cost 

function for weaker members of the population. The GA starts as normal, but 

after a certain number of iterations the weaker members of the population are 

approximated rather than simulated. This method showed a reduction in CPU 

time of up to 90%. However, the authors identified that the selection of when 

to begin the approximations was crucial to the performance of the method, and 

that this selection was also model dependent. A similar method was also 

described by Harinck et al [28]. 
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Malkawi et al [26] looked at a GA applied to the CFD simulation of a ventilation 

system. The paper highlighted the performance of the GA, but also proposed 

an interesting approach to constraining the parametric model. If the mesh 

failed to generate due to inappropriate geometry, or a particular parameter 

was outside the desired limits, the program assigned a high value to this 

members cost function. This ensured the member would be killed in the next 

iteration, and so inappropriate values were ‘bred out’ of the population, rather 

than specified at the beginning. 

 

Vantandaş and Özkol [29] published a paper regarding dynamic meshing of a 

CFD simulation optimised by GAs. This method involved the use of a mass-

spring-damper distortion method, whereby all the cell edges connecting the 

vertices are modelled as a mass-spring-damper system. The mesh can then 

be distorted by moving points. Moving individual points causes the mesh to 

recompute according to the properties assigned to the springs etc. The 

advantage of this method is that the changes to the mesh happen gradually, 

and so there is less chance of a failure in the mesh generation stage. 

 

Ioannou et al. [30] describe a case where a four cylinder naturally aspirated 

engine was optimised using a DOE study rather than an optimisation 

technique. The advantages of using a DOE as opposed to an optimisation 

method were twofold: firstly a reduced number of design evaluations would 

potentially be required, and secondly the interactions between different 

variables would be revealed by the structured analysis. The study aimed to 
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investigate the effects of altering various parameters in the inlet and exhaust 

system, as well as cylinder capacity. 

 

The accuracy of the DOE performance maps was evaluated against 

simulations based on experimentally validated engine models. In general, the 

DOE accurately predicted the effects of varying the parameters. The exhaust 

and inlet systems were optimised separately, and the exhaust performance 

map was found to be more accurate – this was thought to be due to the lower 

number of parameters in the exhaust DOE, 3 as opposed to the 4 in the inlet 

study. 

 

The optimum parameters showed good correlation with those found previously 

by the author through different means. This showed that the techniques could 

effectively be used to rapidly estimate the tuned dimensions of an engine, 

although more work was required to couple the intake and exhaust 

optimisations and to validate the work on different engine architectures. 

 

Hoyle, Bressloff et. al [31] applied an optimisation technique to an automotive 

airbox for a Formula-1 racing application. The simulation approximated the 3D 

unsteady flow as a 2D, steady flow case. The study analysed various 

parameterisation methods to attempt to find the most optimum strategy for 

parameterising the airbox. The airbox was separated into two fundamental 

components – a diffuser section and a 90 degree pipe bend. The 

parameterisations of each of these elements was analysed in turn and then 

combined to form a parametric model of a Formula-1 style airbox / diffuser. 
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Special care was taken to isolate the variables from each other, removing any 

artificial constraints that may have inadvertently been created in the model. 

 

The optimisation method used an initial DOE population to build an RSM 

approximation which was then optimised via a population & gradient based 

search method. Whilst the optimisation was running, the RSM was tuned and 

improved using feedback from the evaluation process. This led to a best 

design being identified. The cost space around this optimum was then subject 

to a more rigorous local exploration to ensure that the optimum had been 

found. 

 

2.8 Summary 

It has been shown that although much work has been completed regarding the 

analysis of flow in pipework, until very recently very little analysis has been 

conducted into flow in an airbox. Much experimental work has been concerned 

with the measurement of flow in the intake for an IC-Engine, but this is largely 

retrospective analysis of current designs. Although coupled 1D and 3D models 

allow the processes occurring in an engine to be simulated relatively efficiently 

and accurately, these methods are still used mainly as analysis tools rather 

than design drivers. 

 

With the proliferation of commercial optimisation packages featuring efficient 

and effective optimisation techniques, these tools could be combined to allow 

the airbox to be designed using these tools and a given set of objectives, such 

as those given in Claywell [20]. A well defined optimisation would allow the 
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operator to rapidly converge on a series of designs that would be appropriate 

for testing experimentally, reducing the time and cost of the design process. 
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3.0 Computational Fluid Dynamics (CFD) 

 

3.1 Introduction 

 

CFD is the simulation of systems involving fluid flow, heat transfer and other 

associated phenomenon using a computer code. Originally used by aerospace 

engineers and researchers, CFD is now used more widely thanks to the lower 

cost of high performance computers and availability of efficient and relatively 

user friendly codes. 

 

There are many advantages of CFD over traditional testing, e.g. flow rig or 

wind tunnel tests. Firstly, many CFD models can be produced and simulated 

for less cost in terms of both time and money than physically manufacturing 

the parts and testing them. This has advantages in industries which use an 

iterative design process – CFD can be used to assess every design iteration 

whereas it may not be practically possible to manufacture each and every test 

case. 

 

Another advantage is the visualisation of the flow field. With traditional testing, 

data can only be gathered from a finite number of sensors. The cost of the 

testing will increase with the number of sensors. The sensor readings can be 

used to give an idea of the flow field, but important details can be missed if 

sensors are not present in certain areas of the flow field. The sensors 

themselves may also have an effect on the flow. In CFD, the number of data 

points is also finite, but is typically a number of orders of magnitude higher 
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than traditional testing – for example, in the simulations detailed in section 5 

up to 1.6 million cells were used. Each cell has velocity, pressure and 

temperature data calculated for it, and so the volume of useful data generated 

is much higher than with traditional testing. 

 

3.2 Operating Principles of a CFD code 

 

A CFD code works by replacing the governing partial differential equations 

with numerical approximations. Thus the problem domain is discretised so that 

all the dependent variables are assumed to exist only at discrete points known 

as nodes or grid points. A grid of these points is therefore required to fill the 

problem domain. The points communicate with each other to ensure that a 

constant flow field is maintained. The majority of commercial CFD codes use 

the finite volume method for this. Each node is situated in the centre of a cell. 

This cell is taken as a control volume, and the flux entering the control volume 

must equal the flux exiting it. 

 

The CFD process has many steps. These can be summarised thus: 

1) Definition of Problem Geometry 

2) Grid Generation 

3) Problem Definition 

4) Definition of Fluid Properties 

5) Definition of Boundary Conditions 

6) Solver 

7) Post-Processing 
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Note that although most of the discussion that follows is applicable to all CFD 

codes, as this project used the Star CD and CCM+ software produced by the 

CD-Adapco group, some specific discussion pertaining to this software is 

featured. 

 

3.2.1 Definition of Problem Geometry 

 

This stage of the process requires a CAD style model of the fluid domain to be 

built. This can be created in an external CAD package, or in a package 

integral with the CFD code. The accuracy of the geometry greatly depends on 

how the CAD model is defined and stored. For example, IGES and STL files 

are unable to reproduce curved geometries. Therefore great care should be 

taken to ensure that all the relevant detail is captured by the model. 

 

3.2.2 Grid Generation 

 

Once the geometry of the domain has been defined, the domain must be 

discretised into cells. These cells will represent the control volumes for the 

flow. The cells may be one of the following shapes: polyhedron, hexahedron, 

tetrahedron, pyramid, triangular prism or pentagon. The most common cell 

types are illustrated in figure 3.1 
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Figure 3.1 Common Cell Types Used in CFD [32] 

 

The most commonly used cell types are hexahedral and tetrahedral. 

Tetrahedral meshes are simpler to generate, with most codes having 

automatic meshing capabilities for these cells. However, tetrahedral meshes 

require more memory and take longer to converge to a given accuracy when 

compared to hexahedral cells. Hexahedral cells are the most efficient from a 

memory usage and computational time point of view, so long as the flow is 
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approximately perpendicular to one of the faces. The disadvantage of 

hexahedral cells is the difficulty associated with automatically generating them. 

 

As discussed in section 2.4, much research has been carried out on 

polyhedral meshes. In these meshes, the control volumes can have any 

number of faces. These cells are computationally more efficient than 

tetrahedral cells, but can be generated automatically much more simply than 

hexahedral cells. They also eliminate the need for cell couple tables for when 

cells meet in an arbitrary fashion, as shown in figure 3.2 With non-polyhedral 

cells, a couple table would need to be created to define the relationships 

between Cell B and the 4 Cell A's which mate at a single face. In a polyhedral 

mesh, Cell B can simply be taken as a 9 sided cell, with 4 of the faces lying on 

the same plane. 

 

 

 

 

 

 

 

Figure 3.2 Polyhedral cells in Arbitrary Structure 

 

Regardless of cell type, there are two types of mesh structure – structured and 

unstructured. A structured mesh features a well ordered and simple cell 

structure. The simplest form of structured grid involved dividing the problem 
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domain into parallel rectangular blocks, and then filling each rectangular block 

in a regular and ordered fashion with hexahedral cells. The main drawback of 

a structured mesh is the geometrical limitations, in particular the difficulty with 

capturing curved surfaces. An example of a structured mesh is shown in figure 

3.3. 

 

Figure 3.3 Structured Mesh 

 

Unstructured grids feature cells which can be connected in any manner. These 

meshes are simpler to generate automatically when compared to structured 

grids, and can also represent complex geometries more accurately. The 

disadvantage of unstructured meshes is the increased memory usage due to 

their more complicated structure. An example of a cutaway view of an 

unstructured mesh is shown in figure 3.4. 



Computational Fluid Dynamics 
 

 
- 45 - 

 

Figure 3.4 Unstructured Mesh 

 

The choice of cell and mesh type depends on the case to be simulated and 

the time available. 

 

3.2.3 Problem Definition 

 

The problem definition involves specifying which parameters need to be 

solved for and whether there are any chemical reactions taking place. 

Buoyancy modelling and heat transfer are also features which can be solved 

for if required. If the simulation is to be turbulent, a turbulence model must be 

selected. More about turbulence models can be found in section 3.3. 

 

3.2.4 Definition of Fluid Properties 

 

This step simply involves specifying the physical and thermodynamic 

properties for the fluid(s) to be simulated. 



Computational Fluid Dynamics 
 

 
- 46 - 

 

3.2.5 Definition of Boundary Conditions 

 

To achieve an accurate solution appropriate boundary conditions must be 

specified. The Star CCM+ code features a selection of different boundary 

types, of which the most important are Inlet, Outlet, Pressure, Wall and 

Symmetry. 

 

3.2.5.1 Inlet Boundary 

An Inlet boundary specifies the mass flow across a boundary. This can be 

achieved through different methods. The two most common are to specify the 

x,y,z velocity components and density at the inlet. In compressible flow the 

temperature specified at the inlet is fixed. Density is then evaluated from the 

equation of state. The inflow component of the velocity is then scaled to satisfy 

the originally specified mass flux with the new density. The second method is 

to simply specify the mass flow in kg/s and the direction of the incoming flow is 

then specified by a vector. Note that although this boundary is called an inlet, it 

is not restricted to inflow, and can be used for outflow from a domain. 

 

3.2.5.2 Outlet Boundary 

An outlet boundary specifies that the flow is directed outward, but the 

boundary values are otherwise unknown. Multiple outlet boundaries can be 

specified, so long as the proportion of the flow volume leaving the domain at 

each boundary is known. This condition may not be used in conjunction with a 
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pressure inlet boundary. This boundary is also inappropriate for simulations 

where the variables have a significant gradient in the direction of the flow. 

 

3.2.5.3 Pressure Boundary 

A pressure boundary specifies a constant static pressure on the given 

boundary. The velocity of the flow is determined as part of the solution. This 

type of boundary requires the pressure input, along with the temperature and 

turbulence quantities. 

 

3.2.5.4 Wall Boundary 

A wall boundary is applied to all surfaces which have no other boundary 

applied. It can be either a slip or no-slip wall. A slip wall allows the flow to 

move along the wall without having a no-slip condition in place at the fluid / 

wall interface, and thus no boundary layer will build up. The wall can have a 

velocity applied to it, to simulate for example a moving road surface. A 

roughness value is also required. Flow cannot cross a wall boundary. 

 

3.2.5.5 Symmetry Boundary 

A symmetry boundary is used to reduce the size of the domain, and must be 

placed along a plane of geometrical and flow symmetry. These boundaries 

may also be used to approximate a free stream boundary. No user input is 

required. The code sets the normal component of velocity to zero at the 

boundary, along with the normal gradient of all the other variables. 
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3.2.6 Solver 

 

As has previously been stated, the majority of CFD codes use the finite 

volume method to solve the constituent equations. This consists of 3 distinct 

steps. 

 

First the governing flow equations are all formally integrated over all the 

control volumes in the solution domain. Secondly, the equations are converted 

into a system of algebraic equations by substituting a variety of finite 

difference type approximations for the terms in the integrated equation. Lastly, 

the algebraic equations are solved using an iterative method. 

 

The first step is what distinguishes the finite volume method from all other 

CFD methods. Once the flow equations are integrated over the finite number 

of control domains, the resulting expressions express the exact conservation 

of relevant properties for each finite cell. 

 

3.2.7 Post-Processing 

 

The post processing stage involves analysis of the predicted results. The data 

generated by the simulations can be plotted to the screen in a contour or 

vector plot, or particle/droplet traces can be generated and plotted. These 

facilities should allow the user to visualise the flow field and observe how 

relevant parameters change throughout the problem domain. 
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The data generated by the simulations can also be manipulated further to 

generate other performance measurements or variables. For example in the 

studies presented in later chapters mass averaged values were calculated 

based on the summation of the product of the mass flow through each cell and 

the total pressure in the cell divided by the total mass flow across the outlet 

face. 

 

3.3 Turbulence Modelling 

 

Most flows of engineering significance are turbulent in nature. In a turbulent 

flow regime a random variation about a steady state average is introduced for 

critical variables, e.g. pressure and velocity. Turbulent flows also exhibit 

rotational flow structures known as turbulent eddies. These eddies have a 

wide range of length scales. The smallest length scales for a typical 

application could be in the region of 0.01 mm. For a 0.1m by 0.1m flow 

domain, this would require a mesh with 1,000,000,000,000 cells to fully 

resolve the flow details. The fastest turbulent events take place at 10 kHz, so 

this would require a time step of about 0.001s. A simulation of this magnitude 

is many orders of magnitude beyond the realms of current computing power. 

 

Thus, it is currently impossible to model the entire turbulent flow field 

according to the time-averaged Navier-Stokes equations. This leads to the 

need for turbulence models which attempt to approximate turbulent behaviour. 

This is difficult due to the complex nature of turbulent flow. 
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Star CCM+ currently features 4 main turbulence models. A detailed description 

of which is beyond the scope of this report. However, some important models 

are discussed briefly in section 3.3.1. 

 

3.3.1 Linear Turbulence Models 

 

The most widely used turbulence model is the high Reynolds number form of 

the k-ε model. This model comprises transport equations for the turbulent 

energy k and the dissipation rate ε. As this is the most widely used model it is 

also very well validated. This model performs particularly well in confined flows 

where the Reynolds shear stresses are most important. It is also 

advantageous as it only requires specification of initial and/or boundary 

conditions. However, the model suffers problems in many flow regimes, 

including unconfined flows, swirling flows and flows with large, rapid extra 

strains. These last cases are due to the models neglection of stream line 

curvature on turbulence. 

 

The k-ω model is an alternative to the k-ε turbulence model. The transport 

equations solve for k, as with the k-ε, but rather than calculating the turbulence 

dissipation rate, the specific dissipation rate ω is calculated. The specific 

dissipation rate is the dissipation rate per unit of turbulent kinetic energy. One 

advantage of k-ω over k-ε is it’s improved performance in predicting the 

behaviour of boundary layers under adverse pressure gradients. The model 

may also be applied throughout the boundary layer without further 

modification. The biggest disadvantage of the k-ω model is its sensitivity to 
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inlet boundary conditions for internal flows. This is due to the boundary layers 

sensitivity to the free stream values of ω. Various methods have been used to 

improve this aspect of the model. One improved version of the k-ω is the SST 

(Shear Stress Transport) k-ω, which features a modification to the linear 

constitutive equation in the standard k-ω. 

 

3.4 Wall treatments 

 

Wall functions attempt to model the fluid flow in the near wall region. These 

models are necessary because turbulence models are not valid in the layer 

where molecular and turbulent effects are of equal magnitude. The 

predecessor to Star CCM+ (Star-CD) featured two different models to simulate 

the no-slip condition at wall boundaries, and calculate the resulting boundary 

layers. These are the 'wall function' model and the 'two layer' model. 

 

A two layer model features a point in the near wall region where the turbulence 

model changes from the high Reynolds number form to the low Reynolds 

number k-l or mixing length model. Other than this, the near wall region is 

modelled in the same way as the interior flow, albeit with a no-slip condition 

applied at the wall face. A mixing length model is also applied to the near wall 

layer. 

 

This model requires a fine mesh in the near wall region of at least 15 cells. 

The thickness of this layer must be found through trial and error, as it cannot 

be predicted in advance. When this layer is sufficiently large to encompass the 
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entire near wall region, the y+ value should be approximately 3 to ensure a 

sufficiently accurate resolution of the velocity profile. The requirement for the 

fine near-wall mesh is the drawback of the two-layer model, as this can be 

time consuming to generate and simulate. 

 

In a wall function approach this fine near-wall mesh is not required. Instead, a 

single cell bridges the boundary layer whose central node must be positioned 

such that 30 < y+ < 100. The model then uses algebraic relationships based 

on known distributions of velocity, temperature and turbulence properties in a 

one dimensional equilibrium flow. 

 

Star-CCM+ greatly simplified wall treatment selection by having three models. 

These were the ‘high y+’, ‘low y+’ and ‘all y+’ models. The ‘all y+’ model is 

recommended, and attempts to blend the low and high y+ models. This model 

calculates the y+ value and applies the most appropriate model as dictated by 

the mesh size.  

 

3.5 Numerical Algorithms 

 

Star-CCM+ uses the SIMPLE algorithm in conjunction with the segregated 

flow solver. The segregated flow solver solves the flow equations for velocity 

and pressure separately in a segregated, uncoupled manner. The predictor-

corrector approach of the SIMPLE algorithm is then used to link the equations. 
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SIMPLE stands for Semi-Implicit Method for Pressure Linked Equations. This 

algorithm features a single predictor step and a single corrector step. The 

algorithm predicts an initial pressure field, p*. The discretised momentum 

equations are then solved using this guessed pressure. This gives initial 

values for the various velocity components. A pressure correction equation is 

then solved to give a correction pressure p'. This is the difference between the 

correct pressure field and the predicted pressure field. Velocity corrections are 

then computed in a similar way, according to equations 3.1. Note that although 

the equations are equally applicable to 3D flows, the 2D forms are given for 

the sake of brevity. 
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     Equations 3.1 

 

An under relaxation factor is introduced into the corrector equations to attempt 

to reduce the possibility of a divergent solution. This divergence can occur if 

the difference between the guessed pressure field and the correct pressure 

field is too large. A large relaxation factor will give a faster convergence but 

with more stability problems. A low relaxation factor leads to a stable solution 

but at the expensive of computational time. 

 

3.6 Discretisation Schemes 

 

With an infinitely large number of cells the numerical results produced by CFD 

will be the same as the exact solutions to the transport equations. However, as 
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has been previously mentioned it is not possible to use an infinite number of 

cells and so the problem domain and equations are discretised. Different 

discretisation schemes exist for this purpose. These schemes must have 

certain fundamental properties to ensure they produce realistic and accurate 

results. These properties are Conservativeness, Boundedness and 

Transportiveness. 

 

3.6.1 Conservativeness 

 

This property can be summarised by the expression that the flux through a 

common cell face must be represented in a consistent manner. That is, for 

adjacent control volumes the flux through the common cell faces should be 

represented by the same expression. 

 

3.6.2 Boundedness 

 

This property states that in the absence of sources the internal nodal values 

for a property should be bounded by its boundary values. For example, a 

steady state heat transfer problem bounded by walls at temperatures of 200K 

and 100K should not feature temperatures in the domain interior of greater 

than 200K or less than 100K. 
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3.6.3 Transportiveness 

 

This property concerns the non-dimensional cell Peclet number – a measure 

of the relative strengths of convection and diffusion. This influences how 

upstream and downstream cells affect each other. The discretisation scheme 

must take account of the relationship between the Peclet number and the 

directionality of influencing. 

 

Star-CD Featured five different discretisation schemes. These are Upwind 

Differencing, Central Differencing, Self-Filtered Central Differencing, Monotone 

Advection and Reconstruction Scheme and finally the Quadratic Upstream 

Interpolation for Convective Kinetics. 

 

3.6.4 Upwind Differencing 

 

Upwind Differencing is the simplest scheme and is low-order. The scheme 

takes account of flow direction and satisfies the requirements of boundedness, 

conservativeness and transportiveness. This scheme takes the convected 

value of a property at a cell face to be equal to the value at the upstream 

node.  The accuracy is first order based on the Taylor series truncation error, 

but the accuracy is reduced if the flow is not aligned with the grid lines. If this 

is the case, the transported properties become smeared and give rise to a 

diffusive error. In high Re flows this error may be so great that the result is 

physically incorrect. 
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3.6.5 Central Differencing 

 

This is a higher order scheme, but unlike upwind differencing it does not take 

account of flow direction. The scheme meets the conservativeness 

requirement, but in certain conditions it does not meet the requirements for 

transportiveness or boundedness. This can lead to the simulation producing 

physically incorrect results. The boundedness requirement is breached 

because although the method uses consistent expressions for the fluxes at 

common cell faces, these coefficients can have negative signs in certain flow 

cases. The transportiveness requirement is not met due to the neglection of 

flow direction. The scheme also fails to take account of the Peclet number. 

The accuracy of this scheme is second order based on the Taylor series 

truncation error, but due to the boundedness and especially the 

transportiveness problems it is only suitable for diffusive problems. 

 

3.6.6 Self-Filtered Central Differencing 

 

This scheme combines central and upwind differencing. It is effectively the 

same as central differencing, but it blends upwind and central differencing 

methods wherever it is necessary to remove non-physical extrema. This 

reduces numerical diffusion. The scheme fulfils all three requirements of 

transportiveness, boundedness, and conservativeness. As with central 

differencing, the scheme is accurate to the second order according to the 

Taylor series truncation error. However, the blending of the two different 

schemes does introduce some non-linearity into the system and so this 
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scheme may cause oscillations in the solution of some steady flow 

calculations. 

 

3.6.7 Monotone Advection and Reconstruction Scheme (MARS) 

 

This is a higher order scheme. The scheme does not depend on any problem 

dependent variables and is suitable for all mesh types and flow regimes. The 

scheme includes a compression value which can be adjusted to control the 

amount of second order upwind differencing used by the scheme. This allows 

the user to set the solver to give more computationally efficient or more 

accurate solutions. 

 

3.6.8 Quadratic Upstream Interpolation for Convective Kinetics (QUICK) 

 

This is another higher order scheme. It uses a three point weighed quadratic 

interpolation to calculate cell face values. These values are obtained by fitting 

a quadratic function to pass through two upstream nodes and one downstream 

node. This scheme meets the transportiveness, conservativeness and 

boundedness requirements, and is accurate to the third order of the Taylor 

series truncation error. This scheme can give minor over or undershoots and 

this can lead to problems with certain flow cases. 
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3.7 Sources of Error 

 

There are three main sources of error in CFD simulations, these being 

discretisation error, truncation error and round off error. 

 

The truncation error is the difference between the partial derivative and the 

finite difference representation of the partial derivative. This error arises from 

terms in the partial derivative being neglected to allow the derivative to be 

more easily approximated. 

 

The discretisation error is the difference between the exact solution of the 

partial differential equation found analytically and the exact solution of the 

corresponding difference equation. It arises from the fact that a continuous 

variable is represented by a finite number of evaluations. It includes the 

truncation error of the difference equations and errors introduced by the 

numerical treatment of boundary conditions. 

 

The round off error is caused due to the fact that the computer uses floating 

point numbers with a finite number of decimal places for its calculations. When 

these numbers are rounded and then used in further calculations, errors are 

introduced. 

 

Additional errors are introduced through Physical Approximation errors and 

Iterative Convergence errors. Physical approximation errors are caused by 

processes being approximated by simplified models or uncertainties on certain 
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model parameters. Iterative convergence errors arise due to the iterative 

solution – at some point the solution is said to have converged sufficiently 

even though the model may converge to a more accurate solution given 

additional time. 
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4.0 Optimisation 

 

4.1 Introduction 

 

For most problems in life, there are more than one solution; for example how 

to get to work in the morning or what to eat for lunch. In engineering, the 

problems addressed tend to be more technical; for example what material to 

make a connecting rod from, or how to attach the wings of an aircraft to its 

fuselage. For all of these problems, there exist many solutions. However, all of 

these solutions are not of equal value. Depending on the problem, different 

objectives exist to define which solution is the best. The route taken to work in 

the morning may simply be the fastest route found through trial and error. The 

best method of attaching the aircraft wings to the fuselage will be a more 

complicated problem with many objectives, such as minimising cost, 

maximising strength, minimising weight etc. Finding the best solution to these 

problems relies on finding a way of quantifying how valuable a given solution 

is. Quantifying how valuable the solution is depends on many factors. 

 

Assuming the value can be quantified, there will exist one or more functions to 

define how good the solution is. These are called the cost or objective 

functions. At the fundamental level, any optimisation problem can be 

expressed as a mathematical minimisation, where a number of objective 

functions are minimised with respect of a number of parameters. It should be 

noted that traditionally, optimisation problems are expressed as minimisation 

problems, however it is possible for an optimisation to be a maximisation 
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problem. The objective functions are the performance measures of a system 

and it is against these that the value of the different solutions can be 

evaluated. 

 

Optimisation is a subject which has become of increasing interest to engineers 

in recent years. In engineering terms, optimisation represents a systematic 

mathematical method for improving a model or design, within a given set of 

constraints. The reduced cost of high performance computers, coupled with 

the increasing accuracy of computational models for various engineering 

disciplines has necessitated a structured feedback system between the design 

and analysis processes.  

 

Optimisation can facilitate this process by forming a closed loop between 

design and analysis, with the results of a components analysis driving the 

design of an improved component. This can increase the speed of the design 

process, and also removes the potential for misinterpretation fuelling incorrect 

design decisions. With this approach, tools such as CFD and FEA can be 

used much more effectively as design drivers, rather than simply analysing 

design alternatives.  

 

Automated running of a coupled design and analysis process also reduces the 

cost of the design process, as the time taken is reduced due to the removal of 

the need for an operators interpretation from the design process. In an 

automated process, no-one needs to analyse the results from the 
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computational model before applying that to a new design. The process 

happens automatically, reducing the overall time taken for the process. 

 

4.2 General Requirements of an Optimisation Routine  

 

It has been established that an optimisation routine is essentially a 

mathematical method for finding the minimum of a function. This section will 

detail some of the general requirements to ensure that an optimisation method 

will be able to find the minimum. 

 

4.2.1 Global v Local Minima 

 

One of the primary concerns with a given optimisation routine is its ability to 

find the global minima, as opposed to the local minima. For functions with a 

simple cost surface, any optimisation routine should be able to find the global 

optimum. Simple cost surfaces usually have a convex shape; examples of 

single and two variable convex cost surfaces can be seen in figures 4.1(a) and 

4.1(b) respectively. 
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   (a)      (b) 

 

Figure 4.1 Convex cost surfaces 

 

Any optimisation method should be able to find the global minima in these 

cases, because the global minima is the only minima. However, this is not 

always the case, with many cost surfaces having two or more minima, as can 

be seen for single and two variable examples in figure 4.2(a) and 4.2(b) 

respectively. 

 

 

Parameter 1 

Cost 
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  (a)       (b) 

Figure 4.2 Multiple Minima 

 

For these cases, an optimisation routine must be able to converge to the 

global minima, rather than a local minimum. This means that the optimiser 

should only converge when it has found the absolute minimum of the cost 

function(s). However, in practice this can be difficult, particularly with large and 

complex cost surfaces, such as that shown in figure 4.2(b). An optimisers 

success is therefore dependant on its ability to converge to the global minima 

without becoming ‘stuck’ in a local minimum. Once an optimisation has been 

completed, it is often difficult to determine whether it is the global optimum 

which has been reached. 
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4.2.2 Discontinuous Functions 

 

A second factor relating to cost surfaces is the optimisers ability to deal with 

discontinuities in the cost surface. An example of a discontinuous single 

variable cost surface is shown in figure 4.3. 

 

 

 

 

 

 

Figure 4.3 Single Variable Discontinuous Cost Surface 

 

It should be pointed out that although it is desirable that an optimiser be 

sufficiently robust to allow it to cope with discontinuous functions, or 

sufficiently broad in its search scope to always find the global optima, these 

are not always essential qualities. Many optimisations feature relatively simple 

convex cost surfaces as shown in figure 4.1, and for these problems, these 

features are not required.  

Cost 

Parameter 1 
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Most of the optimisation techniques that will be detailed in this section can be 

split into two broad categories, those being the techniques which find the 

minima based on a mathematical analysis of the objective functions, and those 

which find the solution by analysing the effects of changing the parameters.  

 

Although these methods will be discussed in more detail in section 4.X, 

analytical searches usually rely on being able to differentiate the objective 

function(s) to allow stationary points to be determined. An analysis of the 

stationary points will then in theory determine the global minima. Iterative 

analytical solutions are also possible, where the steepest gradient at a point is 

found and followed for a certain distance. This is repeated until the minimum is 

found. 

 

If the cost surface is discontinuous, these analytical techniques will fail. Most 

analytical techniques require that the cost surface be differentiable, and 

discontinuous functions preclude this. It should be noted that a surface does 

not need to be discontinuous to be undifferentiable, and so not all problems 

can possibly be solved using analytical techniques. 

 

4.2.3 Speed of Convergence 

 

As with all mathematical tools, the speed with which a final result can be 

established is of vital importance. Different optimisation routines have different 

convergence rates. This is complicated by the fact that in many cases, the 
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speed of the optimisation algorithm will not be the limiting factor; it will be the 

speed of evaluating the cost function. For example, some of the authors initial 

CFD models required 8 hours to solve. For a cycle of one simulation and a 

consequent generation of new parameters in an optimisation, it is estimated 

that the optimisation part of the cycle would take less than 1% of the total 

cycle time. The opposite could also be true, where the time to evaluate the 

cost function is much lower than the time required to generate new 

parameters. 

 

Due to this, the most efficient optimisation technique – that is, the technique 

with the most rapid convergence rate – differs depending on the time required 

to carry out a cost function evaluation. 

 

4.3 Optimisation Techniques 

 

This section will give a brief overview of some of the most common 

optimisation techniques in use. 

 

4.3.1 Exhaustive Search Method 

 

An exhaustive search is a laborious optimisation method. It finds the minimum 

simply through sampling a large portion of the cost function. The sampling 

needs to be quite fine for this method to work, and thus the method is very 

expensive to perform, taking an extremely long time to find the minimum. 
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However, exhaustive searches do not get stuck in local minima and can be 

applied to either continuous or discontinuous variables. 

 

Exhaustive searches can be refined by starting off with a coarse sampling of 

the cost function, and then applying a finer sampling to regions of interest. 

This sampling can become progressively finer until a global minimum is found. 

This method significantly increases the speed of the method, but decreases 

the chances of finding the global minimum. 

 

4.3.2 Analytical Optimisation 

 

This is the 'classical' calculus method for optimisation. It involves finding the 

derivative of the cost function, and equating this to zero. The roots of the 

derivative functions are then found. For problems with a single variable, the 

roots will be points, each one representing a minimum. For cases with more 

variables these roots will form a family of lines, the intersection points of which 

represent the minima of the cost function. However, no indication is given as 

to which of these points is the global minimum. To find the global minimum, 

the cost function is evaluated at each of these points, and this list is then 

searched for the global minimum. 

 

This method is restricted to continuous functions whose derivative can be 

found analytically. It does not perform well on functions with 'cliffs' or 

boundaries. However, most traditional optimisation techniques are still based 

on this method. The search will start at some random point, where the gradient 
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will be calculated or approximated. The search will then proceed along the line 

of maximum negative slope until it reaches the bottom. 

 

The main disadvantage with this method it that it is very poor at finding the 

global minimum. The minimum which is found depends entirely on the starting 

position. For functions such as those depicted in figure 4.2 there is a high 

probability that from a random start location this method will not find the global 

minimum. They also have problems with discrete variables, and as mentioned 

previously, cannot cope with discontinuous functions. 

 

4.3.3 Line Minimisation 

 

Line minimisation techniques follow a similar idea to analytical techniques. The 

basic idea of analytical techniques is carried through – find the steepest 

gradient and search along it for a minimum. However, with line minimisation 

this takes on a new layer of sophistication. Once the search is completed in a 

given direction, the line minimisation algorithm finds the gradient in a different 

direction and performs a new search along this line. How the directions are 

chosen varies according to different line minimisation techniques. 

 

The simplest method is the coordinate search method. This method starts at 

some point on the cost surface, and performs a line minimisation along the 

axis of one of the variables. Once a minimum has been found, the search 

direction is changed to along the axis of the next variable, and so the process 

begins again. The variables are cycled through, with a minimisation occurring 
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for each variable along its axis. As may be expected, this simplistic method is 

quite slow. A typical path for a coordinate search line optimisation on a 

quadratic cost surface is shown in figure 4.4. 

 

 

 

 

 

 

 

 

 

Figure 4.4 Coordinate Search Line Minimisation for a Quadratic Cost Function 

[33] 

 

A more complex method is the Rosenbrock method. The first iteration of the 

Rosenbrock method is identical to a standard coordinate search method. Once 

all the variables have been cycled through, the coordinate axes are rotated 

until the first variable axis points from the starting location to the first point. A 

coordinate search is then performed along the new direction of the axes. A 

typical path for the Rosenbrock method on a quadratic cost surface is shown 

in figure 4.5. 
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Figure 4.5 Rosenbrock minimisation for a Quadratic Cost Function [33] 

 

4.3.4 Simplex Method 

 

The simplex method as applied to optimisation refers to the Nelder-Mead 

numerical method, as opposed to the similarly named simplex algorithm used 

in the solution of linear programming problems. 

 

The simplex method forms a polytope of N+1 vertices in the cost space, where 

N is the number of input parameters. Each of the vertices represents a 

solution to the problem. The method evaluates each design point and finds the 

optimum in the given simplex. The simplex can then be reflected, expanded or 

contracted about this optimum to introduce new designs, and so the process 

begins again. Examples of the expansion, contraction and reflection can be 

seen in figure 4.6. 
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Figure 4.6 Reflection, Expansion, and Contraction of a Simplex 

 

The simplex thus moves throughout the design space, and if a point is 

reached where neither reflection, expansion or contraction improves the 

optimum design, various approaches can be taken. In a simple analysis, this 

point can then be declared the optimum. An improved method replaces all the 

non-optimum design points with random points and begins the process again. 

This reduces the chance of the optimiser being stuck in a local minima. The 

simplex can then iterate further and the process can be repeated until the 

algorithm is happy that the global minima has been found. 

 

4.3.5 Simulated Annealing Method 

 

The SA method is based on the annealing process from metallurgy. In 

annealing, metal is heated and then cooled in a controlled manner. The 

heating dislodges atoms from their initial positions. They then move randomly 

through states of higher energy, with the slow cooling giving them a higher 
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probability of finding an arrangement with a lower internal energy than the 

initial configuration. This increases the size of the crystals and reduces the 

size and number of defects. 

 

The SA optimization method works similarly – replacing each solution in the 

design space with a random nearby solution. This solution is evaluated and 

compared to the initial solution. If it is better (i.e.: a lower cost) then it will be 

selected to replace the old solution. If it is worse, it may still be selected based 

on a probability which depends on the value of T – the temperature variable. 

The temperature decreases as the optimization progresses, reducing the 

probability that a worse solution will be chosen to replace a better design 

point. This ‘randomness’ is built into the method to reduce the chance of the 

method converging to a local minima.  

 

4.3.6 Genetic Algorithms 

 

Genetic algorithms (GAs) are a type of biological or evolutionary algorithm. 

Haupt and Haupt [33] provide an introduction and practical guide to these 

algorithms. Genetic algorithms have numerous advantages over traditional 

gradient searching techniques. Their main advantage is their ability to find the 

global minimum of a function rather than getting ‘stuck’ at a local minimum. 

The second advantage is that the method does not give a single best answer, 

but rather a set of optimal solutions in the region of the global minimum. The 

disadvantage of the method, especially for CFD use, is the computational time 

required. 



Optimisation 
 

 
- 74 - 

 

The technique is based on biological principles, most notably Darwinian 

Evolutionary Theory, incorporating the idea of natural selection. The theory of 

evolution is based around the principle that in a given population, the strong – 

those with traits which increase their ability to live and reproduce – will survive 

and the weak will perish. The strong will pass their superior traits on to the 

next generation and so as time goes by the population as a whole increases 

its ability to survive. 

 

In a genetic algorithm, the same principles apply. Here, the ‘strength’ of a 

population member is defined by the cost function. Breeding is a mathematical 

process, as is mutation. In this way a ‘population’ of solutions can evolve with 

time in order to find the optimum solution. 

 

There are two main types of genetic algorithms, binary and continuous. For 

both of these, the method is essentially the same, although the mathematical 

implementation differs somewhat. Binary algorithms are used for binary 

problems, or for continuous problems via a discretisation method. Thus, the 

parameters for a given member of the population are represented by a binary 

string or chromosome.  Continuous algorithms’ chromosomes are represented 

by a 1 x N array of floating point numbers, where N is the number of variables. 
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4.3.6.1 Initial Population 

The algorithm starts by generating an initial population. The population size is 

determined by the user, and will have a considerable influence on 

computational time. Commonly, this population is generated at random or 

through a DOE technique. For a continuous GA with a random initial 

population, this means that each member of the population will have a random 

number assigned to each of the parameters being investigated, within given 

limits. For a binary GA, this means that the binary string will be a random 

sequence of 0s and 1s. If a DOE technique is used, the population will be 

distributed throughout the cost space based on the particular DOE method 

used. 

 

This initial population is then assessed based on the predefined cost function. 

So, for a parametric CFD optimisation a simulation would be run for each 

member of the population. Relevant outputs would then be evaluated to give 

the cost for each member of the population. The population is then ranked 

from best to worst according to their cost. A user defined proportion of the 

worst members are then 'killed'. This is the process of natural selection, where 

the weaker members of a population will invariably not survive and will leave 

the stronger members to breed. 

 

4.3.6.2 Mating Pairs 

The remaining members of the population will then breed to produce offspring. 

There are many different ways to select partners for the breeding process, and 

some are briefly described here. These methods are identical for binary and 
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continuous GAs. The simplest method is simply to pair the members two at a 

time according to their position in the ranking. So the 1st and 2nd members 

mate, the 3rd and 4th members mate, etc. This method is very easy to program, 

but does not accurately reflect the natural mating process. A second method is 

random pairing. This method simply selects pairs at random from the current 

population. A more sophisticated method is weighted random pairing. In this 

method, the population members are assigned a probability related to their 

cost, and this probability governs the chances of a given member mating. 

There are two different types of weighted random pairing, rank weighting and 

cost weighting. Both work on the same principle, but calculate their 

probabilities differently. Rank weighting assigns a probability based on where 

in the cost ranking the member is. Cost weighting assigns a probability based 

on the actual cost of the member. Both methods then use a random number 

generator to pick the first parent, and then the second based on the 

cumulative probabilities of the members. For rank weighting the probabilities 

are constant for all generations, although different members will have these 

probabilities assigned to them depending on how the ranked list changes. For 

cost weighting, the probabilities must be recalculated for each generation. 

 

4.3.6.3 Offspring Generation 

Once the parent pairs have been decided, the offspring must be generated. 

This is done in different ways for binary and continuous algorithms. For a 

binary algorithm, a crossover point or kinetochore is randomly determined 

between the first and last bits of the parents’ binary string. The offspring will 

then be a combination of the parents’ string – parent 1's binary code from the 
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left of the crossover point is combined with parent 2's code to the right of the 

crossover point to form a new string. This is the simplest form of mating, and is 

called single point crossover. Multi-point crossover also exists, where there is 

more than one crossover point defined. 

 

For continuous algorithms, the process is slightly different. The simplest 

mating method attempts to mirror that of the binary algorithm. In this case, a 

crossover point is also randomly generated. This crossover point then works in 

a similar way, but the offspring take variables from the array from each parent 

rather than a binary string. A second method is called uniform crossover. For 

this method, which parent a given variable is taken from is randomly chosen. 

The disadvantage of these methods is that unlike the binary algorithm, no new 

variables are introduced – the same variables are passed from parent to 

offspring. 

 

Numerous methods exist to introduce new variables into the population, and a 

few of these are detailed below. The first is the blending method, which uses 

equation 4.1 to determine the new variable value. 

 

( ) dnmnnew ppp ×−+×= ββ 1    Equation 4.1 

 

This method has the disadvantage in that no variables outside the predefined 

range can be generated. The linear crossover method solves this problem, 

although it adds another layer of complexity to the process. 
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Generating a variable outside the current range requires a mating algorithm 

with an extrapolation facility. The simplest of these is the linear method 

developed by Wright [33]. This involves each parent pair generating three 

offspring according to equations 4.2 
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    Equation 4.2 

 

Any variable outside the bounds is then discarded in favour of the other two. 

The two remaining offspring then propagate to produce the final offspring. A 

further variation called Heuristic crossover involves a random number between 

0 and 1 being used to generate the new variable, according to equation 4.3. 

 

( ) mndnmnnew pppp +−= β     Equation 4.3 

 

4.3.6.4 Mutation 

The last stage in the process is the mutation stage. This is a way of ensuring 

that the GA does not converge to a local minimum, by introducing new 

variables into the population. This forces the algorithm to search a wider 

portion of the cost surface, and prevents excessively speedy convergence. 

Both binary and continuous GAs have similar mutation strategies, although the 

continuous GA is slightly more complex. In both types of GA the mutation rate 

and number of variables determine how many mutations will occur. The row 

and column for each variable is chosen at random. In a binary GA, the bit is 
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then switched, i.e. a 0 becomes a 1 and vice versa. In a continuous GA, the 

variable is replaced with a random number within the allowable range. 

 

Thus, a full population of members is generated, with some of the old 

population remaining, and new offspring to be assessed. The process then 

begins again, and iterates until some convergence criteria is satisfied. 

 

4.3.6.5 Multi-CPU Genetic Algorithms 

GAs can also take advantage of a multi-processor PC. A multi-processor 

computer can run the algorithm in the standard way with a global population 

and the various CPUs merely sharing the calculations. This method is simple 

to implement, but fails to take advantage of the multi-processor architecture. A 

better method is the so called ‘Island method’ which seeks to further mirror 

natural evolution. In this method, each processor is assigned an individual 

population, and carries out its simulations independently of the others. After a 

certain time period, migration takes place. This involves certain members of 

the population moving to a different processor ‘island’. This method ensures 

that an elite member does not dominate the entire population, and so the 

method is more effective at searching the entire cost surface. 

 

A third method is the ‘fine grained’ or ‘cellular’ GA. This involves a global 

population distributed amongst all the processors. Each member of the 

population is given a location in some imaginary space. The members of the 

population are then only allowed to breed with members within a certain 

distance. Again, this method is better at eliminating domination by elite 
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members of the population, as it effectively allows for strong genes to slowly 

diffuse through the population. 

 

4.3.7 Hybrid and Approximation Techniques 

 

The biggest drawback of the GA when applied to CFD is the cost. For each 

iteration, the cost function of multiple models must be evaluated before the GA 

can be applied to generate the next iteration. This takes a long time; therefore 

methods have been developed to increase the convergence speed of the GA. 

These methods are discussed in chapter 2, but are presented here for the 

sake of completeness. 

 

The simplest of these methods are the GA – Gradient search hybrids. These 

were implemented by Muyl, et al. [24] and Vicini and Quagliarella [27] in 

slightly different ways. The first method is to simply run a number of iterations 

of a gradient search on the elite population member after a given number of 

iterations. The second is to run the gradient search for the elite member if the 

minimum cost for the GA does not decrease after a given number of iterations. 

See chapter 2 for more detail regarding these methods. 

 

A more complex method also discussed in chapter 2 was the GA / ANN / 

Gradient search hybrid [25]. This method was based on a standard GA, with a 

gradient search applied as detailed above. However, to reduce the number of 

CFD evaluations required, Artificial Neural Networks were used to 

approximate the cost function for certain evaluations. As the population 
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evolved and the database of members increased, so did the accuracy of the 

ANN. Therefore, the ANN could be used more frequently as the simulation 

progressed. This increased the speed of the optimisation process as the 

number of high cost CFD evaluations was greatly reduced. 

 

A second method using an ANN involves running a DOE on a model to 

populate the cost space with members. The database of these solutions is 

then used to generate an ANN and the optimisation occurs entirely through the 

ANN – after the DOE is finished, no more ‘real’ function calls are required. 

 

A Response Surface Map (RSM) approximation can also be used to speed up 

the optimisation. An RSM builds a model of a response surface using a 

number of experiments. For use as an approximation tool, a DOE is run to 

provide a database of solutions to allow the RSM to be generated. Once this is 

done, a percentage of the simulations to be approximated is defined by the 

user. Then, a given solution has this percentage chance of being 

approximated by the RSM rather than run as a ‘real’ simulation. For example, 

if 50% of the simulations were to be approximated, then every other simulation 

would be approximated. 

 

The pointer method as implemented in the iSight FD software [34] is another 

example of a hybrid method. Depending on the shape of the cost surface, the 

pointer will either use a line search or a genetic optimiser to search the space. 

The method allows the type of optimiser to change during the process, so for 
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example if the line search method encounters a discontinuity, the pointer will 

switch to using a genetic method. 

 

4.4 Multiple Objective Functions and Pareto Fronts 

 

There are two principle methods for evaluating a problem with multiple 

objective functions. The first and simplest way is to sum all the objective 

functions together in a single objective function and then minimise this new 

function. The different objectives can be weighted to give different importance 

to various objectives, as shown in equation 4.4, where Xn represents the 

weighting of objective function n. 

 

)()()()( 112211 nnnn objXobjXobjXobjXobj ++++= −−K  Eq. 4.4 

 

This method allows multiple objective function problems to be solved by most 

optimisation techniques relatively simply. However, it gives no indication of 

how the objective functions interact or affect each other. 

 

A more complex method is to develop a pareto front for a multiple objective 

function problem. This method finds the pareto dominant solutions and then 

enables the user to plot them in a graph known as a pareto front or tradeoff 

curve. A solution is said to be pareto dominant when any given objective 

cannot be improved further without reducing one or more of the other 

objectives. Confusion can then arise, as the pareto front plots a curve of 

optimum designs. It is then up to the designer to chose the ‘optimum optimum’ 
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from the pareto front. An example of a two objective pareto front is shown in 

figure 4.7. 

 

 

 

 

Figure 4.7 Pareto Front for 2 Objective Functions 

 

Here it can be seen that if the current design is at point A, objective 1 cannot 

be further minimised without increasing objective 2, and vice versa. 

 

A simplified real life example to show how the ‘optimum optimum’ concept 

applies is shown in figure 4.8. This graph shows two objectives for a Formula 

1 racing car – drag and downforce. Typically, a designer will attempt to 

minimise the drag whilst simultaneously maximising the downforce. 
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Figure 4.8 Drag versus Downforce for a Formula 1 Car 

 

It can be seen that for the pareto dominant designs represented by the curve, 

it is not possible to reduce drag without reducing downforce, and vice versa 

downforce cannot be increased without increasing drag. All the points on this 

curve represent an ‘optimum’ design. Selecting which optimum is most 

appropriate depends on which drag / downforce combination is most 

desirable.  

 

Figure 4.8 shows two tracks at each end of the curve. Monaco is the track with 

the lowest average speed in the F1 season, characterised by tight twisty 

sections and slow corners. Downforce is the prime concern, with drag of 

secondary importance. Thus, the aerodynamic setup of the car will be selected 

from the upper end of the curve, where downforce is maximised. 

 

Drag 

Downforce 

Viable 
Solutions 

Monza 

Monaco 
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Monza is the circuit with the fastest average speed in the F1 season, 

characterised by long straights interspersed with few corners. Reducing drag 

is the main concern, with downforce of secondary importance. Thus, the aero 

setup for Monza will be selected from the bottom end of the curve, where drag 

is minimised. 

 

4.5 Practicalities of Optimisation 

 

As was discussed in 4.2.3, some optimisation methods feature lengthy cost 

function evaluations, with CFD optimisations being one prime example. This 

leads to the need to be practical and realistic when defining an optimisation.  

 

If the time to make a cost function evaluation is known, and the allowable time 

is defined, the maximum number of function calls can be determined. This can 

be used to decide which optimisation method should be used. 

 

For iterative simulation methods such as CFD, there exists in optimisation a 

compromise between the accuracy of the individual simulation and the number 

of function calls that an optimisation method can complete. Traditionally the 

absolute accuracy of the individual simulation is of key importance. In 

optimisation, the most accurate simulation may take too long to evaluate, and 

so a less accurate but faster running solution may be more suitable. One way 

to ensure the simulation runs relatively quickly whilst still maintaining accuracy 

is to refine the model as the optimisation progresses. This means that the 

initial stages of the optimisation will run quickly and get into the region of the 
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global minima before the optimisation switches to a more accurate but slower 

running simulation to find the optimum. 

 

Another practicality to be addressed is the use of multiple processors for 

optimisations. This can be illustrated with the example of the authors CFD 

simulations. It was possible to run either the optimisation in parallel on the 

dual-processor server, or the CFD simulation. This meant that each processor 

would run a CFD model each (for running the optimisation in parallel) or a 

single CFD model would be distributed over both processors (for running the 

CFD model in parallel). The estimated reduction in simulation time for running 

CFD in parallel was 1.7. The estimated reduction in time for running the 

optimisation in parallel was 2. Therefore, the optimisation was run in parallel. 

This example demonstrates the importance of analysing each step in the 

process in an effort to reduce the overall cycle time of an optimisation. 

Although the CFD simulations ran at the same speed as they would on a 

single processor machine, with two simulations being evaluated 

simultaneously the optimisation ran twice as fast. 

 

Parameterisation is another often overlooked part of the optimisation process. 

It is the way in which the model is defined by the input parameters. Different 

parameterisation methods can be defined for similar problems, and finding an 

efficient method is crucial for ensuring a rapid optimisation. The aim of any 

parameterisation should be to ensure as flexible a model as possible, but with 

the minimum number of variables.  

 



Optimisation 
 

 
- 87 - 

As an example, the shape of a triangle could be defined in many ways. Firstly, 

each of the three vertices could be defined in terms of their x and y 

coordinates, with lines drawn between them. This would result in 6 

parameters. However, the same triangle could also be defined by specifying 

the length of two of the sides, and the included angle. This would result in only 

3 parameters, but with the same end result. 

 

Parameterisation is discussed in the context of the airbox problem in section 

6.2.2. 

 

4.6 Optimisation and Robust Design 

 

Related to the realities of optimisation is the subject of robust design. A robust 

design is said to be one which is relatively insensitive to changes in certain 

parameters. It is a useful concept in real processes where manufacturing 

tolerances often result in geometries which are not exactly as specified. One 

objective in a manufacturing process could be to reduce the number of defects 

and increase the process capability to the point where all parts are made 

within the tolerance limits. A second approach to the same problem is to 

design a part that is insensitive to manufacturing errors. 

 

In an optimisation study, the robustness of a design could be analysed by 

evaluating the cost function for designs where the parameters are modified 

slightly based on their tolerances. Depending on the optimisation case, it could 
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be discovered that the real optimum is not that with the lowest absolute cost 

function, but that with a compromise between robustness and minimum cost. 

 

 

 

 

Figure 4.9 Robust Design Optimisation 

 

Consider figure 4.9, which shows the sensitivity of two designs to changes in a 

parameter x. The objective is to minimise some cost function, shown on the y 

axis. It can be seen that design A has a lower absolute minimum than design 

B. However, design B could be said to be more robust than design A. In the 

case of design A, small changes in x result in a large increase in the cost 

function. For design B, small changes in x result in relatively small increases in 

the cost function. Which design would be the optimum? In this case, the 

answer depends very much on the process capability of whatever process 

defines parameter x. For example, imagine x is a mass flow rate through a 

Parameter x 

Cost 
Function 

Design 
A 

Design 
B 
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valve. If the mass flow rate can be accurately controlled to a small tolerance, 

then design A might be the optimum. However, if the process uses a less 

capable flow regulator then design B might be more optimum, as deviations 

from the optimum value of x are more likely. Although the absolute minimum 

cost function is higher than that in design A, taking variations into account the 

average cost function could be lower. 

 

To be implemented in an optimisation routine, evaluation of the cost function 

at off-optimum design points must be undertaken. In the case of a two 

objective problem, where the parameters are varied both positively and 

negatively, this would require a minimum of four additional function calls per 

design. For a problem with ten parameters where two designs would be 

evaluated in each the positive and negative directions for each parameter, 

forty additional designs would need to be evaluated for each design whose 

robustness was under investigation. Thus it can be seen that a study of this 

nature could considerably increase the cost of an optimisation study, and 

would prove to be impractical in studies where function calls have a high cost 

penalty. Depending on the optimisation methodology, it might be possible to 

reconstruct design robustness data based on the optimisation history. For 

example, designs may already have been evaluated in the cost-space region 

of a given optimum, allowing the design robustness to be assessed. 



Steady Flow Validation 
 

 
- 90 - 

5.0 Steady Flow Validation 

 

5.1 Introduction 

 

As has previously been stated, the development of an optimisation routine for 

the ICE airbox requires a validated CFD model for the flow typically 

experienced in the airbox. This model will be an integral part of the optimiser. 

The model’s accuracy at predicting the effects of changing the airbox 

geometry on the pressure drop across the airbox is essential if the model is to 

be effective at simulating real world flow scenarios. 

 

The validation work carried out focused initially on the simplest flow case – a 

cuboid airbox with a single inlet and a single outlet experiencing steady flow. 

This simple model would then form the basis of more complex models 

developed in the future – these being a multi-outlet model, and an unsteady 

model. 

 

5.2 Basic Geometry 

 

The airbox was notionally based on a single cylinder 450 cm3 motorcycle 

engine. A simple rule of thumb suggests that the airbox volume should be 

approximately ten times greater than the swept volume of the engine, hence 

an airbox with a volume of 4500 cm3. As the airbox was to be cuboid, this 

entailed a cube with sides of 165 mm, which resulted in an actual volume of 

4492 cm3.  
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To reduce the necessity for the manufacturing of new experimental apparatus, 

the test boxes were designed to be compatible with existing flow measurement 

equipment at QUB. This equipment required that both the inlet and outlet 

pipes had an internal diameter of 25.4 mm and an external diameter of 40 mm. 

 

To reduce the flow losses in the pipework, a bellmouth was added to the 

entrance to the outlet pipe. The radius of this was 3.3mm. The radius 

dimension was a legacy from the original mesh generation in Star-CD, when 

the bellmouth was created by manually moving mesh vertices. At this time, 

3.3mm was the largest radius practically possible due to the mesh parameters. 

 

Two airboxes were to be manufactured, each having a different angle between 

the inlet and outlet pipes. Both airboxes had the inlet and outlet centred on 

their relative faces to reduce the number of design parameters.  

 

The first airbox had a 180° angle between inlet and  outlet, i.e. the inlet and 

outlet were situated on opposite faces. This airbox was named the 180T1. The 

second airbox had a 270° angle between the inlet an d outlet, i.e. the inlet and 

outlet were on adjacent faces. This airbox was named the 270T1. These 

boxes can be seen in figures 5.1 and 5.2. 
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Figure 5.1 180T1 Airbox Schematic 

 

 

 

Figure 5.2 270T1 Airbox Schematic 

 

Initially, a third airbox was also designed. This box featured a 360° angle 

between inlet and outlet, i.e. the inlet and outlet were situated on the same 
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face. This airbox was named the 360T1. However, upon assembly of the test 

rig, it was apparent that it would not be possible to test this box due to the 

nature of the pressure tappings on the inlet and outlet pipes. With the inlet and 

outlet on the same face, the upstream and downstream test pipes were 

situated beside each other, and it was impossible to design the box to allow 

sufficient room for the pipes and pressure tappings to clear each other. This 

resulted in this airbox being omitted from testing. A schematic of the problem 

can be seen in figure 5.3. 

 

 

 

Figure 5.3 360T1 Test Arrangement 

 

5.2.1 Prototype Design 

 

To reduce the manufacturing complication and eliminate the need for any 

welding operations to join the sides, the airbox was designed in a modular 

format that could be bolted together. Each of the side faces was manufactured 

from 2 mm thick aluminium alloy sheet which was then folded to provide an 

assembly flange. The initial design of the blank sheet can be seen in figure 5.4 

and 5.5. An assembly view of the sides can be seen in figure 5.6. 

 

Inlet Pipe Outlet Pipe 

Insufficient space for pressure tappings and pipe fittings 
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Figure 5.4 Flat Prototype Side 

 

 

 

Figure 5.5 Folded Prototype Side 
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Figure 5.6 Prototype Box Assembly (Blank Sides) 

 

The pipes then enter their respective faces via a machined boss which was 

attached to the sheet metal piece. The pipes were already fitted with a 

mounting collar, and this defined the internal shape of the mounting boss. 

Sealing around the boss was achieved using an o-ring, and the pipe was 

secured axially with a floating-collar bolted into the boss. A section view of the 

boss and a schematic of the mounting arrangement can be seen in figures 5.7 

and 5.8 respectively. Note that clearance was present between the mounting 

collar and the mounting boss, however the mounting collar was flush with the 

pipe collar. This is shown in figure 5.9, where the clearance is highlighted in 

red. 
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A

ASECTION A-A  

Figure 5.7 Mounting Boss 

 

 

Figure 5.8 Mounting Arrangement 

 

 

Figure 5.9 Clearance Between Mounting Collar and Mounting Boss 

Pipe 

Fastener 

Pipe 
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Mounting 
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Mounting 
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It was initially thought that the bosses could be welded onto the sheet metal 

sides. However, it was clear that some deformation would occur in the thin 

metal sections due to the high temperature of the welding operation, and so a 

different method was utilised. The final arrangement involved screwing the 

bosses to the side plates, with the screws sufficiently recessed to allow a filler 

material to be used to smooth the inside face of the box.  

 

The entire box assembly (270T1) can be seen in figures 5.10 through 5.12. 

 

 

 

Figure 5.10 270T1 Box Assembly (cutaway view) 
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Figure 5.11 270T1 Box Assembly (Isometric View) 

 

Figure 5.12 270T1 Box Assembly 
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5.3 Test Rig 

 

As described previously, the test rig was based on equipment previously used 

at QUB for flow testing by Crawford [35]. 

 

5.3.1 Overall Layout 

 

A schematic of the overall test rig layout can be seen in figure 5.13. 

 

 

 

Figure 5.13 Test Rig Layout 

 

The bellmouth was connected to an inlet pipe which housed two honeycomb 

flow straighteners. This inlet pipe was then connected to the upstream pipe 

which housed 12 pressure tappings. The upstream pipe led into the test 

section, in this case either the 180T1 or 270T1 airboxes. The outlet for the 

airbox was connected to the downstream pipe, which also housed 18 pressure 

tappings. This pipe was then connected to the orifice plate pipe using flexible 

tubing. The orifice plate pipe also had a flow control valve. This pipe was 
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connected to the master valve via flexible tubing. The master valve was 

attached to a vacuum tank. 

 

The pressure tappings in the upstream and downstream pipes were connected 

to a Druck 350 mbar differential pressure transducer via a multiplexor 

arrangement. This multiplexor was connected to a PC which recorded the data 

via a data acquisition card. Absolute and differential pressure transducers 

were connected across the orifice plate. Two 3mm diameter Grade-A PT100 

Platinum Resistance Thermometers (PRT) were situated at the inlet 

bellmouth, and coupled with the orifice plate data, allowed the mass flow rate 

to be calculated. 

 

5.3.2 Upstream / Downstream Pipework 

 

The pipework upstream of the test section consisted of two separate sections 

of pipe. The first was the inlet pipe, onto which the bellmouth was attached. 

The inlet pipe itself was 889 mm (35d) in length, and 25.4 mm internal 

diameter. Two honeycomb flow straighteners were installed in this section of 

pipe, one halfway along its length and the second at its outlet. The bellmouth 

and inlet pipe can be seen in figures 5.14 through 5.16. 
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Figure 5.14 Cutaway of Bellmouth Design 

 

 

Figure 5.15 Bellmouth 
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Figure 5.16 Inlet Pipe 

 

The second pipe section in the upstream pipework was the measuring section. 

This pipe was 2540 mm in length and had an inside diameter of 25.4 mm. The 

upstream measuring pipe had pressure tappings arranged at four measuring 

stations. Each of these stations had either one or four pressure tappings 

arranged radially about the pipe. The locations of these measuring stations 

were 127 mm / 5d (4), 254 mm / 10d (4), 1270 mm / 50d (1) and 2286 mm / 

90d (3) upstream of the test section, with the number in parentheses indicating 

the number of pressure tappings at that location. The upstream pipe can be 

seen in figure 5.17. 
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Figure 5.17 Upstream Measuring Section 

 

The inlet pipe was connected to the upstream measuring pipe via a collar. O-

Rings were used to seal the pipe and grub screws were used to ensure the 

collar remained secure. A schematic of the collar mounting arrangement can 

be seen in figure 5.18. 

 

 

 

 

Figure 5.18 Collar Mounting Assembly 

 

The downstream pipework consisted of a single measuring pipe similar to the 

upstream measuring pipe. This pipe was 3050 mm in length, and featured nine 

measuring stations. Each of these stations had either one or four pressure 

tappings arranged radially about the pipe. The measuring locations were 

located 127 mm / 5d (4), 254 mm / 10d (4), 508 mm / 20d (1), 762 mm / 30d 

(1), 1016 mm / 40d (1), 1270 mm / 50d (1), 1524 mm / 60d (1), 1778 mm / 70d 

(4) and 2286 mm / 90d (1) downstream of the test section, with the number in 

Inlet Pipe 

Grub Screw O-Ring 

U/S 
Measuring 

Section 
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parentheses indicating the number of pressure tappings at that location. The 

downstream pipe can be seen in figure 5.19 

 

 

 

Figure 5.19 Downstream Measuring Section 

 

5.3.3 Orifice Plate 

 

An orifice plate was used to facilitate the measurement of the mass flow rate 

of the air through the test section. An arrangement of pressure transducers, 

separate from the pressure drop measurement equipment was used for this 

purpose. The differential pressure across the plate was measured with a 

Druck 70 mbar differential pressure transducer, and the upstream pressure 

was measured with a Druck 1.5 bar gauge transducer. 
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These transducers were arranged in the mounting box seen in figure 5.20 to 

simplify their installation. 

 

 

 

Figure 5.20 Orifice Plate Transducer Box 

 

The orifice plate design was that used previously by Spence [36] and had an 

internal diameter of 27.92 mm.  

 

Two RT100 PRTs were used to measure the total temperature at the inlet.  

The inlet temperature was said to be the average of the two measurements. 

The static temperature was then calculated assuming a constant total 

pressure. This then allowed the density of the air to be calculated. Coupled 
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with the orifice plate data, this allowed the mass flow rate to be calculated 

according to equation 5.1. 

 

Equation 5.1 

  Mass Flow Rate 

 

Where: 

 

Q  = volumetric flow rate (at any point), m³/s 

m&   = mass flow rate (at any point), kg/s 

C  = orifice flow coefficient, dimensionless (often denoted as K) 

Y  = expansion factor, dimensionless 

A2  = cross-sectional area of the orifice hole, m² 

P1  = fluid upstream pressure, Pa   with dimensions of kg/(m ·s² ) 

P2  = fluid downstream pressure, Pa   with dimensions of kg/(m ·s² ) 

ρ1  = upstream fluid density, kg/m³ 

 

 

5.3.4 Test Section 

 

The test section to be used was the airbox as described in section 5.2 and 

5.2.1. To avoid disruption of the flow in the airbox, no flow measurements 

were made in the test section itself. The pressure drop across the section was 

to be extrapolated from the pressure lost in the upstream and downstream 

measuring pipes. 
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5.3.5 Multiplexor Arrangement 

 

All the pressure tappings from both the upstream and downstream pipes were 

connected to the pressure multiplexor. The multiplexor arrangement allowed 

all thirty pressure tappings to be recorded via a single pressure transducer. 

 

The multiplexor consisted of four valve boxes, of which only three were used. 

Each of these boxes featured two banks of ten valves. The valves were 

connected to pipe fittings on the outside of the box. The opening of the valves 

was controlled by a Visual Basic program developed by Spence [36]. The 

software was adapted for use by Crawford [35] and additionally for use in this 

work. The software was run on a PC, which was connected to bespoke 

switching boxes manufactured by Spence. One of the switching boxes can be 

seen in figure 5.21. Each of these switching boxes was then connected to the 

multiplexor boxes. 
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Figure 5.21 Switching Box 

 

To simplify description of the arrangement, the following naming convention 

will be used. Boxes are numbered 1 – 4, starting top left and moving right then 

down. Valve banks are numbered as 1 for the left bank, and 2 for the right 

bank as seen end on from the boxes, and individual pipe fittings are then 
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numbered 1-10 from top to bottom. Pipe fittings can therefore be referenced 

as box number, bank number, fitting number e.g.: 2,1,5 would be the fifth 

fitting on the first bank of box two. This arrangement is shown in figure 5.22. 

 

 

 

Figure 5.22 Test box arrangement and naming convention 

 

The first switching box controlled the valves in the first bank of box 1. The 

second controlled both banks of valves in box 2 and the first bank of valves in 

box 4 via a piggyback arrangement. 

 

Box 1 was used as the master box. The differential pressure transducer was 

mounted inside box 1. One end was connected to the first upstream 

measurement location (i.e.: the tapping closest to the inlet) to allow all the 
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pressure tappings to be measured relative to this point, hence measuring the 

pressure drop. The other end was connected into box 1’s internal connector, 

allowing the pressure transducer to measure from fittings 1,1,8 through 1,1,10. 

These fittings were connected to the internal connectors for banks in boxes 2 

and 4. So via fitting 1,1,8 the transducer could connect to fittings 2,1,1 through 

2,1,10; via fitting 1,1,9 the transducer could connect to fittings 2,2,1 through 

2,2,10; via fitting 1,1,10 the transducer could connect to fittings 4,1,1 through 

4,1,10. This arrangement can be seen schematically in figure 5.23. 

 

Figure 5.23 Connections from Pressure Transducer 
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Each of the fittings 2,1,1-10; 2,2,1-10 and 4,1,1-10 were then connected to the 

pressure tappings in the upstream and downstream measurement sections, as 

shown in table 5.1. 

Table 5.1 Pressure Tapping Connections 

 

Pipe Distance 
from Test 
Section 
(mm) 

Tap 
On Pipe 

Box 
Number 

Bank 
Number 

Tap 
Number 

U/S 2286 1 2 2 1 
U/S 2286 2 2 2 2 
U/S 2286 3 2 2 3 
U/S 1270 1 2 2 4 
U/S 254 1 2 2 5 
U/S 254 2 2 2 6 
U/S 254 3 2 2 7 
U/S 254 4 2 2 8 
U/S 127 1 2 2 9 
U/S 127 2 2 2 10 
U/S 127 3 4 1 1 
U/S 127 4 4 1 2 
D/S 127 1 4 1 3 
D/S 127 2 4 1 4 
D/S 127 3 4 1 5 
D/S 127 4 4 1 6 
D/S 254 1 4 1 7 
D/S 254 2 4 1 8 
D/S 254 3 4 1 9 
D/S 254 4 4 1 10 
D/S 508 1 4 2 1 
D/S 762 1 4 2 2 
D/S 1016 1 4 2 3 
D/S 1270 1 4 2 4 
D/S 1524 1 4 2 5 
D/S 1778 1 4 2 6 
D/S 1778 2 4 2 7 
D/S 1778 3 4 2 8 
D/S 1778 4 4 2 9 
D/S 2286 1 4 2 10 
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5.3.6 Pressure Transducers 

 

The pressure transducers used for the pressure drop measurement were 

manufactured by Druck. The pipe transducer was a ±350 mbar differential 

transducer. The orifice plate upstream transducer was a 1.5 bar absolute 

transducer, while the orifice plate differential transducer was a ±70 mbar 

differential. Examples of these transducer types can be seen in figures 5.24 

and 5.25. 

 

Figure 5.24 Druck Absolute Pressure Transducer 
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Figure 5.25 Druck Differential Pressure Transducer 

 

5.3.7 Vacuum Tank 

 

The QUB vacuum tank has a volume of approximately 75 m3. It is evacuated 

by up to three vane-type vacuum pumps, which were able to maintain a 

continuous vacuum.  

 

5.4 Test Procedure 

 

Four sets of tests were run for each of the two airbox configurations. Each of 

these tests was repeated three times to reduce the measurement error. Each 

of the four tests represented one mass flow rate, these being 20 g/s, 25 g/s, 

30 g/s and 35 g/s. For the notional 450cc motorcycle engine that the airbox 

was based on, these corresponded to engine speeds of 5300, 6100, 6800 and 
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7500 rev/min respectively. Ideally the testing would have included mass flow 

rates of 40 g/s and 45 g/s but unfortunately the available orifice plates and 

differential transducers precluded this as the pressure transducer read full 

scale deflection at approximately 37 g/s. These values would have 

corresponded with engine speeds of approximately 8300rpm and 9500rpm. 

 

The test was begun by evacuating the vacuum tank. This was accomplished 

by running one of the three scavenge pumps for approximately 5 minutes. This 

pump was then left running for the duration of the experiment. Due to the 

relatively low mass flow rates through the pipe, there was no need to use the 

second or third pumps. 

 

While the scavenge pump ran, the calibration of the pressure transducers was 

set using a Druck DPI603 pressure calibrator, which has an accuracy of 

0.075% full scale deflection. The PT100 thermocouples would also be 

calibrated using an ISOCAL Thermowell unit. 

 

Once the vacuum tank had been sufficiently evacuated, the master valve was 

opened to evacuate the system up to the orifice plate valve. A final safety 

check was then made to ensure that the rig was in working order. The orifice 

plate valve was then opened to allow air to begin flowing through the system. 

At this time it was appropriate to perform a leak test on the test section, 

depending on when the previous leak test had been performed. This was done 

by spreading soapy water on the airbox seams and investigating any 

leakages. 
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Once the seals had been checked, the test could begin. The mass flow rate 

was set manually by opening or closing the valve at the orifice plate. A ‘live’ 

reading on the PC screen gave the mass flow rate, allowing the opening of the 

valve to be fine tuned during the test. When the test was running, it was the 

operators responsibility to ensure that the mass flow rate remained at the 

desired point. Typically the values were contained within ±0.05g/s of the target 

value. 

 

The test was run automatically once it was initialised. The PC cycled through 

the pressure tappings via the switching boxes and multiplexor arrangement as 

described in section 5.3.5. The valve for each pressure tapping was opened 

for 2.5 seconds before a reading was taken. This allowed any transient flows 

time to settle out. Once the reading was taken, the valve was closed and the 

next valve was opened. Each test procedure required less than two minutes to 

complete. The results were then exported to Microsoft Excel for post 

processing. 

 

5.5 CFD Modelling Strategy 

 

Initial CFD investigations were carried out using CD-Adapco’s Star-CD v4.24. 

Meshes were generated manually in Star-CD and later in Star pro-AM. 

However, this software was found to be difficult to use and mesh generation 

was excessively time consuming. CD-Adapco released a new CFD code 



Steady Flow Validation 
 

 
- 116 - 

named Star-CCM+ in early 2005 and this code was used from that point on. 

Mesh Design was completed using Star-Design. 

 

5.5.1 Geometry Creation 

 

The geometric models for the CFD simulations were constructed in Solid Edge 

v13. Due to the simplistic nature of the model geometries, no special 

techniques were required for its generation. A fluid model was constructed to 

ease the meshing process. This meant that rather than modelling the airbox 

itself, the air inside the airbox was measured. This simplified the mesh 

generation as the solid model could then be meshed directly with no further 

geometry creation required.  

 

The models consisted of three protrusions, one for the airbox, and one each 

for the inlet and outlet pipes. A radius was then added to the airbox end of the 

outlet pipe. For the flow validation, the rig was modelled from the entrance to 

the inlet measuring section to the exit outlet of the outlet pipe. The part 

geometry can be seen in figures 5.26 and 5.27. 
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Figure 5.26 180T1 Airbox Model 

 

 

 

Figure 5.27 270T1 Airbox Model 
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The solid geometry was saved as a Parasolid v16 file, with an .x_b extension; 

Star-Design was unable to read files with the x_t extension. 

 

5.5.2 Mesh Generation 

 

The Parasolid file was then imported into the dedicated mesh generation 

software, Star-Design. This software featured automatic surface and volume 

meshing and could generate Polyhedral meshes. 

 

Once the geometry was imported, the boundaries were applied. Only three 

boundaries were required, these being inlet, outlet and wall. A mass flow inlet 

was applied to the inlet surface. A flow split outlet was applied to the outlet 

face. The remaining unselected faces were then assigned as no-slip wall 

boundaries. 

 

The mesh sizes could then be specified. For the validation case, a surface 

mesh size of 5 mm was used. Two 1 mm prism layers were used in the wall 

region. A slightly finer near-wall mesh had been used briefly, but was found to 

give no significant improvement in accuracy but increased simulation time. 

 

For polyhedral cell generation, Star-Design firstly generates a tetrahedral 

surface mesh. The surface tetrahedral cells are then joined to create 

polyhedral cells, and extended into the fluid domain to create a true polyhedral 

mesh. The benefits of the Polyhedral mesh type are detailed by Peric [15]. The 



Steady Flow Validation 
 

 
- 119 - 

specified parameters resulted in a mesh size of approximately 60,000 cells. 

Mesh generation was completed in approximately 15 minutes. Various views 

of the mesh can be seen in figures 5.28 through 5.33. 

 

 

Figure 5.28 Test section mesh in 270T1 model 
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Figure 5.29 Detail View of Polyhedral Mesh Surface Cells 

 

Figure 5.30 Detail of Mesh Refinement at Bellmouth 
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Figure 5.31 Cutaway View of Fluid Domain Volume Mesh 

 

Figure 5.32 Cutaway view of Bellmouth Mesh 
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Figure 5.33 Cutaway Showing Mesh Refinement in Bellmouth Region 

 

5.5.3 Model Selection and Solver 

 

The completed mesh was then exported to Star-CCM+. Although Star-Design 

features a solver, the number of models available was significantly lower than 

those available in Star-CCM+. Star-CCM+ was thus chosen for its modelling 

flexibility. 

 

Once the model had been imported to Star-CCM+, the boundary conditions 

needed to be specified in more detail. For each of the flow simulations, the 

inlet boundary was specified as a boundary-normal mass flow inlet. The 

specified parameter was the mass flow at inlet, which was between 25 g/s and 

35 g/s. The outlet was specified as a flow split outlet with a split ratio of 1.0. 
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This meant that all the flow that entered the inlet boundary exited the fluid 

domain at the outlet. 

 

The physics models were then selected. For all the cases, the physics models 

used were as follows: 

 

• Transition Boundary Distance 

• Transition 

• All y+ wall treatment 

• SST (Menter) k-ω 

• k-ω Turbulence 

• Constant Density 

• Wall Distance 

• Turbulent 

• Gas 

• Stationary 

• Segregated Flow 

• Steady Flow 

• Three Dimensional 

 

For a detailed explanation of these models, refer to the Star-CCM+ user guide 

[37]. 
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For this type of flow, which has a large region of flow separation in the airbox 

region, the k-omega model is more appropriate than the k-epsilon. Thus, the k-

omega model was selected for these simulations. 

 

Two different sets of stopping criteria were used. Firstly, the default Star-

CCM+ criteria was used. This specified that convergence had been reached 

when the residuals for continuity, x/y/z momentum, turbulence dissipation rate 

and turbulent kinetic energy reached a value less than 1.0 x 10-4. 

 

The second stopping criteria was an asymptotic limit. A monitor was used to 

calculate the mass averaged total pressure at the outlet boundary. This was 

calculated by multiplying the total pressure in each cell on the outlet face by 

the mass flow through that cell. The sum of these values was then divided by 

the total mass flow across the outlet to come up with the final value. 

 

A limit was set that stated that convergence had been reached when this value 

did not vary by more than 1Pa in any 20 consecutive iterations. This was 

stated as an ‘or’ criteria, meaning that the simulation would be declared as 

converged if either the residuals decreased below the stated value or the 

mass flow averaged total pressure met its criteria. 

 

A final criteria was also specified, stopping the simulation after 1000 iterations 

if convergence had not been reached by that time. 
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5.5.4 Post Processing 

 

The simulations were post processed using both Star-CCM+ and Microsoft 

Excel. The parameter of interest was the total pressure along the centreline of 

the pipes. Although the pressure transducers measured static pressure at the 

wall of the pipes, the zero velocity adjacent to the wall meant that the dynamic 

pressure was zero. If the dynamic pressure is zero, the total pressure and 

static pressure should be equal. Thus for a constant total pressure across a 

given test section, the total pressure along the centreline of the pipe is directly 

comparable to the static pressure at the wall. 

 

Thus, line probes were generated along the centrelines of the inlet and outlet 

pipes in Star-CCM+. This allowed the total pressure along the pipe centrelines 

to be output as a line graph. This could then be exported to Excel to allow the 

results to be compared. 

 

The output from the experimental results was in terms of pressure drop 

relative to the first pressure tapping on the inlet pipe. However, Star-CCM+ 

output the total gauge pressure. Therefore it was necessary to match the two 

sets of data to compare the calculated pressure drop. This was accomplished 

by setting the CFD result at the first measuring location to 0, and taking every 

subsequent reading as a pressure drop relative to that point. 

 

Due to the fact that the experimental results were also relative distance-wise 

to the first pressure tapping, the simulated results also had to be shifted along 
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the distance axis the corresponding distance between the entry to the inlet 

measuring section and the first pressure tapping (254 mm). The CFD output 

was given at 100 discrete points from the inlet to the outlet. Due to the number 

of data output points, the pressure data had to be interpolated to find the 

pressure at 254 mm along the inlet. Once the data was matched to the same 

scale, the results could be compared directly. 

 

5.6 180T1 Results 

 

Figures 5.34 through 5.37 show the 180T1 flow case, comparing the 

experimental steady flow tests to the CFD simulations. Two sets of 

experimental data are presented to show the small variation in testing. 

 

5.7 270T1 Results 

 

Figures 5.38 through 5.41 show the 270T1 flow case, comparing the 

experimental steady flow tests to the CFD simulations. Two sets of 

experimental data are presented to show the small variation in testing. 
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Figure 5.34 Pressure Loss in 180T1 Airbox at 20 g/s  
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Figure 5.35 Pressure Loss in 180T1 Airbox at 25 g/s 
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Figure 5.36 Pressure Loss in 180T1 Airbox at 30 g/s 
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Figure 5.37 Pressure Loss in 180T1 Airbox at 35 g/s 
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Figure 5.38 Pressure Loss in 270T1 Airbox at 20 g/s 
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Figure 5.39 Pressure Loss in 270T1 Airbox at 25 g/s 
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Figure 5.40 Pressure Loss in 270T1 Airbox at 30 g/s 
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Figure 5.41 Pressure Loss in 270T1 Airbox at 35 g/s 
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5.8 Discussion 

For the 180T1 airbox, it can be seen that in general the accuracy of the 

simulations increased with the mass flow rate. Figures 5.34 through 5.36 show 

a steadily decreasing under-prediction of the pressure loss in the pipe section; 

while figure 5.37 shows good correlation. For the loss in the pipe, figure 5.36 

shows that at a mass flow rate of 30 g/s the pipe loss is predicted most 

accurately, where the CFD simulation over-predicts the loss by 4.4%. 

 

For all the simulations, the CFD under-predicted the pressure lost in the 

airbox, again with the accuracy improving with flow rate. The 30 g/s and 35 g/s 

simulations were most accurate, with the CFD under-predicting the pressure 

loss by 16% and 12.7% respectively. 

 

Although the trends are similar to the 180T1 airbox, it can be seen that in 

general the total pressure lost in the system was predicted more consistently 

in the 270T1 model. Although the 20 g/s model shows significant errors in the 

prediction of the pressure lost in the volume and the outlet pipe, for the other 

mass flow rates the results are more accurate. 

 

Again, all the CFD models under-predicted the pressure loss in the system. It 

was found that for the 30 g/s and 35 g/s models, the CFD over-predicted the 

pressure loss in the pipes by 12.3% and 11.2% respectively, but under-

predicted the loss in the airbox by 15.8% and 17.3% respectively. 
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The results demonstrated that the current CFD model was not accurate at 

quantitatively predicting the pressure lost in the test section, including the pipe 

work and the airbox itself. The errors were unacceptably large and work was 

ongoing to increase the accuracy of the modelling strategy. Although a more 

refined mesh was created, with no notable increase in accuracy, it is 

envisaged that refining the near wall mesh and the volume mesh significantly 

would provide greater accuracy. However it was not possible to run more 

accurate meshes on the current computer architecture due to the excessive 

memory requirements. 

 

The results also show that although the quantitative prediction was inaccurate, 

the CFD method predicted the trends in the data with some accuracy. The 

method predicted that the pressure loss would be greater in the 270T1 airbox 

than in the 180T1 airbox and also that the pressure lost increased with mass 

flow rate. 

 

The aim of the validation work was to assess if CFD would be suitable for use 

in an optimization study. It is therefore important to assess its ability to 

accurately predict trends rather than the absolute accuracy of the code. In 

other words, the accurate prediction of pressure loss across the test section is 

of secondary importance compared to the ability to predict how geometrical 

changes affect the pressure drop. As long as the optimisation software can 

discern which airboxes are ‘better’ than others – in this case, which has the 

lowest pressure loss – then the method could be said to be a useful design 

tool. 
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5.9 Conclusions 

 

It has been shown that the current CFD model is not yet able to accurately 

predict the pressure loss across an airbox for a range of flow conditions. 

However, it has also been shown that the CFD model was able to correctly 

predict trends in the data resulting from changing flow speed and airbox 

shape. Due to this prediction of trends it was concluded that the CFD method 

was viable for use with these initial optimisation routines. However, it was also 

deemed necessary that the CFD model would be validated further after an 

initial optimisation took place. 
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6.0 Steady Flow Optimisation 

 

6.1 Introduction 

 

After validating the steady-flow simulation method, the next step in the process 

of developing an optimisation routine for an airbox was to develop a proof of 

concept case and evaluate different optimisation algorithms against this case. 

 

Having established that the CFD method was a valid tool for use in an 

optimisation process, it was then necessary to identify which algorithms would 

be best suited to the task of optimising the airbox. An initial study was planned 

to assess two different methods and their relative suitability for the task. The 

initial study would focus on a single inlet, single outlet, steady flow case based 

on the 270T1 airbox detailed in the previous chapter. This would then form the 

basis for more complex optimisation cases. 

 

It was eventually decided to assess three different optimisation algorithms, 

and the results of this study are presented in this chapter. 

 

6.2 Optimisation Process 

 

The general form of an optimisation process based on simulation is shown in 

figure 6.1. The following sections will describe how this general process was 

applied to the case of simulating the initial design, and how this design was 

then optimised. 



Steady Flow Optimisation 
 

 
- 135 - 

 

 

 

Figure 6.1 General Form of an Optimisation process 

 

The initial case was to use a single objective function - that being the mass 

averaged total pressure loss in the airbox. 

 

The optimisation strategy was implemented using modeFRONTIER v3.1. This 

allowed the CFD software to be integrated with various optimisation 

techniques. To optimise the airbox, the software required a fully automated 

simulation process, from model creation to results extraction. The software 

also required that the model be fully parametric. 

 

To automate the process, scripts were written for both Star Design and Star 

CCM+. A single script created the model geometry and mesh in Star Design, 

       Start 
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Define Problem 

Run Simulation 

Evaluate Simulation 
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while four separate java scripts were written for Star CCM+. The first Star 

CCM+ script defined the boundary conditions, turbulence model, and initial 

conditions. The second script defined the stopping criteria with the third 

initialising and running the simulation. The fourth extracted the mass averaged 

pressure data once the simulation was completed. A schematic of the 

automated model generation process can be seen in figure 6.2. A Linux bash 

script was then also required to run Star Design and Star CCM+ with the 

correct scripts in the correct sequence. 

 

 

 

Figure 6.2 Model Generation Process 
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6.2.1 Base Case 

 

The Base Case for the model was identical to the 270T1 airbox detailed in 

section 5.2. However, the CFD model differed from that detailed in section 

5.5.1 / 5.5.2 in that the upstream and downstream measuring pipes were not 

included in the model. The inlet and outlet pipes extended ten diameters up 

and downstream from the box. This was to reduce the time required to mesh 

the model and also the required simulation time. 

 

6.2.2 Parameterisation Methods 

 

Parameterising a model for a shape optimisation is a complex task, as within 

the constraint volume the model should be able to take any shape within the 

stated volume limits. This means that the parameterisation should allow the 

object to be purely spherical, purely cuboid, or any multitude of shapes in 

between. 

 

Most parameterisation strategies fall short of this goal, as the number of input 

variables would make the design space prohibitively large. The 

parameterisation will then be acting as a constraint as it will assume a general 

shape at the beginning of the optimisation when in fact the optimum may be a 

completely different shape. Until more powerful computing power and more 

efficient optimisation methods become available, this is one of the inherent 

problems with any optimisation routine. 
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As the original airbox in this case was a cube, this was an obvious place to 

start the parameterisation. To reduce the number of variables, it was decided 

to assume the model would be symmetrical about a plane defined by the 

centreline of the inlet and outlet pipes.  To then define the cube by co-ordinate 

points required 12 variables, the x y and z coordinates of each of the vertices 

indicated in figure 6.3. To allow some form of curvature, radiuses were also 

applied to the edges indicated. The last variable to be set was the surface 

mesh size. This was a constant value assigned by the user at the start of a 

run. 

 

 

 

Figure 6.3 Parameterisation 

 

A more flexible optimisation strategy would have used splines to define the 

edges of the faces, however this would have resulted in a minimum of 20 

vertices to be defined, each with three coordinates. Given the computing 

power available and the efficiency of the current methods, sixty variables 
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would have made the solution domain too large to efficiently find the optimum 

design. Figure 6.4 shows the airbox from figure 6.3 with 3-point splines used 

to join the front and rear faces. In reality, three point splines would also be 

used to join the left and right sides of the box, and the upper and lower faces – 

hence the need for 20 vertices. 

 

 

Figure 6.4 Spline Parameterisation 

 

There are two other methods which, although not used in this case, merit 

some description here. These models do not require a geometric 

parameterisation in the same way as described above. The first is the mesh 

deformation method. In the parameterised model described above, every time 

a new geometry is defined, a new mesh is created. In the mesh deformation 

method, the existing mesh is deformed within limits to create the new 

geometry. This is achieved by assigning the mesh elements with a spring 

stiffness and moving nodes. Depending on the mesh ‘stiffness’ it will deform in 

(x1,y1,z1) 

(x2,y2,z2) 
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a certain way and so the old mesh will stretch to the new geometry. This 

method has the advantage that the previous solution may be used as a set of 

initial conditions for the new geometry, and so speed the rate of convergence. 

 

A second method involves mesh deactivation. In this case, a mesh is created 

encompassing the entire volume available for the component. Boundary 

conditions are applied and the model is run. Depending on the parameters, 

various methods could then be used to deactivate or activate cells. For 

example, cells with a low fluid velocity could be deactivated, or areas around 

cells with a high velocity could be activated, providing this does not expand the 

mesh beyond the initial allowable volume. This method is seen as one of the 

more desirable as, given a sufficiently fine mesh, any shape within the 

allowable volume can be generated. However, at the current time it is still 

extremely complex to realise. A schematic example of how the first iteration of  

a mesh deactivation process might work is shown in figure 6.5. Initially the 

entire fluid domain is modelled, with the inlet and outlet boundaries located as 

shown. The model is then run, and the flow field generated. The mesh 

deactivation algorithm then decides to deactivate the mesh a certain distance 

from the flow field. The process then begins again using this smaller fluid 

domain, and so the process iteratively changes the mesh until an optimum is 

reached. 
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Figure 6.5 Mesh Deactivation Method 

 

 

6.2.3 Routine Sequence 

 

For any given optimisation algorithm, the run proceeded in four separate 

sections. Firstly, a DOE sequence of between ten and twenty designs was 

generated using the SOBOL method. These models had a relatively coarse 
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mesh. This method was run and this allowed a Kriging RSM to be generated 

to approximate the solution. The DOE also formed the initial population for the 

next step in the optimisation process. 

 

A second run was then made for approximately two hundred models with 50% 

of the models being approximated. Again these models featured a coarse 

mesh. It was hoped that this step would allow the algorithm to converge 

relatively rapidly to the region in the design space which contained the 

optimum design. The results from the second stage in the optimisation 

process were used to improve the RSM approximation for the next step. 

 

The mesh surface cell size was then reduced, resulting in a more refined 

mesh for the resulting iterations. Stage three of the optimisation process 

continued from the results of stage two, but with an improved RSM and a finer 

mesh. Another two hundred models were run, again with 50% approximated 

using the RSM. 

 

The fourth and final stage in the process involved running the optimisation for 

approximately fifty models, but with the approximation switched off. This 

ensured that the final population of designs would be real designs, and not 

approximated virtual designs. 

 

A flow diagram showing the optimisation process can be seen in figure 6.6. 

 



Steady Flow Optimisation 
 

 
- 143 - 

 

Figure 6.6 Optimisation Sequence 

 

6.3 Algorithms 

 

The purpose of this initial study was to compare the effectiveness of two 

different optimisation techniques, and also provide a proof of concept for the 

optimisation process. As was discussed in chapter 4, the speed with which a 

model converges towards its optimum and the effectiveness of the model at 

finding the global minimum/minima is a direct result of the algorithm chosen. 

Algorithms have particular strengths and weaknesses, and so the most 

appropriate optimisation method should be chosen to ensure that the 

computational cost is minimised. 
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The two algorithms to be tested were the Multi-Objective Genetic Algorithm II 

(MOGA-II) and the Simplex. After running these two models and observing the 

small variation in the resulting history plots, the Simulated Annealing method 

was also tested. 

 

6.3.1 MOGA-II 

 

The MOGA-II algorithm was a classic Genetic Algorithm, as described in 

section 4.8. ModeFRONTIER enabled customisation of the algorithm, with 

user definable population sizes, number of generations, mutation probabilities 

etc. The parameters were defined as shown in table 6.1 

 

Table 6.1 MOGA-II Parameters 

 

Population size  10 

No. of Generations  20 

Mutation Rate  0.02 

Mortality Rate  0.5 

 

6.3.2 Simplex 

 

The Simplex method was as described in section 4.6. The user definable 

parameters were as shown in table 6.2. 
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Table 6.2 Simplex Parameters 

 

Input Variables:      15 

Num. Objectives:      1 

Num. Constraints:      0 

Num. of Initial Simplex Vertices:   16 

Num. of Concurrent Design Evaluations:  1 

 

6.3.3 Simulated Annealing 

 

The Simulated Annealing method was as described in section 4.7. The user 

definable parameters were as shown in table 6.3. 

 

Table 6.3 SA Parameters 

 

Num. Input Variables:     15 

Num. Objectives:      1 

Num. Constraints:     0 

Num. of Initial Simplex Vertices:   20 

Initial Temperature:     10.0 

Annealing Coefficient:    1.0 

Num. Concurrent Design Evaluations:  1 
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6.4 Results 

 

Due to a change in software package soon after this study was completed, the 

results for all four stages of the optimisation process are not available for each 

model. The results as presented represent the results which were recovered, 

and account for the latter stages of the optimisation process. Thus, it is 

impossible to comment on the initial rates of convergence of the different 

methods. 

 

6.4.1 Optimisation History 

 

The optimisation history for the absolute minimum found for the three different 

methods is shown in figure 6.7. The pressure drop across the box is shown 

plotted against design ID. Note that the virtual designs have been omitted - 

only the real designs have been plotted. 

 

Figure 6.7 shows that if a view of the entire process is taken, including the 

coarse mesh runs, the MOGA-II method converged much more rapidly than 

both the other methods, and found a lower minimum than either of the other 

methods. It also shows that neither the MOGA-II nor the SA methods 

improved on the minima found during the coarse mesh optimisation when the 

refined mesh optimisation was run. However, the simulation accuracy of the 

coarse mesh run would be much reduced and so the optimum found in this 

region would not necessarily be the ‘true’ optimum, more an indication of its 
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location in the design space. Hence the optimum design choice was based on 

the more accurate fine mesh run detailed in figures 6.8 and 6.9. 
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Figure 6.7 Minimum History Plot 

 

Figures 6.8 and 6.9 show the design histories beginning at the third stage in 

the optimisation process – the fine mesh with 50% of solutions approximated. 

The dashed line approximately at design ID 320 is where the fourth stage 

began – the fine mesh with 0% of the solutions approximated. 
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Figure 6.8 Design History 
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Figure 6.9 Moving Average Design History 

 

Figure 6.9 shows that both the Simplex and MOGA-II performed better than 

the SA method. Figure 6.9 also shows that the overall pressure drop for the 

SA method increases as the optimisation process iterates. It is also shown that 

although both the MOGA-II and Simplex methods find minima that are of a 
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similar magnitude, the MOGA-II method finds the minimum approximately 30 

models earlier.  

 

The dashed line in figure 6.8 shows where the approximations are turned off. 

Both the MOGA-II and SA methods show a rise in predicted pressure loss as 

soon as the approximations are turned off, whereas the Simplex method 

shows an immediate drop.  

 

6.4.2 Geometries and Flow Fields 

 

The optimisation routines generated three different optimum designs, as 

shown in figures 6.10 through 6.12. The MOGA-II design proved to be the 

best, with a pressure loss reduction of 14% compared with the base case. The 

Simplex algorithm achieved a similar pressure loss reduction of 13.9%, but 

reached it after more design evaluations. The SA method only resulted in an 

8.8% pressure drop reduction but again took more time to reach that 

minimum. 

 

Flow fields for the three optimum cases and the base case are shown in 

figures 6.13 through 6.X16 The flow field shown is taken from a section along 

the centrelines of the inlet and outlet pipes. 

 

It can be seen that the flow in the airbox is characterized by the jet created at 

the inlet. In the base case, the jet impacts on the rear wall of the airbox and 

sets up a zone of recirculation as shown in figure 6.16. The recirculation 
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extends in a horseshoe shape either side of the jet, about an axis parallel to 

the outlet pipe. The recirculation dissipates close to the airbox base and 

results in the fluid entering the outlet in a swirling motion. The result of this is 

the large pressure loss in the airbox due to the energy required to maintain 

this flow structure. 

 

The MOGA-II design also features this recirculation zone as can be seen in 

figure 6.13. However, due to the shape of the airbox the recirculation is limited 

to the axis shown and does not feature the horseshoe shape as seen in the 

base case. This reduces the volume of fluid being recirculated. The shape also 

helps to direct the flow from the recirculation zone towards the front and 

bottom faces of the airbox. The net result of this is a lower pressure loss in the 

airbox itself. 

 

In the Simplex design, there is a much smaller recirculation zone evident 

compared with the base case. This can be seen in figure 6.14. Above the jet 

the flow shows a bulk rotation clockwise about an axis parallel to the outlet 

pipe. This flow motion is not evident below the jet, where the familiar 

horseshoe recirculation is again evident. 

 

The SA design moves the outlet pipe closer to the rear face of the airbox as 

seen in figure 6.15. This results in a greater flow separation on the front face 

of the outlet pipe. The design also shows the horseshoe recirculation seen in 

the base design. However, due to the curved side faces and radii the flow is 
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directed in a similar way to that seen in the MOGA-II design, but with a greater 

loss due to its greater similarity to the base design. 

 

Figure 6.10 MOGA-II Optimum Geometry 
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Figure 6.11 Simplex Optimum Geometry 

 

 

Figure 6.12 Simulated Annealing Optimum Geometry 



Steady Flow Optimisation 
 

 
- 153 - 

 

Figure 6.13 MOGA-II Velocity Field 

 

Figure 6.14 Simplex Velocity Field 
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Figure 6.15 Simulated Annealing Velocity Field 

 

 

Figure 6.16 Base Case Velocity Field 
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6.5 Optimisation Validation 

 

Once the optimised airboxes had been assessed, their performance had to be 

validated with the steady-flow test rig. The results from the test rig would be 

used to confirm whether the CFD methodology used for the 180T1 and 270T1 

airboxes applied to the more complex airboxes developed by the optimisation. 

 

6.5.1 Prototype Design 

 

The previous prototypes had been constructed from individual panels made 

from folded aluminium sheet. This was possible due to the simple cuboid 

shape of both the 180T1 and 270T1 airboxes. However, the optimised 

airboxes were more complicated shapes, featuring complex curves. It would 

have been very difficult and expensive to construct the new airboxes from 

aluminium. 

 

The three new boxes were therefore constructed using a three-dimensional 

printing rapid prototyping technique. This method works by ‘printing’ a liquid 

adhesive onto a powder base in successive layers. The powder becomes 

bonded in the areas where the adhesive is added. Once one layer is printed, 

powder is added on top, and the next layer is printed. The process can be 

seen schematically in figure 6.17. 
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Figure 6.17 Schematic of 3D Printing process 

 

 

 

Figure 6.18 3D Printer Bed 

 

 



Steady Flow Optimisation 
 

 
- 157 - 

 

 

Figure 6.19 3D Printer 

 

Due to the internal dimensions of the 3D printer, the boxes needed to be made 

in two or three parts. Designs were therefore prepared to allow the airboxes to 

be manufactured, including stiffener ribs to support the bosses during the 

printing and infiltration processes, when drooping was likely to occur. 

 

To facilitate the parts being manufactured in multiple pieces, the inlet face was 

separated from the rest of the box. A lip was added around the box to ensure 

the inlet face would be located accurately when it was glued into place. A lip 

was also added to the Simplex box at the outlet boss, as this had to be made 

separately due to the larger size of this box. 

 

Where the bosses attached to the 180T1 and 270T1 featured threaded holes 

to allow their attachment to the flow rig, the prototype boxes featured plain 

holes, and would use a nut and bolt to attach them to the rig. This was due to 

the softer, more brittle material used in the 3D printing process. 
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The 270T1 box was also made in this way, to ensure that it could accurately 

be compared to the other geometries. 

 

The final designs can be seen in figures 6.20 through 6.28. 

 

 

 

Figure 6.20 270T1 Front Face 
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Figure 6.21 270T1 Box 

 

Figure 6.22 MOGAII Front Face 
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Figure 6.23 MOGAII Box 

 

Figure 6.24 SA Front Face 
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Figure 6.25 SA Box 

 

Figure 6.26 Simplex Front Face 
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Figure 6.27 Simplex Box 

 

 

 

Figure 6.28 Simplex Boss 
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The parts were then made in three batches, each batch consisting of a box 

and a front face, with one of the batches also incorporating the separate 

simplex mounting boss. Each batch typically took eight hours to print, with 

another 2 hours spent being infiltrated in the furnace. 

 

The finished boxes can be seen in figures 6.29 through 6.32.  

 

 

Figure 6.29 MOGAII Assembly 

 

 

 

Figure 6.30 SA Assembly 
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Figure 6.31 Simplex Assembly 

 

 

 

Figure 6.32 270T1 Assembly  

 

Note that the photographs were taken after the testing was completed. The 

damage evident in figure 6.30 was due to the locating boss on the rig 

becoming stuck in the mounting boss on the simplex box. The boss therefore 

had to be sanded down with a belt sander to allow the piece to be removed. 
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6.5.2 Test Rig 

 

The test rig was as described in section 5.3. The simplex box can be seen 

mounted in the test rig in figure 6.33. 

 

 

 

Figure 6.33 Simplex Box in Test Rig 

 

6.5.2 Test Procedure 

 

The three boxes were tested according to the same procedure detailed in 

section 5.4. One notable exception was the leak testing of the rapid prototype 

airboxes.  

 

It was found that the new airboxes were much more difficult to fit onto the 

mounting bosses on the test rig. This was thought to be caused by the 
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hydraulic assembly oil not lubricating the relatively rough powder surface as 

well as it had done with the metal surface of the 180T1 and 270T1 airboxes. 

The bosses on the airboxes had to be sanded slightly to ensure that they 

could be assembled onto the test rig. This resulted in some of the bosses 

being more susceptible to leakage. Once this was discovered, the boxes were 

all sealed onto the test rig using silicone sealant, to ensure an effective seal. 

 

6.5.3 CFD Modelling Strategy 

 

The CFD modelling strategy was broadly similar to that described in section 

5.5 However, some differences did occur. As described in section 6.2.1, the 

base case for the optimisation routine, and all subsequent cases, did not 

include the full length of measuring pipe upstream and downstream of the inlet 

and outlet respectively. For validation purposes, the entire test section had to 

be included. 

 

As the CFD models were not saved for each of the optimisation runs, it was 

therefore necessary to rebuild them using the saved geometry data. This was 

done in Solid Edge, using keypoint curves and a lofted protrusion to replicate 

the generation done in Star Design. The three optimised airboxes were thus 

reconstructed, and could be meshed, modelled and solved as detailed in 

section 5.5. The only other dissimilarity was the use of an improved turbulence 

model compared to the model used during the initial validation and 

optimisation. 
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6.6 Validation Results 

 

The results from the experimental analysis are compared to the CFD results in 

the following sections. 

 

6.6.1 MOGA-II Results 

 

Figures 6.34 through 6.37 show the MOGA-II flow case, comparing the 

experimental steady flow tests to the CFD simulations. Two sets of 

experimental data are presented to show the small variation in testing, which 

was less than 1% over the test section for all the tests with the exception of 

the 25 g/s test. This test showed a variation of 3%. 
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Figure 6.34 Pressure Loss in MOGA-II at 20 g/s 
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Figure 6.35 Pressure Loss in MOGA-II at 25 g/s 
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Figure 6.36 Pressure Loss in MOGA-II at 30 g/s 
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Figure 6.37 Pressure Loss in MOGA-II at 35 g/s 

 

6.6.2 Simplex Results 

 

Figures 6.38 through 6.41 show the Simplex flow case, comparing the 

experimental steady flow tests to the CFD simulations. Two sets of 

experimental data are presented to show the small variation in testing, which 

was less than 1% over the test section for all the tests. 
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Figure 6.38 Pressure Loss in Simplex at 20 g/s 
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Figure 6.39 Pressure Loss in Simplex at 25 g/s 
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Figure 6.40 Pressure Loss in Simplex at 30 g/s 
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Figure 6.41 Pressure Loss in Simplex at 35 g/s 

 

6.6.3 SA Results 

 

Figures 6.42 through 6.45 show the SA flow case, comparing the experimental 

steady flow tests to the CFD simulations. Two sets of experimental data are 

presented to show the small variation in testing, which was less than 1% over 

the test section for all the tests. 
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Figure 6.42 Pressure Loss in SA at 20 g/s 
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Figure 6.43 Pressure Loss in SA at 25 g/s 
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Figure 6.44 Pressure Loss in SA at 30 g/s 
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Figure 6.45 Pressure Loss in SA at 35 g/s 

 

 

6.7 Discussion 

 

As was mentioned previously, the results presented are all for steady flow 

cases. In reality, the flow within the airbox is unsteady and obviously this will 

have a huge impact on the results of any optimisation. It is expected that the 

final results from an unsteady optimisation would be vastly different to those of 

a steady flow optimisation. Given the objective of minimizing pressure loss, 

with no constraints a steady flow optimisation would probably result in a pipe 

rather than an airbox. However, the process for optimisation of the different 

flow regimes will be similar, and it is with that in mind that this study is 

presented.  

 

Three optimisation methods were assessed using the 270T1 airbox as a base 

case. Other than the limits placed on the individual parameters, the 

optimisation was unconstrained with all three methods set to run for a similar 
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number of design evaluations. The objective of this study was to prove the 

optimisation workflow and concept was sound, and also to compare the 

different optimisation methods. 

 

The optimisation workflow proved to be relatively robust once the various 

scripts had been debugged. It was easy to run jobs, and changing the 

optimisation technique was straightforward. However, one weak point was the 

requirement to manually re-setup and restart the jobs when the approximation 

and / or mesh were refined. This meant that the operator had to start or restart 

the job four times for each run; once at the start, once after the initial DOE and 

approximations were completed, once after the approximation and mesh were 

refined, and one final time when the approximation was turned off. The 

optimisations were left to run overnight, and frequently convergence of one 

stage would be completed sometime in the early morning when the operator 

was not present. This meant that some time was effectively wasted before the 

operator restarted the run. If these steps could be completed automatically, it 

is envisaged that significant time savings could be made on the optimisation. 

 

Although exact timing information is unavailable, approximate values for 

runtime were 5 hours for the DOE sequence, 24 hours for the coarse mesh 

run, 50 hours for the initial fine mesh run and 10 hours for the final fine mesh 

run. 

 

The optimisation routine ran the models at a single mass flow rate, that being 

30 g/s. It is envisaged that for an airbox expected to run at various mass flow 
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rates, as is the case with the airbox presented here, the optimisation routine 

should run the model for different flow speeds and use the results from all the 

flow rates to define which box is the optimum. Pareto-dominant solutions could 

be found, a pareto front could be plotted and the optimum could be selected 

depending on the results at the more important mass flow rates. 

 

The MOGA-II method was shown to reach an optimum value faster than the 

Simplex method. Both the MOGA-II and the Simplex method proved superior 

to the Simulated Annealing method whose optimum showed only 57% the 

improvement over the base compared to the MOGA-II. The optimum designs 

found by both the MOGA-II and the Simplex method had a similar ultimate 

performance but were very different geometrically. The similarity of the 

performance and dissimilarity of the geometries suggests that neither design 

represents the global optimum, and so it is theorised that a superior optimum 

exists. The MOGA-II method probably coped better than the Simplex due to 

the relatively high number of parameters (15) and the complexity of the 

solution domain. 

 

The experimental results from the prototype boxes show good correlation with 

the CFD results for the entire test section, but poor correlation for the airbox in 

isolation. The errors for the airbox at 20 g/s were significantly higher than 

those at the higher mass flow rates, with the errors for the three boxes being 

23% for the MOGAII, 23% for the Simulated Annealing and 24% for the 

Simpex (calculated over the airbox section only). The errors for the other mass 

flow rates were below 20%, with the most accurate prediction being the 
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MOGAII airbox at 30 g/s, which had an error of 8%. As with the previous 

results, the error for all three boxes reached a minimum at 30 g/s. 

 

However, when the entire test section was taken into account the overall 

errors decreased significantly. As with the isolated airbox results, the errors 

were greatest at 20 g/s, with the errors being 7.8% for the MOGAII, 6.4% for 

the Simulated Annealing and 7.6% for the Simplex tests. However, the 

minimum error was 0.5% for the SA flow case at 25 g/s, with the errors for all 

the flowrates being significantly lower than when the boxes were viewed in 

isolation. 

 

The summary of the errors is given in table 6.4 and plotted in Figure 6.46. 

 

Table 6.4 Airbox and Full Test Errors 

Airbox Mass Flow Rate 

(g/s) 

Error (Airbox) 

(%) 

Error (System) 

(%) 

MOGAII 20 23.0 7.8 

MOGAII 25  15.8 0.6 

MOGAII 30  8.2 1.9 

MOGAII 35  8.9 1.6 

SA 20 22.9 6.4 

SA 25 14.4 0.5 

SA 30 14.1 4.2 

SA 35 12.4 3.7 

Simplex 20 24.1 7.6 

Simplex 25 15.5 2.0 

Simplex 30 13.5 4.7 

Simplex 35 15.6 2.9 
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Figure 6.46 CFD Errors 

 

It is thought that the relative errors are caused by the turbulence model’s 

inability to predict the flow structures in the airbox versus the pressure lost in 

the pipes. There is a trade-off in the accuracy of prediction of the two different 

flow regimes, and a compromise should be sought between the two. The 

current CFD model favours accuracy of the entire system over the absolute 

accuracy of the airbox. An alternative model was trialled which improved the 

accuracy of the prediction across the MOGAII Airbox at 30 g/s by 

approximately 4%, but reduced the accuracy of the system prediction by the 

same amount. This implies that there is a trade-off in accuracy between the 

pipe sections and the volume section. It could be argued that the overall 

system accuracy is due to an error in the pipe predictions that is opposite to 

that found in the airbox, thus cancelling each other out. 
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The validation results also allowed the predicted improvements in the pressure 

loss to be assessed. The actual improvements based on the entire system 

measurements can be seen in figure 6.47. 
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Figure 6.47 Pressure Loss Improvement 

 

It can be seen that although the MOGAII method was found to be the superior 

method in terms of rate of convergence and pressure loss in the optimisation 

routine, this did not translate into real-life performance. The Simplex method is 

seen to be better for the 25 g/s and 30 g/s flow rates, and is a close second 

best overall for the 35 g/s flow rate. The SA method, although poor when 

viewed in the optimisation history plot shown in figure 6.9, it performed quite 

well in reality, showing a better performance than the MOGA-II box at three of 

the four design points, and proving to be the best design overall at 20 g/s. 
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6.8 Conclusions 

 

The workflow used proved to be an effective method for optimising the airbox. 

The use of an approximation and an initial coarse mesh allowed the optimiser 

to get into the region of the optimum design relatively quickly, and the fine 

mesh then allowed the area to be searched more accurately. However, the 

parameterisation technique was quite constraining, with all three optimised 

airboxes essentially being variations on the initial cube. 

 

The optimisation study showed that the most suitable method for the case 

described was the Multi-Objective Genetic Algorithm II. This method improved 

the overall airbox performance by 14% compared to the base case. The 

method is also suitable for expanding the problem with multiple objective 

functions and additional parameters. 

 

However, the MOGA-II was not significantly better than the Simplex method, 

which improved the performance of the base case by 13.9%. Due to the 

similar performance improvements and different resulting geometries, it is 

hypothesised that neither of these designs represents the true optimum and so 

a more challenging optimisation is required to further differentiate between the 

two. 

 

The validation work completed on the rapid prototyped boxes showed good 

correlation between the CFD and experimental results when the pressure lost 

in the entire system was compared. Comparing the pressure lost in the airbox 
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alone revealed errors in the region of 23%. A second study showed that the 

accuracy of the airbox prediction could be improved at the expense of the 

system accuracy. Although this model was not used extensively, it did 

demonstrate that the absolute accuracy of the predicted pressure loss across 

the airbox could be improved at the expense of system accuracy if that was 

thought to be desirable. 

 

The validation work showed that the performance increases predicted by the 

optimisation were not reached in reality, with performance increases being in 

the region of 2 – 4.5% rather than the 14% predicted. However, the validation 

models used an improved version of the turbulence model compared with the 

models in the optimisation process, and this is thought to have improved the 

accuracy of the CFD considerably. This can be seen with the predicted 

pressure loss in the system having errors in the region of 0.5 – 4.7% error 

compared with the experimental results at the higher flow rates. A further 

optimisation study using this improved model and the newer iSight software 

was therefore planned to investigate the optimisation methods further. 
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7.0 Steady Flow Optimisation II 

 

7.1 Introduction 

 

The study presented in chapter 6 showed that although the optimisation 

routine was sound in principle and worked well, further work was required to 

look at the process in more detail. Of particular interest was the behaviour of 

the various optimisation routines, and also how the improved CFD model 

would change the optimisation process. 

 

A change of software vendor occurred during the compilation of chapter 6, as 

mentioned in section 6.4. This meant that the process had to be implemented 

in a new program, and thus the optimisation methods and implementation 

would be different. The new software was iSight FD. 

 

7.2 Implementation of Optimisation Process in iSigh t FD 

 

The initial intention had been to use the process ‘as is’ from modeFRONTIER, 

and transfer all the scripts and java files over to iSight. However, this proved to 

be impractical due to the different ways in which the programs were 

structured. Therefore, a modified version of the original routine was created. 

 

One of the main differences between the two software suites was the way 

approximations were handled. In modeFRONTIER, a set of results were used 

to generate a Response Surface Map of the solution domain. This could then 
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be used during the optimisation process, and ran in parallel with the solver. As 

described in 6.2.3, this meant that for a given optimisation, any percentage of 

the solutions could be approximated by the RSM as opposed to being run by 

the CFD. 

 

In iSight, approximations could be generated either as an RSM or as an Radial 

Basis Function Artificial Neural Network (RBF). This was either generated 

using a specific run, or by using a saved set of DOE data. The approximation 

could then be used as the basis for an optimisation, but it could not be run in 

parallel. Either all the solutions were real, or all were approximated. 

 

This meant that the process described in 6.2.3 could not be implemented in 

iSight, as the optimisation could not be run with 50% approximation. As a 

result of this, and the need for the original routine to be restarted manually, it 

was decided to run the optimisation with the fine mesh and no approximations 

from the outset. Although this would increase the computational time, it was 

hoped that it would also allow for a more thorough search of the cost space, 

and result in more confidence that the optimum design was the global 

optimum. 

 

The modelling process was also simplified, with the Star-CCM+ processes 

now being defined by three java scripts rather than four. It was thought to be 

more straightforward to have a script for setting up the model, one for 

initialising and running, and one for results extraction. This simplified process 

can be seen in figure 7.1. 
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Figure 7.1 Simplified Model Generation Process 

 

The other primary difference between the two programs was the way in which 

the file management was handled. modeFRONTIER used a relatively simple 

approach. A directory was created for each individual model. All the files to be 

used in the optimisation were read in by the software, and modified as 

necessary. For example, the mesh generation script was modified to generate 

different geometries and then copied into the directory at runtime. The models 

were then run exactly as they would have been if the CFD model was run 

outside the optimisation program. iSight used a Fiper file database, where 

each file was read into a database, and had to be mapped to the components 

in the optimisation process. Input files were then created as needed in a 

temporary directory, and all runtime files were deleted afterwards unless 
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specified elsewhere. Although this method was more difficult to setup, it was 

more efficient at running the model. 

 

The final process was therefore a streamlined version of that shown in section 

6.2.3. A schematic of the process can be seen in figure 7.2. This process was 

significantly simpler than that shown in figure 6.6. 

 

 

Figure 7.2 Optimisation Process using iSight FD 

 

7.3 Optimisation Routines 

 

The different software package also meant different optimisation routines. 

Again, two methods would be investigated to compare the differences in terms 

of improvement in pressure drop, rate of convergence and overall time taken. 

An approximation would also be evaluated to investigate its accuracy. In all, 

five studies were planned. These would investigate the effects of different 

parameters on a multi-island GA, a Pointer optimisation, and an 

approximation. 

 

7.3.1 MIGA 

 

The multi-Island GA (MIGA) was the default GA in iSight, and would be used 

to take advantage of the newly realised potential of the dual-processor server. 

Start 
Run model with 

0% Approximation End 
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All in all, approximately 500 models would be run, over three different studies. 

The parameters for these studies were as described in table 7.1. 

 

Table 7.1 Adjusted MIGA Parameters 

 

Method Name No. Of Islands No. of 

Generations 

Population per 

Island 

MIGA I 10 5 10 

MIGA II 5 10 10 

MIGA III 10 10 5 

 

The other performance parameters of interest were constant across the 

models and were as shown in table 7.2. 

 

Table 7.2 Constant MIGA Parameters 

 

Interval of Migration 5 

Rate of Migration 0.01 

Rate of Mutation 0.01 

 

 

7.3.2 Pointer 

 

The Pointer method is a method developed for the iSight software package, 

and utilises numerous methods described in chapter 4. The pointer starts off 
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as either a line search or a GA depending on the user selection, and switches 

between the two methods depending on how complex it assesses the cost 

surface to be. For a very simple cost surface, the pointer will therefore be 

indistinguishable from a gradient search technique, as there is no assessed 

benefit in using a GA for this type of cost space. However, if a discontinuity or 

some other complication is discovered, the method will switch to a GA to 

improve its change of converging to the global minimum. The process is 

largely automated, with only a small number of parameters being user-defined. 

 

7.4 Results 

 

Figure 7.3 shows the pressure drop history of the four different techniques. 
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Figure 7.3 Pressure Drop History 

 

To aid clarity, a moving average plot of the data presented in figure 7.3 is 

shown in figure 7.4. 
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Figure 7.4 Moving Average History Plot 

 

As a further aid to visualising the history data, Figure 7.5 shows trend lines for 

each of the methods, created using best-fit curves. 
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Figure 7.5 Optimisation Trends 
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Figure 7.6 shows the absolute minima progression for each of the four 

methods. 
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Figure 7.6 Minima Progression 

 

Also of interest is the rate of convergence of the methods. Figure 7.7 shows a 

moving average plot of the relative convergence of the methods. In this plot, 1 

on the y axis represents the minimum that each individual method found. 

Thus, the plot shows the history in terms of a percentage over the absolute 

minimum found by each method. As this is a moving average plot, the curves 

never reach their minimum.  
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Figure 7.7 Relative Convergence 

 

To further assess the speed with which the methods converged to their 

minima, further plots are presented in figures 7.8 and 7.9 focussing solely on 

the first 100 iterations. 
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Figure 7.8 Design History (100 iterations) 
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Figure 7.9 Minima Progression (100 iterations) 

 

Table 7.3 summarises the improvements made by the complete optimisation 

process, compared with the 270T1 base case. Table 7.4 summarises the 

results for the first 100 iterations 

 

Table 7.3 Design Improvement Summary (Complete Runs) 

 

Case Name Pressure 

Drop (Pa) 

% 

Improvement 

Base Case 2686  

MIGA I 2051 23.6 

MIGA II 2073 22.8 

MIGA III 2244 16.5 

Pointer 2274 15.3 
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Table 7.4 Design Improvement Summary (100 Iterations) 

 

Case Name Pressure Drop 

@ 100 Iterations 

(Pa) 

% Improvement 

@ 100 Iterations 

% of Final 

Pressure Drop 

@ 100 Iterations 

Base Case    

MIGA I 2686 23.0 97.3 

MIGA II 2094 22.0 96.6 

MIGA III 2270 15.5 94.0 

Pointer 2391 11 71.6 

 

The designs generated by the various methods are shown in figures 7.10 

through 7.17. 

 

 

 

Figure 7.10 MIGA I Isometric view 
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Figure 7.11 MIGA I Side and Front Projections 

 

 

 

Figure 7.12 MIGA II Isometric View 
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Figure 7.13 MIGA II Side and Front Projections 

 

 

 

Figure 7.14 MIGA III Isometric View 
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Figure 7.15 MIGA III Side and Front Projections 

 

 

 

Figure 7.16 Pointer Isometric View 
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Figure 7.17 Pointer Side and Front Projections 

 

As described in 7.3.3, an RBF approximation was to be formed to allow the 

approximisation method to be compared with a ‘real’ optimisation. However, 

although multiple attempts were made, none of the generated RBF 

approximations were within the error tolerances specified in iSight, and so 

these results are not presented here. 

 

7.5 Improving the MIGA I 

 

A further optimisation was undertaken to attempt to improve the convergence 

rate of the MIGA-I by increasing the level of migration between the different 

islands. This was achieved in two ways; firstly the interval of migration was 

lowered to 2 and secondly the migration rate was raised to 0.1. The mutation 
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rate was also increased to 0.1. The parameters for this model are summarised 

in table 7.5. 

 

Table 7.5 Improved MIGA-I Parameters 

 

Number of Generations 5 

Number of Islands 10 

Population per Island 10 

Interval of Migration 2 

Rate of Migration 0.1 

Rate of Mutation 0.1 

 

The results of the improved MIGA-I are shown in the history plot in figure 7.18. 
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Figure 7.18 Improved MIGA-I History 
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7.6 Discussion 

 

The results show that this optimisation methodology was more successful than 

that discussed in chapter 5. Whereas the most successful method discussed 

in chapter 5 – the MOGA-II – reduced the pressure loss across the airbox by 

14%, the most successful method presented here reduced the pressure loss 

by 23.6%. This is a much more significant improvement. However, compared 

to the MOGA-II method, all the MIGA methods required more time, with typical 

simulation time taking 7-10 days, rather than the 5-7 of the MOGA-II. 

 

In terms of the simulations assessed here, the MIGA-I method was the most 

successful, but only just. The MIGA-II design improved the base case by only 

0.8% less than the MIGA-I. The MIGA-III and Pointer methods were much less 

effective overall, with improvements of only 16.5% and 15.3% respectively. 

 

Figure 7.3 shows how the designs evolved over time. It can be seen that for 

the genetic methods, progression was much more sporadic than for the 

Pointer method. For the genetic methods, the absolute minima occur as 

downward ‘spikes’ outside of a band from roughly 2300 – 2600 Pa. This band 

is where the majority of the design solutions lie. This indicates that the cost 

surface is relatively flat, with the minima being in localised pockets (indicated 

by the spikes). Compared to the genetic methods, the Pointer works in a more 

consistent way - rapidly finding designs with a reduced cost function. However, 

although it converges rapidly from it’s initial value, it is not able to explore the 

‘spike’ minima which the genetic methods find, as evidenced by the fact that 
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the absolute minima it predicts is roughly at the bottom of the 2300 – 2600 Pa 

band containing most of the design solutions. 

 

The trend lines from figure 7.5 show an interesting pattern. A greater negative 

gradient is desirable, as it shows a faster convergence to a minimum. Thus it 

can be seen that the Pointer method shows the most desirable trend, followed 

by the MIGA-III, the MIGA-II and finally the MIGA-I. Figure 7.X (ABS MINIMA) 

shows that this is the opposite order to that of the lowest cost function. This is 

further evidence of a relatively flat cost surface, with the minima representing 

local ‘spikes’ rather than a simpler convex shape. This is backed up by figure 

7.7, showing the relative convergence of the methods. With the exception of 

the pointer, all the methods tend to oscillate about a band of designs with a 

pressure drop at least 5% higher than their absolute minima. In the MIGA-I 

and MIGA-II cases, the average designs are 20% worse than the absolute 

minima they predict. For a relatively simple, convex surface, these graphs 

would be expected to show a relatively rapid downward trend rather than 

flatter, oscillating forms shown. The supposition that the cost surface was 

relatively flat with the minima in relatively narrow spikes would mean that the 

most effective method was that which was most efficient at thoroughly 

searching the cost space, rather than the method best able to follow a 

negative slope in the cost space. 

 

The MIGA-I method was a multi-island GA with 10 islands of 10 members, and 

ran for 5 generations. As the interval of migration was also 5 generations, this 

effectively meant that the method ran without migration. The large number of 



Steady Flow Optimisation II 
 

 
- 199 - 

islands and population members meant that for a given generation, more of 

the cost surface was searched compared to the MIGA-II and MIGA-III, which 

had only 5 islands with 10 members, and 10 islands with 5 members 

respectively. Although the latter two methods ran for more iterations with a 

migration generation halfway through, with less islands and less population 

members they were unable to explore the cost surface with the same level of 

detail as the MIGA-I. This non-migration was addressed by the improved 

MIGA-I as described in table 7.5. The objective of this study was to run a 

MIGA-I but with a higher level of migration. Figure 7.18 shows the history of 

this method relative to the others, and it can be seen that it is no better than 

the MIGA-I at finding the optimum design, on the contrary, it is significantly 

worse than both the MIGA-I and the MIGA-II. 

 

The MIGA-II method was however, very close to the MIGA-I in its final 

outcome, as shown by figure 7.6. This is due to it’s impressive performance in 

the first 20 iterations, rapidly finding a design that the MIGA-III and Pointer 

never matched, and the MIGA-I only improved on after a further 50 iterations. 

It can be seen that both the MIGA-I and MIGA-II improve their absolute 

minima only once in the period from 100 – 500 iterations. Thus, figures 7.8 

and 7.9 were plotted to show the performance of the methods in the first 100 

iterations in more detail. 

 

The first 100 iterations represent a single generation of the MIGA-I method, 

and two generations of the MIGA-II and MIGA-III methods. The initial 

performance of the methods show that in the first 100 designs, the MIGA-II 
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method was the first to find a sub 2200 Pa design, with a further 4 such 

designs in the first 50 iterations, as shown in figure 7.8. The MIGA-I method 

had three sub 2200 Pa designs in the first 100 iterations. Neither the Pointer 

nor the MIGA-III method achieved similar performance.  

 

However, the impressive initial performance of the MIGA-I and MIGA-II 

methods are related more to the random binary method used to generate the 

initial population than the effectiveness of the genetic algorithm. It can be seen 

in figure 7.9 that the pointer method is hampered by its relatively poor starting 

point, taking approximately 50 iterations to match the initial designs of the 

MIGA-I and MIGA-II methods. Thus, the importance at effectively distributing 

the initial designs throughout the cost space is demonstrated. 

 

7.7 Conclusions 

 

The conclusions of this study are that the MIGA-I method is the most effective 

method at optimising the airbox problem, reducing the pressure drop across 

the box by 26% compared to the base model. It was also demonstrated how 

the MIGA methods all reached within 90% of their optimum value within 100 of 

the total 500 iterations. Although the Pointer method rapidly converged from its 

initial value, it was unable to achieve the same level of performance as the 

genetic methods. 
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8.0 Discussion and Conclusions 

 

8.1 Discussion 

 

It has been shown that although there has been significant research carried 

out into the fields of both optimisation and the design of the IC engine inlet 

system, very little work has been carried out to combine these two fields. Thus 

this study was undertaken to investigate how an optimisation code and a CFD 

code could be best combined to investigate this scenario, and whether the 

resulting optimisation was accurate in its predictions and in its optimisations. 

 

The studies were all conducted under steady flow conditions, which was not 

representative of the flow in an actual IC engine inlet system. A question mark 

could therefore be said to hang over the validity of all the work undertaken in 

this investigation. However, previous studies have shown that although a 

steady flow simulation cannot accurately predict the absolute performance of 

an inlet system which will operate under unsteady conditions, it can predict the 

pressure loss across the system, which is a useful performance metric [17]. 

Therefore it is reasonable to conclude that optimisation based on the steady 

flow pressure loss is a valid design technique and was a good basis for this 

study. 

 

Chapter five detailed the initial work carried out to prove the validity of the CFD 

method for simulating the airbox in a steady flow regime. This validation was 

not conclusive, as it was shown that although the CFD simulations were 
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accurate under certain flow conditions, notably the higher mass flow rates, it 

was also inaccurate at the lower flow rates. It was also observed that there 

seemed to be a trade off in overall accuracy of the pressure loss prediction for 

the entire system versus the airbox section. This was also observed in the 

further validation work described in chapter six. This is evidence that the errors 

in the flow calculations were probably caused by different factors in the airbox 

section as opposed to the pipe section. Therefore, as the accuracy of the 

airbox prediction improved, the accuracy of the pipe prediction decreased and 

vice versa. 

 

Figures 5.35, 5.37, 5.40 and 5.41 show that the prediction of the pressure loss 

in the pipe sections was reasonably accurate. Thus, for these flow situations 

the errors are attributed mostly to the underprediction of the pressure loss in 

the airbox section. This demonstrates that the modelling strategy is not ideally 

suited to simulating flow in volumes. It has been suggested that a more refined 

mesh could improve the accuracy of the airbox model, but this was unable to 

be completed with the computer resources available to the author. It was 

found that increasing the mesh density even slightly significantly increased the 

meshing time in one case, taking the meshing time from the region of ten 

minutes to a period of some hours. It is also worth noting that the memory 

limitations available to the author ultimately prevented this model from being 

run. 

 

Chapter six reiterates these points, with table 6.4 summarising the errors in 

the simulations. The errors in the prediction for the pressure loss in the airbox 
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section are again very high, but with overall system errors at more acceptable 

levels. Again, this points to the errors in the pipe sections essentially 

cancelling out the airbox error. In various figures in chapters 5 and 6 it can be 

seen that the pressure loss in the inlet pipe is overpredicted, with the pressure 

loss in the airbox section underpredicted, and finally the pressure lost in the 

outlet pipe is predicted reasonably accurately. The inlet and outlet pipes 

featured identical modelling strategies, and so this points to something in the 

boundary conditions causing the discrepancy between their relative 

accuracies. It is hypothesised that a more accurate specification of the inlet 

conditions could possibly have increased the accuracy of the prediction of the 

losses in the inlet pipe. This is backed up by the known sensitivity of the k-ω 

turbulence model to inlet boundary conditions when used to predict internal 

flows. 

 

One solution to these problems could be to run the system as three separate 

CFD models coupled together, with the inlet and outlet pipes making one 

model each and a separate airbox model. As the flow in the pipes is 

essentially axial, mapping the inlet and outlet boundaries of the three models 

could be relatively straightforward. Each of the models could then feature an 

appropriate turbulence model, wall function and mesh structure rather than 

trying to find a compromise model for the entire fluid domain. A second option 

could be to do away with the simulation of the inlet and outlet pipes entirely, 

providing that it was possible to accurately model the most suitable 

boundaries. This could be accomplished by pre-simulating either or both 

regions and mapping the converged boundaries to an airbox model. 
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The sources of error in the airbox region are difficult to determine, as no data 

was collected in the airbox itself during the experimental testing. This was 

initially done in order to ensure that there was minimum external disturbance 

to the flow in the test section. This decision was made at a point in the project 

where a potential existed to carry out non-intrusive Particle Image Velocimetry 

(PIV) analysis of the airboxes, and so was not seen as a major problem. The 

PIV results would then be compared to the CFD results to analyse the validity 

of the simulated flow field. However, due to time constraints and technical 

difficulties, it proved impossible to complete any PIV investigations of the flow 

within the airbox. Thus, the characteristics of the flow within the test section 

remain undiscovered and so cannot be directly compared to the CFD results. 

Hence there is considerable difficulty in attributing the errors in the predicted 

flow field to any specific sources. 

 

The results of the CFD validation are therefore still rather inconclusive. 

Although the method has been seen to predict trends in the data, it has been 

shown to be inaccurate in predicting the absolute performance of the airbox. 

Three causes are suggested for the inaccuracies; firstly the sensitivity of the 

CFD simulation to the inlet boundary conditions. Secondly, the cell size used 

in the mesh was quite large. Lastly, it has not been determined whether the 

predicted flow motion in the airbox is in any way representative of the actual 

flow in the airbox. 
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The optimisation process as detailed in chapter six was largely successful as a 

proof of concept for the optimisation method. Significant time was spent 

ensuring that the three software packages of modeFRONTIER, Star Design 

and Star-CCM+ interfaced correctly with each other and the various pieces of 

computer hardware, notably the user’s workstation and the CFD server. The 

initial modelling process was simplified and translated into a form which could 

be realised entirely using scripts. Although further software simplification could 

have been realised by using Star-CCM+ as the meshing and solution software, 

it was felt that the more flexible scripting capabilities of Star Design were more 

suitable for the task at hand and would ultimately lead to a better system. Star-

CCM+ would have relied on importing an existing CAD model and modifying it, 

using a more complex java script compared to the simple bash scripts used by 

Star Design. Star Design was found to be a highly effective tool for creating 

CAD and CFD geometry automatically. 

 

The software change from modeFRONTIER to iSight was prompted by 

external considerations, namely enhanced technical support, increased 

software flexibility and a more diverse user base. The switch to iSight required 

a significant investment of time as the modeFRONTIER process was 

converted to the new type of interface. The iSight software was found to be 

less user-friendly than modeFRONTIER but ultimately proved to be a more 

powerful package with greater flexibility and capability coupled with reduced 

storage requirements. 
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One of the key benefits of modeFRONTIER was in the handling of 

approximations as detailed in section 7.2. [27] had shown that including 

approximations in the optimisation run was always beneficial. Therefore, this 

capability was seen as one of the primary advantages for modeFRONTIER 

over iSight, which ran approximations separately. 

 

One of the main weaknesses of both optimisation methods was the relatively 

crude parameterisation technique applied to the models. This resulted in a 

relatively constrained model, but with quite a high number of variables. 

Essentially, the solutions would always be cube variants and so the final 

design was constrained from the outset by the initial model. The more 

desirable mesh morphing and mesh deactivation techniques were not 

considered in any depth within this study but may well have led to a more 

effective parameterisation scheme, and consequently a more effective 

optimisation. With that caveat, the parameterisation method worked well and 

demonstrated greater flexibility when coupled to iSight than it had with 

modeFRONTIER.  

 

The results of both the modeFRONTIER and iSight optimisations in absolute 

terms were coloured by the uncertainty hanging over the accuracy of the CFD 

model. The improvements predicted by the modeFRONTIER optimisation 

were not realised fully in reality, with the maximum improvement being 

approximately half of that predicted. The performance of the MOGA-II box in 

particular was significantly lower than expected. By contrast, the Simulated 

Annealing box proved to be better than expected. In terms of the rate of 
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convergence, the MOGA-II optimisation was the most successful, with the SA 

initially proving to be better than the Simplex, but with the Simplex achieving 

better results around the time when the mesh refinement occurred. 

 

The absolute accuracy of the predictions generated by iSight is impossible to 

determine, as time constraints prevented a new batch of prototypes from being 

tested. However, judging the optimisation on it’s own merits, the predicted 

improvements from the iSight optimisation were much greater than those 

generated by modeFRONTIER. The optimum design generated by iSight 

improved the pressure loss by 23.6%, compared to 14% generated by 

modeFRONTIER. The iSight optimum also seemed more ‘willing’ to deviate 

from the basic cuboid type shape. Thus the change to iSight was viewed as a 

success. 

 

A study of the first 100 iterations of the iSight optimisation demonstrated that 

the genetic methods reached between 94% and 97.3% of the final optimum 

value in the initial stages. The most successful MIGA-I method featured ten 

islands with ten population members. This meant that the first 100 iterations 

were a randomly generated population, with no optimisation having taken 

place. This was the method which achieved 97.3% of its final value in the first 

100 iterations. This meant that the remaining four generations and four 

hundred models only accounted for 2.7% of the total pressure loss 

improvement. It also meant that populating the design space with a large 

number of designs was a reasonably effective way of finding the optimum 
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design. It is not unreasonable to think that a well defined DOE study could 

have found this same value within a lower number of designs.  

 

This leads to the question, is an optimisation routine coupled to a CFD model 

an effective way of designing an IC engine airbox? The main problem 

associated with optimising a CFD model is the time taken to evaluate all the 

designs. The presented study features as simple a case of an airbox as could 

possibly be envisaged. Practical applications of this technique would feature 

multi-cylinder models on the next level of complexity, and unsteady flow a 

level above that. With the understanding that this is a relatively simple case 

reiterated, the time taken to optimise the design was still in the region of ten 

days. For an unsteady multi-cylinder optimisation, this would take much 

longer, possibly running into months.  

 

However, it must also be stressed that there were considerable hardware 

constraints operating on this project. The simulations were carried out on a 

single twin-processor server. Industrial applications would in reality be carried 

out on multi-CPU systems with processor counts many times higher. This 

should bring the time to completion down to reasonable levels and would 

make the process a practical design method. 

 

However, it is still not certain whether an optimisation routine would be an 

effective way to generate the optimum design of an airbox. As was stated 

above, four generations of multi-island genetic algorithm only improved the 

best randomly-generated design by 2.7%. With that fact firmly in mind, it is 
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hard to recommend an optimisation technique as an effective use of resources 

for this problem. It must be remembered however, that this was a study 

performed with a relatively simple geometry, flow case, and parameterisation 

method. This could account for the fact that simply populating the design 

space relatively densely was effective at finding the optimum. If the geometry 

was more complicated, or the number of cylinders increased, it is envisaged 

that the design space would be much more complex. In this case, it is thought 

that a genetic method could be more efficient than a DOE study. 

 

Although it could be argued that for optimising this simple case a well 

generated DOE would probably suffice, and take considerably less time to 

solve than a genetic method, a GA would probably be more robust and flexible 

if the model was to become more complex. It is hypothesised that the 

underlying optimisation process would also be greatly improved if the accuracy 

of the CFD modelling methodology was improved. 

 

8.2 Conclusions 

 

• Coupling an optimisation routine and the CFD modelling process was 

completed successfully 

• The current methodology for modelling the airbox system and 

simulating it using CFD requires further investigation in order to improve 

it’s accuracy 

• The flow regime inside the airbox is unknown and the validity of the 

CFD in this area cannot be verified 
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• Various optimisation routines were demonstrated to successfully 

improve the pressure lost across the airbox system, although the gains 

in reality were not as high as those predicted 

• For a given number of total designs, it was found that a multi-island GA 

with a low number of generations outperformed those with a low 

number of islands or sub-population members 

• A large random initial population was found to reach within 2.7% of the 

final optimum value for a multi-island GA 

 

8.3 Future Work 

 

Future work should concentrate on three different areas.  

 

1. Improving the accuracy of the CFD method 

• Turbulence models should be investigated more thoroughly 

• Mesh structure should be investigated in more detail  

• Separate coupled models for different flow regions should be 

investigated 

• The practicality and accuracy using pre-converged inlet and outlet 

regions should be investigated 

• PIV should be used to investigate the flow within the airbox itself 

 

2. Investigating the effectiveness of a DOE compared to an optimisation 

study 
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• Compare different DOE techniques and see which is the most 

effective 

• Compare the DOE techniques to the available optimisation methods 

 

3. Improve the speed of the process 

• Investigate methods to increase the cycle time 

• Implement the process on a more powerful server to assess the 

possible cost decrease 
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ABSTRACT 

The internal combustion engine airbox serves multiple purposes, such as ensuring an even distribution 
of the air/fuel mixture to each cylinder, while also providing a volume into which pressure waves from 
the inlet manifold can propagate. The geometrical design of the airbox affects not only the pressure 
loss across it but also the pressure lost in the port and valve areas due to the velocity profile at the exit 
from the airbox. Due to the location of the airbox, under the bonnet, in passenger vehicle applications, 
its size and shape is usually limited as a result of the proximity to other under-bonnet features. The 
shape is also limited by manufacturing and assembly considerations. The complexity of the flow 
through the airbox and the constraints placed upon it by the available volume in the under-bonnet area 
make this a challenging design task.  This paper reviews the current thinking on methods used to 
optimise Computational Fluids Dynamics (CFD) problems and how this could be applied to the 
optimisation of the airbox for the internal combustion engine. 

Keywords: Airbox, Optimisation, Computational Fluid Dynamics, Genetic Algorithms 

 

1  INTRODUCTION 
 
The optimisation of an internal combustion 
engine’s airbox is a broad subject which has not 
been the focus of much previous research. 
However, the research area can be split into 
many subtopics which have been extensively 
investigated. Due to its many practical 
applications, the most prominent of these areas is 
the study of steady and unsteady flow in pipes, 
which is relevant to the inlet and outlet of the 
airbox. The flow within the airbox itself is 
described best by research into flow through 
volumes. 
 
Much work has also been completed to improve 
the performance of optimisation techniques with 
regard to complex problems, and this report will 
focus on optimisation methods applied to CFD 
analyses. 
 
The following sections will explore these 
relevant topics and previous work in their areas 
in more detail 
 

2 FLOW THEORY 
This section will examine previous research on 
the theory of fluid flow in pipes and volumes. 
 

2.1 Pipe Flow 
 
Fluid flow within a pipe has been studied by 
many investigators, including Dean [2] [3], 
Taylor [4], Hofmann [5], Ito [6] [7] [8] and 
Crawford [9]. The earlier works attempted to 
describe the form of the fluid flow through the 
pipe, while the later works were concerned more 
with predicting the pressure loss across the pipe. 
 
Dean [2] [3] derived the streamline motion of 
fluid in a curved pipe and was able to show the 
presence of secondary flow, which is responsible 
for a pressure loss in the system. Ito [8] 
predicted a similar phenomenon for flows 
through pipes of elliptical and rectangular cross 
sections  
 
Hofmann [5] and Ito [6] performed experiments 
to quantify the losses across pipe bends. 
Hofmann calculated the pressure loss based on 
the difference between the pressure lost in the 
bend and that lost in a straight section of pipe of 
identical length. Ito argued that his method made 
the loss easier to calculate and was a better 
representation of the reality of designing a pipe-
work system. Although they used different 
methods, the trend of the results for both studies 
were similar.  
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2.2 Flow in Volumes 
 
Much work has been completed on the subject of 
flow in pipes, however very little work has been 
published on the theory of flow within volumes. 
Blair [1] describes the analysis of a plenum: “the 
particle velocity is so low as to be always 
considered as zero in any thermodynamic 
analysis”. This method is applied to the 1D/0D 
engine modelling code developed at the Queen’s 
University Belfast. 
 
The code defines the plenum as a volume. The 
massflow into and out of the plenum will be 
known, as will the static enthalpy. An iterative 
process is then used to find the temperature and 
mass of fluid in the volume. This is then used to 
calculate the pressure. This is not a very accurate 
method for simulating plenums, as it contains no 
geometrical information regarding the volume or 
the relative positions of inlet and outlet. The zero 
velocity assumption is also not strictly correct, 
although the flow velocity in the plenum is small 
relative to that in the rest of the inlet tract. 
 

3 AIRBOX DESIGN 
 
Although the subject of intake design has been 
studied in some depth, for example by Taylor et 
al [10], few papers have been published 
regarding the design of airboxes for use with IC 
Engines. De Vita, et al [11] and Maynes, et al 
[12] investigated the simulation of airboxes for 
use with racing engines. 
 
Both Maynes [12] and De Vita [11] used various 
computational methods to analyse the airboxes. 
Steady and Unsteady CFD were used on the 
airbox model in isolation while in the study 
presented by Maynes, the airbox was also 
simulated by coupling an unsteady CFD and 
1D/0D Engine simulation code. This simulation 
ensured that boundary conditions were 
accurately specified for both models at each time 
step. The initial simulations in both 
investigations were conducted using steady flow 
conditions, and for these simulations uniform 
pressure or velocity boundaries were placed on 
all of the outlets. The author found this to be an 
interesting analysis method, as the flow 
condition simulated in these cases never 
occurred in reality. Taylor [13] points out that 
although steady-flow simulations cannot 

accurately capture in-cylinder motion where the 
moving piston affects the flow, it has been 
demonstrated that this flow type can predict the 
pressure loss in the inlet system. An alternative 
form of steady flow simulation would involve 
simulating a ‘snapshot’ of an unsteady 
simulation. This would involve applying 
different boundary conditions depending on 
which part of the cycle was being considered. 
 
Although Taylor’s papers [10], [13] deal 
primarily with the design of an entire inlet 
system for an automobile, from inlet to engine 
cylinder, they are still of interest here. Taylor 
quantified the losses in the different elements of 
the inlet system at high, medium and low valve 
lifts. 
 
The plenum is responsible for a proportionally 
small loss in total pressure – approximately 10% 
of the total loss for the high valve lift case, and 
less for the medium and low lift cases. This loss 
is approximately half that caused by the port 
entrances and the ports. All of these losses are 
much less than the loss caused by the valve 
clearance area. Although the plenum was 
responsible for a small proportion of the total 
pressure loss, the author concluded that the 
“Redesign of upstream regions, including the 
plenum and port entrances, can significantly 
reduce loss in these regions and overall in the 
domain, especially at higher valve lifts”. This is 
due to the effect of the quality of the flow 
leaving the plenum rather than the absolute 
pressure loss across it. 
 

4 COMPUTATIONAL FLUID DYNAMICS 
 
Since its inception, CFD has been the subject of 
much effort to validate it as an accurate research 
tool and also to ease its use and integration with 
the design process. The validation work has 
focussed on comparing the simulation output 
with experimental results in an effort to prove 
the accuracy of the method, such as the studies 
published by O’Connor and McKinley [14], 
Taylor et al. [10], [13] and Befrui [15]. Research 
has also been undertaken to quantify the 
uncertainty of a particular model or code as 
exemplified by Coleman and Sterns work [16]. 
Much work has also been covered in the area of 
mesh types by authors such as Peric [17] and 
Rexroth [18]. O’Connor and McKinley [14], 
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Taylor [13] and Befrui [15] all compare their 
CFD simulations of inlet flow with some form of 
experimental work. In these cases the 
experimental techniques used are steady flow 
rigs with the resulting flow fields measured 
using Laser Doppler Anemometry in [14] and 
[15], and Pitot tubes in [13]. 
 
One point which recurs in all the studies is the 
tendency for CFD to predict trends in the flow 
without necessarily predicting the correct values. 
Befrui states that for each individual intake port 
the “prediction error ... for the valve lift range 
shows a consistent over/under prediction of Cd”. 
It is noted that such consistency in the error is 
probably due to a systematic discrepancy and is 
therefore likely to be caused by an inaccuracy in 
the boundary conditions. In Taylor’s paper [13] 
the errors between the CFD simulation and 
experimental results varied between 12.4% and 
17.5%, with the CFD analysis under predicting 
the loss. However, the author states “Qualitative 
trends and quantitative loss prediction matched 
corresponding experimental data well, and 
displayed excellent internal consistency with 
computational results”. 
 
A method for quantifying the validation of a 
CFD model or code which takes into account 
this experimental error was developed by 
Coleman and Stern [16]. A comparison error is 
defined as being the difference between the 
experimental data and simulation values. The 
comparison error represents the combination of 
all errors present in the code. The validation 
uncertainty is defined as the combination of the 
uncertainties in the experimental data and the 
portion of uncertainties in the CFD prediction 
that can be estimated. If the magnitude of the 
comparison error is less than the validation 
uncertainty, then the model can be said to be 
valid. 
 
Another important aspect of CFD studies is the 
type of mesh used. The question of structured vs. 
unstructured meshes was investigated by 
Rexroth et al [18]. The authors point out that 
structured meshes are inherently more accurate 
than unstructured, due to a less complex grid 
topology and reduced numerical diffusion 
caused by greater quantities of triangle and 
tetrahedral cells. However, the increased 
geometrical flexibility and automatic meshing 

capabilities of unstructured meshes has led to 
their widespread use. 
 
The type of cell used in the mesh is also an 
important simulation parameter. In 2004 Peric 
[17] published a paper describing the benefits of 
polyhedral cells over tetrahedral and hexahedral 
types. Polyhedral cells are as easy to generate as 
tetrahedrals, but are much more computationally 
efficient. This is due to the greater number of 
neighbouring cells resulting in a more accurate 
calculation of gradients through the cells. He 
cites various test cases and in each and every 
case the polyhedral cells either took less 
iterations to reach a given accuracy, or reached a 
higher level of accuracy in the same number of 
iterations. 
 

5 OPTIMISATION METHODS 
 
With low cost computing enabling the design 
and simulation of many more alternate solutions 
than was previously possible with experimental 
methods, numerical optimisation techniques 
have been the subject of much research in recent 
years. Optimisation methods come in many 
forms, ranging from simple gradient based 
methods or exhaustive searches to much more 
complicated techniques such as genetic 
algorithms. All these methods share the basic 
working principle of minimising some cost 
function(s) through altering a set of variables.  
 
The cost function, which can also be referred to 
as the objective function or quality function, is a 
way of measuring the value of a given set of 
variables. This represents how ‘optimum’ the 
solution is. For a simple steady flow problem 
this could be the mass flow rate. More complex 
optimisation methods allow for multiple 
objective functions. The challenge in 
optimisation problems is often the selection of 
the correct cost function. The variables are the 
parameters that can be changed to affect the cost 
function. For the case of an airbox design, these 
variables will represent the geometry of the 
airbox. These variables may then be subject to 
certain constraints to ensure that the generated 
solution is realistic. In the optimisation of an 
airbox, one constraint could be that the airbox 
should have a volume within a range specified 
by the engine designer. A more complicated 



Proceedings of VAFSEP2006, 22-25 August 2006, Dublin, Ireland 
constraint would be the geometry of the volume 
that is available for the airbox to occupy. 
 
A comprehensive description of all the 
optimisation methods in widespread use is 
outside the scope of this paper, however two 
important methods will be described. The first is 
the gradient based analytical optimisation. In its 
simplest form, this method selects a starting 
point and calculates or derives the gradient of the 
cost function in several directions. It ‘follows’ 
the steepest path for a certain distance and then 
re-evaluates the gradient. This continues until 
the gradient is found to be zero in all directions.  
This method can only be applied to problems 
with a single continuous cost function for which 
the gradient can be found. The disadvantage of 
this method is its tendency to get ‘stuck’ in local 
minima; the success in finding the global 
minima is very dependent on the starting point. 
The advantage of this technique is its speed. 
 
The second method to be described is the genetic 
algorithm (GA). This is based on Darwin’s 
theory of Evolution. The method generates an 
initial population of solutions and evaluates them 
according to the cost function. The worst 
solutions are then ‘killed’ and the remainder 
allowed to ‘breed’ with each other according to 
various mathematical methods to replace those 
population members who had been killed off. 
Random mutations are introduced to the 
population and the evaluation of the population 
begins anew. The advantage of genetic methods 
over traditional analytical methods is that they 
are much better at finding the global minimum 
of a function rather than getting ‘stuck’ at a local 
minimum. Secondly, the method does not give a 
single best answer, but rather a set of optimal 
solutions in the region of the global minimum. 
The disadvantage of the method, especially for 
CFD use, is the computational time required by 
the many function calls. 
 
A comparison of various techniques is given by 
Eisinger and Ruprecht [19]. This paper deals 
with an optimisation study of a hydropower draft 
tube. The draft tube is represented by a number 
of cross sections connected by B-splines. These 
cross sections are parameterised, and then 
optimised. The paper discusses using a complex 
cost function or multi-objective method to take 
into account complex objectives such as 

minimising the financial cost of building the 
draft tube. However, the cost function used for 
the actual analysis was a simple pressure 
recovery factor. The conclusion of the study was 
that a gradient based search method would be 
best for the particular optimisation routine. This 
method calculated three points on the cost 
surface and then approximated a polynomial 
function through these points. The minimum was 
found and then a new polynomial was generated 
perpendicular to the original search direction. 
The authors concede that evolutionary methods 
would be more robust, but they require too many 
function calls to be practical. Another study of 
the gradient search method was performed by 
Affes [20]. Again, the reason for this choice of 
method was given as being because the genetic 
methods required too many function calls. 
Marjavaara et al. [21] also investigated the shape 
optimisation of a hydropower draft tube. 
 
Due to the genetic algorithms need for many 
function calls, many attempts have been made to 
hybridise, and therefore speed up, the genetic 
method. Three such studies were performed by 
Muyl et al. [22], Vicini and Quagliarella [23] 
and Duvigneau and Visonneau [24]. The first 
two studies added a gradient search method to 
the genetic algorithm to speed up the 
convergence. However, the gradient search 
method is implemented differently in the two 
routines. In the first study [22] the gradient 
search is performed on the elite member of the 
population only if the elite members cost does 
not reduce for a given number of consecutive 
iterations. In the second study [23], the gradient 
search method replaces the ‘standard’ mutation 
methods.  
 
Vicini and Quagliarella [23] state in the 
introduction that it is “not possible to state the 
superiority of one method over the others, if not 
with reference to a specific problem that needs to 
be faced”.  The clear implication is that the best 
optimisation technique is model specific. 
 
The studies performed showed that for a given 
GA, hybridisation is always beneficial. This 
means that either a better result was found in the 
same number of iterations, or the same result 
was found in fewer iterations when compared to 
a standard GA. In the case of the reduced 
number of computations, this varied between 
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30% and 75% of that required with the standard 
GA. Another benefit of the hybrid method was 
that the scatter in the final population of GA was 
always less with the hybrid than with the 
standard. 
 
The hybridisation applied by Duvigneau and 
Visonneau [24] was more complex than those 
described above. This method attempted to 
reduce the number of function calls, i.e. CFD 
simulations run, by approximating the cost 
surface for poorer population members with an 
Artificial Neural Network. The GA starts as 
normal, but after a certain number of iterations 
the weaker members of the population are 
approximated rather than simulated. This method 
showed a reduction in CPU time of up to 90%. A 
similar method was also described by Harinck et 
al [25]. 
 
Vantandaş and Özkol [25] published a paper 
regarding dynamic meshing of a CFD simulation 
optimised by GAs. This method involved the use 
of a mass-spring-damper distortion method, 
whereby all the cell edges connecting the 
vertices are modelled as a mass-spring-damper 
system. The mesh can then be distorted by 
moving points. Moving individual points causes 
the mesh to recompute according to the 
properties assigned to the springs etc. The 
advantage of this method is that the changes to 
the mesh happen gradually, and so there is less 
chance of a failure in the mesh generation stage. 
 

6 CONCLUSION 
 
As automotive manufacturers are forced to meet 
increasingly stringent emissions regulations, so 
each step in the design process must be 
scrutinised to ensure that each component is as 
efficient as possible. The current 1D/0D engine 
analysis is not sufficiently accurate when applied 
to flow in volumes and so the more accurate 
CFD methods should be used for analysing this 
section of the inlet system. For optimising the 
CFD model, a Genetic Algorithm hybridised 
with either a simple hill climbing algorithm or an 
Artificial Neural Network would provide a 
robust method which is efficient at reaching the 
global minimum. 
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ABSTRACT 
 
The internal combustion engines airbox serves multiple purposes, including ensuring an even 
distribution of the air/fuel mixture to each cylinder and also providing a volume into which 
pressure waves from the inlet manifold can propagate. The geometrical design of the airbox 
affects not only the pressure lost across it but also the pressure loss in the port and valve areas 
due to the velocity profile at the exit from the airbox. Due to the location of the airbox, under the 
bonnet in passenger vehicle applications, its size and shape is usually limited as a result of the 
proximity to other under-bonnet features. The shape is also limited by manufacturing and 
assembly considerations. The complexity of the flow through the airbox and the constraints 
placed upon it by the available volume in the under-bonnet area make this a challenging design 
task.  This paper reviews the current thinking on methods used to optimise Computational Fluids 
Dynamics (CFD) problems and how this could be applied to the optimisation of the airbox for an 
internal combustion engine. Special attention is given to the difficulties of applying current 
optimisation methods to transient problems. 
 
KEYWORDS:  Optimisation, Computational Fluid Dynami cs, Airboxes, Genetic 
Algorithms 
 
1 INTRODUCTION 
 
The optimisation of an internal combustion engines airbox is a broad subject which has not been 
the focus of much previous research. However, the research area can be split into many subtopics 
which have been extensively investigated. Due to its many practical applications, the most 
prominent of these areas is the study of steady and unsteady flow in pipes, which is relevant to 
the inlet and outlet of the airbox. The flow within the airbox itself is described by research 
regarding flow in volumes.  
 
Much work has also been completed to improve the performance of optimisation techniques with 
regard to complex problems, and this report will focus on optimisation methods applied to CFD 
analyses. 
 
The following sections will explore these relevant topics and previous work in their areas in 
more detail. 
 
 
 
 



 

 

2 FLOW THEORY 
 
This section will examine previous research on the theory of fluid flow in pipes and volumes. 
 
2.1 Pipe Flow 
 
Fluid flow within a pipe has been studied by many investigators, including Dean [2] [3], Taylor 
[4], Hofmann [5], Ito [6] [7] [8] and Crawford [9]. The earlier works attempted to describe the 
form of the fluid flow through the pipe, while the later works were concerned more with 
predicting the pressure loss across the pipe. 
 
Dean [2] [3] derived the streamline motion of fluid in a curved pipe and was able to show the 
presence of secondary flow, as shown in figure 2.1(a). The figure shows that the fluid closest to 
the inner edge of the pipe bend flows towards the outside of the bend, due to its higher 
centripetal acceleration. This flow is responsible for some pressure loss in the system. Taylor [4] 
was able to demonstrate the existence of secondary flow experimentally during his studies on 
turbulence in helical pipes. In his work he also discovered that transition occurs at a higher 
Reynolds number in a pipe bend than in a straight section of pipe.  

 

 
 

Figure 2.1 Secondary Flow in a Pipe Bend of circular (a) [2] and elliptical (b) cross section [3] 
 
Ito [8] predicted a similar phenomenon for flows through pipes of elliptical and rectangular cross 
sections, as shown in figure 2.1(b). The streamlines were derived analytically using the method 
of successive approximation, and for both cases helical motion of fluid through the curved pipe 
was found. However, it can be seen that rather than the two eddies, four are present in this type 
of pipe flow. Ito does not cite any experimental work to validate this analysis. 
 
Hofmann [5] and Ito [6] performed similar experiments to quantify the losses across pipe bends. 
The authors used different methods to describe the pressure loss across the bend, as shown in 
figure 2.2. Hofmann calculated the pressure loss based on the difference between the pressure 
lost in the bend and that lost in a straight section of pipe of identical length. In figure 2.2 this 
corresponds to the pressure difference between C and C’, D and D’ and E and E’. Ito calculated 
the loss of the entire pipe entity, represented by the difference between C and C’’, D and D’’ and 
E and E’’.  Ito argued that his method made the loss easier to calculate and was a better 
representation of the reality of designing a pipework system. Although they used different 
methods, the trend of the results for both studies were similar.  
 



 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2.2 Pressure Loss Measurement [6] 
 
One of the most significant points made in both papers was the importance of meticulous 
preparation of the test specimens. Both Ito and Hofmann report that the scatter in previous 
experimental studies was probably due to poor preparation of the specimens to be tested. 
 
2.2 Flow in Volumes 
 
Much work has been completed on the subject of flow in pipes, however very little work has 
been published on the theory of flow within volumes. Blair [1] describes the analysis of a 
plenum as “the particle velocity is so low as to be always considered as zero in any 
thermodynamic analysis”. This method is applied to the engine modelling code developed at 
Queen’s University Belfast. 
 
The code defines the plenum as a zero-dimensional volume. The massflow into and out of the 
plenum will be known, as will the static enthalpy. An iterative process is then used to find the 
temperature and mass of fluid in the volume. This is then used to calculate the pressure. This is 
not a very accurate method for simulating plenums, as it contains no geometrical information 
regarding the volume or the relative positions of inlet and outlet. The zero velocity assumption is 
also not strictly correct, although the flow velocity in the plenum is small relative to that in the 
rest of the inlet tract. 
 
3 AIRBOX DESIGN 
 
Although the subject of intake design has been studied in some depth, for example by Taylor et 
al [10], few papers have been published regarding the design of airboxes for use with IC 
Engines. De Vita, et al [11] and Maynes, et al [12] investigated the simulation of airboxes for use 
with racing engines. 
 
Both Maynes [12] and De Vita [11] used numerous methods to analyse the airboxes. Steady and 
Unsteady CFD were used on the airbox model in isolation while in the study presented by 
Maynes, the airbox was also simulated by coupling an unsteady CFD and 1D/0D Engine 
simulation code. This simulation ensured that boundary conditions were accurately specified for 
both models at each time step. 



 

 

 
The initial simulations in both investigations were conducted using steady flow conditions, and 
for these simulations uniform pressure or velocity boundaries were placed on all of the outlets. 
The author found this to be an interesting analysis method, as until this point it was assumed that 
any simulation, being steady or unsteady, should represent some actual flow situation. The 
described simulation method would never occur in reality, as it depicts all of the engine cylinders 
on an intake stroke simultaneously. Although this appears to be a standard analysis feature, the 
author believes that even a steady flow simulation should be representative of a flow case that 
would happen in reality; i.e. it should be a ‘snapshot’ of an unsteady analysis. This would 
involve specifying different boundaries for each of the outlets depending on which part of the 
cycle was being considered. This point is addressed by Taylor [13] who points out that although 
steady-flow simulations cannot accurately capture in-cylinder motion where the moving piston 
affects the flow, it has been demonstrated that this flow type can predict the pressure loss in the 
inlet system 
 
Although Taylor’s papers [10] [13] deal primarily with the design of an entire inlet system for an 
automobile, from inlet to engine cylinder, they are still of interest here. Taylor quantified the 
losses in the different elements of the inlet system at high, medium and low valve lifts. These are 
represented graphically in figure 3.1 
 
 
 
 
 
 
 
 
 
 

 
Figure 3.1 Region-by-Region Computed Loss Normalised 

by Experimental Total Loss [32] 
 
The plenum is responsible for a proportionally small loss in total pressure – approximately 10% 
of the total loss for the high valve lift case, and less for the medium and low lift cases. This loss 
is approximately half that caused by the port entrances and the ports. All of these losses are 
much less than the loss caused by the valve clearance area. Although the plenum was responsible 
for a small proportion of the total pressure loss, the author concluded that the “Redesign of 
upstream regions, including the plenum and port entrances, can significantly reduce loss in these 
regions and overall in the domain, especially at higher valve lifts”. This is due to the effect of the 
quality of the flow leaving the plenum rather than the absolute pressure loss across it. 
 
4 COMPUTATIONAL FLUID DYNAMICS 
 
Since its inception, CFD has been the subject of much effort to validate it as an accurate research 
tool and also to ease its use and integration with the design process. The validation work has 
focussed on comparing the simulation output with experimental results in an effort to prove the 
accuracy of the method, such as the studies published by O’Connor and McKinley [14], Taylor 
et al. [10], [13] and Befrui [15]. Research has also been undertaken to quantify the uncertainty of 



 

 

a particular model or code as exemplified by Coleman and Sterns work [16]. Much work has also 
been covered in the area of mesh types by authors such as Peric [17] and Rexroth [18]. 
O’Connor and McKinley [14], Taylor [13] and Befrui [15] all compare their CFD simulations of 
inlet flow with some form of experimental work. In these cases the experimental techniques used 
are steady flow rigs with the resulting flow fields measured using Laser Doppler Anemometry in 
[14] and [15], and Pitot tubes in [13]. 
 
One point which recurs in all the studies is the tendency for CFD to predict trends in the flow 
without necessarily predicting the correct values. Befrui states that for each individual intake 
port the “prediction error ... for the valve lift range shows a consistent over/under prediction of 
Cd”. It is noted that such consistency in the error is probably due to a systematic discrepancy and 
is therefore likely to be caused by an inaccuracy in the boundary conditions. In Taylor’s paper 
[13] the errors between the CFD simulation and experimental results varied between 12.4% and 
17.5%, with the CFD analysis under predicting the loss. However, the author states “Qualitative 
trends and quantitative loss prediction matched corresponding experimental data well, and 
displayed excellent internal consistency with computational results”. The errors are attributed to 
three main factors. Firstly, the standard k-ε turbulence model under predicts shear stress in flows 
with sharp streamline curvature and adverse pressure gradients. Secondly, the wall functions 
built into the model limit accuracy as the y+ values cannot be met for each cell without knowing 
the entire velocity field before meshing the geometry. Lastly, there may have been errors in the 
experimental results, such as probe misalignment or transient effects. This is an important point, 
as it must be remembered that experimental results are rarely 100% accurate. 
 
A method for quantifying the validation of a CFD model or code which takes into account this 
experimental error was developed by Coleman and Stern [16]. A comparison error is defined as 
being the difference between the experimental data and simulation values. The comparison error 
represents the combination of all errors present in the code. The validation uncertainty is defined 
as the combination of the uncertainties in the experimental data and the portion of uncertainties 
in the CFD prediction that can be estimated. 
 
If the magnitude of the comparison error is less than the validation uncertainty, then the model 
can be said to be valid. Methods are given to calculate these parameters, based partially on new 
techniques, and partially on established methods - in particular, the methods established by 
Coleman and Stern regarding uncertainty analysis. The parameters are all calculated in terms of 
various other uncertainties, for example the simulation numerical uncertainty, the simulation 
modelling uncertainty arising from using previous experimental data and the simulation 
modelling uncertainty arising from modelling assumptions. However there is no known way to 
calculate the latter uncertainty, and this leads to the validation method being altered to comprise 
only of the known values. 
 
Another important aspect of CFD studies is the type of mesh used. The question of structured vs. 
unstructured meshes was investigated by Rexroth et al [18]. The authors point out that structured 
meshes are inherently more accurate than unstructured, due to a less complex grid topology and 
reduced numerical diffusion caused by greater quantities of triangle and tetrahedral cells. 
However, the increased geometrical flexibility and automatic meshing capabilities of 
unstructured meshes has led to their widespread use. 
 
A technique for generating an ‘Accelerated Convergence’ mesh was also investigated. This 
involves generating a mesh with larger cells in areas where no steep gradients in flow quantities 



 

 

will be found. Thus, the number of cells is reduced, and information can pass more easily from 
inlet to outlet – enhancing the coupling between distant parts of the mesh. An example of a 
comparison between a standard mesh (top) and an accelerated convergence mesh (bottom) is 
shown in figure 4.1. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4.1 Accelerated Convergence Mesh [18] 
 
The type of cell used in the mesh is also an important simulation parameter. In 2004 Peric [17] 
published a paper describing the benefits of polyhedral cells over tetrahedral and hexahedral 
types. Polyhedral cells are as easy to generate as tetrahedrals, but are much more 
computationally efficient. This is due to the greater number of neighbouring cells resulting in a 
more accurate calculation of gradients through the cells. He cites various test cases and in each 
and every case the polyhedral cells either took less iterations to reach a given accuracy, or 
reached a higher level of accuracy in the same number of iterations. 
 
5 OPTIMISATION METHODS 
 
With low cost computing enabling the design and simulation of many more alternate solutions 
than was previously possible with experimental methods, numerical optimisation techniques 
have been the subject of much research in recent years. Optimisation methods come in many 
forms, ranging from simple gradient based methods or exhaustive searches, to much more 
complicated techniques such as genetic algorithms. All these methods share the basic working 
principle of minimising some cost function(s) through altering a set of variables.  
 
The cost function, which can also be referred to as the objective function or quality function, is a 
way of measuring the value of a given set of variables. This represents how ‘optimum’ the 
solution is. For a simple steady flow problem this could be the mass flow rate. More complex 
optimisation methods allow for multiple objective functions. The challenge in optimisation 
problems is often the selection of the correct cost function. The variables are the parameters that 
can be changed to affect the cost function. For the case of an airbox design, these variables will 
represent the geometry of the airbox. These variables may then be subject to certain constraints 
to ensure that the generated solution is realistic. In the optimisation of an airbox, one constraint 
could be that the airbox should have a volume within a range specified by the engine designer. A 
more complicated constraint would be the geometry of the volume that is available for the airbox 
to occupy. 
 



 

 

A comprehensive description of all the optimisation methods in widespread use is outside the 
scope of this paper, however two important methods will be described. The first is the gradient 
based analytical optimisation.  It involves finding the derivative of the cost function, and 
equating this to zero. The roots of the derivative functions are then found; these roots will form a 
family of lines, the intersection of which represent the extrema of the cost function. However, no 
indication is given as to which of these extrema is the global minimum. To find the global 
minimum, the cost function is evaluated at each of the derivative extrema, and this list is then 
searched for the global minimum. This method can only be applied to problems with a single 
continuous cost function for which the gradient can be found. The disadvantage of this method is 
its tendency to get ‘stuck’ in local minima; the success in finding the global minima is very 
dependent on the starting point. The advantage of this technique is its speed. 
 
The second method to be described is the genetic algorithm (GA). This is based on Darwin’s 
theory of Evolution. The method generates an initial population of solutions and evaluates them 
according to the cost function. The worst solutions are then ‘killed’ and the remainder allowed to 
‘breed’ with each other according to various mathematical methods to replace those population 
members who had been killed off. Random mutations are introduced to the population and the 
evaluation of population begins anew. The advantage of genetic methods over traditional 
analytical methods is that they are much better at finding the global minimum of a function 
rather than getting ‘stuck’ at a local minimum. Secondly, the method does not give a single best 
answer, but rather a set of optimal solutions in the region of the global minimum. The 
disadvantage of the method, especially for CFD use, is the computational time required by the 
many function calls. 
 
A comparison of various techniques is given by Eisinger and Ruprecht [19]. This paper deals 
with an optimisation study of a hydropower draft tube. The draft tube is represented by a number 
of cross sections connected by B-splines. These cross sections are parameterised, and then 
optimised. The paper discusses using a complex cost function or multi-objective method to take 
into account complex objectives such as minimising the financial cost of building the draft tube. 
However, the cost function used for the actual analysis was a simple pressure recovery factor. 
The conclusion of the study was that a gradient based search method would be best for the 
particular optimisation routine. This method calculated three points on the cost surface and then 
approximated a polynomial function through these points. The minimum was found and then a 
new polynomial was generated perpendicular to the original search direction. The authors 
concede that evolutionary methods would be more robust, but they require too many function 
calls to be practical. Another study of the gradient search method was performed by Affes [20]. 
Again, the reason for this choice of method was given as being because the genetic methods 
required too many function calls. Marjavaara et al. [21] also investigated the shape optimisation 
of a hydropower draft tube. 
 
Due to the genetic algorithms need for many function calls, many attempts have been made to 
hybridise, and therefore speed up, the genetic method. Three such studies were performed by 
Muyl et al. [22], Vicini and Quagliarella [23] and Duvigneau and Visonneau [24]. The first two 
studies added a gradient search method to the genetic algorithm to speed up the convergence. 
However, the gradient search method is implemented differently in the two routines. In the first 
study [22] the gradient search is performed on the elite member of the population only if the elite 
members cost does not reduce for a given number of consecutive iterations. In the second study 
[23], the gradient search method replaces the ‘standard’ mutation methods. In both cases, the 
gradient search only performs a few iterations – full convergence is not required. 



 

 

 
Vicini and Quagliarella [23] state in their introduction that it is “not possible to state the 
superiority of one method over the others, if not with reference to a specific problem that needs 
to be faced”.  The clear implication is that the best optimisation technique is model specific. 
 
The studies performed showed that for a given GA, hybridisation is always beneficial. This 
means that either a better result was found in the same number of iterations, or the same result 
was found in fewer iterations when compared to a standard GA. In the case of the reduced 
number of computations, this varied between 30% and 75% of that required with the standard 
GA. Another benefit of the hybrid method was that the scatter in the final population of GA was 
always less with the hybrid than with the standard. 
 
The hybridisation applied by Duvigneau and Visonneau [24] was more complex than those 
described above. This method attempted to reduce the number of function calls, i.e. CFD 
simulations run, by approximating the cost surface for poorer population members with an 
Artificial Neural Network. The GA starts as normal, but after a certain number of iterations the 
weaker members of the population are approximated rather than simulated. This method showed 
a reduction in CPU time of up to 90%. However, the authors identified that the selection of when 
to begin the approximations was crucial to the performance of the method, and that this selection 
was also model dependent. A similar method was also described by Harinck et al [25]. 
 
Malkawi et al [25] looked at a GA applied to the CFD simulation of a ventilation system. The 
paper highlighted the performance of the GA, but also proposed an interesting approach to 
constraining the parametric model. If the mesh failed to generate due to inappropriate geometry, 
or a particular parameter was outside the desired limits, the program assigned a high value to this 
members cost function. This ensured the member would be killed in the next iteration, and so 
inappropriate values were ‘bred out’ of the population, rather than specified at the beginning. 
 
Vantandaş and Özkol [26] published a paper regarding dynamic meshing of a CFD simulation 
optimised by GAs. This method involved the use of a mass-spring-damper distortion method, 
whereby all the cell edges connecting the vertices are modelled as a mass-spring-damper system. 
The mesh can then be distorted by moving points. Moving individual points causes the mesh to 
recompute according to the properties assigned to the springs etc. The advantage of this method 
is that the changes to the mesh happen gradually, so there is less chance of a failure in the mesh 
generation stage. 
 
6 CONCLUSION 
 
As automotive manufacturers are forced to meet increasingly stringent emissions regulations, so 
each step in the design process must be scrutinised to ensure that each component is as efficient 
as possible. The current 1D/0D engine analysis is not sufficiently accurate when applied to flow 
in volumes and so the more accurate CFD methods should be used for analysing this section of 
the inlet system. For optimising the CFD model, a Genetic Algorithm hybridised with either a 
simple hill climbing algorithm or an Artificial Neural Network would provide a robust method 
which is efficient at reaching the global minimum. 
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ABSTRACT 

The geometrical design of the airbox for an internal 
combustion engine has a significant effect on the 
pressure loss in the entire inlet tract. Due to the location 
of the airbox, its size and shape is usually limited as a 
result of the proximity to other under-bonnet features. 
The shape is also limited by manufacturing, assembly 
and NVH considerations. The complexity of the unsteady 
flow through the airbox and the constraints placed upon it 
by the available volume in the under-bonnet area make 
this a challenging design task.  This paper reviews the 
current thinking on methods used to optimize 
Computational Fluids Dynamics (CFD) problems and 
how this would apply to the optimization of an airbox for 
an internal combustion engine. The paper then goes on 
to detail the findings of the initial validation work on the 
CFD method for predicting the pressure loss through an 
airbox. An optimization case study is then presented 
based on one of the models used for the validation.  

INTRODUCTION 

The optimization of an internal combustion engine’s 
airbox is a broad subject which has not been the focus of 
much published research in the past. However, the area 
can be split into many subtopics which have been 
extensively investigated and reported. Due to its many 
practical applications, the most prominent of these areas 
is the study of steady and unsteady flow in pipes, which 
is relevant to the inlet and outlet of the airbox. The flow 
within the airbox itself is described by research regarding 
flow in volumes.  

Much work has also been completed to improve the 
performance of optimization techniques with regard to 
complex problems, and this report will focus on 
optimization methods applied to CFD analyses. 

The following sections will explore the areas of airbox 
design and optimization methods in more detail. 

 

AIRBOX DESIGN 

Although the subject of intake design has been studied in 
some depth, for example by Taylor et al [1], few papers 
have been published regarding the design of airboxes for 
use with IC Engines. De Vita, et al [2] and Maynes, et al 
[3] investigated the simulation of airboxes for use with 
racing engines. 

Both De Vita [2] and Maynes [3] used numerous 
methods to analyze the airboxes. Steady and unsteady 
CFD were used on the airbox model in isolation and in 
the study presented by Maynes, the airbox was also 
simulated by coupling an unsteady CFD and 1D/0D 
engine simulation code. This simulation ensured that 
boundary conditions were accurately specified for both 
models at each time step. 

The initial simulations in both investigations were 
conducted using steady flow conditions, and for these 
simulations uniform pressure or velocity boundaries were 
placed on all of the outlets. The author found this to be 
an interesting analysis method, as until this point it was 
assumed that any simulation, being steady or unsteady, 
should represent some actual flow situation. The 
described simulation method would never occur in 
reality, as it depicts all of the engine cylinders on an 
intake stroke simultaneously. Although this appears to be 
a standard analysis feature, the author believes that 
even a steady flow simulation should be representative 
of a flow case that would happen in reality; i.e. it should 
be a ‘snapshot’ of an unsteady analysis. This would 
involve specifying different boundaries for each of the 
outlets, depending on which stroke they were currently 
on. This point is addressed by Taylor [4], who points out 
that although steady-flow simulations cannot accurately 
capture in-cylinder motion where the moving piston 
affects the flow, it has been demonstrated that this flow 
type can predict the pressure loss in the inlet system 

Although Taylor’s papers [1, 4] deal primarily with the 
design of an entire inlet system for an automobile, from 
inlet to engine cylinder, they are still of interest here. 
Taylor quantified the losses in the different elements of 



the inlet system at high, medium and low valve lifts. 
These are represented graphically in figure 1. 

Figure 1 - Region-by-Region Computed Loss Normalized by 
Experimental Total Loss [4] 

The plenum is responsible for a proportionally small loss 
in total pressure – approximately 10% of the total loss for 
the high valve lift case, and less for the medium and low 
lift cases. This loss is approximately half that caused by 
the port entrances and the ports. All of these losses are 
much less than the loss caused by the valve clearance 
area. Although the plenum was responsible for a small 
proportion of the total pressure loss, the author 
concluded that the “Redesign of upstream regions, 
including the plenum and port entrances, can 
significantly reduce loss in these regions and overall in 
the domain, especially at higher valve lifts”. This is due to 
the effect of the quality of the flow leaving the plenum 
rather than the absolute pressure loss across it. 

OPTIMIZATION METHODS 

With low cost computing enabling the design and 
simulation of many more alternate solutions than was 
previously possible with experimental methods, 
numerical optimization techniques have been the subject 
of much research in recent years. Optimization methods 
come in many forms, ranging from simple gradient based 
methods or exhaustive searches, to much more 
complicated techniques such as genetic algorithms. All 
these methods share the basic working principle of 
minimizing some cost function(s) through altering a set 
of variables.  

The cost function, which can also be referred to as the 
objective function or quality function, is a way of 
measuring the value of a given set of variables. This 
represents how ‘optimum’ the solution is. For a simple 
steady flow problem this could be the mass flow rate. 
More complex optimization methods allow for multiple 
objective functions. The challenge in optimization 
problems is often the selection of the correct cost 
function. The variables are the parameters that can be 
changed to affect the cost function. For the case of an 
airbox design, these variables will represent the 

geometry of the airbox. These variables may then be 
subject to certain constraints to ensure that the 
generated solution is realistic. In the optimization of an 
airbox, one constraint could be that the airbox should 
have a volume greater than some minimum generated 
by the engine designer. A more complicated constraint 
would be the geometry of the volume that is available for 
the airbox to fill. 

A comprehensive description of all the optimization 
methods in widespread use is outside the scope of this 
paper; however two important methods will be described. 
The first is the gradient based analytical optimization.  It 
involves finding the derivative of the cost function, and 
equating this to zero. The roots of the derivative 
functions are then found; these roots will form a family of 
lines, the intersection of which represents the extrema of 
the cost function. However, no indication is given as to 
which of these extrema is the global minimum. To find 
the global minimum, the cost function is evaluated at 
each of the derivative extrema, and this list is then 
searched for the global minimum. This method can only 
be applied to problems with a single continuous cost 
function for which the gradient can be found. The 
disadvantage of this method is its tendency to get ‘stuck’ 
in local minima; the success in finding the global minima 
is very dependent on the starting point. The advantage of 
this technique is its speed. 

The second method to be described is the genetic 
algorithm (GA). This is based on Darwin’s Theory of 
Evolution. The method generates an initial population of 
solutions and evaluates them according to the cost 
function. The worst solutions are then ‘killed’ and the 
remainder allowed to ‘breed’ with each other according to 
various mathematical methods to replace those 
population members who had been killed off. Random 
mutations are introduced to the population and the 
evaluation of population begins anew. The advantage of 
genetic methods over traditional analytical methods is 
that they are much better at finding the global minimum 
of a function rather than getting ‘stuck’ at a local 
minimum. Secondly, the method does not give a single 
best answer, but rather a set of optimal solutions in the 
region of the global minimum. The disadvantage of the 
method, especially for CFD use, is the computational 
time required by the many function calls. 

A comparison of various techniques is given by Eisinger 
and Ruprecht [5]. This paper deals with an optimization 
study of a hydropower draft tube. The draft tube is 
represented by a number of cross sections connected by 
B-splines. These cross sections are parameterized, and 
then optimized. The paper discusses using a complex 
cost function or multi-objective method to take into 
account complex objectives such as minimizing the 
financial cost of building the draft tube. However, the 
cost function used for the actual analysis was a simple 
pressure recovery factor. The conclusion of the study 
was that a gradient based search method would be best 
for the particular optimization routine. This method 
calculated three points on the cost surface and then 
approximated a polynomial function through these 



points. The minimum was found and then a new 
polynomial was generated perpendicular to the original 
search direction. The authors concede that evolutionary 
methods would be more robust, but they require too 
many function calls to be practical. Another study to use 
a gradient search method was performed by Affes [6]. 
Again, the reason for this choice of method was given as 
being because the genetic methods required too many 
function calls. Marjavaara et al. [7] also investigated the 
shape optimization of a hydropower draft tube. 

Due to the genetic algorithm’s need for many function 
calls, many attempts have been made to hybridize, and 
therefore speed up, the genetic method. Three such 
studies were performed by Muyl et al. [8], Vicini and 
Quagliarella [9] and Duvigneau and Visonneau [10]. The 
first two studies added a gradient search method to the 
genetic algorithm to speed up the convergence. 
However, the gradient search method is implemented 
differently in the two routines. In the first study [8] the 
gradient search is performed on the elite member of the 
population only if the elite member’s cost does not 
reduce for a given number of consecutive iterations. In 
the second study [9], the gradient search method 
replaces the ‘standard’ mutation methods. In both cases, 
the gradient search only performs a few iterations – full 
convergence is not required. 

Vicini and Quagliarella [9] state in the introduction that it 
is “not possible to state the superiority of one method 
over the others, if not with reference to a specific 
problem that needs to be faced”.  The clear implication is 
that the best optimization technique is model specific. 

The studies performed showed that for a given GA, 
hybridization is always beneficial. This means that either 
a better result was found in the same number of 
iterations, or the same result was found in fewer 
iterations when compared to a standard GA. In the case 
of the reduced number of computations, this varied 
between 30% and 75% of that required with the standard 
GA. Another benefit of the hybrid method was that the 
scatter in the final population of GA was always less with 
the hybrid than with the standard. 

The hybridization applied by Duvigneau and Visonneau 
[10] was more complex than those described above. 
This method attempted to reduce the number of function 
calls, i.e. CFD simulations run, by approximating the cost 
surface for poorer population members with an Artificial 
Neural Network. The GA starts as normal, but after a 
certain number of iterations the weaker members of the 
population are approximated rather than simulated. This 
method showed a reduction in CPU time of up to 90%. 
However, the authors identified that the selection of 
when to begin the approximations was crucial to the 
performance of the method, and that this selection was 
also model dependent. A similar method was also 
described by Harinck et al [11]. 

Malkawi et al [12] looked at a GA applied to the CFD 
simulation of a ventilation system. The paper highlighted 

the performance of the GA, but also proposed an 
interesting approach to constraining the parametric 
model. If the mesh failed to generate due to 
inappropriate geometry, or a particular parameter was 
outside the desired limits, the program assigned a high 
value to this members cost function. This ensured the 
member would be killed in the next iteration, and so 
inappropriate values were ‘bred out’ of the population, 
rather than specified at the beginning. 

Vantandaş and Özkol [13] published a paper regarding 
dynamic meshing of a CFD simulation optimized by GAs. 
This method involved the use of a mass-spring-damper 
distortion method, whereby all the cell edges connecting 
the vertices are modeled as a mass-spring-damper 
system. The mesh can then be distorted by moving 
points. Moving individual points causes the mesh to 
recompute according to the properties assigned to the 
springs etc. The advantage of this method is that the 
changes to the mesh happen gradually, and so there is 
less chance of a failure in the mesh generation stage. 

AIRBOX TESTING AND CFD SIMULATION 

After considering various options, a decision was taken 
to conduct initial procedural development on an 
experimental airbox, manufactured in-house, based on 
the airbox from a 450 cm3 single-cylinder spark-ignition 
engine. The experimental airbox was considered to be 
an appropriate size and volume for rig testing. 

While the flow within an internal combustion engine is 
highly unsteady, this paper considers only steady flow 
conditions. This was a pragmatic decision to enable 
progress on what is already a highly resource intensive 
test and simulation exercise. 

Initial work concentrated on assessing the pressure loss 
across the experimental set-up of: upstream pipe, airbox 
and downstream pipe. This was conducted both 
experimentally and numerically to assess the level of 
correlation between the experimental approach and the 
CFD model. 

AIRBOX GEOMETRIES 

The airbox to be tested had a volume of approximately 
4500 cm3. For the initial studies it was decided that the 
airbox should be a cube, and hence had square sides of 
length 165mm. This was to allow the airbox to be simple 
to manufacture and also relatively straightforward to 
generate through scripts in a CAD environment. 

The diameters of the inlet and outlet pipes were fixed at 
25.4 mm to ensure their compatibility with existing 
experimental equipment at QUB. Both the inlet and outlet 
were centered on their respective faces.  

The first airbox geometry, named the 180T1, had an 
angle of 180 degrees between the inlet and outlet, as 
shown in figure 2. The second airbox was named the 
270T1 and had an angle of 270 degrees between inlet 



and outlet. This can be seen in figure 3. Both airboxes 
had a bellmouth entry to the outlet pipe of radius 3.3 mm. 

 

Figure 2 - 180T1 Airbox 

 

Figure 3 - 270T1 Airbox 

STEADY FLOW TESTING 

Steady flow testing was conducted on an in-house test 
rig, to provide validation data for the CFD airbox 
simulations. The tests measured the pressure in the 
upstream and downstream pipes at numerous locations; 
which allowed the computer pressure trace to the 
compared with the measured values. 

Validation of the flow within the airbox itself could not be 
carried out in a non-intrusive manner using the current 
test rig at QUB and so this area will be the subject of a 
Particle Image Velocimetry analysis at a later date. 

 

Steady Flow Test Rig 

The test rig was based on a setup previously used to 
measure the pressure losses in bends and junctions [8]. 

In the case of the airbox test setup, the rig consisted of 
two pipes connected upstream and downstream of the 
test section, with total lengths of 2540 mm and 3050 mm 
respectively. The pipes had thirty pressure measurement 
locations, located both axially and radially along the pipe. 
The axial locations are shown in figure 4. The upstream 
pipe was connected to an inlet section that incorporated 
two flow-straighteners. 

Pipe Pressure Measurement Locations (mm)
Upstream 127,254,1270,2286

Downstream 127,254,508,762,1016,1270,1524,1778,2286  

Figure 4 - Axial Measurement Locations 

These pressure tapings were connected to a multiplexor 
system using flexible PVC tubing. The multiplexor 
system enabled all 30 pressure readings to be made 
using a single differential pressure transducer. The high 
pressure side of this differential transducer was 
connected to pressure tap located closest to the inlet of 
the upstream pipe, and so the transducer recorded 
pressure loss relative to this point. All the transducers 
well calibrated before testing using a Druck Pressure 
Calibrator. 

Mass flow was recorded using an orifice plate with a 
single absolute pressure transducer located upstream 
and a differential pressure transducer across it. The size 
of the orifice plate was chosen depending on the desired 
mass flow rate. The orifice plate was located 
downstream from the downstream pipe. Temperature 
was recorded by two resistance thermocouples located 
at the inlet of the system.  

These sensors were passed to two data acquisition units 
which were controlled by a computer running Microsoft 
Visual Basic code developed in-house.  

The test rig was connected to a vacuum tank which was 
evacuated prior to testing. A valve downstream of the 
orifice plate was used to control the mass flow rate. This 
valve was adjusted by the operator during the test to 
ensure that the mass flow rate did not significantly vary 
from the target rate. Maximum deviations from the target 
rate were typically around 0.1 g/s. 

Test Airboxes 

The airbox was designed in a modular format to allow an 
easy changeover between different configurations. The 
sides of the airbox were manufactured as separate 
pieces from 1.4 mm aluminum sheet, which was cut and 
folded into shape. During assembly, the sides and 
corners were sealed using silicone sealant, and the 
resultant assembly was then leak tested to ensure no 
gaps remained. 

 



Test specifications 

The two airbox configurations were tested at 4 different 
mass flow rates. These were 20, 25, 30, and 35 g/s. For 
the Yamaha 450 engine, which the tests were based on, 
this corresponded to engine speeds of approximately 
5300, 6100, 6800 and 7500 rev/min. The tests were 
each conducted three times to reduce measurement 
errors. 

Ideally the testing would have included mass flow rates 
of 40 g/s and 45 g/s but unfortunately the available orifice 
plates and differential transducers precluded this as the 
pressure transducer read full scale deflection at 
approximately 37 g/s. These values would have 
corresponded with engine speeds of approximately 
8300rpm and 9500rpm. 

CFD MODELS 

The two airbox geometries were generated using scripts 
run in expert mode of Star-Design v4.02. The geometry 
was then meshed with polyhedral internal cells and two 
layers of prismatic cells on the surface. 

The models were exported and opened in Star-CCM+ 
v2.01. A mass flow boundary was assigned to the inlet, 
which allowed the mass flow to be changed to mirror that 
recorded during the steady flow experimental testing. 
The outlet was assigned as a flow split outlet with a split 
ratio of 1..The k-omega turbulence model was used 
along with the Realizable Two-Layer wall model.  

The models were run until the residuals for continuity, 
momentum, turbulent kinetic energy and turbulent 
dissipation rate reached levels below 0.001, or the mass 
flow averaged pressure at outlet had stayed within a 1 Pa 
limit for 20 iterations.  

RESULTS 

Results for the 180T1 Airbox for differing mass flow rates 
are shown in figures 5 - 8. 

It can be seen that in general the accuracy of the 
simulations increase with the mass flow rate. Figures 5, 
6 and 7 show a steadily decreasing under-prediction of 
the pressure loss in the pipe section; while figure 8 
shows good correlation. For the loss in the pipe, figure 7 
shows that at a mass flow rate of 30 g/s the pipe loss is 
predicted most accurately, where the CFD simulation 
over-predicts the loss by 4.4%. 

For all the simulations, the CFD under-predicted the 
pressure lost in the airbox, again with the accuracy 
improving with flow rate. The 30 g/s and 35 g/s 
simulations were most accurate, with the CFD under-
predicting the pressure loss by 16% and 12.7% 
respectively. 

Results for the 270T1 Airbox for differing mass flow rates 
are shown in figures 9 - 12. 

Although the trends are similar to the 180T1 airbox, it 
can be seen that in general the total pressure lost in the 
system was predicted more consistently in the 270T1 
model. Although the 20 g/s model shows significant 
errors in the prediction of the pressure lost in the volume 
and the outlet pipe, for the other mass flow rates the 
results are more accurate. 

Again, all the CFD models under-predicted the pressure 
loss in the system. It was found that for the 30 g/s and 35 
g/s models, the CFD over-predicted the pressure loss in 
the pipes by 12.3% and 11.2% respectively, but under-
predicted the loss in the airbox by 15.8% and 17.3% 
respectively. 

Overall the results are seen to provide reasonable 
correlation and enough confidence was gained from this 
process to progress with the optimization using CFD 
alone. 
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Figure 5 - Pressure Loss in 180T1 Airbox at 20 g/s 
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Figure 6 - Pressure Loss in 180T1 Airbox at 25 g/s 
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Figure 7 - Pressure Loss in 180T1 Airbox at 30g/s 
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Figure 8 - Pressure Loss in 180T1 Airbox at 35g/s 
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Figure 9 - Pressure Loss in 270T1 Airbox at 20g/s 
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Figure 10 - Pressure Loss in 270T1 Airbox at 25g/s 
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Figure 11 - Pressure Loss in 270T1 Airbox at 30g/s 
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Figure 12 - Pressure Loss in 270T1 Airbox at 35g/s 



AIRBOX OPTIMISATION 

The general form of an optimisation process based on 
simulation is shown in figure 13. The following sections 
will describe how this general process was applied to the 
case of simulating the initial design, and how this design 
was then optimised. 

DEFINITION OF INITIAL PARAMETERS 

This optimisation case is based on the airbox described 
previously and shown in figure 3. The initial airbox design 
was a cube with sides of 165 mm in length. The inlet and 
outlet were centred on their respective faces. A 3.3 mm 
bellmouth was applied to the outlet. 

 

 

Figure 13 – Optimisation Process 

MODEL INITIAL PARAMETERS AND PROBLEM 
DEFINITION 

The initial airbox design was modelled as detailed 
previously in the CFD Models section. For the 
optimization, a mass flow rate of 35 g/s was applied to 
the inlet, which corresponded to an engine speed of 
approximately 7500 rev/min. Although it was desirable to 
test the airbox at a higher mass flow rate, this was not 
possible due to limitations in the test apparatus used for 
simulation validation. 

The SST (Menter) k-ω turbulence model was used for 
the simulation. Some initial simulations were run with an 
ideal gas density model, but this was found to cause 

simulation instability. It was assumed that due to the 
relatively low flow speed and pressure the constant 
density model would provide sufficiently accurate results. 

RUN SIMULATION 

The simulations were run using Star CCM+ until 
convergence was reached. The convergence criteria was 
as detailed previously in the CFD Models section. 

EVALUATE SIMULATION 

The objective function of the simulation was the mass 
averaged pressure drop across the test section. Scripts 
were developed to extract the mass flow averaged total 
pressure at inlet and outlet. The difference between 
these two values was the cost of the simulation. 

This completed the simulation of the initial design, and 
formed the framework that the optimisation strategy 
would adhere to.  

OPTIMIZATION PROCESS 

The optimisation strategy was implemented using 
modeFRONTIER v3.1. This allowed the CFD software to 
be integrated with various optimization techniques. To 
optimize the airbox, the software required a fully 
automated simulation process, from model creation to 
results extraction. The software also required that the 
model be fully parametric. 

To automate the process, scripts were written for both 
Star Design and Star CCM+. A single script created the 
model and mesh in Star Design. Four separate java 
scripts were written for CCM+. The first set the boundary 
conditions, turbulence model, and initial conditions. The 
second set the stopping criteria with the third initialising 
and running the simulation. The fourth extracted the 
mass averaged pressure data once the simulation was 
completed. A Linux bash script was then also needed to 
run Star Design and Star CCM+ with the correct scripts 
in the correct sequence. 

PARAMETERIZATION OF THE MODEL 

Parameterizing a model for a shape optimisation is a 
complex task, as within the constraint volume the model 
should be able to take any shape. This means that the 
parameterization should allow the object to be purely 
spherical, purely cuboid, or any multitude of shapes in 
between. 

Most parameterisation strategies fall short of this goal, as 
the number of input variables would make the design 
space prohibitively large to search. The parameterisation 
will then be acting as a constraint as it will assume a 
general shape at the beginning of the optimisation when 
in fact the optimum may be a completely different shape. 
Until more powerful computing power and more efficient 
optimisation methods become available, this is one of 
the inherent problems with any optimisation routine. 
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As the original airbox in this case was a cube, this was 
an obvious place to start the parameterisation. To reduce 
the number of variables, it was decided to assume the 
model would be symmetrical about a plane defined by 
the centreline of the inlet and outlet pipes.  To then 
define the cube by co-ordinate points required 12 
variables, the x y and z coordinates of each of the 
vertices indicated in figure 14. To allow some form of 
curvature, radiuses were also applied to the edges 
indicated. The last variable to be set was the surface 
mesh size. This was a constant value assigned by the 
user at the start of a run. 

 

 

 

Figure 14 Parameterization 

A more flexible optimisation strategy would have used 
splines to define the edges of the faces, however this 
would have resulted in a minimum of 12 vertices to be 
defined, each with 3 coordinates. Given the computing 
power available and the efficiency of the current 
methods, 36 variables would have made the solution 
domain too large to efficiently find the optimum design. 
Figure 15 shows the airbox from figure 3 with 3-point 
splines used to join the front and rear faces. 

 

 

Figure 15 Spline Parameterisation 

There are two other methods which, although not used in 
this case, merit some description here. These models do 
not require a geometric parameterisation in the same 
way as described above. The first is the mesh 
deformation method. In the parameterised model 
described above, every time a new geometry is defined, 
a new mesh is created. In the mesh deformation method, 
the existing mesh is deformed within limits to create the 
new geometry. This is achieved by assigning the mesh 
elements with a spring stiffness and moving nodes. 
Depending on the mesh ‘stiffness’ it will deform in a 
certain way and so the old mesh will stretch to the new 
geometry. This method has the advantage that the 
previous solution may be used as a set of initial 
conditions for the new geometry, and so speed the rate 
of convergence. 

A second method involves mesh deactivation. In this 
case, a mesh is created encompassing the entire volume 
available for the component. Boundary conditions are 
applied and the model is run. Depending on the 
parameters, various methods could then be used to 
deactivate or activate cells. For example, cells with a low 
fluid velocity could be deactivated, or areas around cells 
with a high velocity could be activated, providing this 
does not expand the mesh beyond the initial allowable 
volume. This method is seen as one of the more 
desirable as, given a sufficiently fine mesh, any shape 
within the allowable volume can be generated. However, 
at the current time it is still extremely complex to realise. 
A schematic example of a mesh deactivation process is 
shown in figure 16. 
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Figure 16 Mesh deactivation method 

ROUTINE SEQUENCE 

For any given optimisation algorithm, the run proceeded 
in 4 separate sections. Firstly, a DOE sequence of 
between ten and twenty designs was generated using 
the SOBOL method. These models had a relatively 
coarse mesh. This method was run and this allowed a 
Kriging RSM to be generated to approximate the 
solution. A second run was then made for a large 
number of iterations with 50% of the models being 
approximated. Again these models featured a coarse 
mesh. This second run was then used to improve the 
RSM and the optimisation was continued with 50% 
approximations but this time with a more refined mesh. 
The last section involved a small number of iterations of 
the refined mesh with 0% approximations. 

ALGORITHMS 

Three different algorithms were used to assess their 
computational efficiency. These algorithms were the 
Multi-Objective Genetic Algorithm II (MOGA II), Simplex 
and Simulated Annealing (SA). The MOGA-II algorithm is 
a GA as described in the Optimization Methods section.  

The Simplex method is based on finding a ‘simplex’ of 
k+1 trials where k is the number of parameters. This 
‘simplex’ is then reflected throughout the design space in 
an attempt to find the optimum design. In the Modified 
Simplex method, the ‘simplex’ can also be expanded or 
contracted in addition to being reflected. 

The SA method is based on the annealing process from 
metallurgy. In annealing, metal is heated and then cooled 
in a controlled manner. The heating dislodges atoms 
from their initial positions. They then move randomly 
through states of higher energy, with the slow cooling 
giving them a higher probability of finding an 
arrangement with a lower internal energy than the initial 
configuration. 

The SA optimization method works similarly – replacing 
each solution in the design space with a random nearby 
solution. This nearby solution is chosen depending on a 
temperature parameter T which decreases during the 
optimization process. 

All three algorithms were specified to run for a similar 
number of iterations, following the same process as 
outlined in the Routine Sequence section. 

RESULTS 

Optimisation histories for the three different methods are 
shown in figures 17 and 18. The pressure drop across 
the box is shown plotted against design ID. Note that the 
virtual designs have been omitted - only the real designs 
have been plotted. 

The algorithms have been shown on two charts for the 
sake of clarity. The histories shown begin at the third 
stage in the optimisation process – the fine mesh with 
50% of solutions approximated. The dashed line 
approximately at design ID 320 is where the fourth stage 
began – the fine mesh with 0% of the solutions 
approximated.  

Figure 17 shows that for the case in question, the 
MOGA-II is superior to the Simulated Annealing method. 
The history plot shows the average pressure drop 
decreasing when the MOGA-II is used whereas the SA 
method causes an increase in the average. 
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Figure 17 MOGA II and SA Design History 
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Figure 18 MOGA II and Simplex Design History 
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Figure 19 Moving Average Optimization Plot 

Figure 18 shows that the Simplex method is much closer 
to the MOGA-II method, both showing a decrease in the 
average pressure drop as the optimization progresses. 
However, the MOGA-II reaches lower pressure drops 
earlier in the process and the absolute minimum 
pressure drop found by the MOGA-II is lower than that 
found by the Simplex method. 

 

Figure 19 shows a plot of the moving averages for a 
section of each of the three algorithms. Again, it can be 
seen that although the MOGA-II does not achieve a low 
average until approximately 250 models had been run, 
after this point it consistently results in a lower average 
than the other two methods. 

The optimization routines generated three different 
optimum designs, as shown in figures 20 - 22. The 
MOGA-II design proved to be the best, with a pressure 
loss reduction of 14% compared with the base case. The 
Simplex algorithm achieved a similar pressure loss 
reduction of 13.9%, but reached it after more design 
evaluations. The SA method only resulted in an 8.8% 
pressure drop reduction but again took more time to 
reach that minimum. 

Flow fields for the three optimum cases and the base 
case are shown in figures 23 - 27. The flow field shown 
is taken from a section along the centerlines of the inlet 
and outlet pipes. 

It can be seen that the flow in the airbox is characterized 
by the jet created at the inlet. In the base case, the jet 
impacts on the rear wall of the airbox and sets up a zone 
of recirculation as shown in Figure 26. The recirculation 
extends in a horseshoe shape either side of the jet, 
along an axis parallel to the outlet pipe. The recirculation 
dissipates close to the airbox base and results in the fluid 
entering the outlet in a swirling motion. The result of this 
is the large pressure loss in the airbox due to the energy 
required to maintain this flow structure. 

The MOGA-II design also features this recirculation zone 
as seen in figure 23. However, due to the shape of the 
airbox the recirculation is limited to the axis shown and 
does not feature the horseshoe shape as seen in the 
base case. This reduces the volume of fluid being 
recirculated. The shape also helps to direct the flow from 
the recirculation zone towards the front and bottom faces 
of the airbox. The net result of this is a lower pressure 
loss in the airbox itself. 

In the Simplex design, there is a much smaller 
recirculation zone evident compared with the base case. 
This can be seen in figure 24. Above the jet the flow 
shows a bulk rotation clockwise about an axis parallel to 
the outlet pipe. This flow motion is not evident below the 
jet, where the familiar horseshoe recirculation is again 
evident. 

The SA design moves the outlet pipe closer to the rear 
face of the airbox as seen in figure 25. This results in a 
greater flow separation on the front face of the outlet 
pipe. The design also shows the horseshoe recirculation 
seen in the base design. However, due to the curved 
side faces and radii the flow is directed in a similar way 
to that seen in the MOGA-II design, but with a greater 
loss due to its greater similarity to the base design. 

 



 

Figure 20 MOGA-II Optimum Geometry 

 

Figure 21 Simplex Optimum Geometry 

 

Figure 22 Simulated Annealing Optimum Geometry 

 

Figure 23 MOGA-II Velocity Field 

 

Figure24 Simplex Velocity Field 

 

Figure 25 Simulated Annealing Velocity Field 



 

Figure 26 Base Case Velocity Field 

DISCUSSION 

As was mentioned previously, the results presented are 
all for steady flow cases. In reality, the flow within the 
airbox is unsteady and obviously this will have a huge 
impact on the results of any optimization. It is expected 
that the final results from an unsteady optimization would 
be vastly different to those of a steady flow optimization. 
Given the objective of minimizing pressure loss, with no 
constraints a steady flow optimization would probably 
result in a pipe rather than an airbox. However, the 
process for optimization of the different flow regimes will 
be similar, and it is with that in mind that this study is 
presented.  

The results have shown that the current CFD model is 
not accurate at quantitatively predicting the pressure lost 
in the test section, including the pipe work and the airbox 
itself. The errors were unacceptably large and work is 
ongoing to increase the accuracy of the modeling 
strategy. It is thought that increasing mesh resolution in 
the near wall area will result in an improvement of both 
the prediction of frictional losses due to the wall and also 
the onset of separation. It was not possible to run more 
accurate meshes on the current computer architecture 
due to the excessive memory requirements. 

The results also show that although the quantitative 
prediction is inaccurate, the CFD method predicts the 
trends in the data with some accuracy. The method 
predicted that the pressure loss would be greater in the 
270T1 airbox than in the 180T1 airbox and also that the 
pressure lost increased with mass flow rate. 

The aim of the validation work was to assess if CFD 
would be suitable for use in an optimization study. It is 
therefore important to assess its ability to accurately 
predict trends rather than the absolute accuracy of the 
code. In other words, the accurate prediction of pressure 
loss across the test section is of secondary importance 
compared to the ability to predict how geometrical 
changes affect the pressure drop. As long as the 

optimization software can discern which airboxes are 
‘better’ than others – in this case, which has the lowest 
pressure loss – then the method could be said to be a 
useful design tool. 

Three optimization methods were then assessed using 
the 270T1 airbox as a base case. Other than the limits 
placed on the individual parameters, the optimization 
was unconstrained with all three methods set to run for a 
similar number of design evaluations.  

The MOGA-II method was shown to reach an optimum 
value faster than the Simplex method. Both the MOGA-II 
and the Simplex method proved superior to the 
Simulated Annealing method whose optimum showed 
only 57% the improvement over the base compared to 
the MOGA-II. The optimum designs found by both the 
MOGA-II and the Simplex method had a similar ultimate 
performance but were very different geometrically. The 
MOGA-II method probably coped better than the Simplex 
due to the relatively high number of parameters (15) and 
the complexity of the solution domain. 

CONCLUSIONS 

It has been shown that the current CFD model is not yet 
able to accurately predict the pressure loss across an 
airbox for a range of flow conditions. However, it has 
also been shown that the CFD model was able to 
correctly predict trends in the data resulting from 
changing flow speed and airbox shape. Due to this 
prediction of trends it can be concluded that the CFD 
method is viable for use with an optimization routine. 

The optimization study showed that the most suitable 
method for the case described was the Multi-Objective 
Genetic Algorithm II. This method improved the overall 
airbox performance by 14% compared to the base case. 
The method is also suitable for expanding the problem 
with multiple objective functions and additional 
parameters. 

FUTURE WORK 

The optimized designs generated by the method 
described will be manufactured and tested to validate 
any performance gains over the initial base case. This 
will then be used as a basis for the unsteady 
optimization, which will initially be implemented on a 
similar single-cylinder case. New objective functions for 
unsteady flow must be generated and the application of 
robust design principles will be investigated. 

These results will then be validated using Particle Image 
Velocimetry techniques and will form the basis of a multi-
cylinder optimization method. 
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“Nothing is impossible – what you want is simply expensive” 
 

- Nikola Tesla 




