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Abstract 

Traditional approaches to Sentiment Analysis on Twitter have largely focused on 

identifying the sentiment polarity and intensity at the tweet level. One problem with the 

traditional type of binary classification, is that the sentiment output is usually in the form 

of ‘1’ (positive) or ‘0’ (negative) for the string of text in the tweet, regardless if there are 

one or more entities referred to in the text. In scenarios where one tweet can refer to 

multiple entities, a more fine-grained approach is needed in order to differentiate the 

sentiment that is associated with the individual entities. With this in mind, the key aim of 

this research is to investigate how entities and their descriptor words, for example, 

adjectives, verbs or adverbs can be used to identify the sentiment of the tweet in relation 

to the entity or entities, where more than one entity exists. 

This task has been approached through a hybrid approach which uses the popular 

sentiment lexicon – SentiWordNet 3.0 to score related descriptor words, that are within 

2-word spaces of an entity, for tweets that contains more than one entity. SentiWordNet 

has been chosen as the sentiment lexicon of choice as it has been shown to perform 

better than other lexicon dictionaries (Taboada, et al., 2011). The remaining tweets (that 

contain one entity only) are scored using the word-embedding method known as 

Word2Vec.  

This research considers the usage of word embeddings and a sentiment lexicon hybrid 

approach, in order to address this task. The findings from this body of work demonstrate 

that, by integrating a word embeddings approach for single entity tweets, accompanied 

by a sentiment lexicon approach for multi-entity tweets, this has improved the accuracy 

of sentiment scoring on Twitter texts, from the lexicon-based baseline.  
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 Chapter 1 – Introduction  

1. Introduction 

Sentiment Analysis is a field within Natural Language Processing (NLP) that aims to try 

to identify and extract opinions within text. This includes identifying the polarity (either 

positive or negative) of opinion towards a subject, or entity. Sentiment Analysis has been 

a topic of great interest recently, as it has many practical applications, for example product 

analytics and market research and analysis. Since publicly available information over the 

Internet is constantly growing, a large number of texts expressing opinions are available 

in review sites and social media. Sentiment Analysis on tweets is an interesting problem, 

since many people are using social media, and it is a challenging problem, since text is 

sparse in tweets. This has been a flourishing field with a lot of variety of work, including 

work using different kinds of text resources, and different kinds of settings. 

The recent growth in the volume of data in the social web, specifically on Twitter, is quite 

remarkable. Current statistics on the rate of tweets being published, estimates that 500 

million tweets are sent every day, with that equating to 16 billion per month (Stats, 2018). 

This user-generated content is being seen more and more, as a credible source for 

exploring both factual and subjective information, as this information also has a 

characteristically high degree of subjectivity. This freely available data is important for the 

areas of market research and analysis, and it has inspired research in the area of 

automated Sentiment Analysis. 

The use of word embeddings methods has also recently been adopted in the area of 

Sentiment Analysis, where word vectors are created, and the resultant vectors are used 

as features in machine learning algorithms, to classify the sentiment of the text. One 

problem with some traditional types of sentiment classification on Twitter data, is that the 

sentiment output is usually in the form of ‘1’ (for positive) or ‘0’ (for negative) for subjective 

texts, regardless if there are one or more entities referred to in the text. But where a tweet 

refers to multiple entities, a different approach is needed.  
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This research considers the use of a hybrid approach using word embeddings to score 

the single entity tweets and a sentiment lexicon to score the multi-entity tweets. We will 

outline the motivation and justification for our approach to this area of Sentiment Analysis. 

We will introduce the concepts of Sentiment Analysis, and the use of NLP and sentiment 

lexicons in analysing sentiment in Twitter feeds. In this Chapter, we will discuss the 

motivation for this research and our contributions to this topic. 

1.1. Motivation 

The majority of early approaches to the Sentiment Analysis research problem 

(Baccianella, et al., 2010, Pang, et al., 2002, Pang, et al., 2005) attempted to detect the 

overall sentiment of a sentence, paragraph, or whole piece of text, regardless of the 

number of entities with opinions expressed, in the text. However, considering only the 

overall sentiment fails to capture the sentiments expressed towards the target entity, 

when opinions are expressed towards more than one entity (Lu, et al., 2011). When a text 

contains information on multiple subjects that may be of interest to the user, it is useful to 

identify the topics and separate the opinions associated with each of them, particularly if 

the text is comparing sentiment towards one entity in relation to that of a competitor. 

This research aims to explore entity-level Sentiment Analysis, where we try to identify the 

sentiment expressed towards individual entities, by identifying descriptor words that lie 

within a context window of 2 words on either side of the entity. This idea expands on 

research by (Wilson, et al., 2005) where they analyse associated token words that lay 

immediately on either side of the topic or entity. The sentiment of these descriptor words 

can be used to ascribe a sentiment scoring per entity. With more and more people making 

comments about other people or products, every one of these people or products can 

have hundreds of opinions written about them. This is hard to analyse manually, but by 

applying our model to tweets, it can give us a deeper understanding about users' 

sentiment towards the individual entity, particularly in a tweet that contains more than one 

entity. This technique can be seen as beneficial in terms of extracting meaningful 

information from the large sets of Twitter data. It would allow the user to quickly 

understand the aggregate sentiment about a specific entity and it would also be very 
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helpful for the individual or product owner to understand the online perception about 

themselves or their product. 

Motivated by the above observations, this thesis will address the following research 

questions: 

1. Will the accuracy of a sentiment lexicon approach to sentiment analysis on Twitter 

text, improve with a greater context window?  

2. Will the accuracy of a sentiment lexicon-based approach be improved by 

integrating a word-embeddings method? 

1.2. Research Objectives 

There are three objectives at the core of this thesis: 

1. We aim to demonstrate how a knowledge-based approach to Sentiment Analysis 

of Twitter feeds can be improved with an increase in context window. 

2. We aim to improve on the above, knowledge-based approach to Sentiment 

Analysis of Twitter feeds, by utilising a word-embeddings Sentiment Analysis 

approach to score single entity tweets, where tweets containing multiple entities 

will be scored using the above knowledge-based approach. 

3. We will evaluate the proposed approaches to assess the success and failure of 

our systems. 

1.3. Contributions 

The first contribution of this research is a thorough review of literature concerning 

Sentiment Analysis, with a particular focus on Twitter posts. We review the state-of-the-

art in research concerning Sentiment Analysis on short and informal texts and review 

different approaches to this research problem.  

Our second contribution is a system that adopts a knowledge-based approach to 

Sentiment Analysis of Twitter feeds, using a sentiment lexicon to score descriptor words 

that are in close proximity (within 2 spaces) to the entity. This uses the Natural Language 
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Processing approach of parsing to produce a POS-tagged output that allows the 

identification of the entities and the associated descriptor words.   

Our third contribution is a system that aims to improve on the above method, by adopting 

a hybrid approach to the Sentiment Analysis of Twitter feeds, integrating knowledge-

based and word embedding-based approaches to the texts depending if the Twitter feed 

contains one or more entities. Recent research shows that Natural Language represented 

in vector spaces has been successfully used in many NLP tasks (Young, et al., 2017), 

and we have utilized a word embedding approach to determine sentiment in the majority 

of tweets, that contain only one entity. The sentiment of the remaining tweets will be 

calculated by determining the sentiment score of descriptor words that are in close 

proximity to the entity.  

Both our knowledge-based approach and the hybrid approach performed well compared 

to the baselines. We achieve a 6% improvement in our F1 measurement scoring for our 

hybrid method compared to the baseline on a dataset that contains single and multi-entity 

tweets. It should be noted that the highest accuracy (60.40%) was achieved on the STS 

dataset containing multi-entity tweets only, by using the hybrid approach and the highest 

F-measure (0.67) was also achieved on the same dataset containing multi-entity tweets, 

using the same method. 

Our fourth contribution is that the methods described in Chapter 3 of this thesis have led 

to a paper being accepted at the 2017 International Conference on Intelligent Text 

Processing and Computational Linguistics - CICLing 2017 (Sweeney, et al., 2017) and 

the methods described in Chapter 4 of this thesis have led to a paper being published at 

the 2017 International Conference on Recent Advances in Natural Language Processing 

- RANLP 2017 (Sweeney, et al., 2017). 
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1.4. Datasets  

Two datasets were sourced for the evaluation of this system. The first dataset has been 

sourced from the SemEval 2017 dataset and the second dataset is the Stanford Twitter 

Sentiment (STS) corpus and was sourced from Kaggle.com1 where the test set (STS-

Test) was manually annotated and contains 359 positive and negative tweets, as we will 

only use positive and negative tweets to evaluate our different approaches. A further 

breakdown of the datasets can be seen in Table 1-1. 

1.4.1. SemEval dataset  

To achieve the objectives highlighted above, we need to use an appropriate dataset. We 

aim to determine the sentiment polarities of single and multi-entity tweets by using the 

dataset used in the SemEval-2017 Task 4 (task 4-Subtask B) dataset2. This data set 

contains 11,906 tweets. As the classifier will classify as either positive or negative, the 

neutral tweets have been removed, leaving a total of 6,163 tweets for testing against. Of 

the total number of tweets, 2,352 are positive and 3,811 are negative. This dataset was 

useful to allow a comparison of the scoring of the proposed approach compared against 

the state of the art, as represented by competing teams for the SemEval 2017, task 4-

Subtask B (Topic-Based Message Polarity Classification) Sentiment Analysis in Twitter. 

This comparison can be viewed in Chapter 5 (Evaluation and Results). 

1.4.2. Stanford Twitter Sentiment (STS) dataset  

The second dataset to be used in our evaluation is the Stanford Twitter Sentiment (STS) 

dataset. It comprises of a training and testing set. The training set consists of 800,000 

positive and 800,000 negative tweets classified using noisy labels. The testing dataset 

consists of 182 positive and 177 negative tweets which have been manually classified. 

Although the STS test dataset is relatively small, it has been widely used in the literature 

                                            
1 https://www.kaggle.com/kazanova/sentiment140  
2 http://alt.qcri.org/semeval2017/task4/index.php?id=data-and-tools  

https://www.kaggle.com/kazanova/sentiment140
http://alt.qcri.org/semeval2017/task4/index.php?id=data-and-tools


6  
 

relating to polarity classification evaluation tasks. For example, (Go, et al., 2009, Saif, et 

al., 2012, Speriosu, et al., 2011 and Bakliwal, et al., 2012). 

1.4.3. Dataset breakdown 

The Twitter datasets highlighted above contain only positive and negative tweets as these 

will denote a subjective opinion. Furthermore, the tweets can be classified as containing 

single or multiple entities. The numbers (and percentages) of single and multiple entity 

tweets, can be viewed in the table below.   

Dataset breakdown SemEval-2017 Stanford Twitter Sentiment (STS) 
Positive (# of tweets) 2,352 182 
Negative (# of tweets) 3,811 177 
Single-entity tweets (# plus %) 4,072 (66%) 210 (58.5%) 
Multi-entity tweets (# plus %) 2,091 (34 

%) 
149 (41.5%) 

 

 

Although it has been noted by (Saif, et al., 2013) that these datasets are focused on 

assessing how various sentiment analysis models perform at the tweet level but not 

necessarily at entity level, both dataset show good representation of strong sentiment 

words. For example, positive sentiment words ‘good’, ‘love’, ‘happy’ and negative 

sentiment words ‘hate’, ‘stupid’ and ‘not’ are popular words in the datasets. It should be 

noted that the word ‘not’ could be used in a negation rule to reverse a sentiment scoring 

of a close sentiment word, but negation is not taken into consideration as part of this work. 

It should also be noted that there are a certain stopwords that are producing a scoring for 

related words in the texts. It has been recommended in section 6.2.2 (Future Work), that 

stopwords may need to be removed to produce a more accurate scoring. 

 

 

 

 

 

 

Table 1-1: Twitter datasets plus breakdown 

 

Figure 1-1: Visualization of a scored synset in SentiWordNet 

3.0Table 1-2: Twitter datasets plus 
breakdown 

 

Figure 1-2: Visualization of a scored synset in 

SentiWordNet 3.0 

 

 

 

Table 1-3: Examples of positive and negative 
scoring for selection of wordsFigure 1-3: 

Visualization of a scored synset in SentiWordNet 3.0Table 
1-4: Twitter datasets plus breakdown 

 

Figure 1-4: Visualization of a scored synset in SentiWordNet 

3.0Table 1-5: Twitter datasets plus 
breakdown 

 

Figure 1-5: Visualization of a scored synset in 

SentiWordNet 3.0 
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1.5. Thesis Structure 

The rest of this thesis is organized as follows: 

Chapter 2: This chapter contains a literature review of related work and it will provide an 

overview of Sentiment Analysis and outline traditional approaches to Sentiment Analysis, 

including the traditional knowledge and language-based approaches, and the newer word 

embeddings approach.  

Chapter 3: In this chapter we present the construction of our knowledge-based approach 

and will detail the specification and implementation of the system and describe some of 

the results of our testing. 

Chapter 4: This chapter presents our second approach to Sentiment Analysis using a 

hybrid method, integrating knowledge-based and word embedding-based approaches. 

As in Chapter 3, some of the results from testing will be described. 

Chapter 5: In this chapter we describe in more detail, our experimental results and how 

we have evaluated our 2 systems. We detail our baselines and how our approaches 

compare to these baselines. 

Chapter 6: In our final chapter we summarise our conclusions with respect to our 

contributions to the Sentiment Analysis research area. We also reflect on the work as a 

whole and present directions for future work. 
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 Chapter 2 – Literature Review 

2. Introduction 

This chapter will give a concise overview of the relevant literature that is related to this 

work.  It will provide an overview of Sentiment Analysis and outline traditional approaches 

to Sentiment Analysis. This section will start with summarizing the core tasks and works 

of Sentiment Analysis, including the knowledge and language-based approaches, with 

particular emphasis on the Word embedding based approaches to Sentiment Analysis in 

Section 2.1. This will be followed by the introduction to the Part-Of-Speech tagging 

process and how particular tags for example nouns, adjectives, adverbs and verbs, can 

be useful in identifying sentiment in Section 2.2. Sentiment Analysis in relation to Twitter 

texts will be highlighted in Section 2.3, and Sentiment Analysis for multi-entity tweets will 

be introduced in Section 2.4. Finally, the evaluation measures used in this project as 

identified in Section 2.5.  

2.1. Overview of Sentiment Analysis 

Sentiment can be defined as a ‘thought, opinion, or idea based on a feeling about a 

situation, or a way of thinking about something’ (Dictionary, 2018). It is a personal or 

subjective opinion about something which is commonly measured in terms of positive, 

neutral or negative orientation. Typically, Sentiment Analysis has been about opinion 

polarity, i.e., whether someone has positive, neutral, or negative opinion towards 

something. 

One of the main objectives of entity-based Sentiment Analysis is to identify the nature of 

the sentiment expressed towards a given entity from the text that provides an opinion 

about the entity.  This is also related to the task of opinion mining/extraction and is now a 

topic of active research interest in many different communities (Pang, et al., 2008). Until 

recently, the main body of research in the area of Sentiment Analysis has been conducted 

on news feeds and in particular types of domain, for example movie review websites, and 

the majority of the existing Twitter-specific Sentiment Analysis research seems to be 
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term-based (see Pak, et al., 2010, Go, et al., 2009, Barbosa, et al., 2010), where certain 

words are extracted from Twitter posts that contain a certain term, and the sentiments of 

these terms are analysed from the tweets..  

2.1.1. Sentiment Classification 

Sentiment Classification aims to categorize the polarity of a piece of text, and this can be 

focused, in this case at the entity level, to determine the expressed opinion as either 

positive, negative, or neutral. There are two main approaches to this type of sentiment 

classification. The first approach, known as the knowledge-based approach will be 

introduced in section 2.1.2 and the second, language-based approach will be introduced 

in in section 2.1.3.  

2.1.2. Knowledge based approaches to Sentiment Analysis 

There are two traditional approaches to this type of sentiment classification. The first is 

the knowledge-based approach, where predefined dictionaries of opinion words are used 

to search the input words to find the appropriate instances. The publicly available corpus 

SentiWordNet (Baccianella, et al., 2010) is an extension of WordNet (a lexical database) 

where each set of synonym words (also called a synset) is annotated with labels indicating 

how objective, positive, and negative the terms in the synset are. The sentiment may be 

determined by comparing the content of tweets against the opinion word collection in the 

dictionary, thereby arriving at an estimate of the polarity of the sentiment. As the core 

objective is to identify sentiments with respect to entities (and their attributes) from natural 

language, following on from the last stage, the attributes (adjectives, adverbs and verbs) 

that have been identified as being associated with a main entity or topic ( 

(Hatzivassiloglou, et al., 2000) (Taboada, et al., 2011) (Volkova, et al., 2013)) can be 

checked to see if they have a corresponding sentiment polarity in the sentiment 

dictionaries to indicate a positive or negative scoring for the overall tweet.  

Lexicon-based approaches differ from the machine-learning based approaches, in that 

they rely on existing lexicons that store polarity information for words that are identified in 
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a text segment, assigned a polarity tag, and finally weighed, to come up with an overall 

score for the text.  

The authors of SentiWordNet looked to extend the large and frequently used WordNet 

resource by scoring words in relation to sentiment. In this way, both semantic and 

sentiment information can be identified in a particular word or text. To understand 

SentiWordNet, it may be important to gain some background knowledge on WordNet. 

2.1.2.1. WordNet 

WordNet is a large lexical database for the English language and was developed in 

Princeton University (Princeton, 1995). It groups English words into sets of synonyms 

called synsets, and records any relations among these synonym sets and their members 

(Wikipedia, 2018). WordNet contains English nouns, verbs, adjectives and adverbs that 

are characterized into ‘synsets’, which are distinctive sets of synonyms (a word or phrase 

that means the same as another word or phrase in the same language (Wikipedia, 2018)).  

The structure of WordNet is representative of links between the synsets and these 

synsets are linked to other synsets by ‘conceptual relations’ (Princeton, 1995). The words 

can be connected through hyponymy/hypernymy relations where the hyponym is in a 

‘type-of’ relationship with its hypernym. For example, purple, red, blue and green are all 

hyponyms of colour (their hypernym) (Fromkin, et al., 1998). Because of this, WordNet 

lends itself to NLP applications, as a popular knowledge source to be used for word sense 

disambiguation (Kolte, et al., 2009).  

In order to handle sentiment-directed tasks, which form the emotional parts of meaning, 

WordNet would need to be extended by additional sentiment information. The authors of 

SentiWordNet looked to expand the application of WordNet in this direction with its 

sentiment lexicon. 

 

 

https://en.wikipedia.org/wiki/Word
https://en.wikipedia.org/wiki/Synsets
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2.1.2.2. SentiWordNet 

The publicly available corpus SentiWordNet (Baccianella, et al., 2010) is an extension of 

WordNet where each synset is annotated with labels indicating how objective, positive, 

and negative the terms in the synset are. The sentiment is determined by comparing a 

word against the pre-defined entry in the dictionary, which makes it easy to determine the 

polarity of a specific sentence. Particular types of words (adjectives, adverbs and verbs) 

which are associated with a main entity or topic are then scored by using the sentiment 

dictionaries to indicate a positive or negative scoring for the overall tweet.  

SentiWordNet 3.0 is the current version of SentiWordNet and freely available for research 

purpose with a web interface (SentiWordNet, 2013). Each synset is labelled with a value 

for a sentiment category between 0.0 and 1.0. The sum of the three values is always 1.0, 

so each synset can have a non-zero value for each sentiment, because synsets can be 

positive, negative or objective depending on the context in which they are used. It may 

be helpful to see a visualisation of these scores. Each category can be linked to a colour, 

which is red for negativity, blue for objectivity and green for positivity. The visualisation of 

the synset s = {wicked, terrible, severe} can be seen in figure 2-13 (Cavalcanti, et al., 

2011). This synset has an associated definition – ‘intensely or extremely bad or 

unpleasant in degree or quality’ and is associated with the adjective word class.  

 

                                            

3 Source - https://www.researchgate.net/figure/Example-of-synset-stored-in-

SentiWordNet-figure-adapted-from-the-SentiWordNet-interface_fig1_221417876 

 

Figure 2-1: Visualization of a scored synset in SentiWordNet 3.0 

 

 

 

Table 2-1: Examples of positive and negative scoring for selection 

of wordsFigure 2-2: Visualization of a scored synset in 

SentiWordNet 3.0 
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The sentiment scores associated with this synset are Positive = 0, Negative = 0.875 and 

Objective = 0.125, indicating that this particular synset expresses a mainly negative 

sentiment. There is a basic assumption that if two words are synonyms, it is more than 

likely that they will have the same sentiment.  

SentiWordNet is one of the most popular polarity lexicons in use, and it supports opinion 

mining applications by tagging all the WordNet synsets according to their estimated 

degrees of positivity, negativity, and neutrality. An example of how it can be used is to 

calculate the polarity score for the sentence below: 

The criminal loves to nurse people 

The SentiWordNet scoring for the selected words is below: 

Word    PosScore NegScore Total  Polarity 

criminal  0.00    0.25   0.25   Negative 

love   0.50    0.00   0.50   Positive 

nurse   0.375    0.125   0.25   Positive  

people  0.00   0.00   0.00  Neutral 

 

SentiWordNet scores have two separate values for each polarity. That is, nurse has both 

positive (0.375) and negative (0.125) scores, though more positive than negative. To use 

SentiWordNet scores, we could first arrive at a single score for each word by subtracting 

the negative from the positive. As an example, the above sentence is evaluated at 0.50 

PosScore, which is an overall positive score. 

2.1.3. Learning based approaches to Sentiment Analysis 

The second (language based) approach to Sentiment Analysis involves supervised 

machine learning, where trained classifiers can be used for sentiment classification. The 

most common algorithms for machine learning approaches include: Naive Bayes; 

Table 2-33: Examples of positive and negative scoring for selection of words 

 

Figure 2-50: Neural Network showing input vector for word ‘ants’ and output layer showing probability of 

randomly chosen word in corpus, being in a nearby positionTable 2-34: Examples of positive 
and negative scoring for selection of words 

 

Figure 2-51: Neural Network showing input vector for word ‘ants’ and output 
layer showing probability of randomly chosen word in corpus, being in a nearby 
position 
 

Figure 2-52: New model architectures. The CBOW architecture predicts the current word based on the 
context, and the Skip-gram predicts surrounding words given the current word.Figure 2-53: Neural 
Network showing input vector for word ‘ants’ and output layer showing probability of randomly chosen 

word in corpus, being in a nearby positionTable 2-35: Examples of positive and negative 
scoring for selection of words 

 

Figure 2-54: Neural Network showing input vector for word ‘ants’ and output layer showing probability of 

randomly chosen word in corpus, being in a nearby positionTable 2-36: Examples of positive 
and negative scoring for selection of words 
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Random Forests; Support Vector Machines (SVM) and these different algorithms 

achieved different results within different contexts - SVM being preferred by (Pang, et al., 

2002) and Naïve Bayes by (Pak, et al., 2010) and (Parikh, et al., 2009) while (Gupte, et 

al., 2014) found the Random Forest Classifier to perform better than Naïve Bayes.  

The machine-learning based approaches use training data to represent the text as a set 

of ‘features’. The most common is a bag-of-words representation where each word 

becomes a feature, having a binary value (valued as ‘1’ if it appears in document or ‘0’ if 

it does not). More complex features include n-grams (which can represent ‘n’ number of 

consecutive words) and phrases. The problem with n-grams, is which one to use. N-

grams are typically uni-gram (which is the same as ‘bag of words’), bi-gram, tri-gram or 

other higher order n-gram, and different research have quoted the benefits of different 

feature selections. (Pang, et al., 2002) have achieved the best results with uni-grams for 

movie review; (Dave, et al., 2003) achieved better results using bi-grams and trigrams 

than using uni-grams for product reviews; and (Go, et al., 2009) achieved the best results 

with uni-grams for a Twitter Sentiment Analysis.  

2.1.3.1. Naïve Bayes 

Naïve Bayes is a simple probabilistic classifier which relies on the assumption of feature 

independence in order to classify input data (Wikipedia, 2018). Despite its simplicity, the 

algorithm has been used for text classification in many opinion mining applications ( (Pak, 

et al., 2010), (Melville, et al., 2009)), and much of its popularity is a result of its simple 

implementation, low computational cost and it relatively high accuracy.  At a basic level, 

the algorithm calculates the probability of each feature (word) from the training set, as 

being in either a positive or negative (sentiment) class. Once the probabilities of each 

feature are calculated, the algorithm can then be used to classify new data. When new 

texts are being classified, the algorithm will split the text into single word features and the 

model will use the probabilities that were computed in the training phase to calculate 

probabilities of the new features, in order to predict the sentiment. 
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2.1.3.2. Decision Trees/Random Forests 

Decision Trees are a supervised machine learning algorithm that divide the provided 

training data into smaller parts, in order to identify patterns that can be used for 

classification. Previous work in the field of Sentiment Analysis have used the Decision 

Tree algorithm (Castillo, et al., 2010). The main focus of their research was on accessing 

the credibility of tweets posted on Twitter but there was also a focus on the Sentiment 

Analysis problem, which found that the algorithm can be very effective for text-based 

classification, and in particular, Sentiment Analysis. 

 

The main problem that was found when using an individual tree, is that it has high 

variance (i.e. how far a set of (random) numbers are spread out from their average value), 

and as each individual tree has high variance, this can be averaged over an ensemble of 

trees, thus reducing the variance of the overall classification. This is where the Random 

forests can improve the classification by combining a number of decision tree classifiers. 

The decision trees that are created during training are used to determine the majority 

decision for all the trees chosen by the random forest as the final decision. 

2.1.3.3. Support Vector Machines (SVM) 

The Support Vector Machine (SVM) works by plotting the training data in a 

multidimensional space; and then tries to separate the classes with a line or hyperplane 

into one or the other, of two categories. If the classes are not immediately linearly 

separable in the multidimensional space the algorithm will add a new dimension in an 

attempt to further separate the classes. It will continue this process until it is able to 

separate the training data into the two separate categories using the hyperplane. Some 

of the major work in the field of Sentiment Analysis using the SVM was carried out by 

(Pang, et al., 2002). In this study the SVM was used to extract sentiment from a movie 

review database, and from the literature, it can be seen that the algorithm has the ability 

to produce high classification accuracy, but the downside is that it is complex and difficult 

to understand exactly how it works. 
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2.1.4. Word embeddings and Word2Vec 

Recently, word embedding based approaches (Mikolov, et al., 2013, Pennington, et al., 

2014) have become popular in Sentiment Analysis, as they are able to capture the 

semantics and context of words, by using the machine learning approach of Neural 

Networks (Socher, et al., 2011). The Word2Vec method (Mikolov, et al., 2013) derives a 

vector representation for each word, one that aims to detect the meaning and the 

relationships between words by learning how the words co-occur in a corpus. In summary, 

it produces a vector space where each unique word in the corpus is allocated a 

corresponding vector in the space.   

These vectorized representations of words, learned through the Word2Vec algorithm, 

have proven to efficiently manage semantic meanings of those words, where words that 

have a similar context in the training corpus are located in close proximity in the word 

vector space. This type of model has proven very useful in the field of Natural Language 

Processing (NLP) applied to Sentiment Analysis. Word2vec works similarly to the human 

mind in that it uses word association to help a computer identify possible word 

combinations.  

In order to feed words into machine learning models, including Neural Networks, the 

words need to be converted into some set of numeric vectors.  One way of doing this is 

to use a “one-hot” method, where words are converted into a sparse representation with 

only one element of the vector set to 1, the rest being zero. A simple neural network is 

trained with a single hidden layer to output the probabilities of how likely it is to find each 

vocabulary word in close proximity to the input word. For example, if a trained network is 

input the word ‘England’, the output probabilities are going to be much higher for words 

like ‘United’ and ‘Kingdom’ than for unrelated words like ‘orange’ and ‘cat’. The network 

learns from the training corpus and calculates the statistics about the number of times 

words appear close together in the text. 

Word2vec takes as its input, a large corpus of text and produces a vector space, typically 

of several hundred dimensions, with each unique word in the corpus being assigned a 

corresponding vector in the space. Word vectors are positioned in the vector space such 
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that words that share common contexts in the corpus, are located in close proximity to 

one another in the space. For example, if the corpus contains 10,000 unique words, and 

the word ‘ants’ is to be represented as a vector, the length of the vector will be the same 

as the number of words in the vocabulary (10,000 components), so it is a very long vector, 

where one component is ‘1’, and all other components are represented as ‘0’s. 

The output from the network will be a single vector (also with 10,000 components) which 

lists the probability that a randomly selected word is the target word. The architecture of 

the neural network is shown on the next page (McCormick, 2018), where the input vector 

for the word ‘ants’ produces outputs for the probability that the other words in the corpus 

appear in close proximity, listed alphabetically, see Figure 2-24.   

 

Word2vec encompasses two models: the continuous bag-of-words model (CBOW) and 

the skip-gram (SG) model. The SG model and the CBOW models work in two different 

ways (see figure 2-3), but they are both effective models that facilitate the neural networks 

to learn words and their context (Rong, 2014). The CBOW method uses the context to 

                                            
4 Source - http://mccormickml.com/2016/04/19/word2vec-tutorial-the-skip-gram-model/ 

Figure 2-2: Neural Network showing input vector for word ‘ants’ and output layer 
showing probability of randomly chosen word in corpus, being in a nearby position 
 

Figure 2-113: New model architectures. The CBOW architecture predicts the 
current word based on the context, and the Skip-gram predicts surrounding words 
given the current word.Figure 2-114: Neural Network showing input vector for word 
‘ants’ and output layer showing probability of randomly chosen word in corpus, 
being in a nearby position 
 

Figure 2-115: New model architectures. The CBOW architecture predicts the 
current word based on the context, and the Skip-gram predicts surrounding words 
given the current word. 
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predict the current/target word and the SG model uses the word to predict the context 

(Rong, 2014). The Word2vec model can then be used in conjunction with other machine 

learning algorithms, in order to accurately classify sentiments. It is possible to 

schematically show the two different models of Word2Vec in figure 2-3, where the Word(t) 

indicates the t-th word of the analysed sentence. The input to the Skip-Gram model, for 

example is wt, and the output could be w t−1, w t−2, w t+1, w t+2 which represent the 

preceding and following words of the current word wt. The opposite is the case for the 

CBOW, where the input to the model could be w t−2, w t−1, w t+1, w t+2, which represent 

the preceding and following words of the current word, and the output of the neural 

network will be wt which is predicting the word by giving its context. 

 

  

 

The Skip-gram model aims to find word representations that are useful for predicting the 

surrounding words in a sentence or document, and it needs a large amount of 

unstructured text data for training the word vector representations. Each of the input 

words will be designated a ‘1’ in a vector, by the process of ‘one-hot’ encoding. Each 

vector has a length equal to the size of the vocabulary, with a ‘1’ at the position that 

represents the word and with ‘0’s for the rest of the vector. With the individual words being 

used as input to the model, it will predict the words within a range before and after the 

word. The size of this range can be increased to improve the quality of the resulting word 

Figure 2-3: New model architectures. The CBOW architecture predicts the current word 
based on the context, and the Skip-gram predicts surrounding words given the current word. 
 

Figure 2-182: Representation of word vectorsFigure 2-183: New model architectures. The 
CBOW architecture predicts the current word based on the context, and the Skip-gram 
predicts surrounding words given the current word. 
 

Figure 2-184: Representation of word vectors 
 

Figure 2-185: Representation of word vectorsFigure 2-186: New model architectures. The 
CBOW architecture predicts the current word based on the context, and the Skip-gram 
predicts surrounding words given the current word. 
 

Figure 2-187: Representation of word vectorsFigure 2-188: New model architectures. The 
CBOW architecture predicts the current word based on the context, and the Skip-gram 
predicts surrounding words given the current word. 
 

Figure 2-189: Representation of word vectors 
 



18  
 

embeddings. The Skip-gram model has been found to be more efficient for big datasets 

and infrequent words (Mikolov, et al., 2013) and will be the model adopted for this work. 

Word2Vec works in a way that is comparable to deep learning approaches like deep 

neural networks, where it allows for a representation of semantically similar words with 

neighbouring points in the same vector space. These word vectors are positioned in the 

vector space in such a way that words that share a common context and are semantically 

similar, are located in close proximity to each other in the vector space. This can be shown 

diagrammatically in Figure 2-2 below. The input text is trained, and the resultant 

Word2Vec model creates a vector space consisting of word vectors.  

 

 

Once the model is created, the similarity of the words can be tested, with the 

"most_similar" function (see figure 2-241) to get an insight into the model's word clusters. 

The output looks good, as words like ‘woman’, ‘guy’ and ‘boy’ have similar contexts to the 

word ‘man’. 

Figure 2-4: Representation of word vectors 
 

Figure 2-227: Representation of word 
vectors 
 

Figure 2-228: Representation of word 
vectors 
 

Figure 2-229: Representation of word 
vectors 
 

Figure 2-230: Representation of word 
vectors 
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2.1.5. Word embedding based approaches to Sentiment Analysis  

While the knowledge-based approaches to Sentiment Analysis have been useful, where 

the words are extracted, and the sentiment of these words are then used to calculate a 

polarity scoring to identify the sentiment in relation to a piece of text. One limitation of this 

type of approach is that extra steps are required to handle things like negation and 

sarcasm detection. Also, these approaches often suffer from low coverage, where the 

text may not contain any of the lexicon’s words. To address these limitations, the newer 

methods involving word embeddings have been used, and are proving popular as a new 

approach, especially when a large amount of textual data is available, such as applying 

sentiment analysis on Twitter. 

Early approaches to Sentiment Analysis using word embeddings was introduced by 

(Bespalov, et al., 2012) where the embeddings were coupled with a classifier and used 

in a large-scale sentiment classification task. (Socher, et al., 2013) investigated an 

approach to sentiment classification where the feature learning involved using neural 

networks to create word vector representations, which was then trained on a sentiment 

treebank that they created - the Stanford Sentiment Treebank. 

More recently (Tang, et al., 2014) created sentiment specific word embeddings (SSWE) 

from a Twitter corpus. They developed their neural networks to learn SSWE which were 

used for Sentiment Analysis on Twitter feeds. Their methods produced the top scoring 

entry in the SemEval-2013 Twitter Sentiment Analysis task and the second ranking for 

SemEval-2014. Methods involving Neural Networks have become more popular through 

Figure 2-5: most_similar output from Word2Vec model  
 

Figure 2-4: Tweet showing highlighted entity and 
associated descriptor wordsFigure 2-3: most_similar 
output from Word2Vec model  
 

Figure 2-242: Parsed text of a tweet showing part-of-
speech tagsFigure 2-3: most_similar output from 
Word2Vec model  
 

Figure 2-4: Tweet showing highlighted entity and 
associated descriptor wordsFigure 2-3: most_similar 
output from Word2Vec model  
 

Figure 2-243: Parsed text of a tweet showing part-of-
speech tags 
 

 

 

Figure 2-244: Flowchart of applicationFigure 2-245: 
Parsed text of a tweet showing part-of-speech 
tagsFigure 2-3: most_similar output from Word2Vec 
model  
 

Figure 2-4: Tweet showing highlighted entity and 
associated descriptor wordsFigure 2-3: most_similar 
output from Word2Vec model  
 

Figure 2-246: Parsed text of a tweet showing part-of-
speech tagsFigure 2-3: most_similar output from 
Word2Vec model  
 

Figure 2-4: Tweet showing highlighted entity and 
associated descriptor wordsFigure 2-3: most_similar 
output from Word2Vec model  
 

Figure 2-247: Parsed text of a tweet showing part-of-
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the years with 20 out of 48 teams participating in the SemEval-2017 Task 4, Subtask A 

using some form of neural network and deep learning methods.   

2.2. Part-Of-Speech tagging and opinion words 

As opinions are usually targeted at an entity, an appropriate approach to Sentiment 

Analysis is the use of Part-Of-Speech (POS) tagging to label the entity types and any 

other words, or phrases that are relevant to the entity. POS tagging is also useful as noun 

and verb forms of the same word may have different sentiments. Early work by 

(Hatzivassiloglou, et al., 2000) found that the presence and type of certain terms like 

adjectives can be used to indicate whether a sentence is being subjective or objective. 

Other parts of speech have been found to be useful in Sentiment Analysis, such as 

adverbs ( (Benamara, et al., 2007), (Taboada, et al., 2011)) nouns (Nasukawa, et al., 

2003), and verbs (Wiebe, et al., 2004), or all three, ( (Volkova, et al., 2013), (Jmal, et al., 

2013), (Subrahmanian, et al., 2008)) as these types of words have been found to play an 

important role in Sentiment Analysis.  

2.3. Sentiment Analysis on Twitter Data  

Sentiment Analysis on Twitter data has been well documented, and its main objective is 

to associate a given entity with a word or phrase describing the entity and extract the 

associated sentiment identifiers to infer if the text is positive or negative in relation to the 

main entity. As mentioned earlier, this is related to opinion mining and extraction and is 

now a topic of active research interest in many different communities. Traditional 

Sentiment Analysis had been conducted on structured text like news feeds, but this has 

changed with the realisation that Twitter feeds can provide a perfect repository for mining 

opinions (Pak, et al., 2010, Go, et al., 2009, Barbosa, et al., 2010).  

Sentiment Analysis tasks can be performed at different levels of granularity, for example, 

word level, sentence level or document level. Even though Twitter’s character limit was 

updated from 140 to 280 in 2017, tweet size has generally not increased, according to 

Twitter CEO Jack Dorsey (Kastrenakes, 2018), and comprise just a few words, which 

makes word level granularity more appropriate for Twitter texts. While Sentiment Analysis 
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has traditionally been performed at a document level, with the widespread use of social 

media, Sentiment Analysis is now being performed at sentence levels, which have proved 

to be more difficult, since an estimate of polarity needs to be arrived at, using much less 

information (Wilson, et al., 2005). With a Twitter post having a maximum character 

number, tweets tend to have abbreviated text and use slang language to overcome this 

limit. The use of special characters, for example # (hashtag), @ (at) and emoticons 

(frowns, and smiles) present a particular challenge when trying to classify the text in 

tweets. Another challenge appears as a Twitter conversation may exist over a trail of 

twitter feeds, which makes coreference resolution a problem. This is important when two 

or more expressions in a text refer to the same person or thing. For example, one Twitter 

text could proclaim that ‘Prudential is performing well this year’ and the next feed could 

read ‘Yes, it is some company. That is for sure!!’. The problem with coreference resolution 

is to identify the term ‘it’ with the related entity.  

Other research into Sentiment Analysis has focused on identifying whether data relating 

to a given textual entity is subjective or objective, and if subjective, the polarity of the text 

is identified. Unlike review sites, Twitter can offer a richer and more varied resource of 

sentiments about anything from the latest products on the market to the newest movie in 

town or indicate how big business is performing. Early work by (Hatzivassiloglou, et al., 

2000) found that the presence and type of adjectives can be used to indicate whether a 

sentence is being subjective or objective. Other work by (Fink, et al., 2011) also use a 

classifier to separate subjective sentences from the objective sentences. Only the 

subjective sentences are reclassified to identify the word or words within the sentence 

that contains an expression of sentiment. Once identified, the target and strength of the 

sentiment can be determined.  

Sentiment Analysis on Twitter feeds offers organisations a very fast and effective way to 

monitor the publics’ attitudes towards their products. Twitter users post messages about 

a wide range of topics, which is dissimilar to the specific domains such as movie reviews 

that were the focus of previous Sentiment Analysis research, so it makes it more difficult 

to try to understand the opinions of people and present them in simple levels of polarity, 

for example, positive, negative or neutral. 
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As we have mentioned, Twitter-specific Sentiment Analysis differs from general 

Sentiment Analysis studies as Twitter posts are short and can contain slang words and 

misspellings. Previous research has shown that the use of emoticons for classifying 

sentiment is effective (Read, 2005). As does another study by (Go, et al., 2009) who 

utilize emoticons when collecting training data from Twitter. Other research involving 

emoticons is by (Pak, et al., 2010) who performed a three-classed Sentiment Analysis on 

Twitter posts. These classes were positive, negative and neutral, where the negative and 

positive classes were collected using emoticons, for example the following emoticons :-) 

,:), =), :D indicated positive sentiment, and the following: :- (, :(, =(, ;(  indicating negative 

sentiment. The neutral class posts were taken from news posts, as it can be assumed 

that news headlines are going to be neutral. 

(Go, et al., 2009) propose another solution that incorporates training data consisting of 

tweets that use emoticons. (Pak, et al., 2010) have also shown that the use of emoticons 

for training a classifier is effective. They have carried out similar work but classify the 

tweets as being either objective, positive or negative. (Batra, et al., 2010) investigated 

mining for entity opinions in Twitter. They used a dataset of tweets spanning two months 

(containing roughly 60 million tweets) and a collection of 200,000 product reviews that 

had been labelled as either positive or negative to train their model. Training their model 

on this large corpus, they computed the probability that a given unigram or bigram was 

being used in a positive context or negative context.  

Research by (Saif, et al., 2012) investigate the use of a set of features derived from the 

semantic representation of the entities that appear in tweets. The semantic features 

consist of the semantic concepts (for example, ‘person’, ‘company’, and ‘city’) that 

represent the entities, for example, ‘iPhone’ represents the entity ‘Apple product’. 

Therefore, the sentiment expressed for the representative entity can be used to determine 

the sentiment of the instance iPhone.  

The procedure proposed by (Batra, et al., 2010) starts by extracting entities from Twitter 

using the Stanford NER (URLs and tags, for example, @person, are also treated as 

entities during the NER processing). They have used what seems to be a common 
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technique, which involves enhancing training data with a prior using a dataset of words 

that are known to be positive or negative. These entities are then classified as to whether 

the overall opinion of that entity is positive or negative and at what level of sentiment. 

They found that a lot of Twitter users make use of emoticons for expression. (Saif, et al., 

2012) are one of the existing research groups that demonstrated the value of using 

features in the text for the classification of positive and negative sentiment in Tweets. 

Their results indicate that more benefit could be achieved if entities were mapped at a 

more fine-grained semantic level. 

Recent trends show the use of deep learning and neural networks methods are more 

popular when investigating Sentiment Analysis on Twitter feeds (Rosenthal, et al., 2017). 

They concluded that this research area may start to look at other related tasks, such as 

irony detection but concluded that deep learning methods will continue to be popular.  

Social media content can be described as noisy as the text often contains grammar errors 

and abbreviations, which would make traditional Information Extraction techniques a 

more difficult task. Some of the problems encountered when processing social media 

content include: the length of texts (texts are typically very short); noisy texts (informal 

text snippets include misspellings and do not contain grammatically correct sentences); 

and the reliability of information in this type of text messages is uncertain, compared to 

news media texts. The short message length imposed by these popular microblogging 

sites limit the amount of context available to allow an understanding of the text content 

(Lim, et al., 2013). 

As the widespread use of social media has resulted in an explosion of publicly available 

text, this data can now be used to provide real-time insights into the aggregated 

sentiments of people. Consequently, Sentiment Analysis on Twitter feeds has witnessed 

increased interest over the past few years, as it is an important way to capture public 

opinion about product preferences. It can be seen as a combination of data mining and 

Natural Language Processing techniques to extract sentiment expressed in texts.  
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2.4. Sentiment Analysis for multi-entity tweets 

Sentiment Analysis research has traditionally considered the whole document or text 

snippet as having a single polarity, in relation to a movie, for example. But in many cases 

a segment of text can have opinions on more than one entity with differing polarities, 

which is most often the case whenever the expressed opinion is based on a comparison. 

This suggests that the polarity classification should be performed at an entity level. One 

of the earliest approaches to Sentiment Analysis for multiple entities was proposed by 

(Moilanen, et al., 2009) in 2009. Their approach was to use a dependency parser to 

establish at entity level, the polarity of each entity from a parsed text of 24 documents 

that ranged across different genres. A later approach by (Gryc, et al., 2010) applied a 

similar technique to infer the polarity in the political domain on blog messages. Neither of 

these works approach the problem of multi-entity Sentiment Analysis for Twitter. 

While the majority of Sentiment Analysis relates to text where the opinions are focused 

on a central topic, this may not always be the case, as opinions can be expressed about 

a number of entities. According to Liu (Liu, 2012), there can be two types of opinions, 

regular opinions and comparative opinions (Jindal, et al., 2006). Regular opinions relate 

to one entity or an aspect of the entity, for example “The iPhone screen is small,” which 

expresses a negative sentiment on the aspect - screen of the iPhone. A comparative 

opinion, on the other hand compares more than one entity based on any number of 

shared aspects, for example “The Samsung Galaxy S8 looks better than iPhone 7” 

compares a Samsung phone and an iPhone based on their appearance (an aspect) and 

expresses a preference for the Samsung phone. 

Most Sentiment Analysis research considers the whole document or text snippet as 

having a single polarity (Pang, et al., 2008), where the common task is to give a single 

label to an entire document. But in many cases a segment of text can have opinions on 

more than one entity with differing polarities. This suggests that the polarity classification 

should be performed at an entity level.  
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2.4.1. Aspect Based Sentiment Analysis 

Aspect-based Sentiment Analysis (ASBA) investigates texts containing one or more 

entities and is generally used to analyse the sentiment in relation to particular aspects of 

a product or service, that are mentioned in text. It refers to determining the opinions or 

sentiments expressed on different features or aspects of entities, for example, of a cell 

phone or a digital camera (Hu, et al., 2004). For instance, a review about a hotel may 

contain opinionated sentences about its staff, beds and location. Mobile phone texts may 

relate to size of screen and battery life aspects. And different features can generate 

different sentiments relating to one entity, for example, a phone can have clear display 

on the screen, but a mediocre camera.  

Usually, when analysing the sentiment for a product, for example, it may be interesting to 

know the sentiment relating to the product, but also which particular aspects of the product 

people have an opinion about. So, for the example below: 

"The battery life of this phone is too short." 

The sentence is expressing a negative opinion about the phone, but more precisely, about 

the battery life, which is a particular aspect of the phone. This relates to a single entity, 

but in other cases, the text relates to more than one entity. For example: 

“I tried King Burgers. The burgers were tasty, but a bit too expensive. Quality Burger is 

cheaper, but the burgers are also very tasty” 

In this text, there are two entities: King Burgers and Quality Burger (two take-away outlets) 

and 2 aspects; food and price. These comparative snippets of text or sentences can 

express similarity or differences of more than one entity, but the aspects have been 

predetermined and identified in the text. The approach for aspect-based Sentiment 

Analysis is to learn the aspects that are targets of sentiment words. For example, the 

frequent phrases across burger restaurants reviews would include “burgers” and “fries”. 

The reviews could be filtered by rules, for example ‘occurs right after a sentiment word’, 
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therefore text “wonderful burgers” would identify the word burger or burgers as a likely 

aspect.  

This research identifies an alternative to the ASBA in respect to multiple entity Sentiment 

Analysis, as it may not be enough to just look at the aspect of an entity, but sentiment-

bearing words in close proximity to the entity. 

2.4.2. Regular and Comparative Opinions  

Positive or negative opinions can be expressed about an entity and its aspects but can 

also express sentiment by comparing similar entities. Regular opinions can relate directly 

to one entity, for example “The Big Mac is tasty,” which expresses a positive sentiment 

on the aspect - taste of the Big Mac. This regular opinion relates directly to an entity or 

an entity aspect. A comparative opinion, on the other hand can compare differences 

between one or more entities or based on the shared aspect of one or more entities. For 

example, “The picture quality of the Samsung is better than the iPhone” compares a 

Samsung phone and an iPhone based on their picture quality (an aspect) and expresses 

a preference, a positive sentiment, for the Samsung phone. 

Comparison is commonly used as a way to express relationships between two objects, 

and this can be seen widely in consumer reviews. When consumers write comments, they 

tend to compare the product with their rival products, to express dissatisfaction or 

satisfaction. As in the example above, this comparative information can give the 

companies an insight into consumer attitude to their products and their competitors, to 

discover valuable business information.  
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2.5. Evaluation measures 

As some evaluations and results will be discussed in subsequent chapters, it is important 

to give a brief description of the main evaluation measures. The following three 

performance measures are commonly used to evaluate Sentiment Analysis applications: 

Precision; Recall and F1-Measure.  

2.5.1.1. Precision 

Precision measures the exactness of a classifier. A higher precision means less false 

positives, while a lower precision means more false positives. This is often at odds with 

recall, as an easy way to improve precision is to decrease recall. Precision is calculated 

as:  

Precision = true positives / (true positives + false positives)   (1) 

2.5.1.2. Classifier Recall 

Recall measures the completeness, or sensitivity, of a classifier. Higher recall means less 

false negatives, while lower recall means more false negatives. Improving recall can often 

decrease precision because it gets increasingly harder to be precise as the sample space 

increases. Recall is calculated as:  

Recall = true positives / (true positives + false negatives)    (2) 

2.5.1.3. F-measure Metric 

Precision and recall can be combined to produce a single metric known as F-measure, 

which is the weighted harmonic mean of precision and recall. Precision and Recall are 

calculated and combined to produce the averaged F1-measure. The best value is 1 and 

the worst is 0. F1-measure is calculated as below:   

F1 = 2X((precision*recall) / (precision+recall))        (3) 
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Positive or negative reference values were used to calculate the precision, recall, and F-

measure of the lexicon-based classification approach.  

2.6. Conclusion 

In this chapter, we have examined the related research from the fields of Sentiment 

Analysis, Sentiment Analysis on Twitter data and the considerations to be made when 

looking at multi-entity texts. We have provided an overview of the traditional approaches 

to Sentiment Analysis: the language-based and lexicon-based approaches. We have 

identified the main language-based, or machine learning approaches to Sentiment 

Classification, as a review of traditional approaches even though they will not be 

investigated further as part of this research. A more detailed discussion on the use of 

neural networks to create word embeddings that can be used to classify sentiment, was 

presented. Finally, we examined the criteria for evaluating our research system.   
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 Chapter 3 – Sentiment Analysis using entity-

level feature extraction to identify associated 

descriptor words 

3. Introduction 

One of the main features which assist in the detection of sentiment are the words used in 

the texts. The sentiments expressed will also depend on the structure or syntax of the 

text and the context. Supervised machine learning approaches to sentiment classification 

have been shown to achieve good results (Pang, et al., 2008), but classifying texts by 

sentiment in a social media feed, and Twitter in particular, is a more difficult problem, as 

these text snippets are noisy and usually badly structured. Sentiment classification can 

be seen as a way of associating a given entity with a particular type of word, for example 

the adjectives, adverbs, and verbs which can be used to describe it. The associated 

sentiment can then be determined, to try and infer if the text is positive or negative in 

relation to the main entity. With this in mind, we propose the development of a sentiment 

lexicon-based technique that moves towards a more fine-grained (entity level) Sentiment 

Analysis of Twitter posts. The sentiment lexicon (SentiWordNet) will be used to appoint a 

total score to indicate the polarity of the emotion of consumers, related to a particular 

entity in the text.  

Similar to the research carried out by (Khan, et al., 2014), this research will use a 

Sentiment Analysis algorithm (utilizing the SentiWordNet polarity lexicon to score 

particular words) to analyse and classify the emotion reflected in Twitter text, but unlike 

the previous research, that checks the sentiment of each word in a tweet, only the parts 

of speech that have been found to be useful in Sentiment Analysis will be analysed, such 

as adverbs, verbs and adjectives.  

3.1. Sentiment Analysis incorporating Natural Language Processing 

Sentiment Analysis can incorporate the use of natural language processing, statistics and 

text analysis to identify and extract subjective information in source materials that usually 
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refer to a named entity. A Named Entity (NE) can be considered: a person, an 

organization, a location, usually referred to by name. Once the entities have been 

identified using Entity Extraction processing, they can be used to identify the main 

subjects of a sentence, and once identified, the descriptive words, for example, 

adjectives, verbs or adverbs can be used, to identify sentiment in relation to the entity.   

Entities can be extracted from text by using Natural Language Processing (NLP) 

techniques, for example part-of-speech tagging (known as POS tagging), where words 

are classified as being either nouns, verbs or adjectives, for example, and the 

relationships between the different words are identified by utilizing a text parsing method.   

ID  Form   POS Dependency   POS description   

1  Reading     V      Verb 

2  my       D      Determiner 

3  kindle2      N      Noun 

4  ...        ,      comma 

5  Love       V      Verb 

6  it        O      Pronoun    

7  ...        ,      comma 

8  Lee       ^ MWE   Entity (part 1 of MWE) 

9  Childs      ^      Entity (part 2 of MWE) 

10  is        V      Verb  

11  good       A      Adverb  

12  read       N      Noun  

13  .        ,      comma  

 

A major component within Entity Extraction, known as Named-Entity Recognition (NER) 

further seeks to locate and classify atomic elements in text into predefined categories 

such as the names of people (for example, Barack Obama and Madonna), organizations 

(for example, Apple and Dell), locations (for example, New York and England) etc. The 

named entity can be seen as a word that identifies an object from a set of other objects 

with similar attributes. NER is an important extraction method that utilizes either Rules-

Figure 3-1: Parsed text of a tweet showing part-of-speech tags 
 

 

 

Figure 3-2: Flowchart of applicationFigure 3-3: Parsed text of a 
tweet showing part-of-speech tags 
 

 

 

Figure 3-4: Flowchart of application 
 

Table 3-1: TweeboParser output for a tweet showing part-of-
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Based (grammar-based techniques) or machine-learning models to help classify the 

entities within text blocks. There are various steps involved in the NER process, but 

general NLP tasks include tokenization and POS tagging, where sentences are split into 

basic units, and the corresponding speech categories are identified for individual words. 

Figure 3-1 shows the breakdown of a tweet, with ‘Lee’ and ‘Childs’ being labelled as 

entities (with the ‘^’ symbol) and expressed as one multi-word expression (MWE). This 

named entity would have associated adjective (A) – ‘good’, as it is within 2-word spaces 

of the entity. 

3.1.1. Twitter-specific Dependency Parser 

(Kouloumpis, et al., 2011) have investigated the use of analysing part-of-speech tags and 

sentiment lexicons to improve Sentiment Analysis in Twitter feeds, but their experiments 

show that part-of-speech features may not be useful for Sentiment Analysis in the 

microblogging domain, as the POS features are of a poor quality due to the nature of 

Twitter text. Classifying texts by sentiment in social media feeds, is a more difficult 

problem as these text snippets are noisy and usually badly structured. We have seen that 

many of the previous solutions in Sentiment Analysis have used natural language 

processing techniques such as the Twitter-specific tokenizing and part-of-speech tagging 

for pre-processing tasks (Mohammad, et al., 2013, Kiritchenko, et al., 2014 and Owoputi, 

et al., 2013).  

The Twitter-specific POS tagger and parser – TweeboParser (Kong, et al., 2014) was 

developed to improve the parsing process for Twitter texts. The Penn treebank 

(Pennsylvania, 1999) has been traditionally used to engineer state-of-the-art natural 

language processing systems such as part-of-speech taggers and parsers. There is a 

problem with the Penn treebank corpus in that it is well-matched to a structured text, but 

is poorly suited to more informal text, for example Twitter text (Kong, et al., 2014). The 

team at Carnegie Mellon University, have manually annotated a corpus of Tweets to 

produce the Tweebank corpus, which works in conjunction with the Penn treebank 

approach. 
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This parser was trained on a subset of a labelled corpus for 929 tweets (12,318 tokens) 

drawn from the POS-tagged tweet corpus of (Owoputi, et al., 2013) - Tweebank. This is 

modelled on the Penn Treebank project where the created treebank exists as a parsed 

text corpus that annotates syntactic or semantic sentence structure (Wikipedia, 

2018).  Unlike a typical treebanking project, which may take years and involve thousands 

of person-hours of work by linguists, most of Tweebank was built in a day by two dozen 

annotators, most of whom had only cursory training in the annotation scheme (Kong, et 

al., 2014). Once tagging and parsing is complete, the sentiment of the appropriate words 

can then be identified by utilizing the SentiWordNet word lexicon. 

3.2.  Methodology 

The goal is to build a classification system that can decide whether a tweet that contains 

a main entity or topic, has a sentiment that is either positive or negative towards that given 

entity or topic. The experiments were conducted where particular descriptor words were 

extracted as features from the text, and the sentiment of the particular words were 

identified using the SentiWordNet lexicon. The following section will describe the features 

used to appoint sentiment and the tools that are used to extract these features, including 

the parser and sentiment lexicon. 

3.2.1. Part of Speech tagging using Parser 

The datasets used for processing, will have all neutral tweets removed, as the only 

positive and negative tweets will denote a subjective opinion. These subjective texts will 

be processed further by taking the descriptor features and using the SentiWordNet for the 

semantic scoring.  
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The first step is to create a parsed text using the Twitter specific parser - TweeboParser5 

from (Kong, et al., 2014). The parser generates a syntactic structure for each of the 

tweets, where the tokenized tweet lists the associated part-of-speech tags. The parsed 

file is structured according to the CoNLL format (Buchholz, et al., 2006) using a tabular 

arrangement.  

The generated syntactic structure for the following tweet is presented in Table 3-1:  

“Big Congratulations to ABILITY Magazine for winning a @TEDAds” 

ID FORM CPOSTAG POSTAG HEAD DEPREL 

1 Big A A 2 MWE 

2 Congratulations N N 0 _ 

3 to P P 2 _ 

                                            
5 Code found at https://github.com/ikekonglp/TweeboParser 

Figure 3-124: Flowchart of application 
 

Table 3-121: TweeboParser output for 
a tweet showing part-of-speech tags 
as part of parsed outputFigure 3-125: 
Flowchart of application 
 

Table 3-122: TweeboParser output for 
a tweet showing part-of-speech tags 
as part of parsed output 

 

 

 

Table 3-123: Descriptor word types 
with examplesTable 3-124: 
TweeboParser output for a tweet 
showing part-of-speech tags as part 
of parsed outputFigure 3-126: 
Flowchart of application 
 

Table 3-125: TweeboParser output for 
a tweet showing part-of-speech tags 
as part of parsed outputFigure 3-127: 
Flowchart of application 
 



34  
 

4 ABILITY - ^ 3 MWE 

5 Magazine ^ ^ 3 _ 

6 for P P 4 _ 

7 winning V V 5 _ 

8 a D D 9 _ 

9 @TEDAds @ @ 9 _ 

 

Fields above include: ID showing token position; FORM showing the form of the word (or 

punctuation symbol); CPOSTAG and POSTAG showing the part-of-speech tags; the 

HEAD denotes the head of the current token; and DEPREL shows any dependencies and 

the type of dependency relation (CNNL-2006). CPOSTAG and POSTAG are usually 

identical but the POSTAG can show the fine-grained part-of-speech tags, that the 

CPOSTAG, or coarse-grained do not identify, for example the POSTAG for ‘ABILITY’ is 

being correctly identified as an entity, whereas the CPOSTAG shows as ‘_’, which is used 

by CONLL to represent ‘absent entry’. The words showing part-of-speech tags for 

Adjectives (denoted with an ‘A’) and Verbs (denoted with a ‘V’) will be analysed for 

sentiment, using entity-level feature extraction. Note that adverbs are denoted with an ‘R’ 

but are not included in example above. 

3.2.2. Entity-level feature extraction 

This step involves the identification of the dependent words in relation to the entity, which 

will be used to identify the sentence polarity towards the entity. This entity-level feature 

extraction is applied using a Python program that reads the parsed text and identifies the 

entities and neighbouring descriptor words (which will be used to calculate the polarity of 

a tweet towards a given topic or entity).  

Research by (Wilson, et al., 2005) investigated associated token words that lay 

immediately on either side of the topic or entity. This research aims to widen the feature 

extraction area to 2 words on either side of the entity and using the associated descriptor 

words to calculate a sentiment value. By widening the feature extraction area, this 

Table 3-281: TweeboParser output for a tweet showing part-of-speech tags as 
part of parsed output 

 

 

 

Table 3-282: Descriptor word types with examplesTable 3-283: TweeboParser output for a 
tweet showing part-of-speech tags as part of parsed output 

 

 

 

Table 3-284: Descriptor word types with examples 
 

 

Figure 3-207: Entities plus associated descriptor words, with scoring per SentiWordNetTable 3-285: 

Descriptor word types with examplesTable 3-286: TweeboParser output for a tweet 
showing part-of-speech tags as part of parsed output 

 

 

 

Table 3-287: Descriptor word types with examplesTable 3-288: TweeboParser output for a 
tweet showing part-of-speech tags as part of parsed output 

 

 

 

Table 3-289: Descriptor word types with examples 
 

 

Figure 3-208: Entities plus associated descriptor words, with scoring per 
SentiWordNetTable 3-290: Descriptor word types with examples 
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research would hope to improve on the previous research, as words that can identify the 

sentiment of a particular topic or entity may not reside on exactly one side or the other of 

the entity.  

As part of this research, some testing was conducted to establish the optimum context 

window. Where Wilson et al. identified a context window of one, to identify the associated 

sentiment words that may lie within one-word space of the entity or entities, it was decided 

to widen this to a context window of 2, i.e. within 2 words the of the entity or entities. This 

was established as a context window of 2 provided a better F1 scoring (F1= 0.54) than 

for a dataset than using a context window of 1 (F1=0.50). It should also be noted that, 

further experiments show that the F1 scoring improved with an increasing context 

window, where it levelled off with a context window of 5 or higher all producing an F1 

scoring of 0.57. As context windows are widened, there is an additional problem of 

windows overlapping for different entities in the same tweet. With this in mind, a context 

window of 2 was decided as the optimum for this research. 

Examples of common descriptor words (with examples of sentiment), can be seen in 

Table 3-2 below: 

Word  POS 
Word 
type 

Sentiment 

good _ A Adjective Positive 

stupid _ A Adjective Negative 

love _ V Verb Positive 

hates _ V Verb Negative 

pretty _ R Adverb Positive 

awfully _ R Adverb Negative 

 

 

Table 3-393: Descriptor word types with examples 
 

 

Figure 3-338: Entities plus associated descriptor 
words, with scoring per SentiWordNetTable 3-394: 
Descriptor word types with examples 
 

 

Figure 3-339: Entities plus associated descriptor 
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3.2.3. Sentiment classification using SentiWordNet lexicon 

The publicly available corpus SentiWordNet (Baccianella, et al., 2010) is used to score 

the descriptor words with a sentiment scoring, where available. SentiWordNet is 

annotated with labels indicating how positive and negative the terms in the synset (set of 

synonym words) are. Algorithm 1 depicts the steps used to compute the polarity of the 

tweets using the descriptor words (adjectives, verbs and adverbs) that are positioned 

within a context window of 2 on either side of identified entities.  

Algorithm 1 Sentiment Analysis using entity-level feature extraction to compute the 

sentiment of descriptor words associated with entities in tweets 

Input: 

Text file (containing tweets split into individual POS tokens) T, Sentiment Lexicon 

(listing PosScore and NegScore per word) L,  

Output: 
Sentiment = {0,1,Neutral,N/A }, where TweetScore = 0 (Negative), TweetScore = 1 
(Positive), TweetScore = Neutral (where SumPos = NegPos) or TweetScore = N/A 

(where dw NOT in L). 

Initialization: 
Initialize: SumPos, SumNeg and TweetScore where,  

SumPos: accumulates the positive polarity of descriptor words dw in tweet t  

SumNeg: accumulates the negative polarity of descriptor words dw in tweet t 
TweetScore: Final scoring (per tweet)  
 

1. For each tweet t in T do 

2. For each descriptor word dw in t do 

3.  If dw in L then 

4.   If PosScore > NegScore 

5.     SumPos += PosScore – NegScore 

6.   ElseIf NegScore > PosScore 

7.    SumNeg += NegScore – PosScore 

8.  Else TweetScore = N/A    

9.   End If 

10.  End For 

11.  If SumPos > SumNeg  

12.   TweetScore = 1 

13.  ElseIf SumPos < SumNeg 

14.   TweetScore = 0 
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15.  Else 

16.   TweetScore = Neutral 

17.   End If 

18. End For 

Note: Descriptor word – Words showing POS tag ‘V’, ‘A’ or ‘R’ that are within context 
window (2 spaces from an entity). 

A file containing the identified descriptor words is then fed into another Python program 

that produces sentiment scoring using SentiWordNet. The original code was sourced from 

Github6, and the program has been amended to calculate the scoring for any descriptor 

words that are within 2-word spaces of entities in the tweet.  

This can be shown in an example below. 

ID Sentiment Tweet 

799391092588343000 1 

Happy belated #NationalFastFoodDay!I want our 
#McDonalds with #McDelivery & #ShrimpBurgers 
like in #Seoul!  My fav… https://t.co/VF9TvcCmKO 

For example, for the tweet shown above, the words – ‘belated’, ‘Happy’ and ‘want’ are 
identified as descriptor words, and scored using SentiWordNet, see figure 3-3 below. 

 
 

 

 

                                            
6 https://github.com/abijith-kp/nlp-dsentiment-analysis 

Figure 3-549: Entities plus associated descriptor words, with scoring per 
SentiWordNet 
 

Figure 3-550: Tweets that are correctly calculating as positive using the lexicon-based 
approachFigure 3-551: Entities plus associated descriptor words, with scoring per 
SentiWordNet 
 

Figure 3-552: Tweets that are correctly calculating as positive using the lexicon-based 
approach 
 

Figure 3-553: Tweets that are correctly calculating as negative using the lexicon-
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For the word ‘Happy’, the scoring is on the left (inside the brackets) which denotes a 

positive scoring. The calculated cumulative negative scoring = 0.375, and the total 

positive scoring = 0.625, so the calculated scoring would be (0.25, 0), which is mostly 

positive (and therefore given a score of ‘1’ for Positive), as below. A score of mostly 

negative would result in score ‘0’. 

Tweet ID Score 

799391092588343000 1 

3.3. Results 

The texts were parsed and the descriptor words (Adverbs, Adjectives and Verbs) and 

associated entities were identified and extracted. The tweets that contain entities that 

have descriptor words that lie within 2-word spaces of the entity, are scored using 

SentiWordNet which is used to allocate a score for each of the descriptor words, where 

there is an associated score in SentiWordNet. The percentage accuracy of this process 

is providing a 51.67% accuracy against the SemEval 2017 dataset, but STS-Test dataset 

is showing a reduced accuracy of 41.38%, even though the F1 scoring is improved 

against the STS-Test dataset. See full breakdown of results in Tables 5-1 and 5-2. 

3.4. Analysis of Results for knowledge-based approach 

Figure 3-4 shows an example of 2 tweets from the Stanford Twitter Sentiment (STS) 

dataset that are correctly calculating as positive using the lexicon-based approach. For 

the 1st tweet (ID = 3), the parser has identified ‘DX’ as an entity (highlighted in pink), and 

its associated descriptor word, the adverb ‘cool’ (highlighted in yellow) has been allocated 

a positive score in the SentiWordNet lexicon. The 2nd tweet (ID = 4) shows the entity ‘Lee 

childs’ as a MWE entity with its associated descriptor word, the adverb ‘good’ also being 

allocated a positive score in the SentiWordNet lexicon. 

 



39  
 

ID Sentiment Tweet 

3 1 
@stellargirl I loooooooovvvvvveee my Kindle2. Not that the DX is cool, 
but the 2 is fantastic in its own right. 

4 1 Reading my kindle2...  Love it... Lee childs is good read. 

 

Figure 3-5 shows an example of 2 tweets from the Stanford Twitter Sentiment (STS) 

dataset that are correctly calculating as negative using the lexicon-based approach. For 

the 1st tweet (ID = 19) the parser has identified ‘LeBron James’ as a MWE entity 

(highlighted in pink), and its associated descriptor word, the adverb ‘hates’ (highlighted in 

yellow) has been allocated a negative score in the SentiWordNet lexicon. The 2nd tweet 

(ID = 216) shows the entity ‘lakers’ with its associated descriptor word, the adverb ‘not’ 

being allocated a negative score in the SentiWordNet lexicon. 

ID Sentiment Tweet 

19 0 
I was talking to this guy last night and he was telling me that he is a 
die hard Spurs fan.  He also told me that he hates LeBron James. 

216 0 
Just got mcdonalds goddam those eggs make me sick. O yeah Laker 
up date go lakers. Not much of an update? Well it's true so suck it 

 

Figure 3-6 shows an example of a tweet that is incorrectly scoring as negative, using the 

lexicon-based approach. Two entities have been identified (highlighted in pink), and the 

associated descriptor words ‘win’ (which is a verb and highlighted in green below) is 

scoring as a positive 0.125, whereas the word ‘lost’ (which is an adverb and highlighted 

in yellow) is scoring with a negative 0.75. This is producing an overall negative scoring. 

ID Sentiment Tweet 

2398 0 yankees win mets lost. its a good day. 

 

Figure 3-792: Tweets that are correctly calculating as positive using the lexicon-based approach 
 

Figure 3-793: Tweets that are correctly calculating as negative using the lexicon-based 
approachFigure 3-794: Tweets that are correctly calculating as positive using the lexicon-based 
approach 
 

Figure 3-795: Tweets that are correctly calculating as negative using the lexicon-based 
approach 
 

Figure 3-796: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-797: Tweets that are correctly calculating as negative using the lexicon-
based approachFigure 3-798: Tweets that are correctly calculating as positive using the lexicon-
based approach 
 

Figure 3-799: Tweets that are correctly calculating as negative using the lexicon-based 
approachFigure 3-800: Tweets that are correctly calculating as positive using the lexicon-based 
approach 
 

Figure 3-801: Tweets that are correctly calculating as negative using the lexicon-based 
approach 
 

Figure 3-802: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-803: Tweets that are correctly calculating as negative using the lexicon-
based approach 
 

Figure 3-804: Tweet that is incorrectly calculating as negative using the lexicon-based approach 
 
 
 
 

Figure 3-805: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-806: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-807: Tweets that are correctly calculating as negative using the lexicon-
based approach 
 

Figure 3-808: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-809: Tweets that are correctly calculating as negative using the lexicon-
based approachFigure 3-810: Tweets that are correctly calculating as positive using the lexicon-
based approach 

Figure 3-1034: Tweets that are correctly calculating as negative using the lexicon-based 
approach 
 

Figure 3-1035: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-1036: Tweets that are correctly calculating as negative using the lexicon-
based approach 
 

Figure 3-1037: Tweet that is incorrectly calculating as negative using the lexicon-based 
approach 
 
 
 
 

Figure 3-1038: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-1039: Tweet that is incorrectly calculating as negative using the lexicon-
based approachFigure 3-1040: Tweets that are correctly calculating as negative using the 
lexicon-based approach 
 

Figure 3-1041: Tweet that is incorrectly calculating as negative using the lexicon-based 
approachFigure 3-1042: Tweets that are correctly calculating as negative using the lexicon-

Figure 3-1266: Tweet that is incorrectly calculating as negative using the lexicon-based 
approach 
 
 
 
 

Figure 3-1267: Tweet that is incorrectly calculating as negative using the lexicon-based 



40  
 

Figure 3-7 below shows another example of a tweet that is incorrectly scoring as negative, 

using the lexicon-based approach. Two entities have been identified (highlighted in pink), 

and the associated descriptor words ‘win’ (which is a verb and highlighted in green below) 

is scoring as a positive 0.125, whereas the word ‘fail’ (which is also a verb and highlighted 

in green below) is scoring with a negative 0.175. The word ‘fail’ is scoring a higher 

negative score than the positive score for ‘win’, which is producing an overall negative 

scoring. 

ID Sentiment Tweet 

1012 0 Reading  "Bill Clinton Fail – Obama Win?" http://tinyurl.com/pcyxj7. 

3.5. Conclusions and Future Work 

The identification of topic level dependencies, with the use of a sentiment lexicon against 

parsed text (that has been parsed by a parser that is designed specifically for Twitter 

texts), have made the proposed solution achieve good results. To improve, the entity and 

descriptor word relationship could be investigated further. For example, if the word is a 

noun preceded by an adjective, or if the preceding word is an adverb, this could be 

indicators of a possible descriptor/entity relationship. Similarly, tweets containing more 

than one entity could be investigated to see how different sentiments relating to different 

entities could influence the overall sentiment of a tweet. 

The tweets highlighted in figures 3-6 and 3-7 identify where the lexicon-based approach 

is incorrectly scoring sentiment for tweets that contain more than one entity. In the first 

tweet (figures 3-6) the sentiment is positive towards the entity ‘yankees’ and negative 

towards the entity ‘mets’. The text ‘its a good day’ is obviously relating to the sentiment of 

a ‘yankees’ fan, thus scoring the sentiment of the overall tweet as positive. It may be good 

in this case, to know that the sentiment towards the ‘mets’ is negative which is not 

indicative of the overall scoring. Similarly, for the text highlighted in figure 3-7, an overall 

sentiment scoring of either positive or negative does not take into consideration that the 

sentiment towards the entity ‘Bill Clinton’ is negative, whereas the sentiment towards the 

Figure 3-1458: Tweet that is incorrectly calculating as negative using the 
lexicon-based approach 
 
 
 
 

Figure 3-1459: Flowchart of applicationFigure 3-1460: Tweet that is incorrectly 
calculating as negative using the lexicon-based approach 
 
 
 
 

Figure 3-1461: Flowchart of application 
 

Figure 3-1462: Flowchart of applicationFigure 3-1463: Tweet that is incorrectly 
calculating as negative using the lexicon-based approach 
 
 
 
 

Figure 3-1464: Flowchart of applicationFigure 3-1465: Tweet that is incorrectly 
calculating as negative using the lexicon-based approach 
 
 
 
 

Figure 3-1466: Flowchart of application 
 

Figure 3-1467: Flowchart of application 
 

Figure 3-1468: Flowchart of application 
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entity ‘Obama’ is positive. The methods suggested in the next chapter aims to address 

this problem. 

Although simple and easy to use, this lexicon-driven approach may lack efficiency in 

respect to its limited vocabulary of SentiWordNet, which has not been updated since 

2013, and will therefore not reflect any new words that have entered the social media 

vocabulary. To bring this research more in line with the current state of the art, future work 

could investigate a hybrid approach using a lexicon-based method to identify tweets that 

show a definite positive or negative sentiment towards an entity and the remaining tweets 

could be further processed using the word embeddings method to facilitate a greater 

semantic understanding. Certain approaches, such as Word2Vec have been seen to be 

useful in capturing semantic relationships among words and these word embeddings can 

then be used to assist the sentiment classification of texts and will be investigated in the 

next chapter. 
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 Chapter 4 – Multi-entity sentiment analysis 

using entity-level feature extraction and word 

embeddings approach  

4. Introduction 

As discussed in chapter 2, the Sentiment Analysis task has been traditionally divided into 

either knowledge based (using lexicons) or language based (using machine learning) 

approaches. These different approaches use different types of classification, that 

generally result in a sentiment output that can sometimes be in the form of ‘1’ (for positive 

sentiment), ‘0’ (for negative sentiment) or ‘Neutral’ for no sentiment, for the string of text, 

regardless if there are one or more entities referred to in that text.  

Recently the use of word embeddings methods has emerged, that provide powerful 

algorithms to allow semantic understanding without the task of manual annotation to 

create large amounts of annotated test data.  This research plans to enhance the word 

embeddings approach with the deployment of a sentiment lexicon-based technique to 

appoint a score that indicates the polarity of opinion in relation to a particular entity or 

entities that are mentioned in the text, where there exists more than one entity. This type 

of sentiment classification uses the adjectives, adverbs, and verbs that are associated 

with an entity, to determine the sentiment of the text in relation to the individual entity, to 

infer if the text is positive or negative in relation to the entity or entities. 

The following comment, for example, "Applause! Insurelife recognized for best practices 

unlike Busibank, worst ever", indicates two sentiments for two different financial 

companies, Insurelife and Busibank. While the sentiment towards Insurelife would be 

read as positive, the sentiment relating to Busibank is negative. It would be ineffective to 

label the overall opinion of this post, as it does not solely relate to one entity. Furthermore, 

even though Twitter restricts tweet length in comparison to other social media sites, 

tweets can still contain mixed sentiments about an entity or entities. Taking this into 

consideration, the aim is to investigate how entities and their descriptor words can be 



43  
 

used to identify the sentiment of the tweet in relation to the entity or entities, where more 

than one entity exists. 

This chapter will present the design and architecture of the proposed system, detailing 

the specification and implementation with descriptions of how each step runs and what 

are the outputs into subsequent step(s). As the majority of Sentiment Analysis research 

relates to analysing text where the opinions are focused on a central topic or entity, it is 

also apparent that opinions can be expressed about a number of entities within the same 

text segment.  

4.1. Methodology 

This research proposes a dual classification approach for the task of Sentiment Analysis. 

An initial classification of tweets identifies those that relate to a single entity, and the word 

embedding-based approach will be used to determine the opinion polarity of these tweets. 

The next step will analyse and classify the emotion relating to multiple entities in the 

Twitter text by using a sentiment lexicon-based technique that appoints a score to indicate 

the polarity of opinion in relation to each particular entity in a tweet, that contains multiple 

entities. 

The focus of this work is to identify the entities as well as identify the words that may give 

an indication of the sentiment towards each entity. The training datasets that are used 

contains only positive or negative tweets, as they denote subjective opinion. Only the 

subjective tweets are being used as Pang et al. (Pang, et al., 2002) have found that 

polarity classification is improved by the removal of objective sentences from the training 

set. 

For those tweets that are identified as containing more than one, different entity, they are 

removed for processing as described in Algorithm 1.  
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Figure 4-1 shows the architectural components of the proposed hybrid solution. Tweets 

are processed using the parser, and the parsed output is used to differentiate tweets that 

relate to more than one entity and the remaining, that relate to one entity only. These 

multi-entity tweets are analysed, where particular descriptor words are extracted as 

features from the text, and the sentiment of these words are identified using the 

SentiWordNet lexicon. The remaining tweets are processed using the Word2Vec 

algorithm, as highlighted in the following sections.  

Figure 4-1: Flowchart of application 
 

Figure 4-2: Flowchart of application 
 

Figure 4-3: Flowchart of application 
 

Figure 4-4: Flowchart of application 
 

Figure 4-5: Flowchart of application 
 

Figure 4-6: Flowchart of application 
 

Figure 4-7: Flowchart of application 
 

Figure 4-8: Flowchart of application 
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4.1.1. Pre-processing 

Before training the Word2Vec model, the data was pre-processed, where all uppercase 

letters and words are changed to lower case letters to ensure uniformity. In addition, the 

sentences were split into individual words, or tokens using NLTK’s Tokeniser and any 

non-letters are removed, to eliminate noise. Additional pre-processing steps clean the 

data by removing any HTML markup and punctuation. For removing the HTML markup, 

the Beautiful Soup library in Python is used, and will produce text without tags or markup. 

For most NLP tasks, it is intuitive to remove punctuation, but in this case, we are 

investigating a Sentiment Analysis problem, and it is possible that some punctuation can 

denote a negative or positive emotion, for example “;-(“ denoting a negative emotion. In 

this work, we are simply removing all punctuation, but this is something to take into 

consideration for future work.  Stop words which refer to the most common words in a 

language, such as “a” and “the”, are usually removed for NLP tasks, but in the case of 

training a Word2Vec model, stop words are not removed, as the algorithm relies on the 

broader context of the sentence in order to produce high-quality word vectors.  

4.1.2. Training 

With the pre-processing complete, the Word2Vec7 model is trained on the given training 

datasets. The two datasets are outlined in section 1.4, the SemEval 2017 (task 4-Subtask 

B) dataset and the Stanford Twitter Sentiment (STS) corpus. 

4.1.3. Part of Speech tagging and entity-level feature extraction  

As described in section 3.1, the Twitter texts have been processed with the dependency 

parser to produce word tokens that have associated POS tags. The output from the parser 

will be further processed by a Python program which reads the parsed file and identifies 

any tweets that contain more than one entity. This produces another parsed output, 

containing only the tweets that contain more than one entity. This new parsed output is 

                                            
7 https://github.com/wendykan/DeepLearningMovies/blob/master/Word2Vec_AverageVectors.py 
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then further processed by the Python program mentioned in section 3.2.2, to read the 

parsed text and identify the entities and any neighbouring descriptor words, which will be 

used to calculate the polarity of a tweet towards a given topic or entity. 

Algorithm 2 depicts the steps used in the hybrid Word Embeddings/Sentiment Lexicon 

approach to compute the polarity of the single entity and multi-entity tweets. Multi-entity 

tweets will be processed using the descriptor words (adjectives, verbs and adverbs) that 

are positioned within a context window of 2 on either side of identified entities, as 

highlighted in algorithm 1. Single entity tweets will be classified using the word embedding 

method which will be covered in next section.  

Algorithm 2 Multi-entity sentiment analysis using entity-level feature extraction and 

word embeddings approach 

Input: 

Text files (containing tweets split into individual POS tokens) Tm – Multi-entity tweets 

and Ts – Single-entity tweets, Sentiment Lexicon (listing PosScore and NegScore per 

word) L, Word2Vec trained Model M. 

Output: 
Sentiment = {0,1}, where 0: Negative, 1: Positive. 
For multi-entity tweets, additional scoring per entity:  
Sentiment = {0, 1, Neutral, N/A}, where TweetScore = 0 (Negative), TweetScore = 1 
(Positive), TweetScore = Neutral (where SumPos = NegPos) or TweetScore = N/A 

(where dw NOT in L). 

 
Initialization: 
Initialize: SumPos, SumNeg, EntityScore, SumEntityScore and TweetScore, where:  

SumPos: accumulates the positive polarity of descriptor words dw in tweet t.  

SumNeg: accumulates the negative polarity of descriptor words dw in tweet t. 
EntityScore: Scoring per entity. 
SumEntityScore: accumulates the scoring of entities per tweet. 
TweetScore: Final scoring (per tweet).  
 

1. For each tweet in T do 

2.  If Entity_count >1 then  

3.   process MultiEntityTweet 

4.  Else 

5.   Compute feature vectors for tweets in Ts using word Vectors from M 

6. Using feature vectors and trained Classifier calculate tweet_score as ‘1’ or ‘0’ 

7.   process CombineResults 
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MultiEntityTweet 

1. For each tweet t in Tm do 

2.  For each entity e in t do 

3.   For each descriptor word dw in proximity to e do 

4.   If dw in L then 

5.    If PosScore > NegScore 

6.      SumPos += PosScore – NegScore 

7.    ElseIf NegScore > PosScore 

8.     SumNeg += NegScore – PosScore 

9.    Else TweetScore = N/A    

10.    End If 

11.   End For 

12.  If SumPos > SumNeg  

13.   EntityScore = 1 

14.  ElseIf SumPos < SumNeg 

15.   EntityScore = 0 

16.  Else 

17.   EntityScore = Neutral 

18.   End If 

19.   End For 

19.   If SumEntityScore > 0  

20.   TweetScore = 1 

22.   ElseIf SumEntityScore < 0  

23.   TweetScore = 0 

24.   Else 

25.   TweetScore = Neutral 

26. End For 

27. process CombineResults 

 

CombineResults 

28. If Entity_count >1 and tweet_score NOT= Neutral do 

29.  Print tweet-id, tweet_score, SystemID (SentiWordNet), Entity#, entity 

_score  

30. Else 

31.  Print tweet-id, tweet_score, SystemID (Word2Vec)    

32. End  

Note: Descriptor word – Words showing POS tag ‘V’, ‘A’ or ‘R’ that are within context 
window (2 spaces from an entity). 
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4.1.4. Average Vector approach for single entity tweets  

As mentioned in the previous section, the Word2Vec model trained as per section 4.1.2, 

will be used to create average vectors per tweet. The model was created using the 

Word2Vec Skip Gram model, which is designed to find words that are useful in predicting 

the surrounding words in a sentence or text snippet (Mikolov, et al., 2013). The vector 

representations of the words are used to calculate the average vectors per tweet, and 

these are then used to train a Random Forest classifier, that is used to predict the 

sentiment of the test tweets. 

 

4.1.5. Scoring tweets 

To help explain, consider the tweet below. This is a tweet (ID = ‘13075’) from the Stanford 

Twitter Sentiment (STS) test dataset and has been scored with Sentiment = ‘0’ 

ID Sentiment Tweet 

13075 0 

7 hours. 7 hours of inkscape crashing, normally solid as a rock. 7 
hours of LaTeX complaining at the slightest thing. I can't take any 
more. 

 

Similar to the methodology used in Chapter 3, the adjectives, verbs or adverbs that reside 

in close proximity to the focus words (entities), will be used to determine the sentiment. 

This involves the identification of the dependent words in relation to the entities, where 

these words will be used to identify the polarity towards the given entity or entities. The 

tweet in Figure 4-4 shows the entities (highlighted in pink) – ‘inkscape’ and ‘LaTeX’ and 

their associated descriptor words (verbs) – ‘crashing’ and ‘complaining’ highlighted in 

green. 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
 

Figure 4-4: Tweet showing highlighted entity and associated descriptor words  
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The entities and associated sentiment words are extracted with a Python program that 

reads the CoNLL file, and for this tweet, identifies the entities and the associated verbs, 

see Figure 4-5 below. 

13075 
     

  inkscape _ ^ ^ Entity1 

  crashing _ V V 
 

  LaTeX _ ^ ^ Entity2 

  complaining _ V V 
 

 

As we are investigating the differences between the tweet level and the entity level polarity 

(towards a given entity), when relating to different entities in a tweet, we hope to identify 

where a tweet is scored incorrectly. This scoring of entities and associated sentiment 

words continues on from feature extraction research based on associated token words 

on either side of the topic (Sweeney, et al., 2017), where the dependency of descriptor 

words on a topic or entity, can be considered more intuitive as an effective method, as 

neighbouring tokens (2 words on either side of the entity) can emphasize the correct 

sentiment value. These descriptor features will be further processed using the 

SentiWordNet lexicon, for an overall score per entity. 

The descriptor words of the multi-entity tweets are scored using the SentiWordNet 

sentiment lexicon. The overall scoring per entity is calculated for the multi-entity tweets, 

and an overall scoring for the tweet is printed as output.  

For the example tweet in Figure 4-4, the descriptor words have been scored as below. 

‘crashing’ has a score of 0.125 (PosScore) and 0.25 (NegScore), and ‘complaining’ has 

a score of 0.75 (NegScore). Calculating overall score for ‘crashing’, for example will 

produce a negative score (0.25 – 0.125) of ‘0.125’. Similarly, the word ‘complaining’ will 

also produce a negative scoring (of ‘0.75). See Figure 4-6 below. 

Figure 4-5: Output showing identified entities and the  
associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the  
associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
identified entities and the associated descriptor words 
 

Figure 4-5: Output showing identified entities and the associated descriptor words 
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PosScore NegScore 
 

0.125 0.25 crashing#1 

0 0.75 complaining#1 

 

The remaining tweets, that have been classified using feature vectors, created by a 

Word2Vec model, are merged together to produce one output, which includes the tweet 

number and the sentiment scoring per tweet, ‘1’ for a positive sentiment and ‘0’ for a 

negative sentiment. Additional information is printed out for tweets scored with the 

SentiWordNet application, to list scoring per entity, as in Figure 4-7.  

Tweet_id Score System Score per entity 

13075 0 SentiWordNet Entity1-0, Entity2-0 

13077 0 Word2Vec 
 

 

4.1.6. Results 

Subjective tweets that relate to only one entity are processed by the Word2vec modelling 

technique integrating a neural network implementation to learn the distributed 

representations for words to allocate a scoring per tweet. For the SemEval 2017 (task 4-

Subtask B) dataset, the accuracy of classifying tweets using the Word2Vec approach as 

baseline provided 58.07% accuracy. The tweets that relate to more than one entity are 

processed separately using the parser, and the descriptor words neighbouring each entity 

are used to score sentiment relating to that entity. With all entities in multi-entity tweet 

being scored, this provided a slight reduction in accuracy, from the Word2Vec baseline, 

to 57.12%. For the Stanford Twitter Sentiment (STS) dataset, the accuracy was the same 

for the Word2Vec baseline as it was with the Word2Vec and SentiWordNet hybrid 

approach, at 57.66%, but the F1 score actually improved with the Word2Vec and 

Figure 4-6: SentiWordNet scoring for the associated descriptor words 

 

Figure 4-6: SentiWordNet scoring for the associated descriptor words 

 

Figure 4-6: SentiWordNet scoring for the associated descriptor words 

 

Figure 4-6: SentiWordNet scoring for the associated descriptor words 
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Figure 4-6: SentiWordNet scoring for the associated descriptor words 
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Figure 4-6: SentiWordNet scoring for the associated descriptor words 
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Figure 4-7: Merged output showing overall scoring per tweet from SentiWordNet and 
Word2Vec systems 
 

Table 4-1: Results for Subtask A “Message Polarity Classification”, English.Figure 4-7: 
Merged output showing overall scoring per tweet from SentiWordNet and Word2Vec 
systems 
 

Table 4-2: Results for Subtask A “Message Polarity Classification”, English. 
 

 

Table 4-3: Application resultsTable 4-4: Results for Subtask A “Message Polarity 
Classification”, English.Figure 4-7: Merged output showing overall scoring per tweet 
from SentiWordNet and Word2Vec systems 
 

Table 4-5: Results for Subtask A “Message Polarity Classification”, English.Figure 4-7: 
Merged output showing overall scoring per tweet from SentiWordNet and Word2Vec 
systems 
 

Table 4-6: Results for Subtask A “Message Polarity Classification”, English. 
 

 

Table 4-7: Application resultsTable 4-8: Results for Subtask A “Message Polarity 
Classification”, English. 
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SentiWordNet hybrid approach. These results can be seen in Tables 5-1 and 5-2 in the 

next chapter in Chapter 5 - Evaluation and Results. 

For the Stanford Twitter Sentiment (STS) dataset, it can be observed that, by integrating 

a word embeddings approach for single entity tweets, accompanied by a sentiment 

lexicon approach on parsed text for multi-entity tweets, it has provided an improved F1-

score (See table 5-2). 

The calculated F1-score (F1=0.54) for the hybrid application using the SemEval  dataset  

would appear in top 34 (out of a total of 48 teams) of entrants to the SemEval 2017 

(subtask B competition), see Table 4-2.  

 

 

Table 4-192: Results for Subtask A “Message Polarity Classification”, 
English. 
 

 

Table 4-193: Application resultsTable 4-194: Results for Subtask A 
“Message Polarity Classification”, English. 
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4.2. Conclusions 

The majority of research in the field of Sentiment Analysis usually integrates either 

machine learning algorithms or lexicon-based approaches. With the increased popularity 

of word embeddings methods, this research aims to highlight how a hybrid word 

embeddings and lexicon-based approach can be used to tackle the problem of Sentiment 

Analysis on multiple entities, as there is seen to be considerable difference in difficulty in 

addressing the Sentiment Analysis problem over multiple entity tweets.   
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 Chapter 5 – Evaluation and Results 

5. Introduction 

In this chapter, we will explain the experimental settings and the data used in our 

experiments. Then, we will discuss the results obtained from our approach on the 

Sentiment Analysis subtasks.  

As this research is attempting to analyse sentiment at the entity level, to designate the 

sentiment associated with the individual entity and not to the text snippet, it will be 

beneficial to distinguish contradictory sentiment classification. An example can be shown 

below: 

In the text - "I loved their pizza", ‘pizza’ has positive polarity. 

In the text "I hated their pizzas, but their salads were great", ‘pizzas’ has negative polarity 

while ‘salads’ has positive polarity. 

5.1. Task and Data  

As the main task is to identify tweets that relate to more than one entity, and to then 

identify the sentiment relating to the individual entities in a tweet, the training dataset that 

is used contains only positive or negative tweets, as they denote subjective opinion. The 

datasets have been described in section 1.4. 

5.1.1. Word2Vec dataset  

Since we are interested in implementing vector space methods to extract the main 

features, we need to use a corpus to train the word2vec model that takes a word and 

returns its vector representation. Section 2.1.5 describes the skip-gram model (Mikolov, 

et al., 2013) we use for creating our word embeddings. The model needs a large amount 

of unstructured text data for training the word vector representations. Once the word 
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vectors are built, the structured data is then used to create average vectors per tweet. 

These average vectors are processed via a classifier for training or testing. 

 

The Word2Vec model is trained on the given training dataset that was derived from a total 

of over a million tweets (dataset sourced from Kaggle8), with the sentiment tag removed 

to provide unlabelled training, as Word2Vec does not need labels in order to create 

meaningful representations (Ye, et al., 2015). 

5.2. Methodology 

From preliminary experiments, word embeddings-based Sentiment Analysis was seen to 

perform quite well for single-entity tweets, achieving an average of 59% accuracy over 

the 2 datasets. Accordingly, we adopt a two-pronged approach for Sentiment Analysis 

over a dataset comprising single and multi-entity tweets. First, the dataset is partitioned 

into two using the parsed output from the state-of-the-art Tweet parsing approach 

(implemented in a tool called TweeboParser9). The parsed output is fed into a Python 

program that splits it into two subsets, (i) single entity tweets, and (ii) multi entity tweets. 

The first dataset is passed on to a word-embedding based sentiment analyser, which is 

already trained on tweets from a similar domain, in order to arrive at sentiment scoring 

for each tweet. The second dataset is subject to entity identification using another Python 

program, which identifies entities and any adjective, verb or adverb words on either side 

of the entity mentions, which are collected and used as descriptor words for the entity. 

These descriptor words are then scored on sentiment using SentiWordNet and 

aggregated to a single score per entity, completing the multi-entity sentiment scoring.  

 

 

                                            

8 http://thinknook.com/twitter-sentiment-analysis-training-corpus-dataset-2012-09-22/ 

9 Code available at https://github.com/ikekonglp/TweeboParser 
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5.2.1. Programming language and Computer Specifications 

For the purpose of this project Python 2.7.9 was used as it is a mature, versatile and 

robust high-level programming language. This version of Python was chosen over the 

latest version Python 3.0 as Python 2.7 has better documentation and a wider community 

of users than the latest version. Python also offers a wide range of functions for the 

Natural Language Processing task, and the Gensim library for natural language 

processing, which supports an implementation of the Word2Vec word embedding for 

learning new word vectors from text. 

 

All programs are in Python apart from the TweeboParser code that is written in Java and 

is run through Linux (on Ubuntu).  

 

Python Key libraries: NLTK and Gensim 

 

The Python programs were run on a computer with a i5 core CPU 1.7GHz and 8G 

memory. 

5.3. Results 

5.3.1. Baselines 

First, we compared against an approach that identifies descriptor words within tweets and 

quantifies sentiment using SentiWordNet, without differentiating into single entity and 

multiple entity tweets. Second, analogous to the first, all tweets, regardless of whether 

they contained single or multiple entities, were processed using the word embedding 

sentiment pipeline (trained using a set of tweets from a similar domain).  

5.3.1.1. Baselines using SentiWordNet lexicon  

These tweets are then parsed with the Tweet specific parser - TweeboParser and the 

parsed tweets are further processed to identify the tweets that contain any descriptor 

words (Adverbs, Adjectives and Verbs) that lie within 2-word spaces of an entity. 
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Only these words will be processed using the SentiWordNet lexicon, to classify the 

sentiment. The SemEval 2017 dataset was showing a percentage accuracy for this 

process at 51.67% accuracy. With the second dataset, the Stanford Twitter Sentiment 

(STS) corpus, which contains less tweets, provided a scoring of 41.38% with the baseline 

approach. 

5.3.1.2. Baselines using word embedding sentiment pipeline  

Analogous to the above baseline, all tweets, regardless of whether they contained single 

or multiple entities, were processed using the word embedding sentiment pipeline (trained 

using a set of tweets from a similar domain). The percentage accuracy of this process is 

providing a 58.07% accuracy against the SemEval 2017 dataset. For the Stanford Twitter 

Sentiment (STS) dataset, the accuracy was the same for the Word2Vec baseline as it 

was with the Word2Vec and SentiWordNet hybrid approach, at 57.66%. These baselines 

were established with Random Forest as the classifying algorithm. Baseline testing was 

also carried out with an SVM classifier, which was producing an average accuracy of 44% 

(38.18% with the SemEval 2017 dataset and 50.7% with the STS dataset) and a Naïve 

Bayes classifier, which was producing an average accuracy of 59.22% (63.3% with the 

SemEval 2017 dataset and 55.15% with the STS dataset). The average F1 scores for 

these classifiers were: Random Forest (0.56); SVM (0.61) and Naïve Bayes (0.44). 

Taking the Accuracy and F1 scores into consideration, the Random Forest was providing 

the better score over the two evaluation metrics. See Tables 5-1 and 5-2 for further 

details. 

5.3.2. Evaluation measures and results 

Sentiment Analysis methods can be evaluated using accuracy, which is measured by 

dividing the total number of tweets by the correctly classified tweets. Although accuracy 

is a well-established method, the evaluation methods of Precision, Recall and F-Measure 

are generally used to evaluate the performance of sentiment classification systems. 

Precision and Recall are calculated and combined to produce the averaged F1-measure. 

Positive or negative reference values were used to calculate the precision, recall, and F-
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measure of the lexicon-based classification approach (see Tables 5-1 and 5-2). The 

hybrid approach performed favourably against the first baseline (SentiWordNet), 

outperforming it reasonably well, while the results were comparable to the second 

baseline (Word2Vec). 

The tweets that relate to more than one entity are processed separately using 

TweeboParser, and the descriptor words neighbouring each entity are used to score 

sentiment relating to that entity. With all entities in multi-entity tweet being scored, this 

provided a slight reduction in accuracy to 57.12% compared to the Word2Vec baseline. 

For the Stanford Twitter Sentiment (STS) dataset, the F1 score actually improved with 

the Word2Vec and SentiWordNet hybrid approach to 0.61. So, by integrating a word 

embeddings approach for single entity tweets, accompanied by a sentiment lexicon 

approach for multi-entity tweets, this has improved the accuracy of sentiment scoring on 

Twitter texts, from the lexicon-based baseline.  

Classification Method Accuracy Recall Precision F1 

Senti+POS  

(Baseline) 51.67% 

 

0.39 

 

0.86 0.54 

Word2Vec (Baseline – 
Random Forest) 58.07% 

 

0.46 

 

0.65 0.54 

Word2Vec (Baseline – SVM) 38.18% 

 

N/A 

 

N/A 0.55 

Word2Vec (Baseline – Naïve 
Bayes) 63.30% 

 

N/A 

 

N/A 0.36 

Word2Vec +  

Lexicon 57.12% 

 

0.46 

 

0.65 0.54 

 

 

 

 

 

 

Table 5-1: Application results - SemEval dataset 
 

 

Table 5-2: Application results 
 

 

Table 5-3: Application results 
 

 

Table 5-4: Application results 
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Classification Method Accuracy Recall Precision F1 

Senti+POS  

(Baseline) 41.38% 

 

0.53 

 

0.66 0.59 

Word2Vec (Baseline – 
Random Forest) 57.66% 

 

0.51 

 

0.71 0.59 

Word2Vec (Baseline – SVM) 50.70% 

 

N/A 

 

N/A 
0.67 

Word2Vec (Baseline – Naïve 
Bayes) 55.15% 

 

N/A 

 

N/A 
0.53 

Word2Vec +  

Lexicon 57.66% 

 

0.64 

 

0.57 0.61 

 

The results can be further broken down to show the scoring for single entity tweets versus 

multi-entity tweets, showing comparisons between the Word2Vec baseline and the 

Word2Vec + Lexicon hybrid approaches. This is shown in Tables 5-3 and 5.4 below. 

Classification Method Accuracy Recall Precision F1 

Word2Vec (Baseline – Multi-
entity tweets) 

58.30% 0.46 0.63 0.53 

Word2Vec (Baseline – Single 
entity tweets) 

57.96% 0.47 0.66 0.55 

Word2Vec + Lexicon (Multi-
entity tweets) 

55.76% 0.44 0.62 0.51 

Word2Vec + Lexicon (Single 
entity tweets) 

57.96% 0.47 0.66 0.55 

 

 

 

 

 

 

 

Table 5-2: Application results - STS dataset 
 

 

Table 5-65: Application results 
 

 

Table 5-66: Application results 
 

 

Table 5-67: Application results 
 

 

Table 5-68: Application results 
 

 

Table 5-69: Application results 
 

 

Table 5-70: Application results 
 

 

Table 5-71: Application results 
 

 

Table 5-72: Application results 
 

Table 5-3: Application results -SemEval  
 

Table 5-125: Application results 
 

 

Table 5-126: Application results 
 

 

Table 5-127: Application results 
 

 

Table 5-128: Application results 
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Classification Method Accuracy Recall Precision F1 

Word2Vec (Baseline – Multi-
entity tweets) 

60.40% 0.58 0.79 0.67 

Word2Vec (Baseline – Single 
entity tweets) 

55.71% 0.54 0.77 0.64 

Word2Vec + Lexicon (Multi-
entity tweets) 

60.40% 0.58 0.79 0.67 

Word2Vec + Lexicon (Single 
entity tweets) 

55.71% 0.54 0.77 0.64 

 

 

The results above are showing different metrics for single versus multi-entity tweets. The 

results for the STS dataset are showing improvements in both accuracy and F1 scoring 

for the multi-entity dataset, with improvements in F1 scoring for the single entity dataset. 

Conversely, the results from the SemEval 2017 dataset are showing a slight improvement 

for single entity tweets F1 scores, with reduced score when applied to multi-entity tweets.  

5.3.3. Breakdown of results 

What is relevant about the breakdown of the results above, is that the Word Embeddings 

sentiment pipeline (Word2Vec for single entity tweets and SentiwordNet scoring for multi-

entity tweets) is not performing as well as the Word2Vec baseline, for the same tweets, 

but as previously discussed, the Word2Vec plus Sentiment lexicon approach is 

performing better than the Sentiment lexicon baseline. For the STS dataset, the 

Word2Vec plus lexicon hybrid approach is showing an improved F1 scoring than the 

Word2Vec baseline. 

 

The Confusion Matrix in Table 5-2 shows the breakdown of actual versus predicted 

results for both the SemEval 2017 and the STS-140, comparing the Entity-level Feature 

Extraction method using SentiWordNet sentiment lexicon to score all tweets (Note 1,792 

tweets were not classified for the SemEval 2017 dataset, for example as they were 

scoring as Neutral or N/A (where the word is not available in the SentiWordNet lexicon)). 

This method was compared against the hybrid approach which uses the SentiWordNet 

Table 5-4: Application results -STS 
 

 

Table 5-140: Application results 
 

 

Table 5-141: Application results 
 

 

Table 5-142: Application results 
 

 

Table 5-143: Application results 
 

 

Table 5-144: Application results 
 

 

Table 5-145: Application results 
 

 

Table 5-146: Application results 
 

 

Table 5-147: Application results 
 

 

Table 5-148: Application results 
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approach to score the multi-entity tweets and the Word2Vec method to score the 

remaining tweets. The tweets that were returning a score of Neutral or N/A from the 

SentiWordNet scoring system, where scored by the Word2Vec approach. 

Approach   Datasets Confusion Matrix 

      Predicted: No Predicted: Yes 

Entity-level 
SemEval 
2017 Actual: No TN=494 FP=100 

Feature 
Extraction   Actual: Yes FN=915 TP=591 

  STS-140 Actual: No TN=26 FP=83 

    Actual: Yes FN=53 TP=70 

      Predicted: No Predicted: Yes 

Hybrid 
approach 

SemEval 
2017 Actual: No TN=1,998 FP=830 

for multi-entity   Actual: Yes FN=1,813 TP=1,522 

tweets STS-140 Actual: No TN=65 FP=63 

    Actual: Yes FN=89 TP=142 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 5-3: Confusion Matrix 
 

 

Table 5-200: Application results 
 

 

Table 5-3: Confusion Matrix 
 

 

Table 5-201: Application results 
 

 

Table 5-3: Confusion Matrix 
 

 

Table 5-202: Application results 
 

 

Table 5-3: Confusion Matrix 
 

 

Table 5-203: Application results 
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5.3.4. Analysis of results for Hybrid approach 

Further analysis of the testing results can give some insights into how the system is 

performing and more importantly, where it is not performing well. Consider the tweet 

below, for example. This tweet has been scored with a ‘1’ in the Sentiment140 manually 

annotated test set (STS-Test), which would indicate a positive opinion. 

ID Sentiment Tweet 

25 1 
@wordwhizkid Lebron is a beast... nobody in the NBA comes 
even close. 

The system is identifying 2 entities (highlighted in pink above) in this tweet, with 

associated descriptor words (verbs highlighted in green above, and adverb highlighted in 

yellow) listed below: 

25           

  Lebron _ ^ ^ Entity1 

  is _ V V   

  NBA _ ^ ^ Entity2 

  comes _ V V   

  even _ R R   

The output from the hybrid system is shown below, which identifies it as a multi-entity 

tweet, as it is being scored using the SentiWordNet lexicon. 

Tweet_id Score System Score per entity 

25 1 SentiWordNet Entity1-1, Entity2-1 

The system is labelling the entity ‘Lebron’ with positive sentiment, and this sentiment 

score is being attributed to the word ‘is’. This word is what is known as a stop word, which 

are natural language words which have very little meaning, such as ‘and’, ‘the’ and ‘it’, 

and may not be useful in this type of opinion mining. 
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The tweet below shows another example of how the stop word ‘is’ influences the scoring 

of the overall tweet. 

ID Sentiment Tweet 

2504 1 

Nike rocks. I'm super grateful for what I've done with them :) &amp; 
the European Division of NIKE is BEYOND! @whitSTYLES 
@muchasmuertes 

2 entities have been identifying in this tweet, with associated descriptor words listed 

below: 

2504           

  Nike _ ^ ^ Entity1 

  rocks _ V V   

  NIKE _ ^ ^ Entity2 

  is _ V V   

The output from the hybrid system is shown below, which identifies it as a multi-entity 

tweet, as it is being scored using the SentiWordNet lexicon. 

Tweet_id Score System Score per entity 

2504 1 SentiWordNet Entity1-Neutral, Entity2-1 

The system is labelling the first instance of entity ‘Nike’ with neutral sentiment, and the 

second instance ‘NIKE’ is again being attributed to the word ‘is’, which is scoring 

positively. 

 

 

 

 

 



63  
 

The tweet below shows another multi-entity tweet, with one associated descriptor word 

per entity.  

ID Sentiment Tweet 

239 1 

top ten most watched on Viral-Video Chart.  Love the nike 
#mostvaluablepuppets campaign from Wieden &amp; Kennedy 
http://bit.ly/nR1n9 

The system output is showing positive sentiment for both entities, which is not surprising 

for a strong sentiment word like ‘Love’, less so for the word ‘watched’. 

Tweet_id Score System Score per entity 

239 1 SentiWordNet Entity1-1, Entity2-1 

The tweet below is another example where one of the entities has identified as having 

more than 1 associated descriptor word. 

ID Sentiment Tweet 

1013 1 
Obama More Popular Than U.S. Among Arabs: Survey: President 
Barack Obama's popularity in leading Arab countries. 

The entity ‘Obama’ has the associated adjectives (highlighted in light blue above) ‘More’ 

and ‘Popular’. The entity ‘U.S.’ also has the associated adjective ‘Popular’, which shows 

the possible overlap of words between one entity an another, which can be misleading in 

this comparative opinion. 

1013           

  
Obama _ ^ ^ Entity1 

  
More _ A A   

  
Popular _ A A   

  
U.S. _ ^ ^ Entity2 

  
Popular _ A A   
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All of the tweets highlighted above have been scored correctly as positive, using the 

lexicon-based approach for multi-entity tweets, where the same tweets were being scored 

incorrectly as negative using the Word2Vec approach. Other tweets that are scoring 

correctly as negative, where the Word2Vec approach is scoring positive incorrectly can 

be seen below. This tweet has been scored as negative in the Sentiment140 manually 

annotated test set (STS-Test). 

ID Sentiment Tweet 

216 0 

Just got mcdonalds goddam those eggs make me sick. O yeah 
Laker up date go lakers. Not much of an update? Well it's true so 
suck it 

2 entities have been identifying in this tweet, with associated descriptor words listed 

below: 

216           

  mcdonalds _ ^ ^ Entity1 

  got _ V V   

  goddam _ A A   

  Just _ R R   

  lakers _ ^ ^ Entity2 

  go _ V V   

  Not _ R R   

The output from the hybrid system is shown below, where the first entity is being scored 

as neutral and the second entity is being scored as negative, to produce an overall 

negative scoring. 

Tweet_id Score System Score per entity 

216 0 SentiWordNet Entity1-Neutral, Entity2-0 
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The final tweet, below is also scoring as negative in the test set (STS-Test). 

ID Sentiment Tweet 

589 0 
Just blocked United Blood Services using Google Voice. They call 
more than those Car Warranty guys. 

This tweet relates to 2 Multi-Word Expression (MWE) entities. 

589           

  United _ ^ ^ Entity1 

  Blood _ ^ ^ Entity1 

  Services _ ^ ^ Entity1 

  blocked _ V V   

  using _ V V   

  Just _ R R   

  Google _ ^ ^ Entity2 

  Voice _ ^ ^ Entity2 

  using _ V V   

The first entity ‘United Blood Services’ is scoring negatively (see below), whereas the 

second entity ‘Google Voice’ is scoring as Neutral as the associated descriptor word does 

not have a corresponding score in SentiWordNet. Again, this tweet is highlighting the 

possible overlap of words between one entity an another, where the verb ‘using’ is 

associated descriptor word.  

Tweet_id Score System Score per entity 

589 0 SentiWordNet Entity1-0, Entity2-Neutral 
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5.4. Conclusions 

In this chapter, we discussed the evaluation of our proposed multi-entity Sentiment 

Analysis system. The identification of descriptor words with the use of a sentiment lexicon 

against parsed text designed specifically for Twitter texts, on multi-entity tweets, have 

made the proposed solution achieve reasonably effective results. The results show how 

the hybrid approach using a Word Embeddings sentiment pipeline can outperform both 

the SentiWordNet lexicon and the Word2Vec baselines. In the overall polarity scoring task 

(of single and multi-entity tweets), the proposed system achieved a F1 scoring 

comparable to the top 34 (out of a total of 48 teams) of entrants to the SemEval 2017 

(subtask B competition).  

 

The highest accuracy, 60.40% is achieved on the STS dataset for multi-entity tweets, 

using the hybrid approach and the highest F-measure, 0.67 is also achieved on the STS 

dataset for multi-entity tweets, using the hybrid approach. On the other hand, the lowest 

performance in accuracy, 38.18% is obtained using the Word2Vec baseline with the SVM 

classifier on the SemEval 2017 dataset. Also, the Word2Vec baseline with the Naïve 

Bayes classifier is showing the lowest F1 score of 0.36. As the SVM and Naïve Bayes 

classifiers were producing poor scores, we use Random Forest only for our main classifier 

in this task. It can also be noted that the STS dataset may be producing better results as 

it contains a lower percentage of multi-entity tweets and therefore a greater percentage 

of tweets are being scored by the state of the art, Word2Vec classifier. 
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 Chapter 6 – Conclusions and Future Work  

 

6. Introduction 

In this, the concluding chapter of the thesis, we summarise our work, conclusions and 

contributions. We have explored in depth how sentiment can be extracted from Twitter 

feeds, and with our first approach, how sentiment can be identified using a knowledge-

based approach to score descriptor words that are in close proximity (within 2 spaces) to 

the entity. With the increased popularity of word embeddings methods, this research 

investigated how a hybrid word embeddings and lexicon-based approach could be used 

to tackle the problem of Sentiment Analysis on multiple entities.  

6.1. Summary 

In our introductory chapter (Chapter 1 - Introduction) we introduced the overall concept 

of our research. We also introduced Sentiment Analysis and described how Sentiment 

Analysis on Twitter feeds, is becoming a more important area of research, with the 

realization that Twitter feeds are an increasingly credible resource. The research gap was 

recognized, where sentiment is not always identified in relation to the entity when there 

is more than one entity identified in the text. Following from this, we identified our 

motivation and our contributions to the area of Sentiment Analysis. 

In our literature review chapter (Chapter 2 - Literature Review), we reviewed the state of 

the art in Sentiment Analysis, and the use of NLP, sentiment lexicons and word 

embeddings methods in analysing sentiment in Twitter feeds. We then continued to 

introduce our first Sentiment Analysis method, where we use a knowledge-based 

approach to identify descriptor words associated with the entities in a text, to facilitate the 

allocation of an overall scoring of the text (Chapter 3 - Sentiment Analysis using entity-

level feature extraction to identify associated descriptor words). 
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The next chapter (Chapter 4 - Multi-entity sentiment analysis using entity-level feature 

extraction and word embeddings approach) continues with another Sentiment Analysis 

approach, which uses a hybrid method, integrating knowledge-based and word 

embedding-based approaches to identify the sentiment where it relates to an entity or 

more than one entities, in the text. Chapter 5 (Evaluation and Results) details our 

experimental results and shows how we have evaluated our 2 systems.  

6.2. Conclusions 

The results show how the hybrid approach using Word Embeddings sentiment pipeline 

can outperform the SentiWordNet lexicon baseline. In the overall polarity scoring task (of 

single and multi-entity tweets), the proposed system achieved a F1 scoring comparable 

to the top 34 (out of a total of 48 teams) of entrants to the SemEval 2017 (subtask B 

competition), and with the STS dataset the hybrid approach was improving the F1 scoring 

when compared to the Word2Vec baseline. To answer our research questions from the 

introduction, we have shown that the accuracy of a sentiment lexicon approach to 

sentiment analysis on Twitter text, can improve with a greater context window, and that 

the accuracy of a sentiment lexicon-based approach can be improved by integrating a 

word-embeddings method. 

Our core objectives laid out in Chapter 1 of this thesis were addressed throughout the 

body of this work. We have demonstrated how a knowledge-based approach to Sentiment 

Analysis of Twitter feeds can be improved with an increase in context window from 1 word 

to 2 words. We also set out to improve on the above, knowledge-based approach to 

Sentiment Analysis of Twitter feeds, by utilising a word-embeddings Sentiment Analysis 

approach to score only the single entity tweets, where tweets containing multiple entities 

were scored using the above knowledge-based approach. We have shown that utilizing 

this hybrid approach has shown improved performance, as our evaluations of the 

proposed approaches have shown success and failure of our systems, depending on 

particular classifiers, for examples and different datasets. 
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6.2.1.  Summary of Contributions of this Thesis  

A summary of the contributions of this thesis that were presented in Section 1.2 follows. 

The research for the thesis produced several contributions to Sentiment Analysis. Apart 

from the contribution through literature review, our main contributions are 2 systems to 

identify sentiment in Twitter feeds. The first system adopts a knowledge-based approach, 

using a sentiment lexicon to score descriptor words that are in close proximity (within 2 

spaces) to the entity. This is where Natural Language Processing is used to produce a 

POS-tagged output that allows the identification of the entities and the associated 

descriptor words. The third contribution is another system, that aims to improve on the 

knowledge-based approach, by adopting a hybrid approach to the Sentiment Analysis of 

Twitter feeds, integrating knowledge-based and word embedding-based approaches to 

the texts depending if the Twitter feed contains one or more entities. With this hybrid 

approach, this research has been able to achieve good results. 

6.2.2. Future Work 

Sentiment Analysis of Twitter texts is a relatively new field, and it has attracted a lot of 

research interest in recent years. As is common in such research studies, this research 

may have raised more questions than it has answered. In this section, we outline some 

avenues for further work that can build on the research conducted for this thesis. 

 We saw that a sentiment lexicon approach did not perform very well compared to 

word embeddings approach baseline and hybrid approach. This approach could 

likely be improved by increasing the area of proximity of the descriptor words to 

the entity.  

 We may need to investigate the idea of negation, which would help us detect 

negated sentiments such as “the coffee was not good". 

 The size of the training dataset could be enlarged to improve the accuracy of the 

word embeddings method, or an existing Word2Vec model could be used, that 

was trained on a much larger Twitter corpus, thus improving the accuracy of this 

step.  
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 Other sentiment lexicons could be used, for example MPQA or the Opinion 

Lexicons.  

 As only POS tags were used from the parser output, an idea would be to look at 

using the dependency parse tree to identify words associated with the entity and 

not in close proximity.  

 Stopwords could be removed, as they are being scored by the lexicon for some of 

the multi-entity tweets. 

 A more suitable dataset could be sourced, as multi-entity tweets which hold 

sentiment descriptors are not very well represented in the common datasets such 

as SemEval or the Stanford datasets. 
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