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Abstract

Multi-tenancy in resource-constrained environments is a key challenge in Edge computing. In this paper, we
develop ’DYVERSE: DYnamic VERtical Scaling in Edge’ environments, which is the first light-weight and
dynamic vertical scaling mechanism for managing resources allocated to applications for facilitating multi-
tenancy in Edge environments. To enable dynamic vertical scaling, one static and three dynamic priority
management approaches that are workload-aware, community-aware and system-aware, respectively are
proposed. This research advocates that dynamic vertical scaling and priority management approaches
reduce Service Level Objective (SLO) violation rates. An online-game and a face detection workload in a
Cloud-Edge test-bed are used to validate the research. The merit of DYVERSE is that there is only a sub-
second overhead per Edge server when 32 Edge servers are deployed on a single Edge node. When compared
to executing applications on the Edge servers without dynamic vertical scaling, static priorities and dynamic
priorities reduce SLO violation rates of requests by up to 4% and 12% for the online game, respectively,
and in both cases 6% for the face detection workload. Moreover, for both workloads, the system-aware
dynamic vertical scaling method effectively reduces the latency of non-violated requests, when compared
to other methods.

c© 2019 Published by Elsevier Ltd.
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1. Introduction1

The vision of next-generation distributed computing is to harness the network edge for comput-2

ing [1, 2]. In contrast to servicing all user requests from the Cloud, a workload may be distributed3

across the Cloud and nodes, such as routers and switches or micro data centres, that are located4

at the edge of the network [3, 4, 5].5

Figure 1 shows a three-tier Edge computing architecture. The Cloud tier is represented by6

data centres that provide compute resources for workloads. The Edge tier uses nodes that are7

closer to users. These include: (i) traffic routing nodes – existing nodes that route Internet traffic,8
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Figure 1. Example of a three-tier Edge computing architecture.

for example, Wi-Fi routers, which may be augmented with additional compute resources, and (ii)9

dedicated nodes – additional micro data centres, for example, cloudlets. Workloads hosted on the10

Edge could either be the same or a subset of functionalities of those hosted on the Cloud based on11

the availability of resources at the Edge. The end device tier represents user devices and sensors;12

29 billion of these are estimated to be connected to the Internet by 20221.13

In Edge computing, end devices are connected to Edge nodes instead of directly to servers in the14

Cloud. The benefits of distributing a workload across the Cloud and the Edge have already been15

established in the literature. They include reduced communication latencies and reduced traffic to16

the Cloud, which in turn improves response times and Quality-of-Service (QoS) [6, 7].17

There are challenges in achieving the vision of using Edge computing for distributing Cloud18

workloads, especially when Edge nodes are resource constrained as in traffic routing nodes. This19

paper aims to investigate the problem of supporting multi-tenancy in Edge computing nodes with20

limited hardware resources when compared to the Cloud. In this case, the servers of multiple21

workloads hosted on the same Edge node are anticipated to compete for insufficient resources [8].22

Similar to Cloud computing, multiple workloads are expected to share hardware resources in Edge23

computing [9] since it would not be cost-effective to customise individual Edge computing nodes for24

a specific application [10]. Although when multiple workloads are asking for computing resources25

from a resource-constrained Edge node, a few of the workloads may continue using Cloud servers.26

This would minimise the opportunity to leverage the edge of the network for reducing the distance27

1https://www.ericsson.com/en/mobility-report/internet-of-things-forecast
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of data transfer and subsequently improving the QoS of applications [11, 12]. Therefore, it is28

important to efficiently support multi-tenancy on the Edge.29

Multi-tenancy on the Cloud is well researched to host multiple Virtual Machines (VMs) on the30

same underlying hardware [13, 14]. Nonetheless, it needs to be revisited in the context of Edge31

computing since: (i) Edge resources have limited processing capabilities, due to small form factor32

and low-power processors when compared to data centre resources [15]. (ii) The Edge is a more33

transient environment (availability of resources change over time and may be available only for34

short periods) compared to the Cloud [16].35

Multi-tenancy causes resources contention. Mechanisms employed on the Cloud to mitigate36

resource contention include vertical scaling, which is a process of allocating/deallocating resources37

to/from workloads so that multiple workloads can coexist [17]. These solutions are not suited for38

Edge environments since: (i) The mechanisms to monitor and optimise the allocation/dealloca-39

tion of resources to meet user-defined objectives, specified as Service Level Objectives (SLOs) are40

typically computationally intensive [18, 19]. (ii) Predictive models used for estimating resource de-41

mands will have insufficient data for training [20, 21]. Edge services are expected to have short life42

cycles and may result in insufficient data to feed into an accurate Machine-Learning (ML) model;43

(iii) Edge environments are expected to have more transient system states compared to the Cloud44

and Edge workloads may run in a come-and-go style. Solutions designed for the Cloud platforms do45

not consider this. Therefore, a light-weight vertical scaling mechanism to facilitate multi-tenancy46

on the Edge is required, which is proposed and presented in this article.47

As the execution of a workload progresses in a multi-tenant environment, there may be workloads48

that require more or fewer resources to meet their SLOs. If required resources are not available for49

Edge workloads, then SLOs will be violated. A static resource provisioning method is unsuitable50

given the frequent changes in an Edge environment and resource scaling is therefore required. The51

research in this paper proposes a dynamic vertical scaling mechanism that can be employed in a52

multi-tenant and resource-limited Edge environment.53

The proposed mechanism is underpinned by a model that accounts for static priorities (set before54

the execution of a workload) and dynamic priorities (that changes during execution) of workloads55

on the Edge. While priorities have been exploited in Cloud computing [22, 23], we investigate it in56

the context of Edge computing in this article. The Edge is expected to be a premium service for57

Cloud workloads, and therefore, selecting Edge service users becomes important. We propose three58

3
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dynamic priorities that are workload-aware, community-aware and system-aware to this end. We59

hypothesise that dynamic vertical scaling along with priority management approaches will improve60

the QoS of multi-tenant workloads and reduce SLO violation rates.61

This paper makes the following novel contributions:62

i. The development of a framework for supporting multi-tenancy in a resource-constrained Edge63

computing node. In this framework, the Edge service QoS maximisation problem in a three-64

tier environment is formulated by considering the SLO violation rate, server co-location,65

dynamic vertical scaling, and priorities of workloads.66

ii. The design of the dynamic priority approaches for managing Edge applications in a multi-67

tenant environment, which accounts for Edge-specific characteristics and different economic68

models. Currently, research using priority management (for example the decision for offloading69

or task queuing) focuses on the pre-deployment phase. DYVERSE, on the other hand, applies70

priority management after deployment.71

iii. The development of the lightweight dynamic vertical scaling mechanism that adjusts resource72

allocations for prioritised Edge applications after deployment. Existing resource management73

techniques are heavyweight (require significant processing) since they are computationally74

intensive [24]. DYVERSE offers resource management suited for resource-constrained Edge75

nodes.76

iv. The evaluation of DYVERSE on two different use-cases in a realistic experimental environ-77

ment. Much of existing research on resource management for Edge computing is evaluated78

using simulators [25, 26, 27]. The benefits of applying DYVERSE in an Edge node is on79

the contrary presented in a test-bed with a location-based mobile game and a real-time face80

detection application.81

The feasibility of the proposed priority management approaches and dynamic vertical scaling82

mechanism is validated using an online-game and a face detection workload in an Edge environment.83

These workloads are a natural fit for using the Edge since they are latency critical - the response84

time is affected by the distance between the user device and the server. The merit of DYVERSE is85

observed in that they only have a sub-second overhead per Edge server when 32 servers are deployed86

on an Edge node. Additionally, we observe that scaling using static and dynamic priorities reduces87

4
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the SLO violation rates of user requests by up to 4% and 12% for the online game (6% for the face88

detection workload) respectively, when compared to executing workloads on the Edge node without89

dynamic vertical scaling. Moreover, the proposed dynamic vertical scaling with the system-aware90

dynamic priority approach improves the latencies of requests that are not violated. The key result91

is that our initial hypothesis is confirmed.92

The remainder of this paper is organised as follows. Section 2 presents the background and93

develops the problem model. Section 3 proposes one static and three dynamic priority management94

approaches for a multi-tenant Edge environment. Section 4 presents a dynamic vertical scaling95

mechanism for Edge nodes. Section 5 experimentally evaluates DYVERSE against a catalogue of96

metrics - system overhead, SLO violation rate and latency. Section 6 highlights the related work.97

Section 7 concludes this paper.98

2. Background and Problem Model99

The architecture considered in this paper is based on a three-tier model (as shown in Figure 1)100

in which compute resources are located at the edge of the network closer to end devices [28]. In101

the Cloud tier, workloads are hosted on servers in a data centre. To enable the use of the Cloud102

in conjunction with the Edge nodes, we deploy a Cloud Manager along with each server. This103

manager is responsible for offloading a workload onto an Edge node. The Edge tier comprises an104

Edge node with an Edge Manager communicating with the Cloud Manager and managing the Edge105

resources. On-demand Edge servers are deployed to service requests from end devices. In the end106

device tier, multiple devices are connected to the Cloud servers. When an Edge server is deployed,107

the end devices connect to the Edge servers.108

In this paper, we consider an Edge node to be a multi-tenant environment hosting multiple109

workloads. It would not be feasible to build bespoke Edge systems for individual workloads to110

improve their QoS. Therefore, workloads will need to share an Edge node. Unlike Cloud computing,111

where additional resources can be purchased when needed, Edge environments are resource limited112

and hence multi-tenancy is challenging.113

To support multi-tenancy on an Edge node and given that a suitable economic model is avail-114

able for utilising the Edge, workloads need to be prioritised for using resources. If they are not115

prioritised, they have to equally share resources; this is inefficient since resource demands may vary116

and will be affected by the workloads executed. Prioritising workloads makes it possible to assign117

5
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Table 1. Notation used in the Cloud-Edge model

Notation Description Source

S A set of Edge servers s, each hosted in a container on an Edge

node. Edge Manager

PSs Priority score of Edge server s; it is calculated statically SPSs or

dynamically (w/c/s)DPSs

uR One unit of CPU and memory

Us A set of users u to connect to s

Cloud Manager
Ls The service level objective (in terms of latency) of Edge server s

donations flag for the willingness of donating resources from Edge server s

dThrs Threshold of Ls to allow the scaling down of Edge server s

aLs Average latency of Edge server s

Monitor

Rs CPU and memory used by Edge server s on the Edge node

V Rs Service level objective violation rate of Edge server s in the pre-

vious round of dynamic vertical scaling

aRs Resources to be added to Edge server s for scaling up

FR Free CPU and memory on the Edge node available for S

decision Flag for ’scaleup’ or ’scaledown’ containers on an Edge node Auto-scaler

resources based on the demand of each workload and reduces any under-utilisation of resources.118

In this research, a priority management mechanism for an Edge node that (i) maintains a Priority119

Score (PS) for each running workload, and (ii) determines which workload should be first scaled is120

proposed.121

Resource provisioning has been considered in Edge environments [9]. However, existing research122

focuses on managing resources during the scheduling and deployment of workloads, referred to as123

pre-deployment management. In a multi-tenant Edge environment, where resources are limited124

and the availability of free resources keeps changing, it is important to efficiently manage resources125

periodically to not only avoid overloading the Edge node but also ensuring that the overall QoS126

of Edge workloads is satisfactory. Post-deployment resource management refers to managing re-127

sources after workloads are deployed [29]. In this paper, we consider post-deployment management128

along with dynamic priorities to address the resource allocation problem for the multi-tenant Edge129

6
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environment.130

2.1. Problem Model131

The notation to represent an Edge environment is shown in Table 1. Let S = {s1, s2, . . . , sn}

be a set of latency-sensitive servers hosted on an Edge node e. Each server s ∈ S is a subset of

functionalities of the Cloud server that is offloaded onto the Edge node. When deploying s onto

the Edge node, its Cloud Manager provides Us, a set of users that are to be serviced by s, a latency

objective Ls, its willingness to donate resources donations, and the threshold for permitting a

scale-down action dThrs. Then the multi-tenant Edge node is modelled as

sn =< Usn , Lsn , donationsn , dThrsn >,∀sn ∈ S (1)

Our research employs four components on an Edge node to facilitate multi-tenancy: (i) Edge132

Manager maintains the Edge server registry, makes decisions on starting and terminates Edge133

servers; (ii) Monitor periodically monitors a number of metrics related to each Edge server s.134

These metrics include: (a) CPU and memory usage Rs, (b) average latency aLs for all users135

u ∈ U , (c) workload intensity, for example, number of requests Requests, and (d) scaling frequency.136

(iii) Auto-scaler dynamically makes decisions to scale up or down an Edge server s based on its137

performance; and (iv) Edge Server s interacts with end devices.138

The research objective is to: develop the mechanisms required for sharing computing resources

of an Edge node among multiple workloads while minimising the latency of each workload and

maximising its performance. The overall performance of workloads on the Edge node e is measured

by the SLO violation rate of all servers S:

V Re =

∑
s∈S Requests[aLs > Ls]∑

s∈S Requests
(2)

The equation above may be affected by varying the resources allocated to an Edge server and139

the sequence of allocating/deallocating resources on Edge servers. We hypothesise that dynamic140

resource allocation along with priorities will reduce the SLO violation rate.141

3. Priority Management142

Uniform allocation of resources to multiple tenants on an Edge node can occur at the same time.143

However, this is a static allocation technique and does not consider the specific needs of individual144

7
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tenants. Customised allocations cannot always proceed concurrently since Edge nodes are resource145

constrained. Therefore, the sequence of allocating resources for running servers on an Edge node146

needs to be considered. In this paper, it is assumed that Edge and Cloud service providers are147

different. Hence, priority management, scaling schemes, and resource management in the Cloud148

and Edge are decoupled. Pricing models also affect the priority of an Edge server. For instance, it149

may be unfair to assign the same priority to two tenants with similar computational requirements –150

when one tenant pays for a fixed period and the other pays for the resource. In this case, a different151

priority needs to be assigned to the tenants.152

In this section, we propose Dynamic Priority Management (DPM) approaches when using dif-153

ferent pricing models. DPM is compared against a Static Priority Management (SPM) approach,154

which is used as a baseline. We envision Edge computing to be a utility-based service relying on155

the pay-for-X (pay for what you use) principle. The following three pricing models are considered:156

(i) Pay-For-Resources (PFR) – the resource used is paid for, (ii) Pay-For-Period (PFP) – the time157

for utilising resources is paid for, and (iii) Hybrid [30] – combines both PFR and PFP models.158

3.1. Static Priority Management159

We define SPM as a baseline in the priority management of multiple tenants. PS is the im-160

portance of an Edge server (high value means high priority and the server is provided resources161

before others), which is calculated when the server is launched. The PS remains the same from162

deployment until termination of the server. This is comparable to a flat rate model in resource163

pricing. SPM is a realistic approach in contrast to an approach using a pre-defined PS provided164

by the Cloud Manager since the manager would give the highest PS to its Edge server. SPM, on165

the other hand, is affected by several factors that are measured by the Edge Manager and can166

differentiate the servers on an Edge node.167

Table 2 lists four factors affecting the Static Priority Score (SPS) of an Edge server. The

Cloud Manager of each workload is allowed to purchase the premium service to gain a higher PS.

This factor is measured by the price a Cloud Manager has paid for premium service Ps. Such

purchased priority has been adopted in designing scheduling algorithms in Cloud computing [31],

which aims to guarantee that users who pay more can experience higher quality service. The Edge

Manager maintains a record of the sequence in which requests were made for using Edge service;

each Edge server is marked with an ordinal number IDs when the Cloud Manager requests an

8
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Table 2. Factors affecting static priority management

Factor Notation Description Source

Premium Service Ps Price paid for purchasing priority on

Edge server s

Cloud Manager

First Come First Serve IDs The ID of Edge server s, set by the se-

quence of the request for launching s Edge Manager

Ageing Ages No. of times Edge server s has been

rejected by an Edge node

Loyalty Loyaltys No. of times Edge server s has used

services on an Edge node

Edge service. This is in line with the first-come-first-serve policy widely adopted in Cloud resource

provisioning [32]. However, using only Ps and IDs may result in priorities becoming fixed and may

deprive a workload of resources if it did not initially purchase a premium service. To avoid this, the

Edge Manager also considers ageing Ages, which is the number of times an Edge server has been

denied resource access. Aging is implemented in many scheduling algorithms for Cloud computing

as a technique to ensure that all jobs are eventually scheduled [33]. The last factor considered by

the Edge Manager is loyalty Loyaltys, which is the number of times the Edge service was used.

Loyalty is used as an incentive for Cloud service users to adopt the Edge computing model [34].

SPS for an Edge server s is calculated as:

SPSs = WP ∗ Ps + WID ∗
1

IDs
+ WAge ∗Ages + WLoyalty ∗ Loyaltys (3)

where W is the weight assigned to a factor. In this paper, SPSs is used as a baseline combining168

the factors that are considered to be important in the literature as indicated above on resource169

management. This makes it a better baseline than using a single factor to decide the priority of an170

Edge server.171

SPM is advantageous in that in SPM the priority score of an Edge application is calculated only172

once when it is deployed. This solution entails low overhead and is straightforward to implement.173

It is also proved that static factors are useful for designing effective resource management solutions174

in the context of Cloud computing [31, 32, 33, 34]. However, a disadvantage of SPM is that the175

PS of an Edge server may not remain the same in the real world. Dynamic factors affecting the176

9
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Table 3. Factors affecting dynamic priority management

Factor Notation Description Source

Workload

Reqests No. of requests serviced by Edge server s

Monitor

|Us| No. of users serviced by Edge server s

Datas Amount of data processed by Edge server s

Reward Rewards No. of times Edge server s has donated resources

Penalty Scales No. of times Edge server s has been scaled on an Edge node

performance of Edge servers, for example, whether a resource-intensive workload is executed needs177

to be considered. Hence, dynamic priorities are proposed in this paper, the aim is to further improve178

the effectiveness of priority management required for Edge computing.179

3.2. Dynamic Priority Management180

Table 3 lists factors affecting the Dynamic Priority Score (DPS) of an Edge server. Since vertical181

scaling occurs periodically (presented in Section 4), the values of these factors are updated in every182

round of vertical scaling. This ensures that varying priorities are taken into account for scaling183

decisions. In DPM, three approaches are introduced. The first is a workload-aware approach184

in which the workload of an Edge server in the previous round of scaling will affect its priority185

in the next round. The Monitor records three workload related metrics of each Edge server s,186

which includes the number of requests Requests and users |Us| serviced, and the amount of data187

transferred between the user and the Edge server Datas.188

The second DPM approach is community-aware in which a workload can donate resources to a189

shared resource pool. If an Edge server s donates, then it is recorded by the Monitor in Rewards.190

In the subsequent scaling round, the server that donated will be rewarded a higher PS.191

The third DPM approach is system-aware in which the adverse effect of continuously scaling on192

the Edge is mitigated. Frequent scaling may result in an unstable Edge node that is continuously193

aiming to meet the requirements of workloads, which cumulatively would result in large overheads.194

To avoid this the Monitor keeps a record of the number of times an Edge server s has been scaled195

Scales. This is used to penalise the workload when calculating its PS in the next scaling round.196

10
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3.2.1. Workload-aware Dynamic Priority Score (wDPS)197

Workload-related factors presented in Table 3 differentiate individual workloads on the Edge198

node. For different pricing models, the workload-aware DPS needs to be different to ensure fairness199

among Edge service users. For example, in the PFP pricing model, the priority of an Edge server200

should be reduced if it will require more resources for a given time. However, in the PFR and201

Hybrid pricing models, it is assumed that additional use of resources is already paid for. Therefore,202

workload-related factors are not considered for issuing penalties in these models.203

In the PFR and Hybrid pricing models, wDPS of an Edge server s is defined as:

wDPSs,PFR/Hybrid = SPSs + WRequest ∗Requests + WU ∗ |Us|+ WData ∗Datas (4)

With the above Equation, wDPS may deprive small workloads by assigning them lower priority

scores and assigning large workloads higher priority scores. This could result in the PFR and Hybrid

pricing models being an unfair system for applications with varying workloads. Hence, to address

fairness, Equation 5 defines wDPS in the PFP pricing model as:

wDPSs,PFP = SPSs +
1

WRequest ∗Requests
+

1

WU ∗ |Us|
+

1

WData ∗Datas
(5)

The above equation addresses fairness by assigning lower priority scores to large workloads. Through204

implementing wDPS, the Edge Manager captures the impact of different workloads in Edge servers205

and adjusts vertical scaling (considered in Section 4). For example, for a large workload in PFR206

and Hybrid pricing models, its PS will be set higher in the next round of scaling since compared207

to other workloads it requires more resources to maintain good performance. However, in the PFP208

pricing model, this workload will receive lower priority in the next scaling round because more209

resources may have to be added to the workload without being paid for.210

A limitation of wDPS is that workload-related factors are objective and not controlled by the211

Cloud Manager. Therefore, a subjective factor to volunteer resources in exchange for rewards is212

further proposed to enrich DPM.213

3.2.2. Community-aware Dynamic Priority Score (cDPS)214

When an Edge server is scaled, it may be allocated the same resources as before, i.e. scaling was215

not required. This may occur when the Edge server has met its SLO but does not meet a specified216

threshold (considered in Section 4) to be scaled down. Under such circumstances, the Edge server217

11
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could still be scaled down as long as the risk of degraded performance is acknowledged. Reward218

credit is given to an Edge server if in a previous scaling round it agreed to donate to a shared resource219

pool given that this Edge server had met its SLO. This is derived from the community model220

in economics, which encourages voluntary contributions. In this paper, we implement resource221

donation as an incentive for Edge servers to share resources allocated to them on an Edge node.222

This is beneficial when no additional resources can be requested from the Edge node during busy223

hours since the resources may be adjusted locally within Edge services.224

cDPS of an Edge server s is defined as:

cDPSs = wDPSs + WReward ∗Rewards (6)

With cDPS, Edge servers take partial control of their priority, which is in contrast to wDPS.225

Contrary to the premium service defined in SPM, the reward is free and could be added frequently226

in the life cycle of an Edge server.227

The above DPS’ do not consider the impact of frequent scaling. When many servers are running228

on an Edge node, continuous scaling could result in large overheads and a slower system response,229

which affects the performance of all Edge services. Hence, a penalty is imposed for frequently230

scaling in the next DPS approach.231

3.2.3. System-aware Dynamic Priority Score (sDPS)232

Frequent scaling may result in an increased overhead when consecutive scaling rounds occur

between short time intervals. This is considered when updating the priority of all Edge servers. If

an Edge server has to be scaled many times to not violate its SLO, then its PS will be set lower

in the next scaling round as a penalty for slowing the system. One reason for frequent scaling may

be due to unrealistic SLOs which are set by the Cloud Manager. Therefore, any adverse impact on

the Edge node can be mitigated with a lower priority. sDPS of an Edge server s is defined as:

sDPSs = cDPSs +
1

WScale ∗ Scales
(7)

By implementing sDPS, the Edge Manager penalises servers that slow down the Edge node.233

4. Dynamic Vertical Scaling234

Dynamic vertical scaling is a mechanism to allocate or deallocate Edge resources for a workload235

at runtime. Efficient resource management is essential to better utilise Edge resources and ensure236

12
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that the overall QoS is not compromised. Most resource management mechanisms consider re-237

source provisioning during workload deployment but ignore the need for post-deployment resource238

adjustment (after the workload has started execution). Without an efficient dynamic vertical scal-239

ing technique, an Edge node could be overloaded when executing bursty workloads. If additional240

resources are not allocated to the workload, then SLO violations are likely to occur. Therefore, a241

mechanism that is constantly aware of resources on an Edge node and makes scaling decisions for242

resource allocations periodically is necessary for an Edge environment.243

Since it is disadvantageous to scale resources for multiple workloads concurrently (as presented244

in Section 3), a priority-based dynamic vertical scaling mechanism is required to reallocate resources245

for every Edge server. Workloads with the highest PS should be considered first and the one with246

the lowest PS at the end of a scaling round until there are no resources to support Edge servers247

with low priorities. Workloads that have insufficient resources will not be executed on the Edge248

node and will need to be executed elsewhere. In this research, workloads are deployed on the Edge249

node using LXC containers2.250

4.1. Priority-based dynamic vertical scaling251

Procedure 1 presents a dynamic vertical scaling mechanism using priorities. The PS of a list of252

Edge servers executing on the Edge node is updated at the beginning of each round of vertical scaling253

(Line 1). The PS of an Edge server is calculated with the static and dynamic priority approaches254

defined in Section 3. The list of servers is then sorted by the updated PS (Line 2). The server with255

the highest priority is firstly considered by the Auto-scaler. The Auto-scaler checks if there is a256

need for the Edge server on the node (whether users are covered by this Edge node or whether the257

QoS of the workload can be improved on the Edge node; Line 4). Network latency is used to decide258

whether the Edge server can deliver the desired improvement or whether terminating the Edge259

server and servicing the users through the original Cloud server can be of more benefit (Line 20).260

In this paper, we assume that Edge nodes are not interconnected and therefore a workload cannot261

be migrated from one Edge node to another directly. Migration would need to occur via the Cloud.262

The average latency is compared with the SLO provided by the Cloud Manager in its service263

request (Line 5). If the latency is higher than the SLO (i.e. the Edge server has not been performing264

2https://linuxcontainers.org/lxc/introduction/
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Procedure 1: Dynamic vertical scaling mechanism

Data: S,Ls, uR, donations

1 Update PS of all running Edge servers;

2 Sort S by PS;

3 for ∀s ∈ S do

4 if s is active and network latency is acceptable then

5 if aLs > Ls then

6 calculate V Rs;

7 scale(scaleup, V Rs, S);

8 else

9 if aLs > dThr ∗ Ls then

10 if donations == 1 then

11 scale(scaledown, uR, S);

12 else

13 no scaling for s;

14 end

15 else

16 scale(scaledown, uR, S);

17 end

18 end

19 else

20 terminate(S, s, Us);

21 end

22 end

14
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as expected), then the container hosting the Edge server will be allocated more resources. The ratio265

of resources to be added is based on the SLO violation rate of the server (Line 6). This is to make266

sure that resources are adjusted based on a server’s performance. If the latency is lower than a267

pre-defined percentage dThr of the SLO, for example, 80%, then resources are removed from the268

container hosting this server (Line 16). When latency is between the threshold and the objective,269

resources are not scaled down since performance may be negatively affected (Line 13). However, if270

the server is willing to donate resources in exchange for priority credits, it is scaled down and the271

number of times that the Edge server has donated resources is updated (Lines 10-11). If resources of272

a server are scaled, then the total number of times it has scaled is recorded. However, note that the273

scaling that occurs when resources are donated is not recorded, since it is not used for penalising274

a server. Sorting by PS in Line 2 of the above procedure has a computational complexity of275

O(n log n), where n is the number of running servers on an Edge node. The priority-based dynamic276

vertical scaling loops through the n running Edge servers, resulting in a complexity of O(n). The277

total computation complexity of applying DYVERSE on an Edge node is then O(n log n) if there278

are 10 or more running Edge servers, or O(n) if there are less than 10 running Edge servers; the279

actual complexity may be less since some of the low-priority Edge servers may be terminated before280

one round of the priority-based dynamic vertical scaling completes.281

4.2. Multi-tenant Management282

When a server is scaled, then the scaling mechanism as shown in Procedure 2 first checks the283

decision on whether to “scaleup” or “scaledown” (Lines 1 and 17). To scale up, i.e. to allocate284

more resources, the Monitor firstly calculates the amount of resources to add (Line 3) and then285

checks if there are additional available resources on the Edge node to support this (Line 4). If286

resources are available, then they are added to the container (Line 5). Re-configuring the resource287

limits of a container is realised through the cgroup command, i.e. control group, which is a feature288

of Linux kernel that limits, accounts for and isolates the resource usage (for example, CPU and289

memory) of a container3. If the available resource is not sufficient to support scaling up, then the290

container with the lowest priority in the container set will be terminated to release its resources so291

that there are more resources available (Line 8). During this process services for users connected to292

3https://linuxcontainers.org/lxc/manpages/man1/lxc-cgroup.1.html
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this Edge server are still available through the Cloud server. The containers with lower priorities293

will be terminated sequentially until the updated FR is sufficient to support the scale-up request or294

there are no more containers with lower priorities (Lines 10-13). To scale down, a unit of resource295

is removed from the server (Line 18). At the end of the scaling process, the Edge server is updated296

with a new quota of resources (Lines 5, 14 and 18).297

Procedure 2: Scaling mechanism

Data: decision, uR/V Rs, S

1 if decision == scaleup then

2 Measure Rs, FR;

3 aRs = Rs ∗ V Rs;

4 if FR >= aRs then

5 Add aRs to s;

6 else

7 while FR < aRs do

8 terminate(sn, S, Usn);

// sn is the last server in S

9 measure FR;

10 if n == index of s then

11 break;

12 end

13 end

14 Add FR to s;

15 end

16 end

17 if decision == scaledown then

18 Remove uR from s;

19 end

Figure 2 illustrates the application of DYVERSE on an Edge node using an example. When298

applications (for example App a, b and s) from the Cloud are deployed into an Edge node, they have299

16
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Figure 2. Example application of DYVERSE on an Edge node.

an initial priority level, such as purchased priorities (for example, application a has a higher priority300

than b and b has a higher priority than s. The dynamic vertical scaling mechanism (marked in grey301

block) that was proposed in this section is carried out periodically, for example, every 5 minutes on302

the Edge node. If the Edge node is configured with the static priority management (SPM) defined in303

Section 3.1, the order of these applications being considered in the first round of the dynamic vertical304

scaling is calculated with Equation 3. For example, the order of applications in Figure 2 with SPM305

is a, s and b. Then in the subsequent rounds, the priority scores of these applications stay the same,306

because with SPM the priority scores of applications are only calculated during deployment. On the307

contrary, if the Edge node is configured with the dynamic priority management (DPM) defined in308

Section 3.2, the order of these applications being considered in every round of the dynamic vertical309

scaling is updated. For instance, the order of applications in Figure 2 with DPM in the first round is310

s, b and a. In the second round of dynamic vertical scaling, the order is updated to b, s, and a. The311

dynamic priority scores of these applications are calculated using either Equation 4, Equation 5,312

Equation 6 or Equation 7, depending on the selected DPM approach.313

When Edge applications are initially deployed, an equal amount of resources are allocated to314

them, which is represented by a uniform size of the box. Before each round of dynamic vertical315

scaling (grey block), the order of Edge applications are either kept the same by SPM or updated316

by DPM, then the resources allocated to each of the applications are checked by Procedure 1.317

During the periodical dynamic vertical scaling, the resources allocated to Edge applications change318

17
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over time, which is represented in Figure 2 with changing sizes of the box. The decision to scale319

up/down or perform no scaling is based on monitoring the QoS of applications. In addition, the320

selected priority management approach also has an impact on the dynamic vertical scaling. For321

example, in the three rounds of dynamic vertical scaling illustrated in Figure 2, application b is322

completely removed from the Edge node when SPM is applied whereas it could have benefited from323

more Edge resources in the first two rounds when DPM is applied.324

4.3. Discussion325

In Edge computing, Edge servers when compared to Cloud servers will be used for shorter326

time intervals given the demand and limited availability of resources on Edge nodes. Therefore, in327

addition to dynamic vertical scaling, the Edge Manager will need to decide when an Edge server328

is removed from the Edge node. The Edge Manager terminates (i.e., the service does not run on329

the Edge, but continues to be hosted on the Cloud server) service in the following three cases,330

which are considered in dynamic vertical scaling. Firstly, there are no free resources to support the331

Edge service. Secondly, the Edge service is not required anymore (the Edge server has been idle332

for a while). Thirdly, the Edge service does not improve the QoS of the workload (the performance333

constraints cannot be satisfied by an Edge server).334

When an Edge server is terminated, the associated data containing local updates are migrated335

to the Cloud (local data is appended to global data maintained by the Cloud Manager. This is336

realised through a key-value based data store, Redis4. Such a migration is use case dependent and337

only required by those applications that maintain data states across different geographic locations.338

For example, the Edge server of an application that processes video streams and does not require339

data to be stored could be terminated straightforwardly without requiring any data migration. In340

addition, for applications that require data migration, we assume the benefit of using the Edge341

outweighs the communication costs since only user data is moved from the Edge to the Cloud,342

rather than the entire server. Servers that do not rely on databases would have minimal data343

movement. User devices are redirected to the Cloud server during the termination process. For344

example, in the case of a location-based mobile application, location-specific data is maintained345

on the Edge node and would need to be migrated to the Cloud when the application no longer346

4https://redis.io/
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executes on the Edge. It is noted that DYVERSE can benefit applications with different workflows347

in improving their overall QoS - applications that maintain their data state on the Edge and those348

in which the data is stateless on the Edge.349

5. Experimental Evaluation350

In this section, the priority management approaches presented in Section 3 and the dynamic351

vertical scaling mechanism proposed in Section 4 are evaluated. The experimental setup, including352

the hardware platform and the distributed workloads employed in this research are firstly presented353

followed by the merits of DYVERSE against metrics including system overhead, SLO violation rate,354

and latency.355

5.1. Setup356

A Cloud-Edge platform is set up using Amazon Web Services Elastic Compute Cloud (AWS357

EC2) and an ODROID-XU board. On the Cloud, t2.micro Virtual Machine (VM) running 14.04358

LTS from the Dublin data centre is used to host the Cloud server. Although we employ a low-cost359

and basic VM, we note that in this paper we make no comparisons about the compute capabilities360

between the Cloud server and the Edge server. Therefore, in no way would the results presented in361

this paper be affected had we chosen a larger VM from the same data centre.362

The Edge node is located in the Computer Science Building of Queen’s University Belfast in363

Northern Ireland. The board has 2 GB of DRAM memory, and one ARM Big.LITTLE architecture364

Exynos 5 Octa processor running Ubuntu 14.04 LTS. Each server on the Edge node is hosted in an365

LXC container.366

5.2. Workloads367

Two workloads are chosen to evaluate DYVERSE: a location-based mobile game and a real-time368

face detection workload. Both workloads are server-based and a natural fit for Edge computing369

since they are latency critical – response time is affected by the distance between user devices and370

the server. Hence, a subset of the functionalities of the Cloud server can be brought closer to371

devices.372

The above workloads are also representative of different workloads that can benefit from DY-373

VERSE: the mobile game represents a multi-user application whose Edge server responds to in-374

coming user requests; the face detection workload, in contrast, is representative of a data-intensive375
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streaming application, in which case the Edge server pre-processes incoming data and relays it to376

the Cloud.377

(i) Location-based mobile game: The application is an open-source game similar to Pokémon378

Go, named iPokeMon5. iPokeMon comprises a client for the iOS platform, which can be used379

on mobile devices, and a server that is hosted on a public Cloud. User navigates through an380

environment in which virtual creatures named Pokémons are distributed. The iPokeMon game381

server was redesigned to be hosted on the Cloud and an Edge node. The Edge hosts a latency-382

sensitive component that updates the virtual environment as a user navigates; for example, the383

GPS coordinates of the player and the Pokémons. The local view on the Edge server is updated by384

frequent requests sent to the Edge server. If user requests are serviced from a distant data centre,385

then user experience is affected due to lags in refreshing. Hence, the Edge is beneficial to reduce386

latencies for this workload. Up to a maximum of 32 Edge servers are hosted, with each server387

randomly supporting between 1 and 100 users.388

The server on the Edge node is tested using Apache JMeter6. One session of a connection (a389

user is playing the iPokeMon game) between the user device and the Edge server hosted in the390

LXC container is recorded for 20 minutes. During this time the number and type of requests and391

the parameters sent through the requests are recorded. Subsequently, JMeter load tests single and392

multiple Edge servers by creating virtual users and sending requests to the Edge servers from the393

virtual users in the experiments.394

(ii) Real-time face detection: The original Cloud-based Face Detection (FD) workload captures395

video via a camera (such as CCTV footage) and transmits it to the Cloud where it is converted to396

greyscale (this is one-third the size of the color video) and then detects faces on it using OpenCV7.397

Pre-processing (converting to greyscale) is performed on the Edge and hosted via LXC containers.398

The converted stream is sent to the Cloud for reducing the bandwidth used instead of sending399

colour video to the Cloud. Up to 32 servers are load tested on the Edge node, with each server400

randomly pre-processing between 0.1 and 1 frame per second.401

The experimental evaluation demonstrates: (i) the impact of varying priority factor weights on402

the priority score, (ii) the overheads in priority management and the overheads of dynamic vertical403

5https://github.com/Kjuly/iPokeMon
6http://jmeter.apache.org/
7https://opencv.org/
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scaling in a multi-tenant environment, (iii) the effect of DYVERSE on SLO violation rates, and404

(iv) the effect of DYVERSE on the latency of the above workloads.405

5.3. Results406

The experiments provide insight into the benefits of using the priority approaches and dynamic407

vertical scaling mechanism in a variety of scenarios, such as moderate bandwidth-consuming and408

bandwidth-hungry tasks, single and multi-tenant servers and varying user-defined SLOs.409

5.3.1. Impact of Priority Factor Weights410

In order to understand the impact of the static and dynamic factor weights introduced in411

Section 3, we firstly study the priority scores of a particular Edge server when the weights are412

ranged in [0, 1]. The nine individual factor weights are grouped into four based on the priority413

management approach they belong to, namely the factor weights for SPS in Section 3.1, the factor414

weights for wDPS in Section 3.2.1, the factor weights for cDPS in Section 3.2.2, and the factor415

weights for sDPS in Section 3.2.3.416

Figure 3 presents the priority scores of an example Edge server when the priority weights have417

different values. The x axis range in [0.1, 1] because the dynamic priority approaches are developed418

incrementally from the static priority as shown in Equation 3, Equation 4, Equation 5, Equation 6419

and Equation 7. The comparisons between each pair of directly related priority approaches show420

that when the factor weights increase, the priority of the Edge server increases. By comparing the421

three sub-figures, it is inferred that the influence of the factor weights on the priority score, from422

the strongest to the weakest, is SPS, wDPS, sDPS, and cDPS.423

There is an indirect impact of different priority scores resulted from the different configurations424

of factor weights on the overall performance of an Edge system. For example, in Figure 3a when425

the wDPS factor weight is set as 0, the priority score is the same as adopting the SPS approach.426

When the wDPS factor weight is set lower than the SPS factor weight, the priority score is mainly427

affected by the four factors defined in Table 2, whereas the workload factors defined in Table 3 have428

less impact on the priority score. This could lead to a situation when an idle Edge application has429

a similar priority score as a busy Edge application that is servicing a large number of user requests,430

which further causes unfairness.431

DYVERSE aims to reduce the average SLO violate rate for all running applications on an Edge432

node, as defined in Equation 2.1. Therefore, it is necessary to consider both application-dependent433
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Figure 3. Priority scores of an Edge server when the priority factor weights vary.
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Figure 4. Overhead of priority management and dynamic vertical scaling per Edge server for iPokeMon and Face

Detection (FD).

factors (e.g. workload factors) and system-related factors (e.g. reward and penalty. In the following434

experiments, the weights of Equation 3 to Equation 7 for calculating the priority scores are set to435

1 to balance the impact of the different groups of factors.436

5.3.2. System Overhead437

Edge platforms are expected to have more transient system states than the Cloud, i.e. Edge438

workloads have shorter life cycles, so lower overheads in resource management are better. We mea-439

sured the overheads of priority management (Figure 4a) and dynamic vertical scaling (Figure 4b)440

of each server on the Edge node for iPokeMon and FD. It should be noted that the servers are still441

servicing requests when priorities are updated. Similarly, the overhead of dynamic vertical scaling,442

which is the time taken to reallocate the resources of the server was measured. During this time the443

servers continue to service requests. Although three dynamic priorities (wDPS, cDPS, and sDPS)444

were proposed, only sDPS is considered for comparing the overheads between SPM and DPM; we445

noted that different dynamic priorities did not affect the overall delay in the experiments.446
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Figure 5. Violation rate when the SLO is 78ms for iPokeMon and 2.13s for FD. 32 Edge servers are deployed. Red

blocks correspond to the overhead time when priority-based scaling occurs.

Figure 4a shows that SPM incurs small overheads, but it is more costly to employ DPM,447

especially for iPokeMon. For example, for 32 servers the overhead of using DPM with iPokeMon is448

150 milliseconds (ms) when compared to 10ms for SPM. This is because static priorities assigned to449

servers do not change during execution and monitoring is needed for dynamic priorities. iPokeMon450

server records all requests and responses in a log file while supporting multiple users and the451

Monitor reads through this file in every scaling round to update the dynamic priority. The FD452

server maintains the values of dynamic factors while processing requests from the single streaming453

source and the Monitor uses these values to calculate the PS. One insight from the difference in DPM454

overheads is that monitoring workloads could be accounted for when designing Edge applications.455

The overhead of dynamic vertical scaling in Figure 4b using DPM is on average higher than using456

SPM. This is because, during scaling, dynamic factors such as reward and penalty are monitored457

for each server. More time is required to scale iPokeMon servers because during termination user458

data needs to be migrated from the Edge to the Cloud. When an FD server is terminated no data459

is migrated. As described in Section 4.3, the termination procedure is use case dependent and only460

applies to iPokeMon in this paper. The application of DYVERSE on two use cases is to demonstrate461

the different types of workflows that can benefit from dynamic vertical scaling post-deployment of462

the application.463

To understand the impact of the observed overheads on the QoS of iPokeMon and FD, the464

average SLO violation rate of 32 Edge servers every one minute is presented in Figure 5. The465

first five minutes window is the period when the Edge servers are launched with an equal amount466

of resources. During the 5th, 10th, and 15th minutes, priority-based dynamic vertical scaling467
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(Procedure 1) is executed. For DPM, the PS is first calculated for each server, after which scaling468

occurs. On the other hand for SPM, scaling based on the same initial PS is implemented. Updating469

priorities of 32 servers requires 30–40 seconds (s) and 15s for iPokeMon and FD, respectively. We470

infer from the figure that after the first scaling round, the SLO violation rates have decreased on471

average by 4% and 3% for iPokeMon and FD respectively. In subsequent scaling rounds, it is472

noted that the violation rates are further reduced. DPM on an average performs nearly 2% better473

than SPM. The figure highlights that the sub-minute delay caused due to priority management and474

scaling does not necessarily affect the QoS of our use-cases.475

5.3.3. SLO Violation Rate476

Meeting SLOs is key to achieving a high overall QoS. Higher SLO violation rates at the Edge477

indicate the possibility of losing Edge customers. Consequently, this results in the loss of revenue478

for the Edge service provider. Therefore, the SLO violation rate is chosen to highlight the difference479

that DYVERSE makes to the QoS of Edge services.480

From the empirical analysis, we observed that the average time to service an individual request481

for iPokeMon and FD is 78ms and 2.13s, respectively. The aim is to study the performance of DY-482

VERSE when different tolerance for the SLO violation is accepted. This is useful for understanding483

in what situations, for example when the SLO is more stringent or lenient, DYVERSE can perform484

better. Therefore, this study is pursued with SLOs that considers the average time taken to service485

a request and an upper tolerance of both 5% and 10% of the average time. For iPokeMon the SLOs486

are 78ms (0% tolerance), 82ms (up to 5% tolerance), 86ms (up to 10% tolerance) and for FD the487

SLOs are 2.13s (0% tolerance), 2.24s (up to 5% tolerance) and 2.34s (up to 5% tolerance).488

The baseline we use for understanding the benefit of dynamic vertical scaling in static and489

dynamic priority management is by comparing them against a scenario in which there is no dynamic490

vertical scaling. This is because there are currently no alternative resource scaling solutions on a491

single Edge node. We understand the benefit of using dynamic priority management by comparing492

it only against static priority management so that the benefit of the former is not magnified.493

Figure 6 and Figure 7 present the SLO violation rates of the two use cases when the SLO494

tolerates 0% (Figures 6a and 7a), up to 5% (Figures 6b and 7b) and up to 10% (Figures 6c495

and 7c) violations of the average application latency. The general trend is that for both workloads496

violation rates can be reduced by using the proposed scaling mechanism, either with SPM or DPM,497
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(b) SLO: 82 milliseconds
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(c) SLO: 86 milliseconds

Figure 6. Violation rates of iPokeMon when applying varying SLOs.
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(c) SLO: 2.34 seconds

Figure 7. Violation rates of the face detection workload when applying varying SLOs.
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when compared to a scenario without dynamic vertical scaling. When there is no dynamic vertical498

scaling, the containers hosting the Edge servers continue to retain the same amount of resources they499

were allocated before they started execution. No additional resources are dynamically allocated to500

containers. For example in Figure 6a, when the SLO is 78ms for 32 servers and 149 KBs of data is501

processed per second, nearly 18% of the requests from users are violated. Scaling with SPM on an502

average reduces this violation by 4%. A reduction of 6% in SLO violation rate by applying SPM503

in FD is observed (Figure 7a) when the SLO is 2.13s for 32 Edge servers and 4 MBs of data is504

processed per second.505

The scaling mechanism takes the server’s performance into account. During dynamic vertical506

scaling, the measured latency is compared with the user-defined SLO. If there were violations,507

then the container hosting the workload would be allocated additional resources and vice versa.508

Allocation to one container is done by requesting free resources from the Edge node or deallocating509

resources from other containers that have lower priorities. This optimises the use of Edge resources510

and can reduce the overall violation rates. This is noted for all SLOs for both workloads. For511

example, in Figure 7c for an SLO of 2.34s scaling with SPM reduces the violation rate for FD by512

3% over 32 servers (for iPokeMon with an SLO of 86ms in Figure 6c the violation rate is reduced513

by 4% over 32 servers).514

However, the static priority of a server is set once before execution and does not change until it515

is terminated and needs to be executed again. This is a disadvantage since servers cannot change516

their priority during execution. Hence, we employ dynamic priorities that can be changed after517

deployment and during execution. Priorities can be implemented to take other factors, such as518

the number of users into account (in addition to factors listed in Table 2, DPM considers factors519

presented in Table 3). Resources can be scaled based on changing priorities. Dynamic priorities520

are better than static priorities since they further reduce the violation rates. When the violation521

threshold is stringent (SLO is 78ms for iPokeMon and 2.13s for FD), scaling with DPM reduces the522

violation by 1% (Figure 6a) and 4% (Figure 7a). Although we proposed three dynamic priorities523

(wDPS, cDPS, and sDPS) approaches, we have only considered sDPS for comparing the trends524

between no dynamic vertical scaling and scaling with SPM. This is because we observed that525

different approaches did not affect the overall violation rate. The effect of the three approaches is526

nonetheless considered in the context of latency.527

When the violation threshold is lenient for iPokeMon (SLO is 86ms), a larger volume of requests528
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can be fully serviced by the servers resulting in no violations for up to 32 Edge servers (Figure 6c).529

In these cases, requests that would result in a violation when the threshold is more stringent can now530

complete execution within the specified SLO. Subsequently, the benefits of DYVERSE becomes less531

important when the Edge node is less stressed. It is also noted that a scale-up operation presented532

in Procedure 2 will not occur. However, containers may scale down during this time. With the533

same violation threshold, DPM for FD also results in a lower SLO violation rate, although the534

improvement is not as significant as in iPokeMon. This is because of larger data sizes - data535

transferred in FD is 30–150 times larger than data in iPokeMon. Images are frequently uploaded536

between the end device and the FD Edge servers, which results in longer processing times.537

5.3.4. Latency of Workloads538

The results shown above presented the violation rate when compared to the number of servers,539

but did not differentiate the three DPM approaches. This section aims to explore the impact of540

using different priority management approaches on latency. For iPokeMon, we define latency as541

the average round-trip time taken to service one request originating from the user by the Edge542

server. For FD, we define latency as the average single-trip time taken to detect faces by the543

Cloud server in one video frame originating from the camera. Figure 8 and Figure 9 show the544

distribution of application latency for the two use cases when the SLO tolerates 0% (Figures 8a545

and 9a), 5% (Figures 8b and 9b) and 10% (Figures 8c and 9c) of the average application latency.546

The distribution provides: (i) a time profile of requests violated, and (ii) the impact of DYVERSE547

on requests that are not violated.548

It is inferred that when the SLO violation threshold is 5% and if no dynamic vertical scaling is549

used, then no requests are serviced in the lowest time band (from 0 to 80% of the SLOs). However,550

the number of requests that are serviced in the lowest time band increases when employing static551

priority (the normal in the distribution shifts to the left). For example, for an SLO of 82ms for552

iPokeMon (Figure 8b), 4% of requests are serviced within 66ms (the leftmost time band in the553

figure). This is due to the reallocation of resources from containers that meet SLOs to containers554

that violate SLOs in dynamic vertical scaling. Such a benefit is less obvious in FD, but a 1%555

improvement is noted by applying dynamical vertical scaling for an SLO of 2.24s (Figure 9b).556

Dynamic priorities reduce the latency of both workloads when compared to static priority be-557

cause they consider additional factors, such as the number of users connected to each server. In558
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(c) SLO: 86 milliseconds

Figure 8. Latency of iPokeMon when 32 servers are deployed on the Edge node.
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Figure 9. Latency of face detection when 32 servers are deployed on the Edge node.
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most cases, sDPS performs better than cDPS and wDPS. For example, given an SLO of 86ms for559

iPokeMon (Figure 8c), 20% of requests are serviced in the lowest time band using sDPS in contrast560

to 18% for cDPS and wDPS. Similar results are observed in FD. For instance, given an SLO of 2.13s561

(Figure 9a), 2% of video frames are processed by the face detector in the lowest time band using562

sDPS in contrast to 1% for cDPS and wDPS. This is attributed to the penalty that is imposed on563

containers that scale. As presented previously, scaling incurs an overhead and therefore the Edge564

Manager aims to minimise the impact of scaling by reducing priorities as shown in Equation 7.565

5.3.5. Summary566

The results obtained from the experimental evaluation considered above are summarised as567

follows:568

1) Overheads in using priorities and dynamic vertical scaling : the overheads do not affect the569

execution of the servers and the servers continue to service user requests. In priority management,570

DPM takes a longer time if the monitoring of workload-related metrics is not incorporated in the571

Edge server (e.g. iPokeMon). Comparing with SPM, DPM has a 4%–8% higher overhead for572

dynamic vertical scaling.573

2) SLO violation rates for stringent thresholds (the average time to service one request) : the574

SLO violation rate when there is no dynamic vertical scaling is observed to be nearly 18% and 23%575

for iPokeMon and FD respectively. Scaling with SPM improves the violation rate by 4% and 6%576

for iPokeMon and FD respectively when compared to no dynamic vertical scaling. Scaling with577

DPM improves the violation rate of iPokeMon by 1% when compared to SPM. This is confirmed578

by the 3% reduction of SLO violation rate of the face detection workload when comparing DPM579

and SPM.580

3) SLO violation rates for lenient thresholds (10% more of the average time taken to service one581

request): the SLO violation rate when there is no dynamic vertical scaling is observed to be nearly582

12% and 18% for iPokeMon and FD respectively. Scaling with SPM improves the violation rate583

by 3% for FD and 4% for iPokeMon when compared to no dynamic vertical scaling. Scaling with584

DPM ensures no requests are violated for iPokeMon and improves the violation rate by 3% for FD585

when compared to SPM.586

4) Latency for stringent thresholds : without dynamic vertical scaling, no requests are serviced587

within 66ms for iPokeMon and within 2.13s for FD. Using sDPS with iPokeMon, nearly 13%588
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of requests are serviced in 66ms–74ms, which is higher than cDPS and wDPS by 5% and 10%589

respectively. Using sDPS with FD offers a small advantage; 1% more requests are processed in590

1.79–2.02s. DPM performs better than SPM. Using sDPS, 20% of requests of iPokeMon are serviced591

within 72ms, which is higher than SPS, cDPS, and wDPS by 4%, 2% and 2% respectively. Similarly592

for FD, 2% of video frames are processed in 1.7s–1.92s, which is higher than SPS, cDPS and wDPS593

by 2%, 1% and 1% respectively.594

5) Latency for lenient thresholds : Fewer requests are serviced within 69ms for iPokeMon and595

1.87s for FD with no dynamic vertical scaling compared to using it. Using sDPS with iPokeMon,596

20% of requests are serviced in the lowest time band, which is higher than cDPS and wDPS by 2%.597

Using sDPS with FD, 14% of requests are serviced in the lowest time band, which is higher than598

cDPS and wDPS by 1% and 2% respectively. DPM performs better than SPM.599

6. Related Work600

Resource scaling is well studied in distributed systems and more recently on the Cloud. A601

classification of existing research is shown in Figure 10. In this article, six classifications are602

highlighted based on (i) the direction of scaling, (ii) the parameters that are optimised in the603

problem space, (iii) the virtualisation techniques that the resource scaling solutions target at, (iv)604

the number of applications the scaling algorithms consider, (v) the time when the resource scaling605

is performed, and (vi) the importance of workload being considered.606

Based on the direction of resource scaling, computing resources for a workload can be allocated or607

deallocated from a cluster either horizontally [51] or vertically [17]. Horizontal scaling, also referred608

to as scale-out/scale-in, is an action to add/remove infrastructure capacity in pre-packaged blocks of609

resources. In addition to horizontal scaling, vertical scaling, also referred to as scale-up/scale-down,610

is an action to add/remove resources to an existing system [17].611

The focus of this paper is vertical scaling on the Edge. The vertical scaling approaches used on612

the Cloud are not suited for the Edge due to three reasons. Firstly, monitoring techniques employed613

for vertical scaling are heavyweight (i.e., time consuming and require significant resources) [53],614

which cannot be directly applied to resource-limited Edge environments (a large cluster of resources615

may not be available at the edge of the network). Secondly, generating optimal scheduling plans for616

vertical scaling as employed in the Cloud [54] is prohibitive on the Edge. Integer linear programming617

or constraint programming that is usually used to generate optimal solutions are computationally618
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intensive. Thirdly, vertical scaling on the Cloud is underpinned by workload prediction models [52],619

which are less suitable for use on the Edge. Edge services are likely to be short-running workloads in620

contrast to the Cloud and only limited data may be available for training machine learning models.621

Additionally, training models on the Edge may not be feasible. Therefore, in this paper, we propose622

a low overhead vertical scaling technique on an Edge node.623

Based on the parameters that are optimised in the problem space, two important parameters624

are frequently considered, namely job deadline and monetary cost. Workload deadline has been625

employed as an important parameter to optimise during resource scaling [48, 49], as it directly626

represents the application performance. Moreover, cost budget also plays an important role [50, 49]627

because in many cases the more resources being utilised, the higher the monetary cost it entails.628

Based on the virtualisation techniques being targeted, existing research has proposed resource629

scaling algorithms for both virtual machines [44] and containers [20, 46]. Given different types of630

VMs with variable CPU and memory resources, sometimes workloads are simply migrated onto631

another VM with resources more suitable to meet the optimising criteria (instead of scaling the632

resource on the original VM) [45].633

Based on the number of applications being considered in the computing environment, resource634

scaling solutions have been designed for single tenancy [39] and more often multi-tenancy [40].635

Multi-tenancy refers to the co-location of different workloads on the same computing resource. In636

a multi-tenant Cloud environment, migration is employed to resolve resource contention [40, 41].637

Inter-tenant resource trading and intra-tenant weight adjustments are employed on the Cloud to638

ensure fairness when scaling [13].639

Techniques employed on the Edge to deal with multi-tenancy need to be again lightweight640

and cannot incorporate complex models for workload predictions [24]. Complex schemes, such as641

convex optimisation, game theory or dynamic programming have been explored for Edge environ-642

ments [55]. Heuristic-based mobile application partitioning and offloading algorithms have been643

designed to maximise the application’s performance for multiple users [42] and the system util-644

ity [43]. These algorithms are scalable but still require O(K2), O(K3) time respectively, to service645

K mobile users. This is impractical on resource-constrained Edge nodes that use small processors646

since they cannot acquire hardware resources easily. Similarly, game theory based schemes have647

been designed for Mobile-Edge Cloud computing [56]. This approach is tested on a cloudlet, which648

naturally assumes more resources than the extreme edge of the network (cloudlets have dedicated649
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computing servers/clusters).650

Based on the time when resource scaling actions are performed, the adjustment of resource651

allocation could happen either before or after the deployment of applications. Research on multi-652

tenancy at the Edge usually focuses on pre-deployment. Once a workload is deployed, the resources653

allocated to it do not change. Similarly, the QoS of applications is improved without considering654

multi-tenancy after deployment [38]. To the best of our knowledge, research on post-deployment655

resource scaling in Edge computing is sparse at best. However, multi-tenancy significantly impacts656

the SLO violation rate after deployment. In contrast to existing research that is reported in the657

literature on multi-tenancy in Edge computing, this research accounts for post-deployment condi-658

tions of workloads for scaling resources in a multi-tenant environment. This paper demonstrates659

that dynamic vertical scaling can improve the overall QoS of the application during its lifetime on660

the Edge after it is deployed.661

Based on the importance of workloads, some resource scaling algorithms are priority-based662

whereas others treat the application equally important. Community models are used to develop a663

shared resource pool in Clouds [37]. The priority of Edge workloads is different because relation-664

ships between (i) the Cloud and the Edge, and (ii) the user and the Edge need to be accounted665

for. There is research that (i) adopts a threshold-based priority function to decide on partial or666

complete offloading of workloads [35], and (ii) adjusts the task execution order of workloads to sat-667

isfy different objectives in the pre-deployment phase [27, 36]. These show the impact of priorities668

on offloading, but do not demonstrate the influence of priorities on post-deployment resource man-669

agement. In addition, existing resource management solutions that consider workload priority only670

takes a single factor that impacts the priority, for example, the purchased priority [31], the sequence671

of incoming workloads [32] or the potential resource starvation [33]. To advance the state-of-the-art,672

the research reported in this paper considers a collection of static factors that are specific to the673

Edge, as well as dynamic factors that vary during the execution of workloads. These factors all674

together contribute to the workload priorities for efficiently managing resources in a multi-tenant675

environment.676

7. Conclusions677

Distributed applications will leverage the edge of the network to improve their overall QoS for678

which the challenge of multi-tenancy in resource-constrained environments need to be addressed.679
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Vertical scaling of resources is required to achieve multi-tenancy. However, existing mechanisms680

require significant monitoring and are computationally intensive since they were designed for the681

Cloud. They are not suitable for resource-limited Edge.682

The research in this paper addresses the above problem by developing DYVERSE, a DYnamic683

VERtical Scaling mechanism on Edge environments to facilitate multi-tenancy. The aim is to684

maximise the QoS of workloads executing in a multi-tenant Edge node without violating user-defined685

Service Level Objectives (SLOs). The proposed scaling mechanism generates post-deployment plans686

for workloads during execution so that SLOs are not violated. The mechanism is underpinned by687

one static and three dynamic priority management approaches. Three dynamic priorities that are688

workload-aware, community-aware and system-aware are proposed.689

The feasibility of DYVERSE is validated using two workloads, namely a location-aware online690

game and a real-time face detection application in a Cloud-Edge environment. The priority-based691

dynamic vertical scaling has less than a sub-second overhead per server when 32 Edge servers692

are deployed on a single Edge node. Scaling with static priorities reduced SLO violation rates of693

user requests by up to 4% and 12% for the online game respectively and in both cases 6% for694

the face detection workload, when compared to no dynamic vertical scaling. For both workloads,695

system-aware dynamic vertical scaling effectively reduced the latency of non-violated requests, when696

compared to other methods.697

7.1. Limitations and Future Work698

Although system-related parameters that affect SLO violation rates and latency are considered,699

network-based parameters, such as bandwidth and how it affects the QoS were not considered. This700

is a part of our ongoing research and will be reported elsewhere.701

An extensive study of the direct impact of different configurations of the factor weights on the702

system performance is not included in this paper. The current experimental results demonstrate703

a proof-of-concept of the feasibility of multi-tenant Edge environments. In the future, we aim to704

integrate the tuning of weights to optimise system performance.705

The dynamic vertical scaling mechanism proposed in this paper considers only QoS metrics706

of an Edge server, namely workload latency and SLO violation rate, to invoke resource scaling.707

Utilisation metrics of containers, such as memory and swap space used for hosting Edge servers,708

could be further considered.709

37



Wang et al. / Future Generation Computer Systems (2020) 1–43 38

References710

[1] B. Varghese, R. Buyya, Next Generation Cloud Computing: New Trends and Research Direc-711

tions, Future Generation Computer Systems 79 (3) (2018) 849–861.712

[2] B. Varghese, N. Wang, D. Nikolopoulos, R. Buyya, Feasibility of Fog Computing, in: R. Ranjan,713

K. Mitra, P. Prakash Jayaraman, L. Wang, A. Zomaya (Eds.), Handbook of Integration of714

Cloud Computing, Cyber Physical Systems and Internet of Things, Springer, 2019.715

[3] B. Varghese, N. Wang, S. Barbhuiya, P. Kilpatrick, D. S. Nikolopoulos, Challenges and Op-716

portunities in Edge Computing, in: IEEE Int. Conf. Smart Cloud, 2016, pp. 20–26.717

[4] V. Cardellini, G. Mencagli, D. Talia, M. Torquati, New Landscapes of the Data Stream Pro-718

cessing in the Era of Fog Computing, Future Generation Computer Systems 99 (2019) 646–650.719

[5] B. Varghese, P. Leitner, S. Ray, K. Chard, A. Barker, Y. Elkhatib, H. Herry, C.-H. Hong,720

J. Singer, F. Tso, E. Yoneki, M.-F. Zhani, Cloud futurology, Computer 52 (9) (2019) 68–77.721

doi:10.1109/MC.2019.2895307.722

[6] T. Taleb, S. Dutta, A. Ksentini, M. Iqbal, H. Flinck, Mobile Edge Computing Potential in723

Making Cities Smarter, IEEE Commun. Mag. 55 (3) (2017) 38–43.724

[7] N. Wang, B. Varghese, M. Matthaiou, D. S. Nikolopoulos, ENORM: A Framework For Edge725

NOde Resource Management, IEEE Transactions on Services Computing (2017) 1–1doi:10.726

1109/TSC.2017.2753775.727

[8] T. Taleb, K. Samdanis, B. Mada, H. Flinck, S. Dutta, D. Sabella, On Multi-access Edge Com-728

puting: A Survey of the Emerging 5G Network Edge Cloud Architecture and Orchestration,729

Commun. Surveys Tuts. 19 (3) (2017) 1657–1681.730

[9] P. Liu, D. Willis, S. Banerjee, ParaDrop: Enabling Lightweight Multi-tenancy at the Network’s731

Extreme Edge, in: IEEE/ACM Symp. Edge Computing, 2016, pp. 1–13.732

[10] B. Varghese, M. Villari, O. Rana, P. James, T. Shah, M. Fazio, R. Ranjan, Realizing Edge733

Marketplaces: Challenges and Opportunities, IEEE Cloud Computing 5 (6) (2018) 9–20.734

[11] J. Zhu, D. Chan, M. M. S. Prabhu, P. Natarajan, H. Hu, Improving Web Sites Performance735

using Edge Servers in Fog Computing Architecture, uS Patent App. 13/904,327 (May 15 2014).736

38

http://dx.doi.org/10.1109/MC.2019.2895307
http://dx.doi.org/10.1109/TSC.2017.2753775
http://dx.doi.org/10.1109/TSC.2017.2753775
http://dx.doi.org/10.1109/TSC.2017.2753775


Wang et al. / Future Generation Computer Systems (2020) 1–43 39

[12] J. McChesney, N. Wang, A. Tanwer, E. de Lara, B. Varghese, Defog: Fog computing bench-737

marks, in: SEC 2019 : The Fourth ACM/IEEE Symposium on Edge Computing, IEEE, 2019.738

[13] H. Liu, B. He, Reciprocal Resource Fairness: Towards Cooperative Multiple-resource Fair739

Sharing in IaaS Clouds, in: Int. Conf. High Perf. Comp. Networking, Storage and Analysis,740

2014, pp. 970–981.741

[14] J. B. Bernabe, J. M. M. Perez, J. M. A. Calero, F. J. G. Clemente, G. M. Perez, A. F. G.742

Skarmeta, Semantic-aware Multi-tenancy Authorization System for Cloud Architectures, Fu-743

ture Generation Computer Systems 32 (2014) 154–167.744

[15] A. Ahmed, E. Ahmed, A Survey on Mobile Edge Computing, in: Int. Conf. Intelligent Systems745

and Control, 2016, pp. 1–8.746

[16] M. Satyanarayanan, The Emergence of Edge Computing, Computer 50 (1) (2017) 30–39.747

[17] S. Sotiriadis, N. Bessis, C. Amza, R. Buyya, Vertical and Horizontal Elasticity for Dynamic748

Virtual Machine Reconfiguration, IEEE Transactions on Services Computing (99) (2016) 1–1.749

[18] J. Lango, Toward Software-defined SLAs, Communications of the ACM 57 (1) (2014) 54–60.750

[19] D. Liu, X. Sui, L. Li, Z. Jiang, H. Wang, Z. Zhang, Y. Zeng, A Cloud Service Adaptive751

Framework Based on Reliable Resource Allocation, Future Generation Computer Systems 89752

(2018) 455–463.753

[20] A. Sangpetch, O. Sangpetch, N. Juangmarisakul, S. Warodom, Thoth: Automatic Resource754

Management with Machine Learning for Container-based Cloud Platform, in: Int. Conf. Cloud755

Computing and Services Science, 2017, pp. 103–111.756

[21] A. A. Rahmanian, M. Ghobaei-Arani, S. Tofighy, A Learning Automata-based Ensemble Re-757

source Usage Prediction Algorithm for Cloud Computing Environment, Future Generation758

Computer Systems 79 (2018) 54–71.759

[22] R. Han, L. Guo, M. M. Ghanem, Y. Guo, Lightweight Resource Scaling for Cloud Applications,760

in: 12th IEEE/ACM Int. Symp. Cluster, Cloud and Grid Computing, 2012, pp. 644–651.761
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