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Abstract—This paper introduces the real-time Healthcare 4.0 
system, the VILIAlert system and a new approach that we 
propose for the robust assessment of it’s performance. The 
VILIAlert system alerts clinicians when a patient’s tidal volume 
value rises above the clinically accepted level of 8 ml/kg as 
beyond this point (> 8 ml/kg), a patient is considered high risk 
of permanent damage to their lungs. In order to ensure success 
with the VILIAlert system, the ideal scenario is to ensure that as 
soon as patients in the Intensive Care Unit experience tidal 
volume values beyond the 8 ml/kg level, a clinical intervention 
can be carried out so to minimise the risk of patients ever having 
permanent damage. The approach has been implemented in the 
Intensive Care Unit at the Royal Victoria Hospital Belfast, 
Northern Ireland demonstrating the potential for such an 
approach to be used across all hospitals in the region. 

Keywords: Healthcare 4.0, real time alerts, performance, 
frailty models. 

I. INTRODUCTION 
Patients admitted to an intensive care unit (ICU) are in a 

critical condition requiring their vital signs to be constantly 
tracked so that appropriate treatment can be administered in a 
timely manner. The four main routinely monitored vital signs 
are blood pressure, body temperature, respiration rate and 
pulse rate which indicate the state of a patient’s essential body 
functions. Fluctuations in these vital signs may indicate the 
changes in functioning of the patients’ body, the severity of 
their illness and the urgency in which it needs to be treated [1]. 
The body of an ICU patient is very frail. They usually cannot 
sustain themselves, and hence they need to be attached to 
various organ support instruments which have a purpose to 
keep them alive until their condition becomes less urgent.  

One of the most commonly used instruments for providing 
organ support in the ICU wards are mechanical ventilators 
which are used to provide breathing assistance to patients who 
have developed a respiratory failure. However, growing 
evidence from preclinical and clinical trials involving 
ventilated animal and human subjects respectively, shows that 
the mechanical ventilation is a harmful intrusive intervention 
which if not performed properly has a strong tendency to 
permanently damage the lungs [2]. This damage dealt to the 
lungs by injurious ventilation is also known as the ventilator 
induced lung injury (VILI), with even the healthy lungs not 
immune [3]. By adopting lung protective ventilation (LPV) 

strategies in which the patients are ventilated with the tidal 
volumes < 8 ml/kg of ideal body weight (IBW), the harmful 
effects of ventilation are preventable [4] [5] [6].   

The majority of these instruments used for the vital 
parameters monitoring and organ support are designed such 
that they can emit the patients’ readings in compliance with 
the set of Health Level 7 (HL7) standards. This set of 
standards defines the framework for exchange, sharing and 
retrieval of electronic health information, which are necessary 
for smooth integration between a variety of systems. This data 
is normally stored in electronic medical records (EMR) for the 
purpose of further processing [1] [7]. The continuous flow of 
data from multiple different sources creates a highly complex 
dynamic environment thus raising the need for an appropriate 
real-time clinical response. However, this may also potentially 
lead to information and cognitive overload for clinicians and 
healthcare providers who are attempting to make sense of the 
high volume of data. As a result slow and inconsistent 
responses to incoming data can occur [8] and have a negative 
impact to patient outcomes such as reduced survival chances, 
or longer organ support requirements. 

For example, despite the numerous studies demonstrating 
the benefits of LPV, current evidence shows that less than 
50% of all ventilated patients receive it in clinical settings [9] 
[10] [11]. To facilitate the proper use of LPV, we have 
developed the real-time smart alerting, and Healthcare 4.0 
compliant, clinical decision support (CDS) system called 
VILIAlert. It was deployed at the Royal Victoria Hospital, 
Belfast, with the goal to continuously monitor patient tidal 
volume (TVs) against a set of thresholds and provide the 
appropriate real time alerts when the system predicts that the 
configured ventilatory settings may lead to VILI. As it was 
operating in the Regional ICU which can admit up to a 
maximum of 20 patients, previous work investigated its 
scalability potential to adopt the system on a hospital wide 
level, and got very promising results [12].   

There are very few studies focused on using CDS to 
improve quality of mechanical ventilation, and to our 
knowledge no studies that have investigated the performance 
of real-time driven smart alerting clinical systems. Once the 
alert has been generated, it is a particularly challenging task to 
distinguish genuine from clinically insignificant alerts without 
clinical input, which may lead to alert fatigue [13]. Because of 
the unlabelled data, standard classification or regression 
performance evaluation metrics such as area under the curve 
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(AUC), R2 or root mean square error (RMSE) become 
unsuitable for the task, leading to the need for the 
development of new performance estimation techniques. 
Using the data collected during the period of operation of the 
VILIAlert system, we propose a novel approach inspired by 
survival analysis techniques which can be used for analysing 
the performance of the real-time Healthcare 4.0 systems.  The 
paper is organized as follows.   

In Section II we describe the architecture of the VILIAlert 
system and set up the theoretical foundations for using 
survival analytics in the performance evaluation of unlabelled 
real-time datasets. In the Section III, we present the results 
obtained by applying techniques to collect the VILIAlert data 
set. In Section IV we provide a discussion of the results and 
the advantages and disadvantages of introducing survival 
analytics based evaluation techniques, as well as provide the 
closing remarks in which we discuss the plans of our future 
research.  

II. METHODS 

A. An Architectural Overview of the VILIAlert System 
Mechanical ventilators, like other organ support and vital 

signs tracking instruments produce data compliant with the 
HL7 protocol. Using TCP at the transport layer, emitted 
patients’ data are commonly transferred via an IP network to 
an Electronic Medical Record (EMR) for the storing and 
processing purposes. VILIAlert is designed to run alongside 
the EMR and to continuously monitor the ventilation process. 
The VILIAlert system consists of two components (Fig. 1):  

• Database – used for storing routinely collected 
anonymized patient data: patient IDs, gender, height, 
and TV readings received from the ventilators at 
minute time intervals. In order to be able to perform 
post-hoc analysis of the system’s performance we 
also store the information describing the time of alert 
generation, and corresponding anonymized patient 
details. 

• Analytics Kernel – designed to continuously monitor 
patients’ TVs and generate an alert if the set of 
threshold metrics is violated. Averaged TV values 
over 15 minute intervals are calculated (TV15), and if 
these averaged values exceed 8 ml/kg for four 
consecutive intervals, the analytics kernel triggers the 
alert and notifies relevant clinicians and healthcare 

providers via SMS. To prevent alert fatigue, the 
analytics kernel is configured so that if an alert is 
generated for some patient I, the kernel enters into so 
called “sleep mode” and stops generating alerts for 
this particular patient in the period of the next 12 
hours until the alert has been dealt with. 

VILIAlert was deployed to the Royal Victoria Hospital, 
Belfast in November 2015 and continuously monitored 
patients’ ventilation process for almost two years. As we 
started gaining operational experience, in the first 10 months 
since activation, the entire system went through several tuning 
stages in which we refined the data collection and alerting 
processes. This paper reports on the data collected between 
31.08.2016 and 26.10.2017, the dates when the system entered 
a stable state and stopped being in use, respectively. 

B. Survival Analysis Approach for Performance Estimation 
Although VILIAlert stored the timestamps of generated 

alerts, clinicians and healthcare providers provided no 
feedback on how genuine the alerts actually were. The 
resulting unlabelled dataset prevented the application of 
commonly used metrics for analyzing systems’ performance 
in the classification and regression analysis, for evaluating 
VILIAlerts’ accuracy. Instead this intelligence had to be built 
into the system which had to be able to distinguish the genuine 
alerts from those that were false.  

To investigate whether the generated alerts are genuine or 
not, we focused our analysis on the period of time covering 
the first six hours after their generation. We named this time-
window as APA (Analysed Post Alert Time-Window) and 
segregated it into 24 consecutive blocks, each representing 
one 15 minute interval. Because the alert is triggered if (TV15 
> 8 ml/kg for four consecutive 15 minute intervals (i.e. 4 
consecutive blocks), we expected TV15 to remain above 8 
ml/kg throughout all 24 blocks of APA. Each block 
complying with these expectations was denoted as a “non-
defective block” (NDB), otherwise it was marked as 
“defective block” (DB). In the perfect scenario, an APA 
corresponding to a genuine alert should consist of NDBs only, 
however this may not always be the case because of the fact 
that the six hours is a long period of time during which many 
external factors may affect mechanical ventilation (e.g. 
clinical intervention, changing between control and support 
modes of mechanical ventilation, etc.) which will be reflected 

 
 

Figure 1. An architectural overview of the VILIAlert System 
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in lower TV15 values and therefore result in the appearance of 
DBs during APA.  

By marking APA blocks as DB or NDB, we transformed 
a set of continuous TV15 readings into a set of binary data, 
enabling us to approach VILIAlert’s performance assessment 
using survival analysis. Survival analysis is a collection of 
methods used to model the time until an event of interest 
occurs (survival time). Traditionally, as the name suggests, the 
event of interest was often the patient recovering from a 
disease hence the time until this happens was known as 
survival time. Typical to survival analysis is the highly 
skewed nature of the survival times when plotted on a graph 
which generally will peak at the beginning and slowly tail off 
to the right as fewer patients will experience the event as time 
progresses. A common feature in survival analysis is that of 
censoring where the patient may not have experienced the 
event over the course of the study period. Survival analysis 
provides the ability of still being able to use the information 
regarding such a patient until the point where no further 
information is recorded [14].  

In terms of the VILAlert clinical decisions support system 
proposed in this paper, the DB is the desired event that the 
occurs in the study, and our goal is to predict the survival time 
at which point  (i.e. at which APA block position ) the  TV15 
metric is going to drop below 8 ml/kg upon, that is, the alert 
generation. Therefore, the time to the event occurrence is 
defined by the position of the first APA block which is marked 
as the DB, with the longer times to event indicating better 
performance of the alerting algorithm. On the other hand, 
genuine alerts having all APA blocks marked as NDBs are 
said to be censored.  

This can be best illustrated with Fig. 2 where each row 
represents one APA segregated into 24 blocks (i.e. 15 minute 
intervals). Each block can be denoted with either 0 or 1 
representing to NDB or DB, respectively. It is worth 
highlighting the third APA as it belongs to a genuine alert as 
all the blocks are marked as NDB. In survival analysis terms, 
this represents a censored event. On the other hand the first 
and second APAs, have the time to event occurrence of 1 (15 
minutes) and 18 (270 minutes) respectively.  

The initial analysis in this study considers the commonly 
used Kaplan-Meier (KM) method to estimate the overall 
survival function from the raw VILIAlert data. This allows for 
an the investigation of the probabilities of the first DB block 
in APA, appearing at some point of time , 
where  i the position of the block in APA (i.e. the 
probability of having TV15>8 ml/kg up until the timestamp ).  
The KM methods also allows for the consideration of other 
influencing factors (known as covariates) and their influence 
on the estimated survival curves. Hence, the same KM 
approach is used to investigate the VILIAlert’s performance 
with respect to the covariate gender to consider each gender 
separately, by comparing their survival distributions. For 
testing statistical significance of the difference in survival 
distributions, the log-rank test is used. This information allows 
for the understanding of whether the patient’s gender is 
associated with increased risk of receiving injurious 
ventilation associated with VILI.  

The Cox proportional hazard (CPH) model is a well 
known survival method used to model the time to occurrence 

of the first DB in APA (the survival time). An assumption of 
this approach, is the need for proportional hazards hence the 
following accelerated failure time (AFT) models: Weibull, 
exponential, logistic, lognormal and log-logistic models are 
also applied to investigate the best fit model for the time until 
the first DB if such a case were to arise that the hazards are 
non proportional. The most frequent approach to applying 
these models in practice is by assuming homogeneity of data 
in which the subjects are independent of each other, or in our 
case assuming alert independence regardless of the patient 
who generated it. However, having in mind the fact that each 
patient can generate one or more alerts, the analysis of the 
VILIAlert data has also considered their lognormal and 
gamma shared frailty extensions on patient level to take 
account of this. More information about these models can be 
found in the literature on survival analysis and their shared 
frailty extensions [15] [16] 

In total 54 models (univariate or multivariate in nature) 
were constructed for the VILIAlert data, each using the 
different combinations of covariates and different survival 
types. The patient’s gender and height were considered the 
candidate covariates in standard models, while in frailty 
models patient IDs (the variable PID) were also used as the 
shared frailty term.  

The performance of the resulting survival models were 
assessed using the Akaike Inference Criterion (AIC), a 
goodness of fit metric commonly used for comparing 
performance of models in survival analysis and other machine 
learning techniques. It is based on the concept of entropy, 
penalising the models with large number of parameters which 
hence can be seen as a trade-off between bias and variance (or 
in other words, a balance between accuracy and complexity) 
with the lower scores indicating better performance [17]. AIC 
can be calculated as follows: 

 
 (1)

 

 
 
Figure 2. A schematic overview of three analysed post alert time-
windows (APA) covering the period of 6 hours upon the alert 
generation. Defective and non-defective blocks are denoted with the 
numbers 1 and 0 respectively. 
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where  and  denote the model maximum likelihood value, 
and the number of parameters in the model, respectively. If 
two models have similar AIC scores, model selection is 
performed using the log-likelihood ratio test and the best 
model to be chosen as the one with the fewer number of 
parameters.  

Survival analytics was performed using the R v3.5.0 
programming language [18]. Survival models were 
implemented using R’s survival library [19] [20]. A tutorial 
on implementing lognormal and gamma shared frailty models 
using the survival package can be found in the paper by Austin 
[14]. 
 

III. RESULTS 
During the period of operation of the VILIAlert system, 

560 patients generated 1450 alerts in total.  Of that number 
298 were male patients who were involved in generating 691 
alerts. Thus suggesting that even though there were more male 
patients who were generating alerts, the number of alerts being 
generated was greater for female patients who had more alerts 
generated relative to the number of patients. 

Given the highly skewed nature of the times to first DB, 
the median overall time is used to report time to the first DB 
block appearing in the APA (i.e. the median of overall survival 
time). This is 180 minutes. When the overall survival time is 
stratified by gender, the median survival times for males and 
females were 105 and 300 minutes respectively. At 95% 
confidence level, the log-rank test indicates that there is a very 
highly significant difference in survival distributions between 
the genders ( ).  

 

TABLE I.  PERFORMANCE COMPARISON OF THE TOP 5 SURVIVAL 
MODELS 

TABLE II.   

ID Survival 
Method Covariates AIC Loglik. 

1 Frailty: 
Lognormal 

Gender, 
height, 

lognorm.frailty(PID)1 
6693.48 -3062.06 

2 Frailty: 
Lognormal 

height, 
lognorm.frailty(PID) 1 6693.75 -3062.83 

3 Frailty: 
Loglogistic 

Gender, 
height, 

lognorm.frailty(PID) 1 
6698.49 -3024.51 

4 Frailty: 
Loglogistic 

height, 
lognorm.frailty(PID) 1 6698.88 -3025.15 

5 Frailty: 
Loglogistic 

Gender, 
height, 

gamma.frailty(PID) 2 
6713.15 -2985.05 

1. Lognormal shared frailty on patient level; 2. Gamma shared frailty on patient level 

 
The corresponding KM estimates are provided in fig. 3. 

Fig. 3. a) illustrates the estimated survival curve for the 
VILIAlert data for time until first DB for each patient. This is 
typical of the survival curve shape where it is highly skewed 
in nature with the majority of patients experiencing the event 
quickly but some taking longer to experience the event hence 
featuring in the tails of the distribution. Fig. 3. b) interestingly 

highlights the difference between male and female patient 
survival where the first DB blocks in the APAs of the males 
are occurring much sooner in their stay in ICU than the female 
patients. If we compare the quality of generated alerts between 
the genders, this would indicate better VILIAlert performance 
in the female compared to the male patients because of the 
higher survival probabilities. However, with almost three 
times longer median survival time, this unfortunately also 
suggests poorer ventilatory treatments in female patients 
compared to the males, as they are ventilated with the 
injuriously high TVs (> 8 ml/kg) for a much longer period of 
time, exposing them to the higher risk of developing VILI. 

TABLE III.  A SUMMARY OF THE BEST PERFORMING MODEL 

Frailty: Lognormal Beta Coefficient p-value
Intercept 12.2310 < 0.0001

height -0.0598 < 0.0001
lognorm.frailty(PID)1,2  < 0.0001

1. Lognormal shared frailty on patient level; 2. Variance of the frailty distr. θ = 0.901 
 

Out of the 54 models created to represent the survival data, 
the AIC criteria selects the top 5 to be frailty AFT models. The 
AIC and log-likelihood scores are presented in Table 1. The 
top two performing models were lognormal shared frailty 
models with the lognormal baseline function. The log-
likelihood ratio test indicates that there is no significant 

a) 

 
b) 

Figure 3. Kaplan-Meier estimates of: a) overall survival probability b) 
survival probabilities stratified by gender. Dashed lines indicate the median 
survival times. 
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difference between the first two top performing models (
), and therefore the optimal model is the one 

with the smaller number of covariates, i.e. the model with ID 
= 2. Hence the best model has patient height but not gender. 

At the 95% significance level, the p-value suggests a very 
strong association between the patients’ height and survival 
time. Keeping in mind that the patients’ height is measured in 
centimetres, this suggest that with each centimetre of increase 
in height, the survival probability is reduced by a factor of 
0.058 therefore implying that the taller the patient is, the lower 
the risk of receiving injurious ventilation (shorter patients 
have poorer treatments). The variance of the frailty 
distribution θ = 0.901 (p < 0.0001) suggests a great degree of 
heterogeneity present in the APA dataset.  
 

IV. DISCUSSION 
In this paper, we introduce a real time Healthcare 4.0 system 
which has been applied to an Intensive Care Unit (ICU) for 
critically ill patients. The VILIAlert system alerts clinicians 
when a patient’s tidal volume value rises above the clinically 
accepted level of 8 ml/kg as beyond this point (> 8 ml/kg), a 
patient is considered high risk of permanent damage to their 
lungs. In order to ensure success with the VILIAlert system, 
the ideal scenario is to ensure that as soon as patients go 
beyond the 8 ml/kg level, that a clinical intervention is carried 
out so to minimise the risk of patients ever having permanent 
damage. Hence the motivation for this paper, to model the 
time until such events occur using survival analysis methods. 
The resulting best model is the frailty model which includes 
the height as a covariate. This is consistent with previous 
literature which suggests that the ventilators are less effective 
for female patients who in general are shorter in height. In 
particular, previous findings have shown that the female 
patients and those with the height of < 165 cm are at an 
increased risk of receiving injurious ventilation [21] 

The approach introduced in this paper, for measuring the 
performance based on the survival analysis, could be used for 
the development of other new algorithms and their cross-
comparison. We provided the framework (guidelines) 
applicable not just to our use case but to any real-time system 
capturing non-labelled data. In fact, it can be used for 
understanding systems behaviour as well as for the 
development of new algorithms and the cross comparison of 
their performance (something similar to the Kaplan-Meier 
Male vs Female curve which is shown in the fig 3. b)). Our 
aim is to use this approach on the existing dataset to develop 
more robust smart alerting algorithms. 

One potential drawback of our approach is it does not fully 
take into account time dependent covariates which change 
over time and it takes as a failure time the appearance of the 
first DB block in APA. This is slightly too conservative an 
approach e.g. it is possible for APA to have only the 1st block 
flagged as DB and have all the other blocks as NDB. This is 
an example of a genuine alert where the DB occurred probably 
due to the spurious ventilatory reading, but the algorithm will 
use time of death as 1 (i.e. 15 min since ventilation started) 
and ignore everything else. To overcome this problem, we 

propose survival models with time dependent covariates, the 
topic of our future research.  

Also this raises a need for the development of new 
visualisation techniques which could help improve the 
understanding of the distribution of DB and NDB incidents 
throughout the APA. 
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