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Abstract

Alongside the growth of technology is the increasing demand for security of data and

communication channels. As attacking power grows, devices become smaller and

data expands, the security needs to be stronger yet less resource-consuming than ever

before.

Public key cryptography (PKC) is used in the majority of today’s communications

systems. The security of public-key cryptographic schemes, such as RSA and elliptic

curve cryptography (ECC), is based on underlying mathematical problems such as

factoring large integers or solving the discrete log problem. However, the discovery

of Shor’s Algorithm in 1994 insinuates that these schemes will be insecure when

a full-scale quantum computer is developed, as these problems will be solvable in

polynomial time. Therefore attention has moved towards post-quantum, or quantum-

safe, cryptography (QSC).

In 2016, the National Institute of Standards and Technology (NIST) announced

the beginning of their eorts to migrate to QSC, a standardisation process which has

involved the cryptographic community worldwide. There are ve main types of QSC

being considered for standardisation; lattice-based, code-based, multivariate-based,

hash-based and isogeny-based.
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Lattice-based cryptography (LBC) oers a promising alternative to today’s classical

approaches. Hard problems based on lattices are believed to be unsolvable, even by a

quantum-computer, in a feasible amount of time. In 1995, Ajtai showed that the average

case complexity of these problems is at least as hard as solving the problems in the

worst case. Furthermore, lattice-based schemes are the only remaining contender in

the NIST process to provide the important primitives of encryption, key encapsulation

and digital signature schemes (DSSs).

A well-recognised open problem surrounding quantum-safe cryptography is its

increase in bandwidth and computational complexity in comparison to existing cryp-

tography. However, in comparison to other quantum-safe schemes, LBC has been

shown to be relatively ecient. In this thesis, novel software designs of lattice-based

schemes are presented and shown to be competitive with existing PKC. Additionally,

physical attacks are considered and countermeasures are incorporated into the designs.

DSSs are required for authentication, integrity and non-repudiation of data. This

thesis provides an evaluation of three leading signature schemes, BLISS-B, Dilithium

and Falcon, which vary in terms of their key features, such as the sampling processes

used, and the structure of the lattices. Physical attacks on the three schemes are

considered and the eect on performance of appropriate attack countermeasures is

evaluated. A novel fault attack on the NIST candidate Falcon is also proposed.

A further advantage of LBC is the ability to support cryptographic primitives with

extended capabilities to facilitate certicate management and compute on encrypted

data. The complexity of today’s technology advances mean applications require more

sophisticated primitives, which contrastingly are required to run on even smaller

platforms. This thesis presents novel quantum-safe advanced cryptographic schemes,

specically lattice-based identity-based encryption (IBE) and hierarchical identity-
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based encryption (HIBE). IBE removes the need for certicate management, as a

user’s public key depends on their public identity. IBE is currently used in vital

applications such as emergency services communication and so the development of a

high-performance quantum-safe alternative is imperative.

This thesis also introduces the rst scalable HIBE scheme based on lattices. The

rst HIBE scheme based on structured lattices, Latte, was proposed by the National

Centre for Cyber Security (NCSC) in 2017. However, the public key and ciphertext sizes

increased with each delegation and hence it was not feasible to scale the algorithm.

Skinny Latte, proposed in this thesis, remedies this issue by xing the dimension

of the lattice, thereby making public key and ciphertext sizes constant. This research

also shows that it is practical for real-world deployment.

Overall, this thesis demonstrates that lattice-based cryptography is practical for

real-world applications. It considers both theoretical and physical attacks, and presents

novel designs of advanced quantum-safe cryptographic primitives, which have only

yet been realised by lattices.
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CHAPTER 1

Introduction

1.1 Motivation

Quantum computers will bring much benet in elds such as medicine and engineering

with the ability to quickly compute on large amounts of data and and solve complex

algorithms, they will be detrimental to computer security. As of 2019, the current

qubit record, which is the fundamental unit of quantum information, is 72 qubits due

to the work of Google1. The interest of large-scale conglomerates such as D-Wave and

Google into quantum computing provides a driving force to the research area, with

full-scale machines expected within the next 30 years [Mosca, 2018]. In 2014, Edward

Snowden revealed that the NSA was funding a $79.7M research program to build a

“cryptologically useful quantum computer"2. However, their true capability in this

area is unknown. Events such as this highlight the requirement for more advanced

and secure cryptography.
1https://ai.googleblog.com/2018/03/a-preview-of-bristlecone-googles-new.html
2https://www.theguardian.com/world/interactive/2013/nov/01/snowden-nsa-les-surveillance-

revelations-decoded
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The expansion of the Internet of Things (IoT) creates as many vulnerabilities as it

does opportunities, and the risks are increasingly complex with the expanded attack

surface. This demands strong cryptography to protect against hacks and attacks, and

to protect the privacy and integrity of condential data. More advanced applications

oered by the IoT, smart cities and global communications call for more advanced

primitives. Scenarios have arisen where it is required that data is unreadable by an

outsider, but where a user may wish to allow computation on encrypted data or be

able to expose certain parts of the data to those with specic credentials. The extended

lifespan of many products and data also calls for systems which can remain protected

against future unknown attacks. Furthermore, these eorts have to start today for

applications to be protected in the future. For instance, a car produced today has a

lifespan of around 12 years and so its central processing unit needs to be secure for

this length of time, yet it takes up to 10 years of research and development before

the required cryptography can be deployed into the cars. Therefore, attacks in 20/30

years’ time need to be mitigated today.

In 1997, Peter Shor developed an algorithm that would initiate a revolution in

modern cryptography. When run on a quantum computer, Shor’s algorithm [Shor,

1997] can break existing public-key cryptographic protocols in polynomial time, a

feasible amount of time for an attacker to act. It can solve the underlying mathematical

problem of factorising products of large primes (used in the cryptosystem named after

its inventors Rivest, Shamir and Adleman [Rivest et al., 1978] (RSA)) and the discrete

logarithm problem (used in Elliptic-Curve Cryptography (ECC)). As these are the

backbone of all cryptographic protocols used today, attention has turned to post-

quantum, or quantum safe, cryptography. These algorithms can run on classical

computers used today, yet remain secure against known quantum computing attacks.
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Therefore the research community has turned to more powerful primitives to secure

our data. University research groups, governments worldwide, standards bodies

such as the National Institute of Standards and Technology (NIST) and the European

Telecommunications Standards Institute (ETSI) and companies like Google, IBM and

many others are currently researching Post-Quantum Cryptography (PQC) for this

purpose. This thesis focusses on lattice-based cryptography, specically those schemes

which have advanced capabilities, and shows that they can be made ecient for use

in real world applications, even on constrained devices.

There are ve strands of PQC currently being examined by the research community.

• Lattice-based: Arguably the most popular of the post-quantum contenders,

lattices are characterised by their associated worst-case hardness problems,

such as nding short vectors in a lattice, upon which both basic, such as

Public Key Encryption (PKE) [Regev, 2010], Key Exchange Mechanism

(KEM)s [Schwabe et al., 2017], Digital Signature Scheme (DSS)s [Lyuba-

shevsky et al., 2017, Prest et al., 2017, Ducas, 2014b], and more advanced

cryptographic primitives such as Fully Homomorphic Encryption (FHE)

[Gentry et al., 2013], Identity Based Encryption (IBE) [Ducas et al., 2014a]

and e-voting [Chillotti et al., 2016] can be built. A popular lattice problem

is Learning With Errors (LWE) (discussed in §2.4.1), and many LWE-based

schemes have proven to be just as, if not more, ecient than existing

comparable primitives. An acknowledged challenge of Lattice-Based Cryp-

tography (LBC) is large key sizes, which can be addressed through adding

structure to the lattice (at the expense of a stronger security assumption).

The reader is referred to Chapter 2 for further details on LBC.
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• Code-based: In this family, the underlying one-way function is an error-

correcting code. Code-based cryptography can provide PKE [McEliece,

1978, Niederreiter, 1986], KEMs [Aragon et al., 2017a], DSSs [Courtois

et al., 2001, Kabatianskii et al., 1997], identication schemes [Stern, 1993],

random number generators [Fischer and Stern, 1996, Gaborit et al., 2007]

and hash functions [Augot et al., 2005]. Similarly to LBC, a challenge

surrounding code-based systems is their large key sizes (greater than 1 MB

for McEliece). However, they can be ecient and there is a lot of condence

in the McEliece scheme (and its variants), which has remained secure for

40 years.

• Multivariate-based: The security of multivariate based systems is based

on the hard problem of solving non-linear multivariate equations over

a nite eld. They have been more successfully used to build signature

schemes ([Ding et al., 2017, Samardjiska et al., 2017]) than PKE. Multivariate

signatures have the advantage of being fast and having short signature

sizes, however key sizes are large (up to 100kB) and security proofs are

lacking, with security estimates solely based on known attacks.

• Hash-based: The security of hash-based signatures relies on the collision re-

sistance of the underlying hash function. Examples of hash-based schemes

are Merkle [Merkle, 1989] and XMSS [Buchmann et al., 2011]. Their secu-

rity is well understood, and promising performance and small signature

sizes mean hash-based signatures are a promising quantum-safe alternative.

One of the challenges is creating practical stateless hash-based schemes.

Stateful signature schemes require keeping track of the signing keys to en-
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sure they are never reused. SPHINCS+ [Hulsing et al., 2017] is an example

of a practical stateless hash-based signature.

• Isogeny-based: The most recent approach to quantum-safe cryptography

is based on isogenies over elliptic curves [Jao and De Feo, 2011]. Isogeny-

based schemes are popular due to their short key sizes, for example only

564 bytes for SIDH [Jao et al., 2017]. However, further cryptanalysis is

required to increase condence in the security margins, as some attacks

have been proposed in recent years [Galbraith et al., 2016, Petit, 2017]. The

isogeny-based Die-Hellman-type scheme CSIDH [Castryck et al., 2018]

has undergone enlightening cryptanalysis in [Peikert, 2019]. The original

proposal did not consider the cost of a C-sieve attack and the authors of

[Peikert, 2019] found that the complexity of key recovery was reduced to

only about 216 quantum evaluations using 240 bits of quantumly accessible

classical memory when considering quantum C-sieving.

Lattice-based schemes are currently the most popular (12 out of the 26 Round 2

candidates in the NIST process, followed by 7 code-based schemes, see Section 2.3).

Advantages of lattice-based schemes over the other families include:

• lattice problems have been shown to have a worst-case to average-case

hardness property [Ajtai, 1996], meaning an average instance of the prob-

lem is as hard as the hardest instance

• lattices can provide PKE, DSS, and KEM and in Round 2 of the NIST process

(discussed in §2.3), are represented in all categories, whereas hash-based

approaches can only provide signatures and there are no code-based signa-

tures in Round 2
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• lattices have the ability to provide more advanced cryptographic primi-

tives, such as IBE ([Boneh and Boyen, 2004], Chapter 4), Attribute Based

Encryption (ABE) [Goyal et al., 2006, Boyen, 2013], FHE [Gentry, 2009],

privacy-preserving encryption [Abdallah and Shen, 2016] and Multi-Party

Computation (MPC) [Damgård et al., 2012, López-Alt et al., 2012] which

have not yet been realised by other types

• performance of lattice-based primitives has been shown to be competitive

with existing schemes such as RSA and ECC

The underlying lattice problems the Closest Vector Problem (CVP) and the Short-

est Vector Problem (SVP) are assumed to be of Non-deterministic Polynomial-time

(NP)-hardness, which means they cannot be solved in polynomial time, [Ajtai, 1996,

Micciancio and Goldwasser, 2012] and are resistant to quantum computing attacks.

Indeed, many schemes are based on the hardness of approximating the solution of

these problems to within polynomial or super-polynomial factors. It is common for

cryptographic primitives to base their security on learning problems which have been

proven to be at least as hard as the core lattice problems.

Public keys associated with lattice-based systems can be over 15kB [Naehrig et al.,

2017], which can restrict performance. However, it is common to add structure to the

lattices to reduce this by a square root factor. To date, this is not known to introduce

any vulnerability to the security, while allowing great benets in eciency. Not only

are the key sizes reduced, but the speed of underlying operations can be increased

due to this new structure.

There is a requirement for security primitives to keep up with rapid developments

in technology as a whole. For instance the range and number of devices connected
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to the internet is growing more rapidly than ever before, and as lattices are the

only quantum-safe cryptographic family to oer advanced primitives, they can oer

adaptable, versatile security solutions for such applications.

Lattices were rst used in cryptanalysis [Hinek, 2004] but a seminal paper by Ajtai

[1996] led to them being considered for cryptography in 1996. Although as a eld it is

still relatively young, the main underlying problems have sustained their hardness

guarantees. Ongoing cryptanalysis is important but lattices have arguably, along

with codes, the most robust security claims. The standards bodies ETSI and NIST

have a strong interest in LBC, Google trialled the lattice-based quantum-safe scheme

NewHope in its Chrome browser in 2016 [Braithwaite, 2016] and the lattice-based

DSS BLISS-B has been integrated into the StrongSwan IPSec implementation3.

All of these aspects provide the motivation for this thesis. It progresses the research

into lattice-based cryptography as a quantum-safe alternative to today’s primitives, by

demonstrating they can be ecient, and improving condence in their security, both

in terms of cryptanalysis and physical attacks without sacricing performance. This

research also aims to provide the rst practical evaluation of advanced lattice-based

primitives, some of which have not been previously explored in this regard even in

the non-quantum-safe setting.

1.2 Objectives

The central objective of this thesis is to demonstrate the versatility of lattice-based

cryptography and show it can be practical for everyday applications without sacric-

ing security. This is achieved by developing algorithmic improvements and optimal
3https://github.com/strongswan/strongswan
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software designs to reduce bandwidth consumption and memory usage of the schemes,

whilst also considering the underlying security principles (cryptanalysis and physical

attacks) and required security levels. More sophisticated cryptographic primitives are

created in order to reduce the public key infrastructure overheads of conventional

PKE schemes by removing the need for certicate management.

A common application considered throughout this thesis is the IoT. With the expected

widespread deployment of smart devices and infrastructures connected to the 5th

generation mobile network (5G), there is a requirement for new low-cost yet versa-

tile cryptographic solutions. IoT devices tend to operate in low-power, constrained

environments that would struggle to even support today’s cryptography and so the

requirement for lightweight quantum-safe cryptography is imperative.

In 2016, NIST announced their intentions to standardise quantum-safe cryptography

[NIST, 2016]. This has turned into a global eort to build cryptographic primitives in

which users can be condent with regards to their security, and that will be usable for

the technology of the future. The research in this thesis is strongly related to the NIST

candidates Dilithium and Falcon, over half of which were lattice-based in Round

1. The digital signature scheme evaluation in Chapter 3 aims to help progress the

understanding of these two candidates, and the advanced cryptographic primitives

studied in Chapters 4 and 5 are closely related and serve to illustrate the versatility of

LBC, in particular the NIST candidate Falcon.

Physical attack security is a popular area of research in relation to existing cryp-

tography, however the uniqueness of lattice-based cryptography means that research

is largely starting from scratch when it comes to this aspect. This thesis considers

side-channel attacks against lattice-based schemes and proposes countermeasures to

protect against them. All of the implementations presented here have incorporated
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constant-time components where possible and attempt to mitigate other timing and

fault attacks. This provides a fairer comparison when comparing the NIST candidate

schemes, something which was deemed important by NIST from the beginning of the

process.

Prior to this research, there were no performance gures for advanced quantum-safe

cryptographic primitives to indicate that they would potentially be deployable for

low-cost devices. This thesis lls this gap by developing schemes and software designs

which demonstrate that quantum-safe algorithms can run in a reasonable amount of

time and be suciently lightweight for constrained devices. The implementations are

developed in portable ANSI C code which make it straightforward to port to a range

of devices as required.

1.3 Novel Contributions

The contributions of this thesis are detailed as follows:

1. The rst analysis of the physical attack security of the Falcon signature scheme

is undertaken [McCarthy et al., 2019]. This includes the rst proposed fault

attack of this DSS. The attack is simulated in software, together with post-

processing of the faulty signatures to derive the secret key. Countermeasures

to protect against it are proposed together with an evaluation of the eect on

performance of these countermeasures.

2. A comprehensive survey of known attacks on the digital signature schemes

Dilithium and BLISS-B and proposed countermeasures for these attacks are

presented. An evaluation of the eect on performance of each scheme with its



1.3 Novel Contributions 10

associated attack countermeasures applied is given and provides a fair compari-

son of the performance overhead of countermeasures on the schemes.

3. A review of the state of the art with regards to advanced quantum-safe cryp-

tographic schemes is presented. At the beginning of this research, only basic

lattice-based schemes had been the focus of the research community, however

with more sophisticated use cases such as in IoT, it became clear that this gap

needed to be lled. The aim of this thesis is to initiate interest in using lattices

for such advanced schemes and show they have the potential for standardisation

and practical deployment.

4. The rst practical software design of a quantum-safe IBE scheme is presented.

Algorithmic optimisations such as the use of the Number Theoretic Transform

(NTT), CDT sampler and Barrett reduction and implementation concepts such

as memory optimisation and ecient sampling techniques are utilised to show

the scheme proposed in [Ducas et al., 2014a] can be practical. Parameter recom-

mendations are given and side channel attack resistance is implemented through

the use of constant-time components, such as a constant-time CDT Gaussian

sampler.

5. The IBE lattice-based scheme is shown to be competitive in comparison to

conventional IBE schemes used today in terms of running time and memory

consumption. The performance of the lattice-based IBE scheme is compared

with the state of the art and shown to be two orders of magnitude faster than

conventional pairings-based schemes. This design also outperforms existing

quantum-safe implementations of IBE, with an improvement of 180% on the

proof of concept non-optimised implementation for user key extraction.
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6. A novel, scalable quantum-safe HIBE scheme named Skinny Latte is proposed

together with theoretical analysis of its provable and practical security. Param-

eter recommendations for Skinny Latte are given. The existing Latte HIBE

scheme [Campbell and Groves, 2017] is reviewed including a theoretical security

evaluation and the rst published software design and performance results of

this scheme are given. The two variants are compared and evaluated.

1.4 Organisation of Thesis

This thesis is organised as follows. Chapter 1 has described the motivation and

objectives of the research, and has outlined the novel contributions.

Chapter 2 presents the technical knowledge the reader requires for this thesis.

This includes a comprehensive explanation of lattice-based cryptography. It covers

the mathematical knowledge needed to understand algorithms explored in this thesis

and details the cryptographic concepts researched. Current eorts in post-quantum

cryptography within the research community are described, in particular the NIST

standardisation process. High-level descriptions of both basic and advanced crypto-

graphic primitives are given here.

Chapter 3 is a software analysis of three lattice-based digital signature schemes,

together with an analysis of physical attacks and relevant countermeasures. The main

focus here is the Falcon signature scheme, and the rst proposed fault attack targeting

its sampler. The attack targets the recursive call of the sampler, and suggests multiple

methods of terminating the recursion early in order to reveal the secret key. Software

simulation of the attack is performed, followed by the post-processing and lattice

reduction steps. Countermeasures for this attack and for other known timing attacks
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are proposed and incorporated into the SCA-resistant ANSI C-based software design.

Two other lattice-based signature schemes are also considered, Dilithium and BLISS-

B, and countermeasures are proposed for reported physical attacks against them. A

thorough performance benchmarking of the three schemeswith these countermeasures

in place is provided, with the intention of providing a fair comparison of the schemes.

Chapter 4 presents a practical implementation of the lattice-based IBE scheme

DLP-IBE. These algorithms are closely related to the Falcon signature scheme, as

they share the same underlying polynomial ring and key generation components.

This chapter provides the rst performance results of a quantum-safe IBE scheme,

and shows it is practical for constrained devices, such as those used in the IoT. These

results are achieved through algorithmic and design optimisations.

Chapter 5 extends these schemes to a Hierarchical Identity Based Encryption

(HIBE) scheme. The HIBE scheme Latte [Campbell and Groves, 2017] was proposed

in 2017 and was based on the DLP-IBE scheme. However, it is shown to be unscalable

due to the increase in lattice dimension during delegation. To address this, a novel

xed-dimension HIBE scheme named “Skinny Latte" is constructed. Its security is

proved in the random oracle model and its practical security is also analysed in order

to derive suitable parameters. Initial re†sults show that it is suitable for real-world

applications, e.g. for instantaneous communication between low power devices.

The thesis is concluded in Chapter 6, where the main outcomes of each chapter

are revisited and future related research directions are proposed.
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1.5 Collaborative contributions

The research presented in this thesis was carried out in collaboration with academic,

government and industry partners. The software designs of the lattice-based signature

(Chapter 3) and IBE schemes (Chapter 4) contributed to the H2020 SAFEcrypto project,

as discussed in §2.7.1. The DLP-IBE scheme design in Chapter 4 formed a basis for the

IBE demonstrator, an outcome of SAFEcrypto, and provided the UK National Cyber

Security Centre (NCSC) (with whom the author completed an 8-week placement)

with condence and motivation to consider this scheme as a basis for their HIBE

construction Latte. The research in Chapter 5 was carried out in consultation with

Thomas Prest and researchers at NCSC. The implementation work in Chapter 5 is

joint work with Thales UK. The Latte HIBE scheme is currently being considered for

standardisation by ETSI and the author of this thesis has contributed to the technical

report, with the performance results presented in this thesis to be included.



CHAPTER 2

Background and Theory

2.1 Introduction

In this chapter, descriptions and denitions of the key concepts that underpin the thesis

contributions are given. Standard cryptographic primitives, namely PKE, DSS and

KEM are introduced. Lattices are formally dened alongside associated hard problems

underpinning the security of LBC. The state of the art of practical constructions is

covered, alongside ongoing eorts within the community towards standardisation

and deployment of Quantum-Safe Cryptography (QSC). The chapter concludes with

acknowledged open problems surrounding LBC, a portion of which this thesis aims to

address.

Lattice-based schemes are the most popular construction for quantum-safe crypto-

graphic primitives and they account for almost half of proposals in Round 2 of the NIST

standardisation process [NIST, 2016] as discussed in §2.3. The reasons for this include

the diversity of primitives they support including advanced cryptographic primitives,

as well as their performance relative to the other candidates. This chapter introduces
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lattices from a mathematical perspective, and describes how the computationally hard

problems associated with lattices can be extended to cryptographic primitives. Also

introduced are the dierent types of lattices, which ultimately oer a trade-o between

eciency and security in the end primitive.

2.2 Preliminaries

2.2.1 Mathematics and Notation

Throughout this thesis, vectors will be denoted by lower case bold letters v =

(v0, v1, ..., vN), with coecients vi. The ith scalar component of v is denoted by vi.

Occasionally, to maintain consistency with existing literature, vectors may also be de-

noted by V. Matrices are denoted by upper case bold letters M = (v(1),v(2), ...,v(N)).

N is a power-of-two integer, and q is a prime modulus.

Where the schemes are based on ideal lattices, the computations are performed

over a polynomial ring. A polynomial ring over the integers is dened as Rq =

Zq[x]
/
〈f(x)〉, where deg f(x) = N . This is the ring whose elements can be repre-

sented by polynomials of degreeN − 1 over a modulus q with coecients in the range[
− q−1

2
, q−1

2

]
. An element v mod q has been reduced with respect to this modulus.

Ideal lattice vectors can be considered as ring polynomials. The identity matrix of

dimensionN is denoted IN and the null matrix of dimensionN is denoted 0N. The dot

product of two vectors f ,g is denoted 〈f ,g〉 and the multiplication operation of scalars

and/or polynomials is represented by f · g. The notations dve, bvc and bve are used

for rounding up, down or to the nearest integer respectively, meaning coecient-wise
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when applied to a vector or polynomial. The anti-circulant matrix of polynomial

f = (f1, f2, ..., fN) is denoted

A(f) =


f0 f1 ... fN−1
−fn−1 f0 ... fN−2... ... . . . ...
−f1 −f2 ... f0


For a NTRU lattice dened by polynomials h = g · f−1, the public matrix is

Bpub =

(
−A(h) IN
qIN 0N

)

and secret matrix is

Bpriv =

(
A(g) −A(f)
A(G) −A(F )

)

where F,G are the NTRU polynomials (see §2.4.2) associated with f ,g. Note that for

conciseness, an NTRU-type basis will simply be denoted by the polynomials, so that

(
g −f
G −F

)
:=

(
A(g) −A(f)
A(G) −A(F )

)

All logarithms used are to the base 2, i.e. log2(x) will simply be denoted as log(x).The

natural logarithm function is denoted ln. The Gram-Schmidt orthogonalisation of a

vector v will be denoted as ṽ. The Euclidean norm of a vector v will be denoted ||v||
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and the Gram-Schmidt norm of a matrixB will be denoted ||B||GS . Where an element

is sampled uniformly at random from a distribution X , this will be denoted x← X .

The expectation of a random variable X is denoted E[X]. The Gaussian distribution

over the vector space RN with centre 0 and standard deviation σ is denoted DN,σ and

is further dened in §2.8.

The projectionProj(x,y) of a vector x onto a vector y is the orthogonal projection

of x onto a straight line parallel to y. It can be considered as the “amount" of x which

lies in the same direction as y. The span Span(Y) of a set of vectors {y0,y1, ...,yn}

is the n-dimensional space containing vectors which can be expressed as a linear

combination of vectors inY.

2.2.2 Cryptographic and Security Concepts

There are many dierent types of cryptographic primitives covered in this thesis. The

thesis begins with basic primitives: public key encryption (PKE), digital signature

schemes (DSSs) and key encapsulation mechanisms (KEMs). It then moves onto ad-

vanced schemes, namely identity based encryption (IBE) and its hierarchical extension.

All of these schemes are described in more detail with respect to lattices in Section

2.4. The aim of encryption is to preserve the condentiality and integrity of the data

and digital signature schemes additionally ensure authenticity and non-repudiation.

KEMs are primarily used to encrypt and transport a symmetric key for encryption.

Provable security refers to the security of a cryptosystem A which can be theoreti-

cally proved to depend on the hardness of an underlying mathematical problem B, for

example a lattice-based problem. This implies that breaking the cryptosystem is at

least as hard as solving the underlying problem B, therefore, if it is assumed that the
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problem B is too hard to solve within a feasible amount of time, the cryptosystem is

secure. Security proofs may assume the existence of a Random Oracle Model (ROM)

which is a theoretical black-box outputting a truly random, uniformly distributed

value. For a given input, the output value will remain consistent. A ROM may be

susceptible to attacks by a quantum computer. Therefore, the stronger concept of

Quantum Random Oracle Model (Q-ROM) was introduced, that is one which is secure

even if the attacker is equipped with a quantum computer. In reality, (Q-)ROMs are

replaced by a hash function whose outputs behave as pseudo-random. In contrast to

a proof in the ROM, a security reduction in the standard model does not require as

strict conditions on the properties of the hash function. A scheme which is secure

on the ROM model is only secure in the standard model if the attacker is not able

to exploit any vulnerabilities in the hash function. The security reduction may be

tight or loose. If solving the hard problem B takes much longer, with a lower success

probability than breaking A, then the reduction is considered loose. In the case of

a loose security reduction, the parameters chosen for A will need to be larger than

those for the equivalent problem B, as it is only known that A takes at least as much

as a fraction of the eort required to break B.

Knowing parameters which make the underlying problem hard allow the user

to choose suitable security parameters for the cryptosystem. However, this usually

renders the scheme very slow and inecient. Therefore, most constructions use

known attacks to evaluate the practical security of the scheme and assign practical

parameters. A further consideration is that of Side-Channel Analysis (SCA) or physical

attacks. Although the mathematics of the scheme may be secure, when executed in

a real-life application, the implementation may introduce a vulnerability. Physical

attacks are discussed further in Chapter 3, in relation to lattice-based DSSs.
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2.3 NIST Standardisation Process

2.3.1 Introduction

In 2016, NIST announced a post-quantum cryptographic standardisation process [NIST,

2016]. This invited the research community to submit candidate proposals, which

would be publicly assessed throughout several iterations, with a view to choosing

several for standardisation by 2022 [Moody, 2019]. An online forum1 was set up to

encourage collaborative discussion. NIST aims to choose a diverse range of primitives

which can be practical and realised with condence in security.

2.3.2 Submissions

There were a total of 82 submissions to the process, in the form of PKE, DSS and

KEM schemes. The requirements and evaluation criteria specied ve security levels,

as shown in Table 2.1. Those in red are considered for high-security use-cases, e.g.

government, military, long-term data storage etc. NIST included properties such as

drop-in replacements, perfect forward secrecy, resistance to side-channel attacks,

simplicity and exibility and misuse resistance as important in considering which

submissions would be successful. Performance on various classical platforms would

also be evaluated. The submissions spanned the ve main quantum-safe families as

described in Section 1.1, along with some miscellaneous and classical cryptography

bases. Lattice-based primitives accounted for over a third of the 69 proposals in the

rst round, and 12 out of 26 proposals in the second round. Figure 2.1 shows the

distribution of the candidates in each round according to type.
1https://groups.google.com/a/list.nist.gov/forum/#!forum/pqc-forum
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Table 2.1 The security levels specied by NIST in their call for submissions

Security Level Description: at least as dicult to break as...

1 AES128
2 SHA256
3 AES192
4 SHA384
5 AES256

Round 1 Round 2

Lattice

Code

Hash

Multivariate

Isogeny

Other

39%

28%
3%

16%

1%
13%

46%

27%

4%

15%
4%4%

Fig. 2.1 The distribution of NIST candidate types

2.3.3 Round 1

A total of 69 of the original 82 submissions made it through to Round 1 following initial

inspection, which involved checking they conformed to the submission criteria. Within

3 weeks of publication, 12 of the 69 schemes were signicantly attacked or broken. Of
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these, 5 schemes (RankSign [Aragon et al., 2017b], Edon-K [Gligoroski and Gjosteen,

2017], SRTPI [Peretz and Granot, 2017] , RVB [Roellgen and Brands, 2017], HK17

[Hecht and Kamlofsky, 2017]) were considered beyond repair and were therefore

withdrawn. Others (e.g. DAGS [Banegas et al., 2017], pqNTRUSign [Zhang et al.,

2017b], Walnut DSA [Atkins et al., 2017]) were attacked and patched. Scrutinisation of

the rst round candidates took place from publication in December 2017 until January

2019. The rst NIST PQC Standardisation Workshop was held in Fort Lauderdale

in April 20182 and encouraged cryptanalysis and performance benchmarking of the

schemes from the community as a whole. Open-source software libraries focussing

on NIST candidates include libSAFEcrypto [SAFEcrypto, 2018], OpenQuantumSafe

[Stebila and Mosca, 2016] and LatticeCrypto [Microsoft, 2016]. A comparison of these

is given in Table 2.9, later in this chapter. There is additionally a benchmarking

package SUPERCOP [VAMPIRELab, 2019] which allows existing implementations of

schemes by various authors to be dropped in and fairly compared by using the same

underlying components (hash functions, random number generators etc) and platform,

which may aid NIST in deciding between algorithms based on performance/eciency

trade-os.

2.3.4 Round 2

NIST used factors such as a candidate’s track record in security vulnerabilities and

potential feasibility of the schemes in useful applications to narrow down the selection

for Round 2. They reported a lack of full condence in the security of some schemes

[Moody, 2019] such as WalnutDSA [Atkins et al., 2017] and Compact-LWE [Liu

et al., 2017], and others such as PQRSA [Bernstein et al., 2017] and DualModeMS
2https://csrc.nist.gov/events/2018/rst-pqc-standardization-conference
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Table 2.2 Schemes which merged to create new Round 2 candidates

Original schemes Merged scheme

Lake
Locker
Ouroboros-R

ROLLO

LEDApkc
LEDAkem LEDAcrypt

NTRUencrypt
NTRU-HRSS-KEM NTRU

Hila5
Round2 Round5

[Faugere et al., 2017] were deemed too inecient and did not proceed to the second

round. NIST aimed to maintain diversity of schemes for Round 2, and to facilitate

this process, encouraged teams with similar schemes to merge. This created 4 new

schemes outlined in Table 2.2. All authors were allowed to tweak and update their

scheme specications following announcement of the Round 2 candidates. The second

NIST PQC Standardisation Workshop was co-located with Crypto3 in August 2019.

2.3.5 Lattice-based NIST candidates

The lattice-based candidates in the NIST process are shown in Table 2.3. There

are submissions based on standard [Naehrig et al., 2017], ideal [Bindel et al., 2017],

NTRU [Prest et al., 2017] and module [Lyubashevsky et al., 2017, Schwabe et al.,

2017] lattices. Lattices are the only family to have submissions in all cryptographic

classes (PKE, KEM, DSS) in Round 2. They are a popular primitive due to condence

in security (well-studied, no major breaks, cryptanalysis reaching a lower bound

[Lyubashevsky, 2018]), empirical eciency and potential for real-world deployment.

However, well-recognised challenges include vulnerability to SCA (in particular the
3https://crypto.iacr.org/2019/
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Table 2.3 The lattice-based schemes involved in the NIST standardisation process
Round 1 (Round 2: selected/merged)

PKE/KEM Signature
Compact LWE Lizard Dilithium

Ding Key Exchange Lotus DRS
(R) Emblem Mersenne-756839 Falcon

FrodoKEM NewHope pqNTRUsign
Giophantus NTRUPrime qTESLA

HILA5 NTRU-HRSS-KEM

KCL NTRUEncrypt

KINDI Odd Manhattan
Kyber Round2

LAC Saber

Lepton ThreeBears

Lima Titanium

Gaussian sampling stage) and their large key sizes, particularly for unstructured

lattices. There are still strong security assumptions regarding the use of structured

lattices.

2.3.6 Next steps to standardisation

Round 2 is expected to continue for a further 6-12 months following the August

workshop, and there will be a potential Round 3 stage. NIST anticipate draft standards

by 2022 [Moody, 2019].

2.4 Lattice-based Cryptography

2.4.1 Lattices

Lattices are discrete additive subgroups of Rn, dened by a collection of vectors

bi known as its basis B. Every vector in the lattice can be expressed as a linear
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combination of the basis vectors, with integer coecients. Formally, a lattice Λ with

basis B and dimension N can be dened as:

Λ(B) =

{∑
i

aibi | ai ∈ Z, bi ∈ B, 1 ≤ i ≤ N

}
Informally, lattices can be thought of as an innite arrangement of regularly spaced

points. Figure 2.2 shows an example of a 2-dimensional lattice.

b1

b2

b1 + b2

2b1 + b2

Fig. 2.2 A 2-dimensional lattice [Tourloupis, 2012]
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The smoothing parameter ηε(Λ) of a lattice is the smallest s such that

ρ0,1/s
√
2π

(
Λ∗/0

)
≤ ε

where ρ0,1/s
√
2π is the Gaussian distribution with centre 0 and standard deviation

1/s
√
2π, which will be formally introduced in §2.8. The bounds for smoothing param-

eters of Z and ZN used throughout this thesis are

ηε(Z) ≤
1

π

√√√√1

2
ln

(
2
(
1 +

1

ε

))

ηε(ZN) ≤ 1

π

√√√√1

2
ln

(
2N
(
1 +

1

ε

))

These denitions follow that of Prest [2017], which scales the smoothing parameter

by a factor of
√
2π for conciseness.

Whilst standard lattices are dened by the matrix of basis vectors, ideal lattices,

introduced by Lyubashevsky et al. [2010a] can be dened by a single vector, as the

rest of the matrix can be generated by cyclically shifting the single basis vector.

This improves eciency of the lattice based schemes by reducing both storage and

computations by a factor of N . To date, this extra structure has not been shown to

introduce any security vulnerabilities. Ideal lattices can be modelled as a polynomial

ringR due to the canonical mapping.

NTRU lattices [Hostein et al., 1998b] are a specic type of ideal lattice whose

private basis is dened by two short polynomials f ,g, and public basis is dened
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by the polynomial h = g · f−1. The underlying polynomial ring in this instance is

R = Z[x]/〈xN − 1〉.

Module lattices, as described by Langlois and Stehlé [2014], can be considered as

somewhere in-between standard and ideal lattices. The coecients can be considered

as polynomials. Just as an ideal lattice is isomorphic to a polynomial ring-ideal, a

module lattice is isomorphic to a module of the ring. A ring-module can be considered

as a vector space over a ring, so the coecients of the vectors are ring elements, in

this case polynomials. Table 2.4 summarises key points about, and examples of, the

three types of lattices.
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A q-ary lattice is one which satises qZN ⊆ Λ ⊆ ZN . For q-ary lattices, it is

known that the Learning With Errors problem (LWE) and the Short Integer Solution

problem (SIS) are as hard as the worst-case lattice problems and so these are often

used in LBC. The dual of a lattice Λ is the set of all points whose inner product with

any of the points in Λ is an integer. A lattice can be dened in an alternative way. If a

lattice is dened as:

Λq(B) = {y ∈ ZN : y = BT s mod q for some s ∈ ZN}

then its dual can be dened as

Λ⊥
q (B) = {y ∈ ZN : By = 0 mod q}

2.4.2 More on NTRU Lattices

Adding structure and pattern to the lattice basis improves the practicality of the

cryptographic primitive. The memory and eciency can be improved by reducing

the amount of basis information that needs to be stored or transported to recover

the lattice. The DLP-IBE scheme [Ducas et al., 2014a] examined in Chapter 4 uses

NTRU lattices for this reason as NTRU lattice bases have a convolutional, modular

structure. The trapdoors in this scheme are the polynomials f ,g, which allow the

user to generate a “nice” basis Bpriv whilst the public only have access to the lattice

through a “bad” basis Bpub dened by polynomial h.
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Bpub =



h0 h1 ... hN−1 1 0 ... 0
−hn−1 h0 ... hN−2 0 1 ... 0
... . . . ... ... . . . ...
−h1 −h2 ... h0 0 0 ... 1
q 0 ... 0 0 0 ... 0
0 q ... 0 0 0 ... 0... . . . ... ... . . . ...
0 0 ... q 0 0 ... 0


=

(
−A(h) IN

Iq 0n

)

Bpriv =

(
A(g) −A(f)
A(G) −A(F )

)
,

where each A(·) is an anti-circulant matrix as dened in §2.4.1 dependent on a

polynomial f ,g, F andGwhich satisfy the NTRU equation fG−gF = q mod xN−1.

The NTRU lattice assumption is that it is a hard problem to recover polynomials

f ,g from h, where h = g/f , i.e. it is hard to obtainBpriv fromBpub. The original NTRU

system used the polynomial ring Zq[x]/〈xN − 1〉, however the schemes focussed on

in this thesis use the NTRU distribution over the polynomial ring Zq[x]/〈xN + 1〉, as

proposed by Stehlé and Steinfeld [2011]. This choice of ring allows the schemes to be

provably secure under the assumption that R-LWE is hard to solve in the worst-case

for this family of ideal lattices. However, there is a gap between theoretic security and

practise. Choosing practical parameters requires assessing computational hardness,

and reducing the variance of the error distribution to a level where it is practical but

still secure.

To generate an NTRU lattice basis pair, rst f and g are sampled according to a

Gaussian distribution over the polynomial ring. This immediately determines the

public key h = g · f−1. Then the NTRU equation must be solved to nd F and G.

The classical approach to solving the NTRU equation, given in Hostein et al. [2003],

consists of evoking a Greatest Common Divisor (GCD) solver over both polynomials
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and integers, whilst keeping track of the intermediate coecients. However, the

resulting coecient ofF andGwill be very large, and so much be reduced bymultiples

of f and g using Babai’s reduction method. Additionally, it can be noted that the choice

of F and G are not unique, but it is sucient for them to satisfy the NTRU equation

and be small.

Solving the NTRU equation is recognised bottleneck of the NTRU key generation

algorithm. This is largely due to the large coecients of the intermediate F andG and

it may use up to 3.3MB per function call. Eorts towards accelerating this component

have been presented in [Prest et al., 2017, Pornin and Prest, 2019].

2.4.3 Hard Lattice Problems

Lattice-based cryptographic primitives base their security on computationally hard

problems, of which the most common will now be dened.

• The shortest vector problem (SVP) states that given a lattice basis B, nd

the shortest vector v in that lattice, i.e. with ||v|| = Λ1(B). Minkowski’s

rst constant, which is the length of the shortest vector within the lattice,

is denoted Λ1.

• The approximate decision version of the Shortest Vector Problem (GapSVP)γ

is where, given a lattice basisB and a positive integer d, distinguish between

the cases Λ1(Λ(B)) ≤ d and Λ1(Λ(B)) > γ · d.

• The unique Shortest Vector Problem (uSVP)γ states that given a lattice

basis B, nd the shortest vector v in that lattice, i.e. with ||v|| = Λ1(B),

given that Λ2 ≥ γ · Λ1, for some 1 ≥ γ ≥ poly(N).
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• The Hermite Shortest Vector Problem (HSVP)γ states that given a lattice

basis B, nd the shortest vector v in that lattice, i.e. with 0 ≤ ||v|| =

γ · det(Λ)1/d = Λ1, where det(Λ) is the determinant of the lattice.

• The closest vector problem (CVP) states that given a lattice basis B and

target vector t, nd v ∈ Λ(B) such that dist(v, t) is minimum.

• The approximate decision version of the Closest Vector Problem (GapCVP)γ

states that given a lattice basis B, target vector t and a positive integer d,

distinguish between the cases dist(t,Λ(B)) ≤ d and dist(t,Λ(B)) > γ · d.

• The Shortest Independent Vector Problem (SIVP) states that given a lattice

basis B, nd n linearly independent vectors (s1, s2, ..., sn) such that ||si||

is minimised for each i.

• The Smallest Basis Problem (SBP)γ states that given a lattice basis B, nd a

basis B′ such that Λ(B) = Λ(B′) and ||B′||GS is minimised.

• Bounded Distance Decoding (BDD) states that given a lattice basis B, a

positive integer d and a target vector t such that dist(t,Λ(B)) ≤ d ·Λ1(Λ),

nd a y such that dist(y, t) = dist(t,Λ(B)).

Two important learning problems, which can be considered as lattice problems,

are now dened.
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The Learning With Errors (LWE) problem [Regev, 2005, 2009] is as follows:

Let n, q and m be positive integers, χ be a probability distribution on the set of

integers modulo q, Zq , and s be a secret vector in the corresponding vector eld Zn
q .

Denote As,χ to be the probability distribution on Zn
q × Zq by choosing ai ∈ Zn

q

(where i ∈ Z, 1 ≤ i ≤ m) uniformly at random and error element ei ∈ Zq according

to χ, and returning:

(ai, bi) = (ai, 〈ai, s〉+ ei).

This can be expressed as:

As+ e = b.

The Search-LWE states given (A,b), nd s. The Decision-LWE problem is that

of distinguishing As,χ from a uniform distribution.

The Search-LWE Problem can be thought of as a system ofm noisy equations with

n unknowns. If there was no noise, it could be easily solved by Gaussian elimination.

The fact that there is noise, and that this noise comes from a Gaussian distribution,

adds complexity to the problem. Alternatively, it can be considered as a case of the

BDD problem over lattices. The LWE problem over ideal lattices is called the Ring

variant of the Learning With Errors (LWE) problem (R-LWE) [Lyubashevsky et al.,

2010b].

The Short Integer Solution (SISq) problem [Ajtai, 1996] states that given a matrix

A mod q and integer d ≤ q, nd y ∈ Zn such that Ay = 0 mod q and ||y|| ≤ d.
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Similarly, the SIS problem over ideal lattices is called the Ring variant of the Short

Integer Solution (SIS) problem (R-SIS), introduced by Lyubashevsky et al. [2010b].

The hard lattice problems are linked by reductions. If problem A can be reduced

to problem B, that means that a solution for problem B will automatically provide a

solution to problem A, i.e. problem B is at least as hard a problem A. The premise

behind the lattice-based problems is that if it can be assumed that SVP/CVP are NP-

hard, and a new problem is constructed to which SVP/CVP can be reduced, then this

new problem can also be assumed to be NP-hard. Figure 2.3 shows reductions between

common lattice problems. An arrow from A to B indicates that A can be reduced

to B. An unlled double arrow head indicates a quantum reduction, which means a

quantum algorithm is utilised in the reduction. CVP was proven to be NP-hard to

approximate within any constant factor in [Arora et al., 1997, Dinur et al., 1998] and

SVP was reduced to CVP in [Henk, 1997, Goldreich et al., 1999]. Therefore these two

problems are the core of most lattice-based cryptographic primitives. LWE can be

shown to be as hard as GapSVP. The ring variants of various schemes are omitted

from the diagram, but these can each be trivially reduced to its standard version.

2.4.4 Basic Lattice-based Primitives

In this section, basic cryptographic primitives are outlined and lattice-based schemes

discussed.

Public Key Encryption (PKE)

PKE allows both sender and receiver to exchange messages without sharing a common

key. Currently, this is generally done with RSA or ECC. The receiver has access to

a public key kpub which they can use to encrypt the message, and only the sender
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GapSVP

SVP

LWE

GapCVP

SBP

SIVP

SIS

HSVP CVP

BDD

uSVP

Core problems

Common 
security bases

Intermediary

Other 

SVP CVP

LWESIVP

Key

Quantum reduction

Classical reduction

Lattice Problems

SVP- shortest vector problem
uSVP-unique SVP
GapSVP-gap SVP

CVP-closest vector problem
GapCVP- gap CVP
HSVP- hermite SVP

SBP- smallest basis problem
SIVP- shortest independent vector problem

BDD- bounded distance decoding
SIS- shortest integer solution

LWE- learning with errors

Fig. 2.3 Reductions between lattice problems
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knows the private decryption key kpriv . These keys are related so that when a message

m ∈M is encrypted using the public key to give a ciphertext c ∈ C ,Enckpub : M → C

and then decrypted using the private key, Deckpriv : C →M , the property

Deckpriv
(
Enckpub(m)

)
= m

is satised. It can formally be dened as a systemwith three algorithms {KeyGen,Enc,Dec}

satisfying the properties:

• KeyGen(∗) outputs a pair of keys (kpub, kpriv); the public and private keys

respectively

• Enc(kpub,m) encrypts a message m under public key kpub.

• Dec(kpriv, c) decrypts a ciphertext c under secret key kpriv.

This is visualised in Figure 2.4. The role of encryption is to provide condentiality

of the data, and for this to be perfectly secret no information about the plaintext should

be inferred from the ciphertext without the key. Security notions are used to describe

the security of a PKE scheme by stating information available to the attacker, and

information they are able to derive. The most common examples of these are given in

Table 2.5. They can be dened as follows:

• chosen-plaintext attacks (CPA) assume the attacker can choose plaintexts

to be encrypted, and receive the corresponding ciphertexts

• chosen-ciphertext attacks (CCA) assume the attacker can choose cipher-

texts to be decrypted, and receive the corresponding plaintexts
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Cryptography 
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Encryption Decryption
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Fig. 2.4 The workings of a PKE scheme

• indistinguishability (IND) assumes the attacker is unable to distinguish

between pairs of ciphertexts depending on the message they encrypt

• semantic security (SS) means only negligible information about the plain-

text can be derived from the ciphertext

• non-malleability (NM) assumes the ciphertext can not be transformed into

another valid ciphertext

Combining these leads to six security notions: IND-CPA, IND-CCA, SS-CPA, SS-

CCA, NM-CPA, NM-CCA.

Numerous lattice-based PKEs have been proposed [Ajtai and Dwork, 1997, Gol-

dreich et al., 1996, Hostein et al., 1998a, Regev, 2010]. The algorithms for a generic

LWE-based PKE proposed by Regev [2005] and rened by Peikert et al. [2008] are

given in Appendix C as Algorithms 36 to 38. The main security parameter N is the

dimension of the lattice. Additional parameters such as the modulus q and standard
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Table 2.5 Adversarial security concepts

Adversarial models

chosen-plaintext attacks (CPA) [Goldwasser and Micali, 1984]
chosen-ciphertext attacks (CCA) [Racko and Simon, 1991]
Adversarial Goals

indistinguishability (IND) [Goldwasser and Micali, 1984]
semantic security (SS) [Goldwasser and Micali, 1984]
non-malleability (NM) [Dolev et al., 2003]

deviation σ of the Gaussian sampler also contribute to the security of the scheme. It

is the complex interaction of the multitude of parameters which leads to the widely

acknowledged diculty in selecting the best in terms of security and eciency for

lattice-based schemes. The key generation of the LWE-based PKE scheme involves

generating a vector s as the private key, and creating an LWE instance (A,b) as the

public key, where A is a uniform matrix, b = As + e and e is a Gaussian-sampled

noise vector. To encrypt a message v, a vector a is chosen uniformly at random and the

ciphertext is output as u = ATa, c = ba+ f(v), where f is the function which maps

the vector v to the message space. To decrypt, the private key s is used to compute

f−1(c− sTu).

Digital Signature Schemes (DSS)

In a DSS, the private key kpriv is used to sign the message by Signkpriv , and the public

key kpub is used to verify the signature with V erifykpub . The correctness of a DSS

scheme is dened as

V erifykpub
(
Signkpriv(m)

)
= Accept
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if and only if kpriv was correct. This ensures integrity, authenticity and non-repudiation.

It can formally be dened as a system {KeyGen, Sign, V erify} satisfying the prop-

erties:

• KeyGen(∗) outputs a pair of keys (kpub, kpriv); the public and private keys

respectively

• Signkpriv(m) signs a messagem under private key kpriv.

• V erifykpub(m, sig) veries the signature sig of a messagem using kpub.

The signature scheme’s correctness is satised if, for all messages and key pairs,

the signature produced by the signing algorithm is accepted by the verifying algorithm.

Figure 2.5 shows how the components of a digital signature scheme interact. Real

world use cases of digital signature schemes include authenticating software updates

and ensuring data has not been tampered with during transit. Non-quantum-safe

schemes currently in use include DSA [FIPS 186-4], EIGamal [ElGamal, 1985] and

ECDSA [Vanstone, 1992]. Lattice-based DSSs are detailed in the next section.

An adversary may try to attack through key recovery or signature forgery methods

and this forms the basis for security evaluation. There are multiple security notions

relating to DSSs dened by Goldwasser et al. [1988] and given in Table 2.6. The main

notions used in this thesis are EUF-CMA and sEUF-CMA .

• key only attacks assume the attacker only has access to the public key

• known message attacks assume the attacker has access to arbitrary signed

messages

• chosen message attacks (CMA) assume the attack has access to signed

messages of their choosing
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I wrote this 
PhD thesis Accept!

Public keyPrivate key

Signature

Fig. 2.5 The workings of a DSS scheme

• existential unforgeability (EUF) assumes the attacker cannot construct a

valid (message, signature) pair for a message not previously signed

• strong existential unforgeability (sEUF) assumes the attacker cannot con-

struct a valid (message, signature) pair such that the (message, signature)

pair was not previously given

• selective forgery (SF) assumes the attacker can construct a valid signature

for a message of their choosing

• universal forgery (UF) assumes the attacker can construct a valid signature

for any given message
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Table 2.6 Adversarial DSS security concepts [Goldwasser et al., 1988]

Adversarial models

key only attack
known message attacks
chosen message attacks (CMA)
Adversarial Goals

existential unforgeability (EUF)
strong existential unforgeability (sEUF)
selective forgery (SF)
universal forgery (UF)
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The decision R-LWE based signature scheme proposed by Güneysu et al. [2012a],

based on the construction by Lyubashevsky [2012], is given in Appendix C as Algo-

rithms 39 to 41. This is known as the GLP scheme. The key generation component

generates a random polynomial (s1, s2) as the secret key and (a, t) as the public

key, where a is a uniformly sampled ring polynomial and t = as1 + s2. To sign a

messagem, two masking polynomials (y1,y2) are uniformly sampled at random from

the ring and the hash H of (ay1,y2) is computed. The signature is then computed

as (z1, z2) = (s1c+ y1, s2c+ y2), where c is a small hash output. The verication

procedure constitutes distinguishing between a R-LWE instance and the uniform

distribution overR×R.

The evolution of lattice-based digital signature schemes

Lattice-based digital signature schemes can be separated into three categories, GGH-

type, Fiat-Shamir, and Hash & Sign, and so they will be introduced in this manner.

The timeline and connections between the schemes can be seen in Figure 2.6.

GGH-type The rst lattice-based signature scheme, GGH, was proposed in 1996 by

Goldreich et al., and its security was based on the CVP. The eciency of GGH was

later improved by using NTRU lattices [Hostein et al., 2003]. However, Nguyen and

Regev exploited the fact that each signature leaks part of the secret key and were able

to recover the NTRUSign-251 secret key using 400 signatures [Nguyen and Regev,

2009]. This meant that this rst GGH-style of signature has no real practicality and

no further published research has been carried out on it.

Other GGH-type schemes in the NIST contest include pqNTRUSign [Zhang et al.,

2017b] and DRS [Plantard et al., 2017], neither of which progressed to the second

round. A statistical attack for DRS was given in [Yu and Ducas, 2018], which recovered
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the secret key with 100,000 signatures, reducing its 128-bit security to 70-bit. These

can also be classied as hash and sign type signatures.

Fiat-Shamir In 2008, Lyubashevsky andMiccianciowere the rst to develop a lattice-

based signature scheme [Lyubashevsky and Micciancio, 2008] along with a security

proof in the standard model showing it is as hard as worst-case lattice problems,

namely the approximate SVP over cyclic lattices. This was based on collision-resistant

hash functions and had key and ciphertext sizes linear in dimension. This was a Fiat-

Shamir type scheme, which uses the transform proposed in [Fiat and Shamir, 1986] to

convert an identication scheme into an ecient signature scheme. Lyubashevsky

[Lyubashevsky, 2009, 2012] improved upon this by introducing the notion of Fiat-

Shamir with aborts. This allows the creation of strongly unforgeable signatures based

on the SIS and LWE problems and their ring variants. Signatures are shortened via

rejection sampling from the Gaussian distribution. Lyubashevsky’s schemes were

optimised for embedded systems in Güneysu et al. [2012b]. Alongside this, the authors

proposed an improvement which reduces the signature size further by a factor of 2,

using a new compression technique, whilst retaining security and in 2018, Das and

Saraswat suggested even more compact signature and key sizes in order to make the

scheme faster [Das and Saraswat, 2018]. They also show that forging the signature is

harder than solving NTRU encryption.

Dilithium [Lyubashevsky et al., 2017] incorporated the strengths of previous

schemes [Lyubashevsky, 2009, 2012, Güneysu et al., 2012a] and was submitted to

the NIST call for cryptographic primitives. Based on Module-LWE, the public key

size is compressed by removing low-order bits and replacing them with a “hint". It

is secure in the Q-ROM. A Dilithium-G variant was presented in Ducas et al. [2017]

which replaces the uniform sampler with a more ecient Gaussian sampler. However,
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only the uniform-sampler version was submitted to NIST due to the cautiousness

surrounding Gaussian samplers and their vulnerability to side channel attacks (as

discussed in Chapter 3).

In Lyubashevsky [2016], a DSS based on the Ring-SIS problem is proposed which

is shown to be secure for any f(x) such that the underlying ring is Z[x]
/
f(x), as

opposed to previous schemes which specied the polynomial f(x). The resulting

scheme was as ecient as existing schemes over Z[x]
/
〈xN + 1〉.

Bai and Galbraith built upon Lyubashevsky’s compression techniques in 2014 to

construct an ecient standard-LWE-based scheme [Bai and Galbraith, 2014]. This

requires the signer to only prove knowledge of the secret rather than the error, and

as a result the second half of the signature z2 does not need to be sent. The security

of the Bai-Galbraith scheme [Bai and Galbraith, 2014] is based on both LWE and

SIS with a loose security reduction. In contrast, the authors of TESLA [Alkim et al.,

2015] include a tight security reduction in the ROM from LWE over standard lattices

alongside instantiations both against classical and quantum adversaries. Therefore

the latter scheme is more desirable, as discussed in §2.2.2. TESLA has the further

advantage of being deterministic and so does not rely on the security of a RNG as

in [Bai and Galbraith, 2014]. Variants of TESLA include schemes by Akleylek et al.

[2016], Barreto et al. [2016], Bindel et al. [2017], the latter of which (qTESLA) is a NIST

candidate. qTESLA depends on the decision-R-LWE problem discussed in §2.3 and is

a conservative scheme, provably secure in the Q-ROM. However, in 2019, concerns

were raised over its security claims [Lyubashevsky, 2019].

BLISS, and its more ecient variant BLISS-B [Ducas et al., 2013a, Ducas, 2014b]

are ring-based optimisations of the scheme in [Lyubashevsky, 2012]. Prior to the NIST
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process, BLISS-B was considered the most popular and most ecient scheme, whose

security is based on Ring-SIS over NTRU lattices.

Hash & Sign The third category of signatures is based on the framework of the GGH-

type but introduces provable security. The GPV scheme [Gentry et al., 2008] can be seen

as a theoretically secure version of the GGH scheme. It is based on pre-image samplable

trapdoor functions and is the rst to construct such a concept using lattices. It uses

lattices known to have worst-case connections and replaces Babai’s nearest plane

procedure (discussed in Chapter 4) with random Gaussian sampling in order to hide

the secret key. Based on standard lattices, it has complex key sizes and performance

times are especially slow due to the expensive sampling procedure. Micciancio and

Peikert proposed an ecient trapdoor sampler to improve its performance and to

output shorter lattice vectors in [Micciancio and Peikert, 2012], but it was not until

the introduction of NTRU-type lattices in [Ducas et al., 2014c] that practicality was

achieved. This optimisation, along with a more compact public key and faster sampler,

was included in the NIST submission Falcon [Prest et al., 2017] to achieve competitive

performance. In [Stehlé and Steinfeld, 2011], the NTRUSign key generation and the

GPV signing process are adapted to become provably secure in the ROM.

Key Encapsulation Mechanisms (KEM)

Rather than taking a user message as input as in a PKE, a KEM generates and transports

a shared secret. Within a KEM, the public key kpub is used to generate the shared secret

and an encapsulation c usingEncapkpub . The encapsulation is sent to the receiver, who

decapsulates it using their private key kprivwith Decapkpriv and obtains the shared

secret. In practice, this shared secret could be a key which can be used for more
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ecient symmetric encryption schemes. A KEM can formally be dened as a system

with three algorithms (KeyGen,Encap,Decap) satisfying the properties:

• KeyGen(∗) outputs a pair of keys (kpub, kpriv); the public and private keys

respectively

• Encapkpub(w) is used to encapsulate a secret key w to be shared as w′

• Decapkpriv(w
′) is used to decapsulate the encrypted secret key to obtain w

Figure 2.7 shows this process. Examples of lattice-based KEMs include [Naehrig

et al., 2017, Schwabe et al., 2017, Alkim et al., 2016]. KEM security notions can

be considered as similar to those of PKE, namely IND-CPA, IND-CCA, SS-CPA, SS-

CCA, NM-CPA and NM-CCA. The lattice-based KEM Kyber [Schwabe et al., 2017] is

presented in Appendix C by Algorithms 42 to 47 and is described here. The hardness

of Kyber is based on the LWE PKE construction by Regev [2005], however its security

depends on the hardness of solving the LWE problem over module lattices. The key

generation component produces a public and secret key pair in a similar fashion to

the LWE PKE described earlier in this section. A variant of the Fujisaki–Okamoto

transform [Fujisaki and Okamoto, 1999] is applied so that the secret key includes

the public key and a random value. The encapsulation component uses a Random

Number Generator (RNG), two hash functions and a Key Derivation Function (KDF) to

derive the key to be transported and encrypt the secret. The decapsulation attempts to

regenerate this shared key by regenerating the random value by decrypting, checking

by re-encryption and rerunning the KDF.
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A note on Key Exchange vs. Key Encapsulation There is a subtle dierence between a

key exchange and a KEM. In a key exchange, an already established (usually symmetric)

cryptographic key k is encrypted by a public key, sent and decrypted by the receiver’s

private key, so only they can access it. In an Authenticated Key Exchange (AKE) the

user is additionally authenticated to ensure they are who they are expected to be. In

contrast, and for improved eciency, a KEM produces the cryptographic key k and

encrypts, or encapsulates, and then sends it. The receiver can then decapsulate k using

their private key.

2.4.5 Advanced Lattice-based Primitives

Lattices have the advantage of being able to provide more advanced primitives such as

Fully Homomorphic Encryption (FHE) [Gentry, 2009], e-voting [Chillotti et al., 2016],

IBE [Boneh and Boyen, 2004, Ducas et al., 2014a], ABE [Goyal et al., 2006, Boyen,

2013] and MPC [Damgård et al., 2012, López-Alt et al., 2012] and privacy-preserving

encryption [Abdallah and Shen, 2016]. Conventional IBE schemes such as Boneh and

Franklin [2001b] and Cocks [2001b] are based on mathematical problems over elliptic

curves and quadratic residues which can be broken by Shor’s algorithm [Shor, 1997].

LBC can be used to replace these. Recent research discussed in Chapter 4 has also

shown they can be even more ecient than existing schemes [McCarthy et al., 2017].

An IBE scheme is one that uses the user’s public identity as their public key.

This mitigates the need for maintaining a database of public keys and certicates,

and allows for further capabilities such as a client being able to send a message to a

user without the user having prior registration. A typical IBE scheme consists of 4

components; master key generation, user key extraction, encryption and decryption.
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The TETRA communications network [ETS, 2005], used for emergency services, cur-

rently implements the MIKEY SAKKE IBE scheme [Groves, 2012]. However, this is

not quantum-secure as it is elliptic-curve based. Current practical quantum safe IBE

schemes are based on structured lattices [Ducas et al., 2014a, Bert et al., 2018]. IBE

schemes are covered in detail in Chapter 4.

A HIBE scheme is an extension of this concept which allows for ner grained

control of key delegation abilities. It includes a sub-Key Management Service (KMS)

along with a delegation function which allows the sub-KMS to extract user secret keys

for the levels below. It can also delegate further sub-key pairs to the users below to

enable them to become a sub-KMS in control of smaller groups of descendants. HIBE

schemes are covered in detail in Chapter 5.

The notion of ABE was introduced by Sahai and Waters in 2005. It draws inuence

from IBE, but rather than encrypting based on a user identity, it encrypts based on a

set of attributes of the user. There are two approaches to ABE. In key-policy attribute

encryption, the trusted key generator encodes attribute policies within the secret keys

it distributes, and ciphertexts can only be decrypted with a key that holds the required

attributes and in ciphertext-policy attribute encryption, the encryptor species a set

of attributes required by a receiver to enable them to decrypt the message. A user

is only able to obtain the decryption key to decrypt the ciphertext if their attributes

match the set. Examples of lattice-based ABE schemes are [Boneh et al., 2014, Dai

et al., 2017].

Privacy-preserving encryption can be considered as a property of cryptographic

schemes whereby a user’s data is not revealed to any involved party. This can be

realised through HE or MPC. Homomorphic encryption is a concept that allows

computations on encrypted data without the need for prior decryption. Therefore
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the condentiality of the data is retained throughout the data processing lifecycle,

which has clear advantages in applications such as cloud computing. Fully, somewhat,

and partially homomorphic schemes dier with regards to the type and amount of

computations which can be performed before the data becomes too noisy to recover

after processing. These oer diering tradeos in eciency and practicality. An open

research area surrounding HE is the optimisation of performance to allow real-time

computation on data. Lattice-based HE schemes to note are [Gentry, 2009, Gentry

et al., 2013, Brakerski et al., 2014, Brakerski and Vaikuntanathan, 2014, Cheon et al.,

2018].

MPC [Yao, 1982] is a concept whereby at least two parties are required to carry

out a computation, without any of them learning anything about the computation

other than the nal output. Homomorphic encryption schemes have the potential to

be developed into MPC schemes.

2.5 Mathematical building blocks of LBC primitives

2.5.1 Hash functions

A hash function is a bijective mapping H of an element from its domain to a random

element in its image. The domain is the set of arbitrary length bit strings, denoted

{0, 1}∗, and its image is a set of xed length l bit-strings. This can be formally written

as H : {0, 1}∗ → {0, 1}l. The hash function should have the properties of pre-image

resistance, i.e. given y, it should be computationally infeasible to nd x such that

H(x) = y, second pre-image resistance, i.e. given x and y = H(x), it should be
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computationally infeasible to nd x′ such that H(x′) = y, and collision resistance, i.e.

it should be computationally infeasible to nd x 6= x′ such that H(x) = H(x′).

In the context of LBC, a large message may be hashed into a smaller message before

being signed, as in a hash-and-sign signature scheme (§2.4.4), to improve signature

size. Hash functions are used throughout the thesis in several scenarios. The Falcon

signature scheme introduced in Chapter 3 is of the aforementioned hash-and-sign

type and so uses hash functions in this way. In the IBE (Chapter 4) and HIBE (Chapter

5) schemes, hash functions are used to extract the user key. The hash of the user

identity is taken as its public key; this is a deterministic procedure and so still meets

the requirements for a scheme to be identity-based. Furthermore, in the encryption

procedure, an ephemeral key is sampled and hashed with the message to produce the

ciphertext. This method follows the Fujusaki-Okamoto transform to protect against

attacks utilising malformed ciphertexts. Throughout this thesis, the hash function

maps into the relevant polynomial ring unless otherwise stated.

The specic choice of hash function is often left to the implementor. The software

designs in this thesis use the following hash functions. The Falcon signature scheme

uses FIPs-certied eXtendable-Output hash Function (XOF) SHAKE-256 and maps

the output to a polynomial. The libSAFEcrypto design of SHAKE-256 given in this

thesis uses SHA3-512 as the underlying hash function. For the (H)IBE schemes, the

user identity is considered to be a MAC address, which can be expressed as a 48-bit

char array. The methods in this design for mapping the user ID into a ring polynomial

and where a random bit string is used to generate a one-time pad both use the hash

function SHA-3.
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2.5.2 Gaussian Sampling

A common feature of lattice-based constructions is the use of sampled noise to hide

secret information. This is often Gaussian noise which allows for provable security of

the schemes, unlike uniform noise [Regev, 2005, Applebaum et al., 2009]. Integers x

can be sampled from a discrete Gaussian distribution, dened by:

Dµ,σ = ρσ(x)/ρσ(Z)

where ρc,σ(x) = exp
(−||x− c||2

2σ2

)
A Gaussian distribution can be specied by its centre c, standard deviation σ

and tail cut parameter τ , as shown in Figure 2.8. The Rényi divergence [Rényi et al.,

1961] can be used to measure the distance between a sampled distribution and a true

Gaussian. The denition given by Bai et al. [2018] is used in this thesis.

For any two discrete probability distributions P and Q such that Supp(P ) ⊆

Supp(Q) and a ∈ (1,+ inf), the Rényi divergence of order a is

Ra(P ||Q) =

( ∑
x∈Supp(P )

P (x)a

Q(x)a−1

) 1
a−1

where Supp(D) = {x : D(x) 6= 0}, that is, the elements of the domain which are not

mapped to 0.
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c σ 2σ-σ-2σ

ρ(x)

τ

Fig. 2.8 A Gaussian distribution curve

Examples of commonly used Gaussian samplers in LBC include Bernoulli [Ducas

et al., 2013a, Pöppelmann et al., 2014], Knuth-Yao [Knuth and Yao, 1976b], CDT [Peikert,

2010a] and Ziggurat [Buchmann et al., 2013a, Marsaglia et al., 2000].

2.5.3 Polynomial Arithmetic and the Number Theoretic Trans-

form (NTT)

Standard lattice constructions involve computationally intensive matrix-vector mul-

tiplications. Ideal lattices reduce these to polynomial multiplications, which can be

sped up by using the NTT in special cases. This mathematical process will now be

described.

The NTT is a specialisation of the discrete Fast Fourier Transform (FFT) of integers

modulo a prime p. Within the NTT domain, polynomials can be represented in

point-value form, which consists of n dierent input/output pairs of the associated
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polynomial equation. To translate a polynomial from the coecient form to point-

value form the NTT transform can be applied.

Within the NTT domain, multiplication of polynomials can be done point-wise,

due to the properties of the complex number plane. This multiplicative method is

termed negative wrapped convolution and the product c of a and b of lengthN under

this method can be dened as:

ci =
i∑

j=0

ajbi−j −
N−1∑
j=i+1

ajbN+i−j

for 0 ≤ i ≤ N − 1.

The NTT transform is only applicable when there exists a primitive root of unity

ω, and for this it is required that n = 2k, for some positive integer k, and that q = 1

mod 2n holds for modulus q.

For example, to multiply the polynomials

A =
∑

0≤i≤n−1

ai · xi and B =
∑

0≤i≤n−1

bi · xi (2.1)

the intuitive approach would be to use schoolbook multiplication, takingO(n2). In-

stead, the polynomials can be translated into the NTT domain, and then multiplication

(convolution) can be performed point-wise, ci = ai · bi, in O(n). Applying the inverse

NTT function will output the polynomial C = A ∗ B in coecient form. The NTT

(and Inverse Number Theoretic Transform (iNTT)) algorithms can be implemented as

per Cooley and Tukey [1965] with complexity O(nlogn).
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2.5.4 Gram-Schmidt Orthogonalisation (GSO)

A lattice basis is unique, however linear transformations can be applied to it, yet still

dene the same vector space (B → B̃ and Span(B) = Span(B̃)). A good basis is one

which is short and orthogonal and will usually be the private key. A bad basis will

ideally look uniform and can then be used as the public key. A good basis allows a

holder to derive short vectors from the lattice, which is usually the secret information

produced during an encryption or signing process in order to hide the message or

create a signature. The Gram-Schmidt process is essentially a mechanism of linear

transformations which shorten and orthogonalise the basis matrix. This process is

used in both trapdoor sampling methods (Section 2.5.5) and cryptanalysis (Section

2.6) as the aim of both is to generate short lattice vectors. The GSO process works

as follows; let B = {b1, b2, ..., bn} be a basis, and the associated GSO-basis will be

denoted as B∗ = {b∗1, b∗2, ..., b∗n}. The GSO-basis is computed as

b∗i = bi −
∑

1≤j≤i−1

〈bi, b∗j〉
||b∗j ||2

· b∗j

The Gram-Schmidt Norm (GS-norm) ||B||GS is a property of the basis B. It is the

maximum of the norms (moduli) of the vectors in the Gram-Schmidt orthogonalisation

of the basis.

||B||GS = ||B̃|| = max
i∈I
||b̃i||

2.5.5 Trapdoor Sampling

The hardness of many lattice-based schemes depends on nding short vectors in

a lattice. These schemes use a trapdoor function, which is a function that is easy
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to compute, but hard to invert unless one has possession of a trapdoor piece of

information. This trapdoor is usually a short lattice basis which allows us to nd short

lattice vectors via a trapdoor sampler. The Gram-Schmidt Orthogonalisation (GSO)

process would be used to generate a short lattice basis and then used to randomly

select short lattice vectors. A range of dierent trapdoor samplers are available in the

literature, diering in terms of their eciency and the quality, or shortness, of the

output lattice vectors. Popular samplers such as the GPV sampler [Gentry et al., 2008],

are based on Klein’s construction [Klein, 2000], which can be viewed as a randomised

variant of Babai’s Nearest Plane algorithm [Babai, 1986a] (explained in Chapter 4).

The sampler proposed by Peikert [Peikert, 2010a] is a randomised variant of Babai’s

algorithm, and Micciancio-Peikert also proposed an ecient sampler in [Micciancio

and Peikert, 2012]. Some samplers also make use of underlying lattice structures to

improve performance [Ducas and Prest, 2016b]. Table 2.7 from [Prest et al., 2017]

outlines key features of the available samplers.

The schemes in this thesis all make use of the GPV Sampler [Gentry et al., 2008].

Given a secret lattice basis B and standard deviation σ, the algorithm chooses a lattice

vector at random under a Gaussian probability distribution. The value of standard

deviation determines the usefulness of the sampled lattice vector; too small and the

sampler will be subject to learning attacks, too large and the sampled vector will be too

large to be of use in cryptography, and so σ is chosen in relation to ||B||. The output

distribution of the sampler depends only on the length of the input basis and therefore

the secret basis information is protected. The algorithm closely follows that of Babai’s

Nearest Plane, traditionally used in cryptanalysis for nding short vectors in the lattice,

but instead introduces randomness from a Gaussian distribution over the integers.

Whereas the original algorithm rounds a vector to the nearest lattice plane, the sampler
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Table 2.7 Comparison of trapdoor samplers [Prest et al., 2017]

Sampler Fast

Short

output

NTRU-

compatible

Klein/GPV [Klein, 2000, Gentry et al., 2008] No Yes Yes
Peikert [Peikert, 2010a] Yes No Yes
Micc-Peikert [Micciancio and Peikert, 2012] Yes Yes No
Ducas-Prest [Ducas and Prest, 2016b] Yes Yes Yes

randomly chooses a plane according to a Gaussian distribution, in order to reduce any

dependence on the secret input basis. The GPV sampler is further dissected in §4.3.2,

where algorithmic optimisations are introduced. The signature scheme Falcon uses a

novel recursive form of the GPV sampler, called the FFTSampler, which makes use

of the tower of rings structure of the cyclotomic ring and additionally operates within

the FFT domain, so it is faster and more compact. The application of this version of

the sampler to a HIBE scheme is proposed in Chapter 5.

2.6 Basis Reduction Methods

Most algorithms used for solving the LWE and Ring-LWE problems depend on basis

reduction of the associated lattice and so this is the rst step towards analysing the

security properties of a design. Reducing a basis is essentially transforming the basis

to become more orthogonal and shorter.

2.6.1 LLL

The Lenstra–Lenstra–Lovász lattice reduction algorithm (LLL) algorithm consists of

two main steps. The rst is size-reduction of the basis vectors. The size-reduction

algorithm is based on the GSO (Section 2.5.4). However, the GSO cannot be used
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directly for lattice basis reduction as the output vectors may not necessarily be in

the lattice. The size-reduction method essentially lifts the vector back to the nearest

lattice element after each projection. The subsequent vectors will then be projected

onto the span of the previous vectors in their “lifted back" position and so the GSO

coecients have to be recalculated to account for the dierence this makes. As the

resulting vectors are not exactly orthogonal, the nal GSO coecients

µij =
〈bi,b

∗
j〉

||b∗
j ||2

will not equal 0 or 1 as in the standard GSO method, but as long as the modulus

|µij| ≤ 1
2
, this basis is considered size-reduced.

The second step of the LLL-algorithm is the lattice condition step. This aims to

reduce the norms of the ordered basis vectors, beginning with the rst. This condition

is derived from the fact that the GSO depends on the order of the basis vectors. If

bi and bi+1 are swapped for some 1 ≤ i < m, only b∗
i and b∗

i+1 would change. For

example, let

bi = x (2.2)

bi+1 = y (2.3)

and the GSO output vectors:

b∗
i = x∗ (2.4)

b∗
i+1 = y∗ (2.5)

Suppose x and y are swapped:

bi = y (2.6)
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bi+1 = x (2.7)

Denote:

new b∗
i = y∗′ (2.8)

new b∗
i+1 = x∗′ (2.9)

Then

y∗′ = y∗ + µi+1,i · x (2.10)

where µi+1,i is the original GSO coecient. When comparing the Right Hand Side

(RHS) of equation 2.10 with the RHS of the Lovász’ condition, which is dened as:

δ‖b∗
i ‖2 ≤ ‖b∗

i+1 + µi+1,1b
∗
i ‖2 (2.11)

Therefore, based on Lovász’ condition, it can be stated that

δ · old‖b∗
i ‖2 ≤ new‖b∗

i ‖2 (2.12)

should hold. If this does not hold, i.e. if the existing norm of b∗
i is large, swap vectors.

The new b∗
i will equal the RHS of Equation 2.12, i.e. as Lovász’ does not hold, it will

be smaller than δ old‖b∗
i ‖2 and so the norm of b∗

i will have been reduced. The best

reduction will be achieved when δ = 1. However, it is an open problem as to whether

this can be achieved in polynomial time. For 1
4
≤ δ ≤ 3

4
, the algorithm can be shown

to terminate in polynomial time.

The LLL is formally given in Algorithm 1.
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Algorithm 1: The LLL algorithm [Deng]
Data: b1,b2....,bN

Result: The LLL reduced basis
1 for i = 1→ N do

2 for j = (i− 1)→ 1 do
3 bi = bi − bµijebj

4 for i = 1→ N − 1 do
5 if δ‖b∗

i ‖2 ≥ ‖b∗
i+1 + µi+1,1b

∗
i ‖2 then

6 swap bi and bi+1 and return to start

7 return LLL-reduced b1,b2....,bN

2.6.2 BKZ

Schnorr and Euchner introduced and implemented the Block Korkine-Zolotarev lattice

reduction algorithm (BKZ) [Schnorr and Euchner, 1994] in the Number Theoretic

Library (NTL) [Shroup, 1996]. It is a generalisation of the LLL algorithm. Rather than

satisfying the Lovásv condition, BKZ considers blocks of β vectors in the basis and

nds the shortest vector in the lattice projected by these vectors in order to check the

BKZ condition dened below. If this is violated, the vectors are swapped.

Suppose Λ a lattice of rank d, β ∈ Z s.t. 2 ≤ β ≤ d, δ ∈ (1
4
, 1). Then the lattice

basis is BKZ-reduced if:

δ‖b∗
i ‖2 > ‖bnew

1 ‖2 ∀1 ≤ i ≤ d− 1,

where bnew
i =shortest vector in the projected lattice of {b1, ...,bmin(n+β−1,d)}.

The Hermite factor γN is a measure of how short a vector of a lattice of dimension

N can be and is dened as γN =
(
4
3

)N−1
2 and a lower Hermite factor corresponds to a

shorter, more orthogonal basis. The BKZ algorithm aims to get a lattice as short as
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Table 2.8 Hermite Factors reached by lattice reduction algorithms

Algorithm BKZ LLL

Hermite factor γN(1 + ε)
N−1

2(β−1) γN(1 + ε)
N−1

2

possible, and therefore aims to reach as close to this lower bound as possible. The

BKZ algorithm can reach lower Hermite factors (implying a better quality basis) than

LLL (Table 2.8), however its complexity is at least super-polynomial in dimension N

[Hanrot et al.]. In [Hostein et al., 2017], a step function is proposed to translate a

given Hermite factor into a concrete security level. In [van de Pol and Smart, 2013],

with N = 131072, a Hermite factor of 1.0055 was reached, when the algorithm was

limited to 2256 operations.

2.6.3 BKZ 2.0

Chen and Nguyen made the following improvements to BKZ [Chen and Nguyen,

2011] and presented a simulation algorithm to obtain running times (again super-

polynomial).

• Enumeration

• Extreme pruning

• Terminating after a xed number of rounds

• Preprocessing of blocks

They simulated for block sizes as high as 286 to reach a Hermite factor of 1.005, the

best result to date.
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2.7 Existing practical constructions and implemen-

tations

Research demonstrating that lattice-based constructions are practical for real-world

application is ongoing, with promising results. A high level comparison of open-source

LBC software libraries is given in Table 2.9. These include libSAFEcrypto [SAFEcrypto,

2018], OpenQuantumSafe (OQS) [Stebila and Mosca, 2016], LatticeCrypto [Microsoft,

2016] and PALISADE [pal, 2018]. OQS additionally integrates the algorithms into

protocols such as OpenSSL. LatticeCrypto includes fast multiplication and constant

time components. PALISADE’s main focus is on homomorphic encryption, but it

includes core cryptographic components applicable to other lattice-based schemes.

The software designs presented in this thesis form part of libSAFEcrypto [SAFEcrypto,

2018], discussed in §2.7.1. Furthermore, note that the results reviewed in this section

are from a range of platforms and security targets.

The generic R-LWE encryption scheme has been shown to outperform traditional

ECC-based PKE in software by at least one order of magnitude [De Clercq et al., 2015].

To compare, the authors state that the Elliptic Curve Integrated Encryption Scheme

(ECIES) would take over 5 million cycles for encryption, whilst their R-LWE scheme

takes 120,000 cycles. It took 1.67ms at 168MHz for a full run of the R-LWE scheme

{Keygen, Encrypt, Decrypt}, on a 32-bit ARM Cortex-M4F microcontroller as the target

platform. This was achieved through the use of the Knuth-Yao sampling algorithm to

implement a fast discrete Gaussian sampler, and NTT optimisations from [Roy et al.,

2014b] to speed up polynomial multiplication.
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Recent implementation results of the lattice-based KEM NewHope for 229-bit clas-

sical security give a total primitive runtime of 0.3s on an Intel Core i7-4770K (Haswell)

running at 3492MHz [Alkim et al., 2016]. In [An et al., 2018], the OpenQuantum-

Safe Library implements NewHope and Kyber with runtimes of 0.23ms and 0.38ms

respectively on an Intel(R) CPU i7-5500, with 16GB RAM. This is in stark contrast to

the isogeny-based SIDH [Jao et al., 2019], which had a total runtime of 471ms on the

same platform with comparable security level (NIST Level 5). For this security level,

NewHope key sizes are: public key 1824 bytes, secret key 1792 bytes and ciphertext

2176 bytes (CPA variant). Furthermore, NewHope was successfully implemented

in Google’s Boring SSL within their Chrome browser as part of a bench-marking

experiment [Braithwaite, 2016].

A full run of the reference implementation of the Dilithium signature scheme

[Ducas et al., 2017, Lyubashevsky et al., 2017] {Keygen, Sign, Verify} on an Intel

Core i7-6600U Skylake CPU took 0.96ms at 2.6GHz for the recommended 125-bit

classical security parameter set. Parameters were chosen so as to allow the NTT to be

utilised to speed up polynomial multiplication. The expansion of a seed into a matrix

constitutes the majority of the signing and verifying computation time, and hence

highly optimised SHAKE-128 and -256 hash function designs can greatly contribute to

speedups of the scheme, as noted in a NIST pqcforum comment4. The size of the public

key can be reduced by a factor of 2.5 at the expense of increasing the signature by

around 150 bytes [Ducas et al., 2017, Lyubashevsky et al., 2017]. For the recommended

intermediary security level, the scheme has 2.7KB signatures and 1.5KB public keys.

4https://groups.google.com/a/list.nist.gov/d/msg/pqc-forum/Tq3OqNMRr-s/chYGXIwoAgAJ



2.7 Existing practical constructions and implementations 64

Ta
bl
e
2.9

La
tti
ce
-b
as
ed

so
ftw

ar
e
lib

ra
rie

s

L
i
b
r
a
r
y

L
a
n
g
.

S
c
h
e
m
e
s
s
u
p
p
o
r
t
e
d

M
a
i
n
c
o
n
t
r
i
b
u
t
i
o
n
s

lib
SA

FE
cr
yp

to
[S
A
FE

cr
yp

to
,2
01
8]

C

BL
IS
S-
B,

D
ili
th
iu
m

/D
ili
th
iu
m
-G

,
Ri
ng

-T
ES

LA
,F
al
co
n,

EN
S-
(si
g/
KE

M
),
Ky

be
r-
(E
nc
/K
EM

),
RL

W
E-
En

c,
D
LP

-(S
ig
/IB

E)

LB
C
co
m
pe
tit
iv
e
w
ith

EC
C

Pr
ac
tic

al
ad
va
nc
ed

pr
im

iti
ve
s

O
pe
nQ

ua
nt
um

Sa
fe

[S
te
bi
la
an
d
M
os
ca
,2
01
6]

C

Fr
od

oK
EM

,K
yb

er
,B

CN
S,

Li
m
a,
N
ew

H
op

e,
qT

ES
LA

,
Th

re
e
Be

ar
s,
D
ili
th
iu
m
,

Sa
be
r,
Ti
ta
ni
um

Fo
cu
so

n
N
IS
T
ca
nd

id
at
es

La
tti
ce
Cr

yp
to

[M
ic
ro
so
ft,

20
16
]

C
N
ew

H
op

e
Fa
st
N
TT

Pa
lis
ad
e
[p
al
,2
01
8]

C+
+

Ra
ng

e
of

H
E
Sc
he
m
es

e.g
.F
V,

BG
V,
LT

V,
St
St

H
E-
ba
se
d

Co
re

LB
C
co
m
po

ne
nt
s



2.7 Existing practical constructions and implementations 65

Table 2.10 presents implementation options for LBC components, specially the

NTRUSolve algorithm which generates the NTRU polynomials F,G such that the

NTRU equation is satised (see §2.4.2), the Gaussian sampler and the hash functions

used. Table 2.11 gives a taxonomy of advanced lattice-based schemes in this thesis.

Implementation Choice (IC) denotes where the choice is not xed in the scheme’s

specication and so the implementor has freedom of choice. The choice of building

blocks available for each scheme allows for an interesting investigation into choosing

optimally for each scheme. A diagramatic representation of this is given in Appendix

B.

Table 2.10 Implementation options for LBC components(IC-implementor choice)

Options

NTRUSolve
Classical
TowerSolverI
TowerSolverR

Gaussian

Bernoulli
CDT
Knuth-Yao
Ziggurat

Hash

SHA2
SHA3
BLAKE2
Whirlpool
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2.7.1 H2020 SAFEcrypto project

The Horizon 2020 (H2020) SAFEcrypto project (Secure Architectures of Future Emerg-

ing Cryptography)5 ran from 2014 to 2018 with the aim of providing practical post-

quantum cryptographic solutions. The consortium was led by Queen’s University

Belfast (QUB) and consisted of both academic and industrial partners. SAFEcrypto

focussed on applications which are resource constrained or require real-time data

transfer, with the specic case studies of IoT devices, satellite communications and

municipal data analytics. The research presented in this thesis (specically, the DSS

designs in Chapter 3 and IBE scheme design in Chapter 4) contributes to Work Package

6 of the project, which focussed on the development of a suite of LBC software routines,

and to a book to be published by Springer [O’Neill et al., 2020].

One of the outcomes of the project was an open-source software library [SAFE-

crypto, 2018] that includes lattice-based PKE, DSS, KEM and IBE schemes. The IBE

software design was an outcome of the research presented in Chapter 4 and indicates

the practicality of the scheme for constrained devices. The IBE scheme was addition-

ally implemented on hardware (results in Table 4.9 in Chapter 4) and a further outcome

of the project was an IBE demonstrator which utilised the DLP-IBE scheme on sensor

tags, using the Tag Serial ID numbers, to show its potential for use on embedded

devices.

The libSAFEcrypto library consists of portable C code that is written to permit a

compiler (gcc) to generate AVX-2 assembler code (or any other type of SIMD code)

without having to revert to writing assembler code by hand. It can also be ported to

other target processors (like ARM) without having to re-write the code; this portability
5www.safecrypto.eu
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was set out as one of the major design goals in the SAFEcrypto project to provide

for wide adoption. This portability comes at a performance cost, but is advantageous

if the user wants to support various systems (embedded or server), quickly adapt to

changing algorithms (like a NIST candidate), or is looking for wide support.

It is intended for general-purpose applications ranging from high-end 64-bit Intel

Xeon servers to 32-bit ARM Cortex-M embedded systems. The designs presented here

focus on 32-bit and 64-bit x86 processors in an Ubuntu/CentOS Linux environment,

with options to congure client compilation on ARM v7 Cortex-A and Cortex-M

target platforms. The Autotools build system is used to deliver the scheme as a library

within a software distribution that can be suitably adapted to the host system at

compile-time, i.e. utilising alternative algorithms for environments with constrained

RAM. Additional adaptations can be congured at run-time, such as the selected

underlying cryptographic functions (i.e. Cryptographically Secure Pseudo-Random

Number Generator (CSPRNG) or hash functions), NTT optimisations and modular

reduction techniques.

The code was validated using unit tests to ensure that the individual software units

operate and behave as expected (for example, if pointer is NULL when it should not be,

an integer is out of range, etc.). As the software components are built up from these

units, additional functional tests were added to verify that more complex functionality

works as expected and software systems do what they were designed to do (an RNG

generates random numbers, a linked list can create lists that can be traversed, etc.).

The cryptoschemes as a whole were then tested against test vectors supplied via the

reference software).
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2.8 Discussion

In this chapter, an introduction to LBC is given, alongside important related topics

in order to provide context to this thesis. The global eorts towards standardisation

are described and a comparison of open-source software libraries is given. Basic and

advanced cryptographic primitives are dened, and lattice-based examples of each

are covered. Cryptographic building blocks which apply to a range of lattice-based

schemes, and which are often the performance bottlenecks and security weak-points,

are described.

Although substantial eorts have been made into implementing lattice-based

schemes in software, a desirable goal would be to have comparable implementations

of all the schemes in order to have a fair basis upon which to judge them. Lattice-

based schemes share common components so this would be a good starting point.

Many lattice-based schemes entail a trapdoor sampler, which samples short vectors

in the lattice. A discrete Gaussian sampler is used to provide randomness. There

are concerns over the side-channel vulnerabilities of the discrete Gaussian sampler

[Pessl et al., 2017, Bruinderink et al., 2016b], and the research community’s current

focus is towards ecient side-channel resistant trapdoor samplers that output good

quality, short vectors [Klein, 2000, Micciancio and Peikert, 2012, Gentry et al., 2008].

Other aspects of LBC that can be improved in terms of eciency and physical attack

vulnerabilities are polynomial multiplication and Gram-Schmidt Orthogonalisation.

With regards to basic cryptographic primitives, the focus of the community is the

NIST standardisation process [NIST, 2016]. NIST has expressed interest in continued

research and analysis on all of the 2nd round candidates and has said that performance

(on both hardware and software) and resistance to physical attacks will play a role
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in the nal selection process. Additional benchmarks and investigations into how

submissions t into applications/protocols are required [Moody, 2019]. Lattice-based

schemes make up almost half of these candidates, spanning PKE, DSSs and KEMs.

Chapter 3 of this thesis focusses on two NIST candidates, Falcon [Prest et al., 2017]

and Dilithium [Lyubashevsky et al., 2017] and aims to address the aforementioned gaps.

An evaluation of their performance is given, and they are compared to an existing

well-studied lattice-based signature scheme, BLISS-B [Ducas, 2014b]. The physical

attack resistance of the schemes is also considered; the rst fault attack on the Falcon

trapdoor sampler is proposed and a review of existing attacks is given. Protective

countermeasures are recommended and integrated into the software designs.

Advanced post-quantum cryptographic primitives are an emerging area of research,

and the practicality of such schemes has not yet been proven. Prior to this research,

there has only been a Proof of Concept (PoC) implementation of the DLP-IBE scheme

[Ducas et al., 2014b] and no demonstration of the practicality of such advanced schemes.

With the deployment of IoT, there are additional use-cases for these more advanced

primitives. For example, quantum-safe IBE would be suitable for use in the TETRA

communications system to replace current classical IBE approaches and in sensor

tag applications. Chapter 4 presents the rst practical optimisation of the DLP-IBE

scheme and shows it is feasible for such applications.

The development of more complex applications, on smaller devices, means there

is a requirement for even more advanced constructions. Chapter 5 introduces lattice-

based HIBE schemes, which oset the workload of the master key manager and allow

for key handling duties to be divided into respective localities. A novel scalable HIBE

scheme is proposed. These are the rst practical performance results and analyses of

a quantum-safe HIBE scheme to be reported in the literature.



CHAPTER 3

The Impact of Physical Attack Countermeasures on

the Performance of Lattice-based Digital Signature

Schemes

3.1 Introduction

In Chapter 2, the topic of lattice-based cryptography was introduced. Lattices lend

themselves to various primitives, one of which is digital signatures, important in

authentication, non-repudiation and ensuring integrity of data. The rst lattice-

based digital signature scheme was introduced in Goldreich et al. [1996], and many

dierent schemes and variants have been proposed, cryptanalysed and developed

further [Hostein et al., 2003, Ducas et al., 2013a, Gentry et al., 2008, Lyubashevsky

and Micciancio, 2008]. Lattice-based signatures have been shown to perform well

in comparison to classical signature schemes [Howe et al., 2015]. However, more

recent proposals submitted to the NIST process have not been deeply analysed and

understanding around physical security is lacking. The aim of this chapter is to provide
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an evaluation of the impact of physical attack countermeasures on the performance of

two of the NIST candidates, Dilithium [Lyubashevsky et al., 2017, 2019, Ducas et al.,

2018] and Falcon [Prest et al., 2017, 2019], together with their predecessor signature

scheme, BLISS-B [Ducas et al., 2013b, Ducas, 2014c].

Lattice-based signatures have been shown in the past to be susceptible to side-

channel analysis. These include timing attacks [Silverman and Whyte, 2007, Bruin-

derink et al., 2016b, Pessl, 2016a, Vizev, 2007], power analysis [Primas et al., 2017,

Atici et al., 2008, Wang et al., 2013], cache attacks [Bruinderink et al., 2016b, Pessl

et al., 2017, Espitau et al., 2017] and dierential fault analysis [Espitau et al., 2016, 2018,

Bindel et al., 2016]. Falcon is a lattice-based signature candidate submitted to the

NIST PQC initiative, which has demonstrated good performance, however there is no

research with respect to its resistance to implementation attacks.

Both BLISS-B and Dilithium signature schemes have been subject to recent cache

and fault attacks (2017 and 2018, respectively), and the specication of Falcon ac-

knowledges that there is “unclear side-channel resistance” for this scheme. This

research evaluates existing attack countermeasures on these schemes and investigates

the performance costs of these.

The research considers a cache attack on BLISS-B [Ducas, 2014a] and a fault attack

on Dilithium [Lyubashevsky et al., 2017], examines proposed countermeasures for

these attacks, and proles the cost overhead of these countermeasures. A further

contribution is the rst fault attack proposed on the Falcon scheme. The attack is

simulated and the runtimes and success rate of the post-processing component is

presented, along with corresponding countermeasures and performance costs. An

existing attack by Espitau et al. [2016] instigates a loop abort fault on the lattice vector

GPV sampler (discussed in §2.5.5). However, Falcon uses a specialised FFT sampler
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to sample short lattice vectors. Therefore, this research creates an analogous attack

on the sampler to give equivalently faulty output signatures. Although the attacker

is required to give more precise instructions than in Espitau et al., it is considered

to be a genuine future threat as attacking methods become more sophisticated. This

is the rst research to evaluate the impact of implementing countermeasures on the

performance of these schemes, in response to such attacks.

The contributions of this chapter are as follows:

• The rst software designs of Dilithium, BLISS-B, and Falcon with phys-

ical attack countermeasures in place to demonstrate the eect on their

performance.

• A new fault attack on the Falcon sampler using a Basis Extraction by

Aborting Recursion or Zeroing (Bearz) technique.

The structure of this chapter is as follows. Section 3.2 describes the digital signature

schemes included in this research as well as previous work on specic implementation

attacks and proposed countermeasures for each scheme. Section 3.3 presents the rst

fault attack on the Falcon signature scheme and in Section 3.4 discerns countermea-

sures for this, as well as countermeasures reported for previous attacks on BLISS-B

and Dilithium. Section 3.5 presents performance gures and evaluates the designs of

the three schemes, with and without attack countermeasures. Section 3.6 concludes

the chapter.

The main research of this chapter appears in the publication [McCarthy et al., 2019].
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3.2 Physical attacks on LBC DSS

This research evaluates the performance of software implementations of three lattice-

based digital signature schemes with and without physical attack countermeasures:

Dilithium [Lyubashevsky et al., 2017, Ducas et al., 2018], BLISS-B [Ducas et al., 2013b,

Ducas, 2014c], and Falcon [Prest et al., 2017]. Table 3.1 summarises the main dier-

ences between the three schemes; the rationale for choosing these schemes, short

descriptions and specic implementation attacks of each scheme will now be given.

Despite being resistant to quantum computing attacks, lattice-based cryptographic

schemes are susceptible to the same side-channel attacks as the primitives used today,

as summarised by Hodgers et al. [2016] and Khalid et al. [2018]. Thus, considering

attacks and possible countermeasures is important during standardisation and imple-

mentation. This is a young eld, with the rst side-channel attack on lattice-based

signatures presented at CHES 2016 [Bruinderink et al., 2016b]. This research focuses

on countermeasures of attacks that have been considered to date for lattice-based

signatures, namely timing, cache, and fault analysis attacks. Examples of these types of

attacks and countermeasures are given in Roy et al. [2014a], Bruinderink et al. [2016a],

Howe et al. [2016], Espitau et al. [2016], Bindel et al. [2016] and Karmakar et al. [2018].

Timing attacks exploit data-dependent execution times in order to derive secret in-

formation, for example through secret memory access and secret-dependent branching.

The Gaussian samplers used in BLISS-B and Falcon to sample short lattice vectors are

known to be vulnerable to timing and power analysis attacks, however constant-time

samplers can be expensive. Bruinderink et al. [2016a] proposed the rst timing attack

on BLISS and recovered the private key by targeting the scheme’s Gaussian sampler,

specically the dierent response times of the CDT sampler. Roy et al. [2014a] in-
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troduced shuing of the Gaussian-distributed vector as a countermeasure, which

was also extended by Howe et al. [2016]. However, Pessl [2016a] were able to attack

shued samples through a cache attack on BLISS. Other examples of timing attacks

include that by Silverman and Whyte [2007], which used diering numbers of calls to

the hash function in NTRU decryption to recover the secret key. The risk of timing

attacks highlights the need for constant-time implementations.

Prior to the NIST standardisation process, Fiat-Shamir with Aborts-type schemes

were favoured due to their compactness and security. Amongst these schemes, BLISS-B

boasted the smallest signature sizes. However, BLISS-B utilises a Gaussian sampler

which has been shown to be insecure against side channel attacks. On the contrary,

the Bai-Galbraith (B-G) 2014 scheme uses uniform sampling, a component which

is also used in Dilithium. Dilithium was proposed by common authors to BLISS-B,

therefore the most recent scheme was optimised and submitted to the NIST process

as Dilithium. It incorporates the benecial properties from Dilithium and BLISS-B in

order to reduce the public key and signature sizes, whilst avoiding aspects of BLISS-B

which are vulnerable to implementation attacks, as described in Section 3.2.1. Both

schemes are included here as the focus of this chapter is on physical attack security

and eciency trade-o, and these two variants provide a similar foundation upon

which to draw comparisons.

Falcon is considered as it is of the other “hash-and-sign" DSS type, which tra-

ditionally has been seen as less ecient, but which to date has not had the same

attention with regards to its physical attack resistance. It is also a NIST candidate and

so this research aims to progress the NIST evaluation process by drawing comparisons

and dierences between hash-and-sign and Fiat-Shamir NIST candidates, with con-

sideration for physical attack resistance. Furthermore, Falcon and BLISS-B are both
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based on NTRU-type lattices, while Dilithium is over module lattices which oer a

lesser exploitable structure, at a loss in compactness. This adds another dimension to

this comparison.
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3.2.1 BLISS-B

The BLISS signature scheme was proposed by Ducas et al. [2013b], and was further

improved upon by Ducas to create BLISS-B [Ducas, 2014c]. The base distribution

for sampling is a bimodal Gaussian which improves the rejection rate and therefore

performance. The BLISS-B variant uses a dierent signature algorithm to BLISS along

with modications of geometric bounds and removal of the rejection stage during key

generation. However, the BLISS-B parameters related to security are unmodied from

BLISS. The BLISS-B components are provided in Algorithms 2, 3, and 4, as proposed by

the authors in Ducas [2014c]. Keygen (Algorithm 2) produces a public key A and small

private polynomials (s1, s2), Signing (Algorithm 3) uses (s1, s2) to mask Gaussian-

sampled polynomials and Verifying (Algorithm 4) checks that the received signature

falls between certain bounds and that c = H(ba1 · z1 + q · ced + z′2 mod p, µ) holds,

where c, z1, z2 are signature components, µ is the message and a1, q are public.

Pessl et al. [2017] presented a key recovery attack against BLISS, which also applies

to BLISS-B. A cache attack on the signing procedure recovers some coecients of

the Gaussian noise vector y, which allows derivation of the private key polynomial

s1 = f . From this, the entire key can be recovered. Countermeasures may be employed,

particularly at the sampling stage, to prevent information about the noise vector being

obtained to allow the attack. Pessl et al. present the attack both in the ideal situation

of a plain Cumulative Distribution Table (CDT) sampler, and in the situation where

shuing has been implemented. To achieve a success rate of 90% in recovering s

mod 2, the CDT attack requires 325 signatures, but when shuing is introduced,

70,000 signatures are required for an idealised attacker. Another notable attack against

BLISS is by [Bruinderink et al., 2016b], targeted at the Gaussian sampling component.
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It is able to retrieve the secret key using only 3500 signatures on a PoC implementation.

This research addresses these attacks by proposing a software design that integrates

multiple countermeasures, namely verify-after-sign, sample discard (at rates of 6.5%,

12.5% and 25%), Fisher-Yates shuing [Fisher et al., 1938], and VectorBlindSample

[Saarinen, 2017], which are further described in Section 3.4.

Algorithm 2: The BLISS-B key generation algorithm [Ducas, 2014c]
Data: N, q, α
Result: (A, s) such thatAs = q mod 2q

1 Uniformly-chosen polynomials f ,g with d1 = dδ1Ne coecients ±1 and
d2 = dδ2Ne coecients ±2

2 s = (s1, s2)
t ← (f , 2g + 1)t

3 aq = (2g + 1)/f mod q
4 return (A, s) whereA = (2aq, q − 2) mod 2q

Algorithm 3: The BLISS-B signing algorithm [Ducas, 2014c]
Data: Message µ, public keyA = (a1, q − 2) ∈ R1×2

q , private key
s = (s1, s2)

t ∈ R2×1
2q

Result: Signature z1, z′2, c of message µ
1 y1, y2 ← DZN ,σ

2 u = a1 · y1 + y2 mod 2q
3 c← H(bued mod p, µ)
4 (v1,v1)← GreedySC(s, c)
5 Choose a random bit b
6 (z1, z2)← (y1,y2) + (−1)b · v1,v2)

7 Continue with probability 1/M exp( ||v||
2

2σ2 ) cosh(
〈z,v〉
σ2 )) otherwise restart

8 z′2 ← (bued − bu− z2ed) mod p
9 return (z1, z

′
2, c)

3.2.2 Dilithium

The Dilithium signature scheme was introduced by Ducas et al. [2018]. It is also a

Fiat-Shamir type signature scheme, but was intended to be more SCA resistant than
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Algorithm 4: The BLISS-B verifying algorithm [Ducas, 2014c]
Data: Message µ, Public keyA = (a1, q − 2) ∈ R1×2

q , Signature z1, z′2, c
Result: Accept or Reject

1 if ||z1|2d · z′2||2 > B2 then

2 return Accept
3 if ||z1|2d · z′2||inf > Binf then

4 return Accept
5 else

6 return Reject
7 Accept i c = H(ba1 · z1 + q · ced + z′2 mod p, µ)

BLISS and therefore samples noise from a uniform distribution rather than a Gaussian.

The signature essentially constructs module-LWE samples with uniformly sampled

noise. The size of the public key is reduced by dropping low-order bits. The key

generation, signing and verifying components for the scheme are given in Algorithms

5, 6, 7 respectively.

Bruinderink and Pessl [2018] present a dierential fault attack on Dilithium, assum-

ing the attacker has the capability of injecting a single random fault. They consider

dierent scenarios, all of which require the introduction of a single random fault, such

as altering a polynomial coecient during multiplication, or corrupting the seed in

the expansion of the lattice basis matrix. The attack recovers part of the private key,

which can be used to forge signatures. They show that 65.2% of the signing algorithm

code is vulnerable to at least one of these attacks, given they are performed in the

rst iteration. The authors recommended the countermeasures double computation

and verify-after-sign, and these have been adopted in the designs presented here for

evaluation.
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Algorithm 5: The Dilithium key generation algorithm [Ducas et al., 2018]
Data: k, l, q, d, η, β, γ1, γ2
Result: 2

1 ρ, ρ′ ← {0, 1}256
2 A ∈ Rk×l

q := Sam(ρ)

3 (s1, s2) ∈ S l
η × Sk

η := Sam(ρ′)

4 t := As1 + s2
5 t1 := Power2Roundq(t, d)
6 return Public key = (ρ, t1), Private key = (ρ, s1, s2, t)

3.2.3 Falcon

The Falcon hash-and-sign signature scheme was proposed by Prest et al. [2017]. It is

based on the DLP identity-based encryption scheme proposed by Ducas et al. [2014a],

together with fast Fourier sampling techniques suggested by Ducas and Prest [2016a].

Operations are over the polynomial ringR = Zq[x]
/
〈xN +1〉, a variant of the NTRU

ring. It improves on the compactness of the private key and speed of the sampling

procedure, and is shown to be secure in the quantum random oracle model. The key

generation, signing, sampling and verifying components for the scheme are given

in Algorithms 8, 9, 10 and 11 respectively. The hash functions are instantiated as

discussed in §2.5.1. Following the NIST Round 2 candidate announcements, parameter

Set II has been removed from the Falcon specication [Prest et al., 2019] and therefore

is also omitted from the remainder of this thesis. The removal of this parameter set

was justied as it made the specication more straightforward, reducing the algorithm

count from 22 to 14, and the remaining parameter sets shared a common modulus

(q = 12289) and underlying ring Z[x]/〈xn + 1〉, allowing for simpler implementation

and potential deployment of the signature scheme.
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Algorithm 6: The Dilithium signing algorithm [Ducas et al., 2018]
Data: Private key = (ρ, s1, s2, t), µ ∈M
Result: Signature σ = (z, h, c)

1 Compute A = Sam(ρ) and t1 = Power2Roundq(t, d)
2 t0 := t− t1 · 2d
3 r ← {0, 1}256
4 y ∈ S l

γ1−1 := Sam(r)

5 w := Ay
6 w1 := HighBitsq(w, 2γ2)
7 c := H(ρ, t1, w1, µ)
8 z := y + cs1
9 (r1, r0) := Decomposeq(w − cs2, 2γ2)

10 if ||z||∞ ≥ γ1 − β or ||r0||∞ ≥ γ2 − β or r1 6= w1 then

11 go to 3
12 h := MakeHintq(−ct0, w − cs2 + ct0, 2γ2)
13 if ||ct0||∞ ≥ γ2 or the number of 1’s in h > ω then

14 go to 3
15 return σ := (z, h, c)

To date, there have been no physical attacks reported against Falcon. Previous

research has mounted dierential power analysis attacks on NTRU-based schemes

[Atici et al., 2008, Lee et al., 2010, Wang et al., 2013]. However, due to the dierent

structure of Falcon, these attacks are not directly applicable. The attack in Atici et al.

[2008] targets the NTRU decryption stage, which Falcon does not possess. The attack

in Lee et al. [2010] targets the convolutional product of the NTRU polynomials, in

particular the power variances observed during the repeated addition step. Although

Falcon is based on NTRU polynomials, the polynomial multiplication is performed

in the NTT domain, in point-value form, and so does not possess this susceptible

step. Recent attacks have targeted the polynomial multiplication component of BLISS

[Espitau et al., 2017] using electromagnetic analysis and Dilithium [Ravi et al., 2018]

via power analysis, which could potentially apply to the corresponding component of
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Algorithm 7: The Dilithium verify algorithm [Ducas et al., 2018]
Data: Public key = (ρt1), µ ∈M, σ = (z, h, c)
Result: Accept or Reject

1 A := Sam(ρ)
2 w1 := UseHintq(h,Az − ct1 · 2d, 2γ2)
3 if c = H(ρ, t1, w1, µ) and ||z||∞ < γ1 − β and the number of 1’s in h ≤ ω

then

4 return Accept
5 else

6 return Reject

Algorithm 8: Falcon key generation (adapted from Prest et al. [2017])
Data: N, q
Result: B ∈ Z2N×2N

q , h ∈ Rq

1 σf = 1.17
√

q
2N

2 f ,g,← DN,σf

3 Norm← max
(
||g,−f ||,

∣∣∣∣∣∣( qf̄
f∗f̄+g∗ḡ ,

qḡ
f∗f̄+g∗ḡ

)∣∣∣∣∣∣)
4 if Norm > 1.17

√
q then go to Step 2;

5 Compute ρf , ρg ∈ R and Rf , Rg ∈ Z such that: ρf · f = Rf and ρg · g = Rg

6 if GCD(Rf , Rg) 6= 1 or GCD(Rf , q) 6= 1 then go to Step 2;
7 Compute u, v ∈ Z such that: u ·Rf + v ·Rg = 1
8 F ← qvρg and Q← −quρf
9 k =

⌊
F∗f̄+G∗ḡ
f∗f̄+g∗ḡ

⌉
∈ R

10 F ← F − k ∗ f and G← G− k ∗ g
11 h = g ∗ f−1mod q

12 B =
(

g −f
G −F

)
13 B̂ =

(
FFT (g) −FFT (f)
FFT (G) −FFT (F )

)
14 T=LDL*(G)
15 σ ← 1.55

√
q

16 for each leaf of T, leaf.value = σ/
√
leaf.value

17 sk← (B̂,T), pk = h
18 return sk, pk

Falcon. Furthermore, the Falcon trapdoor sampler calls a discrete integer Gaussian

sampler, which has been the subject of timing and power attacks [Bruinderink et al.,
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Algorithm 9: Falcon signing (adapted from Prest et al. [2017])
Data: sk, H : {0, 1}∗ → ZN

q , m, β
Result: SIGm

1 if SKm is in local storage then

2 return Output SIGm to messagem
3 else

4 r← Unif({0, 1}320)
5 c← H(r||m) ;
6 t← (FFT (c), FFT (0)) · B̂−1 z← Sampling(t, T )
7 s = (t− z)B̂
8 while ||s|| > β
9 (s1, s2)← invFFT (s)

10 s2 = Compress(s2)
11 SIGm ← (r, s2)
12 return Output SIGm associated to messagem and keep in local storage

2016a,b, Pessl et al., 2017, Pessl, 2016a, Primas et al., 2017], as described in the next

section.

However, this research focusses on a fault attack on Falcon. It is logical to draw

comparisons between the DLP scheme’s GPV sampler and the Falcon sampler, as

the latter is a recursive form of the former (introduced in §2.5.5). As an existing fault

attack on the DLP scheme’s sampler has been reported in the literature [Espitau et al.,

2016, 2018], it is a natural step to adapt this attack to Falcon.

The attack by Espitau et al. [2016, 2018] on the GPV-based DLP hash-and-sign

signature scheme assumes the attacker is able to abort a loop early in the GPVGaussian

lattice-sampling stage in the signing algorithm. Whilst sampling vector coecients

of a signature polynomial of degree 2N , they force the process to terminate at some

iteration m ≤ N , and obtain a faulty signature in the sub-lattice of rank m. After

producing aroundm+ 3 faulty signatures, they can generate the original lattice and

recover a short vector with probability of 86%, thereby recovering enough of the



3.3 Bearz attack Falcon 85

Algorithm 10: Sampling Prest et al. [2017]
Data: t = (t0, t1) in FFT format , T
Result: z = (z0, z1) in FFT format

1 if n = 1 then
2 σ′ ← T.value
3 z0 ← DZ,t0,σ′

4 z1 ← DZ,t1,σ′

5 return z = (z0, z1)

6 else

7 (l, T0, T1)← (T.value,T.leftchild,T.rightchild)
8 t1 ← splitt(t1)
9 z1 ← Sampling(t1, T1)

10 z1 ← merget(z1)
11 t0

′ ← t0 + (t1 − z1) · l
12 t0 ← splitt(t′0)
13 z0 ← Sampling(t0, T0)
14 z0 ← merget(z0)
15 return z = (z0, z1)

NTRU lattice structure to obtain the private key. Specically, they are able to recover

a sub-lattice of the lattice generated by private key polynomial F, which is introduced

in §2.4.2. This allows the entire private key to be recovered. Espitau et al. recommend

checking the validity of the DLP signature before sending, by running the verication

algorithm. In Section 3.3, this attack is adapted for the Falcon signature scheme.

3.3 Bearz attack Falcon

This section proposes a new attack on the Falcon digital signature scheme, named

Bearz (Basis Extraction by Aborting Recursion or Zeroing). The attack exerts and then

exploits faults in the Falcon signature scheme in order to learn private key information,

following a similar attack used on DLP [Espitau et al., 2016, 2018], described earlier
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Algorithm 11: Falcon verifying (adapted from Prest et al. [2017])
Data: pk = h ∈ Rq, (SIGm,m), β
Result: Accept or Reject

1 c← H(r||m)
2 s2 = Decompress(s2), s1 ← c− s2h mod q
3 if ||(s1, s2)|| < β and H(r||m) = c then
4 return Accept
5 else

6 return Reject

in this section. Bearz utilises a dierent attack model, assuming that the attacker

is able to skip instructions and to zero variables as assumed by Bindel et al. [Bindel

et al., 2016] on other lattice-based signature schemes. The original attack is on the

GPV sampler component in DLP, however there are two major dierences between

this sampler and the Falcon sampler: the use of recursion and the FFT domain.

To begin, a recap of the attack on DLP [Espitau et al., 2016, 2018] is given. In

the GPV lattice trapdoor sampler, coecients of the N -dimensional vectors (R, r)

are sampled in a 2N -length loop in reverse, from the last coecient rN to the rst

coecient R0. This is converted to a short Gaussian-distributed lattice vector by

multiplying the vector (R, r) by the basis:

B =
(
A(g) −A(f)
A(G) −A(F )

)
,

where A(·) is the anti-circulant matrix associated with the degree-N polynomial, ·.

This matrix is obtained as discussed in §2.4.2. The second half of the signature, denoted

s2 = (R, r) (−A(f),−A(F )) = R · f + r · F, is a 2N -dimensional vector.

The fault attack is a loop abort on the 2N -loop which samples the (R, r) coe-

cients. It causes the loop to abort at the mth iteration, where m ≤ N . This eectively
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eradicates the vector R, so s2 becomes: s2 = (0, . . . , 0, r0, . . . , rm−N)F , or alterna-

tively the polynomial s2 = r0x
N−1F + r1x

N−2F + · · ·+ rm−1x
N−mF which is in the

sub-lattice of L(A(F )). With a certain number of faulty signatures, l ≈ m, one will

obtain a set spanning the lattice. From this, lattice reduction can be used to nd a

short vector, which should be one of the signed shifts of F , from which the private

basis can be recovered. This attack can be built upon for Falcon.

3.3.1 Recursion in Falcon

The Falcon sampling algorithm, shown in Algorithm 10, can be viewed as a recursive

form of the GPV sampler. The attack notation is modied to match the original Falcon

specication, where (R, r) in the DLP scheme becomes z = (z0, z1) in Falcon. The

DLP attack inserts a loop abort fault at some iteration,m, of the 2N loop [Espitau et al.,

2016, Fig. 2], however in Falcon this translates to aborting the recursive call early

[Prest et al., 2017, Alg. 18]. To do this, examine the structure of the recursion. For the

instance 2N = 1024, this is shown in Figure 3.1. There are two recursive calls in the

top level of the algorithm. Given the target vector (t0, t1), it acts rst on t1 recursively,

from right to left, and then on t0. Each of t1, and then t0, continuously splits into

two vectors of length N := N/2 until N = 2, and then samples the coecients

from a Gaussian distribution, before building back up to give sample vector (z0, z1).

Hence there are two recursive branches within the top level algorithm. Also, this is

all performed within the FFT domain. For a vector of length N , the rst N/2 values

represent the real coecients and the secondN/2 represent the imaginary coecients.

So, the initial approach would be to terminate the recursive call at the required point
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so that only m−N spaces would be lled, but this would not work due to the nature

of the FFT functions as explained in the next section.
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Fig. 3.1 The recursion tree of the FFT Sampler and Bearz attack points (n = N)

3.3.2 FFT: Merging and Splitting

The sampling algorithm calls merging and splitting functions as subroutines. The

purpose of these functions is to map the polynomials from R = Zq[x]
/
〈φ〉, where
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φ = xN + 1, into smaller polynomials over the ringR = Zq[x]
/
〈φ′〉, where φ(x) =

φ′ = (x2). The computations can then take place in the smaller ring, which is

more computationally ecient. In the FFT sampler, this is done repeatedly until the

operations are taking place over the integers. Furthermore, this allows the eld norm to

be easily be expressed as N(f) = f20 + xf21 , where split(f) = (f1, f1). These functions

do not simply break up and concatenate the polynomial ring elements. The split

function separates a polynomial into its even and odd coecients and is performed in

the FFT domain. Operating in the FFT domain provides a barrier to the fault attack,

since a zero input does not translate to zero in the FFT domain. Thus, to apply the

attack successfully, the coecients of the samples must be tracked as they move up

through the recursive tree, in order to determine the sampled coecients to target for

the attack. This pathway is the same for all invocations of the sampling algorithm, so

it is stated here which target coecients which need altered. Once the lattice vector

has been obtained from the Gaussian sample, the FFT−1 function is applied to it, and

the signing and verifying procedures are the same as in DLP. This means the same

post-processing can be used from the DLP attack, however it must be ensured that the

signature is not in the FFT domain by applying the inverse FFT function. Figure 3.2

shows the dierences between the attack strategies.

3.3.3 Method of attack

Dierent methods of attack are now presented, dierentiated by the point at which

the abortion occurs, this being the m positions from the end of the vector. All attack

methods lead to the same output vector format for z; the rst (2N −m) coecients

of z = (z0, z1) are forced to zero.
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Fig. 3.2 The strategies of the Bearz and DLP attacks

(i) Abort second recursion (form = N )

This attack can be performed in a straightforward manner. Simply abort at the top

sampling algorithm call, after the rst recursive call, after line 10 of Algorithm 10.

Therefore z1 gets lled with sampled coecients, yet z0 remains all zeros. This fault

abortion is also performed for the case where m ≤ N , in order to zero the rst N

coecients.

(ii) and (iii) Zeroing or skipping attack (form ≤ N )

There are two options for this attack. First, at the penultimate merging step (N =

256 to 512), set the required coecients (e.g., the rst half if m = N/2) of the out-

put coecients to zero by skipping operations or later zeroing the corresponding
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coecients. The skipped operations are

f [(u << 1) + 0] = t_re (3.1)

f [(u << 1) + 1] = t_re, (3.2)

from the reference code, specically, the falcon_poly_merge_t function from fal-

con_t.c in Appendix A [Prest et al., 2017]. Otherwise, one can set the rst required

number of coecients of z1 to zero before computing the corresponding lattice vector,

that is, overwrite the sampler output z1.

(iv) Aborting mid-recursion (m ≤ N )

This attack is more sophisticated, the coecients must be tracked throughout the tree.

Although this requires a prior one-o computation, it allows the fault to be applied at

the one-dimensional Gaussian sampler stage, which is potentially an easier point to

exploit.

Suppose the target ism = N/2; the left half of z1 is required to be zero. For this

to occur, the Left Hand Side (LHS) vector in the nal falcon_poly_merge_t call has

to have its rst half equal to zero, and the right-hand side RHS vector has to have the

rst half of its coecients equal to the second half.

Now each real coecient (the rst half) of the z1 vector is generated by

z1[2u] = f0[u] + (f1[u]− f1[u+N/4]) (3.3)

z1t[2u+ 1] = f0[u]− (f1[u]− f1[u+N/4]) , (3.4)

where N is the length of the higher-level vector, and u ∈ {0, . . . , N
4
− 1}.
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Note, constants have been removed from the equations as they are irrelevant for

the result.

For z1[2u] and z1[2u+ 1] to be zero, it can be set:

f0[u] = 0 (3.5)

f1[u] = f1[u+ n/4] (3.6)

for each u ∈ {0, . . . , N
4
− 1). So for n = 512, the rst N

4
= 128 coecients of the

LHS 256-length vector are set to equal zero, and the rst 128 coecients of the RHS

256-length vector are set to equal the second 128 coecients.

For the LHS 256-length vector, the rst half of its coecients must equal zero. The

LHS 128-vector must have its rst half equal to zero, and the RHS 128-vector must

have the rst half of its values equal to the second half of its values. This process

is repeated on the LHS 64-length vector and on down the tree. The RHS 256-length

vector must have the rst half coecients equal to the second half. For this to occur,

the LHS 128-length vector on this side must have the real values equal to the imaginary

values, and the corresponding RHS 128-length vector must equal zero.

This conclusion is reached by considering f [2u] = f [2u+N/2] (rst real/imaginary

computation per iteration) and f [2u+ 1] = f [2u+ 1 + N
2
] (second real/imaginary) to

be equal for each iteration of u.

From the falcon_poly_merge_t function, this means

f0[u] + (f1[u]− f1[u+ n/4]) = f0[u+ n/4] + (f1[u] + f1[u+ n/4]) (3.7)

f0[u]− (f1[u]− f1[u+ n/4]) = f0[u+ n/4]− (f1[u] + f1[u+ n/4]) . (3.8)
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To satisfy the components of the equations, set f0[u] = f0[u + N/4], i.e. the rst

half of coecients equals the second half, and for the second component, set f1[u] =

f1[u + N/4] = 0. Therefore the equations will simply depend on the LHS feed-in

vector.

For the RHS, every branch below can be set equal to zero. Take the LHS 128-length

vector. It follows the same conditions as the level above, i.e. the LHS 64-length vector

must have its real and imaginary values equal, and the RHS must be zero. Any vector

equalling zero must have both feed-in vectors equalling zero, so the branches below

this can be zeroed. This method can be applied for any m such thatm = 2k, where

k ∈ Z.

3.3.4 Post-attack processing

The nal step of the attack involves recovery of the private basis from the faulty

signatures. Suppose the rst 2N −m coecients of vector (z0, z1) are equal to zero.

Then, according to the signing algorithm of Falcon (Algorithm 9), the signature s2 is

computed as:

s = t− zB̂ (3.9)

where B̂ is the basis matrix in the FFT domain. But only the second half of s is needed

to be zero, that is s2, where

s2 = t1 − z

(
−A(f)
−A(F )

)
, (3.10)

and since t1 is set to zero,

s2 = −z
(
−A(f)
−A(F )

)
. (3.11)
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Furthermore, the rst m−N coecients of z are zero, which further implies:

s2 = −z1 (−A(F )) , (3.12)

and since some of the coecients of z1 are zero, it becomes:

s2 = (z1[m− 1]xN−mF + · · ·+ z1[0]x
N−1F ). (3.13)

This leaves us with a sub-lattice of the lattice generated by F , akin to that obtained

in the DLP attack. The only dierence is that the vectors are in the FFT domain, which

can be overcome by applying the inverse FFT function to the output. Thus, with

multiple faulty signatures, the lattice spanned by F (where F is a short vector in this

lattice) can be found, and the BKZ algorithm can be used to retrieve it. Then G, f , and

g can be deduced from the public key h, and thus the private NTRU lattice basis can

be found. Firstly, G can be recovered from F due to the relation G = F · h. Then the

NTRU equation f · G − g · F = −q allows f and g to be recovered using the basis

completion algorithm from [Hostein et al., 2003].

3.3.5 Attack results

To verify this attack model, each method of attack was rst tested through software

simulation and ensured the output signature gave the expected number of zeros. This

was successful for all attack methods and parameter sets. A total of l faulty signatures

were collected for the values of m zeros given in Table 3.2, and the BKZ algorithm

[FPLLL Development Team, 2016] was run to obtain the private key polynomial F .

The timings in seconds for the BKZ algorithm to obtain F are given in Table 3.2. It
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can be seen that the secret key is recovered within a reasonable amount of attacking

time, for instance only 2.67 seconds for the high security parameter set with 1/4 of the

coecients set to zero, and 11.8 seconds for parameter set I with 3/4 of the coecients

set to zero. Bindel et al. [2016] consider a range of fault models against BLISS [Ducas

et al., 2013a], Ring-Tesla [Akleylek et al., 2016] and the GLP scheme [Güneysu et al.,

2012b], including randomising the modulus, zeroing a hash function and skipping

addition. The assumptions and attack model used here are similar, in particular for

estimating the number of faults required. It can be concluded from these results

that the post-processing of the faulty signatures following the fault injection takes

negligible eort.

Table 3.2 Timings (in seconds) to run the BKZ algorithm on l faulty signatures to
obtain the basis polynomial F running on a single core of an Intel Core i7-6700HQ
CPU at 2.60 GHz.

Parameters m l = m+ 1 l = m+ 2 l = m+ 3

Set-I

64 0.07 0.07 0.08
128 0.35 0.30 0.36
256 2.17 2.80 2.36
385 10.9 12.8 11.8

Set-III 128 0.28 0.29 0.35
256 2.24 2.55 2.67

3.3.6 Fault Model and Feasibility of Attack

This section investigates how an attacker may obtain the faulty signatures for the

proposed attacks. This is based on the SAFEcrypto [SAFEcrypto, 2018] software

implementation which incorporates Prest’s FFT Sampling PoC code, given in Appendix

A, and demonstrates that future implementations for real-world use should incorporate
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protection. Faults are commonly introduced by varying the heat, voltage or clock

frequency, or subjecting the device to an electromagnetic radiation beam.

The four methods of attack used by Bearz are:

(i) Zero the rst 2N −m coecients of output z = (z0, z1) at the nal step

(ii) Abort second recursive call at top level on t0+

(iii) Skip or zero chosen steps in nal merge function call to ensure required z1

coecients are 0 (together with abort of second recursive call on t0)

(iv) Abort certain samples at the one-dimensional Gaussian sampling stage (these

have been determined by “tracking coecients")

This reduces to three possible types of fault injections:

a) Skipping function calls

b) Zeroing specic vector coecients, which translates to zeroing specic bit

strings

c) Aborting at a specic point

The limitations of performing this attack are the preciseness of the faults required.

In the comparable attack on the DLP sampler in [Espitau et al., 2016, 2018], all that

was required was a random fault injection to abort the loop within a required range,

yet Bearz requires specic bit strings and function calls to be targeted due to the

scrambling of the merge function.

The physical attack methods required for Bearz are early abortion, zeroing and

skipping lines of code. With respect to the fault models guide [Verbauwhede et al.,
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2011], the Bearz fault attack models can be classied as being on the processing part

(for zeroing) and program ow (for skipping and aborting). These are high precision

attacks, where the adversary has the ability to bit ip/set, and targets the cryptographic

primitive.

The concept of loop abort faults was rst introduced for pairings-based cryptogra-

phy by Page and Vercauteren [2006], in which the authors considered a case where

the loop was glitched so it was performed once too often. In the original attack on

the DLP sampler [Espitau et al., 2018], the authors state that a random fault on the

loop counter or skipping the jump operation will lead to the required result for their

attack. Side-channel analysis can be used to detect the loop iteration pattern in order

to trigger the fault injection. They state that such pattern is likely to be detected after

much less than 50 iterations and thus it seems that the synchronisation here will be

relatively easy. The time-window within which the fault can be applied is large due to

the loose condition on the number of known coecients in the faulted polynomials.

In comparison, for Bearz, side-channel analysis would be used to detect the

window between the rst call and the second recursive call, within which the algorithm

can be aborted. Although there is ample time to detect the iterative pattern, the

window within which the abortion would need to happen is much tighter. However, it

is sucient to tamper with the counter at any time during the execution of the second

recursive call, before the corresponding half of the top level vector has been populated.

With that strategy, if this second call takes sucient time to execute, the timing of the

fault injection need not be excessively precise. If targeting a public implementation,

the approximate time of fault injection can be easily deduced. An example of where a

similar fault has been injected is in [Gélin and Wesolowski, 2017], which targets an

isogeny-based cryptosystem.
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Table 3.3 Corresponding attacks and countermeasures

Countermeasure Attack prevention

Double Computation Fault attacks in signing

Verify-after-sign Fault attacks in signing
(faults in sampling may be missed)

Sample Discard Attacks on Gaussian Sampler
Shuing/Blinding Timing and power attacks on Gaussian Sampler

Constant-time Timing attacks
(sampler and polynomial arithmetic)

Zero-check Bearz

A zeroing attack can be performed as a memory-based attack, during storage of

the vector in RAM, by setting the required bits to zero [Naccache et al., 2005]. In

[Ordas et al., 2014], electromagnetic beam injection was performed with enhanced

probes and was able to produce very local bit-set and bit-reset faults.

Finally, skipping lines of code can be performed by CPU clock glitching. In [Blömer

et al., 2014] the authors build a setup which precisely generates multiple clock glitches

to skip specic instructions of the code.

3.4 SCA Countermeasures

In this section countermeasures in the literature are described which protect against

the previous attacks discussed in Section 3.2 and are incorporated into the software

designs presented here. The purpose of this research is to evaluate their impact. Table

3.3 outlines the types of attack each countermeasure aims to prevent.



3.4 SCA Countermeasures 99

3.4.1 Double computation and verify-after-sign

A straightforward method of detecting any fault attack on the signing process (such

as in Bruinderink and Pessl [2018]) is to compute the signature twice and conrm

they are the same. The double computation method works for deterministic schemes

such as Dilithium, and for non-deterministic schemes by xing the randomness. A

conservative estimate of this is doubling the signing time, which in the case of slow

algorithms can be restraining. Running the verication process immediately after

signing can also give the signer condence that their hardware has not been subject

to fault attacks [Bruinderink and Pessl, 2018]. However, where the fault attack targets

the sampling, such as in [Espitau et al., 2016], this may still produce a valid signature

and go undetected.

3.4.2 Sample Discard

Sample discard is the process whereby extra cache reads from random addresses are

performed in an attempt to distort any statistics used in side-channel analysis. These

extra reads are then thrown away. In this implementation, where it has been added

as an extra preventative layer within the Gaussian sampling components, the design

uses a range of discard rates at 6.25%, 12.5% and 25%.

3.4.3 Shuling

The Fisher-Yates shuing algorithm [Fisher et al., 1938] can be used on the Gaussian

sampler output to eectively randomly permute vector coecients in an unbiased

manner. This algorithm takes in the sampled Gaussian coecients and permutes,

or shues them, to create a fresh Gaussian noise vector. This random shuing
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operation removes any timing information which an attacker can exploit. However,

Pessl [Pessl, 2016b] suggested that this countermeasure is not sucient on its own,

by retrieving the BLISS secret key with 7000 signatures through a Gaussian sampler

attack, despite shuing in place. The VectorBlindSample algorithm introduced by

Saarinen [Saarinen, 2017] extends this method and invokes the Fisher-Yates shuing

procedure, but constructs the target distribution as a sum of random samples. This

algorithm is utilised to ensure a constant-time implementation to further increase the

attack complexity. The algorithmic loops are not data dependent and the operations are

such that regardless of whether a value is swapped or not they are always performed.

3.4.4 Constant-time

Gaussian samplers are particularly susceptible to timing attacks but their performance

often suers in constant-time implementations. These designs evaluated in this chapter

use an ecient constant-time design of the CDT [Peikert, 2010a] sampling technique

from libSAFEcrypto [SAFEcrypto, 2018] as this is much more simple to adapt for

multiple parameter sets than other contenders. An exact number of look-up reads are

performed each time, with the comparison being done using arithmetic logic using

the same operations regardless of the branch taken according to the CDT algorithm.

The upper bound for the number of look-ups required is dlog2Ne and so each call of

the sampler is padded out to the nearest power of two to take this same amount of

time. For the required values of the standard deviation, this CDT sampler gives better

performance than the Knuth-Yao [Knuth and Yao, 1976b], discrete Ziggurat [Marsaglia

et al., 2000, Buchmann et al., 2013a], and Bernoulli [Ducas et al., 2013a] samplers when

operated in constant-time.
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The NTT and FFT functions, described in §2.5.3, are also made constant-time

in the designs evaluated here. The modular reduction part of the NTT can leak

timing information [Scott, 2017] and so this implementation is made constant-time

by avoiding branch operations at the cost of some performance. This is done by

processing all required branch variables and eschewing logic for more time consuming

arithmetic operations. Performance is increased by employing lazy reduction to

reduce the number of modular reductions that occur and using Single Instruction,

Multiple Data (SIMD) vectorisation. Point-wise modulo multiplication computes each

element independently, allowing a multiplication of two polynomial rings in the

NTT domain. As the operations are sequential and unconditional, it is constant-time.

The transform routine utilises the Cooley-Tukey NTT algorithm with some small

optimisations designed to increase performance, enable automatic vectorisation, and

ensure that no conditional branch operations are used. The inverse NTT operation

is the mirrored operation of the forward NTT, but additionally requires shuing

of the output coecients and the use of both forward and inverse roots of unity

coecient tables. Automatic vectorisation of the nal shue of the inverse NTT was

not possible as the loop conditions were considered too complex and, therefore, it is

performed separately to the modular reduction in order to improve performance. The

modular reduction design is a simplied range restriction that avoids the use of logical

operations and instead opts to use arithmetic operations, in particular the constant

time less than comparison function.
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3.4.5 Zero-check

A simple, ecient method of detecting the Bearz attack is checking that the sampled

vector does not go to zero at any point along its length at the end of the ffSampler

algorithm. This is performed using the following code:

for(i=0; i<n;i++){

k+=z0[i];

if (k!=0)

{

i=0;

break;

}

}

if (i==0) fprintf(stderr, "Z_0 is NOT all-zero\n");

if (i==n-1) fprintf(stderr, "Z_0 is all zero\n");

This is the form of an additive iterative loop which sums the z0 vector coecients.

Once the sum attains a non-zero value, which implies that z0 is not an all-zero vector,

it exits and outputs as a success. If the whole z0 vector is zero, such as in the event of a

Bearz attack, it will output a warning statement. This is a low overhead but eective

countermeasure.

3.5 Results and evaluation

This section analyses the performance results of the optimised software designs of

the signature schemes, as well as the countermeasures discussed in the previous
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section. Clearly, as with any attack countermeasure, some performance degradation is

expected, however what is more important is their relative impact on performance.

Unless otherwise stated, performance gures were obtained on Intel E5-1620 CPU @

3.7GHz, with hyperthreading and Turbo Boost disabled, running on a single CPU. The

platforms of the reference values are also stated. Any results with “-” mean the results

are unchanged, thus have not been aected by the countermeasure(s). The security

levels for each scheme’s parameter sets are given in Table 3.1.

The designs proposed here were used in the SAFEcrypto project discussed in

§2.7.1 to demonstrate the practical application of signature scheme in IoT and satellite

communication applications. Therefore the performance is not directly comparable to

reference implementations. For the key generation gures, each scheme was run 6

times and an average runtime taken. For signing and verication, each scheme was

run 3 times as there was less variation. The designs were subject to the validation

methods described in §2.7.1.

3.5.1 BLISS-B with Countermeasures

The results shown in Table 3.4 show the performance of a BLISS-B optimised design,

with the eect on the signature algorithm of adding the verify-after-sign, double

computation, sample discard, Fisher-Yates shuing, and VectorBlindSample counter-

measures, and of adding a combination of these. Verify-after-sign slows performance

by ≤ 10% for all parameter sets, whereas sample discard slows performance by an

average of 10%, 25%, and 47% for each discard rate. Shuing only causes a 10%

slow-down, and VectorBlindSample halves the throughput performance (ops/sec). An

example of 3 countermeasures (verify-after-sign, low sample discard and Fisher-Yates
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shuing) combined is also provided, which results in a 24.5% reduction in performance.

These varying security/runtime trade-o options give the user a choice depending on

their desired performance needs. This research regards Set III as being sucient for

the next 30 years, when combined with either verify-after-sign or a shuing and 25%

sample discard countermeasure, on the basis of Moore’s Law [Moore et al., 1965].

3.5.2 Dilithium with Countermeasures

Table 3.5 shows the performance results of the proposed software designs of Dilithium

and the eect on the performance of the signature algorithm by adding verify-after-

sign and double computation countermeasures, both independently and combined.

As expected, the double computation countermeasure has a signicant impact on

performance and increases the signing time by double, and the signing procedure

slows down with the verify-after-sign countermeasure, aecting performance by

between 14 − 20%. On the basis of Moore’s Law [Moore et al., 1965], the Set-III

parameter set should be secure for nearly 80 years from classical computers. Therefore

a user may prefer to use the strongest parameter set under the quantum threat, along

with a verify-after-sign check to protect from fault attacks.
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Table 3.4 Performance results (ops/sec) for BLISS-B with SCA countermeasures, on
Intel E5-1620@ 3.7GHz unless otherwise stated. KeyGen gures are not given in the
reference papers.

Implementation Parameters KeyGen Sign Verify % decrease

Reference Sign: Intel Core @ 3.4GHz
Verify: Intel Core i7 @ 3.4GHz

[Ducas, 2014c, Ducas et al., 2013b]

Set-I N/A 7813 33000 -
Set-II N/A 5405 33000 -
Set-III N/A 6849 32000 -
Set-IV N/A 5988 31000 -

Baseline
+Constant-time NTT

Set-I 11746 3500 28769 -
Set-II 11762 2558 30765 -
Set-III 11074 3219 29470 -
Set-IV 10798 2780 22927 -

+Verify-after-sign

Set-I - 3194 - 8
Set-II - 2380 - 7
Set-III - 2939 - 9
Set-IV - 2501 - 10

+Sample Discard (Low) (6.25%)

Set-I - 3133 - 10
Set-II - 2298 - 10
Set-III - 2900 - 10
Set-IV - 2504 - 10

+Sample Discard (Medium) (12.5%)

Set-I - 2600 - 26
Set-II - 1905 - 26
Set-III - 2399 - 25
Set-IV - 2115 - 24

+Sample Discard (High) (25%)

Set-I - 1825 - 48
Set-II - 1359 - 47
Set-III - 1689 - 48
Set-IV - 1516 - 45

+Fisher-Yates Shuing

Set-I - 3156 - 10
Set-II - 2275 - 11
Set-III - 2897 - 10
Set-IV - 2521 - 9

+VectorBlindSample

Set-I - 1831 - 48
Set-II - 1375 - 46
Set-III - 1701 - 47
Set-IV - 1519 - 45

+Verify-after-sign
+Sample Discard (Low) (6.25%)

+Fisher-Yates Shuing

Set-I - 2625 - 25
Set-II - 1954 - 24
Set-III - 2429 - 25
Set-IV - 2100 - 24
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3.5.3 Falcon with Countermeasures

Results shown in Table 3.6 show the performance of the optimised Falcon design and

the eects of the countermeasures on the signature algorithm. Interestingly, Falcon’s

performance is not largely aected by the countermeasures. Applying verify-after-

sign to protect against Bearz does not signicantly slow performance (∼ 5%), and

the key generation only drops signicantly with a high sample discard rate. The

recommended combination of countermeasures (verify-after-sign, low sample discard

and Fisher-Yates shuing) together slow the key generation and signing down by

less than 5% for Parameter Set-I. Sample discard has less than a 5% eect on key

generation, and the eect of the 6.5% rate on Parameter Set-III is so minimal that

the eect of uctuation causes an increase from the rate without discard. Supposing

security levels are required to be at the recommended 256-bit today, Set III would be

sucient for the next 30 years, using a 25% sample discard rate to mitigate Gaussian

sampling attacks.
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3.5.4 Performance Evaluation

Comparing the performance of the two NIST candidates in Tables 3.5 and 3.6, Falcon

performs better for comparable parameters (Set-II of Dilithium and Set-I of Falcon).

This comparison holds true for the signing process both before and after the double

computation and verify-after-sign measures are added (706 op/s compared to 614

op/s in the latter case). Figure 3.3 shows that a protected Falcon signing process is

still competitive against Dilithium. In contrast, the Dilithium KeyGen is 300x faster,

however this is usually an oine process and so not as paramount.

Figure 3.4a shows the performance of the KeyGen and Signing algorithms of

Falcon and BLISS-B when the sample discard countermeasure is applied at the three

dierent discard rates. The results are given as a percentage of the baseline operations

per second, without any other countermeasures. The reader is reminded that Dilithium

does not utilise a Gaussian sampler and so is omitted in this graph. Clearly, sample

discard slows down the BLISS-B signing algorithm more drastically than the Falcon

key generation algorithm. The sample discard aects Falcon approximately 20% less

than BLISS-B. Figure 3.4b shows the eect of the verify-after-sign countermeasure on

each of the schemes, again as a percentage of the baseline operations per second. It

can be seen that Falcon’s performance is barely aected by this countermeasure, only

up to a 5% drop, due to its ecient verication component, whereas Dilithium’s drops

by almost 20% for the NIST security level 3 parameter set. BLISS-B has approximately

a 10% decrease, bar the highest security parameter set. Overall, BLISS-B remains the

most ecient scheme, but Dilithium has arguably less exploitable security assumptions,

due to its use of less structured module lattices and uniform sampling, whilst Falcon

leads in terms of compact public key and signature sizes.
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3.6 Conclusions

The purpose of this research is to demonstrate the eects of countermeasures to

physical attacks on the performance of three leading signature schemes. This reiterates
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Fig. 3.4 Performance analysis of the proposed SCA countermeasures for the three
signature schemes.

the comments of NIST with regards to considering implementation aspects whilst

evaluating the candidates.

In this research, a new attack on the Falcon signature scheme has been proposed,

Bearz. This has shown that Falcon is vulnerable to realistic fault attacks of its Gaus-

sian sampler but this can be resolved by implementing appropriate countermeasures.

These include the verify-after-sign countermeasure, as the faulty signature will not

pass the norm bound test, and a zero-check to ensure the outputted lattice vector does

not contain a string of zeros which would reveal information. Secondly, countermea-

sures to known physical attacks are implemented, for example double computation,

a costly but reliable method, assuming the attacker only has access to the hardware

during one of the signing processes. Interestingly, the performance of Falcon is not
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as adversely aected as much as its NIST competitor scheme Dilithium, when SCA

countermeasures are added. Also at high security levels, it does not suer as much

of a slowdown as BLISS-B. However, Falcon still remains the most inecient of the

three schemes and physical security is still new territory. Dilithium has the advantage

of being immune to Gaussian sampler attacks, however protection from the afore-

mentioned fault attacks remains a largely open problem. Its performance is slowed

down by nearly 20% with countermeasures in place and has greater degradation than

BLISS-B with a protected Gaussian sampler.

In overall conclusion, it is recommended to choose the optimum digital signature

depending on the desired trade-o between security and performance. It is important

to note that each of the schemes provide dierent security levels. Each of the three

schemes portrayed here oer unique trade-os and application examples. BLISS-B is

themost ecient/fastest performance e.g. instantaneous communication requirements,

Dilithium has the advantage of a less exploitable lattice structure and sampler e.g for

long term applications such as satellites, and Falcon is the most compact (pk+sig) size

e.g. suitable for constrained IoT devices. This research has shown that the eect of

countermeasures has balanced the performance of the schemes, for instance Falcon is

the slowest originally but does not deteriorate further with physical attack protection.

In addition to physical attack resistance being an open problem, there is limited

research on advanced lattice-based cryptographic primitives. As the underlying com-

ponents of Falcon have already been used in an IBE scheme [Ducas et al., 2014a],

the natural next step of this research would be to investigate the range of extended

schemes related to Falcon. However, upon inspection, there are no existing practical,

non-protected, optimised designs. Therefore for the next chapter, this is taken as a
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starting point, investigating IBE in Chapter 4 and HIBE in Chapter 5, with attacks on

these extended schemes discussed as further work in Chapter 6.



CHAPTER 4

Practical Identity-Based Encryption over NTRU

Lattices

4.1 Introduction

An identity-based encryption scheme enables the ecient distribution of keys in a

multi-user system. Such schemes are particularly attractive in resource constrained en-

vironments where critical resources such as processing power, memory and bandwidth

are severely limited. Managing keys in systems that use Public Key Cryptography

(PKC) as the primary means of authentication is achieved within the established

framework of a Public Key Infrastructure (PKI). However, it is widely known that a

PKI requires an extensive network for operational and certicate management. This

imposes signicant overheads in resource constrained environments and in prac-

tice limits the use of PKC in large scale, bandwidth intensive applications requiring

real-time performance.

As technology progresses to operational landscapes such as the IoT, the need for

alternative PKC schemes comes to the fore. Schemes such as IBE have been introduced
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to overcome the complexity issues associated with traditional PKI based approaches.

IBE simplies key generation and distribution in a multi-user system by providing a

method of distributing public keys without the need for certicate management. In

environments with limited resources IBE can oer the potential for PKC to be utilised

when it is needed and not just when it can be accommodated.

In addition to resource ecient schemes, many applications have long-term se-

curity requirements. For such applications the threat of quantum attacks must be

mitigated. Finding quantum-safe schemes analogous to classical schemes such as

public key encryption and digital signature schemes is the subject of intense research.

As mentioned in §2.4, one of the advantages of LBC is that it can be used to develop

advanced cryptographic primitives. However, its large memory requirements and

intensive computation can make it impractical for real-world devices. The aim of

publication [McCarthy et al., 2017], upon which this chapter is based, is to achieve

a practical lattice-based IBE scheme without compromising security. Ducas et al.

[2014a] proposed the rst pragmatic lattice-based IBE scheme, henceforth referred to

as DLP-IBE. This research presents an optimised standalone ANSI C implementation of

this scheme. There has been no prior indication of the practical performance and costs

of a lattice-based IBE scheme. This work not only provides a benchmark for this type

of scheme, but these eciency improvements bring it into the realm of practicality for

the post-quantum setting. The proposed designs are compared to and shown to be

competitive with existing, non-quantum-secure, elliptic curve (ECC)- and quadratic

residue-based IBE schemes.

Further to this, a novel IBE scheme is derived from the Falcon [Prest et al., 2017]

hash-and-sign signature scheme presented in Chapter 3. This is a natural extension of
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DLP-IBE as the construction is similar, but uses more ecient sampling and memory

storage components.

The contributions of this chapter are:

• the rst practical optimised design of the DLP-IBE scheme achieved through

algorithmic and design optimisations

• revised recommended parameters for the IBE scheme to support faster

multiplication methods and a wider range of security levels than previously

reported

• proposal of the Falcon-IBE scheme

The chapter is organised as follows: §4.2 reviews both non-lattice and lattice-

based IBE schemes and their underlying security assumptions. §4.3 introduces the

DLP-IBE scheme, and describes the proposed software architecture, which includes

the improved functionality of master key generation and extract algorithms as well

as the encrypt and decrypt processes. The major bottlenecks and challenges are

acknowledged and optimisations and methods used to address them are presented.

§4.5 introduces the Falcon-IBE scheme. Conclusions are given in §4.6.

The main research of this chapter appears in the publication [McCarthy et al., 2017].

4.2 Identity-Based Encryption

Traditional PKI uses certicates to bind users to their public key. However, IBE removes

the need for certicates by using a piece of meaningful information, such as an email

address, MAC address or a device identier as the user’s public key. The IBE process

is demonstrated in Figure 4.3 and the steps are as follows.
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1. The master key generator outputs the master public/private key pair for the

system

2. A trusted authority uses a master secret key to compute a user secret key that is

mathematically related to the user’s public key.

3. To send a message to a particular user, the sender needs the master public

key and the user ID, which together form their public key, and produces the

ciphertext.

4. The receiver decrypts this using their personal secret key.

The use of already established personal information such as the user ID removes the

need for public key distribution. Elements such as timestamps can be incorporated into

the user keys to provide a key refresh mechanism. Additionally, the use of timestamps

with the user ID can allow senders to encrypt messages that can only be read in the

future. In the generic IBE instantiation the central authority has complete access to

keys and can therefore decrypt any message and so should be a trusted authority.

Additionally, the communication channels between users and the trusted authority

should be secure.

Some advantages of IBE schemes are:

• The sender does not need to go to a Certicate Authority (CA) in order

to obtain a user’s public key as it can be computed using the user ID and

therefore obtaining keys is more ecient than traditional PKI

• Timestamps can be combined with the ID to accommodate key refresh and

revocation
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• There is no need for pre-registration of a user onto a database

• They can be extended to further primitives such as signatures, broadcast

encryption, key agreement and PKE with keyword search

• They mitigate the need for a CA and therefore the requirement for secure

local storage

• Decryption capabilities can be delegated, for example to temporary devices

or individual sta members within a workforce [Boneh et al.]

On the contrary, there are disadvantages:

• There is danger of key escrow as the central authority has access to all

private keys and therefore any compromise would aect the whole system

• The KMS has the ability to to derive any user’s private key and therefore

decrypt any message

• Communication channels from the central authority are required to be

secure

• Key revocation could add complexity, for instance if a key needs revoked

before its expiry date

• There is a requirement to check uniqueness of user IDs

Applications of IBE:

• Voltage Security1 and Trend-Micro2 both have supplied commercial solu-

tions to email and le encryption using IBE
1https://www.voltage.com
2https://www.trendmicro.com
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• It is suitable for applications where key escrow is not an issue, to provide

an ecient solution for closed environments such as sensor networks

[Szczechowiak and Collier, 2009]

4.2.1 Current IBE schemes

The rst notion of IBE was presented by Shamir [1984]. The idea was to eliminate

the need for a public certicate across email systems. These schemes allowed secure

communication without exchanging user keys. Shamir presented a solution for an

identity-based signature scheme but it was not until 2001 that such an encryption

scheme was realised [Boneh and Franklin, 2001a]. There are two main methods for

constructing traditional IBE schemes; using pairings and therefore depending on

the hardness of problems over bilinear mappings between groups, as in Boneh and

Franklin [2001a], or quadratic residues as in Cocks [2001a]. Neither of these types

of cryptography are quantum-safe. Boneh co-founded a start-up company in 2002

called Voltage Security Inc.3 which currently provides IBE solutions to industry. These

include secure email and le transfer applications. The TErrestrial Trunked RAdio

(TETRA) communications network [ETS, 2005], used for UK emergency services, is

currently transitioning to the PS-LTE network. The standard for the security of mission

critical push to talk (MCPTT) over LTE [3GP, 2016] currently uses the ECC-based

IBE scheme Mikey Sakke [Groves, 2012] based on a scheme by Sakai and Kasahara

[2003]. IBE is well-suited to this application due to its instantaneous communication

capabilities. However, these schemes are susceptible to quantum attacks due to Shor’s

algorithm, creating the need for quantum-resilient variants. The importance and
3https://www.voltage.com
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suitability of IBE to this use-case has led to further collaborative work with NCSC in

Chapter 5.

4.2.2 Lattice-based IBE schemes

The rst application of lattices to IBE schemes was in 2008 by Gentry et al. [2007].

The main contribution of their work was a sampling algorithm (referred to as the GPV

sampler) which demonstrated how to use a short basis as a trapdoor for generating

short lattice vectors. This sampler was used to construct a lattice-based IBE scheme

that resembled Cocks’ traditional scheme (due to the use of a trapdoor), and can be

considered as the dual of Regev’s LWE scheme [Regev, 2009]. However, the security

proof was in the ROM and the user secret keys were large - sizes of O(n2) bits, trans-

lating to 27000 bits at 192-bit security level, and a 30000 bits ciphertext. Agrawal et al.

[2010b] proposed a LWE-based IBE scheme with a trapdoor structure, with perfor-

mance comparable to the GPV scheme. It uses a sampling algorithm to obtain a basis

with low GS-norm, as described in §2.5.4, for the master secret key and forms a lattice

family with two associated trapdoors to generate short vectors; one for all lattices in

the family and the other for all but one. It improves on previous schemes [Agrawal and

Boyen, 2009, Cash et al., 2010] which process the user identities bit by bit by instead

considering them as a whole. The public key is O(nm), where the lattice basis is of

size n xm. In 2016, Apon et al. [Apon et al., 2016] proposed the most ecient standard

LWE IBE scheme to date with a public key size of O(2nm log(q)). This includes the

design of a new encoding scheme for identities, incorporating a collision-resistant

hash function. The rst ring-LWE based IBE scheme was the DLP-IBE scheme by

Ducas et al. [2014a]. The use of the ring variant increases eciency by reducing
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the public key to a polynomial/vector with O(n) complexity and ciphertext O(2n).

However, it makes additional assumptions to standard LWE which may introduce

security vulnerabilities. In particular, it uses the GPV sampling algorithm on a certain

distribution of NTRU lattices to increase its eciency. Other ring-LWE schemes have

since been proposed, for example Katsumata and Yamada [2016] introduced a scheme

based on Yamada’s 2016 standard-LWE scheme [Yamada, 2016], and exploit the ring

properties and assume the ring-LWE problem hardness for xed polynomial approx-

imation factors. The public parameters in this scheme are of size O(nl1/d log(n)),

ciphertext O(n log(n)) and private key O(n log(n)). Since McCarthy et al. [2017],

the only other published lattice-based IBE scheme showing practicality has been by

Bert et al. [2018] which is based on the ring-LWE/SIS problems and combines the

construction of Agrawal et al. [2010a] with the sampler of Micciancio and Peikert

[2012]. However, the storage requirements for this scheme are large (77kb for the user

private key) and so the DLP-IBE scheme is still considered the most ecient scheme

to date due to its smaller key sizes.

4.3 The DLP-IBE Scheme

The DLP-IBE scheme was introduced in Ducas et al. [2014a] as the rst ecient

lattice-based IBE scheme, whereby the underlying computational hardness is based

on the NTRU and the ring-LWE assumption. Operations are over the polynomial ring

Rq = Zq[x]
/
〈xN + 1〉, a variant of the NTRU ring. The rst practical eort towards

evaluating the performance of the DLP-IBE scheme was a PoC implementation by the

original authors [Prest, 2016]. Their implementation is written in C++ and depends on
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the NTL library4; it also relaxes some constraints such as security thresholds for the

lattice basis size. Recently Güneysu and Oder [2017] demonstrated the eciency of the

encrypt and decrypt components of this scheme on a range of low-costmicrocontrollers

and recongurable hardware. The research in this chapter investigates and optimised

design of the scheme in the C programming language. In particular the focus is on

the computationally intensive tasks of the key generation and extraction algorithms.

The design includes the enforcement of the aforementioned security thresholds and in

particular provides the rst indication of practical performance of the overall scheme.

4.3.1 Description of the DLP-IBE Scheme

An IBE scheme consists of 4 main components. Table 4.1 shows the inputs and outputs

of each algorithm in the DLP-IBE scheme. The DLP-IBE scheme also uses an additional

algorithm for Gaussian sampling over the lattice.

Table 4.1 Algorithm summary

Algorithm Inputs Outputs

Master KeyGen N, q B ∈ Z2N×2N
q , h ∈ Rq

Extract B ∈ Z2N×2N
q , H : {0, 1}∗ →

ZN
q , id

SKid ∈ Rq

Encryption

h ∈ Rq , id,m ∈ {0, 1}m, (u,v, c) ∈ R2
q

H : {0, 1}∗ → ZN
q ,

H ′ : {0, 1}N → {0, 1}m.
Decryption SKid, (u,v, c) ∈ R2

q m ∈ {0, 1}N

4https://www.shoup.net/ntl/
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The Key Generation algorithm

This algorithm generates the master secret key and themaster public key. This happens

once per environment setup. In DLP-IBE, the private key is an NTRU lattice basis

and the public key is an identier of that lattice, in the form of a polynomial. The

scheme works over the polynomial ring modulo (xN+1) of integers modulo q, denoted

Rq = Zq[x]/〈xN + 1〉.

In this scheme, the inputs of the key generation algorithm (Algorithm 12) are

the degree N of polynomials f ,g and h and the modulus q and the outputs are the

master secret key B ∈ Z2N×2N
q and master public key h ∈ Rq. The inituition behind

polynomials F and G is described in §2.4.2.

Algorithm 12: Key Generation [Ducas et al., 2014a]
Data: N, q
Result: B ∈ Z2N×2N

q , h ∈ Rq

1 σf = 1.17
√

q
2N

2 f ,g,← DN,σf

3 Norm← max
(
||g,−f ||,

∣∣∣∣∣∣( qf̄
f∗f̄+g∗ḡ ,

qḡ
f∗f̄+g∗ḡ

)∣∣∣∣∣∣)
4 if Norm > 1.17

√
q then go to Step 2;

5 Compute ρf , ρg ∈ R and Rf , Rg ∈ Z such that:
−ρf · f = Rf and − ρg · g = Rg

6 if GCD(Rf , Rg) 6= 1 or GCD(Rf , q) 6= 1 then go to Step 2;
7 Compute u, v ∈ Z such that: u ·Rf + v ·Rg = 1
8 F ← qvρg and G← −quρf
9 k =

⌊
F∗f̄+G∗ḡ
f∗f̄+g∗ḡ

⌉
∈ R

10 F ← F − bke ∗ f and G← G− bke ∗ g
11 return h = g ∗ f−1 mod q

12 and B =
(

A(g) −A(f)
A(G) −A(F )

)

In Step 1, the standard deviation of the Gaussian distribution from which f ,g are

generated is set to σf = 1.17
√

q
2N

and is chosen so that the expected value of the
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norm of b1 (and therefore ||B̃||) isE[||b1||] = 1.17
√
q. In Step 3, ||B̃f ,g||, the GS-norm

(see §2.5.4) of Bf ,g, is computed, where Bf ,g is a basis of the NTRU lattice associated

to f and g (and so h = g ∗ f−1 mod q). If ||B̃f ,g|| > 1.17
√
q, the algorithm returns

to Step 2 as the GS-norm needs to be small enough so the basis can form a short

trapdoor for sampling elements in the user key extraction component. In Step 5 the

Extended Euclidean algorithm is used to compute ρf , ρg ∈ R andRf , Rg ∈ Z such that

ρf · f = Rf and ρg · g = Rg. If GCD(Rf , Rg) 6= 1 or GCD(Rf , q) 6= 1, the algorithm

returns to Step 2. Next, the algorithm computes u, v ∈ Z such that: u ·Rf + v ·Rg = 1.

These integers are obtained from the Extended Euclidean algorithm (this extended

version keeps track of the coecients). In step 8, F = qvρg and Q = −quρf are

computed so that the condition f ∗ G − g ∗ F = q, needed to nd a short basis, is

satised. Next k =
⌊
F∗f̄+G∗ḡ
f∗f̄+g∗ḡ

⌉
is computed andF andG are reduced: F = F−k∗f and

G = G− k ∗ g. The nal steps generate and output the keys. Polynomial h = g ∗ f−1

mod q is the master public key and denes a lattice Λh,q . Matrix B =
(

A(g) −A(f)
A(G) −A(F )

)
is the master secret key and is a short basis for Λh,q. A is an anti-circulant matrix as

dened previously in §2.4.2.

Gram-Schmidt Norm

The obvious way to compute the Gram-Schmidt Norm, introduced in §2.5.4, would

be to compute the norms of each of the vectors and take the maximum. However, in

the case of the NTRU lattices, it was proved in §3.2 of [Ducas et al., 2014a] that there

are only two candidate vectors with the largest norm, namely b̃1 and b̃N+1 (with the

vectors ordered as in the denition of B). Further to this, it can be proved that
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||b̃N+1|| =
∣∣∣∣∣∣( qf̄

f ∗ f̄ + g ∗¯
,

qḡ

f ∗ f̄ + g ∗ ḡ

)∣∣∣∣∣∣ (4.1)

It is always the case that b̃1 = b1, therefore ||b̃1|| = ||b1||. In this NTRU lattice

basis, b1 = the top row of (A(g),−A(f)) = (g,−f), therefore the GS-norm can be

computed solely from f and g as

||B̃f ,g|| = max
i∈I

{
||b1||,

∣∣∣∣∣∣( qf̄

f ∗ f̄ + g ∗ ḡ
,

qḡ

f ∗ f̄ + g ∗ ḡ

)∣∣∣∣∣∣} (4.2)

The Extended Euclidean Algorithm

The Extended Euclidean Algorithm [Saunderson, 1740, Naranjo et al., 2010] computes

the GCD of two numbers (or polynomials) x,y, and the corresponding Bezout coe-

cients u, v, such that ux + vy = GCD(x,y). Note the “extended" version refers to

the algorithm in which the Bezout coecients are stored after computation. The key

generation algorithm requires the GCD computation of both integers and polynomials

and this is a bottleneck due to the requirement of polynomial division. The Extended

Euclidean algorithm for polynomials is along the same principles as the regular ver-

sion for integers. The dierences are that the variables are polynomials, the input

polynomials are divided by their leading coecients in order to become monic for use

in the algorithm, and (the more intensive) polynomial multiplication and division is

used.

Step 5 of Algorithm 12 states that given f ,g ∈ R, nd ρf , ρg ∈ R and Rf , Rg ∈ Z

which satisfy Equations 4.3 and 4.4.
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− ρf · f = Rf mod (xN + 1) (4.3)

− ρg · g = Rg mod (xN + 1) (4.4)

The Extended Euclidean Algorithm for polynomials is used twice here. The rst time,

it is used to nd the GCD of f and xN + 1. The second time, it is used to nd the GCD

of g and xN + 1. During the computation, the algorithm holds the coecients while

calculating the GCD of two integers or polynomials for use in the following step.

Extract

The extract algorithm generates the user secret key for a given user ID. This algorithm

is run once per user. In this scheme, the extract algorithm requires the master secret

key B ∈ Z2N×2N
q , a public hash function H : {0, 1}∗ → ZN

q (as introduced in §2.5.1)

and user identity id. The user identity can be any type of data. The extract algorithm

outputs the user secret key SKid ∈ Rq.

Algorithm 13: Extract [Ducas et al., 2014a]
Data: B ∈ Z2N×2N

q , H : {0, 1}∗ → ZN
q , id

Result: SKid

1 if SKid is in local storage then

2 return Output SKid to user id
3 else

4 t← H(id) ;
5 (s1, s2)← (t, 0)−GPV Sampler(B, σ, (t, 0));
6 SKid ← s2;
7 return Output SKid to user id and keep in local storage
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The rst steps check if SKid is in local storage; if so then the secret key has already

been extracted for this user so the extractor must use this one. Extracting multiple

secret keys for the same user would compromise the security of the system by leaking

information. If an existing key is not found, the extraction process begins. Extraction

begins by hashing the user id to arrive at an integer vector t of length N . The vector

t is then concatenated with a zero vector of length N to obtain a 2N -length vector

which will become the centre of the gaussian sample over the lattice. This step uses

the GPV sampler (§2.5.5) to sample a vector from the lattice dened by B. This vector

is then subtracted from the (t,0) vector to obtain (s1, s2) such that s1 + s2 ∗ h = t.

This equality is due to the use of the GPV algorithm with the NTRU lattice. The user

secret key SKid is set to s2 and this is output and kept in local storage.

GPV Sampler

The Gaussian Sampling algorithm presented in the original DLP paper is a variant of

the GPV algorithm [Gentry et al., 2007] discussed in §2.5.5. Originally, it was deemed

impractical but this distribution of NTRU lattices, along with reducing the standard

deviation by a factor of
√
2 due to consideration of Kullbeck-Leibler Divergence (see §4

of Ducas et al. [2014a]), improves the runtime. The GPV sampler returns a short lattice

vector without revealing the trapdoor. The GPV samples from a Gaussian distribution

with standard deviation that is essentially the length of the GS-norm. Aside from

this, there are no other characteristics of the basis used which could leak information.

A better quality (shorter) basis therefore means a narrower Gaussian distribution

and the samples are closer to the centre, c. The algorithm is a randomised variant

of Babai’s Nearest Plane [Babai, 1986b] for solving (or approaching the solution of)

the CVP. Babai’s algorithm inductively nds a lattice vector v close to some vector
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w. To do this, it solves the problem in a lower dimension; specically, the sub-lattice

(or plane) spanned by the rst b2N−1 basis vectors. This is computed for dimension

2N and iterated until dimension 1, when the next “plane" is a vector. The output

vectors are summed to “reverse-project" back onto the original lattice. The dierence

between Babai’s algorithm and the GPV sampler is movement to the next plane. Whilst

Babai’s moves to the nearest plane in each iteration, the GPV sampler chooses the next

plane with probability determined by distance to the centre point. The 1-dimensional

Gaussian Sampler is used for this random plane selection process. This is illustrated

in Figure 4.2 for a target vector t, its nearest plane, and a Gaussian distribution over

the sampled plane.
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The GPV Sampler requires the basis of a 2N -dimensional lattice (the master secret

key) B ∈ Z2N×2N
q with standard deviation σ > 0 and sample centre c ∈ ZN . These

input parameters mean the probability of a vector v being sampled is proportional to

exp(−π||v − c||2/2σ2). The GPV Sampler algorithm outputs a sampled vector v in

the Gaussian distribution Dλ,σ,c over the lattice.

Algorithm 14: GPV Sampler [Ducas et al., 2014a]
Data: B, σ > 0, c ∈ Zn

Result: v ∈ Dλ,σ,c

1 v2N ← 0
2 c2N ← c
3 for i← 2N, ..., 1 do

4 c′i ← 〈ci, b̃i〉/||b̃i||2

5 σ′
i ← σ/||b̃i||

6 zi ← Gaussian(σ′
i, c

′
i)

7 ci−1 ← ci − zibi and vi−1 ← vi + zibi

8 return v0

The algorithm is presented as Algorithm 14 and is as follows; it iterates through

vectors v2N → v0 and c2N → c0. The vector v0 is the sample vector output at the

end. To begin, v2N is set to the zero vector and c2N is set to the centre vector c. The

algorithm then iterates through i from i = 2N → 1. The projection coecient of

ci on the lower-dimensional plane is computed as c′i = 〈ci, b̃i〉/||b̃i||2, where b̃i is

the Gram-Schmidt orthogonalisation of the basis vector bi. In Step 5, the standard

deviation is scaled down to σ′
i = σ/||b̃i||. Step 6 calls the Gaussian sampler over

the uniform distribution of integers for each i to obtain zi = Gaussian(σ′
i, c

′
i). The

next steps involve the projection of the centre and sample vector onto the next plane.

The vector vi−1 is the closest vector to the centre in that (randomly sampled) plane:
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ci−1 = ci − zibi and vi−1 = vi + zibi. Finally, at the nish of all the loops, the vector

v0 is output.

Encryption and Decryption

The DLP-IBE uses the generic R-LWE encryption scheme proposed by Lyubashevsky

et al. [2013]. The encryption process uniformly samples small error polynomials to

encapsulate a uniformly-sampled key, the hash of which is used to one-time-pad the

message (see §2.5.1). To decrypt, the key is recovered by rounding, and this allows the

message to be output.

Algorithm 15: Encrypt [Ducas et al., 2014a]
Data: h, id,m,H,H ′.
Result: (u,v, c)

1 r, e1, e2 ← {−1, 0, 1}N , k← {0, 1}N ;
2 t← H(id) ;
3 u← r ∗ h+ e1 ∈ Rq;
4 v← r ∗ t+ e2 + bq/2c · k ;
5 Drop the least signicant bits of v : v← 2lbv/2lc ;
6 return (u,v,m⊕H ′(k))

The encryption and decryption algorithms of the DLP-IBE scheme are given as Al-

gorithms 15 and 16 respectively. These are based on the original R-LWE cryptosystem

[Lyubashevsky et al., 2013] and are consequently well studied.

Algorithm 16: Decrypt [Ducas et al., 2014a]
Data: SKid, (u,v, c)
Result: m ∈ {0, 1}m

1 w← v − u ∗ s2 ;
2 k← b w

q/2
c ;

3 returnm← c⊕H ′(k)
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4.3.2 Optimised Software Design of the DLP-IBE Scheme

The DLP-IBE scheme is implemented in portable ANSI C as part of libSAFEcrypto

[SAFEcrypto, 2018], as discussed in §2.7.1. The proposed DLP-IBE architecture con-

siders a range of security levels to suit deployment needs, as in practice it is only

possible to deploy particular levels of security on constrained devices, depending

upon their capabilities, memory resources and the information being protected. For

example, a battery-powered temperature sensor oering a 192-bit security strength

would certainly be secure, but the reduced battery life and increased cost are unlikely

to appeal to consumers. More powerful devices within a typical IoT architecture may

be able to support the full functionality of DLP-IBE, but peripheral devices may only

support the much more ecient encrypt and/or decrypt functionality. In a standard

scenario the peripheral devices could be provided with a user secret key for decryption

purposes by one of three means: (a) embedded in rmware, (b) provided during device

installation or (c) issued periodically by the DLP-IBE trusted authority. In such a

scenario it is possible for DLP-IBE to provide public-key encryption for constrained

devices.

Key Generation Design

Key generation is the most intensive component of the DLP-IBE scheme due to the

arithmetic involving multiple-precision polynomials. The main operations are gener-

ating the basis and multiple-precision arithmetic, using NTT for faster polynomial

multiplication and entropy coding for compressing the private key. A CDT Sampler

is used in Step 2 to generate polynomials f ,g from a discrete Gaussian distribution
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DN,σf
overRq , as this achieved the best performance in constant time, in comparison

to the other samplers listed in §2.8.

Throughout the entire design, oating-point Barrett reduction is used with a

precomputed inverse of q, i.e. multiply by the inverse of q, truncate towards zero

and then multiply by q, subtracting the result from the input to obtain the remainder,

thereby replacing divisions by multiplications. In the previous design, the modular

reduction function was provided by the NTL library, which uses preconditioning to

select the most suitable reduction method.

The GS-norm computation is the rst main bottleneck in the key generation

algorithm. The b1 norm calculation is simply placing two vectors in tandem and

computing the dot product. However, the b̃N+1 norm computation is more intensive

as it involves polynomial multiplication over a ring, with polynomial coecients being

of approximately 2000-4000 bits in length. Therefore, the NTT is used to transform the

polynomials into the polynomial ring of integers modulo p, meaning multiplication

can be done coecient-wise by reducing it to a negative wrapped convolution, rather

than the more complex classical school-book method as discussed in §2.5.3.

As the PoC was for reference purposes, it does not fully implement the f and g

selection, which means that it generates keys that do not meet the security criteria

and will not perform many retries for key selection if the bound thresholds are not

met. The design proposed here enforces this security threshold.

Obtaining B and BGS is relatively straightforward and fast. Depending upon the

size of the modulus q it is possible to store B using 16-bit or 32-bit types, rather than a

double, to both reduce memory storage and improve speed. It will take a shorter time

to allocate, initialise and copy the data in oat format. Overall this leads to reduced

memory bandwidth and fewer cache misses. To reduce memory usage, this design
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uses 32-bit oats to store both B and BGS and thus for N = 512, 4MB is required for

each matrix.

To implement the Extended Euclidean algorithm, the PoC reference implementa-

tion [Prest, 2016] uses the XGCD function from NTL [Shroup, 1996], which selects

the most suitable strategy considering polynomial properties such as coecient bit-

length and degree. In this design, Brown’s Modular GCD [Brown, 1971] is used for

computing GCDs of multi-precision polynomials, which consists of two subroutines.

This algorithm was chosen for its eciency and removes the need for preconditioning.

It does not require a verication division of the polynomials by the resultant GCD,

which leads to good performance.

First, it maps the polynomials into the bivariate polynomial ring of integers modulo

q, Zq[x, y], and then uses the Chinese Remainder Theorem (CRT) to compute the

coecients. A further subroutine is required to map these polynomials fromZq[x, y] ≈

Zq[x][y] into Zq[x], perform the GCD computation and recover the y terms using

CRT. The GCD computations within the subroutines are computed using Euclid’s

algorithm or a variant called Half-GCD, which recursively runs half-way through the

Euclidean algorithm and uses the intermediate polynomials to reduce the original

ones. Equation 4.5 illustrates the mathematical problem in the familiar format of

ux+ vy = GCD(x,y), where u and v are the Bezout coecients.

− ρf · f +4 · (xN + 1) = Rf (4.5)
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The4 represents one of the Bezout coecients computed during the Extended

Euclidean Algorithm but it becomes obsolete as it is reducedmod(xN + 1) on each

side to obtain Equation 4.6.

− ρf · f = Rf mod (xN + 1) (4.6)

The useful outputs here are the other Bezout coecient ρf and the greatest common

divisorRf . The second use of the algorithm is similar but for g instead of f to obtain ρg

and Rg. The GNU Multiple Precision Arithmetic Library (GMP) is used to provide the

multiple-precision arithmetic within the Extended GCD, multiplication and division

components.

Extract Design

The software components of the extract operation described in Algorithm 13 are

expanding the basis into its matrix form, the use of the hash function and CSPRNG,

the samplers over integers and the lattice, its required GSO and entropy coding. The

process as a whole is computationally simple but requires large memory resources.

First the private keys (f ,g,F,G) are used to form the polynomial basisB and its GSO

BGS (both 2N ∗ 2N square matrices). Then the user’s unique ID is converted into its

public key form (a ring polynomial modulo q) using a random oracle. For this design,

the user identity is considered to be a MAC address, which can be expressed as a 48-bit

char array. In practice, the proposed software design for a random oracle relies upon

a hash function and a CSPRNG; these are given in Appendix A as Algorithms 34 and

35. The design by Saarinen [2015] is used as the SHA-3 design for the hash function.
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The nal and most intensive stage is obtaining the user secret key using Gaussian

sampling over a lattice.

In this design, software acceleration of the extract process is achieved using auto-

vectorisation and more ecient use of types within the dot product and other loops in

the GPV sampler over the lattice. Once the user secret key has been obtained it can be

further compressed for storage or transmission. For this, Human coding [Human,

1952] is used, which is a form of lossless data compression that assigns less bits to a

character that occurs more frequently.

GPV Sampler Design

The GPV sampler requires a 1-dimensional Gaussian sampler as a subroutine. A range

of algorithms have been presented in the literature for such purposes, for example

Bernoulli [Ducas et al., 2013b], CDT [Peikert, 2010b], Ziggurat [Buchmann et al.,

2013b] and Knuth-Yao [Knuth and Yao, 1976a]. This research deploys the CDT method

as it achieves the best performance in constant time.

The CDT method gives an ecient form of generating integers according to a

Gaussian distribution by reducing the problem to a binary search on precomputed

values of the Cumulative Distribution Function (CDF). An ecient CDT sampler has

been developed in Brannigan et al. [2017] and Saarinen [2016]. This CDT method

requires 16 kB to store the CDFwith 64-bit precision and oers constant-time sampling.

A disadvantage of the GPV algorithm is the requirement to sample over varying

standard deviations, requiring the re-initialisation of the Gaussian sampler 2N times

for a ring length of N . The initialisation time of the Gaussian sampler has been

identied as a performance bottleneck, and of the range of samplers available, the CDT

method was optimal in this respect. The sampling scheme has been further modied
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to improve performance by reducing the number of re-initialisations from 2N to 2.

This is achieved by noting that the standard deviation varies insignicantly for the

rst and latter N samples. This is because it is scaled according to the basis vector

modulus, but as this is already capped at 1.17√q during basis generation this step

has negligible eect. The performance of the Gaussian sampling algorithm can also

be improved by pre-computing the inverse of the norm of the columns of BGS for a

given IBE master key, permitting division to be replaced with faster multiplication.

For a small cost to RAM requirements it is benecial to store the inverse of ||b̃i||

(see step 4 and 5 of Algorithm 14). This allows divisions to be replaced by more ecient

multiplication operations. The Gaussian sampler requires repeated division by this

norm and its squared value, the performance of which is much improved by utilising

this method. The Gaussian sampler is also initialised for each sample that must be

produced when generating a user secret key; this is quite intensive and can potentially

be omitted if the standard deviation does not vary between iterations of the algorithm.

In terms of side-channel attacks, the Gaussian sampling algorithm is required only

for the server-side operations of key generation and extract. In those applications

where the server is vulnerable to physical access by an attacker the constant-time

operation of the CDT limits timing analysis.

Gram-Schmidt Orthogonalisation

A GSO basis of the lattice is required by the GPV sampler. This process is described

in §2.5.4. In order to accelerate this algorithm, this design currently uses Prest’s

implementation of the algorithm [Prest, 2016], which is based on improvements

proposed in Lyubashevsky and Prest [2015]. This uses the isometric structure of the

NTRU basis to optimise the algorithm to reach a complexity of O(2N2) as opposed to
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Security

level (bit)

Implementation

Encrypt

(cycles)

Decrypt

(cycles)

80 Software (this work, set 2) 425985 177864
Cortex M4 [Güneysu and Oder, 2017] 13958 9530

192 Software (this work, set 5) 1111729 347041
Cortex M4 [Güneysu and Oder, 2017] 28586 19535
Table 4.2 Comparison with hardware design of DLP-IBE

O(2N3) of the classical algorithm, where the lattice basis matrix is of dimension 2N

x 2N . The intuition behind this is, given an NTRU basis

{b, r(b), r2(b), ..., r2N−1(b)}

and b̃k the GSO of bk, then r(b̃k) is the GSO of bk+1. In fact, this is orthogonal to

b2, ...,bk, but not b1. Therefore the nal step to achieve b̃k+1 is to reduce r(b̃k) with

respect to b1 − Proj(b1, Span(b2, ...,bk)).

Encryption/Decryption Design

The key generation and extract components are server-side functions in IBE, whereas

encryption and decryption are seen as client-side functions and could therefore be im-

plemented in either software or hardware. Therefore the hardware design of Güneysu

and Oder [2017] could be incorporated with this software design of key generation and

extract to create an even faster scheme. The encrypt and decrypt results of these two

designs are compared in Table 4.2, and it can be seen that this would have a signicant

improvement on overall performance.
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The software procedures needed here are the use of two hash functionsH(id) and

H ′(k). The NTT and entropy coding are utilised again. Encrypt requires two NTTs

and two inverse NTTs (steps 3 and 4 in Algorithm 15) in order to eciently perform

a number of ring modular multiplications (for smaller moduli, sparse multiplication

can be used), while decrypt requires only a single NTT and inverse NTT in step1,

Algorithm 16. As the master public key and user secret key are repeatedly used for

this purpose their NTT representation is precomputed to reduce complexity at the

expense of additional storage. Additionally, the encrypt operation requires two hash

functions (H(id) andH ′(k)) while Decrypt requires one (H ′(k)). How this operation is

constructed is not specied in the original work and is implementation dependent. The

methods in this design for mapping an arbitrary length user ID into a ring polynomial

and where a random bit string is used to generate a one-time pad both use the hash

function SHA-3 and a NIST AES CTR-DRBG (Counter mode - Deterministic Random

Bit Generator using AES). Encrypt benets greatly from sparse multiplication when

calculating r ∗ h and r ∗H(id) when q is less than 26 bits, but requires less ecient

NTT multiplication with larger moduli. Decryption is reliable with NTT with less

frequent reduction when q is less than 26 bits, otherwise the more costly version with

frequent reduction steps needs to be used, as in encrypt. Additionally, the proposed

architecture of encrypt and decrypt has been modied to support any length m of the

message instead of specically N bits, at the cost of performance, but it is envisaged

that the increased exibility is more suitable for full scale testing of the practicality of

the scheme.
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Parameters

One of the main problems surrounding lattice-based cryptography is choosing secure

yet ecient parameters. This is due to constantly evolving attacks and the use of

bounds rather than concrete estimates in their analysis. The original authors suggest

parameters in Ducas et al. [2014a] and these are given in Table 4.3. The security levels

of these parameters are estimated in Section 5.2 of Ducas et al. [2014a] by considering

both key recovery and ciphertext attacks. The encryption component of the scheme

is the most vulnerable, so the security level estimations depend on the strongest

attack known to recover the small errors e1 and e2, which is estimated to reach a root

Hermite factor (see §2.6) of γ = 1.0075 for N = 512 and γ = 1.0044 for N = 1024.

This design increases the number of available parameter sets from two to six. This

gives the user a wider range to choose from depending on security requirements and

bandwidth and memory resources. For instance, a larger modulus lowers the security

but may be preferred as it allows for a larger message space. Additionally, due to the

use of the NTT in this design, the value of the modulus q has been changed. To apply

the NTT, an 2N th root of unity has to be found. The condition q = 1 mod 2N also

needs to be satised in order to compute the negative wrapped convolution (see §2.5.3).

Therefore, one of the contributions of this design is the proposal of suitable parameter

sets, given in Table 4.4. Included is a parameter l from the encryption algorithm, which

corresponds to the truncation of the ciphertext vector v. The security level is estimated

from the root Hermite factor γ introduced in Gama andNguyen [2008], whichmeasures

the hardness of the underlying lattice problem (see §2.6). For γ ≈ 1.007, 80-bit security

is estimated and for γ < 1.004, 192-bit security is estimated. The bit size information

for the selected parameter sets is set out in Table 4.5. Compression uses Human
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coding [Human, 1952] throughout. The master public key cannot be compressed as

the nature of the NTRU assumption requires it to appear random.

Table 4.3 IBE Scheme original parameters

Security parameter 80-bit 192-bit

Polynomial degree N 512 1024
Modulus q 223 or 224 227

Table 4.4 Proposed IBE Scheme parameters

Parameter Set Root Hermite Factor Security Level q q in bits N l 2N th
root of unity

0 1.0075 80 5767169 23 512 19 971
1 1.0079 80 10223617 24 512 20 3981
2 1.0085 <80 51750913 26 512 23 115658
3 1.0038 192 5767169 23 1024 18 19484
4 1.0039 192 10223617 24 1024 20 6877
5 1.0043 <192 51750913 26 1024 22 36945

Table 4.5 DLP-IBE key and encrypted message bit sizes. All values are in bits.

Parameter

Set

Message

length

Master

Public

Key

Master Private Key User Secret Key

MessageUncoded Compressed Uncoded Compressed

0 512 11776 27648 23650 9216 7576 14336
1 512 12288 27648 23779 9216 7807 14848
2 512 13312 29696 25908 9728 8528 15360
3 1024 23552 51200 43834 17408 15522 29696
4 1024 24576 51200 44161 17408 15702 29696
5 1024 26624 59392 51458 19456 17614 31744
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4.4 Performance results and discussion

The performance results have been obtained using GNU GCC 5.4.0. An Intel Core i7

6700 with both hyper-threading and TurboBoost disabled has been used, wherein the

four CPUs are placed in performance mode at 4 GHz. GNU GMP 6.1.2 has been used

to provide multiple precision arithmetic.

The performance results obtained are shown in Table 4.6. The proposed DLP-IBE

design precomputes B, BGS , the inverse of ||BGS|| and the NTT representations of

the public master key and the user secret key. The random oracles are substituted by

the SHA-3 hash function and the AES CTR-DRBG random number generator. A CDT

Gaussian Sampler is used to randomly sample over the lattices. It should be noted that

this design performs all necessary tasks and does not require any oine computation.

As the key generation is only run once per scheme setup, the time in seconds for one

run-through is given. The remaining components are called multiple times (extract

once per user, encrypt/decrypt once per message) and so the number of times each

can be run per second is given. Extract I refers to the original extract function, while

Extract II utilises compression techniques.

Table 4.6 DLP-IBE performance in terms of KeyGen processing time in seconds and
Extract, Encrypt and Verify operations per second on an Intel Core i7 6700 @ 4 GHz
with SHA-3, CDT Gaussian Sampling and AES CTR-DRBG

Parameter Set q N KeyGen Extract I Extract II Encrypt Decrypt

0 5767169 512 2.666 544 521 9726 33070
1 10223617 512 2.74 541 526 9753 33359
2 51750913 512 4.034 537 527 9390 22489
3 5767169 1024 16.860 138 135 4179 17493
4 10223617 1024 23.004 137 133 3854 17568
5 51750913 1024 25.126 137 134 3598 11526
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Table 4.7 Prest’s NTL implementation results comparison, operations per sec [Prest,
2016]

Security

Level

Extract Encrypt Decrypt

This work Prest This work Prest This work Prest

80-bit 537 186 9390 1758 22489 2580
192-bit 137 49 3598 856 11526 1260

For reference, comparable gures from Prest’s NTL-based implementation [Prest,

2016] are given in Table 4.7 (scaled up to account for dierences in CPU). Prest’s

results were given in ms on an Intel Core i5-3210M laptop with 2.5GHz CPU and 6GB

RAM so they have been converted to “per second" to represent how they would look

like on a 4GHz platform: For example, 8.6ms = 0.0086s, which means 116.28 per sec at

2.5GHz, which is equivalent to 116.38/2.5 * 4 =186.04 per sec at 4GHz. One can compare

Prest’s 80-bit and 192-bit security results to parameter sets 2 and 5 respectively of this

work, without compression. It can be seen that the proposed software architecture

outperforms the original PoC in all respects, for example for N = 512, q = 224

(or 80-bit security), the proposed extract function can operate at three times the

speed of Prest’s design, and the encrypt/decrypt over x5 and x9 times respectively.

This accounts to a x7 speedup of the full primitive runtime. Note that Prest did not

include key generation results. However, when running both implementations on

the same platform (Intel Core i7 6700 @ 4 GHz), optimal performance of the key

generation algorithm (i.e. the rst f and g polynomials that are randomly selected

are within bounds) is now ≈0.3 seconds slower in the design presented here than

Prest’s PoC implementation [Prest, 2016], specically 2.7 seconds vs 2.4 seconds. This

is because the design proposed here enforces the security threshold for sampling small

polynomials, unlike the previous PoC, as discussed in §4.3.2.
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Table 4.8 Performance comparison of conventional schemes (results from [Cheng et al.,
2011], scaled to 4GHz) and the DLP-IBE scheme (this work).

Scheme

Extract

(cycles)

Encrypt

(MB/s)

Decrypt

(MB/s)

Cocks 4644800 0.000396 3.533
Boneh-Franklin 9378664 2.7 3.15
DLP-IBE (This work) 7448790 13.146 44.978

In comparison to classical IBE schemes, the DLP lattice-based IBE scheme also

has respectable performance. In 2011, performance testing of the Boneh-Franklin

IBE scheme [Cheng et al., 2011] on a Pentium Dual T2330 at 1.60GHz reported that

Extraction could be run at 170.6 ops/s, Encrypt at 1.08 op/s and Decrypt at 1.26 op/s.

Table 4.8 presents the performance results from [Cheng et al., 2011] scaled to a 4GHz

platform. DLP-IBE outperforms the classical IBE schemes in most aspects, for instance

x1.2 the speed for extract, x5 for encrypt and x15 for decrypt of the Boneh-Franklin

components. The Cocks extract component outperforms DLP-IBE by 40%. However,

the slow encrypt/decrypt times of Cocks, together with its large ciphertext overhead

of 1000 times the plaintext, renders it impractical for real applications. Therefore,

this research shows that replacing current schemes with post-quantum schemes will

improve security without impacting eciency and in fact outperforms conventional

IBE schemes.

Yet, some applications may require even ner grained access control. The next

chapter focuses, for the rst time, on creating a scalable hierarchical-IBE scheme.
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4.5 The Falcon-IBE Scheme

The Falcon signature scheme Prest et al. [2017] naturally lends itself to an IBE which

can be viewed as a more compact and faster version of the DLP-IBE. This becomes the

basis of the novel HIBE scheme introduced in Chapter 5 and so it is now described.

4.5.1 Description of the Falcon-IBE Scheme

The master key generation, given in Algorithm 17 is similar to that of the Falcon

signature scheme. The master key pair is a public/private NTRU lattice basis pair,

yet this algorithm utilises the faster “tower of rings" approach to solve the NTRU

equation.

The extract procedure, given in Algorithm 18, can be derived from the Falcon

signing process. In the signature scheme, a short lattice vector is sampled to create the

signature. In Falcon-IBE, this short vector becomes the secret key associated with a

specied user ID.

The encrypt and decrypt components are directly taken from the DLP-IBE scheme,

as described in Algorithms 15 and 16.

4.6 Conclusions

The chapter has proposed the rst optimised software design of a quantum-safe IBE

scheme. This has been achieved through both algorithmic and software optimisations.

Additionally, revised parameter sets have been proposed to allow for faster multiplica-

tion methods to be utilised and a wider range of security targets. Not only has this

design improved upon the existing PoC implementation of Prest [2016] by 7 times,
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Algorithm 17: Falcon key generation (adapted from Prest et al. [2017])
Data: N, q
Result: B ∈ Z2N×2N

q , h ∈ Rq

1 σf = 1.17
√

q
2N

2 f, g,← DN,σf

3 Norm← max
(
||g,−f ||,

∣∣∣∣∣∣( qf̄
f∗f̄+g∗ḡ ,

qḡ
f∗f̄+g∗ḡ

)∣∣∣∣∣∣)
4 if Norm > 1.17

√
q then go to Step 2;

5 Compute ρf , ρg ∈ R and Rf , Rg ∈ Z such that: ρf · f = Rf and ρg · g = Rg

6 if GCD(Rf , Rg) 6= 1 or GCD(Rf , q) 6= 1 then go to Step 2;
7 Compute u, v ∈ Z such that: u ·Rf + v ·Rg = 1
8 F ← qvρg and Q← −quρf
9 k =

⌊
F∗f̄+G∗ḡ
f∗f̄+g∗ḡ

⌉
∈ R

10 F ← F − k ∗ f and G← G− k ∗ g
11 h = g ∗ f−1mod q

12 B =
(

g −f
G −F

)
13 B̂ =

(
FFT (g) −FFT (f)
FFT (G) −FFT (F )

)
14 T=LDL*(G)
15 σ ← 1.55

√
q

16 for each leaf of T, leaf.value = σ/
√
leaf.value

17 sk← (B̂,T), pk = h
18 return sk, pk

but it has been shown to outperform existing pairings-based schemes used today by 7

times also. This indicates that lattice-based IBE has potential for future deployment as

a quantum-safe alternative.

To further emphasise the potential of this scheme for deployment, concurrent

hardware results of the IBE encrypt/decrypt functionality as an output of the SAFE-

crypto project [O’Neill et al., 2016] are shown in Table 4.9. The software results for key

generation and extraction, combined with encrypt and decrypt on hardware, would

accommodate for an optimal IBE deployment.
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Algorithm 18: Falcon Extract (adapted from Prest et al. [2017])
Data: sk, H : {0, 1}∗ → ZN

q , m, β
Result: SIGm

1 if SKm is in local storage then

2 return Output SIGm to messagem
3 else

4 r ← Unif({0, 1}320)
5 c← H(r||m) ;
6 t← (FFT (c), FFT (0)) · B̂−1 z ← Sampling(t, T )
7 s = (t− z)B̂
8 while ||s|| > β
9 (s1, s2)← invFFT (s)

10 s2 = Compress(s2)
11 SIGm ← (r, s2) return Output SIGm associated to message m and keep

in local storage
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CHAPTER 5

Skinny Latte: A Novel Scalable Hierarchical

Identity-Based Encryption Scheme

5.1 Introduction

One of the advantages of LBC is the ability to build advanced cryptographic primitives

such as IBE and ABE. HIBE schemes extend the concept of using a personal identity

as a public key to a multi-levelled scenario, such as one would nd within a func-

tioning company. HIBE has further applications such as forward-secure encryption

and public key broadcast encryption. However, it is still unknown territory within

the post-quantum eld. Additionally, with the growth of IoT, which brings with it

complex interconnected systems of constrained devices, there is a greater requirement

for lightweight, advanced primitives unlike ever before. The long-term security con-

siderations indicate that these should be made quantum-secure today. The aim of this

chapter is to develop a scalable, quantum-safe HIBE scheme.

Thus far in this thesis, lattice-based signature schemes have been considered and

the scheme Falcon has been extended into an IBE scheme. However, the DLP-IBE
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scheme [Ducas et al., 2014a] considered in Chapter 4 was in 2017 combined with the

Bonsai tree HIBE scheme introduced in Cash et al. [2010] to create Latte by Campbell

and Groves [2017]. This research was carried out by the NCSC, with a view to utilising

the scheme in UK public-safety communications. They are currently working with

ETSI in a move towards standardising the scheme. However, LATTE is not practical

beyond 2/3 levels. This is due to user public key sizes reaching 6kB (kilobytes) and

ciphertext sizes reaching 15kB for three levels at 128-bit security.

The main contribution of this chapter is a more practical variant of LATTE. To

mitigate the problems of Latte, techniques from the xed dimension HIBE over

standard lattices by Agrawal et al. [2010c] are applied to create Skinny Latte which

instead xes the dimension during delegation, curtailing the growth of public key and

ciphertext size. The fast, compact FFT sampler and the NTRU polynomial generation

components from Prest et al. [2017] are utilised to increase the eciency of the scheme.

A theoretical analysis of key and ciphertext sizes and security is given. This chapter

proposes Skinny Latte as a more practical quantum-safe solution.

Whilst assessing the novel Skinny Latte variant, it was discovered that there were

no existing benchmarking results of a quantum-safe HIBE scheme. Therefore software

design and benchmarking of the HIBE scheme Latte by Campbell and Groves [2017]

has been carried out as part of this research. As it shares many components with the

DLP-IBE scheme, many of the optimisations from Chapter 4 apply.

The contributions of this chapter are:

• Skinny Latte : the rst NTRU-based HIBE scheme with xed dimension

• Security analysis of Skinny Latte

• First performance benchmarking of a quantum-safe HIBE scheme, Latte
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Section 5.2 gives a background to the lattice-based concepts used in (H)IBE schemes.

Section 5.3 describes the existing Latte HIBE scheme and characterises its strengths

and limitations, alongside performance results. Section 5.4 introduces Skinny Latte

and gives a theoretical comparison and security analysis. The chapter nishes with

conclusions in Section 5.5.

5.2 Hierarchical Identity-based Encryption

Hierarchical identity-based encryption (HIBE) schemes were introduced by Horwitz

and Lynn [2002] and can be considered a generalisation of an IBE scheme to multiple

levels. An HIBE scheme consists of ve components: master key generation, key

delegation, user key extraction, encryption and decryption. Figure 5.1 shows the

relationship between the components of a 2-level HIBE scheme. The steps are as

follows:

1. The master key generator establishes the master public and private key s

2. Through a delegation function, the master key generator creates a public/private

key pair for the sub key manager. This gives it the ability to delegate further

key pairs, and extract user private keys along the hierarchy

3. The sub key manager delegates a further public/private key to the next level of

the hierarchy

4. The extractor uses their public/private key pair to extract and share user pub-

lic/private keys, as in the single-level IBE scheme

5. Encrypt/decrypt works as in IBE
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Fig. 5.1 A 2-level HIBE scheme
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Advantages and additional capabilities of HIBE over IBE include:

• HIBE limits damage performed and access gained by compromise of a KMS,

as an attacker would only gain control over those users controlled by the

sub-KMS, rather than all the users in the system

• HIBE creates ner-grained control over key management within an or-

ganisation as responsibility of distributing keys can be allocated to groups

further down the hierarchy. Similarly, for public-safety communications,

the headquarters could retain control of the central KMS, whilst allowing

local provisioning of users by sub-KMSs situated in regional emergency

stations

• HIBE reduces the workload of the master key generator

• HIBE can be extended into more advanced primitives such as generating

short-lived keys for portable computing devices [Horwitz and Lynn, 2002]

and turning the NNL broadcast encryption system [Naor et al., 2001] into

a public-key broadcast system.

This chapter begins with an introduction to non-quantum-safe HIBE schemes,

which are based on elliptic curves and pairings. Gentry and Silverberg proposed the

rst secure HIBE scheme in the random oracle model [Gentry and Silverberg, 2002],

which was an extension of the Boneh-Franklin IBE scheme [Boneh and Franklin, 2003],

aWeil-pairing based scheme, the security of which relies on the bilinear Die-Hellman

problem. This was shown to be secure against adaptive identity and chosen ciphertext

attacks, by use of the Fujisaki-Okamoto transformation [Fujisaki and Okamoto, 1999],

although the security degrades exponentially with the number of levels.
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Boneh-Boyen built on this to create a schemewhichwas secure without random oracles

[Boneh and Boyen, 2004]. However, as both the ciphertext and private keys grew

linearly with the number of levels of the hierarchy, in Boneh et al. [2005] a scheme was

proposed which xed the ciphertext size to three group elements, and curtailed private

key growth to within level l group elements. 1 In 2019, an isogeny-based version

of the Decisional Bilinear Die-Hellman-based scheme was proposed [Koshiba and

Takashima, 2019]. Despite isogenies possessing quantum-safe properties, this variant

only serves to strengthen the existing classical security, by proving it secure under the

assumption of either the classical version or the isogeny-based version of the problem

and therefore is not necessarily quantum-safe. To the best of the author’s knowledge,

the only quantum-safe HIBE schemes so far proposed are based on lattices. These are

elaborated on in the next section as they are essential to understanding the new HIBE

scheme proposed in this chapter.

5.2.1 Existing lattice-based (H)IBE schemes

DLP IBE scheme

In 2014, Ducas, Lyubashevsky and Prest proposed the rst ecient lattice-based

identity-based encryption scheme [Ducas et al., 2014a], as detailed in Chapter 4. They

based their construction on the IBE scheme by Gentry, Peikert and Vaikuntanathan

[Gentry et al., 2007], using a variant of NTRU lattices. The underlying security

problems are the NTRU problem for key generation and R-LWE for the encryption.

The ciphertexts therefore have more practical sizes than previous constructions, for

example 30Kbits for 192-bit classical security. The use of structured lattices also
1In (H)IBE schemes, user identities at level l are here denoted IDl.
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allowed for implementation optimisations such as the Number Theoretic Transform

(NTT), as demonstrated by McCarthy et al. [2017], whose software performance of the

DLP-IBE outperformed that of the elliptic-curve based Boneh-Franklin IBE scheme.

The DLP-IBE scheme is covered in detail in Chapter 4.

Bonsai Trees HIBE

Cash et al. [2010, 2012] proposed the use of Bonsai trees to create a hierarchical

structure for IBE. They model the hierarchical network of users as a tree, whereby

arborists, or sub-key-managers, have control over the sub-trees, and have the authority

to delegate user private keys. Delegation requires the knowledge of a trapdoor basis of

the lattice at that level. During the process whereby keys are delegated down the tree,

the lattice is extended, and therefore its dimension and hence the key and ciphertext

sizes increase. The public key isO(d3kn2) and ciphertextO(d3kn) at depth d, security

parameter n and hash output length k. The root authority has control of the whole

tree by knowing the short trapdoor basis for the master root lattice. The security of

this HIBE scheme is based on LWE over standard lattices.

Fixed dimension HIBE

In 2010, Agrawal, Boneh and Boyen [Agrawal et al., 2010c] presented a technique

for keeping the lattice dimension constant upon delegation. This means that private

keys and ciphertexts also remain a constant length as the hierarchical depth increases,

improving eciency and scalability. Their technique is described as follows. Suppose

there exists a uniform public matrixA = {a1, ..., an} at level l−1with a short basis TA

and the KMS wishes to delegate public/private keys to a user at level l. It can compute

a low-normmatrixR, depending on the user identity, and set the new user public basis
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to beAR−1. They dene a linearly independent set Sl = {R−1a1, ...,R
−1an} in this

matrix, and use algorithms TrapGen from [Alwen and Peikert, 2009] and RandBasis

from [Cash et al., 2010] to generate a short, randomised basis for Λ(AR−1). The

public key and ciphertext sizes remain constant at each level, and are O(k2nd2max)

and O(k3n2d3max) respectively, where k is the number of bits in identity with security

parameter n, maximum depth dmax and lattice dimension O(kdmaxn) determined at

setup.

5.3 Latte

Latte was proposed in 2017 [Campbell and Groves, 2017] and can be considered as

a combination of the DLP-IBE scheme [Ducas et al., 2014a] and Bonsai Trees HIBE

scheme [Cash et al., 2010] to create a hierarchical lattice-based IBE scheme. Table 5.1

summarises the Latte algorithms.

The key generation, given in Algorithm 19, generates an NTRU-type basis (as in

§2.4.2). This is performed by sampling the short basis polynomials f ,g from a Gaussian

distribution. Operations are over the polynomial ringR = Zq[x]
/
〈xN + 1〉, a variant

of the NTRU ring. The Gram-Schmidt norm of the associated basis is computed

to ensure it is small enough to allow for short private keys to be delegated to the

next level. If not, the polynomials are resampled. The rest of the basis, polynomials

F,G, are computed as in the DLP scheme [Ducas et al., 2014a], and the public key

polynomial h = g · f−1 is computed. An additional public polynomial b is sampled

from a uniformly random distribution.

The delegation process, given in Algorithm 20, creates a public/secret key pair

for the next level in the tree, allowing it to become a sub-KMS. Suppose the KMS
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Table 5.1 Latte Algorithm summary

Algorithm Inputs Outputs

Master KeyGen N, q ∈ Z, σ0 ∈ R S0,B0 ∈ Z2N×2N
q ,b ∈

Rq

Delegation

σl ∈ R,Sl−1 ∈ Z2N×2N
q , idl Sl ∈ Z(l+2)N×(l+2)N

q

H : {0, 1}∗ → ZN
q

Extract

σl ∈ R,Sl−1 ∈ Z2N×2N
q , idl t0, ..., tl+1 ∈ R

H : {0, 1}∗ → ZN
q

Encryption

σe ∈ R, b ∈ Rq Z,C0, ..., Cl, Cl+1 ∈ Rq

KDF, idl, µ ∈ {0, 1}256

H : {0, 1}∗ → ZN
q ,

H ′ : {0, 1}N → {0, 1}m

Decryption Z,C0, ..., Cl, Cl+1 ∈ Rq µ′ ∈ {0, 1}256

Algorithm 19: The Latte key generation algorithm [ETS, 2019]
Data: N, q, σ0

Result: S0,B ∈ Z2N×2N
q , h ∈ Rq,

1 f ,g,← DN,σ0

2 Norm← max
(
||g,−f ||,

∣∣∣∣∣∣( qf̄
f∗f̄+g∗ḡ ,

qḡ
f∗f̄+g∗ḡ

)∣∣∣∣∣∣)
3 if Norm > σ0 ·

√
2N then go to Step 1;

4 Compute ρf , ρg ∈ R and rf , rg ∈ Z such that: ρf · f = rf and ρg · g = rg
5 if GCD(rf , rg) > 1 or rf = 0 mod q then go to Step 1;
6 Compute vf , vg ∈ Z such that: vf · rf + vg · rg = 1
7 F ← qvgρg and G← −qvfρf
8 k =

⌊
F∗f̄+G∗ḡ
f∗f̄+g∗ḡ

⌉
∈ R

9 F ← F − k ∗ f and G← G− k ∗ g
10 b← U
11 return h = g ∗ f−1mod q

12 and S0 =
(

A(g) −A(f)
A(G) −A(F )

)
13 and b

wishes to delegate a key from level l − 1 to level l. Then it can extend the public

basis of the user at level l by appending Al = H(ID1|...|IDl), where H is a hash

function (considered as per §2.5.1), to the rst column. The dimension of the new



5.3 Latte 159

matrix becomes (l + 2)N × (l + 2)N . The corresponding secret basis is generated by

sampling short vectors (using the GPV Sampler by Gentry et al. [2007], introduced in

§2.5.5) from the level (l − 1) lattice using its secret basis. These are reduced similarly

to in the key generation component to ensure the basis is of the required quality for

further delegation.

In the Latte key extraction algorithm, the user private key is a short solution

(t0, t1, ..., tl+1) to

A · t0 + A1 · t1 + ....+ Al · tl + tl+1 = b

(Algorithm 21). Again, this is found using the GPV Sampler over the short basis from

the previous level. An extended version of Ring-LWE encrypt/decrypt is used for

ciphering messages as given in Algorithms 22 and 23. The message is encrypted

using a seed, and then this seed is encrypted and sent. The ciphertext consists of the

encrypted message Z , ephemeral public keys C0, ..., Cl and the encrypted seed Cl+1.

This is a variant of the Fujisaki-Okamoto transform [Fujisaki and Okamoto, 1999]

to protect against invalid ciphertexts. The decryption process uses the user private

key to decrypt the seed and compute the message. The parameter sets are given in

Table 5.2 and further details can be found in Campbell and Groves [2017]. The toy

parameter is not recommended for real world use and so its security is not analysed.
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Algorithm 20: The Latte key delegation algorithm (delegating from level
l − 1 to level l) [ETS, 2019]
Data: N, q, σl,Sl−1H : {0, 1}∗ → ZN

q , idl

Result: Sl ∈ Z(l+2)N×(l+2)N
q

1 Ai = H(ID1|...|IDi) for i = 1, ...l
2 for i ∈ {0, ..., l} do
3 si,l+1 ← DN,σl

4 (si,0, si,1, ..., si,l)← GPV Sampler(Sl−1, (−Ai · si,l+1, 0, ..., 0), σl)

5 if ||(si,0, si,1, ..., si,l, si,l+1)|| >
√

(l + 2)N · σl then

6 resample

7 for j ∈ {0, ..., l + 1} do

8 Mj = (−1)j+l+1det

 s0,0 ... s0,j−1 s0,j+1 ... s0,l+1
s1,0 ... s1,j−1 s1,j+1 ... s1,l+1

... ... ... ...
sl,0 ... sl,j−1 sl,j+1 ... sl,l+1


9 Compute rj ∈ Z,uj ∈ R s.t. Mj · uj = rj

10 if possible then

11 Compute (via a series of Extended Euclidean Algorithms) v0, ..., vl+1 ∈ Z
s.t v0r0 + ...+ vl+1rl+1 = 1

12 else

13 go to Step 2
14 for j ∈ {0, ..., l + 1} do
15 Dene sl+1,j = qvj · uj ∈ R
16 if GCD(vk, rk) > 1(for k = 1, ..., l + 1) or rj = 0 mod q then
17 go to Step 2

18 Set C =

( c0,0 c0,1 ... c0,l
c1,0 c1,1 ... c1,l
... . . . ...

cl,0 cl,1 ... cl,l

)
, where ci,j = sj,0 · ¯si,o + ...+ sj,l+1 · ¯si,l+1,

di = sl+1,0 · ¯si,0 + ...+ sl+1,l+1 · ¯si,l+1 and Ci(d) is the matrix C with its ith

column replaced by di:

 c0,0 c0,1 ... c0,i−1 d0 c0,i+1 ... c0,l
c1,0 c1,1 ... c1,i−1 d1 c1,i+1 ... c1,l
... . . . ...

cl,0 cl,1 ... cl,i−1 dl cl,i+1 ... cl,l

 .

19 Then, k = (ki)0≤i≤n is the solution to Ck = d. By Cramer’s rule,
ki =

det(Ci(d))
det(C)

.
20 for i ∈ {0, ..., l} do
21 (sl+1,0, ..., sl+1,l+1) = (sl+1,0, ..., sl+1,l+1)− bkie · (si,0, ..., si,l+1)

22 return Sl =

 s0,0 s0,1 ... s0,l+1
s1,0 s1,1 ... s1,l+1

... . . . ...
sl+1,0 sl+1,1 ... sl+1,l+1
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Algorithm 21: The Latte user key extraction algorithm (extracting at level
l) [ETS, 2019]
Data: N, q, σl,Sl, H : {0, 1}∗ → ZN

q , idl
Result: t0, ..., tl+1 ∈ R

1 Ai = H(ID1|...|IDi) for i = 1, ...l
2 tl ← DN,σl

3 (t0, t1, ..., tl−1, tl+1)← GPV Sampler(Sl, σl)
4 return t0, ..., tl+1 ∈ R

Algorithm 22: The Latte encryption algorithm [ETS, 2019]
Data: N, q, σe,b, KDF, idl, µ ∈ {0, 1}256
Result: (Z,C0, ..., Cl, Cl+1)

1 seed← {0, 1}256
2 Z = µ⊕KDF (seed)
3 e, e0, ..., el+1 ← DN,σe

4 for i=0,...,l do

5 Ci = Ai · e+ ei where A0 = h and Ai = H(ID1|...|IDi) for i = 1, ...l

6 m← Encode(seed)
7 Cl+1 = b · e+ el+1 +m
8 Drop the least signicant bits of Cl+1 : Cl+1 ← qbCl+1/qe mod q
9 return (Z,C0, ..., Cl, Cl+1)

Algorithm 23: The Latte decryption algorithm [ETS, 2019]
Data: N, q, (Z,C0, ..., Cl, Cl+1)
Result: µ′

1 Decompress Cl+1 : Cl+1 ← bqCl+1/qe mod q
2 Compute V = Cl+1 − Co · t0 − . . .− Cl · tl, lift to a polynomial inR
3 seed′ ← Decode(V )
4 e, e′0, ..., e

′
l+1 ← DN,σe

5 for i=0,...,l do

6 C ′
i = Ai · e′ + e′i where A0 = h and Ai = H(ID1|...|IDi) for i = 1, ...l

7 m′ ← Encode(seed′)
8 C ′

l+1 = b · e′ + e′l+1 +m′

9 Drop the least signicant bits of C ′
l+1 : C

′
l+1 ← qbCl+1/qe mod q

10 Check (C ′
0, ..., C

′
l , C

′
l+1) agree with (C0, ..., Cl, Cl+1)

11 return µ′ = Z ⊕KDF (seed′)
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Table 5.2 Latte Parameters

Set Security N q σ0

LATTE-0 - 256 232 − 220 + 1 3388.3
LATTE-1 128 1024 224 − 214 + 1 105.9
LATTE-2 256 2048 225 − 212 + 1 105.9
LATTE-3 80 1024 236˘220 + 1 6 777.4
LATTE-4 160 2048 238˘226 + 1 9 583.5

Table 5.3 Latte Public Key and Ciphertext Sizes (bytes)

Parameter

Set

Classical Security

Level (bits)

Master Public Key Ciphertext

l = 1 l = 2 l = 3

LATTE-1 128 6144 9248 12320 15392
LATTE-2 256 12800 19232 25632 32032
LATTE-3 80 9216 13856 18464 23072
LATTE-4 160 19456 29216 38944 48672

5.3.1 Theoretical Analysis

Key and Ciphertext Sizes

The key and ciphertext sizes for Latte are given in Table 5.3, for up to a 3-level deep

hierarchy. Key sizes are large in comparison to elliptic curve based schemes.

Security

The security of each component of Latte depends on an associated lattice problem. For

key generation, this is the NTRU problem; nding short vectors f ,g from h = g · f−1,

which is assumed to be computationally infeasible. However, we can use known

methods in cryptanalysis to reduce the basis and make the problem easier to break.

For key delegation, it amounts to solving the SVP in Λl−1 and for user key extraction,

solving CVP in Λl. Message recovery depends on solving an extended version of
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Table 5.4 Latte Estimated cost of delegated key recovery

N l β
Classical

Security

Quantum

Security

1024

1 1024 316 288
2 391 131 120

2048

1 2239 670 610
2 908 282 257
3 513 166 152

4096

2 2015 605 550
3 1179 361 329
4 793 248 227

Table 5.5 Latte Estimated cost of user key recovery

N l β
Classical

Security

Quantum

Security

1024

1 787 246 225
2 329 113 104

2048

1 1777 535 487
2 785 246 224
3 458 150 138

4096

2 1771 534 486
3 1069 329 300
4 731 230 210

R-LWE, which reduces to an instance of the primal-CVP or dual-SVP. In the primal-

CVP attack, the ephemeral private keys are recovered via a close vector problem. In

the dual-SVP attack an attempt is made to distinguish the ciphertext elements from

uniformly random polynomials inRq.
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5.3.2 Performance

The performance results have been obtained using GNU GCC 4.8.4. An Intel Xeon

E5-1620 CPU with both hyper-threading and TurboBoost disabled has been used,

wherein the eight CPUs are placed in on-demand mode at 3.70 GHz. GNU GMP 6.1.2

has been used to provide multiple precision arithmetic. Results are given in Table 5.6.

As expected, the key generation process is the most time consuming component

of the scheme, and this increases as security and therefore lattice dimension increase,

for example 177s for Set 1, and 1040s for Set 2. The trend down the hierarchical levels

is that the delegate, extract, encrypt and decrypt all become more time consuming as

hierarchical level increases. For extract in LATTE-1, this corresponds to a 97% decrease

in op/s from level 0 to level 3. There is an average performance slowdown in the

delegate/extract function of Y% from LATTE-1 to LATTE-2. Performance at LATTE-0,

hierarchical level Z is comparable to LATTE-2 at level Y. Constrained devices used in

IoT may not be able to accommodate for the extended hierarchical levels.

The substantial decrease in performance from LATTE-1 to LATTE-2 is due to

the parameters exceeding the modular_prime look-up table size which is built into

libsafecrypto. This means that during the polynomial GCD computation in both key

generation and delegation, the modular primes have to be computed rather than simply

retrieved from memory. For this reason, results were not obtained for LATTE-2, level

3.

Pairings-based HIBE scheme timing results from [Luzhnica, 2011] are given in

5.7. Parameter s indicates the security, which is comparable to the bit-length of RSA

modulus by providing the same security. Although not directly comparable, these

results give a good indication of the feasibility of LATTE at levels 0 or 1. However, at
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Table 5.7 Timings in ms for the Gentry-Silverberg HIBE scheme (2-level) on Intel Core
i5 4GB Mac OS X 10.6.7 using Java v1.6 [Luzhnica, 2011]

s length of m Enc Dec

1024 160 91.5 156
2048 224 463.5 754
3072 256 1352.5 2278

levels 2 and 3, the performance may not be suitable for constrained devices with low

processing power.

5.4 Skinny Latte

In this section, a novel variant of Latte with xed user public key and ciphertext size

is proposed. This uses the techniques of Agrawal et al. [2010c] (henceforth referred

to as the ABB-scheme) with the NTRU lattice structure, as well as other algorithmic

optimisations, namely more compact sampling and NTRU polynomial generation

methods.

5.4.1 Skinny Latte description

The Skinny Latte key generation follows the same concept as Latte, but with a

more ecient NTRU-Solve algorithm as introduced in Prest et al. [2017], and is given

in Algorithm 24. On input of the system parameters N, q and σ0, an NTRU-type

lattice is generated and its public and secret polynomials are output. It also samples a

polynomial b from a uniformly random distribution overRq.

The Skinny Latte delegation algorithm applies the xed-dimension technique to

the structured lattices of Latte. Recall from §5.2 that the xed-dimension scheme in

Agrawal et al. [2010c] takes the basis matrix at level l−1 and multiplies it by the output
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of the hash function of the identity belonging to the user at level l. This generates the

public user lattice basis of level l, and the private key is a short basis for this lattice.

However, in order to maintain the NTRU-type structure of the keys in Skinny Latte,

the user key is required to be generated as in Latte, by sampling short vectors in

the lattice which satisfy the NTRU equations. Whereas the method in Agrawal et al.

[2010c] considers a uniform matrix as the master public key, this is replaced with(
A(h) IN
qIN 0N

)
, where h is a uniform ring polynomial, to maintain the cyclic structure of

the lattices. The output of the hash function Rl = H(ID1)H(ID2)...H(IDl) will

also be a cyclic-structured matrix with low norm, as opposed to a uniform matrix as

in the ABB-scheme. This means the new public key of the user at level l is of the form:

Bl =
(

A(h) IN
qIN 0N

)
· R−1

l with associated short basis S′
l :=

(
A(g) −A(f)
A(G) −A(F )

)(
R0,0 R0,1

R1,0 R1,1

)
.

However, the user at level l cannot learn S′
l or else the security of the levels above

and other level-l users would be compromised. Therefore a slightly lower-quality

secret basis Sl =
(

A(s0,0) A(s0,1)
A(s1,0) A(s1,1)

)
must be generated, i.e. one with a larger GS-norm.

To do this, a short vector (s0,0, s0,1) in the lattice Λl at level l is generated using the

lattice sampler and the known short basis S′
l. From there, steps 4-9 of the master key

generation are reproduced for (s0,0, s0,1) to create the secret NTRU-type basis Sl. The

intuition behind this follows that of §2.4.2. The rst level delegation is shown in Figure

5.2 and the components in Table 5.8.

The user key extraction, Algorithm 29, requires nding a short solution to

A(h) IN

qIN ON

 ·R−1
l ·

[
t0

t1

]
= b.
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Table 5.8 Summary of Skinny Latte components

Name of component Notation

Public master key (l = 0) B0 =

[
A(h) IN
qIN ON

]
Private master key (l = 0) S0=

[
g −f
G −F

]
such that h = g · f−1

Public basis (l = 1) B1 =

[
A(h) IN
qIN ON

]
·R−1

1 , R1 = H(ID1)

Private basis before randomisation (l = 1) S′
1=
[
g −f
G −F

]
·R−1

1

Private delegated user basis (l = 1) S1=
[
s0,0 s0,1
s1,0 s1,1

]
Public basis (l = 2) B2 =

[
A(h) IN
qIN ON

]
·R−1

2 , R2 = H(ID1)H(ID2)

Private basis before randomisation (l = 2) S′
2=
[
g −f
G −F

]
·R−1

2

Private delegated user basis (l = 2) S2=
[
s
(2)
0,0 s

(2)
0,1

s
(2)
1,0 s

(2)
1,1

]

To solve this, the FFT Sampler is called to nd a short lattice vector in Λl using the

preliminary short basis computed by the parent, S′
l and centre vector c = (b, 0, ..., 0)

and target standard deviation σl to obtain a lattice vector (t′0, t′1). The KMS sets

(t0, t1) = (t′0, t
′
1) and returns this as the user private key.

The user key encryption and decryption are similar to Latte (traditional R-LWE

based) although the lattice dimension is xed for all levels. These are given in Algo-

rithms 30 and 31 respectively. Encrypt computes the ciphertext (c0, c1, c2) as

[
c0

c1

]
=

A(h) IN

qIN ON

 ·R−1
l ·

[
e

e∗

]
+

[
e0

e1

]

c2 = b · e+ e2 +m
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Multiplication by 
inverse of R-matrix

Randomising via sampling

Fig. 5.2 Basis changes during Skinny Latte delegation

Decryption makes use of the user private key, (t0, t1). Upon receiving the ciphertext

(Z, c0, c1, c2), the receiver can use their private key to compute:

V = c2 − c0 · t0 − c1 · t1

= (q − 1)/2 ·m+ e2 + (b− h · t0 − A1 · t1)− e0 − e2

= (q − 1)/2 ·m+ e2 − e0 · t0 − e1 · t1

This can then be lifted to a polynomial inR and be decoded, as in Latte.

Skinny Latte parameters are derived by the practical security notions given in Section

5.4.3.
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5.4.2 Latte to Skinny Latte

The main constraint of Latte is its inability to scale to multiple hierarchical levels.

Skinny Latte aims to address this challenge through the following features.

NTRU polynomial generation

The signature scheme Falcon [Prest et al., 2017] uses a novel algorithm NTRU-

Solve in its key generation process to compute the NTRU polynomials F,G from

sampled f ,g, as described in §2.4.2. This exploits the tower of rings structure in

order to deal with larger coecients more eciently. Skinny Latte utilises this

algorithm both in the key generation and key delegation components. The original

algorithm is given as Algorithm 25. The input consists of two sampled ring polynomials

f ,g and outputs F,G such that the NTRU equation is satised. The eld norm is

applied repeatedly to map the polynomials into a subring, where computations can

be performed more eciently. This is due to the equivalence of computations over

polynomials f(x),g(x) ∈ R = Zq[x]
/
〈xN/2+1〉 and over polynomials f(x2),g(x2) ∈

R = Zq[x]
/
〈xN + 1〉. The Reduce algorithm is called to reduce the polynomials

before they are returned and this is stated as Algorithm 26.

Fixed dimension technique of Agrawal et al. [2010c]

As described in Section 5.2, Agrawal et al. proposed a method to keep the lattice

dimension xed during key delegation. Rather than using the user ID to extend the

master lattice, they used it to create a lattice of the same dimension, with a slightly

lower quality user private basis, i.e. one with a larger Gram-Schmidt norm. The

lattices in Latte incorporate a NTRU-like structure, so this needs to be maintained
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throughout the delegation. Hence a structured matrix Rl is generated based on the

hash of the user ID at level l, and the inverse of this is multiplied by the level 0 public

key in order to produce that of the level l lattice. The hash function Hash is of the

form:

Hash(ID) =
(

H(ID|00) H(ID|01)
H(ID|10) H(ID|11)

)
where H is as dened in §2.5.1. The corresponding f ′,g′, F ′ and G′ are sampled

and computed using an analogous process to the NTRU generation process. This

adjustment implies smaller user public keys and therefore smaller ciphertext sizes

than Latte.

Fast Fourier Sampling

The GPV Sampler (§2.5.5) is replaced in both key delegation and user key extraction

with the FFT-domain sampler used in Falcon [Prest et al., 2017]. Again, this exploits

the tower of rings structure and uses a recursive call to sample polynomials in the

two-dimensional ring and then reconstructs it to create the lattice sample in the

required ring. Operation in FFT representation further increases eciency. The

original algorithm is given as Algorithm 32. The tree T is generated from the private

basis S′
l using the same process as given for Falcon, given in Algorithm 27.

Key and Ciphertext Sizes

For Skinny Latte, the master public key sizes are the same as Latte but the user

public key and ciphertext stays constant across all levels (Table 5.9), allowing for

scalability to a deeper hierarchy.
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Algorithm 24: The Skinny Latte key generation algorithm
Data: N, q, σ0

Result: S0 ∈ R2×2
q , {h,b} ∈ R2

q ,
1 f ,g← DN,σ0

2 Norm← max
(
||g,−f ||,

∣∣∣∣∣∣( qf̄
f ·f̄+g·ḡ ,

qḡ
f ·f̄+g·ḡ

)∣∣∣∣∣∣)
3 if Norm > σ0 ·

√
2N then go to Step 1;

4 F,G← NTRUSolve(f ,g)

5 S0 =
(

A(g) −A(f)
A(G) −A(F )

)
6 b← U(Rq)

7 return (h = g · f−1mod q, )
8 and S0

Algorithm 25: NTRUSolve ([Prest et al., 2017])
Data: f ,g
Result: F,G such that fG− gF = q mod xN + 1

1 if N = 1 then
2 Compute u, v ∈ Z such that uf − vg = GCD(f ,g) if GCD(f ,g) 6= 1

then

3 abort;
4 (F,G)← (vq, uq)
5 return (F,G)

6 else

7 f ′ ← N(f)
8 g′ ← N(g)
9 (F ′, G′)← NTRUSolveN/2,q(f

′,g′)
10 F ← F ′(x2)f ′(x2)/f(x)
11 G← G′(x2)g′(x2)/g(x)
12 Reduce(f ,g, F,G)
13 return (F,G)

5.4.3 Security Analysis and Parameter Derivation

With regards to provable security, Skinny Latte can be shown to be secure in the

ROM (as introduced in §2.2.2) and this is achieved in this section. Additionally, the
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Algorithm 26: Reduce (from FALCON)
Data: f ,g, F,G
Result: F,G reduced w.r.t.f ,g

1 while k 6= 0 do

2 k =
⌊
F ·f̄+G·ḡ
f ·f̄+g·ḡ

⌉
∈ R

3 F ← F − k · f and G← G− k · g
4 return (F,G)

Algorithm 27: The Tree computation algorithm Tree()

Data: S′
l, σl

Result: Ŝ′
l ∈ R2×2

q , tree Tl,
1 Ŝ′

l = FFT (S′
l)

2 Gl ← Ŝ′
l × S′

l

3 T = ffLDL∗(Gl)

4 for each leaf of Tl, leaf.value = σl/
√
leaf.value

5 return (Ŝ′
l, Tl)

Algorithm 28: The Skinny Latte key delegation algorithm
Data: N, q, σl,S0, H : {0, 1}∗ → ZN

q , IDl

Result: Bl,Sl ∈ R2×2
q

1 Compute Rl = Hash(ID1)Hash(ID2)...Hash(IDl) and set Bl = B0 ·R−1
l

2 S′
l = S0 ·R−1

l

3 (Ŝ′
l, Tl)← Tree(S′

l, σl)
4 (s0,0, s0,1)← FFTSampler((0, 0), Tl)
5 Norm of Sl = ||Ss0,0,s0,1||GS

6 if Norm of Sl > GSBl then go to Step 4;
7 (s1,0, s1,1)← NTRUSolve(s0,0, s0,1)

8 Sl =
( s0,0 s0,1
s1,0 s1,1

)
9 return Bl and Sl

basis quality degradation through delegation is investigated in order to give practical

security estimates and hence derive the parameters in Table 5.15.
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Algorithm 29: The Skinny Latte user key extraction algorithm
Data: N, q, σl,S0, H : {0, 1}∗ → ZN

q , IDl

Result: SLl = {t0, t1} ∈ R
1 Compute Rl = Hash(ID1)Hash(ID2)...Hash(IDl) and S′

l = S0 ·R−1
l

2 t = b

3 (Ŝ′
l, Tl)← Tree(S′

l, σl)
4 (t0, t1)← (t, 0)− FFTSampler((t, 0), Tl)
5 return SKl = {t0, t1} ∈ R2

q

Algorithm 30: The Skinny Latte encryption algorithm
Data: N, q, αl, B,KDF, IDl, µ ∈ {0, 1}256
Result: (Z, c0, c1, c2),where Z ∈ {0, 1}256, ci ∈ Rq

1 Compute Rl = Hash(ID1)Hash(ID2)...Hash(IDl)
2 seed← {0, 1}256
3 Z = µ⊕KDF (seed)
4 e, e∗, e0, e1, e2 ← DN,αl

5

[
c0
c1

]
=

[
A(h) IN
qIN ON

]
·R−1

l ·
[
e
e∗

]
+

[
e0
e1

]
6 m← Encode(seed)
7 c2 = b · e+ e2 +m
8 Drop the least signicant bits of c2 : c2 ← qbc2/qe mod q
9 return (Z, c0, c1, c2)

Practical Security

The rst step to assessing the practical security of Skinny Latte is to clarify the

degradation in basis quality which occurs in delegation. The quality of a basis can be

measured by its GS-norm. The Skinny Latte basis delegation process follows that of

the ABB-scheme but with NTRU-type lattice bases, given as Algorithm 28. Concisely,

it follows these steps:
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Algorithm 31: The Skinny Latte decryption algorithm
Data: N, q, (Z, c0, c1, c2), IDl,SKl = {t0, t1}
Result: µ′

1 Decompress c2 : c2 ← bqc2/qe mod q
2 Compute V = c2 − c0 · t0 − c1 · t1, lift to a polynomial inR
3 seed′ ← Decode(V )
4 e′, e∗′e′0, e

′
1 ← DN,αl

5

[
c′0
c′1

]
=

[
A(h) IN
qIN ON

]
·R−1

l ·
[
e′

e∗′

]
+

[
e′0
e′1

]
6 m← Encode(seed)
7 c′2 = b · e′ + e′2 +m
8 Drop the least signicant bits of c′1 : c′1 ← qbc1/qe mod q
9 Check (c′0, c

′
1, c

′
2) agree with (c0, c1, c2)

10 return µ′ = Z ⊕KDF (seed′)

Algorithm 32: The FFT Sampler is the recursive form of the GPV Sampler,
and operates in the FFT domain for maximum eciency (from FALCON)
Data: t = (t0, t1) in FFT format , tree T
Result: z = (z0, z1) in FFT format

1 if n = 1 then
2 σ′ ← T.value
3 z0 ← DZ,t0,σ′

4 z1 ← DZ,t1,σ′

5 return z = (z0, z1)

6 else

7 (l, T0, T1)← (T.value,T.leftchild,T.rightchild)
8 t1 ← splitt(t1)
9 z1 ← Sampling(t1, T1)

10 z1 ← merget(z1)
11 t′0 ← t0 + (t1 − z1) · l
12 t0 ← splitt(t′0)
13 z0 ← Sampling(t0, T0)
14 z0 ← merget(z0)
15 return z = (z0, z1)

At level 0:

Public key =

A(h) IN

qIN ON
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Table 5.9 Skinny Latte Public Key and Ciphertext Sizes bytes

Parameter

Set

Master Public Key Ciphertext

SK-LATTE-1 6144 9248
SK-LATTE-2 12800 19232
SK-LATTE-3 9216 13856
SK-LATTE-4 19456 29216

which can be implicitly be dened by h, and

Private key =

g −f

G −F


which can be implicitly be dened by f and g.

To delegate to a user at level l, the KMS computes

Rl = Hash(ID1)Hash(ID2)...Hash(IDl)

where the function Hash is of the form:

Hash(ID) =
(

H(ID|00) H(ID|01)
H(ID|10) H(ID|11)

)

Rl is denoted as

Rl =

R00 R01

R10 R11


and therefore

R−1
l = (1/det)

 R11 −R01

−R10 R00
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This can be scaled by det and the public key at level l set as

Bl =

A(h) IN

qIN ON

 ·
 R11 −R01

−R10 R00


and the private key (before randomisation),

S′
l =

g −f

G −F

 ·
 R11 −R01

−R10 R00


Then, a short vector is sampled from this lattice using the private basis as an input

to the FFT Sampler. NTRU-Solve is performed to compute a randomised NTRU-type

basis as the level-l user private key, Sl.

Sl =

s0,0 −s0,1
s1,0 −s1,1


Next is proposed an analogous version of Theorem 3 from Section 4 of Agrawal

et al. [2010c], for Skinny Latte lattices, which bounds the degradation in the quality

of the basis during delegation.

Theorem 1 shows that Skinny Latte basis delegation produces a random basis of

Λl whose Gram-Schmidt norm is bounded as a function of ||Sl−1||GS .

Theorem 1 (analogous to Theorem 3 of Agrawal et al. [2010c]). Suppose a sub-KMS

with identity IDl−1 is delegating from level (l−1) to level l. Polynomial h corresponding

to the public basis B0, polynomials {f ,g} corresponding to private basis S0 and matrix

Rl−1 is known to the sub-KMS. It takes as input Hash(IDl), computes matrixRl and
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outputs the polynomials {s0,0, s0,1} corresponding to private basis Sl.

SupposeR is sampled fromD2N×2N,σR
and {s0,0, s0,1} are outputs of the FFT Sampler

with the GS-norm Bound (GSB) in Key Delegation satisfying

GSBl = ||Sl−1||GS · σR · (2N)3/2 · η3ε (Z2N).

Then the random variable yielding the private basis polynomials {s0,0, s0,1} is statistically

close to the random variable FFTSampler(S, t, σ), where S is an arbitrary basis of Λl

corresponding to the public basis Bl satisfying ||S||GS < GSBl

ηε(Z2N )
. When considering Rl

as a product of l ≥ 1 matrices sampled from D2N×2N , then the GSBl degrades to

GSBl ≥ ||S0||GS ·
(
σR ·
√
2N · η2ε (Z2N)

)l
· ηε(Z2N).

From [Ducas et al., 2014a], if

σl = ||S′
l||GS · ηε(Z2N),

it can be deduced that

||Sl||GS ≤ ||S′
l||GS · ηε(Z2N)

and hence that

||Sl||GS

/
||Sl−1||GS ≤

(
σR ·
√
2N · η2ε (Z2N)

)
· ηε(Z2N).
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When considering R as a product of l matrices, then the smallest possible GSBl

in Theorem 1 is

GSBl = ||S0||GS ·
(
σR ·
√
2N · η2ε (Z2N)

)l
· ηε(Z2N)

This quantity is the minimum degradation in basis quality as one delegates down

l levels of the hierarchy.

The following lemmas are used in the proof of Theorem 1.

Lemma 1 (Concrete version of Lemma 38 from Agrawal et al. [2010c]). Let u ∈ R2N
.

Let r ∈ Z2N
be a random variable sampled from DZ2N ,σ . Then the inner product 〈rT ·u〉

satises |〈rTu〉| ≤ ||u|| · σ · η2ε (Z2N) with overwhelming probability.

Proof. To sample r = (r1, ..., r2N) from DZ2N ,σ, each ri can be considered as an in-

dependent sample from DZ,σ. By the properties of the smoothing parameter of the

lattice Z2N , and the Lemma detailed in [Agrawal et al., 2010c], it can be stated that

Pr
[
|ri| > σ · ηε(Z2N)

]
= 2e−πη2ε (Z2N ).

Now, consider the inner product 〈rT · u〉 =
∑2N

i=1 riui. This can be modelled

as independent, bounded samples, with expectation 0 and bounded by |ri · ui| ≤

|ui| · σ · ηε(Z2N) and therefore by the Hoeding bound [Hoeding, 1963] it can be

claimed

Pr
[
|ri| > ηε(Z2N) · ||u|| · σ · ηε(Z2N)

]
= 2e−η2ε (Z2N )/2 + ε′(2N)

where ε′(2N) is negligible. And so the Lemma follows.
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Lemma 2. Let R ∈ Z2N×2N
be distributed as (DZ2N ,σR

)2N and let u ∈ R2N
. Then,

with overwhelming probability, ||Ru|| ≤ ||u|| · σR ·
√
2N · η2ε (Z2N).

Proof. The rows of R have a norm of ≤ σR

√
2N with overwhelming probability, due

to Lemma 4.4 of Micciancio and Regev [2004]. By the Cauchy-Schwartz inequality,

each coordinate of Ru is at most ||u|| · σR

√
2N in absolute value, from which it

follows that ||Ru|| ≤ ||u|| · σR · 2N .

Furthermore, considering the randomness of the rows ofR and by Lemma 1, it can

be stated that all coordinates of Ru are ≤ ||u|| · σR · η2ε (Z) in absolute value. Hence,

||Ru|| ≤ ||u|| · σR ·
√
2N · η2ε (Z2N), as required.

Lemma 3. LetR be a matrix in R2N×2N
and S = {s1, s2, ..., s2N} be a linearly inde-

pendent set. Let SR = {Rs1,Rs2, ...,Rs2N}. Then, ||SR||GS ≤ max1≤i≤2N ||Rs̃i||.

Proof. [Agrawal et al., 2010c]

It is shown that for all i = 1, ..., 2N , the norm of the ith element of the Gram-

Schmidt orthogonalisation of SR is less than ||Rs̃i||. This will prove the lemma.

For i ∈ {1, ..., 2N}, let V := Span(Rs1, ...,Rsi−1). Set v := si − s̃i. Then,

v ∈ Span(s1, ..., si−1) and therefore Rv ∈ V. Let u be the projection of Rs̃i onto V,

and let z := Rs̃i − u. Then z is orthogonal toV and

Rsi = Rv +Rs̃i = Rv + u+ z = (Rv + u) + z.

By construction, Rv + u ∈ V and hence, since z is orthogonal to V, this must be

the ith GS-vector of SR. Since z is the projection of Rs̃i on V⊥, it can be obtained

that ||z|| ≤ ||Rs̃i||. Hence, for all i = 1, ..., 2N , the norm of the ith element of the

Gram-Schmidt orthogonalisation of SR is no greater than the norm of the image under
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R of the ith element of the Gram-Schmidt orthogonalisation of S itself. In particular,

if 1 ≤ i0 ≤ 2N corresponds to an element of the Gram-Schmidt orthogonalisation of

SR of maximal norm, so that its norm is, in fact, equal to ||SR||GS , then we must have

||SR||GS ≤ ||Rs̃i0|| ≤ max1≤i≤2N ||Rs̃i||.

This allows Theorem 1 to be proved.

Proof. Let the private basis from level (l − 1) be denoted Sl−1 = {s1, s2, ..., s2N} and

dene GSB′
l := GSBl/ηε(Z2N). With overwhelming probability, the GS-norm of the

basis associated to the vectors generated in Delegation (Algorithm 28) satises:

||S′
l||GS ≤ max

1≤i≤2n
||Rs̃i|| from Lemma 3

≤ max
1≤i≤2n

||s̃i|| · σR ·
√
2N · η2ε (Z2N) from Lemma 2

= ||Sl−1||GS · σR ·
√
2N · η2ε (Z2N) = GSB′

l

Since GSBl = GSB′
l · ηε(Z2N) by assumption, as ||Sl|| ≤ GSBl, the given bound on

the output delegated basis can be deduced.

When considering Sl = S0 ·R−1
l , where Rl is the product of l matrices, it can be

shown that

GSBl = ||S0||GS ·
(
σR ·
√
2N · η2ε (Z2N)

)l
· ηε(Z2N)

holds. This is due to the fact that multiplication by each matrix-component

Hash(IDl) of theRl creates an additional factor of σR ·
√
2N · η2ε (Z2N) in the GSBl.

The FFTsampler, which introduces the factor of ηε(Z2N) into GSBl, is only called
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once per delegation in order to randomised the basis after the lattice Λl has been

generated, and so does not exacerbate down the levels.

The practical security of Skinny Latte closely follows that of Latte [Campbell

and Groves, 2017, ETS, 2019]. The next section details the security considerations to

the scheme, focussing on how the Latte attacks apply to Skinny Latte.

Statistical Security: The FFT Sampler uses a short basis for a lattice Λ to produce a

vector sample from a distribution that is close to the discrete Gaussian distribution

Dt,0 over Λ. If the distribution is not suciently close to the target distribution, then

the sampling can potentially leak the short basis.

The accuracy of the FFT Sampler depends on the size of the standard deviation σ

relative to the Gram-Schmidt norm of the input basis S. According to Prest [2017],

it is sucient to take σ ≤ 1.312||S||GS . This is derived from Lemma 6 in that paper,

which says that for any ε ∈
(
0, 1

4

)
if σ ≥ ηε(Z2N) · ||S||GS , then the Rényi divergence

R (introduced in §2.8) between D = DΛ(S),σ,t,S and the output distribution Dε of the

FFTSampler veries

R(Dε||D) ≤
(
1 +

a(a− 1)δ2

2(1− δ)a+1

) 1
a−1

which, as δ ← 0, becomes δ = 1 + aδ2

2
, where

(
1+ ε

N

1− ε
N

)N

− 1 ≈ 2ε. The reader is

referred to §2.4 for denitions of the smoothing parameter ηε(Λ). In this equation, a is

the order of Rényi divergence used in [Prest, 2017] and ε is from smoothing parameter

denition.

As the authors follow NIST regulations, it is justied to follow their approach,

which is based on ndings of Prest [2017]. Taking ε = 1
232

, the smoothing parameter
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can be computed as in Falcon and therefore the standard deviation is set as σ ≤

1.312||S||GS .

Decryption Failure: The Fujisaki-Okamoto transform [Fujisaki and Okamoto, 1999]

converts the CPA-secure PKE scheme of Skinny Latte into a CCA-secure PKE scheme,

in the random oracle model, therefore protecting against active attacks that use

malformed ciphertexts. However, the probability of decryption failure needs to meet

the required security level. The analysis of failure probability follows that in ETS

[2019] and Peikert [2014].

The error term d in Skinny Latte decryption at all levels is:

d = e2 − e0 · t0 − e1 · t1

where the ti have coecients sampled from a discrete Gaussianwith standard deviation

σl and the ei have coecients sampled from an approx discrete Gaussian with standard

deviation σe. Therefore the coecients of d can be modelled as Gaussian with standard

deviation

τ =
√

σ2
e + 2Nσ2

l σ
2
e

From this point, the analysis follows that of Latte in ETS [2019]. Decryption will fail

if for some i ∈ {0, ..., 255},

|diu|+ ...+ |di(u+1)−1| >
uq

4

as this will cause the rounding step to fail. The Cherno-Cramer bound states the

probability that 〈d,v〉 ≥ k for any v ∈ Rn is< e−k2/2τ2||v||2 by the case used in Alkim

et al. [2016]. Restricting to vectors v with entries (viu, ..., vi(u+1)−1) ∈ {1,−1} and 0
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elsewhere implies the probability that

|diu|+ ...+ |di(u+1)−1| = max
v
〈d,v〉 > k

for a xed i ∈ {0, ..., 255} is

< 2ue−k2/2τ2u

and therefore the probability that the bound is exceeded for any i ∈ {0, ..., 255} is

< 2u+8e−k2/2τ2u.

Master Key Recovery: Recovering the master key requires solving the NTRU prob-

lem, i.e. recovering the polynomials f ,g from h, where h = g · f−1. The security

analysis for this is identical to that of Latte and can be found in Annex C of ETS

[2019]. This analysis is outlined here.

Lattice reduction with block size β will nd the target vector provided that its

projection onto the vector space spanned by the nal β Gram-Schmidt vectors are

shorter than the length of the (2N − β + 1) Gram-Schmidt vector. This corresponds

to

σ0

√
β ≤ GH(β)

2β−2N
β−1 · det(Λ0)

1/2N

where GH(β) = Γ(β
2
+ 1)1/N

/√
π. As det(Λ0) = qN and σ0 =

√
qe
4N

, an inequality

over N can be reached and solved for min(β).

The estimated attack costs are given in Table 5.10 using the security cost estimation

formula given in ETS [2019]:

classical security = 20.292β+16.5 and quantum security = 20.265β+16.4
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Table 5.10 LATTE Master Key Recovery Estimated Costs in bits Campbell and Groves
[2017]

N β
Classical

Security

Quantum

Security

1024 972 300 273
2048 1960 588 535
4096 3943 1167 1061

Delegated Key Recovery: Delegation to a sub-KMS at level l involves nding several

suciently short vectors (s0, s1) in the lattice Λl with public basis:

Bl =

A(h) IN

qIN ON

 ·R−1
l

of length σl

√
2N .

Lattice reduction with block size β will nd a vector of the required length provided

that it is longer than the rst Gram-Schmidt vector. This corresponds to:

σl ·
√
2N ≥ GH(β)

2N
N−1 · det(Λl)

1
2N

where the following hold:

det(Λl) = qN

σl = σl−1 ·
√
2N · η3ε (Z)

σ0 =

√
qe

4N
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The inequality can then be solved formin(β) over N and l, and resulting security

levels are given in Table 5.11.

Table 5.11 Skinny Latte Estimated cost of delegated key recovery

N l β
Classical

Security

Quantum

Security

1024

1 941 291 266
2 370 125 114

2048

1 2064 619 563
2 859 267 244
3 497 162 148

4096

2 1907 573 522
3 1140 349 319
4 781 245 223

User Key Recovery: Extraction of user key involves solving CVP in lattice Λl by

nding a short solution to equation

A(h) IN

qIN ON

 ·R−1
l

[
t0

t1

]
= b

An attacker must nd (t0, t1) with length such that

σl ·
√
2(l + 2) ·

√
2N ≥ GH(β)

(2β−2N)
β−1 · det(Λl)

1
2N

where σl, GH(β) and det(Λl), are as above and so minimal β depends on only N . For

each parameter set, these, along with estimated cost of lattice reduction, are given in

Table 5.12.



5.4 Skinny Latte 187

Table 5.12 Skinny Latte Estimated cost of user key recovery

N l β
Classical

Security

Quantum

Security

1024

1 733 231 211
2 312 108 99

2048

1 1659 501 456
2 746 234 214
3 444 146 134

4096

2 1685 509 463
3 1035 319 291
4 720 227 207

Message Recovery: Message recovery can be executed via the primal-CVP attack.

This recovers the ephemeral private key e, and from that computes the other e0, e1. In

the attack, the dimension of the lattice can be reduced tom+N . For Skinny Latte,

it is required that m ≤ N as the dimension of Λl is 2N for all hierarchical levels.

The estimated cost for this uses the method of Alkim et al. [2016]. The estimated

primal-CVP attack costs are given in Table 5.13.The other attack is dual-SVP, again in

a reduced lattice of dimension m+N . Estimated attack costs are given in Table 5.14,

with m ≤ N as required for Skinny Latte.

Table 5.13 Skinny Latte (l = 1) Message Recovery via Primal-CVP Estimated Costs

N log2q m β
Classical

Security

Quantum

Security

1024 24

2037 1403 410 372

2048 25

4092 3062 895 812

4096 26

8171 6549 1915 1737
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Table 5.14 Skinny Latte (l = 1) Estimated cost of message recovery Dual-SVP attack

N log2q m β
Classical

Security

Quantum

Security

1024 24

2043 1395 370 289

2048 25

4087 3045 890 807

4096 26

8191 6512 1904 1727

Setting parameters

The scheme parameters are:

• dimension of the ring = 2N

• modulus = q

• standard deviation of key generation sampler : σ0 =
√

qe
4N

• standard deviation of delegation/extract samplers at level l: σl = σl−1 ·
√
2N ·

η2ε (Z2N), due to basis delegation result in Theorem 1

• The GS-norm of output delegated basis is checked to be as expected, by per-

forming a GS-norm check in the FFT Sampler. The GS-norm bound is

GSBl = ||Sl−1||GS · σR ·
√
2N · η3ε (Z2N)

TheGSB must be such that the user keys which are extracted from the delegated

basis are suciently small for the required security levels.

• Noise parameters also need to be decreased as in ABB-scheme, so αl =
1

σl·
√
2N

.
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• Standard deviation of sampler forR: σR

Considering all the possible attacks addressed in this section, the parameter rec-

ommendations for Skinny Latte are given in Table 5.15.

Table 5.15 Proposed Skinny Latte Parameters

Set Security N q
l = 1 l = 2 l = 3

SK-LATTE-1 231 108 - 1024 224 − 214 + 1
SK-LATTE-2 501 234 146 2048 225 − 212 + 1
SK-LATTE-3 509 319 227 4096 226 − 214 + 1

Provable Security

The provable security of Skinny Latte in the ROM (as discussed in §2.2.2) relies on

two simulation tools.

Proofs of security of theABB-schememake use of an algorithmSampleRwithBasis.

A corresponding tool is proposed for Skinny Latte as Algorithm 33. On input of a

lattice basis A =

A(h) IN

qIN ON

, it outputs a low-norm matrix R and a short basis for

the lattice dened by A ·R−1.

Algorithm 33: SampleRwithBasis

Data: h which denes basis A
Result: R, short basis SB for Λ(AR−1),

1 Run NTRUGen to generate an NTRU lattice dened by uniform-looking basis
B and short basis SB s.t. ||SB||GS ≤ σR/ω(

√
log2n)

2 For i = 1, 2, j = 1, 2: sample ri,j using FFT sampler to nd vectors in B with
centre h and s.d. σR

3 Set R to be the public NTRU basis matrix with polynomial r
4 return R, SB
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The security proof also relies on a simulator SA which can answer key delegation

and extraction queries without knowledge of the secret key.

Indistinguishability under chosen plaintext adaptive identity attack (ID-IND-CPA)

is proven using a ROM adaptively secure HIBE security game for Skinny Latte.

Section 5.3 of Agrawal et al. [2010c] presents the underlying security of their adaptively

secure HIBE (on which Skinny Latte is built). A corresponding theorem and security

game is presented for this scheme. To prove the HIBE security, a security game is

dened as follows:

For a security parameter λ, letMλ denote the message space, and Cλ denote the

ciphertext space. The following security game between the challenger and adversary

is used to dene the security notion.

Setup: The challenger runs the key generation algorithm and generates a master

public/private key pair (pk, sk).

Phase 1: The adversary is allowed to query oracles for delegation and extraction .

Challenge: The adversary chooses a target sequence of identiers (ID∗
1, ..., ID

∗
l ),

where the inputs to the oracle queries did not include (ID∗
1, ..., ID

∗
i ) for any i ≤ l,

and issues a plaintext m ∈Mλ upon which it wishes to be challenged.

The challenger picks a random bit r ∈ {0, 1} and a random ciphertext c ∈ Cλ. If

r = 0, c∗ = Encrypt(m). If r = 1, c∗ = c. The element c∗ is sent to the adversary as

the challenge ciphertext.

Phase 2: The adversary is allowed additional adaptive queries to the oracle, where

they do not include (ID∗
1, ..., ID

∗
l ) for any i ≤ l. The challenger responds as in Phase

1.
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Guess: The adversary outputs a guess r′ ∈ {0, 1} and wins if r = r′, i.e. determines

whether c∗ was the encryption ofm or a random ciphertext.

An adversary AD’s advantage is:

AdvHIBE(AD) = |p1(AD)− p0(AD)|

where p1(AD) is the probability that the adversary guesses correctly, and p0(AD) is

the probability that it guesses incorrectly.

In Skinny Latte, key extraction at level l aims to nd a short solution (t0, t1) to

the equation

Sl ·R−1
l

[
t0

t1

]
= b.

A simulator SAD which is able to answer delegation and key extraction queries

without access to the private key is utilised. The bound on the advantage for an

adversary AD becomes

ADVHIBE(AD) ≤ lQl−1
H ADVPKE(SAD) + negl(N)

where QH is the number of calls to the random oracle, l is the hierarchical level and

ADVPKE(SAD) is the advantage of SAD, the adversary for the underlying encryption

scheme. This places a bound on the advantage of adversary AD. The security proof

showing the reduction to R-LWE using this game concept is now given.

Theorem 2. If, in the random oracle model, there exists a Probabilistic Polynomial Time

(PPT) adversaryAD with IND-ID-CPA PPT advantage ε = Ω(λk) for some k > 0 against

the Skinny Latte HIBE scheme, then there exists a PPT algorithm b that decides the
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R-LWE problem with advantage ε′ = Ω(λk/Qd
H), where QH is the number of queries

made by AD to the random oracle H and d is the hierarchy depth.

Proof. Let AD be an IND-ID-CPA attacker. It will be shown that a non-negligible

advantage ε in the IND-ID-CPA game can be used to decide the R-LWE problem with

advantage ε/Qd
H . This will prove that under the R-LWE assumption no polynomial-

time attacker can have non-negligible advantage in the IND-ID-CPA game. Recall that

R-LWE is about recognising an oracle O.

Instance: b requests fromO and receives, for i = 0, ..., 2N a fresh R-LWE instance

(S0, vi) ∈ Zq × Zq, where S0 = (si)1≤i≤N is an NTRU polynomial.

Setup: b prepares a simulated attack environment for adversary AD as follows.

1. For each level of the hierarchy, i where 1 ≤ i ≤ l, select a random integer

Q∗
i ∈ [QH ] where [QH ] is the maximum number of random-oracle queries to H

that AD can make.

2. The public master key is B0 =

A(h) IN

qIN ON

 and the private keys are the

corresponding f ,g (from NTRU instance, so that h = gf−1).

Random-oracle hash queries: When the oracleH is queriedwith input (ID1, ..., IDl),

it runs SampleRwithBasis(h) to obtain a randomR ∈ DN and a short basis TB for

B = S0 ·R−1 mod q and programs the output of the oracle to beH(ID1||...||IDl) =

Rl, such that (public basis at levell) = B0 ·R−1
l .

Queries 1: AD makes interactive key extraction queries on arbitrary identities,

chosen adaptively. When the delegation oracle is queried with input (ID1, ..., IDl),

the simulator uses the known short basis for the lattice corresponding to Sl to produce

a delegated basis for the delegated lattice in the same way as normal delegation.
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When the extraction oracle is queried with input (ID1, ..., IDl), the simulator

uses the known short basis for the lattice corresponding to Al to nd a short solution

(t0, t1) to the equation

S0 ·R−1
l ·

[
t0

t1

]
= b.

Challenge: AD announced to b the identity ID∗ on which it wishes to be chal-

lenged. say ID∗ is at level l. It is required that ID∗ not be equal to, or a descendant of,

any identity ID for which a private key has been or will be requested in any preceding

and subsequent key extraction query. AD also submits a message bit b∗ ∈ {0, 1} to

be encrypted.

Then b proceeds as follows.

1. Let v0 = v0 and v∗ =

[
v1, ...,vn

]
∈ Zn

q from the R-LWE instance.

2. Blind the message bit by letting c∗0 = v0 + b∗b q
2
e ∈ Zq

3. Set c∗1 = v∗ ∈ ZN
q

4. Choose a random bit r ← {0, 1}. If r = 0, set CT ∗ = (c∗0, c
∗
1) and send to the

adversary. If r = 1, choose a random (c0, c1) ∈ Zq × ZN
q and send this to AD.

Queries 2: AD makes more extraction queries answered by b in the same manner

as before.

Guess: After being allowed to make additional queries, AD guesses whether CT ∗

was an encryption of b∗ for ID∗. Upon receiving AD’s guess, b ends the simulation

and outputs its answer to R-LWE. If AD guesses correctly, b answers pseudo-random.

If AD guesses incorrectly, b answers random.



5.5 Conclusions 194

5.5 Conclusions

This chapter introduces a novel HIBE scheme, Skinny LATTE, over structured lattices

which keeps the dimension constant. The rational behind this is that together with the

compact form of the public keys, the sampling process behind the user key extraction

and delegation functions can also be accelerated. The rst performance results of

NCSC-proposed HIBE scheme Latte are given, and it is speculated that this may not

be practical for use in IoT devices as the hierarchical level is increased. This is because,

for example for parameter set LATTE-1, the ciphertext reaches XkB and extract takes

Ys at level 3. Skinny LATTE aims to ll this gap. A theoretical description and analysis

of the scheme is given, and parameter sets are proposed. These results suggest that

Skinny LATTE will be a more appropriate solution for applications where there are

many levels, yet LATTE maybe be more applicable to scenarios with a wide, but not

deep, hierarchical tree.



CHAPTER 6

Conclusion and Future Work

This chapter summarises the main ndings of the thesis and outlines potential avenues

for extending this research.

6.1 Conclusion Summary

The overall aim of this thesis has been achieved, particularly in improving condence

in lattice-based cryptography by considering both basic primitives submitted to the

NIST process, and more advanced primitives which are only oered by lattices. The

feasibility of these schemes for real-world deployment has been demonstrated and

security against known attacks has been considered and incorporated into the inter-

pretation of the results. This includes both algorithmic attacks and physical attacks.

Software implementations of all the covered schemes have been presented, which

in fact outperform traditional forms of cryptography and include protection against

recent attacks in literature.

For all the research in this thesis, the proposed software designs are optimised in

ANSI C, which allows for portability, and are intended for general-purpose applications
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ranging from high-end 64-bit Intel Xeon servers to 32-bit ARM Cortex-M embedded

systems. Designs improve over previous research in lattice-based cryptography and

elliptic-curve cryptography. Moreover, the proposed software designs outperform

previous research either in terms of a reduction in the runtimes, a reduction in memory

consumption, an improvement in physical attack resistance, or a combination of

these. The performance improvements have been achieved by utilising the underlying

structure of lattices for speedups, considering alternative algorithms for key generation

and sampling, the use of NTT for polynomial multiplication by modifying parameters,

and relaxing certain conditions which had a negligible eect on security.

Additionally, advanced lattice-based primitives were developed. As lattices are the

only post-quantum contender to support these primitives, and with developments in

technology demanding more sophisticated primitives, these algorithmic and software

designs were the rst of their kind. Throughout all of the research, attack countermea-

sures such as constant-time components and checks were considered and integrated

into the designs where possible.

The conclusions from Chapter 3, Chapter 4, and Chapter 5, are now presented in

the following sections, with Section 6.2 detailing several future research avenues for

lattice-based cryptography.

6.1.1 Chapter 3

Chapter 3 provides a comprehensive evaluation of three lattice-based signature schemes,

two NIST candidates Falcon [Prest et al., 2017] and Dilthium [Lyubashevsky et al.,

2017] and one long-standing lattice-based signature BLISS-B [Ducas, 2014a]. Physical

attack vulnerabilities of each of the schemes are examined, countermeasures proposed,
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and a performance evaluation of each of the schemes with applicable counter-measures

in place is given.

The main contribution of this chapter is the rst fault attack on the Falcon

signature scheme, submitted to the NIST process. Falcon employs a novel trapdoor

sampler, which can be viewed as a recursive form of the GPV sampler in the FFT

domain. A attacked termed Bearz is presented, which extracts the secret lattice

basis by introducing a fault into the recursive sampler, resulting in faulty signatures.

Given enough of these faulty signatures, a basis spanning the lattice dened by secret

polynomial f can be obtained, and from this the remainder of the secret basis can be

recovered.

Discrete Gaussian sampler are utilised in both the BLISS-B and Falcon schemes.

Gaussian samplers are known to be vulnerable to side-channel attacks, as recognised

in [Bruinderink et al., 2016b, Pessl, 2016a, Saarinen, 2017]. In particular, the attack on

BLISS(-B)[Bruinderink et al., 2016b] (Flush, Gauss Reload), was able to recover the

secret key with 3500 signatures by exploiting cache access patterns to learn a few

coecients of the sampled noise vector. In order to protect against these types of

attacks, countermeasures such as constant-time samplers and BlindVector techniques

are proposed. Falcon is also vulnerable to these attacks and so we recommend

incorporating them into this design also.

Despite Dilithium being considered more side-channel secure due to its utilisation

of a uniform rather than Gaussian sampler, attacks targeting the signing procedure

exist [Ravi et al., 2018, Bruinderink and Pessl, 2018]. [Ravi et al., 2018] mounts a power

analysis attack on the polynomial multiplication component. Counter-measures were

proposed to improve resistance to these attacks.
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Performance results of each scheme with the recommended counter-measures are

given. This aims to provide a more realistic and fair benchmarking platform, as in

practise the counter-measures would have to be taken into account. Interestingly,

Dilithium is found to have the greatest drop in performance when its associated

countermeasures are applied, almost 20% compared to 5% of Falcon. BLISS-B remains

the fastest signature scheme.

6.1.2 Chapter 4

This chapter presents the rst practical implementation of an advanced lattice-based

cryptographic primitive. The DLP-IBE scheme [Ducas et al., 2014a] was the rst

scheme to show potential for real world deployment, and the contribution of this

chapter demonstrates this by improving upon the PoC implementation by over 180%.

Algorithmic design methods include the use of Barrett reduction, Brown’s modular

GCD, relaxation of the updating of standard-deviation during the short vector sampling

process and enforcing sampled-basis norm checks in the key generation. Software

design elements include multi-precision arithmetic, constant-time processes, use of

the CDT discrete Gaussian sampler, and entropy coding.

Results show extract is 3× as fast as the PoC, encrypt 5× and decrypt 12× as such.

Furthermore, the results are two orders of magnitude faster than existing pairings-

based schemes, indicating that lattice-based IBE would be a suitable quantum-safe

alternative.
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6.1.3 Chapter 5

This chapter extended the IBE schemes further, to allow ner grained access control

and to ooad workload of the KMS. The Latte HIBE scheme was introduced in

2017 [Campbell and Groves, 2017] as an alternative to the pairings-based IBE scheme

Mikey-Sakke [Groves, 2012], currently used within UK government communications.

However, the increase in lattice dimension during the delegation process causes the

user public key and ciphertext to grow at each level, so by level 3 at 160-bit security,

they are over 48kB each and so the memory and power consumption would be too

high for practical use. This is veried through the rst implementation of the scheme,

presented in this chapter.

To address this problem, Skinny Latte is proposed. This xes the dimension of

the lattice across all levels, at the expense of a drop in security. A security analysis and

proof is given, alongside parameter recommendations and expected key and ciphertext

sizes. These show that Skinny Latte is a promising HIBE system for deployment.

6.2 Topics For Future Research

This thesis has shown the potential of lattice-based cryptography for real world use,

particularly on constrained devices such as those used in IoT. As the eld of LBC, and

QSC as a whole, is still very new, there are a lot of open problems and unexplored

territory. The purpose of this section is to suggest extensions of the research given

here, and related topics which are opportunities for future research.
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6.2.1 QSC + QKD

Another area gaining traction with regards to the post-quantum era is that of Quantum

Key Distribution (QKD). QKD creates key material by using the quantum properties

of light to transfer information from one user to another. After the rst authenticated

key, all following sessions are deemed secure, and the key length can be increased each

session without a loss in security [Cobourne and Cid, 2011]. However, quantum cryp-

tography systems are expensive, dicult to implement in a communication network,

not fully integrated with conventional algorithmic cryptography and lack a process

for security evaluation and certication. A solution for this is a hybrid QSC/QKD

construction. Current work on hybrid schemes include [aqu, 2018]. An ideal outcome

of this project would be a quantum-safe protocol integrating QSC and QKD, to which

existing applications could smoothly transition.

6.2.2 Further advanced primitives

This thesis investigated the rst practical quantum-safe (H)IBE schemes. Lattices are

unique in that they are able to support other advanced schemes such as attribute-based

encryption, functional encryption, deterministic encryption, proxy re-encryption,

homomorphic encryption, and secure multi-party computations. All of these are

open research areas with regards to creating practical schemes whose security we

have condence in. Additional research on HIBE could be carried out to develop

certicate-less PKE, which mitigates the key escrow security risk. This concept is

based on IBE, but the user identity does not solely determine the user public key.

Rather, the key generation process is divided between the key generator and the user.

For instance, the user will generate some randomness to complete the user key. This
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mitigates the danger of key escrow. The public key can be authenticated using the

user identity. An extension of this research would be to develop DLP-IBE into such

a scheme. Additionally, an KEM scheme can be constructed. This consists of a KEM

together with a digital signature scheme. Therefore we can use Pino et al. [Pino et al.,

2016] KEM (based on NTRU) with this digital signature scheme to form a AKE scheme.

Both these additional schemes oer the hardness properties and quantum-resilience

of lattice-based primitives.

6.2.3 Gaussian Sampling over the lattice

The Gaussian Sampler is a main bottleneck of the schemes explored. There is scope to

investigate other variants of the GPV sampler, by computing the memory-heavy Gram-

Schmidt orthogonalisation on the y or further acceleration by properties of the NTRU

basis structure. The Gram-Schmidt orthogonalisation process is performed within the

sampling process. As highlighted in [Lyubashevsky and Prest, 2015], one can either

choose to precompute the GS-basis and store in O(n2) elements with sampling taking

O(n2) time, or else compute during the sampling process, which will then take O(n3)

time. As the orthogonalisation process does not retain the cyclic structure of ideal

lattice bases, the storage remains the same in this scenario. However, Lyubashevsky

and Prest [Lyubashevsky and Prest, 2015] propose a method of computing the Gram-

Schmidt orthogonalisation in O(n2), with additional speed-ups for NTRU lattices. It

would be an interesting study to investigate the eects of these alternative sampling

algorithms when incorporated within the DLP-IBE scheme.
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6.2.4 Tightening security

Much of the security of lattice-based primitives is based on strong assumptions, for

example structured lattices are only assumed to be as secure as standard lattices as there

have not yet been any feasible attacks. But this has not been proven, and so standard

lattices are usually recommended in use cases where security has to hold long-term

and can not be easily patched, for instance within satellite communication systems,

government requirements, and long term data storage. The reduction of standard LWE

to R-LWE would be a ground-breaking result. However, further cryptanaylsis of these

structures primitives would still be an interesting research area. Module lattices have

only been used since quite recently and so would benet from more attention from

this aspect. Eorts towards determining the concrete hardness of LWE problems been

seen in [Albrecht et al., 2015, Albrecht, 2018] and there is room for development due

to more recent attacks and new proposed structures, such as module lattices. Rening

security assumptions and parameter recommendations would lead to the tightening

of security of multiple lattice-based primitives.

6.2.5 Further NIST evaluation

The current focus of the QSC community is on the Round 2 candidates. NIST have

specied [Moody, 2019] that when making the selections for a potential Round 3,

the focus will be on performance of the candidates on both hardware and software,

agility of the protocols and how they t into existing applications, and factors such

as misuse-resistance. Continued cryptanalysis of the schemes will be valued, and

perhaps investigations into migration strategies, for example hybrid QSC-ECC-type

schemes, for post-standardisation deployment. The switch to quantum-safe forms of
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cryptography is a given and so even if we do not yet know what the algorithms are, we

can begin to prepare for the switchover, or even to start using what is available along-

side existing forms of cryptography to pre-empt any problem-solving surrounding

the roll-out of quantum-safe systems.
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APPENDIXA

Reference code and algorithms

A.1 Random oracles used in DLP-IBE design

Algorithm 34: Random Oracle H(id) - convert the ID into a unique polyno-
mial
Data: id,N, q
Result: t ∈ Rq

1 s← H(id)
2 t← CSRNG(s) ∈ ZN

q

3 return t

Algorithm 35: Random Oracle H ′(k) - create a byte stream to use as a
one-time pad
Data: k,N, q
Result: t ∈ {0, 1}m

1 s← H ′(k)
2 t← CSRNG(s) ∈ {0, 1}m
3 return t
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A.2 FFT Sampler [Prest et al., 2017]

static void

ffSampling_fft(samplerZ samp, void *samp_ctx,

fpr *restrict z0, fpr *restrict z1,

const fpr *restrict tree,

const fpr *restrict t0, const fpr *restrict t1, unsigned logn,

fpr *restrict tmp)

{

size_t n, hn;

const fpr *tree0, *tree1;

n = (size_t)1 << logn;

if (n == 1) {

fpr x0, x1, sigma;

x0 = t0[0];

x1 = t1[0];

sigma = tree[0];

z0[0] = fpr_of(samp(samp_ctx, x0, sigma));

z1[0] = fpr_of(samp(samp_ctx, x1, sigma));

return;

}

hn = n >> 1;
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tree0 = tree + n;

tree1 = tree + n + ffLDL_treesize(logn - 1);

/*

* We split t1 into z1 (reused as temporary storage), then do

* the recursive invocation, with output in tmp. We finally

* merge back into z1.

*/

falcon_poly_split_fft(z1, z1 + hn, t1, logn);

ffSampling_fft(samp, samp_ctx, tmp, tmp + hn,

tree1, z1, z1 + hn, logn - 1, tmp + n);

falcon_poly_merge_fft(z1, tmp, tmp + hn, logn);

/*

* Compute tb0 = t0 + (t1 - z1) * L. Value tb0 ends up in tmp[].

*/

memcpy(tmp, t1, n * sizeof *t1);

falcon_poly_sub_fft(tmp, z1, logn);

falcon_poly_mul_fft(tmp, tree, logn);

falcon_poly_add_fft(tmp, t0, logn);

/*

* Second recursive invocation.

*/

falcon_poly_split_fft(z0, z0 + hn, tmp, logn);
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ffSampling_fft(samp, samp_ctx, tmp, tmp + hn,

tree0, z0, z0 + hn, logn - 1, tmp + n);

falcon_poly_merge_fft(z0, tmp, tmp + hn, logn);

}

A.3 Merge FFT

void

falcon_poly_merge_fft(fpr *restrict f,

const fpr *restrict f0, const fpr *restrict f1, unsigned logn)

{

size_t n, hn, qn, u;

n = (size_t)1 << logn;

hn = n >> 1;

qn = hn >> 1;

/*

* An extra copy to handle the special case logn = 1.

*/

f[0] = f0[0];

f[hn] = f1[0];

for (u = 0; u < qn; u ++) {

fpr a_re, a_im, b_re, b_im;



A.3 Merge FFT 229

fpr t_re, t_im;

a_re = f0[u];

a_im = f0[u + qn];

FPC_MUL(b_re, b_im, f1[u], f1[u + qn],

fpr_gm_tab[((u + hn) << 1) + 0],

fpr_gm_tab[((u + hn) << 1) + 1]);

FPC_ADD(t_re, t_im, a_re, a_im, b_re, b_im);

f[(u << 1) + 0] = t_re;

f[(u << 1) + 0 + hn] = t_im;

FPC_SUB(t_re, t_im, a_re, a_im, b_re, b_im);

f[(u << 1) + 1] = t_re;

f[(u << 1) + 1 + hn] = t_im;

}

}
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Falcon family
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Additional cryptographic algorithms

C.1 LWE PKE [Peikert et al., 2008]

Algorithm 36: LWE-based PKE Key Generation
Data: n,m, q, l, t, r ∈ Z and σ > 0
Result: sk = S ∈ Zn×l

q , pk = (A,B) ∈ Zm×n
q × Zm×l

q

1 S← U(Zn×l
q )

2 A← U(Zm×n
q )

3 E← Dσ(Zm×l
q )

4 Set B = AS+ E
5 return S, (A,B)

Algorithm 37: LWE-based PKE Encryption
Data: Message µ ∈ Zl

t, pk = (A,B) ∈ Zm×n
q × Zm×l

q

Result: Ciphertext (u, c) ∈ (Zn
q ,Zl

q)

1 Choose a← U({−r,−r + 1, ..., r}m)
2 Compute u = ATa
3 Compute c = BTa+ µ
4 return (u, c)
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Algorithm 38: LWE-based PKE Decryption
Data: (u, c) ∈ (Zn

q ,Zl
q) , sk = S ∈ Zn×l

q

Result: Decrypted message µ′

1 Compute µ′ = c− STu
2 return µ′

C.2 R-LWE DSS [Güneysu et al., 2012a]

Algorithm 39: GLP Key Generation
Data: R, n, p, k
Result: s1, s2 ∈ R2n

p , t ∈ Rn
q

1 s1, s2 ← U(R2n
p ),

2 a← U(Rn
p ),

3 t = as1 + s2
4 return

Algorithm 40: GLP Sign
Data: µ, a, s1, s2 ∈ R3n

with coecients in range [−1, 1],H : {0, 1}∗ → Dn
32,

where Dn
32 for n ≥ 512 consists of all polynomials of degree n− 1 that

have all zero coecients except for at most 32 coecients that are ±1.
Result: (z1, z2, c) ∈ R3n

p

1 Choose y1,y2 ← Rn
p with coecients in range [−k, k]

2 Compute c← H(ay1 + y2, µ)
3 Compute z1 ← s1c+ y1 and z2 ← s2c+ y2

4 if z1 or z2 /∈ Rn
with coecients in range [−(k − 32), (k − 32)] then

5 go to Step 1
6 return (z1, z2, c)

C.3 Kyber KEM [Schwabe et al., 2017]

In this section, the following notation is used.
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Algorithm 41: GLP Verify
Data: µ, z1, z2, c, a, t
Result: ACCEPT or REJECT

1 if z1 or z2 /∈ Rn
with coecients in range [−(k − 32), (k − 32)] and

c = H(az1 + z2 − tc, µ) then
2 return Accept
3 else

4 return Reject

Set B = {0, ..., 255}, two hash functions H : B∗ → B32 and G : B∗ → B32 × B32,

a key-derivation functionKDF : B∗ → B∗, an extendable output functionXOF and

a pseudorandom function PRF . The notation x̂ indicates the vector x is in the NTT

domain. Details of supporting algorithms Parse, Encode,Decode, CBD,NTT are

not given here, and compression/decompression techniques are not included and so

the reader is referred to [Schwabe et al., 2017] for further information.
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Algorithm 42: Kyber PKE Key Generation [Schwabe et al., 2017]
Data: n, q, k, η, du, dv
Result: sk ∈ B12·k·n/8, pk ∈ B12·k·n/8+32

1 d← B32

2 (ρ, σ) := G(d)
3 N := 0
4 for i = 0→ k − 1 do
5 for j = 0→ k − 1 do

6 Â[i][j]← Parse(XOF (σ, i, j) such that Â ∈ Rk×k
q

7 for i = 0→ k − 1 do
8 s← Bη(Rk

q)

9 for i = 0→ k − 1 do
10 e← Bη(Rk

q)

11 ŝ := NTT (s)
12 ê := NTT (e)

13 t̂ := Â · ŝ+ ê

14 pk = Encode(t̂)
15 sk = Encode(ŝ)
16 return (pk, sk)
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Algorithm 43: Kyber PKE Encrypt [Schwabe et al., 2017]
Data: pk ∈ B12·k·n/8+32, µ ∈ B32, r ∈ B32
Result: c ∈ Bdu·k·n/8+dv ·n/8

1 N := 0

2 t̂ = Decode(pk)
3 ρ = pk + 12 · k · n/8
4 for i = 0→ k − 1 do
5 for j = 0→ k − 1 do

6 Â[i][j]← Parse(XOF (σ, i, j) such that Â ∈ Rk×k
q

7 for i = 0→ k − 1 do
8 r← Bη(Rk

q)

9 for i = 0→ k − 1 do
10 e1 ← Bη(Rk

q)

11 e2 ← Bη(Rk
q)

12 r̂ := NTT (r)

13 u := NTT−1(ÂT · r̂) + e1
14 v := NTT−1(t̂T · r̂) + e2 +Decode(µ)
15 c1 := Encode(u)
16 c2 := Encode(v)
17 return c = (c1||c2)

Algorithm 44: Kyber PKE Decrypt [Schwabe et al., 2017]
Data: sk ∈ B12·k·n/8, c ∈ Bdu·k·n/8+dv ·n/8

Result: µ ∈ B32
1 u = Decode(c)
2 v = Decode(c+ du · k · n/8)
3 ŝ = Decode(sk)
4 µ = Encode(v −NTT−1(ŝT ·NTT (u)))
5 return µ

Algorithm 45: Kyber KEM Key Generation [Schwabe et al., 2017]
Data: n, q, k, η, du, dv, Hash function H
Result: sk ∈ B24·k·n/8+96, pk ∈ B12·k·n/8+32

1 z← B32

2 (pk, sk′)← KyberPKEkeygen()
3 sk = (sk′||pk||H(pk)||z)
4 return (pk, sk)
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Algorithm 46: Kyber Encapsulation [Schwabe et al., 2017]
Data: pk ∈ B12·k·n/8+32

Result: c ∈ Bdu·k·n/8+dv ·n/8, shared key K ∈ B∗

1 µ← B32

2 µ← H(m)
3 (K̄, r) := G(µ||H(pk))
4 c← KyberPKEencrypt(pk, µ, r)
5 K := KDF (K̄||H(c))
6 return (c, K)

Algorithm 47: Kyber Decapsulation [Schwabe et al., 2017]
Data: c ∈ Bdu·k·n/8+dv ·n/8, sk ∈ B12·k·n/8

Result: K ∈ B∗

1 pk := sk + 12 · k · n/8
2 h := sk + 24 · k · n/8 + 32 ∈ B32

3 z := sk + 24 · k · n/8 + 64
4 µ′ := KyberPKEdecrypt(s, (u,v))
5 (K ′, r′) := G(µ′||h))
6 c′ = KyberPKEencrypt(pk, µ′, r′)
7 if c = c′ then
8 K := KDF (K̄ ′||H(c))

9 else

10 K := KDF (z||H(c))

11 return K
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