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Abstract

Segmental exemplar-based speech enhancement algorithms are promising for real-world ap-

plications as they can function well without noise training, meaning they can easily generalize

to real-world applications. They are, however, typically slow due to needing to search through

a corpus that is sufficiently large to be representative. Another key issue is the large size of a

representative corpus. This thesis explores two adaptations necessary to meet the requirements

of real-time enhancement for lower-powered devices by resolving these two issues.

Firstly, in Chapter 3, the nature of speech is exploited to impose a hierarchical structure on

the clean speech corpus, to facilitate a tree-based search of the corpus. A baseline test system is

used to demonstrate the concept, which matches fixed length test segments with clean speech

corpus segments. These are then used to synthesize output speech. This approach is evaluated

and compared with a linear search of the corpus - finding that the algorithm can now function

20x faster than real-time. This is due to the search space for a corpus of n segments being

dramatically reduced - from O(n) to O(log(n)).

Secondly, in Chapter 4 we consider the second key issue. The size of the corpus is too

large for many low-powered devices. Clustering can be used to obtain a lossy compression

of the speech corpus by replacing original segments with codewords. Several different means

of clustering for this application are evaluated. It is shown that this results in a corpus a

tenth of the size of the original corpus while maintaining the representiveness of the corpus.

How compression and tree-based search function together is explored. A technique aimed at

reducing the loss in quality when using both techniques together is also explored.

A third study, in Chapter 5, attempts to make use of the lingua-acoustic data present in

a sentence to improve the accuracy of automatic speech recognition (ASR) rather than the

perceived speech quality. The basic approach leads to a improvement of up to 40% in speech

recognition accuracy. Application of the long-term lingua-acoustic data yielded a small but

noticeable improvement of around 2% overall. Some of the lingua-acoustic constraints used

to exploit this data contributed to the accuracy improvement, while some did not contribute

at all. These results are obtained while functioning under real-time on a non-streaming basis.

This suggests that the system could be useful for an ASR application that tolerates a small

amount of latency.

Finally, future directions for the work are identified.
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1. INTRODUCTION

Speech enhancement in the presence of noise is a key problem for many different applications.

Humans have an extraordinary ability to understand speech in the presence of noise and com-

puters have followed after, attempting to enhance or recognize speech, often by using some of

the same techniques used in the human auditory system. We will begin by looking at situations

where humans listen in the presence of noise and how the human auditory system does this.

Then we will consider some of the applications where computers must do the same and how

they do this. After, we will define the area of research, state the novel contributions in this

thesis and detail the structure of the thesis.

1.1. Situations where humans listen in the presence of noise

Consider the noises that we hear everyday; in the car we might hear traffic noise, honking

horns, noise from the tires or part of the transmission that is worn, passengers chatting in the

back and the car radio. In the street we might have traffic noise again, wind noise, overheard

conversations and maybe construction noises. In the office things might be much quieter or it

may be a busy open plan office with the sound of office chatter, phones ringing and printers

printing. Home, too, can be quiet or loud with the noise of extraction fans, impulse noises

from plates being put away, the TV in the living room, children playing loudly and maybe the

vacuum cleaner.

Some of these noises are predictable and unchanging, such as a fan, while some are un-

predictable and constantly changing, such as background conversation or noise from plates.

Noises that are unchanging are termed stationary while noises that are constantly changing

are termed nonstationary. Literature often refers to these as if they were two different classes,

but there is a continuum between the two, with some noises being slowly changing (and so,

mostly predictable) and some noises changing quickly but remaining somewhat similar in a

given time frame.

The difficulty of understanding speech in the presence of these noises depends on two

factors: the Signal to Noise Ratio (SNR) and the type of noise. As the signal to noise ratio

decreases (i.e. as noise becomes more dominant) it becomes more difficult to understand

the speech that is increasingly masked by noise. Interestingly, while a majority of listening

situations take place with moderate levels of noise, a little under a tenth of listening situations

take place where the noise is dominant [1]. Regarding type of noise, intermittent noises are
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easier to listen in the presence of than constant noises. Broadband noises (noises that cover the

range of frequencies where speech energy is found) are more difficult to listen in the presence

of than noises limited to a narrow frequency range. Real-world noise tends to be a mixture of

noise types at various levels.

When considered from a signal processing point of view, what is being attempted is a

difficult problem. A finely patterned signal is masked by a competing noise source, which

can completely occlude the speech signal at some frequency bands - reducing the reliability of

spectral patterns used to categorize speech sounds and extract semantic information. Even so,

normal hearing people are still often able to understand the speech even when the noise is of

higher energy than the speech signal. It would be useful now to turn to look at how the human

auditory system functions.

1.2. Human auditory system

The human auditory process is amazingly capable of decoding meaning from a noisy speech

signal. This is partially because listening is not just a passive activity, but also a cognitive pro-

cess. Heard audio does not just reach the brain fully processed and ready to be understood and

used. Research into the human auditory process describes the process in terms of segmentation

(input is decomposed into local time-frequency regions) and grouping (decomposed regions

that are likely to come from the same source are combined together) [2]. This results in a

stream, which can be then concentrated on or ignored. This process relies on acoustic cues to

separate and group input, then linguistic, semantic and contextual cues are used to interpret

these streams. An example of subconscious higher-level function is the use of ‘glimpsing’ to

separate out speech during gaps in intermittent maskers [2].

The process of hearing in noise is made easier with binaural hearing, where the auditory

process is able to make use of differences in the audio signals arriving at both ears to separate

out streams of signals. Two important features to perform this separation are Interaural Level

Difference (ILD) and Interaural Time Difference (ITD) [3]. ILD is the difference between

sound levels on each side of the head, while ITD is the difference in the time it takes for a

sound to reach each ear. Sounds that originate from one side of the head will be louder and

arrive sooner on that side of the head, than the other. This information is automatically used

by the auditory system to place sound sources in space. High frequency sounds are primarily

localized by ILD and low frequency sounds by ITD. This spatialization of sound provides
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additional information to separate signals into streams.

Having looked at how the human auditory system functions, it is useful now to consider

dysfunctions of the system, in part as these dysfunctions help us understand how defects in the

system impact on the performance of the system.

Most people think of hearing loss as simply a reduction in a person’s level of hearing.

This can sometimes result in a person shouting at a person with hearing loss, which has the

side effect of making speech less distinct. Hearing loss often affects other parts of the hear-

ing mechanism, not just the ear’s responsiveness to vibrations. This presents a problem in

the shouting example as the speech needs to be more clear for a hearing impaired person to

understand the speech. An effect with sensorineural hearing loss (hearing loss arising from

degradation of the cochlea, typically a result of noise or age) is widening of the frequency

filters in the cochlea [4]. This results in a single frequency activating multiple frequency

bands, rather than a singular frequency band, which reduces the ability to distinguish between

frequencies, harming source differentiation and making speech indistinct. Additionally, the

interaural features enabling source separation (ILD & ITD) are weakened, preventing source

separation, meaning that they effectively are dealing with a lower SNR than a normal hearing

person would be, for any given noise condition.

Having considered situations where humans must listen in the presence of noise and looked

at how they achieve this, we now turn to consider applications where computers must listen in

the presence of noise, before looking at how they achieve this.

1.3. Situations where computers listen in the presence of noise

In this section we will consider different situations where computers listen in the presence

of noise. We will pay particular attention to the applications where the audio is not simply

recorded and passed through with as few changes as possible. Instead, it would be useful to

consider applications where the audio must be enhanced, either for the benefit of human end-

users or to enable the computer system to better function (e.g. for automatic speech recog-

nition). Some of these applications allow for vast computational resources, while others only

allow for very limited processing. Some require real-time enhancement and low latency, while,

for others, it doesn’t matter how long enhancement takes (within reason) and how long after

input that output is first produced.
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1.3.1. Hearing aids

We have just considered dysfunction in the human auditory system (hearing loss). Hearing aids

are devices used to help those with hearing loss by increasing the volume of environmental

audio. These aim to facilitate a person to maximize their remaining hearing ability (unlike

glasses, which can often return the user to normal sight) by increasing the volume without

distortion and enhancing the speech. Early hearing aids just boosted the levels of all noise

equally [5], before even basic features, such as a low-frequency filter to cut down stationary

noise, were introduced. Given that intelligibility gains from hearing aid speech enhancement

algorithms is an open question [6] and intelligibility of speech is a major issue for hearing

impaired individuals, what benefit does speech enhancement in hearing aids bring? There are

two major problems that it can improve: intrusion of noise and difficulty of listening in noise.

Intrusion of noise is caused by amplification of undesired noise, along with the desired

signal (which is often, but not always, speech). Two evaluation criteria which fared worst in

user studies of hearing aid users were wind noise and use in noisy situations [7] [8]. There is

some intuitive sense to this: a hearing aid user without the aid will have a quiet environment,

then when the hearing aids are put on, they are hit with a wall of sound. MarkeTrak is a

longitudinal study on hearing aid user metrics and has tracked hearing aid user satisfaction,

finding in 2015 that the number of users reporting being ‘very satisfied’ was double with

hearing aids that were a year old or less as compared with hearing aids that were six years or

more old [9]. Digital noise reduction that avoids distorting the speech improves the pain points

with using a hearing aid. Another consideration is that hearing aids have a lower dynamic

range to work within. The floor of audibility for hearing impaired individuals is raised while

there is still a ceiling above which sounds are painful or damaging. Hearing aids solve this

by compressing the natural range of sound into the individual’s narrower range. The dynamic

range may be smaller at certain frequencies, which further reduces this range.

While difficulty of listening in noise may seem like a secondary concern to intelligibility

of speech, it is still important. The cognitive system is understood to have a finite pool of

cognitive resources and it has been seen that listening in noise presents a higher cognitive

load for hearing impaired individuals. Edwards summarizes this well, “Deterioration to the

perceptual system . . . can impair the cognitive system . . . by increasing the cognitive load

necessary for auditory processing and limiting the cognitive ability left for other functions”

[10].
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This would mean that algorithms that make it easier to listen could allow a hearing aid

user to spend more of their cognitive resources on other tasks, even if the algorithm does not

actually increase the intelligibility of the speech. This manifests itself in tiredness, with many

hearing aid users reporting feeling tired at the end of the day, due to the additional cognitive

load of listening. For this application speech enhancement is used to reduce this cognitive load

and improve the listening experience.

To be useful for the end-user these algorithms must function in real-time, due to their

streaming nature. These devices are extremely low-power devices, due to their design con-

straints, which restricts the complexity of the algorithms used in them. Additionally, they

must be low enough latency to not desynchronize the audio from any visual cues being given,

for example from lipreading.

We look at different speech enhancement methods that are used and have been proposed

for use in hearing apparatus in section 2.4, in the Literature Review.

1.3.2. Streaming devices

Another potential application for speech enhancement for the same people group is in stream-

ing products. These are used to stream an audio source from another device to the user’s

hearing aid in order to directly feed the target audio from the source without needing to pass

through a noisy channel. Telecoil systems installed in buildings use a source magnetic loop

to transmit audio to a user’s hearing aid. These can be found in places like banks, cinemas,

concert halls and churches. Similarly, streaming devices have arisen that use different tech-

nology to the same aim, where the source device may be a TV, a lecturer’s microphone, or, in

recent years, the user’s smartphone. Earlier generations of these systems used a source device

to transmit audio and an intermediate device worn on the user’s body to receive the signals

from distance and send the signal using low-power radio or a telecoil. Recently, Apple has de-

veloped an extension to Bluetooth Low Energy to stream audio using the protocol [11]. This

has the advantage of being low-power, relative to the ‘classic’ Bluetooth protocol. This does

away with the requirement to use an intermediate device and also opens up some interesting

possibilities. A feature in Apple’s iOS operating system is ‘Live Listen’ which allows the user

to effectively use their iOS device as a remote microphone, removing the need for a sending

device in some use cases [12]. With Android 10, a similar, open-source protocol called Audio

Streaming for Hearing Aids [13] has been implemented using Bluetooth Low Energy.
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Streaming systems make a meaningful difference to hearing aid users by providing this

clear channel between source and listener, but there can still be noise around the source and

sources can contain prominent non-speech content. An example of the latter would be movies

that feature loud soundtracks and sound effects. Non-speech sound elements can draw a nor-

mal hearing individual into a story by providing atmosphere, but can take a hearing impaired

individual out of it by placing more cognitive load on them.

These devices have similar requirements to hearing aids - real-time and low latency. For

any parts of the system that are battery powered, there are limits to the compute power possible,

but this is not as limited as hearing aids themselves.

A potential improvement on these systems would be to enhance the speech signal within

that stream and remove or reduce music or ambient noises in the stream, to further improve

the listening experience for the user.

1.3.3. Phones & video conferencing

Phone calls are a typical application where there is a wide variety of noises. Without en-

hancement it can be difficult to hear the person speaking if they are in a particularly noisy

environment, given that there are no visual cues to fallback on. Phones are sometimes used in

‘hands-free’ mode, where the user is a distance away from the phone, instead of right next to

the microphone, which presents additional challenges.

A similar application to hands-free phones is that of video conferencing. A user of video

conferencing does not always have access to a quiet location and it is advantageous for the

other user or users to hear the user clearly.

These are real-time applications and latency is required to be low enough to allow for turn-

taking in conversation to not be difficult. The network being used to send signals between

phones results in some latency as well, reducing the permissible latency for any enhancement.

Mobile phones have tighter limits on compute power than desktop PCs or laptops for these

applications. Large power drain over a long phone call could considerably inconvenience the

user.

1.3.4. Audio-video recording

Audio-video recording differs from the above applications in that the real-time requirement is

no longer a factor. Similarly to the previous applications, the recording cannot always be done
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in a situation where the person making the recording is in full control of the audio environment.

Depending on the use for the recording, background noise may not be acceptable at all.

Unless the recording is for live streaming, there is no requirement that any enhancement of

the audio happens in real-time, other than it be quick enough that it is available when needed

and does not use too much compute time on a computer. Latency, likewise, is not an issue for

non-live use and any enhancement can typically be done on a device that is not low-powered.

1.3.5. Automatic Speech Recognition

The range of situations in which humans must listen to speech in noise is similar to that for

some applications of Automatic Speech Recognition (ASR). Both must also make sense of

what is being said, despite interfering noise.

In order to perform ASR in noisy environments either the ASR algorithm itself is made

robust to noise by design, the input to the ASR algorithm is enhanced to reduce the noise

content or these approaches are combined.

One application of ASR is digital assistants, where a user talks to a device and expects

a meaningful response to their query a few seconds later. While there is a requirement for

latency to be sufficiently low, the window is not as tight as for phones or video conferencing.

This application does not, strictly speaking, require streaming functioning, but it is a feature

of some digital assistants. Also, real-time functioning is not technically required, but it would

be difficult to provide a meaningful response in an acceptable window of time if enhancement

is much over real-time.

Another application is automatic transcribing of audio content or subtitling of audio-visual

content. In both cases a transcription of the audio signal is carried out and this is either used

as the transcription or a timed subtitle track. Computer performance of the task is not accurate

enough for many use cases. YouTube provides automatic subtitling, labeled as such, with

the understanding that somewhat accurate subtitling is more useful for some users than no

subtitling.

Where high quality subtitling is required for TV, a human listener listens to the audio and

re-speaks the speech in a monotone voice, in order to be most recognizable to an automatic

speech recognizer. The output from the ASR is then corrected and synced with the audio sig-

nal [14]. As a manual process there is cost attached, which is not insignificant for channels

with small viewership. If this process could be made automatic there could be universal avail-
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ability of subtitling and reduced cost for small channels and other applications like live theater

transcribing.

For offline transcribing of pre-recorded content, latency and real-time functioning is not

a concern, but for live content online transcribing is required, requiring real-time functioning

and relatively low latency. Some, but not all, digital assistant systems send the captured audio

signal to the cloud for processing. In this case functioning on low-power hardware is largely

irrelevant.

Having considered some applications where computers are used to listen to speech in the

presence of noise, we can now look at how computers go about enhancing speech.

1.4. How computers enhance speech

How a computer can go about enhancing speech will depend on a number of factors. We have

mentioned some above: whether real-time functioning is required, permissible latency and

whether the algorithm is streaming or non-streaming. The available computational resources

play a part too - some enhancement methods require considerable compute power. Information

about the type of noise expected can help decide the most applicable algorithm: whether the

noise is stationary or nonstationary, whether the mixture is echoic or anechoic and whether

there are channel effects degrading the signal or not.

A major division in speech enhancement algorithms depends on the number of channels

available - splitting speech enhancement techniques into multi-channel speech enhancement

and single-channel speech enhancement.

Multi-channel speech enhancement makes use of simultaneous recording from multiple

microphones, arranged in a microphone array, such that they are at different locations. These

algorithms can make use of some of the same features that humans do (level difference and

time difference between microphones). Unique to these algorithms is that they seek to spatially

separate signals.

Unless they are being used to perform signal separation - that is, to separate the input

signal into a number of constituent signals, they suffer a key penalty compared to humans

listening in noise. As mentioned earlier, the human auditory system is understood to split

heard audio into streams. These streams can be concentrated on (listened to) or ignored. A

human listener makes a decision of which stream or streams to concentrate on at any given

time based on what is important to them - for example, concentrating fully on a conversation,
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or not concentrating fully on one conversation but keeping partial attention on a conversation

at the side. Computers, if they are doing speech enhancement must work out the target signal

by some means. This can be as simple as assuming the dominant signal is the target signal.

In some instances (for example, hands free in a car or hearing aids) a directional microphone

can be pointed to the likely target signal, while the signal from omnidirectional microphones

can be assumed to be noise. This approach faces some challenges if the assumptions are not

valid. The target speech could come from someone seated in the passenger seat or it could

be to the side, rather than the front, of a person with a hearing aid. In some applications one

microphone is assumed to be dominated by the target signal, while other microphones are

assumed to capture more of the noise, for example in mobile phones.

These methods function by beamforming, that is, spatially filtering to focus on one partic-

ular target.

For some applications, multi-channel speech enhancement may not be possible. It may

be the case that setting up multiple, spatially separated microphones is infeasible. It may

be that the assumptions made in identifying the target signal are unreliable for the number

of microphones available (for example a single hearing aid, with two microphones that are

close to each other, may not be able to reliably spatially locate the target signal). Sets of

two hearing aids can perform beamforming by sharing their signals, but have increased power

requirements.

In these cases single-channel speech enhancement can be used. This cannot use multi-

channel information to spatially separate input. Single-channel speech enhancement must,

instead, model statistical features of the noise and/or speech or derive data-driven higher-level

models of the speech and/or noise. Recently, neural networks have been employed to derive

these higher-level models from large training sets and, alternatively, exemplar-based methods

have sought to use corpora of examples of speech to model speech. We look in detail at how

these methods go about this problem in the Literature Review.

1.5. Area of research in this thesis

Single-channel speech enhancement is an interesting problem, due to the limited nature of

the information available. Additionally single-channel speech enhancement can be used to

further enhance an audio signal that has been beamformed, to improve it further. Due to the

wide applicability of single-channel speech enhancement we have chosen to focus on it in this
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thesis.

As we will see in the Literature Review, due to the predictability of stationary noises, it is

largely an answered question to enhance speech in the presence of stationary noise. As noise

becomes less stationary, the assumptions that these algorithms make reduce the quality of the

enhancement. For this reason research is currently mostly focused on enhancing in the pres-

ence of nonstationary noise. These noises are difficult to model due to their unpredictability.

An approach for dealing with highly nonstationary noise is the exemplar-based approach.

Methods based on this approach have been demonstrated to work well without needing to

model the noise, which is ideal for highly nonstationary noise and for application to the real-

world, where the breadth of noise types cannot easily be modeled. This approach also has

real promise due to its use of speech examples, rather than abstractions of speech, which can

potentially more smoothly represent speech.

There are two key issues, typically, with the exemplar-based approach: the computational

complexity of the algorithm and the large space requirements for the corpus. These prevent

this approach being used for some of the applications mentioned. Computational complexity

prevents the algorithm from functioning in real-time, particularly on low-power hardware,

while the space requirements prevent the algorithm from being able to work on low-power

hardware. If these issues could be solved, a whole area of speech enhancement could open up

to these applications.

On this basis we will seek to enhance a single-channel noisy speech signal

using exemplar-based speech enhancement where the noise can be nonsta-

tionary. We will aim to remove the obstacles that prevent the state of the art in

exemplar-based methods from being used in real-time streaming applications

on low-power devices.

1.6. Novel contributions

We will create a system with a similar approach to one of the latest pieces of work in exemplar-

based speech enhancement (Wide Matching) and aim to resolve two key issues with this ap-

proach: computational complexity and large space requirements. The main novel contribu-

tions in this thesis can be enumerated as such:

• We demonstrate that a clean speech corpus can be effectively represented in a search-

tree, instead of a linear representation. This reduces the computational complexity of
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search from O(n) to O(log(n)) for a corpus with n segments. This can reduce the time

taken to enhance search by 2000x while having a small effect on output quality.

• The size of the corpus is a considerable issue for implementation on some platforms and

this size actually increases with using a search-tree. We demonstrate corpus compres-

sion by clustering original corpus segments and using codewords in the place of these

original segments. This reduces the corpus size by a factor of 20-200x over the linear

original corpus, at some cost to quality.

• We show both these techniques in combination and show that they are suitable for a real-

time low-power system with corpus sizes as low as 13MB with extreme compression

(512 codewords representing the original corpus). When tested with a Raspberry Pi

Zero, the system was able to function twice as fast as real-time when underclocked to

700 MHz.

• When combining the two methods there is a cost to the output quality. We demonstrate a

method (‘N-Best matching’) to ameliorate the quality losses by searching the search-tree

more fully.

• A basic system is used to demonstrate the above points. This system is then extended to

make use of long-term lingua-acoustic data, following Wide Matching by chaining fixed

length segments together to find the best sentence-wide match for the test sentence. For

this extended system the streaming requirement is dropped. A function that is used to

assess the viability of these concatenations of clean speech segments is implemented

with a view to reducing computational complexity. Additionally we demonstrate algo-

rithmic optimizations that allow the long-term version of the algorithm to function in

real-time.

1.7. Structure of thesis

We begin in chapter 2 by looking at relevant literature for single-channel speech enhance-

ment in general and split this domain into two categories: traditional speech enhancement and

exemplar-based speech enhancement. Two topics are then briefly considered: speech enhance-

ment that uses linguistic data and speech enhancement for hearing apparatus.

Chapter 3 begins by detailing the baseline system used to demonstrate the concepts. This

matches fixed-length test segments with corpus segments then the output is synthesized from

11



these corpus segments. Unlike previous exemplar-based methods this functions on a stream-

ing basis. The performance bottleneck for this system - segment matching - is revealed and

explained. We then describe how the corpus can be organized into a search-tree to remove this

bottleneck and evaluate its functioning in terms of enhancement quality and speed of enhance-

ment.

Chapter 4 follows on, picking up the issue of corpus size and details how a clean speech

corpus can be clustered and replaced with codewords obtained from these clusters. Different

methods for clustering the corpus are described and compared. The codeword corpus is com-

pared with an original corpus, with both using linear matching. The output quality and corpus

size are evaluated. Then the codeword corpus is compared with an original corpus, with both

using search-tree matching. The output quality and corpus size are evaluated. For both search

methods the codeword corpus is compared with another alternative for creating a corpus - us-

ing fewer sentences in the corpus. Finally, we look at how these methods can lead to more

inaccurate matching and show a method to ameliorate the issue - N-Best matching.

Chapter 5 builds upon this baseline system by adding a long-term lingua-acoustic aspect

to segment selection. Local corpus segment selection for each test segment is extended to pick

more than one segment. These segments can be used to pick the best sequence of segments

on a long-term basis. Several lingua-acoustic constraints are detailed that aim to utilize long-

term linguistic data that the baseline system cannot make use of. The system is evaluated as a

pre-processor for an automatic speech recognition system.

Then we finish in chapter 6 by summarizing the work done and looking at directions for

future work.
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2. LITERATURE REVIEW

Introduction

Loizou defines speech enhancement as “improving some perceptual aspect of speech that has

been degraded by additive noise" [15]. This has been an area of some considerable work for

decades. There are many different approaches to the problem, with widely varying computa-

tional requirements, from those that are capable of running on a hearing aid’s Digital Signal

Processor (DSP) chip to those that require server tier hardware. This means that no single ap-

proach predominates over all applications. While Speech Enhancement (SE) algorithms have

been able to improve the quality of speech in noise, gaining improved intelligibility has been

largely illusive [16], as misestimation of the noise or speech will result in the reduction of the

speech signal within the noisy signal and with it, quiet speech and speech cues [17] [15].

With such wide-ranging and important uses, and intense research efforts, there is a corre-

sponding diversity of approaches. This diversity of approaches makes classifying them diffi-

cult.

There are many different ways to classify single-channel speech enhancement algorithms -

the primary classification often depending on the area of speech enhancement being proposed.

We discuss the current state of speech enhancement in two primary categories: traditional

approaches and exemplar-based approaches. The distinction between these two categories lies

primarily in the emphases. Traditional approaches tend to model statistical features or derive

data-driven higher-level models of the noise and/or speech. As compute power has increased

the state of the art has grown from simple statistical measures to encompass Hidden Markov

Model (HMM) and Neural Network (NN) based systems.

Exemplar-based approaches tend to model speech directly using some form of corpus or

dictionary and remove what is not in the corpus. Another way to think of them is that they use

speech exemplars as the model, rather than an abstraction as the model. Some exemplar-based

approaches do model noise, but that is secondary to their mode of operation.

Within these approaches, some take a frame-based approach and some take a segment-

based approach. Frame-based approaches act on single speech frames, capturing and enhanc-

ing on the basis of characteristics found in a short time frame. The issue with short time frames

is that speech and noise can be indistinguishable in the time frame. Therefore, frame-based

solutions tend to be limited in quality unless they model properties of both the speech and the
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noise. Often these methods face challenges with quickly varying noise because of a reliance

on a stationary estimation of noise.

Segment-based algorithms, by taking multiple frames at a time, have the advantage of

greater discrimination between speech and noise. This often comes at a cost to latency in

real-time systems due to the requirement to obtain segments. Many of the cutting edge speech

enhancement algorithms that have emerged recently take a segment-based approach. Deep

Neural Network (DNN) classifiers typically take multiple frames as input and exemplar-based

approaches typically rely on this context to select appropriate speech segments.

First we will explore some traditional SE methods, before moving on to look at exemplar-

based speech enhancements. Then we will look at two smaller topics: algorithms that use

linguistic information in enhancement and speech enhancement for hearing apparatus. Before

we do this, however, it would be useful to have a quick look into common objective metrics

used in this domain and detail two datasets that are used.

2.1. Objective measures and datasets

In recent work in speech enhancement we note four common objective metrics used to estimate

human perception of noisy speech in three key areas: intelligibility, quality and noise removal.

Perceptual Evaluation of Speech Quality (PESQ) measures quality. Segmental SNR (SSNR)

measures noise removal. Two common measures of intelligibility are Short-time Objective

Intelligibility (STOI) and the Word Error Rate (WER) from an automatic speech recognizer.

For all of these, excepting WER, higher is better.

The PESQ score that is typically used is narrow-band PESQ Mean Opinion Scores (PESQ

MOS), which aims to map to mean opinion scores between 1 and 5. The best possible scores

for STOI, PESQ and SSNR are 1, 5 and 35, respectively, with the units for SSNR being dB.

The scores for STOI, PESQ and SSNR are all calculated using a clean version of the sample

as a reference.

STOI correlates positively with intelligibility scores [18] [19]. PESQ positively correlates

to some degree with subjective quality scores [18] [20]. SSNR measures the signal to noise

ratio, which provides us a view into how much noise has been removed from the noisy sample.

In the absence of a clear alternative measure, taking all these measures into account can offer

a meaningful impression of the quality and intelligibility of the output.

Regarding speech corpora, it would be helpful to note two which are used in the literature
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and also later in this thesis. The first of these is WSJ0, which contains samples of male

and female American English speakers reading sentences from the Wall Street Journal. This

corpus contains 12775 samples from 101 different speakers in the training set, with additional

test sets for speaker dependent and speaker independent evaluation. The second corpus to note

is GRID, which contains samples of male and female British English speakers reading a set

sequence of word types from a constrained vocabulary. This corpus is often used in automatic

speech recognition tasks due to the simplicity of the sentence structure. This corpus contains

1000 samples each from 34 different speakers, but is not split into a test set and training set by

default.

With these evaluation details we can begin by considering traditional Speech Enhancement

methods.

2.2. Traditional Speech Enhancement methods

As previously stated, these speech enhancement techniques typically attempt to model noise

and/or speech with a statistical measure or data-driven representation. This work can be split

into three main categories.

The first category enhances speech using statistical measures derived from the noisy signal.

This category includes some of the earliest speech enhancement methods.

The second category is classifier-based approaches that aim to classify time-frequency

regions as being noise-dominant or speech-dominant and use that estimation to filter the noisy

signal.

The last category is deep learning mapping methods. These aim to map noisy speech

directly to clean speech, based on training data.

2.2.1. Statistical approaches

These approaches are an area of less active research as more success has been found recently

from the other approaches. One particular area that these approaches remain in active devel-

opment is for hearing aid applications, where some of the more sophisticated methods are not

feasible due to latency, real-time and power constraints. This subset of statistical approaches

is briefly considered in section 2.4.

These approaches aim to calculate some statistical measure for the noise or speech and

apply that knowledge to the future noisy signal to remove the estimated noise.
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A notable algorithm that still finds use today is spectral subtraction [21]. This algorithm

assumes that noise is stationary between non-speech sections. Non-speech sections are used to

estimate or re-estimate noise - which is estimated to be the average value at each frequency bin

over the non-speech period. This noise estimate is removed from the noisy magnitude spectra

and negative frequency bins are zeroed.

This algorithm is computationally efficient and effective for stationary noise. There are,

however, two main issues with it. Firstly, real-world noise is often nonstationary and so cannot

be accurately modeled by this approach. Secondly, a distortion that has been termed ‘musical

noise’ is typically added by the algorithm due to mismatches between the estimated and actual

noise signal. Later extensions of this approach seek to improve the quality of the algorithm

by increasing the amount of noise removed while reducing the perception of musical noise,

by using auditory system masking [22], speech class estimation to preserve weak vowels (in-

creasing PESQ by 0.2 on average) [23] or by applying the filter selectively based on a wider

estimation of noise presence (‘selective magnitude subtraction’) [24]. Compared with the orig-

inal method, the latter improves segmental SNR by 4.56 dB on average for white noise at 0

dB SNR. Also when compared with the original method, multi-band spectral subtraction was

found to reduce the estimation error by calculating the subtraction individually for a number

of frequency bands [25].

Another key method, Wiener filtering, was first described in [26], which described a time-

domain filter calculated such as to minimize the error between the filtered signal and the de-

sired signal. This error can be calculated by obtaining the autocorrelation of the input signal

and estimating the cross-correlation between the input and desired signal. If it is assumed that

the desired signal and noise are uncorrelated an estimate of the cross-correlation can be made.

This approach is also prone to musical noise, however. A Priori signal to noise ratio estimation

was proposed to avoid musical-noise in the Wiener filter [27].

Other statistical approaches have arisen that aim to derive a statistical metric which can be

used to linearly model the signal. Minimum Mean-Square Error (MMSE) algorithms use an a

priori probability distribution of speech and noise to remove noise in the fourier-domain [28]

[29], with the latter work often being referred to as log-MMSE. Improvements in an objective

quality measure (Itakura-Saito) over the previous method were found in [30]. Maximum A

Posteriori (MAP) estimation estimates an unknown variable in the light of observations and

by assuming a distribution function. This has been used in the context of speech to estimate
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parameters in a speech articulation model in order to model speech [31].

These techniques, being frame-based, have difficulty distinguishing noise from speech,

given the short time frame. This leads to their difficulties in well enhancing real-world noise.

Additionally, they have difficulties with noise that has similar statistical properties to speech -

cross-talker interference, for example.

Hidden Markov Models have been applied to this domain to model the global properties of

speech for an MMSE estimator [32] [33]. This approach was found to improve output SNRs

significantly more than spectral subtraction.

While some of the later statistical methods have made attempts to accommodate nonsta-

tionary noise, they do not do so adequately. Kollmeier notes that “Typical challenges with all

types of noise reduction are their inability to function well in situations where the respective

assumptions of the algorithms are not fulfilled” [34]. This leads to the development of methods

that attempt to capture more detailed and longer-time data and make fewer and less hard as-

sumptions about the properties of speech and noise. These can more easily model challenging

and difficult to describe noise environments.

2.2.2. Classifier-based approaches

Classifier-based approaches aim to generate a mask that classifies each time-frequency re-

gion as being noise-dominant or speech-dominant. This mask is then used to filter the noisy

fourier-domain signal, and the filtered signal is then output. This objective comes from work

in Computational Auditory Scene Analysis (CASA) showing that large improvements in in-

telligibility could be achieved by using an Ideal Binary Mask (IBM) [35] [36] [37]. Li and

Loizou [37] suggest that a mask “directs the listener’s attention to where . . . the target is”,

aiding in human speech segregation [emphasis author’s]. This suggests that an algorithm that

could accurately estimate an IBM may achieve intelligibility gains that had been previously

illusive in speech enhancement. The IBM categorizes each Time-Frequency (TF) region in a

binary manner - either noise-dominant or speech-dominant. This is ideal in terms of SNR as

it optimally differentiates the signal regions from noisy regions for the given granularity of

mask.

An early method by Kim et al. found success with this classification approach. It obtained

speech intelligibility increases for normal hearing listeners [38] by training Gaussian Mixture

Models (GMMs) using two speakers and three noise types (babble, factory and speech-shaped
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noise). One GMM is trained to model where the talker is dominant in the feature set and a sec-

ond GMM is trained to model where the masker is dominant. When compared to unenhanced

samples, this was found to improve intelligibility by up to 65% for babble noise at -5 dB SNR,

in cases where the GMMs are trained on only babble noise. In many of the test cases the

single noise GMMs performed close to the IBM (i.e. the difference between the IBM and the

estimated IBM was small). Following this, other methods emerged to estimate an ideal mask

using Support Vector Machines (SVMs) [39] and a multilevel perceptron [40]. The former

showed mask estimation accuracy improvements of up to 20% with novel noises, compared to

the original dual GMM system.

Following on from these methods, due to the difficulties in generalizing SVMs, Wang and

Wang proposed a method to combine a deep neural network (DNN) with the SVMs previously

proposed [41]. They demonstrated that a system trained on a small number of speakers from

one corpus could generalize well to another, with no notable difference in intelligibility scores.

Neural network speech enhancement approaches are an area of intense research currently due

to the success that has been found in using neural networks to solve ill-posed problems. Dis-

tinguishing additive noise from speech in a single channel signal is ill-posed in that approaches

can estimate the weighting of a given signal in a given time-frequency location, but no single

solution is known to exist.

Healy et al. proposed a purely DNN approach to more accurately estimate the IBM [42],

improving intelligibility for hearing impaired listeners. Two DNNs are used to enable use of

time-frequency context for each TF unit, where the second DNN takes posterior probabilities

estimated by the first mask and takes five time frames and approximately a quarter of the

frequency bins as context. The authors state that because each TF unit has high dimensionality

(85 dimensions per TF unit), training single DNN with context was not feasible.

The system was trained and tested on two noise types - speech shaped noise and babble

between -8 and 0 dB SNR. Enhancement was found to improve intelligibility in both hearing

impaired and normal hearing individuals (though the latter had less improvement, perhaps in

part due to the higher intelligibility scores in equivalent tests). This approach is helpfully

compared with Kim et al. and earlier statistical methods in Table 1 from a survey of speech

enhancement algorithms [16]. There are two main issues with this system as presented: firstly,

the training and testing came from the same 10 second loop of noise and, secondly, only a

single speaker is used in testing and training.
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Table 1: Overview of non-exemplar speech enhancement algorithms from [16], as presented

in their respective papers. The original MMSE and log-MMSE algorithms are denoted as

‘STSA’ and ‘Log-SA’, respectively. The original Spectral Subtraction algorithm is denoted as

‘ANS-SS’, Selective Magnitude Subtraction as ‘SMS’ and Multi-Band Spectral Subtraction as

‘MBS’. Two implementations of the Wiener filter are denoted as ‘PSNR’ (A Priori SNR) and

‘WT-MS’ (Wavelet Thresholded Multitaper Spectra). The 2009 IBM algorithm by Kim et al.

is denoted as ‘INH’ and the 2013 algorithm by Healy et al. as ‘NH-HI’. Note that the training

and testing environments differ between all the algorithms tested.

The first issue is partially addressed in the following paper [43], where the system in

trained on parts of the noise samples that are not used when noising the test samples. The

issue of generalizing to unseen noise is left for future work. There are three other main dif-

ferences with this work. Firstly, it uses a single DNN where the previous system needed two.

Secondly, frequency perturbation is used to prevent over-fitting to training noise. Thirdly, IBM

estimation is replaced with Ideal Ratio Mask (IRM) estimation.

The IRM is a soft mask, giving a soft weighting to each time-frequency unit, instead of a

harsher binary weight. It is calculated for each TF unit as:

IRM(t, b) =

√
S(t, b)

S(t, b) +N(t, b)
(1)

where S(t, b) is the speech energy at time t and frequency band b and N(t, b) is the noise

energy at t and b. The IRM was found to provide a small improvement in an objective intelli-

gibility measure and a large increase in an objective quality measure, compared to IBM masks

[44]. It was postulated that this is due to it being more robust to estimation errors.

The single IRM-DNN system was able to yield improvements in intelligibility in the hear-

ing impaired listeners, but only found improvements in intelligibility with the normal hearing

19



listeners for the babble noise.

This system was able to show generalization to novel segments of trained noise, but gener-

alization to unlearned noise is desirable for real-world applications. This system was extended

to adapt to novel noises in [45]. 10,000 non-speech noises from a sound-effect library were

used to train the DNN with samples from a single speaker noised at -2 dB SNR.

Testing with babble noise and cafeteria noise over the same speaker as training showed

intelligibility improvements for hearing impaired individuals at 5 and 0 dB SNR. A much

smaller improvement was found with normal hearing individuals at -2 and -5 dB SNR.

Generalizing to unseen noises and unseen SNRs was a large step forward for the algorithm.

This was furthered by [46], which used the large-scale training of the previous work to enhance

a single male speaker in the presence of a female speaker. Like the previous work, the system

was trained with a single SNR and testing was carried out at untrained SNRs. In this system

the DNN produces two IRMs; one relating to the target speech and one relating to the masking

speaker. This system was able to provide impressive intelligibility improvements at extremely

low SNRs for hearing impaired listeners (-3, -6 and -9 dB SNR). The intelligibility scores for

normal hearing listeners had little improvement at -6 dB SNR, but more at -12 dB SNR. This

was extended further in to include reverberant conditions in [47]. Requiring training on the

target speaker remains an issue with this system and is a significant limitation for real-world

application, particularly for hearing aid applications (as the project aims in the long-term [48]).

Recurrent Neural Networks (RNNs) have been evaluated, with the expectation that they

could better generalize to unseen noise and unseen speakers. A 5 dB increase in signal-to-

interference ratio is demonstrated in [49] in comparison with an exemplar-based algorithm,

Non-negative Matrix Factorization (NMF). In more extensive testing it was found that the

RNN system, while better than DNN for speech separation, did not return better results for

speech enhancement [50].

The use of noisy phase, which is typical in current speech enhancement, has been high-

lighted as an impediment to further quality gains. Citing work into the effect of phase en-

hancement on perceived quality, an extension of the IRM into the complex-domain found an

improvement in PESQ of an average of 0.18, compared to IRMs [51]. Another method trains

an RNN to take into consideration phase data, in a hybrid masking/mapping approach (Signal

approximation) [52]. Signal approximation estimates a ratio mask while the training target is

the error between the target speech and the final estimated speech.
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Classifier approaches have made much progress in two regards, compared with statistical

speech enhancement. Firstly, they demonstrate better ability to model nonstationary noise.

Secondly, they can improve intelligibility, which was previously largely unheard of in speech

enhancement. They have made good progress in generalizing to more environmental condi-

tions, but have some way to come to be suitable for real-world speech enhancement as they

tend to lose performance as they generalize.

2.2.3. Mapping-based approaches

A further class of algorithms that has emerged is the mapping-based approach. This is an

alternative to the classifier-based approach and instead uses neural networks to map noisy

speech spectra directly to clean speech spectra using training on noisy speech. In this approach

neural networks describe how noise corrupts speech.

This approach was proposed by Xu et al. [53]. The system uses segments of log square

fourier-domain frames as input vectors with associated learned output vectors. The input vec-

tors are from samples noised with one of four noises, while the target output is clean speech.

The proposed system outperforms both log-MMSE and a Shallow Neural Network (SNN) in

PESQ. For matched noises the DNN output had an average of 2.87 in PESQ (compared to 2.46

for log-MMSE and 2.78 for SNN) and an average of 2.65 for mismatched noises (compared

to 2.50 for log-MMSE and 2.57 for SNN).

This approach is detailed further in [54] and extended in five key ways: increased time-

frequency context, increased diversity of noise training with more than 100 noise types, global

variance equalization to prevent over-smoothing, dropout training for the DNN to prevent over-

fitting and noise aware training to improve overall performance. Dropout training is credited as

helping the model deal with unseen noise types that can nevertheless be sufficiently described

by the wide noise training.

The extended approach yielded improved results over the previous system, increasing the

quality improvement shown for the previous system with unseen noise environments. In addi-

tion, the mapping training target is compared to the masking training target - offering a chance

to compare the mapping approach with the classifier approach. The PESQ scores for the three

unseen noise types are shown in Table 2, with the mapping approach compared with an IRM

training target and a short-time Fourier transform spectral mask (FFT-MASK) training target.

The training set only included a single example babble noise (in addition to 17 examples
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Table 2: PESQ results from [54] for three different training targets for the DNN. For three un-

seen noise types. The mapping approach (a) is compared with two classifier approach targets:

the IRM training target (b) and FFT-MASK (c). As featured in [53].

of crowd noise) and the evaluation noises do not contain any noise types with distinct babble

or competing speakers, only the ‘Exhibition’ noise from Aurora2, meaning that we do not get

much insight into how this algorithm would perform with speech-like noise.

This approach is expanded by Gao et al. [55] by attempting to address some of the con-

cerns that mapping improves the perceived quality but misses out improving the intelligibility

due to overzealous noise removal.

The basic approach is to train two mapping DNNs, one of which is trained to preserve weak

speech signals in low SNRs. These are fed an estimation of how dominant speech is at any

given moment by a Voice Activity Detection (VAD) DNN. The output of the two enhancement

DNNs is then fused according to the probability of a frame being classified as speech dominant

by the VAD. In contrast to [53], both a speech estimate and noise estimate is obtained as the

DNN output. The fused clean speech estimate and fused noise estimate is then used as the

speech estimate and noise estimate for an IRM filter. Tu et al. demonstrated that training a

DNN to output both a target speaker mapping and the masking speaker mapping finds modest

gains in objective intelligibility over target speaker mapping only [56].

It is demonstrated that the joint system shows improvement in quality and intelligibility

over a single enhancement DNN on its own, with good improvements in non-babble noise.

Notable is the finding that the single DNN showed regression from the unenhanced sample in

terms of intelligibility, but the joint system is able to address that regression and improve over

the the unenhanced samples. The exception is the case of babble noise at low SNR where both

systems yield lower STOI scores than the unprocessed samples.

The second paper [57] evaluates a speaker-dependent version of the mapping only ap-
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proach against the speaker-independent mapping approaches proposed in the previous paper.

Instead of taking clean speech from multiple speakers (100 hours), only 2 hours of clean

speech from a single female speaker is used. The noise is then added to the clean speech. The

single speaker trained system is setup in the following configurations: to directly generate an

IRM mask from noisy speech (‘SE-mask’, i.e. the classifier approach), to generate a mapping

directly from noisy speech to clean speech (‘SE-mapp’ - i.e. the mapping approach) and to

generate a mapping from noisy speech to clean speech which is then post-processed in an

IRM (‘SE’) (as per previous work) or Wiener filter (‘SE-Wiener’). These configurations are

compared against two speaker independent models.

They found that, while the mapping only configuration improved the PESQ score most,

it performed similarly to the classifier-style model in STOI and worse than using this clean

speech estimate as an input for a Wiener filter. These speaker-dependent models fared better

than the two speaker-independent models tested. For speech interference and speech separa-

tion the advantage of this ensemble approach is shown for a different gendered masker.

As previously mentioned, the use of noisy phase has been highlighted as an impediment

to further quality gains. One method in this vein performs iterative phase estimation [58] and

obtained an output SNR close to a non-estimated IBM for babble noise and Speech Shaped

Noise (SSN).

While it appears that the mapping approach can better deal with a range of test SNRs,

masking can potentially better utilize training data [59]. A hybrid approach, signal approxi-

mation, can potentially combine the best of both of these approaches by using a mask to best

utilize training data while avoiding biasing in training toward well representing higher SNRs.

Mapping methods still require significant training, particularly to deal well with noise with

similar properties to speech.

Statistical speech enhancement methods demonstrated the effect that leveraging even basic

properties of speech and noise can have on the quality of output speech. As computational

power has increased, with it more sophisticated speech enhancement algorithms have arisen.

The state of the art appears to be primarily focused on two competing training objectives for

neural networks: masking (classifier-based approaches) and mapping. These methods have

shown large improvements to intelligibility and quality yet they remain prone to difficulties in

generalization. These reduce their applicability for real-world speech enhancement.
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2.3. Exemplar-based Speech Enhancement methods

The exemplar-based approach offers a distinctly different means of speech enhancement.

Rather than attempting to model some statistical properties of speech and/or noise (or higher-

level abstraction), exemplar-based approaches seek to use real examples of speech to match

the underlying speech in a noisy signal. This match may use some distance metric or model

fitting to select exemplars and may be performed on clean speech or artificially noised speech

but all the methods construct the output using a matched clean speech exemplar. This approach

offers the possibility of more natural sounding output due to use of real examples of speech.

Some of these approaches have progressed to the point that they require no estimation of noise

- the speech signal is estimated directly. This means that this approach is readily applicable to

real-world speech enhancement.

There are a number of terms used to denote this category of speech enhancement, includ-

ing: inventory-style, corpus-based, dictionary-based and exemplar-based speech enhancement.

Firstly we will consider an early exemplar method, non-negative matrix factorization, then the

longest matching segment approach and a later development of that approach. After this we

will consider inventory-style, then Wide Matching.

2.3.1. Non-negative Matrix Factorization

Non-negative matrix factorization (NMF), first demonstrated for images and text [60], seeks

to compose an output from non-negative combinations of learned sparse representations of the

class of ‘object’ the desired output belongs to.

Typically a corpus speech dictionary As and a noise dictionary An are used to compose

test signals from sparse combinations of exemplar ‘atoms’ from the dictionaries. The test

signal is modeled as a sequence of segments reshaped into 1D vectors and arranged in columns

in an observation matrix. The activations of each dictionary are given as Xs and Xn for

the speech and noise dictionary, respectively. The activations are chosen to minimize the

divergence between the observation matrix and dictionary approximation AX, where the latter

is given as:

AX =
[
As An

]Xs

Xn

 (2)

A commonly used version of NMF has a penalty term in the divergence function to ensure
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that the combination selected is sparse [61]. Key to this approach is that none of the activation

values can be negative - that means that the estimate is composed of weighted exemplars

from the dictionary. The speech estimate and noise estimates can then be obtained using the

dictionary and activation matrices.

This was applied to speech separation in [62] and it was found that even without a noise

dictionary, this can achieve word recognition rate as close as 14% below human performance

at 0 dB SNR.

This approach is extended in [63], which solves an issue with this NMF and dimensional-

ity. Lower dimensional feature sets for the exemplar space are ideal in terms of generalization

and computational load, yet approximating a full spectrum frame from a lower dimensional

version is sub-optimal. The solution proposed is using coupled dictionaries, where a lower

dimension version and full dimension version are coupled, with the former being used in

exemplar matching and the latter being used in the speech and noise reconstruction. Experi-

mental studies show that this coupled approach tends to produce better results in PESQ and

WER than either using the full spectrum for both search and reconstruction or using the mel

spectrum in search and upscaling it for reconstruction.

NMF has been compared with Wiener filtering and two neural network-based (NN) meth-

ods in seen speaker and noise condition testing with hearing impaired listeners [64]. One of

the feature sets is shared with the work by Healy et al. [42] (‘NNCOMP’), while the other is an

auditory-based feature set (‘NNAIM’). It was found that this feature set improves word recog-

nition and subjective quality scores. A noise dictionary was used for NMF in the babble noise

case, but not in the SSN noise case. In word recognition, Wiener filtering was found to yield

little to negative impact on intelligibility, while NMF yielded a consistent improvement and

the neural network methods came out on top. In quality ratings NMF improved on Wiener and

was competitive with NNCOMP, but NNAIM was clearly better. For STOI with speech shaped

noise the two NN methods were comparable, with NMF not far behind and Wiener offering a

little improvement over the unprocessed samples. For babble noise the two NN methods had

the same results, with a good improvement over the unprocessed samples. Both NMF and

Wiener yielded declines in STOI over unprocessed samples for the babble noise.

Another NMF approach proposes clustering the corpus by phone type and using ASR to

estimate the underlying phoneme [65]. Exemplar selection is then constrained to the estimated

phoneme. The difference between unconstrained NMF and this phonetic NMF is shown in
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spectrograms, which appear clearer, but unfortunately no further objective comparisons are

provided.

NMF improved on previous statistical methods, but, in the light of recent work general-

izing NN-based methods and that NMF often requires noise training, further work is perhaps

required to match the state of the art.

2.3.2. Longest Matching Segment approach

The Longest Matching Segment (LMS) approach [66] aims to match noisy test segments of

clean speech with corpus segments of speech, which can be then used as the speech estimate

of a Wiener filter. The concept is that the best matching corpus segments are likely to be good

estimates of the underlying speech signal. Key to this approach is to employ sufficiently long

segments so as to capture some of the longer-term lingua-acoustic data in the speech signal (in

contrast to frame-based methods). At the same time it may not always be appropriate to select

very long segments if there are no meaningful matches for the test segment. On this basis

the algorithm attempts to find the longest matching segments. These are the best matching

segments, with a preference that they be long.

A GMM is used to model the corpus for matching purposes [66] [67]. 4096 gaussian

components are trained for the training set. Additionally, based on this GMM, for each training

sentence a time sequence of Gaussian components (mx) is found, which can be described as

follows:

mx = mx,i : i = 1, 2, ..., I (3)

where I is the number of frames in the test sentence and mx,i is the Gaussian component

giving the maximum likelihood for frame i.

The authors note that this “captures the full temporal dynamics” of the training sentences -

both obtaining a statistical model for the speech and an example of the long-term characteris-

tics of the sentence. In this sense it unites later statistical approaches (HMM and GMM) with

exemplar-based methods in a single model.

The probability of a test segment yt:τ between time frames t and τ matching a corpus

segment mx,u:v between u and v in the corpus is given by:

P (mx,u:v|yt:τ ) =
p(yt:τ |mx,u:v)P

p(yt:τ )
(4)
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where P is the prior probability (which is assumed to be equal for all speech segments)

and p(yt:τ |mx,u:v) is the likelihood of test segment yt:τ being associated with corpus segment

mx,u:v.

A speech estimate is formed by using the original corpus frames. The relevant frames in

the best matching clean corpus segments are averaged over. This speech estimate is used in a

Wiener filter to generate the output. It is noted that similar enhancement quality was found by

using the mean vector from the GMM, in the place of the original frame, but this approach was

not used in the evaluation as the original frame would more likely better represent the original

frame’s speech.

Later work [67] adds two methods to improve robustness to noise. The first of these is

multicondition training (‘noise compensation’).The system is trained with N noise conditions

and a separate GMM is created for each noise condition and for each corpus frame a time

sequence of Gaussian components is obtained from the relevant GMM. The yields N + 1

GMMs (including clean) and N + 1 time sequences. At test time, instead of test segments

being compared with the single GMM, test segments are instead compared with the artificially

noised GMMs.

The second method is optimal feature selection, where segments are split into a time-

frequency matrix of features that well match a noise condition and a complement with the

features that do not match well to the noise condition. This is to enable better generalization

to unseen noise conditions.

It is mentioned that this system could use the Gaussian components directly in the output

or the original corpus frames. It is stated that output quality is similar for both but the system as

presented uses the original corpus frames in order to keep “the original speech characteristics”.

This had the potential to dramatically reduce the corpus size in memory. Additionally, this

system uses pruning to remove unlikely corpus segments from consideration after “comparing

their first few frames with the test segment" [67].

Figure 1 compares the full system (with the two additional noise robustness methods)

with reduced versions of the algorithm (without simulated noise compensation, denoted as ‘-

NC’ and without optimal feature selection, denoted as ‘-FS’). There appears to be significant

impact to the performance of the system when these noise robustness methods are not used.

Additionally, they appear to function best in combination with each other. The system is also

tested with segments being constricted to only single frames (fixed segment length), preventing
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Fig. 1: Segmental SNR results for the LMS system, compared with restricted versions: with-

out noise compensation (‘-NC’), without optimal feature selection (‘-FS’) and with frame

lengths constrained to single frames (‘1-frame seg’). As featured in [67].

the longer-term linguistic data from being used in segment selection. This leads to results

that are not greatly improved over the unprocessed samples, suggesting that segment-wide

lingua-acoustic data is indispensable for this method of speech enhancement. Restricting the

segments to fixed-length would significantly decrease the computational complexity of this

algorithm as the number of possible segments in the corpus would be significantly reduced,

but there would be little difference to the memory requirements of the system.

In quick varying noises (a pop song and ringtone) LMS was found to outperform statistical

speech enhancement methods at 0, 5 and 10 dB SNR in a noise reduction metric (Segmental

SNR). For babble noise LMS outperformed spectral subtraction and Wiener filtering, but was

outperformed by log-MMSE. When enhanced samples were used in a speech recognizer phone

recognition scores were between 10-15% higher than log-MMSE.

This approach is extended to speech separation of two target speakers in [68], where

GMMs and time sequence indices are trained for each target speaker. At test time the speakers

are identified, then the input signal is separated using examples of the target speakers’ speech

in the corpus. This takes the longest matching segment approach again, where the longest

matching segment is believed to be the most discriminative in separating out the speakers.

This approach was found to be better than the previous approach in this task, with higher ob-

jective quality and intelligibility scores. In listening preference tests the modified algorithm

was overwhelmingly selected.
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The approach is expanded to deal with channel distortion in [69]. Two other contributions

are listed as being novel: an improvement to how noise is modeled and iterative processing of

the test sentence to better account for noise and channel distortion.

One assumption that is made is that the noise statistics change slower than the speech

statistics, because in this version the noise is assumed to be stationary over the period of the

longest matching segment. Instead of the algorithm finding the longest matching segment in

the corpus, irrespective of noise, this stationarity assumption means that it instead attempts

to find the longest matching segment during which the noise can be reasonably modeled as

stationary. This algorithm thus functions similarly to the speech separation work, where the

second speaker is replaced by zero-mean gaussian white noise.

For each time frame in the test signal the longest matching segment is found, along with its

estimated gain, an estimate for the channel characteristics and stationary noise characteristics.

The smoothed channel estimate for the utterance is obtained from the channel estimate at

each time frame (weighted by the posterior probability for the segment). In a similar manner,

the smoothed noise characteristics are obtained for each time frame by averaging over the

estimated noise characteristics from relevant segments (i.e. segments that cover the time period

of the frame). This may provide some additional information for nonstationary noise. Also the

gain for the corpus segment for each time frame is smoothed by averaging over the estimated

gains from relevant segments.

These channel and noise estimates are then used to create a modified GMM that reduce the

mismatch between the noisy signal and the clean speech corpus. This modified GMM is then

used in the next iteration of matching. This cycle of matching, obtaining smoothed estimates

and updating the model continues until a stop condition is satisfied.

While this system is not compared with the previous work, it is found to outperform the

speech enhancement methods previously used for comparison by 0.5 in PESQ and 1 dB in

segmental SNR. It does this despite the fact that there is no specific noise training. When

enhanced speech is used for automatic speech recognition with a HTK recognizer trained

on clean speech the word error rate is 20.5% compared with 46.2% for log-MMSE, 49.8% for

Wiener filtering and 43.2% for spectral subtraction. When used directly for speech recognition

it beats a number of contemporary speech recognition methods, but is outperformed by a noise

compensated DNN-based method (which had been trained on test noises [70]).

The longest matching segment approach provides a novel solution to speech enhancement
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that outperforms statistical speech enhancement and does not require noise training. Unlike

classifier and mapping based approaches, it appears to more readily generalize to unseen noise

conditions. Two drawbacks to this approach are corpus size and computational complexity. To

adequately model the speech the corpus size is required to be large in comparison with other

methods due to the need to retain the original training corpus. The literature has not explored

the impact of using the gaussian component mean vector on working memory size or output

quality. Secondly, the computational complexity of the algorithm is high due to the need to

search all the possible segments in the corpus at all the possible segment lengths.

2.3.3. Extensions to the Longest Matching Segment approach

Work from the NTT Communication Science Laboratories aims to improve on the 2011 ver-

sion of the LMS method [71]. The system aims to improve the rigor of the search function and

to speed up the algorithm by implementing a novel search method.

The LMS method is critiqued on the grounds that it compares posterior probabilities of

segments of different lengths and that this is not mathematically rigorous. To avoid this is-

sue, their algorithm splits each segment up into two variable length sub-segments to enable

segments of different lengths to be compared on a fair basis. The first sub-segment is treated

as LMS treats the segment. The likelihood of the second sub-segment is obtained by a rough

estimation using the GMM. This was found to result in an improvement in quality for at least

one noise type.

The average best segment lengths mentioned in the paper (4 for factory noise and 8 for

airport noise) are lower than those found with Ming’s paper (11). There is, however, no ex-

perimental data given as to whether the sub-segment search method results in the found best

segment length being lower than the conventional method.

To speed up the algorithm, the system proposes a tree and linear connected search space.

The tree search space reduces the number of variations that must be searched. With this

method, for segments of length 1, there are only as many variations as there are Gaussian

components. As the segment length increases this converges to the corpus length. This tree

search space is then connected to a linear search space to reduce memory usage.

Most of the speed improvement from using the tree search space is found when the segment

length is extremely small. An alternative to the tree search space would be to set a limit on

the minimum segment length for extremely small segments, as, even with the reduced average

30



best segment length found with this algorithm, extremely small segments are unlikely to be

best matching.

Experimental studies showed improvement over LMS in terms of segmental SNR of up to

0.2 dB.

The second paper [72] aims to iterate on this method by using Bottleneck Features (BNFs)

in the place of Mel-Frequency Cepstral Coefficients (MFCCs), to increase accuracy of match-

ing. This is based on research that suggests that these features are more robust to noise. This

also means that multi-condition training should more easily capture the wide range of possible

noises. These bottleneck features are obtained from a deep neural network acoustic model

(DNN-AM) originally intended for automatic speech recognition.

In addition to the increased robustness to noise, these features were found to be more

discriminative than MFCCs for pruning unlikely possibilities, meaning that pruning can be

more aggressive, speeding up the algorithm to about 0.1x (meaning it can function 10 times

quicker than real-time), excluding the time to extract features.

This method yields improved results in STOI (an increase of just under 0.02), where the

MFCC version has no meaningful improvement over unprocessed samples. It is also compared

with a denoising autoencoder (a mapping-type method) and improved on it by 0.01 in STOI.

The third paper [73] aims to further leverage the quality improvement found by the pre-

vious paper by using the DNN-AM directly in the segment search, instead of using BNFs

(obtained from the DNN-AM) with the GMM. They theorized that the noise robustness of

the DNN-AM can be exploited more extensively by mapping the output layer of the DNN to

HMM states.

This approach was found to yield a modest improvement in STOI and SSNR over the

previous approach and a denoising autoencoder (Figure 2). Ideally, it would have been helpful

to see this method compared with later versions of LMS.

Overall, this work appears to yield improvements over the 2011 LMS method, while re-

ducing the algorithmic complexity of the algorithm such that it can function under real-time.

2.3.4. Inventory-style

Another exemplar-based approach is inventory-style speech resynthesis [74] which clusters

sequences of training frames into phonetic groupings (split into voiced frames and unvoiced

frames). It generates an HMM to model the likelihood and transition probabilities of these
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Fig. 2: Results for STOI and SSNR, averaged over seven noise conditions (including clean).

The first version of the proposed system is denoted ‘ExB-GMM-MFCC’, the second ‘ExB-

GMM-BNF’ and the third ‘ExB-DNN-AM’. The results for a denoising autoencoder are de-

noted ‘DAE’. As featured in [73].

clusters. Test frames are correlated with the cluster by a combination of the closest matching

centroid frame and a Viterbi search of the associated HMM. This cluster is then searched

to find the best matching inventory frame. Multi-condition noise training is performed for

multiple noise types and SNRs, with one vector representing all noisy conditions. This noisy

representation for each training frame is what is used to match the test frame. In PESQ this was

found to outperform wiener filtering, log-MMSE and a codebook driven wiener filter across

the three matched noise conditions. In babble noise it performed similarly, but slightly better

than a spectral subtraction method. Similarly to the other methods at lower SNRs (0 and -5

dB SNR) intelligibility is reduced due to errors in the estimation of cluster membership. This

method was noted to exhibit some musical noise [75].

A method to reduce the large space requirements and computational complexity for this

method is shown in [75]. Each cluster is sub-clustered into a variable number of sub-clusters,

depending on the variability of frames in the cluster. For each sub-cluster, the frames are

then composed into a matrix. Singular value decomposition is then performed on this matrix

to reduce it to a compressed eigenvector matrix, with a corresponding expansion coefficient

matrix. This space compression can be controlled to achieve a desired compression rate, with

an associated granularity drop-off. A sub-optimal fast search can be performed by using the
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first column of the eigenvector matrix to select a sub-cluster (the cluster is chosen as before),

then that sub-cluster is searched fully.

Interestingly, data compression was found to have a net gain in PESQ with space com-

pression ratios as high as approximately 8:1 (around 12% of the original size). At the highest

compression ratio tested, resulting in 4% of the space use, there is no net change in PESQ over

the uncompressed version. The explanation is given that the compression reduces the musical

noise, in part by reducing the spectral fine structure in the output. This was found, in subjec-

tive testing, to yield a net benefit at lower compression ratios, but at the highest compression

ratio the spectral fine structure was reduced unacceptably.

With the sub-optimal fast search, computational complexity was reduced to around 12%

of the full search, with a reduction in PESQ compared with the full search. At the 12%

compression ratio the PESQ change was still positive. The resulting space requirements and

time complexity of the algorithm are, unfortunately not given nor is the effect of the methods

on the intelligibility of the output speech.

Refinements to the original approach improved the mapping of noisy frames to HMM

states, removing the need for noise training [76]. Additionally, the post-processing was im-

proved and the target input bandwidth was increased to 8 kHz. Due to the latter point, direct

comparison with the original method is non-exact as the original method has difficulties using

the frequency data above 4 kHz. With this technique quality metrics were improved over the

original, but a distortion metric favored the original for non-babble noises.

With the later refinements to this method, in terms of noise independence and reduction

in memory and computational complexity, this method is promising, but would benefit from

further comparison with the state of the art.

2.3.5. Wide Matching

One issue with the LMS approach is that as the segment length increases there will be fewer

examples for a corpus of a given size. Wide Matching [77] [78] aims to find a solution of

the issue of the sparsity of extremely long segments by constructing artificial sentence long

segments by concatenating fixed length segments and comparing this artificial sentence with

the test sentence. This is termed the ‘Wide Matching’ approach because the method widens

the matching process to find the best matching sentence. Note that no estimation at all of the

noise is performed in this method.
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Firstly, initial segment selection is done to find the best matching fixed length segment at

each time frame from the start to end of the sentence. Instead of using a GMM and linear se-

quence to model the training corpus, the segment search is done using Zero-mean Normalized

Correlation Coefficient (ZNCC). The measure has the positive feature of being more invariant

to additive noise as the segment length becomes long [78]. This feature is ideal when creating

sentence long segments. Each test segment is compared with each valid corpus segment and

the corpus segment that results in the highest ZNCC is selected. ZNCC is detailed further in

Chapter 3.

This, so far, is equivalent to the LMS method if segment length is constrained to a fixed

segment length. At this point the initial segment selection is taken and concatenated into the

artificial sentence then iterative re-estimation of the artificial sentence is done by re-selecting

the segments under a new sentence-wide constraint, which is expressed as:

Ŝ = arg max
S

[RH(X,S) = logR(X,S) + λ logH(S)] (5)

where Ŝ is the estimate of the optimal speech segment sequence, X is the test sentence,

S is a speech segment sequence, logR(X,S) is the ZNCC between the test sentence and

the artificial sentence, λ is the lagrange multiplier and logH(S) is the recognizability of the

artificial sentence.

Maximizing the correlation between the test sentence and the constructed corpus sentence

is ideal for reducing the effect of artificial noise, but could lead to linguistically improbable

segment sequences. Thus, the term logH(S) is introduced to access the probability that the

sentence makes sense. These calculations are detailed further in Chapter 5.

The frame synthesis is as per LMS, where the constructed corpus sentence is input into a

Wiener filter as the speech estimate.

This approach was evaluated with the TIMIT as the training set. Testing was performed

with both the TIMIT test set (no overlap with the training set) and WSJ0 test set. The latter

test set was used to show that the method could generalize not only to unseen noise conditions

but to unseen speakers (and channel effects) also.

For the TIMIT test set, the Aurora 4 noises are used. Wide Matching outperformed the

statistical methods and LMS in SSNR, PESQ and STOI at 10, 5, 0 and -5 dB SNR. The

single exception was at -5 dB SNR LMS was found to have better SSNR (0.61 against Wide

Matching’s 0.51).
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Table 3: Word accuracy (%) for automatic speech recognition for unprocessed samples and

samples enhanced with log-MMSE (‘LMMSE-1’), LMS and Wide Matching. As featured in

[78].

For the case where the training corpus type (TIMIT) is disjoint with the test corpus type

(WSJ0), two highly nonstationary noises are used (a ringtone and a pop song). Wide Matching

was able again to improve on log-MMSE and LMS at 0, 5 and 10 dB SNR in SSNR, PESQ

and STOI. The single exception was STOI at 10 dB SNR, where the unprocessed samples

beat all three enhancement techniques. The enhanced samples were fed into a HTK-based

automatic speech recognition algorithm trained on clean speech. Wide Matching was found to

yield higher word accuracy than either log-MMSE or LMS at 0, 5 and 10 dB SNR (Figure 3).

It can be said that Wide Matching is the culmination of the state of the art in exemplar-

based speech enhancement. It outperforms LMS and improves intelligibility at higher SNRs

while having the desirable trait of making few assumptions about the noise. This means it

has great potential to model speech where traditional methods either have lower quality of

enhancement or have issues with generalizing. Both issues with the original LMS method

remain however - corpus size and computational complexity.

Exemplar-based speech enhancement is extremely promising in terms of its real-world

use. It is well able to generalize not only to unseen noise conditions but to unseen speakers

and unseen speaker corpus types. Thus they offer a different path to other popular speech

enhancement methods - classifier and mapping methods. They do tend, however, to suffer

from issues from the computational and working memory requirements that prevent the state

of the art methods from being employed in low-power systems. We will turn to this next,

to look at the area of speech enhancement for hearing aids, after first taking a quick look at

linguistic speech enhancement.

2.4. Linguistic Speech Enhancement

At this point it would be useful to consider specifically the work being done to integrate higher-

level linguistic information into speech recognition. Using speech segments, instead of frames
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has improved enhancement quality in many algorithms, but even at this level there is linguistic

data that is not being optimally used. When humans listen to speech in noise, they make

use of linguistic and contextual information to make sense of speech [79], for instance when

glimpsing speech in intermittent noise [80] [10]. A basic version of this concept can be found

in methods that use an HMM to model transitions between speech units [32]. In a DNN-based

method a speech recognizer is used to obtain an estimation for the phone associated with each

noisy frame, which is added to the input feature vector of the DNN [52]. As part of the Wide

Matching approach, the validity of a given concatenation of test segments is ascertained by a

speech recognizer [77] [78].

2.5. Speech Enhancement for hearing apparatus

This thesis was originally motivated by a desire to open new approaches of speech enhance-

ment to hearing aid research. The application of exemplar-based speech enhancement to hear-

ing appartus remains a distant target due to the extreme limitations of the application domain,

but it still represents a step in that direction.

Hearing loss affects roughly 1 in 6 of the population of the United Kingdom [81]. Often

with hearing loss, not only is the volume of sound diminished, but the clarity of sounds also

[82] [42]. This increases the difficulty in distinguishing sounds, especially in the presence of

noise. This manifests itself most keenly in the ‘cocktail party problem’, the task of following

one speaker in the presence of others, as first articulated by Cherry [83]. This requires the

listener to make use of auditory cues to differentiate between speakers, some of which are

degraded in some types with hearing loss. The features that allow the auditory system to group

sounds are degraded or decreased with hearing loss, which reduces the individual’s ability to

identify streams of sound and, in turn, to listen to a specific speaker [10].

One problem with hearing aids historically is that, along with amplifying useful speech

sounds, they also amplify non-useful background noise which masks speech, speech cues and

leads to tiredness due to the effort of attempting to understand speech in noise. While the state

of the art in speech enhancement has begun to show improvements in speech intelligibility in

certain scenarios, that has not been brought yet to hearing aids. Instead, the aim of speech

enhancement has typically been greater ease of listening. Due to the effects that Digital Noise

Reduction (DNR) can have on intelligibility, there has been some hesitation in enabling DNR

on children’s hearing aids because of concerns with language learning [84].
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There are three key requirements on these algorithms.

1) Real-time: Being required to enhance in real-time means that they cannot use all the

lingua-acoustic data in a complete sentence, only what is available at any given point. Also,

they must have sufficiently low computational complexity so as to be able to be computed in

real-time.

2) Limited power envelope: Hearing apparatus have very limited power envelopes due

to the requirement that they function continually for a long time while powered by a small

battery, due to user preference for small devices. These limitations mean that the processing

units available to speech enhancement or digital noise reduction algorithms for hearing aids

are DSPs with clock speeds of somewhere in the region of 5-15 MHz [85] [86].

3) Low latency: Surveys of recent hearing aids suggest 10 ms as the industry standard

target for processing delays [87], but one major hearing aid manufacturer has suggested this

window could be extended to 25 ms in noisy environments [88]. Research has suggested that

hearing aid processing delays become disturbing at varying levels, depending on hearing loss

and environment [89] [90] [88]. Users with mild hearing loss describe delays as ‘disturbing’

starting from 20 ms. This starting point rises with increasing severity of hearing loss and

the acceptable window widens in noisy listening environments. Studies of normal hearing

individuals found that as ability in lipreading increased, there was an increase in the negative

effect of audio latency relative to the visual cue on speech recognition. For all groups, above

80 ms the recognition scores were similar to where the visual cue was presented without audio.

This suggests that, in order to be useful in this application, system latency should not exceed

80 ms [91].

For some of the algorithms discussed to this point, remaining under this latency limit is a

challenge. For segment-based algorithms in particular, enough context must enter the system

before output can begin. The algorithm that is proposed in this thesis is segment-based so the

focus will be on ensuring real-time functioning, leaving latency an issue for future work. Even

so, a means to reduce latency is discussed in Chapter 3.

Two speech enhancement methods previously mentioned that have found use in hearing

aids are wiener filtering and spectral subtraction, due to their simplicity. Early simplisitic

methods were found to improve ease of listening, but fail to improve, or even reduce intelli-

gibility of speech. Later methods moved to targetting the temporal characteristics of noise as

distinct from speech [5], relying on the observation that speech typically has a higher mod-
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ulation rate than noise. Directional microphones can also be used to improve the SNR, but

typically reduce the wearers ability to overhear conversations [84]. Starkey’s VoiceIQ sys-

tem is an attempt to provide more comfortable amplification without degrading speech, which

detects when speech is not present and reduces the output gain for that time frame. It does

not, however, attempt to reduce noise that exactly coincides with speech [92]. Reducing noise

remains a key concern for hearing aid manufacturers [92].

Considering proposed techniques, a stated goal for the Healy et al. classifier method is

application to this domain [48]. Another method that aims to apply the classifier approach to

this application uses least squares estimation and a novel feature set [85]. It is demonstated

that this algorithm is capable of being computed in real-time by a state of the art hearing aid,

while using only a small amount of the available compute bandwidth, allowing the hearing aid

to perform other beneficial signal processing tasks.

There is plenty of space for further work in improving real-time speech enhancement in

this application domain. The previously mentioned original intent for this work has influenced

the direction of the work presented to pursue an algorithm that can not only function in real-

time, but also on low-power hardware.

2.6. Conclusion

Non-exemplar methods have lately shown great improvement over earlier speech enhancement

algorithms. NN based solutions have demonstrated improved ability to deal with nonstationary

noise, in particular. Some of these algorithms have even demonstrated intelligibilty improve-

ments over the noisy signal. This means that these have great promise for real-world use. They

do, however, typically require significant noise training in order to enhance speech well, which

poses a problem when a real-world noise is not covered by the training set. On this basis we

leave these approaches behind and consider exemplar-based methods.

There is also great potential for real-world application of exemplar-based methods, due to

the results achieved for versions of the approach that do not use noise training. Work has been

done to reduce the two main issues in early versions of the exemplar-based approach, namely

the large space requirements and high computational complexity. The state of the art in this

area has moved on to compose sentences from fixed length segments - it would be profitable

to explore means of reducing these two issues for a wide-matching style algorithm, given that

the solutions found for previous versions relied on how the previous versions functioned. In
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Chapter 3 we address the issue with computational complexity and in Chapter 4 we address

the issue with space requirements.

We have looked at how, as part of speech enhancement, some algorithms have used speech

recognition to add linguistic information to the enhancement process, similarly to how human

make sense of speech.

We have also looked at the state of digital noise reduction and speech enhancment in hear-

ing appartus. There are three primary characteristics that are necessary for speech enhance-

ment algorithms in these applications: real-time, low-power and low latency. Under these

constraints, while ease of listening has improved, intelligibility of speech in noise remains an

open issue. We now move on to consider the issue of how a fixed length speech enhancement

algorithm can be adapted to function in real-time and, potentially, on low-power hardware.
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3. TREE-BASED SEGMENT RETRIEVAL FOR SEARCH SPACE REDUCTION

Introduction

Exemplar-based speech enhancement algorithms have great potential in real-world applica-

tions, as they can often function with no training for noise. The diversity and unpredictability

of noise is difficult to model adequately, as such, solving the problem of nonstationary noise

remains a highly active topic in signal processing research.

Exemplar-based SE algorithms are, unfortunately, typically slow due to needing to search

through a large corpus of exemplars. Corpora must be sufficiently large to model the breadth

of the language that they are trained for. Speech, in the time-frequency domain, is infinitely

varied, yet can be classified by a phonetic transcription [93]. Additionally, each given language

uses a subset of the set of possible phones; often a much smaller subset [94]. The finite

property of speech in any given language can be leveraged to cluster and sub-cluster speech

into similar groups.

Making use of this feature, a corpus can be clustered by a phonetic ordering into a search-

tree which can be used to find a best matching segment. The search for a best matching

segment for each test segment is key to many exemplar-based speech enhancement algorithms,

and it is this search that is expensive in terms of both time and memory - all of the corpus must

be searched because we do not have a priori knowledge of which exemplar will match best to

the test segment.

By searching the speech corpus with the search-tree rather than sequentially we can reduce

the time complexity of searching a corpus of n segments from O(n) to O(log(n)). This does,

however, lead to an increase in memory use. Experimental studies of using this technique are

shown in comparison with sequential search using a simple speech enhancement algorithm.

The key concepts in this chapter were presented at ICASSP 2018, entitled ‘Speech Seg-

ment Clustering for Real-Time Exemplar-Based Speech Enhancement’ [95].

3.1. Baseline Speech Enhancement algorithm

A basic speech enhancement algorithm was developed to demonstrate the concepts presented

in this thesis. The system detailed is not substantially novel and is only presented to inform

about the baseline system on which novel contributions were added. This chapter and the

chapters that follow take this system as the baseline and adapt and extend it with novel con-
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cepts.

The core of the algorithm is segment-based, meaning that the central matching process

works on sequences of sequential frames (segments), rather than individual frames. This ap-

proach is common in exemplar-based speech enhancement [42] [96] [67] as, in a short time

frame, noise can be very similar to some speech sounds, so increasing the context allows for

greater differentiation between noise and a potential fragment of speech. Ming, et al. take this

approach and extend it to find the longest matching segment [67]. The algorithm presented

uses fixed-length segments and so is sub-optimal because it lacks any longer-term constraint -

it assumes that speech can be effectively modeled by an independent sequence of fixed-length

segments. Chapter 5 aims to take this algorithm and extend it to include a constraint on valid

sequences of found segments.

While the core of the algorithm is segment-based, outside the ‘segment matcher’ and

‘merging segments’ sections the audio pipeline is frame-based. This pipeline is shown in

Figure 3, with the core segment matching function shaded.

The subsections that follow describe the stages of the audio pipeline:

• 8.1.1 - From Audio Input to Mel Filterbank

• 8.1.2 - Segment Matcher: Linear Version

• 8.1.3 - Merging Segments

• 8.1.4 - From Output Filter to Audio Output

We then finish this section with a discussion of the differences between this system and

the system presented as part of the Wide Matching system.

3.1.1. From audio input to mel filterbank

The audio pipeline starts by filling an input sample buffer with 256 samples from a single-

channel source. This is either an audio file or microphone (this uses an OS native API, in this

case ALSA, a native sound API for linux). The reading of audio files is done on a streaming

basis so as to remain consistent with streaming input from a microphone. For each frame after

the initial frame these 256 samples are obtained by shifting the previous frame. The frame

window is shifted half a frame so as to improve continuity between frames. The first 128

samples come from the previous frame and the next 128 samples are new samples from the
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audio source. We choose to compose frames from 256 samples as that provides a sufficiently

long sample period and introduces only 16 milliseconds latency.

This noisy frame is then passed through a hamming filter (to counteract distortions from

performing a Fourier transform on a finite window) and a scaling factor is applied to prevent

over-emphasis:

hn = sxn(a0 − a1 cos(
2πn

T − 1
)) (6)

where n is the index of the sample in the frame ([1..T ] for a frame of T samples), x is

the noisy frame vector, h is the hammed noisy frame vector, s is the scale factor (0.93096),

a0 is set to 0.54 and a1 = 1 − a0 is set to 0.46. Using a scaling factor means that when

the samples are overlapped just before output, no scaling needs to be done at output time. If

two unit frames were hammed and overlapped the values would exceed 1 due to the hamming

window not being zero-crossing at either the first or last sample.

At this point the samples are passed through a Fourier Transform. We used the kissfft

Fast Fourier Transform library, because it is simple and does not bloat the binary or codebase.

This obtains the magnitude and the phase in 129 bins. The magnitudes were then filtered

through a mel filterbank with 40 banks and the fourth root was taken of each output, so as to

reduce the dynamic range of the output. The system was found to perform better and to output

with similar or better quality. Some experimentation was undertaken to determine whether

increasing or decreasing the number of filterbanks would improve output, but no increase in

quality of output was found from doing so. Note that filter-bank energies are used as these

are used by existing Wide Matching style research and the obvious alternative, mel-frequency

cepstrum coefficients, can be prone to being affected by additive noise [97]. Finding a more

discriminative feature set is left to later work.

This mel-domain frame is then passed to a function to find a fourier-domain speech esti-

mate frame from the corpus. This function is detailed in the next subsection.

3.1.2. Segment matcher: linear searching

Frames are collected into segments then each valid input noisy (test) segment is taken and sent

to a function to find the best matching segment from the corpus. The question of how best

to do this constitutes the focus of the remainder of this chapter, once we finish describing the

baseline system. With every best matching segment the Segment Matcher finds it passes it on
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to the Merging Segments function, which then obtains a speech estimate frame for the Output

Filter.

The decision was taken to place segment length - 1 empty frames before and after the sam-

ples read into the system. In this context, after means at the end of file or once the microphone

input is stopped. This was done to reduce latency in the system. This does, however, mean

that the start and end of samples do not sound good as the segments that are dominated by

empty frames have no appropriate, meaningful match.

The segments used throughout this thesis are composed of 15 frames as this was found to

yield good results. Longer segment lengths are better at differentiating between speech and

additive noise (a property of the distance measure we used, as explained in the paragraphs on

distance measure) but, for any given corpus size, there will be fewer corpus segments when

using a longer segment length. Two of the solutions put forward to resolve this problem are

composing the final match from segments of varying sizes [69] and composing artificially long

segments of up to the whole length of the utterance [78]. We return to this issue in Chapters 5.

Segment retrieval must make use of some kind of similarity measure (or conversely, dis-

tance measure) to determine what the ‘best’ match is. The distance measure that is used by

the system to determine the distance between a test segment and a corpus segment should be

acoustically meaningful, that is, the more similar two segments sound, the lower their distance

should be. Ideally the distance measure should be invariant to both the magnitude and the

speed of the signal, but the speed of the signal is now considered to be relatively insignificant,

as recently discovered in DNN studies [98].

Common distance measures, City Block distance and Euclidean distance are not compu-

tationally complex but are variant to magnitude. Pearson’s distance is invariant to magnitude

and so is a possible option. Zero-mean Normalized Correlation Coefficient (ZNCC) is invari-

ant to volume and it has been demonstrated experimentally and mathematically that with this

measure of similarity, as the length of a segment increases, the effect of independent additive

noise on the correlation between the underlying speech and a corpus segment (and thus the

correlation between the noisy segment and a corpus segment) tends to zero [78]. ZNCC is

expressed as:

R(xt±L, sτ±L) =

L∑
l=−L

[xt+l − µ(xt±L)]T[sτ+l − µ(sτ±L)]

|x̃t±L||̃sτ±L|
(7)

where L = bSL/2c and SL is the segment length. xt±L represents a noisy fixed-length
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segment between frame t−L and t+L and sτ±L represents a clean speech segment between

frame τ−L and τ+L, both segments’ frames being vectors in the spectrum domain. µ(xt±L)

represents the mean frame vector for the noisy segment centering on t (with µ(sτ±L) express-

ing the same for clean speech segment sτ±L) and |x̃t±L| represents the zero-mean Euclidean

norm for the noisy segment centering on t (with |̃sτ±L| expressing the same for clean speech

segment sτ±L). Rather than repeat an existing description, we would direct the interested

reader to Ming and Crookes’s theoretical and practical evaluation of the robustness of ZNCC

to noise that can be found in Section II of their 2017 journal paper [78].

On this basis ZNCC was chosen as the distance measure for the system to demonstrate

the concept in this chapter, but the concept can be applied to other measures. From this we

estimate the underlying speech segment in the noisy signal (ŝt±L):

ŝt±L = arg max
sτ±L

R(xt±L, sτ±L) (8)

Figure 4 shows linear (or sequential) searching. The system goes to the first valid segment

in the corpus (t=1) and compares the test segment with this corpus segment. Then it compares

the second valid segment in the corpus (t=2) with the test segment, and so on, until the system

arrives at the last valid segment in the corpus (t=N). Then the corpus segment with the highest

similarity to the test segment is selected as the best matching corpus segment. The figure

depicts this search process being partially complete, having just finished comparing the test

segment with the 7th segment in the corpus.

Fig. 4: Linear searching method

The Segment Matcher function is given the test segment in the mel-domain. The filter
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and output of the system requires, however, a full frequency-domain segment as mel-domain

frames cannot be easily or accurately transformed into a frequency-domain frame. To solve

this issue we took an approach similar to Baby et al. [63]. The corpus maintains both full

spectrum and mel representations of each segment. Matching is carried out between mel

spectrum test and corpus segments then the full version of the matched mel corpus segments is

used as the speech estimate. It is the full spectrum version of the best matching corpus segment

that is then sent to the Merging Segments function, which is described in the next subsection.

3.1.3. Merging segments

If just a single segment is found for each frame the output tends to be choppier due to dis-

continuities. With no constraint on which segments can follow each other in the sequence,

segments that follow each other can be highly dissimilar. For this reason each speech estimate

frame is composed from not just a single best matching segment, but a number of segments

between 1 and the segment length. All the frames that correspond to the current frame are

taken and the final speech estimate frame is composed of the average value for each band from

the relevant frame. The number of future frames to use can be set at program start-up.

Figure 5, shows a system using a segment length of 7, with 6 future frames. A sequence of

test frames have come into the system at time tτ with the most recent test frame being shaded.

Future test frames have dotted borders. The system will require these future frames to come

in before an average best matching corpus frame can be produced. The average best matching

corpus frame is then composed of the relevant frames of the found corpus segments. This

averaging function is described in more detail later in the subsection.

The number of frames used to compose this average best matching corpus frame affects

both the latency of the system and additional quality obtained from the averaging. With each

additional future frame the system needs to hold back a frame to wait until all the segments

used to compose it are complete. With zero forward frames the system does not need to wait

at all, but with one forward frame the system needs to wait 8 ms (Sample rate 16 kHz and 128

new samples per frame) for both the segments that would be used to compose the frame to be

complete and only at that point can the best matching frames be averaged. This functionality

to reduce latency in the system is noted here as it would be useful for real-time applications

where latency would be a concern. Figure 6 shows how the system operates when only a single

frame of future context is used. The effect of including more future frames is shown in the
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Fig. 5: Obtaining a best matching corpus frame using 6 frames of forward context
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Experimental Studies section.

Fig. 6: Obtaining a best matching corpus frame using 1 frame of forward context

A reference to the location of the best matching segment in the corpus is obtained from the

Segment Matcher and the corresponding corpus segment is added to a list of found matching

segments. The appropriate segments are taken, then the relevant frames from each segment.

For all the relevant frames the average for each bin is taken, to give the final Speech Estimate

frame.

Two weights are applied to the found corpus segments. Firstly, gain is applied to each

found segment from the corpus, to normalize it to the same level as the input segments, to

prevent a quiet test segment being represented by a louder corpus segment.

The gain is obtained by minimum square-error fitting and is calculated as follows:

g =

SL∑
l=1

B∑
b=1

(xl,bŝl,b)

SL∑
l=1

B∑
b=1

(ŝl,b)2
(9)

where g is the gain to be applied to the corpus segment in reconstruction, SL is the segment

length, B is the number of frequency bins being used (129 in this example), x is the test

segment and ŝ is the best matching corpus segment.

Secondly, a novel contribution, is that a weight is calculated based on the similarity be-

tween the test segment and the found corpus segment. This was found to slightly improve

output quality. The concept behind this is that when this similarity is high, we have high
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confidence that the test segment is pure speech with little to no noise. When the similarity is

low, we have high confidence that the test segment is pure noise with little to no speech. This

weight is calculated using a sigmoid function with the following formula:

w =
1

1 + eα(
1
2
−s)

(10)

where w is the weight to be applied to the corpus segment in reconstruction, α is the

biasing variable (1 is a linear weighting and α → ∞ is a binary mask centered on 0.5) and s

is the similarity between the test segment and the corpus segment. The range of the similarity

function is between -1 and 1, but a negative value for similarity for the best matching segment

in the corpus is exceedingly rare. Figure 7 shows the weighting given to segments with the

range of common similarities and a range of possible weighting α. In the test system a value

of 8 was used for weighting α.

Fig. 7: Sigmoid function to weight the usage of best matching corpus segments in the averag-

ing for the Speech Estimate frame

The averaged best-matching Speech Estimate frame is calculated, then, as follows:

ASb =

FF+1∑
seg=1

(gsegwseg ŝseg[l, b])

FF + 1
(11)
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where AS is the averaged best-matching Speech Estimate frame with ASb being the value

at frequency bin b, seg is the index of the best-matching corpus segment in the sequence

of best-matching corpus segments that contain frames at the same time location as the test

segment, l is the index of the frame in segment seg that has the same time location as the test

segment, FF is the number of future frames being used where FF = [0, SL− 1], gseg is the

gain for segment seg, wseg is the weight for segment seg and ŝseg[l, b] is frequency bin b of

frame l of segment seg of the relevant segment sequence.

3.1.4. From output filter to audio output

Once a speech estimate frame is found, each speech estimate frame is used then to filter the

original magnitude spectrum frame. A number of filters were tested to determine which would

be most effective in this system: Ideal Binary Mask (IBM), Ideal Ratio Mask (IRM) and

Wiener filter.

The IBM filter functions by determining which time-frequency (TF) bins are predominated

by noise or by speech. A TF mask is created that holds a value of 1 where speech is predomi-

nant or a value of 0 where noise is predominant. The mask is applied to the noisy frame such

that in TF bins where the mask is 1 the original value is passed unchanged and where the mask

is 0 the value is set to zero. The IBM filter can be given as follows:

mn =


1 if sen

xn
> LC

0 otherwise
(12)

Where n is the frequency bin of the frame n = (1, 2, ..., N) where N is 129, m is the

mask, se is the speech estimate, x is the noisy frame and LC is the local SNR criterion.

The IRM filter is an evolution of the IBM and seeks to remove some of the harshness of the

IBM filter’s output; instead of only allowing values of 0 or 1 the mask has a gradient between

0 and 1 with the following formula for any given frame:

mn =

√
sen
xn

(13)

Where n is the frequency bin of the frame n = (1, 2, ..., N) where N is 129, m is the

mask, se is the speech estimate and x is the noisy frame.

Similarly, to calculate a Wiener filter, first the SNR for each frequency bin must be esti-

mated. For a frequency bin n this can be found as follows:
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p0 =
1

W

1−W∑
i=0

max(0,x2
i − αs2i )

a = max(0,x2
0 − αs20)

p = βp0 + (1− β)a

snr = max(snrmin,
s20
p

)

(14)

Where xi is frequency bin n of the noisy observation i frames back from the current frame

and si is frequency bin n of the speech estimate frame i frames back from the current frame.

The values used for α and β were 1.1 and 0.95, respectively. From this the mask mn can be

found as follows:

mn =


1 ifp <= 0

snr
1+snr otherwise

(15)

Where n is the frequency bin of the frame n = (1, 2, ..., N) and m is the mask.

IBMs, IRMs and Wiener filters can be used to filter a frame as follows:

cn = mn · xn (16)

Where n, m and x are as above and c is the filtered output frame.

This filtered output frame, along with the noisy phase is used in an inverse Fourier Trans-

form (provided by kissfft, as for the audio input) to obtain the output samples. The overlapping

samples in the previous frame are then added to the relevant samples of the current frame -

resulting in a frame that is half complete. Figure 8 shows how this overlapping is possible due

to the hamming window applied to each frame.

Working out a better phase for reconstruction is an active area of research in Speech En-

hancement [99] [100] [101]. Using phase data associated with the best matching segment was

attempted, but this resulted in extremely poor, discontinuous output. Using the noisy phase

results in acceptable quality output.

The current frame is then used as an output buffer - either to an audio file or to a speaker

(by means of an OS native, API, as above), although only the complete samples are output -

the number of samples equal to the frame shift.
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Fig. 8: The effect of overlapping two identical Hammed unit frames with a frame shift (128)

half the length of the frame length (256). The dotted line shows the second half of the previous

frame. The solid line shows the current frame. When these are added together the result is a

half of a complete frame (the dashed line).

3.1.5. Differences from Wide Matching and Longest Matching Segment

It would be useful to consider the relationship between this system and previous systems that

take similar approaches.

This system is simpler than the one used in the Wide Matching approach proposed by

Ming and Crookes [78], differing in two key regards.

Firstly, the system works on a streaming basis. Wide Matching works with full future con-

text and aims to make best use of that. This system, however has only partial future context.

Depending on the number of segments used to compose Speech Estimate frames there is be-

tween no future context and segment length - 1 frames of future context used to estimate the

speech in any given frame. Working on a streaming basis makes this algorithm more suitable

for real-time applications - an entire utterance is not required before output of the enhanced

utterance.
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Secondly, there is no long-term or linguistic constraint on the sequence of segments. This

is key because this means that the system selects segments individually, with no larger context,

outside of the context obtained by using segments of frames. For this reason, in time regions

where noise dominates, segments can be picked that are locally optimal but are sub-optimal

in the surrounding linguistic context. Chapter 5 aims to add a linguistic constraint; this work

stands as part of the journey to that goal.

This system is also simpler than the one used in the Longest Matching Segment (LMS)

approach proposed by Ming et al. [67] [68], differing in two key regards.

Firstly, the system works on a streaming basis, as above.

Secondly, the system uses fixed-length segments, whereas LMS uses segments of a range

of lengths. At some points of the test sentence the best matching segment of all the segments

in the corpus of any length may be short and at other points the best matching segment may

be long. Longer segments are generally preferrable to short segments as they are less likely

to match additive noise in the test sentence. By using fixed-length segments we occur some

quality loss at points that LMS would have picked a segment that is shorter or longer than the

chosen segment length.

The challenge of using the LMS approach in a real-time system lies in the number of

comparisons that need to be made between test segments and corpus segments. Using a fixed

segment length significantly reduces the number of segments that need to be compared. While

some of the computation to find the ZNCC could be re-used for a range of segment lengths,

much could not and would need to be computed for every possible segment of every possible

length. Additionally, Wide Matching has achieved better results than LMS [78] for noisy

samples with 0 dB SNR or greater. For these reasons we decided to take the approach of Wide

Matching by using fixed-length segments and build from there.

Under this framework, the rest of the chapter focuses on the segment matcher. Now we

consider the main issue with the described segment matcher.

3.2. Segment matching - a performance bottleneck

With the baseline system in place we profiled the program as it was clear that it was far from

functioning in real-time, with times of around 1 minute 30 seconds for a 1 second sample.

We found that 99.96% of the time to enhance the sample was being spent in the Segment

Matcher. In the Segment Matcher, 91% of the time was spent calculating the dot product (the
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denominator in Equation 7) between the test segment and each corpus segment compared. This

leads to a linear relationship between number of segments in the corpus and time to enhance

for corpora that are large enough to be representative.

With the understanding that the number of corpus segments to be searched is the limiting

factor for real-time application of this algorithm, our attention turned to reducing this limit-

ing factor. A potential solution was to reduce the number of samples used to compose the

corpus, but with the time to compare each segment being so large (in a real-time context) the

reduction in samples would have to be very steep, resulting in a corpus that would not be well

representative.

The remaining solutions can be placed in two categories:

1. Hardware: Reduce the time searching for the best matching segment by reducing down

the time taken to compare the test segment to each corpus segment. Either Field-

Programmable Gate Array (FPGA) or GPU targets could be appropriate for this solution.

The former had potential but whether ZNCC could be calculated with enough accuracy

in fixed point arithmetic was a concern. Some initial tests suggested that the accuracy

would be sufficient for this application of ZNCC. GPU platforms are a higher power tar-

get but the ZNCC calculation is readily adaptable to GPUs, being vector multiplication

and accumulation.

2. Algorithmic: Reduce the number of segments that need to be compared to the test seg-

ment. This could be done by using inherent structure in the set of corpus segments or

imposing a structure on the set, such as to use some segments to represent groups of

segments, reducing the number of segments that need to be compared.

Ultimately we opted for the second option with the theory behind the structuring discussed

in the next section and the application of that theory in the section after.

3.3. Using speech segment properties for search space reduction

A typical way of speeding up a search through a set of values is using a binary tree. This

has the potential to turn a task that is O(n) in time complexity into a O(log(n)) task. In this

case n is the number of segments in the corpus. They achieve this reduction in complexity

by reducing the number of comparisons that are needed to be made by sub-dividing the set of

values such that each comparison halves the number of values in the set that remain a possible
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match. A requirement of this technique is that the set of values is sorted. This order is then

used to cluster and sub-cluster values into a tree structure. This presents a problem because

there is no inherent meaningful ordering of speech segments in the mel-domain.

We require a numerical measure to order a set of speech segments. Ideally that measure

would be such that two dissimilar segments would have a large distance between each other

and two similar segments would have a small distance. That is, lingua-acoustic differences

should contribute to the distance. Conversely, differences in speech segments that are inciden-

tal from a lingua-acoustic point of view should not contribute to the distance. The measure

should ideally be invariant to magnitude, rate of speech production and pitch and any other

characteristics that are not lingua-acoustically meaningful.

We have good reason to think that there is an underlying order to speech. The human

vocal apparatus can make a large variety of sounds using combinations of the function of its

components, including the vocal folds, velum, tongue and lips. These work in combination

to produce speech sounds. The variety of expression that the human vocal apparatus can

make with all the combinations of components is, for a given language, bounded by linguistic

constraints as languages use a subset of the sounds the human vocal apparatus can make [94].

While there may be a variety of different expressions of the same sound (a phone) these are

linguistically and contextually mapped to a given acousti-linguistic unit (a phoneme) such that

these units form a commonly understood word [94]. Given that the number of phonemes in

any given language is finite and the number of phone-phoneme mappings is finite, even given

the phonetic breadth of speech, speech can be reduced down to a finite number of expressions.

An ideal form of ordering would therefore be phonetic, because we know this structure to

exist in speech and to be meaningful to human listeners. This does not resolve the issue as,

while phones can be clustered, they are not inherently ordered, as required by binary trees. We

do, however, come back to the concept of phonetic clustering in chapter 5, to ensure complete

coverage of the phonetic space. With the parameters used in this baseline system (15 frame

segments and 16 millisecond frames, overlapped by half) segments are 128 milliseconds long,

which is sufficiently long to include phonetic information, if not all of a phone.

ZNCC can be used as a limited approximation of a phonetic ordering as it captures at

least some phonetic information, for example alignment of formants (TF regions of particular

intensity that differentiate vowels from each other [102]) between two segments. While ZNCC

is not invariant to rate of speech production and pitch, it is invariant to magnitude. These are
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issues that can be solved by using a sufficiently diverse corpus sample set and, together with

the fact that ZNCC is used for linear searching, means that ZNCC is a natural fit.

On this basis, we seek to demonstrate that an approximate order can be imposed on a set

of speech segments by using clustering with ZNCC as a distance measure. Our hypothesis is

that the cluster with the centroid that matches best to the test segment will contain the best

matching segment, or will do so sufficiently often that the output of this simple exemplar-

based speech enhancement algorithm will not be meaningfully degraded when utilizing this

assumption. How ZNCC fares with clustering in this application will be addressed in the next

section.

This method rests on the assumption that ZNCC maps with reasonable accuracy to the

acoustic similarity of speech segments. This is the same assumption used by linear searching,

but this validity is required to hold on a local level, not just generally over many segments.

Linear searching requires only the best matching segment to be acoustically similar to the test

segment, but clustering and searching a search-tree requires this to hold true over a number of

tests (at each level of the tree). The validity of this assumption in this application is discussed

later in this chapter and in the next chapter.

3.4. Search tree-based matching

3.4.1. Retrieval algorithm: search-tree-based version

The key concept is to order the corpus hierarchically, rather than linearly (as shown in Figure

4). For a test segment, we infer the type of corpus segments that it would likely match well to,

based on how well it matches to representative segments.

Figure 9 shows hierarchical searching of a search-tree. The system goes to the first segment

in the top layer of the corpus and compares the test segment with this representative segment,

finding a similarity of 0.58, and then tests the other representative segment at this level, finding

a similarity of 0.74. At this point the node that the best matching representative segment (0.74)

belongs to (the black dot in the top row) is opened up and the segments that are correlated with

this segment are searched. The process repeats until a segment is found that has no children

(the node with similarity 0.82). This segment is selected as the best matching corpus segment.

Unlike normal binary trees we cannot compare to a single representative point and pick a

path based on whether a value is greater than or less than this point, each segment at a level

needs to be compared. This leaves the door open to using wider trees. As the width tends to
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Fig. 9: Tree-based searching method. The nodes that are opened up are the ones with 0.74,

0.80 and 0.82 similarity to the test segment, respectively, with the 0.82 node having no children

(denoted with a clear circle) and is thus selected.

the size of the corpus the search becomes equivalent to a linear search.

Figure 10 shows hierarchical searching of a 4-wide search-tree. The system goes to the first

segment in the top layer of the corpus and compares the test segment with this representative

segment, finding a similarity of 0.24, and then tests the other representative segments at this

level, finding similarities of 0.58, 0.74 and 0.60. The node that the best matching representative

segment (0.74) belongs to is opened up and the search continues in this way until the leaf node

with similarity 0.84 is found and selected as the best matching corpus segment.

While linear matching is O(N) in time complexity where N is the number of frames in

the corpus. Tree-based matching is, on the other hand, at best O(logw(N)), where w is the

width of the branches. 1 Linear corpora have memory complexities of O(N). In the case

of the search-tree, the representative and original segments are in the tree meaning that the

1Excluding the root node (not searched in this implementation) the number of nodes n in a tree of height k with

w wide branches is:

n ≤
k∑
i=1

wi

From this we can find the size of the last level of the tree (S), which, assuming a perfectly balanced tree, contains

the leaf nodes. From there we can work out the number of levels k of a full search-tree:
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Fig. 10: Tree-based searching method with a 4-wide tree. The nodes that are opened up are

the ones with 0.74, 0.80 and 0.84 similarity to the test segment, respectively, with the 0.84

node having no children (denoted with a clear circle) and is thus selected.

number of frames is SL× x, where SL is the segment length and where x is the total number

of segments in the corpus (original and representative) and (for perfectly balanced complete

trees) is calculated as:

x =

dlogw(S)e∑
i=1

wi (17)

where s is the number of original segments in the corpus (S = N − SL + 1). For any

representative corpus that be can approximated by N as N dominates. From that we can find

the approximate number of total frames in the corpus:

S = wk

k = dlogw(S)e

The number of segments q to be searched is then, at best, the width of the tree times the minimum height

q ≥ w dlogw(S)e
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frames ≈ SL(

dlogw(N)e∑
i=1

wi)

= SL(

dlogw(N)e∑
i=0

wi − 1)

= SL(
1− wlogw N+1

1− w
− 1)

= SL(
1− wN logw w

1− w
− 1)

= SL(
1− wN
1− w

− 1)

(18)

From this we can say that, roughly speaking, the search-tree is at best O(N).

3.4.2. Construction of the search-tree

The function to build tree (Algorithm 1) builds the tree recursively, working top down to build

the tree. It makes use of a clustering function to cluster segments (Algorithm 2). The tree is

composed of nodes. Each node has a representative segment and a list of sub-nodes.

Algorithm 1 An algorithm to build a search-tree of width w from a list of speech segments
1: function BUILDTREE(segments,w) . Returns: list of subtrees

2: create list n of w empty subtrees

3: clusters, centroids = CLUSTERSEGMENTS(segments,w)

4: for all c ∈ clusters do

5: if |c| > 1 then

6: nc.subnodes = BUILDTREE(c,w)

7: nc.centroid = centroidsc

8: else if |c| == 1 then

9: nc.subnodes = {}

10: nc.centroid = c

11: end if

12: end for

13: return n

14: end function

Tree building starts by making a list of all the segments in the corpus and making an empty

root node. It is to this node that the returned subtrees are added as sub-nodes. The build tree
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function is called with the list of all the segments in the corpus and the required tree width (w).

In the build trees function, a list of w empty subtrees is created, then clusters and associ-

ated representative segments (centroids in this implementation) are obtained from the cluster

segments function. Each cluster is then put into the subtrees depending on whether the cluster

has more than one member or just a single member.

In the case that the cluster has more than one member then the centroid from the clustering

function is set as the representative segment and the sub-node list is set by calling the build

tree function with the cluster as the list of segments. In the case that the cluster has just a

single member then that member is used as the representative segment and the sub-node list is

set as empty.

It is important that the representative segments are generated carefully because they are

what guide the search method to the appropriate original segment. A straight forward approach

might be to use an actual segment as the representative point, which is an option that we come

back to in the next chapter. In this chapter we just calculate them from the mean of the member

segments (as described in Equation 20).

Note that this method does not lead to balanced trees and, in lower levels, the width of a

branch can be less than w.

Algorithm 2 Based on the K-Means algorithm, divide supplied list of segments intow clusters,

calculate centroids and assign membership
1: function CLUSTERSEGMENTS(segments,w) . Return: clusters, centroids

2: clusters = w empty clusters

3: select w initial mel centroids for clusters using K-Means++

4: while stop condition not reached do

5: for all s ∈ segments do

6: c = cluster whose centroid is closest to s

7: add segment s to cluster c

8: end for

9: recalculate mel centroids

10: end while

11: return clusters, centroids

12: end function

For the cluster segments function we used K-Means++, a variation of K-Means which re-

60



sults in better initial estimates of the centroids [103]. K-Means++ initially selects each centroid

after the first preferring greater distances from already selected centroids. This means that the

initial centroid estimates are sufficiently spread out, but with sufficient randomness that the

initialization is not deterministic. This method should select initial centroid estimations that

well represent the phonetic space. The same similarity measure (ZNCC) as the search algo-

rithm is used as the similarity measure to determine the closeness of two segments (Equation

7).

With ZNCC being a non-Euclidean distance measure, another clustering method, such as

Hierarchical-Agglomerative (HA) clustering would be more typical, because K-Means mini-

mizes the Euclidean distance between the centroid and the members. Additionally, HA clus-

tering is more typical when the number of clusters inherent in the data set is not known a priori.

However, the quality of non-binary K-Means++ based clustering was found to be better than

HA clustering (which is binary by design) in this application and it scales better to large data

sets.

A clean speech segment in the frequency-domain is too high-dimensional and sparse to be

accurately clustered, being a 15-by-129 matrix (15 frame segments and 129 frequency bins).

A lower-dimensional representation can be obtained with a mel filter bank. Experimentation

showed that filtering into 40 frequency bins resulted in both good representation of speech and

good clustering with convergence being reached.

The first step of the clustering process is to create empty clusters then find initial centroids

for w clusters using the K-Means++ initialization. While the stop condition (Equation 21,

below) has not yet been reached the algorithm assigns segments to clusters and recalculates

the representative segment for that cluster. Each segment is assigned to a cluster by finding

the representative segment (centroid) that is closest to the segment (Equation 19, below) and

adding the segment to that cluster. The representative segment is then found by Equation 20,

below. Once the stop condition has been reached the clusters, together with the associated

representative segments, are returned.

The distance between two segments for the purpose of clustering is given by the following

formula:

d(x,y) = 1−R(x,y) (19)

where d(x,y) is the distance between segment x and segment y and R(x,y) is a function
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giving the similarity for segment x and segment y, as per (7). This maps the range of ZNCC

from (-1, 1) to (2, 0).

The next step is to recalculate the centroid based on the cluster’s members. For cluster c

composed of |c| segments c = {s1, s2, ..., s|c|}, its centroid is calculated as:

centroidc[f, b] =

|c|∑
i=1

si[f, b]

|c|
(20)

where centroidc[f, b] is the centroid mel segment belonging to cluster c, at frame f of

the segment and frequency bin b of the frame.

This is repeated until a stop condition is reached. The stop condition for this version is

calculated as follows:

stop =


true if distortionprev−distortioncurrdistortionprev

< ε

false otherwise
(21)

where distortionprev is the distortion for the previous iteration, distortioncurr is the

distortion for the current iteration and ε is a small number set at 0.001 in the experimental

studies below. The distortion for any given iteration is as follows:

distortion =
P∑
i=1

R(pi, centroidi) (22)

where P is the number of segments to be clustered (not necessarily all the segments in the

corpus). pi is the segment to be clustered at index i. centroidi is the representative segment

of the cluster that pi belongs to and function R(x,y) is as per (Equation 7).

Later versions of the system changed the stop condition to be simply if the cluster mem-

bership of any of the segment stops changing. That is, if the cluster membership is the same

in one iteration as it was in the preceding iteration then convergence has been reached and the

stop condition is satisfied.

One drawback to this method is the larger memory usage of the generated corpora. With a

search-tree, each possible segment is represented individually, meaning that many frames are

represented multiple times. Replacing leaf node centroids with references to all the original

segments would ameliorate the issue, but the corpus would remain too large for many applica-

tions as the full corpus would still need to be retained and this may entail lesser data locality.

A resolution for this issue is sought in the next chapter.
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3.5. Experimental studies

3.5.1. Parameter and filter selection

Before evaluating the performance of the system we did some tests to determine the values

of some key operating parameters. The four parameters to highlight are: segment length,

number of future frames, search-tree width and output filter. The best values were determined

by how they served to obtain the best quality output in real-time. The quality was judged by

objective measures (as described in subsection 3.5.3) and limited subjective listening tests,

with preference given to the subjective listening tests.

We tested segment lengths up to 21 frames and found that enhancement improved with

increasing segment length, up to 15, after which longer segment lengths did not significantly

improve the output. Longer segment lengths result in longer searching times as each compar-

ison takes longer. On this basis we selected 15 as the segment length. For this segment length

we tested from 0 future frames up to the maximum 14 future frames. We chose 14 because,

even though it introduces significant latency to the system, it contributes to the output quality.

Subjective testing found that the output had fewer and smaller discontinuities when more

forward context is used. The effect that increasing the amount of forward context has on the

quality of the output is shown in Figure 11 for an objective intelligibility measure (STOI),

where greater values indicate more intelligible output. The test was carried out with a single

test file of a male speaker from the TIMIT corpus, noised with white noise at 0 dB SNR.

The corpus used was a small corpus composed of male speakers from TIMIT, including the

speaker of the test file. This accords with LMS research, which uses multiple frame estimates

to construct the speech estimate frame [67]. Using fewer future frames would reduce the

latency of the system, but we leave it to later work to investigate using less future frames in

reconstruction.

A range of values for search-tree width (w) were tested - from 2 to 10. The size of w

does not have very noticeable effect on quality but poorer quality output was found with lower

values of w, while larger values of w increase processing time because the search becomes

closer to linear searching with increasing w. A value of 8 provided a good middle point

between quality and speed.

For reconstruction, we tested two filters. In this application the IRM filter was found to

remove less noise but also introduce less distortion. On the other hand, the Wiener filter was

a little more aggressive, removing more noise but introducing more distortion. In objective
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Fig. 11: Short-time Objective Intelligibility (STOI) results with increasing forward context

(future frames)

numerical tests the IRM filter was found to perform better, but in subjective listening tests the

Wiener performed better. On this basis the Wiener filter was selected going forward.

3.5.2. Experimental setup

Prior to testing, a corpus file was created using the corpus creation system, as shown in the top

half of Figure 12. The corpus file contains the training samples, together with any search-trees

that have been generated.

A quarter of the WSJ0 training corpus (3203 samples selected from 12775) was taken as

the training set because, even with this, clustering to obtain a search-tree took days on the

Intel Xeon e5-2660 v3 that was used. A corpus file was created without a search-tree, for the

purposes of memory comparison.

The test set consisted of 330 samples from the SI-ET-05 speaker-independent WSJ0 testing

set with eight speakers, four male and four female. The samples and speakers used in the test

set and the training set were disjoint. Each sample was noised with the Aurora-4 set and

two highly nonstationary noises, resulting in 2640 test files for each corpus to process. The

Aurora-4 noised set were noised at 5-15 dB SNR with the following noises: airport, babble,

car, restaurant, street and train. Two nonstationary noises (a mobile phone polyphonic ringtone
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Fig. 12: Process used to test and evaluate the system. Processes are shown as shaded blocks.

Files and lists of parameters are shown with file icons. The training and test corpus is shown

on the left.
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and a pop song) were used to noise samples at 0 dB SNR.

The test system is shown in the bottom half of Figure 12. The created corpus file, together

with test parameters and the noisy test corpus are read into the enhancement system which

produced enhanced samples. These enhanced samples were then evaluated with objective

measures and some limited subjective listening tests.

Test runs were performed on a shared-use high-performance computing cluster, using 20

threads. For linear searching the system calculates the test statistics in parallel then the dot

product between the test segment and each corpus segment in parallel. For the latter calculation

it can make full use of 20 threads, so it scales well with increasing thread count. For tree-based

searching the system calculates the dot product between the test segment and each corpus

segment at the current level in parallel. This means that it scales with increasing thread count

only up to w threads, with no additional speedup after that point. Because the linear search

takes minutes to enhance each test sample, 20 threads were used for testing for reduce the time

taken to test.

3.5.3. Key questions

We can evaluate this system in terms of two questions:

• How does the system perform in terms of relation to real-time functioning, latency and

memory use?

• How good is the quality of the enhanced output? Does it reduce the noise and avoid

distorting the speech?

Performance: Three key metrics are important for this system to function in real-time

applications on mobile hardware: relation to real-time functioning, latency and memory use.

For a system to work in real-time applications the speed of its functioning must be quick

enough that it can keep up with new audio coming in. This can be put in terms of the real-time

ratio (RTR), where a ratio of 100 means the system would take 100 seconds to enhance 1

second of audio. A ratio of 1 or lower would mean that the system is real-time and keeps up

with audio coming in.

One potential use case for the system is hearing aid devices. There are two issues with

applying this class of algorithm to that use case. Firstly, the RTR must be sufficiently low that
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the system can keep up with new audio coming in and, secondly, the latency of the system

needs to be low enough to not be disturbing to the user.

Using segment lengths of 15 and full forward context in averaging (as we have selected

for this test) results in a minimum latency of 128 ms2, largely due to using 14 future frames.

Without accounting for processing time, if no future frames were used this could be reduced

to 16 ms, but the output quality would be poor at this extreme. 128 ms latency is, however,

outside the bounds of acceptability for this application, as noted in the Literature Review (2.4).

We leave the issue of latency to later work.

The final performance metric that we consider is the memory usage. By this we mean the

amount of working memory that the system uses while enhancing audio. This space is largely

taken up by the corpus, either in linear form or in a search-tree. This memory use, in part,

determines the platform that a system can function on. Embedded platforms and single-board

computers tend to have relatively limited amounts of working memory. For example, of the

Raspberry Pi™ models, only the latest (Raspberry Pi™ 4 Model B) is manufactured with more

than 1GB of RAM [104].

Output Quality: The test files were enhanced by the algorithm then, for each enhance-

ment sample, we found the Short-time Objective Intelligibility (STOI) [105], Perceptual Eval-

uation of Speech Quality (PESQ) and Segmental SNR (SSNR) measures. These measures are

shown in the results tables and are averaged over all the samples for a given set. These quality

and intelligibility measures attempt to provide an objective measure of the quality or intelli-

gibility of an audio sample. The PESQ score used here is narrow-band PESQ Mean Opinion

Scores (PESQ MOS), which aims to map to mean opinion scores between 1 and 5. The best

possible scores for STOI, PESQ and SSNR are 1, 5 and 35, respectively, with the units for

SSNR being dB. In all cases higher is better.

STOI correlates positively with intelligibility scores [18] [19]. PESQ positively correlates

to some degree with subjective quality scores [18] [20]. SSNR measures the signal to noise

ratio, which provides us a view into how much noise has been removed from the noisy sample.

In the absence of a clear alternative measure, taking all these measures into account can offer

a meaningful impression of the quality and intelligibility of the output.

The above objective tests were supplemented by simple subjective tests. The aim with

2Each full frame is 16 ms, so each frame after the first takes 8 ms to fill, given the half frame overlap. When

using 15 frame segments, full future context requires waiting 14 frames. This results in the program having to wait

16 + 14 · 8 = 128 milliseconds before outputting.
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Table 4: Comparison of enhancement using linear searching and tree-based searching with

corpus created from a quarter of the WSJ0 training set (‘WSJ0 / 4’). The amount of working

memory used is shown in megabytes. The intelligibility and quality results for the unprocessed

samples is shown in the top row.

Aurora 4 Nonstationary

Search method Memory Real-Time Ratio STOI PESQ SSNR STOI PESQ SSNR

(unenhanced) - - 0.897 2.325 -2.578 0.880 2.145 -1.987

Linear 2070 97.596 0.875 2.497 -0.576 0.902 2.503 -0.755

Tree-Based 40641 0.047 0.887 2.450 -0.706 0.904 2.414 -0.861

these test was to determine which method produced better sounding output and to determine

how much difference there is between the output for the two methods.

With known latency for the system, we now move to the results for the performance and

quality measures.

3.5.4. Results

Performance: By clustering a corpus into a tree structure for search, the time taken to enhance

audio with comparable quality is drastically reduced, as can be seen in Table 4. The speed of

matching is more than 2000 times faster than the linear method and more than 20 times faster

than real-time.

This speed up comes at a cost. The search-tree takes up 40GB in working memory, instead

of just 2GB for the linear corpus. As previously mentioned, the duplication of frames that

occurs from placing segments in the search-tree could be avoided by replacing the leaf node

segments with pointers to the frames in the linear corpus. The representative segments in

the non-leaf nodes would still be required. The ratio of representative segments to original

segments is never more than 1:1, with this ratio of representative segments decreasing for

wider tree widths. This means that, with this optimization, the search-tree could take anywhere

between 1 and 2 times the memory of the linear corpus, which, in this case works out to 2 to 4

gigabytes. This is still too large for many embedded platforms.

Output Quality: In both test cases the tree-based results were slightly better in the STOI

measure. In both test cases the linear results were slightly better in the PESQ measure and

better by a larger margin in the SSNR measure. For both methods the SSNR results suggest
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(a) Clean with text spoken underneath

(b) Noised with Song noise at 0 dB SNR

(c) Output with linear searching, showing reference positions 1-4

(d) Output with tree-based searching, showing reference positions 1-4

Fig. 13: Spectrograms (mel scale) for linear and tree-based matching. The test sample is

440C020M.
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that the system has been able to remove some noise. It must be remembered, however, that

this is just a baseline system.

When listening to the output, there is little observable difference between the two methods;

no one method is clearly better than the other. In some samples a very slight degradation can

be heard in the tree-based output. Overall, there is clear noise removal, but it is not constant,

with some regions of little noise removal and some regions of greater noise removal. This

comes across as an undulation in the output.

Figure 13 shows the spectrograms for one of the test samples. Subfigure (13a) shows

the clean sample, subfigure (13b) is the sample with the song noise mixed at 0 dB SNR and

subfigures (13c) and (13d) are the output of the system using linear and tree-based matching

respectively. Note that the noised sample is normalized to be the same level as the clean

sample.

The first thing to note is that the two spectrograms for the enhanced output are more similar

to each other than to the spectrogram for the noised sample. It can be seen that at the start and

end of the sample (Positions 1 and 4), where there is no underlying speech the system is unable

to effectively filter the audio, despite the weighting functions. At position 2 we can see where

the tree-based sample lets through some noise that the linear sample removes. At position 3

we can see where the tree-based sample preserves part of the rising middle frequencies of the

speech sample that the linear sample lacks.

Overall, the quality results show that the two methods are broadly comparable in their

ability to select speech segments for this exemplar-based speech enhancement system.

The tree-based search is able to find segments that match sufficiently well so as not to

degrade the output meaningfully in comparison to the linear method. This suggests that the

assumption ZNCC is a realistic measure of acoustic similarity has validity. If this assumption

were not valid we would see the segment matcher finding segments with high ZNCC similarity

and much less acoustic correlation by selecting acoustically dissimilar segments.

3.5.5. Relation to previous exemplar-based systems

Both search methods demonstrate some degradations in the output and noise removal that is

not constant. This suggests that there is a loss in quality, relative to other exemplar-based

approaches, due to the simplicity of the system (by design).

Search tree matching does resolve one of the issues with the LMS approach, that searching

70



segments of many different lengths is not feasible in real-time. At 20x quicker than real-time

there would be plenty of leeway to test other segment lengths. It does create a different issue

because a search-tree would be required for each segment length, exacerbating the memory

issue. In terms of potential for quality of output Wide Matching remains more promising.

An alternative way to resolve the computational complexity of the LMS approach was

proposed by Ogawa et al. [71], as previously discussed in the Literature Review. It works by

exploiting the fact that the LMS method compares sequences of Gaussian components and for

short segments many of these sequences are identical, so each unique sequence only needs to

be searched once. This was able to bring the time to enhance close to real-time. This method

relies on performing matching longest segments and using GMMs, so it is not applicable

to matching fixed segments using the exemplar directly, as used in Wide Matching. Using

bottleneck features was cited in later work [72] as being more discriminative of a good match

so unlikely segments could be ruled out earlier, resulting in an LMS style algorithm (based on

the 2011 work by Ming et al.) functioning well within real-time.

A technique proposed by Nickel and Martin for another type of exemplar-based speech

enhancement resulted in a speed up of around 8x compared to the original method [75]. The

original algorithm functions by estimating the phone that a given segment belongs to, then

searching the exemplars for that phone [74]. In this newer version exemplars are clustered

within each phone grouping giving, in effect, a two level search structure. The phone cluster

is selected as before, then all the clusters for that phone are searched using the dominant

eigenvector and the cluster with the best eigenvector match is selected and a full search is

done for that cluster. The method leverages this feature of eigenvectors to give an estimation

of the similarity between a test segment and corpus segment without needing to perform a full

search. This search reduces PESQ by around 0.05 due to the inexact nature of the search. In

this chapter we have demonstrated that broadly similar quality loss comes from using a search-

tree (0.047 for Aurora 4 and 0.089 for nonstationary) with an increase in speed of functioning

much larger than Nickel and Martin’s method - 2000x instead of approximately 8x.

3.5.6. Key observations

Some key points that we can take away from the experimental evaluation are:

• The system can function 20 times quicker than real-time with tree-based searching.

• Using a search-tree results in a 20x larger memory footprint, which could be reduced to
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under 2x with optimization.

• Compared to the linear method, tree-based searching sometimes has slightly more dis-

tortion.

• The speed up achieved enables more sophisticated enhancement to be added to system.

3.6. Conclusion

In this chapter we have proposed an algorithmic approach to speeding the search of a large

speech corpus. We have demonstrated that using this method enables the system to work 20x

faster than real-time. Instead of simply using fewer samples, resulting in a less representative

corpus, we order and cluster the segments into a search-tree so that the search function can

traverse the tree and find a best matching segment. It does so in a way that produces output

of quality comparable to the linear method, as has been shown in the baseline system detailed

here.

The main drawback of the tree-based method is that it does not solve the issue that rep-

resentative speech corpora require a lot of working memory (when considering embedded

platforms) and it actually exacerbates the issue by taking up twenty times the space of a linear

representation. A potential optimization for the search-tree would mean it would only require

between 1 and 2 times the amount of space of the linear corpus, but that remains too large

for embedded platforms. The next chapter aims to find a solution to the memory issue, while

retaining as much of the quality and speed benefits of the method described here as possible.
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4. SPEECH SEGMENT CLUSTERING FOR CORPUS SIZE REDUCTION

Introduction

Chapter 3 shows that clustering can be used to reduce the time taken to search a large speech

corpus, to a degree that the algorithm is able to function in real-time. This comes with some

trade-offs, however. There are occasional slight declines in quality from using search-trees in

the place of linear matching and also the corpus memory size expands to 20 times the size it

would be without the search-tree. This could be optimized to the range of 1x to 2x by holding

references to where in the linear corpus the segment is found, but at 2GB the corpus remains

much too large for low-powered hardware so that particular optimization was not pursued.

The original target for the algorithm was low-powered hardware so this problem required a

solution.

We will show that we can perform a lossy compression of the corpus in a way that the

memory usage can fit the working memory of a low-powered platform. The quality of the out-

put of the program remains relatively close to that of the uncompressed corpus and is superior

to that of a corpus created by simply using fewer samples.

By this we show that this technique is superior to the essentially random addition of ex-

ample segments achieved by adding more samples to the corpus. Instead, clustering can pick

representative samples and so decrease duplication of similar segments in the corpus in a way

that minimizes the quality impact of having fewer examples of each phone.

The key concepts in this chapter were presented at ICASSP 2018, entitled ‘Speech Seg-

ment Clustering for Real-Time Exemplar-Based Speech Enhancement’ [95].

4.1. Clustering for corpus size reduction

The corpus can be described as a set of segments of speech frames, from which the algorithm

described in the previous chapter can select a best matching segment for a test segment.

When creating a corpus we observed that increasing the size of the corpus led to progres-

sively diminishing returns in the quality of the output because the likelihood is that each phone

will already have been represented in the corpus. Segments that are added are often simply

variations on the same phone, whether that be variations in duration, on pitch, intensity of

formants or in movement to the next phone. In the context of the system previously described,

these variations are useful, to a degree. Variations will match more closely to test segments,
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even where the phone is already present in the corpus. Variations of each phone increase the

likelihood that a better matching segment is found, which would result in a speech estimate

frame that, when used to filter would result in output that has more noise removed and fewer

distortions.

The application of clustering for corpus size reduction consists of replacing the original

set of segments with a smaller set of segments that are chosen so as to be most representa-

tive. Ideally we want to select representative segments in order to maintain as many of the

useful variations as possible, while removing less useful variations, in order to be functional

on systems that have less working memory.

Clustering can be used to determine groups of similar segments. When using a sufficiently

large number of clusters the large set of segments from training sentences can be approximated

with a set of representative segments derived from these clusters. There are 2,825,638 frames

in a quarter of the WSJ0 samples, resulting in 2,825,624 overlapping segments. If we could

represent those segments using just 4,096 non-overlapping representative segments we could

reduce the working memory requirements by a factor of around 50.

Combining corpus compression and search-trees enables the speech enhancement algo-

rithm to use a corpus that is almost as representative as a large corpus and able to function in

real-time on hardware without large amounts of memory.

While the system described in these chapters uses fixed length segment, these methods

could be adapted for variable-length matching (as per LMS). Before compression and search-

tree creation, a list of desired segment lengths could be given to the system, then represen-

tative segments and search-trees could be made for each of the desired segment lengths. If

‘k’ segment lengths were required, the computation time and memory usage would increase

approximately linearly with ‘k’. In this case the frame synthesis could be adjusted to select

longer segments with preference.

We have chosen two different methods to select the most representative segments (code-

words): the Linde-Buzo-Gray and cutoff-based methods. We will now detail them and later

select one method to use for the rest of the tests.

4.1.1. Linde-Buzo-Gray initialized codewords

The first method we propose to use clusters the segment set using KMeans but uses the Linde-

Buzo-Gray (LBG) algorithm for the initialization step. This is appropriate due to its ability to
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scale well with large data sets [106].

We still cluster the segments as per Algorithm 2 in the previous chapter, however, we

replace the initialization step (line 3) with a call to select initial codewords LBG (Algorithm

3) and pass the segments and the required number of codewords.

Algorithm 3 Selection of initial codeword estimates using the LBG algorithm for list of seg-

ments segments and number of required codewords count
1: function SELECTINITIALCODEWORDSLBG(segments,count) . Returns: codewords

2: set of clusters clusters = {}

3: set of codewords codewords = {}

4: cluster c = segments

5: codeword ac = codeword for cluster c

6: add cluster c to clusters

7: add codeword ac to codewords

8:

9: while |clusters| < count do

10: for all c ∈ clusters, ac ∈ codewords do . Disturb each codeword

11: anew = ac + ε

12: ac = ac − ε

13: add anew to codewords

14: add empty cluster to clusters

15: end for

16: while stop condition not reached do . Refine disturbed codewords

17: for all s ∈ segments do

18: c = cluster whose codeword is closest to s

19: add segment s to cluster c

20: end for

21: recalculate codewords

22: end while

23: end while

24: return codewords

25: end function

The first codeword is calculated from the mean of all the segments in the corpus. This
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codeword is then disturbed by creating two new codewords from the codeword, with the values

slightly larger in one codeword (line 11) and slightly smaller in the other (line 12). The raising

or lowering is applied to each element in the codeword vector (each frequency bin and each

frame of the segment). The codewords are refined by assigning membership to them and

recalculating them based on their members. The refinement process continues until the stop

condition is reached (the same as described in Equation 21 in the previous chapter). The

process of disturbing the codewords then refining them continues until the required number of

codewords is reached (which must be a power of 2).

Euclidean distance was used for the initial LBG clustering (as is typical for the algorithm),

then once the full number of codewords were found and returned from the select initial code-

words LBG function, the clusters were refined using ZNCC as the distance measure (as this is

the measure used for retrieval). In section 4.2 we discuss how to best calculate the codewords

in the refinement step. Testing was carried out on using ZNCC in the LBG initialization, but

this offered no improvement over using Euclidean distance.

These codewords can then be used for linear searching or used to build the search-tree, in

the place of the original segments.

4.1.2. Search tree cutoff-based codewords

When we consider the search-tree it can be seen that each intermediate node with its represen-

tative segment is a cluster. This means if we prune the tree at a particular level, the leaf nodes

effectively become codewords. These codewords represent the original leaf nodes that were

members of each node that has become a leaf node.

A possible objective when considering the choice of clustering method is to obtain clusters

of approximately equal size so as to have good representation of the entirety of the set with-

out either having a large number of segments represented by a single cluster or having some

clusters that represent very few segments. Each codeword that is in the corpus costs space in

memory and potential time to search, so maximizing the representativeness of the corpus is

key. Clustering codewords by pruning a search-tree has potential for avoiding extreme cluster

sizes.

Since we build the search-tree top down in our implementation instead of pruning an al-

ready existing tree we only sub-divide a cluster (add members to a node’s sub-tree list) if the

cluster is larger than a preset threshold (cutoff). This avoids having to create nodes that will
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be pruned anyway.

Fig. 14: Search tree cutoff-based corpus compression

This is shown in Figure 14 where we are creating a search-tree for 27 original segments

with a 3 segment cutoff threshold. This means that we stop clustering when we have clusters

of 3 or fewer. This is shown by the dotted line where the search-tree that would otherwise be

present is ‘pruned’ below a certain point, such that the segments below the line are discarded.

If we had a set number of codewords that we desired we could build the whole tree, then

prune the tree iteratively from the non-leaf node with the fewest members through to the non-

leaf node with the most members, stopping when the desired number of codewords has been

reached. Alternatively we can just estimate the cutoff threshold (e) required to give us a desired

number of codewords (d) as:

e =

⌊
S

d

⌋
(23)

where S is the total number of segments in the corpus.

To this we can add an adaptation to avoid clusters that are much smaller than the threshold

and avoid significantly overshooting the number of codewords. Towards the bottom of the

tree where expected cluster sizes are expected to be under the threshold we can decrease the

number of clusters used. The result of this extension, then, is to reduce the width of the tree
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towards the bottom of the tree. An example of this would be if the function were clustering

100 segments into 8 clusters with a 50 segment threshold. These would be better clustered into

3 clusters. These could be clustered into two equal clusters, but to minimize the total distance

of members to codewords we must allow for uneven clusters.

The modified tree width wm is calculated as follows:

wm =

⌈
segments

e
+ 1

⌉
(24)

where segments is the number of segments to be clustered at the current node (for ex-

ample the left most node at the first level in Figure 14 has 9 segments to cluster), and e is the

cutoff threshold. In cases where wd is calculated to be greater than w (the default tree width),

w is used instead.

Once the search-tree is finished and pruned we are left with leaf nodes that are not original

segments, but codewords. These can be extracted from the tree and stored for linear search.

Using codewords in the place of original segments introduces a source of error into the

best matching process because, in most cases, the best matching codeword segment for any

given test segment will be more distant than the best matching original segment. Building

a search-tree in the way that LBG does introduces an additional source of error as, at each

level of the tree, the corpus is effectively represented by only w segments, meaning that if the

search function is not able to perfectly retrieve, error will be introduced. So, for LBG, there

are two sources for error. Building the tree and compressing the corpus in a one-step process

means that there is only a single source of error. This potentially results in a lower total error

than the total error from the two steps in LBG. However, this may not be the case due to the

hierarchical structure imposed on cutoff-based codewords.

These two methods will be evaluated in the experimental studies section.

4.1.3. Obtaining full-spectrum codewords from mel-spectrum clustering

Before we move on to our experimental evaluation of these concepts we must note that both

clustering methods operate on the mel spectrum representations of segments, not the full spec-

trum versions. This reduces the computational complexity of clustering and is the same repre-

sentation as used for search. The computational complexity of clustering (and, indeed, search-

ing) could be reduced further by using Principal Component Analysis (PCA), which could be

used as the feature set. Evaluating a more determinative and lower dimensional feature set is
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a significant piece of work and is noted as an area of future work in the conclusion.

The speech estimate frame for the output filter is required to be a full spectrum version

and, therefore, we require the full spectrum version of each codeword. For each codeword we

can find the full spectrum codeword from the membership list for its cluster and calculate it

using the segments in that membership list. In our implementation of the system we obtain

this at the end of the cluster segments function.

4.2. Definition of representative segment

There are two places that representative segments are used in the enhancement system. Firstly,

each non-leaf node in the search-tree contains a representative segment that is obtained from

the cluster that the node represents. Secondly, each corpus codeword is a segment that repre-

sents a cluster of the original segments that are then discarded from the system.

Up to this point when we have described representative segments these have been calcu-

lated by finding the centroid of the cluster (Equation 20). We have also mentioned an alterna-

tive, that a segment from the cluster could be used as the representative segment. This could

be done by finding the medoid of the cluster and using that as the representative segment. The

median segment of a cluster (medoid) can be found as follows:

medoidc = arg min
ps

|c|∑
i=1

d(ps,pi) (25)

where medoidc is the medoid for cluster c, |c| is the number of segments in the cluster, ps

is a potential medoid segment where s ∈ {1, ..., |c|}, pi is the segment at index i and d(x,y)

is the distance between segment x and segment y as given by Equation 19.

We will discuss later which means of defining the representative segment is most effective

for each of the two uses of representative segments.

4.3. Experimental studies

4.3.1. Key questions

There are five key questions to consider as we come to test the theory we have presented in

this chapter. The metrics that we will use to answer most of the questions are the same as last

chapter: quality metrics, RTR and memory usage.

a) Selection of clustering method: We have presented two different methods for obtaining

the codewords: LBG and cutoff-based codewords. To determine which of the two methods
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results in the best quality output, objective numerical tests and subjective listening tests on

the enhanced audio were carried out. Both searching methods were tested. Linear matching

output gives us insight into how good the codewords are and tree-based output gives us insight

into the resultant ability to find good codewords with the tree. Data obtained from the program

gives us insight into whether the clustering method affects the accuracy of matching.

b) Number of codewords: How do the size of corpus, time to enhance and quality of

enhancement change as the number of codewords increases? It is intuitive that the quality of

the output improves as the number of codewords increases, but does this hold? If so, it would

be good to consider the size of this effect and if and when the effect tapers out. This can be

assessed by our objective numerical tests along with the subjective listening tests. The number

of codewords will affect the size of the corpus and the speed of the enhancement. This effect

can be assessed by looking at working memory and RTR.

c) Corpus reduction approaches: An alternative to compression by codewords is simply

using a smaller subset of the WSJ0 training corpus. It would be helpful to compare small

subset corpora with compressed codeword corpora that perform similarly in terms of real-time

ratio and memory.

d) Definition of representative segment: In the previous chapter we gave the definition

of a representative segment as being the centroid of the cluster that segment represents. Earlier

in this chapter we suggested that an obvious alternative is to select an actual segment from the

cluster to use as the representative segment. This could be the medoid of the cluster. We will

evaluate these two definitions (centroid and medoid) in regards to whether it makes a difference

in quality tests and how much difference it makes. These definitions will be evaluated for both

use-cases of representative segments (codewords and intermediate nodes).

e) Accuracy of retrieval: If we use tree-based searching on a compressed corpus the sys-

tem now works two steps away from the original linearly searched corpus. We demonstrated

that the first of these steps on its own does not meaningfully affect the output quality, although

we have not yet looked to see how accurate this search is, only the effects of the accuracy.

With the introduction of a further step it would be helpful to look deeper into the accuracy

with compressed corpora and see the effect this has on output quality. We will propose a

method for improving the accuracy of retrieval and give a short evaluation of this method.

Firstly we will consider the two clustering methods for question a) (LBG and cutoff-based)

because it concerns the corpus creation step that preceeds the testing step. Then, with one
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Table 5: Comparison of objective results for tests for corpora using two different clustering

methods (LBG and cutoff-based). Results are the mean of all the samples and shown for both

linear and tree-based searching. Objective metrics for the unprocessed samples are shown in

the first row.

Search Method Clustering Method STOI PESQ SSNR

- - 0.88247 2.13134 -2.00841

Linear LBG 0.89928 2.15723 -1.26313

Cutoff 0.89509 2.11563 -1.33607

Tree-Based LBG 0.89170 2.11434 -1.33770

Cutoff 0.89069 2.08850 -1.37500

method selected we will consider questions b) and c), firstly for linear matching then for tree-

based matching. After this we will consider a later refinement in question d) and take a deeper

look into the accuracy of retrieval for question e).

4.3.2. Selection of clustering method (question a))

To test which clustering method is better for codeword selection we created two corpora with

1024 codewords (LBG compressed corpus) and 1168 codewords (cutoff-based corpus). We

tested with the WSJ0 testing set (as per the previous chapter) across two noise types (song

and ring1) at 0 dB SNR. This test aimed to gain an understanding of how the clustered corpus

describes speech - with these noise types providing a difficult test case.

The output for both corpora sounds identical, with no perceivable difference between the

enhanced samples from the two corpora.

The hit rate, that is the percentage of searches that found the best matching segment us-

ing the search-tree, was noticeably higher for the cutoff-based corpus (56.8%) than the LBG

compressed corpus (40.9%).

The cutoff-based corpus also achieves a higher average similarity between the test seg-

ment and the found corpus segment with tree-based matching (0.577), compared to the LBG

compressed corpus (0.559). This flips for linear matching, with the LBG compressed corpus

achieving a marginally higher average similarity (0.596) than the cutoff-based corpus (0.593).

In every case for the objective tests the LBG compressed corpus outperforms the cutoff-
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based corpus (Table 5), even for tree-based matching where the cutoff-based corpus is return-

ing a higher percentage of its best codewords. This accords with the slightly higher average

similarity found with the LBG compressed corpus and linear matching. The LBG method is

not artificially constrained by the search-tree in selecting codewords so this suggests that LBG

is therefore able to select better codewords.

On this basis it can be said that cutoff-based corpora is better from a retrieval point-of-view

but probably slightly worse in the overall task of finding a corpus segment that matches best

to a test segment. On this basis we selected the LBG clustering method going forward into

testing.

With the clustering method selected we move to the setup of the tests and the results

themselves.

4.3.3. Experimental setup

The test basis is identical to that in the previous chapter (Aurora-4 at 5-15 dB SNR and two

nonstationary noises at 0 dB SNR), with the addition of compressed corpora to demonstrate

the effect of compression and some alternatives to compressed corpora. The test hardware is

an Intel Xeon e5-2660 v3, using 20 threads.

In addition to the previous corpus, we constructed corpora with 512, 1024, 2048, 4096

and 8192 codewords. Corpora were also created from smaller subsets of the full WSJ0 train-

ing corpus (approximately 128th, 256th and 512th of the full set) to compare the benefits of

compression over simply using a small input sample set. These sizes were selected to provide

similar memory usage and real-time factors to the compressed full sample set corpora.

4.3.4. Results for searching codeword corpus using linear searching (questions b) and c))

There are two issues to be considered here: finding the most representative segments (code-

words) and searching through the codewords to find the best matching codeword for each test

segment. Since tree-based matching is a potential source of error, we first use linear matching

to isolate the error resulting from finding the codewords. Later we will consider the use of

tree-based matching.

Firstly we want to consider how the number of codewords (Question b)) affects the mem-

ory use, RTR and quality of the output.

Memory use and RTR: In our extreme minimal case - compressing a quarter of the WSJ0
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Table 6: Enhancement using linear searching with an uncompressed corpus compared with

sets of different numbers of codewords. An alternative to compression is shown with un-

compressed corpora composed of smaller subsets of WSJ0 (below dashed line). The amount

of working memory used is shown in megabytes. The objective metrics for the unprocessed

samples are shown in the top row.

Aurora 4 Nonstationary

# Codewords Sample Set Memory Real-Time Ratio STOI PESQ SSNR STOI PESQ SSNR

(unenhanced) - - - 0.897 2.325 -2.578 0.880 2.145 -1.987

Uncompressed WSJ0 / 4 2070 97.596 0.875 2.497 -0.576 0.902 2.503 -0.755

512 WSJ0 / 4 6 0.130 0.851 2.262 -1.098 0.883 2.299 -1.005

1024 WSJ0 / 4 12 0.398 0.852 2.283 -1.159 0.885 2.326 -0.999

2048 WSJ0 / 4 23 0.866 0.864 2.351 -1.015 0.893 2.370 -0.951

4096 WSJ0 / 4 46 1.659 0.874 2.395 -0.822 0.896 2.381 -0.895

8192 WSJ0 / 4 91 3.488 0.883 2.434 -0.739 0.901 2.398 -0.867

Uncompressed WSJ0 / 512 16 0.794 0.843 2.267 -1.079 0.880 2.332 -0.992

Uncompressed WSJ0 / 256 33 1.991 0.846 2.309 -1.036 0.882 2.372 -0.955

Uncompressed WSJ0 / 128 63 3.077 0.850 2.329 -0.951 0.886 2.393 -0.906

corpus into 512 codewords results in working memory use of only 6MB and a real-time ratio

of 0.130, well under the real-time barrier (Table 6). As we increase the number of codewords

the working memory use and RTR both increase linearly with the number of codewords. At

4096 we break the real-time barrier on this test system and with our maximum number of

codewords the memory use is 91MB and the RTR is 3.488. This memory usage is much more

acceptable, compared to the results from the previous chapter with the uncompressed corpus

with a search-tree. The RTR figures are relatively large, compared to those achieved with a

search-tree, so the next subsection (4.3.5) will compare the two approaches together.

Quality: The 512 codeword set shows a noticeable decline across the three objective mea-

sures, compared to the uncompressed corpus. As the number of codewords is increased these

scores increase. At 8192 codewords, the scores approach those for the uncompressed corpus,

with the STOI figure for the Aurora 4 set exceeding that of the uncompressed corpus. This is

achieved with an enhancement speed 27x faster than the uncompressed corpus.

In subjective tests we found that for some noise types the output was very similar between

the uncompressed corpus and the best compressed codeword set. In other noise types the

uncompressed corpus was able to remove a little more noise.
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As could be imagined, the output for compressed sets with fewer codewords tends to sound

a little robotic, particularly in the 512 codeword set. This becomes more natural as the number

of codewords increases. Phones sound slightly more distinct with sets of a higher number of

codewords. The numerical measures suggest constant improvements with each doubling of

the number of codewords, but subjective testing found that the difference between 4096 and

8192 is imperceptable.

To answer key question b) for linear matching: Compressed codeword sets can effectively

replace a large speech corpus when a high enough number of codewords are used. Doing so

can reduce the memory use by a factor of more than 20 and RTR by a factor of more than 25.

Now we can move to consider how the compressed codeword sets fare compare with the

alternative of composing a corpus with fewer samples (Question c)).

Memory use and RTR: The size of the training sets for the smaller subset corpora (the

bottom three rows of Table 6) were chosen to be comparable with the range of RTR and

memory use of the compressed codeword set. The smaller subset corpora do, however, have

more segments per MB because the segments are overlapping.

Quality: Figure 15 shows STOI results for the Aurora 4 test set against RTR. The error

bars (in this figure and following figures in this chapter) show 1 standard deviation above and

below the mean. Similarly, Figure 16 shows STOI results for the Aurora 4 test set against

memory usage, with the standard deviation for STOI plotted as error bars. We can see in these

results and the table that the compressed codeword sets outperform the small sample corpora in

STOI for equivalent RTR or memory usage. The same holds for PESQ, but for the nonstation-

ary test set there is little difference between the compressed codeword sets and uncompressed

corpora for both RTR and memory and the smallest uncompressed corpus outperformed the

1024 codeword corpus. Similarly, in SSNR, there is little separation between the compressed

codeword sets and uncompressed corpus for both RTR and memory in both noise sets. For the

Aurora 4 noise set the smallest uncompressed corpus outperforms the 1024 codeword set in

SSNR. These objective results suggest that, in comparison between the compressed codeword

sets and the small sample set corpora there is not a lot of difference between their ability to

remove noise, but compressed codeword sets are able to produce more intelligible output and

slightly better quality output.

The largest subset corpus, which is 1/32 the size of the uncompressed corpus, offers com-

parable quality to the 2048 and 4096 codeword set but with almost twice the RTR and a third
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Fig. 15: Graph showing STOI values and real-time factor for tests with samples with the

Aurora 4 noise set, for a variety of uncompressed corpora (red dot) and compressed codeword

sets (blue x) and using linear searching. The X-Axis is split. Standard deviation plotted as

error bars for y-axis.

Fig. 16: Graph showing STOI values and working memory usage (in MB, log scale) for tests

using linear searching with samples with the Aurora 4 noise set, for a variety of uncompressed

corpora (red dot) and compressed codeword sets (blue x). Standard deviation plotted as error

bars for y-axis.
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extra memory use of the 4096 codeword set. Both the WSJ0/512 and the WSJ0/256 corpora

performed comparably with the 1024 codeword set, but with increased RTR and memory us-

age.

In subjective testing we found that the speech in the output for the best compressed code-

word set (8192) tended to sound clearer than that in the output for the best uncompressed

corpus (WSJ0 / 128). For some noise types, the noise appears a little more present in the

output for the compressed codeword sets, in other noise types both types of corpus fare about

the same. This is reflected in the objective tests with the intelligibility measure (STOI) being

clearly better for compressed codeword sets with less clear improvements being found for the

quality (PESQ) and noise removal (SSNR) tests.

To answer key question c) for linear matching: Compressed codeword sets can enhance

speech with more intelligible output compared to equivalent small subset corpora.

Generally speaking, compressing a larger corpus gives better results than using a smaller,

uncompressed corpus. This solidifies the validity of the assumptions in the previous chapter

about the nature of speech, speech segments and whether ZNCC is selecting segments that are

acoustically similar to each test segment. Here we see that ZNCC can pick segments that are

more acoustically representative than an effectively random selection obtained from using a

smaller subsection of the corpus.

4.3.5. Results for searching codeword corpus using tree-based searching (questions b) and

c))

With the effectiveness of codeword compression established we can move on to considering

how this method functions together with search-trees. Again, we firstly want to consider how

the number of codewords (Question b)) affect the memory usage, RTR and quality of the

output.

Memory use and RTR: The memory use of compressed codewords with search-trees

(Table 7) is slightly more than twice that of the corpora without search-trees, which follows as

the segments are reproduced in the tree and additional representative segments are made for the

intermediate nodes. The memory does not balloon as in the case of the uncompressed corpus

because the codeword segments are non-overlapping. The RTR is slightly lower than the

uncompressed corpus, due to the search-tree being shallower, resulting in fewer comparisons

being required before finding each best matching segment.
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Table 7: Comparison of enhancement using tree-based searching with corpora of various sizes.

An uncompressed corpus is compared with sets of increasing numbers of codewords. An

alternative to compression is shown with uncompressed corpora composed of smaller subsets

of WSJ0. The amount of working memory used is shown in megabytes. For the smaller subset

corpora the memory usage is adjusted (*) to estimate the usage if the memory optimization

were implemented. The intelligibility results for the unprocessed samples are shown in the top

row.

Aurora 4 Nonstationary

# Codewords Sample Set Memory Real-Time Ratio STOI PESQ SSNR STOI PESQ SSNR

(unenhanced) - - - 0.897 2.325 -2.578 0.880 2.145 -1.987

Uncompressed WSJ0 / 4 40641 0.047 0.887 2.450 -0.706 0.904 2.414 -0.861

512 WSJ0 / 4 13 0.038 0.849 2.233 -1.258 0.879 2.256 -1.168

1024 WSJ0 / 4 26 0.038 0.854 2.253 -1.291 0.883 2.273 -1.143

2048 WSJ0 / 4 51 0.038 0.865 2.316 -1.183 0.887 2.289 -1.150

4096 WSJ0 / 4 103 0.039 0.878 2.354 -1.016 0.893 2.298 -1.085

8192 WSJ0 / 4 206 0.040 0.887 2.397 -0.933 0.898 2.315 -1.073

Uncompressed WSJ0 / 512 35* 0.041 0.855 2.261 -1.141 0.887 2.292 -1.068

Uncompressed WSJ0 / 256 73* 0.041 0.858 2.296 -1.083 0.889 2.322 -1.024

Uncompressed WSJ0 / 128 142* 0.043 0.866 2.317 -1.023 0.893 2.335 -0.990

Quality: In the objective measures, similarly to the results for the linear method, there is a

noticeable decline in the three objective measures with the 512 codeword set, compared with

the uncompressed corpus. As the number of codewords increases these scores increase and at

8192 the scores approach those for the uncompressed corpus. This is achieved with a tenth of

the memory use of the uncompressed corpus without a search-tree and a RTR more than 2000

times quicker.

In the subjective testing we had similar findings as linear searching. The uncompressed

corpus was able to remove a little more noise with some noise types. As the number of

codewords increases, the output sounds more natural and the speech sounds slightly more

distinct, with this effect tailing off at 4096 and 8192.

To answer key question b) for tree-based matching: Compressed codeword sets can ef-

fectively replace a large speech corpus when a high enough number of codewords are used.

Doing so can reduce both the memory use and RTR to well within the bounds of real-time

applications on embedded hardware.
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Now we can move to consider how the compressed codeword sets fare compared with the

alternative of composing a corpus with fewer samples (Question c)).

Memory use and RTR: Because the segments in the small subset corpora are overlapped

these corpora exhibit the same issue as the large uncompressed corpus, in that when a search-

tree is constructed it increases massively in size. The previously mentioned optimization of

holding references to original segments in the leaf nodes could be applied in this case. An

estimation of the memory use with this optimization is given for the small subset corpora in

the bottom three rows of Table 7. The RTR of the small subset corpora are higher than those

of the compressed codeword corpora due to their deeper trees.

While the RTR figures are similar for all the corpora and codeword sets, it must be remem-

bered that the tests were performed on server grade hardware. A test performed on a Raspberry

Pi Zero (single core ARM11 CPU) found an RTR of 0.357x with a 512 codeword corpus when

clocked at 1 GHz and 0.470x when underclocked to 700 MHz. For real-world applications it

would be desirable to improve output quality by using a larger number of codewords and to

minimize power draw by either lowering clock speed further or using a less powerful CPU

while maintaining RTR just under the real-time barrier. This means that using codeword sets

could enable the system to draw less power than using a small subset corpus.

Quality: With all the small subset corpora being slower than the slowest compressed

codeword set (8192), these small subset corpora only outperform the 8192 set in PESQ and

SSNR for nonstationary noises with the WSJ0/512 being unable to outperform the 8192 set in

PESQ. Figure 17 shows the STOI results for the Aurora 4 test set against RTR.

Figure 18 shows the STOI results for the Aurora 4 test set against memory use that has

been adjusted to approximate the results with the potential memory optimization. The com-

pressed codeword sets perform better than the small subset corpora in the STOI measure. The

PESQ and SSNR measures are mixed, with the small subset corpora doing better than similar

compressed codeword corpora with the nonstationary noise set and the compressed codeword

sets doing better than similar small subset corpora with the Aurora 4 noise set.

Again, similarly to the linear matching results, the speech in the output for the best com-

pressed codeword set (8192) tended to sound clearer than that in the output for the best un-

compressed corpus (WSJ0 / 128), but this effect was much less prominent compared to linear

matching. The noise also does appear to be slightly more present in the output for the com-

pressed codeword sets. This reflects the objective tests with the intelligibility measure (STOI)
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Fig. 17: Graph showing STOI values and real-time factor for tests with samples with the

Aurora 4 noise set, for a variety of uncompressed corpora (red dot) and compressed codeword

sets (blue x) and using search-tree-based matching

being clearly better for compressed codeword sets with less clear results for the quality (PESQ)

and noise removal (SSNR) tests.

To answer key question c) for tree-based matching: Compressed codeword sets perform

much more similarly to small subset corpora than is the case for linear matching, once memory

use is adjusted. With RTR factored in compressed codeword sets tend to outperform small

subset corpora.

By combining compression and search-tree-based searching both memory and real-time

factor targets can be met. With this combination of methods, the 8192 codeword corpus satis-

fies several key requirements when being used for tree-based matching: it provides comparable

quality to the uncompressed corpus with linear matching, it is sufficiently quick for real-time

and its size in memory is a tenth the size of the uncompressed corpus without a search-tree.

Additionally, due to the slightly clearer speech in the output, the compressed codeword ap-

proach appears to be a better option for taking forward to more sophisticated extensions of

this approach.
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Fig. 18: Graph showing STOI values and adjusted working memory usage (in MB) for tests

with samples with the Aurora 4 noise set, for a variety of uncompressed corpora (red dot) and

compressed codeword sets (blue x) and using search-tree-based matching. The X-Axis is log

scale. The memory usage of the small subset corpora is adjusted to estimate the usage with

the memory optimization.

90



4.3.6. Results for definition of representative segment (question d))

There are two places where we use representative segments in the enhancement system. The

first place is codewords, where each representative segment represents a set of original corpus

segments and this representative segment is then used in place of the originals. The second

place is in intermediate nodes. Each intermediate node representative segment represents a set

of corpus segments which will be searched if the representative segment is the best matching

segment.

The means of defining the representative segment so far has been to use the centroid of the

set as defined in Equation 20. An alternative definition is as follows:

medoid = arg min
s

N∑
i=1

d(Ss,Si) (26)

wheremedoid is the selected medoid segment,N is the number of segments in the cluster,

Ss is a potential medoid segment where s ∈ {1, ..., N}, Si is the segment at index i and d(x,y)

is the distance between segment x and segment y.

We can answer key question d) by comparing this alternative means of defining the repre-

sentative segment with centroid representative segments for each of the places representative

segments are used.

For codewords we found that we could obtain more natural sounding output by picking

codewords by using the medoid of the cluster. This tends to result in worse results in the

objective tests.

We theorize that the reason why this performs better in subjective listening is that an actual

example segment sounds more ‘authentic’ than an artificial segment made from averaging over

many segments. For this reason, the corpora featured in the results above were created with

medoid codewords.

Finding a segment from the centroid of the cluster may lead to codewords that are slightly

closer to segments in test sentences, leading to slightly better matches, slightly larger weights,

leading to higher objective scores.

Now, to consider the intermediate nodes: There was no discernable difference in the output

between centroid representative segments and medoid representative segments in intermediate

nodes in subjective testing. At the same time there was a slight decline in the objective metrics.

On this basis we chose to use centroid representative segments in the intermediate nodes. In

this case the fact that these are artificial segments does not adversely affect the enhancement
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Fig. 19: Matching a one-dimensional point contained within the ‘corpus’ using a search-tree

because they are only used to search.

To answer key question d): There is benefit to using medoids for the codewords but inter-

mediate nodes are better off with centroids. With this question resolved we can move to the

last key question.

4.3.7. Results for inaccuracies of matching (question e))

The theory behind the last chapter was that search-tree-based matching would be accurate

enough in terms of finding the best matching segment in the corpus that the quality of the

enhancement would not be greatly affected. We found, however, during testing that the best

matching segment was being found less often than expected, even in cases where the enhance-

ment sounded good. In other terms, the retrieval rate is less than 100% and, in some cases,

much less.

It was theorized that the problem lay in the two step process in compressing the corpus

and then building a search-tree-based on the codewords as the codewords selected would not

be optimal from the perspective of the search-tree. The testing for Question a) found that

although a one-step process results in higher accuracy of retrieval this did not result in better

sounding output because this method selects worse codewords. This is to be expected with

the method forcing hierarchical clusters, where freely assigned clusters (LBG) would more

accurately model the set of input segments.

In tests where the test sentence is in the corpus (for an uncompressed corpus) the retrieval
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Fig. 20: Matching a one-dimensional point not contained within the ‘corpus’ using a search-

tree

was found to be 100% correct when there was no noise present. This makes sense given that a

segment will be searched in the same way that it was clustered. When the segment is searched

it is compared with the top-level centroids and the centroid that it matches best to is then

searched and so on until an empty node is found. This is the same process as membership

selection in the search-tree creation method. The top-level centroids are compared to deter-

mine the membership of the segment and so on until the segment is in a cluster by itself. This

is shown in Figure 19 for a test system using one dimensional points and a simple Euclidean

distance measure. The test point is found in the corpus so when it is searched for it matches

best against 0.5 then 0.599 so it finds a point identical to itself.

The issue arises when the test sentence is not in the corpus. For test sentences that are in

the original training set some of the segments may be in the corpus because they have been

selected as codewords, but for some segments in that test sentence they will be represented by

a codeword. The distance between the original segment and the codeword representing it may

introduce small errors that result in less than 100% retrieval.

How this can occur is shown in Figure 20 for the same test system and corpus as above.

Here, however, the test point is not found in the corpus. When the corpus is searched it matches

best to 0.7 then 0.65. This is despite the fact that there is a point in the corpus (0.599) that it

would match better to.

This phenomenon can be explained in terms that at each level the corpus is compressed in
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to the width of the tree. For the corpus in this example the range of points (0.401, 0.599, 0.65,

0.75) is compressed into just two (0.5, 0.7) from the point of view of the first comparison. For

the systems tested in these chapters the corpus is effectively compressed into 8 codewords at

the top level.

This feature is not found in binary trees because they function by a single comparison

testing whether the test point is greater than the representative point or not, rather than a

distance comparison between two or more representative points, as is the case with the search-

trees used here.

As part of the testing to determine the cause of the issue we looked at the overlap be-

tween clusters. This tells us how effective the clustering algorithm is in distinguishing be-

tween classes of segments and how close these classes are together. Figure 21 shows overlap

histograms for the top level of a search-tree in an uncompressed corpus. The top histogram

shows the similarity between the first centroid of the search-tree and its members (the ‘mem-

ber’ case) - that is, all the segments that were clustered into this centroid and are found down

the tree from this centroid’s node. The other histograms show the similarity between this

centroid and the members of the other centroids at the top level (‘non-member’ cases).

From this we can see that there is quite a lot of overlap between the member cluster and the

non-member clusters, suggesting that some method of fuzzy clustering might be helpful. Most

of the non-member clusters find their mode around the origin. This is to be expected because,

for ZNCC, this means that the segment is neither similar nor dissimilar to the centroid.

One noticeable thing about the members in the member case is that there appears to be a

second mode nearer the origin. This is also found in tests with compressed corpora so we tried

using search-trees that were twice as wide at the top level, with similar results. This appears to

demonstrate the limits of the clustering approach - a single segment can describe a cluster of

speech segments with good accuracy, but that accuracy has a limit. This ties into the question

of the validity of ZNCC for acoustic similarity. While the approach is essentially valid, these

results demonstrate the limits of this approach.

With these findings we moved to implementing a method to ameliorate the inaccuracy of

retrieval.
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Fig. 21: Similarity between a centroid at the top level of a search-tree and its members (top)

compared with the members of the other centroids at the top level of the search-tree. Similarity

is plotted on the X-Axis while the count of segments in each band of matching is on the Y-Axis.
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Fig. 22: Showing N-Best searching with the 2 best matches at each level. The best 2 matches

are shaded grey.

4.3.8. N-Best matching

A solution to the issue is to search the tree more extensively, in a way closer to linear searching.

This is in effect a type of fuzzy clustering. We know that sometimes a wrong path can be

followed, resulting in the best matching segment not being selected. N-Best matching selects

not just the best matching segment at each level but the best N segments at each level.

Figure 22 shows how this would work for the real test system with a 3-wide search-tree

and best 2 searching (N=2). At the top level all the segments are searched and it is found that

the first two segments are the best matches for the test segment. The best matching node (0.74)

is opened up and the second best (0.65) is added to a list to search later. At the second level the

second (0.71) and third (0.80) segments are the best matching, so the third node is opened up

and the second node is added to the list for searching later. At the third level the best matches

have no children, so the best match is noted (0.84) and the search continues with the last node

added to the list (0.71 on the second level), searching until a leaf node is found. The search

continues in this way until the list is empty.

In searching this way a better ‘best’ matching segment is found (0.85) than the segment

found from normal tree-based searching (0.84).
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Some small-scale experiments using 11 test samples were carried out to determine the

effect (if any) of using N-Best matching. The tests used samples noised with the song noise

and enhanced with the 8192 codeword corpus. Unless otherwise specified the results shown

are for samples noised at 0 dB SNR.

Fig. 23: Showing N-Best searching with the overall number of wrong segments chosen with

the level at which the path went wrong

Figure 23 shows the effect of increasing N on the percentage of ‘wrong’ segments found

overall and at each level of the search-tree. ‘Wrong’ is defined here as where the search-tree-

based search finds a different best matching segment than linear searching does. This is by

necessity a worse match as the linear search will always find the closest matching segment to

the test segment. The level plotted on the graph is the level at which the algorithm takes a

different path through the search-tree than the path where it would find the best matching. For

example if the best found segment is at the 4th, 1st, 3rd then 5th position of levels 1-4 and the

true best matching segment is at 4th, 2nd, 4th then 1st position of level 1-4, the level on which

the paths diverge is the 2nd level, which would be part of the wrong at level 2 total. With lower

SNRs this effect of finding wrong segments is more pronounced, as can be seen in Figure 24.

The number of wrong segments exceeded expectations for how many wrong segments
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Fig. 24: Percent of wrong segments found by SNR with the song noise. Graph is plotted for

different values of N for best N.

would be found, given that the results were comparable to those for linear matching. This

drops off significantly as N is increased, showing that increasing N is an effective means of

improving the accuracy of search-tree-based matching. Also, the percentage wrong at each

level decreases further down the tree, with each centroid representing fewer segments and thus

being better able to approximate the member segments.

Increasing N of course comes with an increase in the time taken to search for best matching

segments, and thus to enhance the sample. This is due to the algorithm needing to search more

segments. Not just N times the number of segments, but the algorithm must open up N times

more segments at each level. The relationship between N and the real-time ratio is shown in

Figure 25 across a small number of input samples, with each sample matched 100 times to

account for variance in time of matching.

Figure 26 shows the trade-off between the real-time factor increases from increasing N

and the resultant decrease in the number of wrong segments selected. Around N=4 and N=5

the number of wrong segments is massively decreased but after this point little improvement

is obtained while the RTR increases quickly.
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Fig. 25: Showing N-Best searching and how increasing N increases real-time ratio

N Time Factor Wrong Segments Percent Wrong

1 0.028 619.5 81.2%

2 0.045 328.1 43.0%

3 0.098 160.2 21.0%

4 0.199 72.6 9.5%

5 0.370 33.3 4.4%

6 0.647 12.3 1.6%

7 1.043 3.4 0.4%

8 1.657 0.0 0.0%

Fig. 26: Showing N-Best searching with the overall number of wrong segments chosen with

the level at which the path went wrong. Real-time factor is shown on the x-axis. The mean

number of segments found (both correct and incorrect) is 762.8.
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Fig. 27: Showing N-Best searching with the mean similarity of found segments to test seg-

ments plotted against RTR from increasing N
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(a) Clean

(b) Noised with Song noise at 0 dB SNR

(c) Output with N=1

(d) Output with N=2

(e) Output with N=3

(f) Output with N=8

Fig. 28: Spectrograms of a clean speech sample, a noised input sample and the enhanced audio

for the noised sample with different values of N (1, 2, 3 and 8)

Figure 27 shows the effect that decreasing the number of wrong segments (and reducing

how far the wrong segments are from the best matching segment) has on the average similarity

of the best found segment. In a similar manner to the wrong test, a large improvement is found

between N=1 and N=3 and around N=4 and N=5 the trade-off in real-time factor becomes

large in comparison to the benefit achieved in similarity.

Objective tests have mixed findings for increasing N. STOI declines with increasing N,

while PESQ increases sharply between N=1 and N=2, peaks at N=3 and levels off with further

increasing N. SSNR is similar for N=1 and N=2, increases sharply with N=3 and peaks there,

leveling off with further increasing N. Subjective tests show an increase in noise removal
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between N=1 and N=2 with some small increases in quality of enhancement after that point.

The spectrograms are shown in Figure 28. The difference in noise removal between N=1

and N=2 can be seen, while the spectrograms for 2, 3 and 8 are very similar.

While a slightly different story is told by the objective tests on one hand and the subjective

tests and visual inspection of the spectrograms on the other, two things are fairly clear. Firstly,

using a value of N that is greater than 1 can improve the system’s ability to remove noise.

Secondly, there is little reason to use values of N above 3 as the improvements above this

point are minimal and the RTR increases quickly.

This suggests that best N matching can be used to ameliorate some of the quality loss from

using compressed codeword sets with search-tree and retain the memory and RTR advantages.

Even with N-Best matching the quality of enhancement is not as good as it could be. In

initial testing we found that improving the segment selection (i.e. selecting the segments that

would be selected in the clean case) did not result in any perceptable improvement in quality.

In the same tests we found that improving the segment selection did reduce the word error rate

of automatic speech recognition. This suggests that further improvement for human listeners

would need to come, in part, through improving the speech synthesis.

4.3.9. Relation to previous exemplar-based systems

An early version of LMS compares test segments with a sequence of Gaussian components

from a GMM [67]. It can use the Gaussian components directly in the output or the original

corpus frames. It is stated that output quality is similar for both but the system as presented

uses the original corpus frames in order to keep “the original speech characteristics”. This

had the potential to dramatically reduce the corpus size in memory. Further developments of

LMS use the original corpus frames and Wide Matching leaves behind the GMM in favor of

ZNCC-based matching.

In addition to the complexity reductions shown by Nickel and Martin [75], the method

uses eigenvector analysis to compress the representation of exemplars. While the compression

technique shown in this chapter reduces the number of exemplars, this method reduces the

space that each exemplar takes up. We do not have information as to the final size of the

corpus in terms of space used in memory, but we are given compression ratios.

The lowest compression ratio (4%) results in a loss of approximately 0.04 to PESQ. This

can be compared with our 4096 codeword corpus (~1/20th the size of the original corpus) with
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a 0.143 loss in Aurora 4 and 0.205 loss in nonstationary noises. The next compression ratio

up (12%) results in a gain of approximately 0.03 in PESQ. This can be compared with our

8192 codeword corpus (~1/10th the size of the original corpus) with a 0.1 loss in Aurora 4 and

0.188 loss in nonstationary noises. There appears to be a large drop-off in quality between the

corpora with 12% and 4% compression ratios and we unfortunately have no information about

the functioning of the system with more extreme compression ratios. We also do not know

how intelligibility and noise reduction are affected.

Given the promise the eigenvector compression shows but with the lack of information

particularly in relation to low-power hardware, it would be interesting to evaluate these two

techniques with more extreme compression ratios and combine the two techniques. The com-

bination of both techniques could bring the corpus size down while avoiding the quality drop-

offs associated with more extreme compression in each of these algorithms.

4.3.10. Key observations

Some key points that we can take away from experimental evaluation are:

• The LBG clustering method is preferable to tree-based cutoff for creating codewords.

• Representative segments (codewords) can be used in the place of a larger speech corpus

for both linear matching and tree-based matching. This approach yields better results in

quality, memory and RTR compared to small subset corpora.

• Using codewords results in memory use that is a tenth of that of the original uncom-

pressed corpus and is over 2000x faster to enhance. It does so while maintaining much

of the quality of the enhanced audio.

• In defining these representative segments - using the medoid for codeword selection and

centroid of intermediate nodes results in better sounding output.

• Search-tree-based matching is more inaccurate than was anticipated.

• An amelioration of the inaccuracy of matching is to use N-Best matching, which can

result in output with more noise removal.
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4.4. Conclusion

We have proposed a novel solution to the issue that representative corpora are too large for

low-powered hardware, especially when a search-tree is included. Reducing the memory use

of the corpus to 206MB or less and the RTR to well under 1x enables the use of a range of

low-powered hardware that would have previously not have been possible for this application.

Given that the enhancement requires no noise training it is particularly applicable for real-

world use. The combination of the applicability to lower-powered devices and lack of noise

training opens up this class of algorithm to use with hearing aid devices.

The output of the system can be improved (at the cost of RTR) by using N-Best matching

to more extensively search the codeword set or corpus. This increases the amount of noise

removed.

As noted, the speech synthesis method described here prevents further improvements to

speech enhancement for human listeners, while improvements can be obtained in recognition

rates for automatic speech recognition. Chapter 5 will seek to improve the quality of the

enhancement by building upon the system described in this chapter and Chapter 3. With RTR

values well under 1x there is room for more sophisticated enhancement.
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5. LINGUISTIC EXTENSIONS FOR SPEECH ENHANCEMENT FOR SPEECH

RECOGNITION APPLICATIONS

Introduction

Up to this point the target for the system has been human listeners for devices such as hearing

aids. This requires online enhancement which precludes the possibility of using forward con-

text in the selection of clean speech segments. For this chapter we switched the target of the

system output from human listeners to speech recognizers. In doing this the system functions

as a pre-processor for the speech recognizer, with the aim to improve recognition rates. This

enables us to explore higher-level speech enhancement techniques while leaving the issue of

frame synthesis for later work.

An example use case for the system presented would be commanding word systems such

as personal assistants. These systems are increasingly prevalent in everyday use but many of

these systems still suffer in noisy conditions [107]. These systems work on an utterance basis,

collecting audio until an utterance is detected to be complete. Targeting these types of systems

means that the online requirement can be relaxed, but the enhancement is still required to be

sufficiently quick so as not to introduce too much delay for the user. Relaxing the online

requirement opens up the possibility of using forward context in segment selection - not just

past context, as in the previous system.

In the previous chapters the system would sometimes select ‘incorrect’ segments - where

the influence of noise produces an erroneous selection. If segments are found based solely

on their local similarity to test segments there is a potential for locally optimal but globally

sub-optimal segment selections. In this chapter we explore ways in which we can exploit

linguistic characteristics to address errors in the segment selection and improve the selection

in those cases. We do this by using a number of linguistic constraints to restrict and guide

segment selection to be more globally optimal. Wide Matching aimed to use a number of the

linguistic constraints described in this chapter, but was far from real-time. Therefore, we aim

to implement and extend this approach in a way such that it can function in real-time.

We begin by looking at how the constraints aim to guide segment selection.
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5.1. Potential for applying lingua-acoustic constraints to improve path selection

We propose four different lingua-acoustic constraints on segment selection (of which, the last

is novel):

Firstly, Sentence-wide ZNCC: as previously noted, the assumption that the ZNCC be-

tween a noisy segment and a clean speech segment correlates well with the likelihood that the

clean speech segment is the underlying speech segment in the noisy segment becomes more

robust with increasing segment length.3 This means that if we can compose a sentence-wide

clean speech segment from a sequence of corpus segments, the sentence-wide ZNCC could

give a more accurate likelihood that the constructed sequence is the correct clean speech seg-

ment sequence.

Composing a sentence-wide clean speech segment from a sequence of corpus segments

could avoid the issue that, while long segments are desirable from the point-of-view of inde-

pendence from noise, the number of examples of extremely long clean speech segments that

can be obtained directly from samples is very low.

A further development of this approach (Sentence-wide gain normalization) is to try each

segment in the sequence at different gain levels. This would allow for segments that would

fit the underlying clean speech well, but are at the wrong magnitude. This is similar to the

segment-to-segment gain normalization in the previous system, but enhances the breadth of

the corpus in representing clean speech when used with sentence-wide ZNCC.

Secondly, Sentence recognizability probability: Cognitive Hearing Science has shown

the role of linguistics in the human auditory system - that is, what is ‘heard’ is partially deter-

mined by what is understood to be linguistically likely to have been heard, given the surround-

ing context [108] [109]. In similar fashion, a simple speech recognizer could aid segment

selection by giving a likelihood that any given speech sequence would occur. This could be

achieved by determining what phones are likely to occur, given other observed phones. For

example, in English ‘oh’ is more likely to be followed by ‘m’ than it is to be followed by

‘k’. On this basis we can bias the selection of segments to produce a linguistically probable

selection.

Thirdly, Duration of States: similarly, it can be observed that parts of speech have a

tendency to last a certain length of time. This could help when a sequence has an ‘incorrect’

segment in the middle of a phone. For example, if it is observed that an ‘a’ sound typically

3Dependent, that is, on both the speech and noise processes being ergodic and statistically independent.

106



lasts for 9 segments and the following sequence is found - ‘aaaavaaaa’ - we would say that the

‘v’ segment is likely to be incorrect as realizations of ‘a’ that last 4 segments are unlikely to

occur.

Lastly, Class selection: If we assume that for each utterance there is only a single person

speaking, this can be applied to improve the segment selection. We can select initial segments

and based on this initial selection constrain further iterations of the selection process to only

include segments from the same class as predominated the initial selection. An example of

this (using a simple male/female class labeling) could be a female speaker with male babble

noise in the background, where constraining the selection to female segments would prevent

incorrect selections from the background speaker.

Now, we can look at how the system used in the previous chapters could be modified to

allow for applying these lingua-acoustic constraints.

5.2. Modifying the segment matcher for applying lingua-acoustic constraints

The system as described in the previous chapters selects a single segment from the corpus,

corresponding to a test segment. This segment is taken with other segments that overlap the

same time frame and used then to create the speech estimate frame. In that system each

candidate is locally optimal; that is, each test segment is matched with the closest matching

clean speech corpus segment. This ensures that the sequence selected matches well to the

actual test signal present. By selecting a single corpus segment for each test segment there is

no potential to select different segments when taking the lingua-acoustic context into account.

For this reason we moved to generating a candidate list consisting of a number of alternative

segments, instead of a single segment for each test segment. This provides us with a list of

segments that are locally well matching.

This chapter proposes several linguistic constraints that could be used to determine the

globally best selection from each candidate list. In using candidate lists and global linguistic

constraints we select segments on both a local and a global basis, which can yield better results

over a system with a simpler means of segment selection, as suggested in [78]. These selected

segments are both locally meaningful and globally probable.

To enable some of the lingua-acoustic constraints each segment in the corpus must be

labeled with a phonetic state and a speaker class. A phonetic state is a classification that cor-

responds to part of the realization of a phone. A segment is associated with a single phonetic
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Fig. 30: The modified segment matching function finding candidate lists for each test segment,

instead of a single best matching segment

state but a phonetic state may be associated with several segments. A speaker class is a classi-

fication of corpus speakers into a small number of classes. The system as presented only uses

two classes: a male class and a female class. Segments are labeled based on the speaker that

they came from.

To achieve phonetic state labeling a HMM-based speech analysis system was used to label

the segments based on the central frame of each segment. This additional data is fed into

the enhancement system as shown in Figure 29. This shows the non-streaming version of

the system, with shading on the four components that differ from the system described in the

previous chapters.

The second component that differs is the segment matcher which, instead of finding a

single best matching segment for each test segment, finds a candidate list of segments to select

from. This is shown in Figure 30 and is further explained in section 5.2.

The third component, which is new, is the linguistic constraints function. This is given

sequential lists of candidate segments and finds a globally-optimal path through the sequence

in the form of a list of clean speech corpus segments which an associated gain for each. This

is shown in Figure 31 and is further explained in more detail in section 5.3.

The fourth component which differentiates this system is the merging segments function
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Fig. 31: The process of selecting a single globally-optimal path from a sequence of candidate

lists. Potential paths are obtained from the sequence of candidate lists and linguistic constraints

are used to select a single path (with associated gains), from which the segments are passed on

the merging segments function.

which instead of finding the gain for each corpus segment on a segment-by-segment basis

by minimum square-error fitting, is provided with the gain for each corpus segment by the

linguistic constraints function. Additionally, it is only provided with the list of speech estimate

frames once the utterance is complete.

The system finds matches as each segment is completed, but the best path is only found

once a flag is set to indicate that the sentence is complete. For these tests, using noised audio

files, this is simply the end of file. For testing with real-world audio the stop condition could

be speech level based (several frames of low magnitude not matching well to the corpus) or

grammar based, but this is outside the scope of this research.

Now we can proceed to describing how the candidate list is constructed.

5.3. Extending segment matching to produce candidate lists

For every test segment the previous system found a single best matching corpus segment to

use as part of the speech estimate. This system instead produces a candidate list.

A candidate list can be generated simply by returning the list of visited leaf segments

in order of their similarity to the test segment. Returning the list of visited leaf segments

depends, however, on using best N matching where N > 1, so that multiple leaf segments are
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compared with the test segment. Otherwise the candidate list would be a single segment long.

It is generally preferable to avoid using higher best N values as doing so increases the time

taken to enhance due to the time to search the search-tree.

An issue that occurs is that when the candidate list is large there are a large number of

paths to test and thus the time to select the best path is large. The length of the candidate list

can be reduced by limiting the candidate list to only segments that have a similarity to the test

segment that is above a certain threshold, as per Ming and Crookes [78].

One alternative method tested was to fill the list with segments that are known to match

well with the best matching segment - that is, the similarity between that clean speech segment

and the found best matching clean speech segment is high. This threshold is taken as being

identical in value as the previously mentioned threshold. In this method these probable well

matching segments are added to the visited segments list to form the candidate list.

Another method would be to fill the list with segments that match well with the best match-

ing segment but correspond to a different phonetic state to the best matching segment. In this

method too these probable well segments are added to the visited segments list to form the

candidate list.

Additionally, we restricted the number of segments added to the visited segments list in

proportion with the best N value - with larger best N values fewer non-visited segments were

added and with smaller best N values more non-visited segments were added.

In these methods we inferred information at test time based on prior known tendencies.

We know that segments that match well to the best matching segment are also likely to match

well to the test segment and this information can be found prior to test time.

We tested these methods of composing the candidate lists, comparing them against a refer-

ence list found using linear matching, with a similarity threshold of 0.1. We compared them on

the basis of the overlap between this reference list and the candidate list found by the method.

The RTR was estimated based on large test runs with a range of best N values and candidate

list sizes. The methods that include non-visited segments are able to include more of the seg-

ments from the reference list at lower best N values than the visited segments method but they

also include more non-relevant segments. As such, none of the methods are clearly preferable

over the others. For this reason, the least complex method - just using the visited segments -

was used going forward.

With the creation of candidate lists detailed we can move on to how these are then used

111



with lingua-acoustic constraints to select segments that are more globally-optimal.

5.4. Applying the lingua-acoustic constraints

The system described in this chapter places a set of constraints on the candidate lists. This

extended system determines the best sequence of segments by maximizing a function relating

to the lingua-acoustic probability of the sequence occurring. In its most general form this is as

follows:

Ŝ = arg max
S

[log(A(X,S)) + λ log(L(S))] (27)

where Ŝ is the estimated underlying speech sequence, A(X,S) is a function giving the

probability that the constructed corpus sequence matches the test sequence (X) as determined

by ZNCC and L(S) is a function giving the probability of the constructed corpus sequence

being linguistically probable speech. λ is the Lagrange multiplier.

The best path through the candidate lists is dictated by the combination of the two terms.

The first term represents constraint 1) (detailed in 5.4.1 below) and the second term represents

constraint 2) and 3) (detailed in 5.4.3 and 5.4.4, respectively). Constraint 4) (detailed in 5.4.5)

determines which candidates in the candidate list are permissible.

The problem space is too large to consider every possible combination of segments in the

candidate lists. If the candidate lists were uniform length the number of possible combinations

for the constructed corpus sequence would be CL, where C is the number of segments in the

candidate list and L is the length of the sentence. Given that the amount of time to compute the

probability of each path is non-trivial this would preclude the use of this system in real-time

applications.

Instead, we step through the sequence one candidate list at a time, calculating Equation

27 with each segment in the candidate list and selecting the segment that maximizes the con-

straints. The step-wise process then moves to the next candidate list and selects from it. This

reduces the complexity of the path evaluation from O(CL) to approximately O(CL). Select-

ing the optimal candidate in a step-wise manner could result in non-optimal path selections if

this is only done once; for this reason the path selection is iterative. The sentence is stepped

through until one iteration results in no change in the candidate selection.

Each of the terms in Equation 27 is calculated for every candidate in the candidate list

to determine the best selection from the list then the step-wise process considers the next
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candidate list.

First we will describe the sentence-wide ZNCC probability function (constraint 1)) and

a further development of it. Then we will describe the sentence recognizability probability

function (constraint 2)) and the duration of state probability function (constraint 3)). Finally,

we will describe class selection (constraint 4)). Then in the Experimental Studies we will

evaluate their effectiveness.

5.4.1. Constraint 1): Sentence-wide ZNCC

An alternative to simply averaging the ZNCC (for each selected segment in the sequence) is

sentence-wide ZNCC. The is calculated by first constructing the magnitude-domain frames

that the segment sequence S would result in, given the current selection of segments from the

candidate lists: the reconstructed clean speech frames (cs). This is then compared with the test

frame sequence (x) using ZNCC, where the length of the segment is the length of the sentence

in frames. This treats the sentence as a single, long segment. This is defined as:

A(X,S) =
1 +R(x, cs)

2
(28)

where R(x, cs) is the ZNCC as calculated in Equation 7. This yields a value between 0

and 1.

5.4.2. Constraint 1): Sentence-wide gain for ZNCC probability

An extension to the ZNCC calculation is to normalize the gain of each segment prior to the

calculation. This is only meaningful for the second of the probability methods explained

in the previous subsection. ZNCC is invariant to the overall magnitude of the two vectors

compared, so normalizing a corpus segment relative to the test segment does not change the

ZNCC. The second method, however, makes use of a sentence-wide segment formed from

frames constructed from clean speech corpus segments, which is changed by using segments

of different gains relative to each other. This allows for the selection of segments that move

the constructed sequence closer to the test sequence, but where the magnitude of the segment

would not, otherwise, be a best fit.

When using sentence-wide gain and re-selecting segment s in the clean speech segment

sequence for each candidate in the candidate list at segment s and each gain from the list of

possible gains, the segment sequence is found as follows:
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cs = F (g1s1, g2s2, ..., gsss, ..., g|S|s|S|) (29)

Where F (g1s1, ..., g|S|s|S|) is a function giving the constructed frame sequence from a

sequence of segments and their associated gains, gs is the currently selected gain for the seg-

ment at position s and ss is the currently selected clean speech segment at position s. When

no sentence-wide gain is being used each value of g is 1.

As the system steps through each segment in the sequence, calculating Equation 27, instead

of there being C possibilities for the selection (the number of segments in the candidate list at

that position), there are GC possibilities, where G is the number of possible gain values. In

our testing we used the following gain values: 0.25, 0.5, 0.75, 1, 1.25.

5.4.3. Constraint 2): Sentence recognizability probability

To maximize sentence recognizability our starting point is the core of a speech recognizer. We

trained a phonetic HMM on the training sets that were used for later testing (see Experimental

Studies section) and used this information to label each training frame with a phonetic state

with each word consisting of 14 states. From this the observed bigram probability of one state

following another state can be derived. Phonetic state transitions that are not observed in the

training samples occur a penalty. Within each word in the GRID corpus there is a single valid

sequence of phonetic states, while allowing for a phone state to transition to itself but not to

any previous phone states. This allows each phone to vary in length from speaker to speaker,

but could possibly allow too much variation.

The likelihood of the sequence is calculated as follows:

logL(S) =
log h(S)

|S|
(30)

where L(S) is the sentence recognizability probability, h(S) is a function providing the

combined likelihood of the sequence S and |S| is the length of the segment sequence.

log h(S) is found by the following calculation:

log h(S) = max
q

|S|∑
k=1

log a[q(sk−1), q(sk)] (31)

where k is the segment index in the sequence (1,|S|). log a[q(sk−1), q(sk)] is the state

transition probability from state q(sk−1) to state q(sk) where function q(si) gives the phonetic

state associated with segment si. log a[q(sk−1), q(sk)] is defined by:
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log a[q(sk−1), q(sk)] = log(
C(sk−1, sk)

C(sk)
) (32)

where C(si, sj) is the count of occurrences of transitions between state si and sj in the

training samples and C(sj) is the count of occurrences of state sj in the training samples.

This calculation rests on the assumption that the lingua-acoustic properties that yield the

state transition probability and state likelihood are sufficiently similar between the training and

test set. Ming and Crookes note that it is not only linguistic properties that are encoded in this

calculation, but some acoustic properties as well [78].

Note that this is a simplification of the term as used in Wide Matching for the combined

likelihood of the sequence. Firstly, the state log likelihood is omitted as it was found to not

meaningfully contribute to the accuracy of the linguistic probability. Secondly, instead of

considering the likelihood of states within a segment, we take the state at the center of the

segment as being descriptive of the segment as a whole. Taken together these reduce the

number of comparisons that are needed to be made at test time.

5.4.4. Constraint 3): Duration of state probability

A further check to constrain the selection of segments is to include the probability of the

duration of each state in the sequence. That is, if the sequence has states or words that last

longer or shorter than any examples in the training corpus. This biases the selection away from

selecting sequences that would not naturally appear.

This penalty is introduced by extending the calculation of logH(S) to include two new

terms:

logH(S) = [log h(S) +

|P |∑
p=1

log pp(dp) +

|W |∑
w=1

log pw(dw)]/|S| (33)

where pp(dp) is the duration probability of phonetic state i from the sequence with duration

di and pw(dw) is the duration probability of word w from the sequence with duration dw. |P |

is the number of phonetic states the sequence passes through and |W | is the number of words

in the sequence. The other terms are as per Equation 30.

We assume that the phonetic state duration probability is normally distributed - which

allows us to find the probability where a given duration did not occur in the training samples.

This means we can calculate the probability as such:
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log pp(dp) = log e−
1
2
(
dp−µ
σ

)2 (34)

where µ is the mean duration of phonetic state p from the training samples, σ is the stan-

dard deviation for phonetic state p from the training samples and dp is the duration of state p

in the sequence. log pp(dp) is limited to a minimum of -20.

Word duration probability is calculated in the same way, just substituting the duration of

the word, in the place of the duration of the phonetic state.

When this method is evaluated in the Evaluation Studies section, attention should be paid

to whether duration of probability is helpful or not in the cases where the test speaker is

different to the corpus speaker.

5.4.5. Constraint 4): Class selection

For a speech corpus to be representative of speech for all speakers, it should generally contain

examples of speech for a variety of speakers. The issue with this is that composing a con-

structed speech sequence using corpus segments from multiple speaker types (classes) may

result in output that sounds unnatural. Class-based selection aims to both be representative of

speech for a range of speaker classes and also yield output that is natural. For this system we

implemented a simple male-female class system where each segment from the training sam-

ples were assigned to either a male class or a female class, depending on the speaker in the

training samples.

When class selection is used, the initial iteration of the best path selection makes use of all

the segments in a candidate list. At the end of the first iteration the system tallies the number

of segments selected for each class and selects the class that occurred most frequently. The

system is then constrained to only pick from candidate segments belonging to that class. In

the case that for any given segment there is no candidate in the candidate list from the chosen

class, the best matching segment is used.

With all of the above constraints applied the linguistic constraints function looks as shown

in Algorithm 4. This best matching path is then provided to the merging segments function

as a sequence of segments with associated gains, where it overlaps segments and averages

the aligned frames to obtain a sequence of speech estimate frames. As previously stated,

the segment gains are provided to this function, as opposed to finding them using minimum

square-error fitting and the function is not provided with the speech estimate frames until
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utterance is complete.

Algorithm 4 Selection of a best path from a list of candidate lists
1: function BESTPATH(list of candidate lists,frames)

2: path = the first candidate in the list for each segment in the sequence

3: chosenClass = NULL

4: while path selection changes > 0 do

5: for segment s in the sequence do

6: if chosen class == NULL then

7: candidate list = candidate list at s

8: else

9: candidate list = candidate list at s where class matches chosen class

10: end if

11: for candidate c in candidate list, gain g in gain list do

12: path = path with c and g selected at index s

13: constructed sequence = CONSTRUCT(path)

14: acoustic probability = ACOUSTICPROB(constructed sequence,frames)

15: linguistic probability = LINGUSTICPROB(path)

16: overall probability = acoustic probability + λ× linguistic probability

17: end for

18: path = path with the c and g at index s that maximizes overall probability

19: end for

20: if first iteration then

21: chosen class = the mode class of the currently selected segments

22: end if

23: end while

24: return selected path

25: end function

5.5. Further refinements

5.5.1. State based compression

Previous versions of the system relied upon clustering to find the most representative segments

in the corpus to use in the place of the original segments. These were termed ‘codeword
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segments’. Experiments demonstrated that this was effective in producing a smaller yet still

representative corpus. Using that method, there is, however, no guarantee that every phone will

be represented in the codewords segments. There is a possibility that the clustering function

will choose to better describe one phone that appears frequently and neglect describing a phone

that only occurs infrequently. Having some phones (or, rather, phonetic states) not described

at all in the corpus has the potential to bias some of the constraints in subtle ways.

With segment-level phonetic state labeling we can do phonetic state based compression of

the corpus segments. This means we can choose codewords on the basis of phonetic infor-

mation, rather than relying on unsupervised clustering to find good approximations of these

classifications.

State based compression selects the codewords with respect to their phonetic significance

- by noting their phonetic labeling. Instead of compressing all the segments into many code-

words we can obtain a list of all the segments that are categorized by a given phonetic state

and find codewords for that state, as many as required.

In addition to this we can compress by speaker class, to also ensure representation for each

speaker class. This means that we can choose to obtain c codewords for each phonetic state

and each speaker. In the Experimental Studies section we use corpora with phonetic state and

speaker based compression.

5.5.2. Algorithmic optimization

The time taken to enhance was initially far from real-time, taking almost 9 minutes (533.6

seconds) to enhance a single sample of duration 1.2 seconds. 8 minutes and 30 seconds of this

time was path selection. This was with no sentence-wide gain normalization, no class selection

and the similarity threshold being set to -1 (i.e. no restriction from the similarity threshold).

This test was performed single-threaded on a Core 2 Duo (P8400 2.26 GHz) and used linear

searching to enhance a sample noised with the song noise at 0 dB SNR. This corpus had 1432

codewords from a single speaker, 2 for each phonetic state. If the similarity threshold for

inclusion in candidate lists were higher then the time to find the paths would be reduced, but

still not real-time. For this reason we implemented several optimizations to reduce the time

taken to find the best path.

The first optimization was to generate only the relevant part of the constructed corpus

frame sentence, for each segment in the candidate list. The other frames only need to be
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Table 8: Comparing the time taken to find the best path for the initial version of the algorithm

and the optimized version. The time taken for each step is shown in microseconds along with

total percentage of the time taken to find the best path.

Computation Initial Time (s) Optimized Time (s)

Variable initialization, etc. 0.0 0.2

Generate the constructed corpus sentence 354.3 26.2

Calculate acoustic likelihood 60.7 7.5

Calculate linguistic likelihood 91.5 5.0

Calculate overall likelihood and check if path is most likely 3.9 3.0

510.3 42.0

generated once per candidate list as they do not change between different segments of the same

candidate list. In a similar manner, the second optimization was that the linguistic constraint

can be partially calculated, leaving the parts that do not change between different segments of

the same candidate list. Also, for the third optimization, the parts of the ZNCC calculation that

are the same for each segment in the candidate list are retained for subsequent calculations.

These optimizations resulted in a time to enhance that was under 1 minute (59.6 seconds).

Path selection took 42 seconds.

The time spent in each part of the path selection algorithm is shown in Table 8 for both the

initial version and the final optimized version, using a single CPU thread. The time to enhance

was still too high so we enabled parallel processing of the path selection and utilized a more

powerful CPU (Ryzen 1600 6 core / 12 thread 3.2 GHz) using the full CPU thread count. The

time to enhance was reduced down to 2.7 seconds. Path selection took 1.8 seconds.

For this 1.2 second sample, optimization reduced the time to perform path selection from

510.3 seconds to 1.8 seconds - a speed up of 284x. Algorithmic optimizations contributed to

a 12x speed up over the unoptimized system and hardware acceleration contributed to a 23x

speed up over the single-threaded test run on less powerful hardware.

With these optimizations we could be more confident of real-time functioning when a

higher similarity threshold is used, even when sentence-wide gain normalization is used.
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5.6. Experimental studies

5.6.1. Key questions

There are three key questions to consider as we come to test the theory presented in this

chapter.

a) Does the previous system without lingua-acoustic constraints improve speech

recognition? Does the system as presented in previous chapters improve speech recogni-

tion error rates for a speech recognizer? This can be simply determined by finding the speech

recognizer word error rate (WER) over a sufficiently large test set. It is necessary to establish

this baseline before considering the effect of the different lingua-acoustic constraints.

b) Effectiveness of lingua-acoustic constraints: Testing the constraints one-by-one,

which of them help reduce the word error rate, and by how much? Is this consistent across all

test cases, or do some test cases fare better with different constraints being used?

c) Suitability for real-time applications: Is the system able to perform sufficiently quick

to be plausibly used for real-time applications? This can be measured by the RTR. Also, does

the system, with the best set of parameters, offer sufficient reduction in word error rate to merit

the increase in time to recognize?

5.6.2. Target speech recognizer

The speech recognizer used to assess the quality of the speech enhancement provided by the

system is a standard HMM. The speech signal is sampled at 25 kHz with 20 ms frames and 10

ms overlap. The fourier-domain versions of the frames are obtained with a 512-point FFT then

filtered by a mel filterbank into 27 log-scale energies. These are then used to generate 13 mel-

frequency cepstral coefficients (MFCCs), together with the first and second order derivatives

(∆ and ∆∆), which together form the feature vector for each frame.

The speech recognizer is speaker dependent. A left-to-right HMM with 14 states and no

state skipping is used to model each word. Each state has three mixtures, which are Gaussian

densities with a diagonal covariance matrix. A word bigram language model is then applied to

find the most probable state sequence for the test sentence. The bigram constraint and viterbi

search reflect the known grammatical and linguistic constraints of the sentences.

The HMM states associated with each frame are also used to label segments for the sen-

tence recognizability and duration probability functions.
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5.6.3. Experimental setup

We changed test corpus from WSJ0 to GRID in order to be able to investigate the effectiveness

of linguistic constraints by using a constrained vocabulary corpus as a phonetic state labelling

was readily available. Sentences in the GRID corpus follow a fixed pattern (verb, color, prepo-

sition, letter, number, adverb). An example would be: “bin blue at L6 now”.

There are 1000 samples for each speaker in the GRID corpus. We split these into 800

training sentences and 200 test sentences for each speaker. We used four different speakers:

two male speakers, GRID speaker 1 (identified as ‘M1’ in this chapter for simplicity) and

GRID speaker 19 (‘M2’), as well as two female speakers, GRID speaker 16 (‘F1’) and GRID

speaker 11 (‘F2’). The training sentences have an approximately equal balance of each word

spoken.

For these tests we used five different noise types at 0 dB SNR. There were two babble

noises: one male babble sample and a female babble sample. These were obtained by overlap-

ping samples from 5 male or 5 female speakers. These babble noises were included as they are

maskers that are difficult to differentiate from target speech and so should be better modelled

with the help of the longer term linguistic constraints. The other three noises were white noise

and the two nonstationary noises from the previous chapters (a pop song and a polyphonic

ringtone).

The candidate list threshold used in these tests is high - 0.8. This was found to result in the

best recognition rates in initial testing. The threshold could be set dynamically in future work

- adapting to corpus, test speaker and environmental characteristics.

The test setup is as per Figure 12 from Chapter 3, except that the ‘Enhanced Samples’

are not passed to a ‘calculate objective measures’ function but instead passed to the speech

recognizer, from which we obtain the error rate for each test case. This is the word error rate

(WER) for each sentence averaged over all the test samples.

Tests were carried out on a 6 core / 12 thread i7-8750H (2.20 GHz) with 11 of the threads

used (to ensure consistency between test runs).

Three corpora were formed to test with: a male only corpus (M1), a female only corpus

(F1) and a mixed corpus with speaker M1 and F1. Four test sets were formed using the two

male speakers (M1 and M2) and the two female speakers (F1 and F2). Speakers M1 and F1

can demonstrate tests where the speaker is in the test corpus and Speakers M2 and F2 can

demonstrate where the speaker is not in the test corpus. The length of the training sets were
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Table 9: Word error rates for the baseline system with speaker M1 (in the corpus) and M2 (not

in the corpus), using a mixed corpus (M1 and F1).

M1 M2

Babble Non-Babble Babble Non-Babble

Unenhanced 66.04% 71.64% 41.42% 53.03%

Enhanced 48.12% 25.97% 37.25% 22.83%

20 minutes and 23 minutes for M1 and F1, respectively.

These corpora were compressed with 2 codewords per phonetic state and per speaker class.

This results in 2864 codewords for the mixed corpus and 1432 codewords for the single speaker

corpus.

The samples in the GRID corpus are sampled at 25 kHz so the frame length was increased

to 512 samples and the frame shift was increased to 250. This captures the extra information

provided by the increased sample rate in 257 Fourier bins.

5.6.4. Effectiveness of the baseline system as a pre-processor for speech recognition

Firstly, it would be useful to establish the baseline of how well the system works to enhance

speech. To this end, initial testing was performed using the mixed corpus (M1 and F1) and

test sets M1 and M2 (test speaker in the corpus and not in the corpus, respectively). The

results are shown in Table 9, for test runs of the baseline system with no segment-level gain

normalization.

Note that speaker M2 seems to produce speech that is generally more recognizable to the

speech recognizer - all of the tests have a lower error rate than their equivalent in M1. We know

that this is not coming from variances in the system’s working, as the WERs for unenhanced

samples are lower for M2.

The system is able to reduce the word error rate by, at times, a considerable margin. While

the babble-noises are generally easier than non-babble noises for the speech recognizer to rec-

ognize, the system is not able to provide as much improvement in WER as for the non-babble

noises (17.92% and 4.17% improvement for babble noises for M1 and M2, respectively, com-

pared with 45.67% and 30.20% for non-babble noises for M1 and M2, respectively). This

may be due to the babble noises being composed of speech and the system sometimes se-
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lecting noisy background segments, rather than the foreground speaker. The lingua-acoustic

constraints aim to address such errors.

While the system is less able to enhance babble noises, it does a better job when the test

speaker is in the corpus. There is a 17.92% improvement over the unenhanced samples, but

when the test speaker is not in the corpus the improvement over the unenhanced samples is

only 4.17%. The same feature is found to a lesser degree for non-babble noises. This confirms

the intuition that a corpus that contains the test speaker is better able to differentiate speech

from noise.

From this we can say that, to answer question a), the baseline system is effective as a pre-

processor for speech recognition, particularly in the case of non-babble noises. There is plenty

of room for improvement, however.

5.6.5. Effectiveness of lingua-acoustic constraints

To ascertain the effectiveness of the lingua-acoustic constraints tests were carried out with the

mixed corpus and test sets M1 and M2. These demonstrate the test case where the speaker is

in the corpus (Table 10) and where the speaker is not in the corpus (Table 11), respectively.

While testing it became evident that there is a difference in the results for cases where

the speaker is in the corpus and where the speaker is not in the corpus. Different constraints

obtained better results in the two test sets. Therefore, it is not possible to determine a single

best set of lingua-acoustic constraints for every case. Optimally, a speech recognition sys-

tem, should establish whether the speaker is in the corpus or not and select these parameters

dynamically.

This feature can be first seen in the results for segment-level gain normalization; while for

M1 it decreases the error rate, for M2 it increases the error rate. It might be expected that the

case where the speaker is not in the corpus would benefit most from gain normalization (to

make the corpus segments more similar in magnitude to the test speaker’s level), but this was

not the case.

Note that a point of comparison with the system as articulated in the last two chapters can

be found in the test case with no linguistic constraints, segment-level gain normalization and

no sentence-wide ZNCC.

Sentence-wide ZNCC: When no gain normalization is used, sentence-wide ZNCC con-

sistently improves the error rate, compared to using an average of the ZNCC values. When the
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test speaker is in the corpus the improvement over the baseline system without gain normal-

ization is relatively small (0.87% for babble noises and 0.14% for non-babble noises) whereas

the improvement is larger when the test speaker is not in the corpus (1.67% for babble noises

and 2.22% for non-babble noises). On this basis sentence-wide ZNCC is used going forward.

Sentence-wide Gain Normalization: In the case that segment-level gain normalization

is helpful (test speaker in the corpus) sentence-wide gain normalization with sentence-wide

ZNCC provides an additional reduction in WER over segment-level gain normalization with-

out sentence-wide ZNCC with reductions in the error rate of 1.54% for babble noises and

2.12% for non-babble noises. This exceeds the improvements obtained by sentence-wide

ZNCC on its own. The results where gain normalization was not helpful were mixed with

a small improvement in babble noises (0.21%) and a decline in non-babble noises (2.08%),

over segment-level gain normalization without sentence-wide ZNCC. This still returned worse

results than not using gain normalization.

It appears that, generally, sentence-wide gain normalization functions as a further refine-

ment of segment-level gain normalization - where gain normalization is helpful, this is more

helpful than segment-level and where gain normalization is not helpful, this tends not to be

helpful.

On this basis sentence-wide gain normalization was used going forward where the test

speaker is in the corpus. No gain normalization was used going forward where the test speaker

is not in the corpus.

Sentence recognizability probability: When the sentence recognizability probability is

added on to the best case combination of parameters the effect is a small, but consistent in-

crease in the error rate, ranging from 0.09% to 0.53%. This suggests that this constraint may

not be helpful for this application or that some of the assumptions taken in calculating sentence

recognizability probability were false.

On this basis sentence recognizability probability was not used going forward.

Duration probability: For babble noises, using duration probability increases the error

rate, relative to the sentence recognizability probability results (0.25% for M1 and 0.08% for

M2). It may be that with babble noise the system can be biased towards the noise, rather than

the speech.

For non-babble noises, using duration probability decreases the error rate, relative to the

sentence recognizability probability results (0.36% for M1 and 0.12% for M2). This suggests
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that duration probability, in the case of non-babble noises improves and moderates the sentence

recognizability probability. If the sentence transition probability were improved this could

result in a net benefit.

We note from these results that there is no observable difference in the result between the

case where the test speaker is in the corpus and where the test speaker is not in the corpus.

This suggests this constraint is not biased on speaker dependent information.

On this basis duration probability was not used going forward, as it is not able in any case

to overcome the increase caused by sentence recognizability probability on its own.

Class selection: In the case of where the test speaker is in the corpus, class selection made

a small improvement in non-babble noises (0.22%) but no difference for babble noises. Where

the test speaker was not in the corpus, the error rate increased (0.13% for babble noises and

0.22% for non-babble noises). This makes sense, that the system would be better to pick only

segments belonging to the test speaker. Where the test speaker is not in the corpus it is better

to take a free selection from all the segments available.

On this basis we can say that class selection may be useful, but only where the test speaker

is in the corpus.

On the basis of these tests, we can answer key question b) and say with confidence that

sentence-wide ZNCC is helpful and sentence-wide gain normalization is a helpful develop-

ment of segment-level gain normalization in the cases where gain normalization is helpful.

With a lower degree of confidence we can say that the sentence transition probability is not

helpful and duration probability does not overcome the decline in quality associated with sen-

tence transition probability. With class selection, it may be helpful where the speaker is in the

corpus. These results accorded with previous testing with different test sets and corpora.

Going forward to evaluating the functioning of the algorithm, we selected sentence-wide

ZNCC and, only for the case that the test speaker is in the corpus - sentence-wide gain nor-

malization and class selection. Note that the anticipated improvement for babble noises with

linguistics constraints was not observed.

Now that we have established best parameters, we can look at a wider range of test sets

and corpora.
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Table 12: Percentage word error rates for clean samples. Test speakers are listed in columns

and corpora in rows.

Test set

C
or

pu
s

Male Female

M1 M2 F1 F2

(Unenhanced) 1.08% 0.50% 1.92% 0.67%

M1 2.17% 1.50% 8.67% 7.92%

M1 & F1 2.00% 1.08% 2.25% 1.08%

F1 4.17% 1.50% 2.33% 1.33%

5.6.6. Wider testing

At this point we can introduce the male only and female only corpora and the female test

speakers.

Firstly, looking primarily at the results for clean test samples (Table 12): overall the system

does not seem to introduce too much distortion that is distracting to the speech recognizer.

In most cases the recognition rate is increased by less than 1%. Three test cases stick out:

where female test speakers (F1 and F2) are enhanced by the M1 only corpus and when the

M1 speaker is enhanced by the F1 only corpus. These test cases are also particularly poor

with babble noises (Table 13) and non-babble noises (Table 14). It appears that M1 is very

distinct from female speakers, in a way that M2 is not. This means that the speaker is unable

to well describe female speakers. It is also unable to be well described by the female only

corpus. As to why M2 does not exhibit this characteristic, this speaker’s vocal register is not

higher, as might perhaps be expected, but it does stretch across a wider band of frequencies.

This suggests that, while for some speakers a male/female classification may be helpful and

descriptive, for other speakers, this is not the case.

Also notable is that F2 is more recognizable than F1, similarly to M2 in relation to M1.

Now, we can look at the tests with noisy samples. When looking at babble noise tests, there

is significant advantage to using a corpus that matches the test segment because the reduction

in error rate is much more significant in that case (best case 21.79% reduction over unenhanced

for M1 and 13.13% for F1). Where there is no matching corpus for the test speaker the best

case error rate reductions are much lower (5.84% for M2 and 9.46% for F2). This makes sense
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Table 13: Percentage word error rates for samples noised with babble noises. Test speakers

are listed in columns and corpora in rows.

Test set

C
or

pu
s

Male Female

M1 M2 F1 F2

(Unenhanced) 66.04% 41.42% 49.67% 46.54%

M1 44.25% 41.17% 55.92% 50.33%

M1 & F1 45.08% 35.58% 37.21% 37.12%

F1 61.46% 36.08% 36.54% 37.08%

Table 14: Percentage word error rates for samples noised with non-babble noises. Test speak-

ers are listed in columns and corpora in rows.

Test set

C
or

pu
s

Male Female

M1 M2 F1 F2

(Unenhanced) 71.64% 53.03% 56.75% 54.31%

M1 22.56% 24.83% 42.64% 35.08%

M1 & F1 23.22% 20.61% 15.75% 18.42%

F1 51.22% 23.50% 15.50% 19.89%

as the system will be less able to differentiate between the babble speakers and the foreground

speaker where it does not have any clean speech examples of the foreground speaker.

With non-babble noise tests, this effect was present, but in a much reduced capacity. Where

the test speaker was in the corpus, there were best case error rate reductions of 49.08% (M1)

and 41.25% (F1). Where the test speaker was not in the corpus, there were best case error rate

reductions of 32.42% (M2) and 35.89% (F2).

In cases where the test speaker is in the corpus it is more helpful to only construct the

sequence with segments from that speaker. For these cases class selection is being used, so the

system is selecting the class that predominates (which should be the test speaker class), on a

sentence-by-sentence basis. Where the test speaker is not in the corpus the mixed corpus tends
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to yield slightly lower error rates than the male only and female only corpora. For all the clean

tests the mixed corpus fares better. In these cases there are evidently some sentences where

the speech is better represented by some cross-sex segments.

To answer key question c): as Tables 10 and 11 show, the RTR of any of the combinations

of constraints never exceeded 0.2x, which would result in a time to enhance of just 400 ms

for a 2 second utterance. This could be lowered further by using a lower best N number, but

experimentation would need to evaluate the trade off between error rate reduction and time to

enhance.

This suggests that this system would be capable of functioning with sufficiently low la-

tency to work in a real-time system.

For babble noises, the reduction in rate is relatively muted, and these tests demonstrate

that the added time to recognize speech can probably only be justified when the system has a

corpus matching the test speaker. For non-babble noises, the reduction in error rate is clear,

apart from the cross-sex case where M1 is the test speaker or the only corpus speaker.

On this basis, it can be concluded that this system does effectively reduce the error rate of

a speech recognizer. To maximize the error rate reduction, it is best to use a corpus containing

utterances from the test speaker.

5.6.7. Relation to previous exemplar-based systems

Wide Matching was demonstrated as a pre-processor for speech recognition [78]. At 0 dB

SNR the word error rate for unprocessed samples from the WSJ0 corpus was 90.35%. The

noise types used were the ringtone and pop song, which is the non-babble noise set without

white noise. The system was trained on TIMIT so the training corpus and test corpus are

disjoint. Wide Matching was able to bring the word error rate down to 54.70%.

The closest comparison in our test data was the cases where the test speaker was not in

the corpus (the training and test corpus were the same). The non-babble test set includes the

same noises as the Wide Matching comparison with the addition of white noise. For the male

test case (M2) the error rate was reduced from 53.03% (unprocessed) to 20.61% and for the

female test case (F2) the error rate was reduced from 54.31% to 19.89%.
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5.7. Conclusion

We have demonstrated the effectiveness of exemplar-based speech enhancement when used as

a pre-processor for speech recognition. The speech enhancement system described in Chapters

3 and 4 significantly improves recognition rates, particularly for non-babble noises. Addition-

ally, the more sophisticated system provides a further decrease in word error rate.

The variability between test speakers was larger than the improvements made by the sys-

tem in a number of cases. This coupled with the testing only being performed for three cor-

pora, limits what we can say in general terms. Even so, some findings appeared consistent,

with sentence-wide ZNCC being helpful in reducing the WER and sentence-wide gain nor-

malization offering an effective improvement over segment-level gain normalization, in the

cases that gain normalization is helpful. Class selection was found to offer a small improve-

ment where the speaker was in the corpus, but this would need to be further tested to confirm

that this is generally the case.

There is room for further improvement to the algorithm, with the sentence recognizability

probability having been found to be helpful in the Wide Matching research targeting objective

measures, but not in this application. It may be the case that simplifying the frame labeling

prevented this constraint from being helpful. Additionally, further research could establish

whether the candidate list threshold and best N could be set dynamically on use case and

environmental conditions.

These findings suggest that this speech enhancement algorithm could be very useful for

real-world speech recognition applications, given its lack of a requirement for noise training.
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6. CONCLUSIONS & FUTURE WORK

6.1. Summary of work

In Chapter 3 we pursued an algorithmic approach to speeding up the search of a large speech

corpus. By forming the corpus into a search-tree the algorithm went from functioning at

around 100x slower than real-time to 20x faster than real-time. If unoptimized, this search-

tree takes up considerable space (a 20x larger memory footprint). The latency of this baseline

system, as evaluated, is outside the bounds of acceptability, but this could be reduced by

sacrificing enhancement quality. The tree-based search method was found to maintain much

of the noise reduction of the baseline system while maintaining STOI scores, suggesting that

speech is not distorted from this method.

This issue of space usage was resolved in Chapter 4, where we demonstrated that clustering

can be used to select the most representative segments in the corpus. This process is able to

obtain a codeword corpus of a variable size, with the codeword corpus (including the search-

tree) using anywhere from a tenth of the size of the original corpus without a search-tree at

8192 codewords, down to a hundredth of the size of the original corpus with a search-tree

at 512 codewords. At 512 codewords compression yields slightly robotic sounding output.

Corpus compression was found to outperform creating a corpus using fewer sentences. When

testing how to compress the corpus, LBG clustering and medoid codewords were found to

yield better results than cutoff clustering and centroid codewords. We did, however, find that

search-tree-based matching is more inaccurate than anticipated. This is more apparent with

the compressed corpus. This can be ameliorated by using N-Best matching.

With these two contributions we demonstrated a basic system that can function well within

the bounds of real-time (twice as fast as real-time on a single ARM11 core) and with a suffi-

ciently small corpus to function on a low-powered device, such as the Raspberry Pi Zero. This

opens up the possibility of using a more sophisticated fixed-length segment algorithm while

remaining under the real-time barrier.

Taking the basic system as a basis, we added sentence-wide matching, with the streaming

restraint removed and evaluated how it functioned when used to pre-process audio for speech

recognition. The basic system was able to significantly reduce the word error rate, with the

best gains being found for non-babble noise. The improvement for the basic system ranged

from as little as 4% for babble noise without the test speaker in the corpus to as much as 45%
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for non-babble noise with the test speaker in the corpus. Using sentence-wide matching in-

creased these improvements by around 2%, which is a small, but consistent improvement. We

found that sentence-wide ZNCC contributed to this improvement, as did sentence-wide gain

normalization in the cases that gain normalization was helpful. The other linguistic constraints

were not helpful. The improvement to WER rate from this more sophisticated system suggests

that if frame synthesis is improved, there is room for further improvement to the output for hu-

man listeners. This system was able to achieve this reduction while functioning 5x faster than

real-time or quicker, suggesting that this could be readily used as a pre-processor.

This work makes significant steps in bringing the state of the art in exemplar-based speech

enhancement to real-time and low-power applications, but there are some limitations as yet

left unresolved.

Firstly, the latency of the system as demonstrated (128 ms) would be too high for a number

of the applications enumerated in the Introduction. For some applications, this latency is

entirely acceptable. We showed how latency could be reduced as far down as 16 ms, at a cost

to quality of enhancement, but for this to be tractable the output quality would need to have

been improved in future work.

Secondly, the output frame synthesis appears to place a ceiling on the quality of output

if further improvements to accuracy of matching are made. Further work should refine this

process to raise this ceiling.

Thirdly, the system as presented in Chapter 5 does not appear to yield as much improve-

ment from the linguistic constraints as Wide Matching does. This may be linked to the above

point or may be linked to some of the differences in the linguistic constraints.

6.2. Future work

With this work complete and the goals achieved, further work can look to cover three key

areas: further quality improvements, further space reductions and reducing the latency.

6.2.1. Quality improvements

• Matching feature set: Noise in the test signal can affect segment selections, with the

‘correct’ segment being picked less often as the SNR decreases. Several pieces of work

have looked into feature sets that mimic human hearing better (modulation spectrogram

[63] [42]) or that are more robust to noise (bottleneck features [72]). These could be
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used in the place of the feature set used in this work. An additional benefit to using

bottleneck features is the potential for a lower dimensional search representation for

each exemplar (Ogawa et al. showed good results with a 80D vector [72] instead of

our 600D mel-domain vector). There are several benefits to be gained. Firstly, if this

is more discriminative best-N matching may not be necessary at all. Secondly, there

would be a reduction in space required to hold these representations. Thirdly, the ZNCC

calculations would be quicker, allowing the algorithm to function on even lower power

hardware.

• Distance measure: Similarly to the above, future work could pursue a distance measure

that better takes the acoustic nature of the feature set into account. This could lead to

more rigorous matching between test segment and corpus segment.

• Partial sentence-wide matching: In Chapter 5 we demonstrated a non-streaming

sentence-wide matching system that improved the output. This approach could be

adapted to function on a streaming basis using only prior information, resulting in partial

sentence matching. This approach was explored, but it was found that the current frame

synthesis method prevented improvements in perceived quality for human listeners.

• Phase estimation: The system as presented relies upon filtering the noisy signal using

a speech estimate. This involves using the noisy phase, which is a typical approach.

As noted in the Literature Review, quality improvement can be obtained from finding

clean phase data. Incorporating the iterational clean phase estimation technique shown

in [58] could yield improvements. Additional work could also pursue obtaining clean

phase from the exemplars.

• Frame synthesis: When assessing the system under ideal conditions output frame syn-

thesis appears to be an impediment to the ceiling of quality output for the system. Fur-

ther research into improving the system as presented here would be useful. The last

work on the original LMS system [69] moved from averaging over all the frames from

relevant found segments (as done in this thesis) to, instead, using the frame from the

longest segment that had a relevant frame. Similarly, instead of averaging, the frame

from the best matching segment could be used. Alternatively, a limited version of long

matching could be used where a small selection of segment lengths could be tested, to

account for when the fixed length segment does not have a good fit.

134



• De novo frame synthesis: A radically different approach would be to branch out from

the current exemplar-based approach and use exemplar matching to find the units of

speech and use the latest in text-to-speech research to compose the speech signal de

novo from phonetic labeling. If the speech is accurately estimated, the potential is that

there would be no noise present in the output. This would be a significant piece of work.

• Linguistic constraints: Wide Matching found benefit in some linguistic constraints

that we did not find in our evaluation. It would be helpful to research the causes of this

difference to determine if it is due to the changes made in how the transition probability

is calculated.

• Segment to phonetic state mapping: Codeword segments were assigned to a single

phonetic state. It may be the case that a single codeword segment may represent more

than one single phonetic state to some degree. Each codeword segment could be given

a list of probabilities for each phonetic state of how likely the segment represents the

state. This could lead to the linguistic probability function being more robust to incorrect

selections. It also would help matching when the desired codeword count is lower than

the number of phonetic states.

6.2.2. Further space reduction

• Exemplar compression: As discussed in Chapter 4, Nickel and Martin presented an al-

ternative method to compressing the corpus, by compressing the exemplars themselves,

rather than reducing the number of exemplars [75]. This is promising, but there was not

enough data presented to make a definitive conclusion about its effectiveness for low-

power real-time applications. Further work could make a full comparison between this

method and the compression shown in Chapter 4 and could explore how they could be

used together to further reduce the size of the corpus while avoiding quality loss.

• Reductions in number of codewords: If more discriminative representations for the

exemplars are found that could mean that better quality could be obtained for the

same number of codeword segments, due to smaller differences between the underlying

speech signal and the best found segment. This could enable fewer codewords being

used for equivalent quality output.

• Overlapped codewords: A trade-off for using codeword segments is that there may be
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valid and useful exemplars which are variations of a chosen codeword but are thrown

out because of the limit on the number of codewords. This is as per design because

we desire to have the most representative segments but it does mean sacrificing this di-

versity. We have seen that the number of codewords does not affect the time to search

overly, due to the search-tree. A potential means of expanding the diversity of the cor-

pus while not increasing the corpus size greatly would be to use overlapped codewords.

These could be obtained by not throwing out the segments that share a frame with the

center frame of the found codeword. How codeword replacement of original segments is

done currently is shown in Figure 32, where a codeword is taken out from a corpus and

the original corpus frames are thrown away. Overlapped codewords could be obtained

instead (Figure 33), resulting in 5 times the number of codewords for less than 2 times

the codeword corpus size, for a segment length of 5. For a segment length of 15 there

would be 15 times the number of codewords for less than 2 times the codeword corpus

size. This could allow using fewer codewords while still retaining the quality of a large

codeword corpus. This has the theoretical potential to yield a codeword corpus with

similar or better quality to the 8192 codeword corpus (i.e. not far off the uncompressed

corpus) while using less than 30MB. Experimentation would need to show the effective-

ness of this and whether it would be more useful for improving output quality at small

codeword corpus sizes (tens of megabytes) or obtaining good quality at extremely small

codeword corpus sizes (less than ten megabytes). The latter possibility could bring this

algorithm to even lower powered hardware.

Fig. 32: How the system as presented in Chapter 4 functions. A codeword segment is identi-

fied, which is retained while the other frames are disposed.
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Fig. 33: How overlapped codewords could function. A codeword is identified and all segments

that share in the central frame of the identified codeword are also retained.

6.2.3. Latency

Most of the latency in the system as presented comes from needing to wait until there are

sufficient segments to obtain an average for the first frame. This can be reduced by reducing

the number of best matching segments used to obtain the speech estimate frame. If the work

mentioned above yields quality improvements the latency of the system could be reduced by

reducing this parameter, at the cost of quality of enhancement. This would be needed for some

of the applications listed in the Introduction.

6.3. Conclusion

We have discussed further work that could leverage the work presented in this thesis and

improve the quality of the output, reduce the corpus size and reduce the latency. The method

presented is already applicable for single board computers or smartphones and these further

developments could even bring these key metrics down to the point that it could function on

even more limited computing hardware. This could result in an algorithm able to function on

a near-future hearing aid.

The approach as presented extends the previous state of the art exemplar-based approach

and opens it up to application in streaming contexts on low-powered hardware. This applica-
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tion domain is unexplored for exemplar-based speech enhancement and now this promising

speech enhancement approach can be used in a variety of new contexts.
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