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ABSTRACT

Face detection and recognition in the wild is currently one
of the most interesting and challenging problems. Many
algorithms with high performance have already been pro-
posed and applied in real-world applications. However, the
problem of detecting and recognising degraded faces from
low-quality images and videos mostly remains unsolved. In
this paper, we present an algorithm capable of recovering
facial features from low-quality videos and images. The re-
sulting output image boosts the performance of existing face
detection and recognition algorithms. It contains an effective
method involving metric learning and different loss function
components operating on different parts of the generator. This
enhances the degraded faces by restoring their lost features
rather than its perceptual quality. Our approach has been
experimentally proven to enhance face detection and recog-
nition, e.g., the face detection rate is improved by 3.08% for
S3FD [1] and the area under the ROC curve for recognition
is improved by 2.55% for ArcFace [2] on the SCFace dataset.

Index Terms— CNN, GAN, detection, recognition, loss
function, degraded face image

1. INTRODUCTION

Face detection and recognition from low-quality images are
challenging but highly demanded in real-world applications.
These problems are particularly prominent for highly com-
pressed images and videos, where details are typically absent.
This is the most common in surveillance videos where the
camera sensors are not of very high quality. Good detection
and recognition performance are highly desirable in these sce-
narios and we have explored this possibility in this paper.

Solving the problem of detecting/recognising faces with
high accuracy, different approaches have been proposed [1, 2,
3, 4, 5, 6]. Most recognition algorithms attempt to minimise
the distance between similar identities and maximise between
dissimilar identities, thus maximising the overall face recog-
nition performance. The limitation of these methods is that
their performance drops significantly with degraded images
(e.g., for SCFace dataset) as seen in Figure 3).

Pixel-wise loss functions like MSE or L1 loss are unable
to capture the perceptually relevant high-frequency image de-

tails and encourage finding pixel-wise averages of possible
solutions. This alone neither leads to the reconstruction of
discriminative facial features nor leads to better perceptual
quality [7, 8, 9, 10]. Johnson et al. [9] and Bruna et al. [7]
proposed a perceptual loss function based on the Euclidean
distance between feature maps extracted from the VGG19
[11] network. Zhang et al. proposed an algorithm [12] to
solve different problems related to image artifacts. A recent
paper by Ghosh et al. [13] uses edge loss on top of perceptual
loss to simultaneously remove artifacts and super-resolve im-
ages. A major drawback of these algorithms is that they are
not suitable for application when it comes to face detection or
recognition. Improving perceptual quality does not necessar-
ily lead to better face detection or recognition. In fact, it can
get even worse, and we have shown that in Section 3.

In this paper, we propose a discriminative facial feature
restoring GAN which enhances the discriminative features of
degraded face images. The main novelty is that it focuses
on optimising figures of merit that are designed to maximally
boost detection and recognition performance, while not nec-
essarily making the images look better from a perceptual im-
age quality standpoint. As per our knowledge, enhancement
of face detection and recognition by restoring the lost fea-
tures of the input images using GANs has not been explored
yet. In a nutshell, our novel framework offers (a) enhance-
ment of facial features for very low-quality images, (b) a con-
strained angular metric learning method that learns to recon-
struct discriminative facial features(see Section 2.3), (c) and a
weighted combination of different losses operating at various
stages of the network to recover discriminative facial features
leading to better performance. We achieve outstanding results
on benchmark datasets of degraded face images (see Section
3).

2. FACIAL FEATURE RESTORATION USING GAN

2.1. Method

We aim to estimate a feature enhanced facial image from a
low-quality image IG. Further, IGT is the ground truth which
is the feature-rich, artifact-free and clean version of IG. For
an image with height h, width w and c channels, IG and IGT

are real-valued tensors where I ∈ Rw×h×c.



Fig. 1: Architecture of the generator. The ResBlock and
Hourglass components are similar to [15]. LC , LP and LD
are explained in Section 2.4. Best viewed in colour.

In order to estimate the corresponding enhanced image,
we train a generator network GθG as a feed-forward CNN
parameterised by θG. Here θG = W1:N ;b1:N denotes the
weights and biases of an N-layer deep network and is ob-
tained by optimising a loss function L. The training is done
using two sets of n images {IGi : i = 1, 2, ..., n} and {IGTi :
i = 1, 2, ..., n} such that IGTi = GθG(IGi ) (where IGTi and
IGi are corresponding pairs) and our goal is to solve θ̂G =

arg minθG
1

n

∑n
i=1 L.

We also have a function Φ which is a facial feature ex-
traction model, such that Φ(I) ∈ Rd is a d dimensional fa-
cial feature vector. We also add a discriminator network [14]
to evaluate the images generated by GθG . GθG is trained to
generate the target images GθG(IG) such that the cosine dis-
tance between Φ(GθG(IG)) and Φ(IGT ) tends to 0. This is
done using our proposed framework which enhances the qual-
ity while preserving the identity of the image. The generator
and discriminator are trained alternatively. This adversarial
min-max game encourages the generation of superior solu-
tions residing in the manifold of feature-rich facial images.

2.2. Network Architecture

Figure 1 gives an overview of our generator network. This
architecture is inspired by FSRNet [15] which is a super-
resolution network. But we are restoring degraded images
keeping the resolution intact. So we modified it according
to our requirements. The main changes include removal of
down-sampling and up-sampling layers (apart from the hour-
glass block). The number of filters per convolution layer in
the encoder, decoder and coarse network is 64 with 3 × 3
kernels and stride 1. Furthermore, we use a single hourglass
block in the prior net compared to 2 blocks in FSRNet. Our
prior net is designed to reconstruct the lost facial landmarks.
For the prior enhancement net, the number of filters is 128

(a) Prior Network Output (b) Encoder Network Output

Fig. 2: Visual examples of the outputs from different network
components. Best viewed in colour.

with 3 × 3 kernels and stride 1 except the first convolution
layer where the kernel is 7 × 7. ReLU activation is used
throughout the generator. The discriminator is in line with
the architectural guidelines of the one proposed in [16].

2.3. Constrained Angular Metric Learning of Hard and
Semi-Hard Identity Features

Inspired from [3], the constrained angular metric learning re-
lies on two fixed points that guide the feature reconstruction
in the correct direction. Let Φ(IRi ) be a reference point where
IRi is the unique mugshot of identity i and i ∈ {1, 2, ..., C}
(considering there are C classes). The mugshot is an image
having clean, feature-rich, well illuminated, frontal face pose
with neutral facial expression and with no occlusion. Φ(IRj )

is another reference point where IRj is the mugshot for iden-
tity j where j ∈ {1, 2, ..., C} but i 6= j. We aim to ensure
that Φ(GθG(IGi )) is closest to Φ(IRi ). We call these similar
pairs. Simultaneously Φ(GθG(IGi )) must be as far as possi-
ble from all Φ(IRj ) and we call these dissimilar pairs. The
distance between similar pairs is

(1)

D(IRi , I
G
i , GθG)

= 1−
∑d
k=1 Φ(IRi )kΦ{GθG(IGi )}k√∑d

k=1 Φ2(IRi )k

√∑d
k=1 Φ2{GθG(IGi )}k

,

where k indexes the vector elements. Similarly, the distance
between dissimilar pairs is given by D(IRj , I

G
i , GθG). Train-

ing all possible 3-image sets is unnecessary and computa-
tionally expensive, thus we select a subset of 3-image sets.
Each 3-image set Ti,j = {IRi , GθG(IGi ), IRj : i 6= j}, where
Φ{GθG(IGi )} is constrained in space by the similar and dis-
similar pairs and the loss for each Ti,j

(2)LMET (GθG) = D(IRi , I
G
i , GθG)−D(IRj , I

G
i , GθG).

In an ideal scenario,

D(IRi , I
G
i , GθG) < D(IRj , I

G
i , GθG) ∀ Ti,j |i 6=j

is satisfied for a trained model.

2.4. Loss Function

The main idea of this research is to enhance face recognition
performance using the output images of the GAN and our loss



function is designed accordingly. The components of our pro-
posed loss function are detailed in the following sections.

2.4.1. Identity Feature Loss

As the preservation of identity is important for the network,
the objective function needs to evaluate the identity vector of
the generated images with respect to the ground truth image.
Following Equation 1, the identity feature loss LID(GθG) is
given by the angular distance

(3)LID(GθG) = D(IGTi , IGi , GθG).

2.4.2. Pixel-wise Identity Loss

Since the input images are corrupted, it is important to learn to
reconstruct the corrupted images and drive the reconstruction
towards the clean image manifold. This is done introducing a
pixel-wise identity loss Lpx in the cost function where

(4)Lpx(GθG) =
∥∥IGTi −GθG(IGi )

∥∥
2

+
∥∥IRi −GθG(IGi )

∥∥
2
.

2.4.3. Perceptual Loss

The perceptual loss is the weighted sum of the content loss
and the negative of the discriminator loss. To ensure a high-
quality output image, we choose the content loss based on the
ReLU activation layers of the pre-trained 19 layer VGG[11]
network. The content loss is given byLV GG(IGTi , GθG(IGi )),
which is the euclidean distance between the feature represen-
tations of a reconstructed image GθG(IGi )) and the ground
truth IGTi . Details about this loss can be found in [10]. At
the output of the discriminator, we use binary cross-entropy,
predicting if the image is real or generated. The sigmoid of
the resulting value is the discriminator loss Ldis.

2.4.4. Final Loss

The final loss is a weighted sum of the cost function compo-
nents with α, β and γ as weights. To enhance prior informa-
tion, we minimise the errors after the coarse network GCθG .
Lpx(GCθG), LID(GCθG) and LMET (GCθG) is calculated at the
output of the coarse network. This coarse enhancement en-
sures a further enhanced final image. The cost function for
the coarse network is formulated as

(5)LC = βLMET (GCθG) + Lpx(GCθG) + αLID(GCθG).

LP = Lpx(GPθG) is calculated at the output of the prior en-
hancement net GPθG to ensure the spatial consistency of the
landmarks. The loss LD at the output of the decoder is given
by

(6)LD = βLMET (GθG) + Lpx(GθG) + αLID(GθG)

+ γLV GG(IGTi , GθG(IGi ))− Ldis.

When all the losses are combined, the final loss function L is
(7)L = LC + LP + LD.

3. EXPERIMENTS

3.1. Data & Experimental Setup

We have validated our method by testing on SCFace [17],
a public benchmark dataset having low-quality face images.
Our network was trained using around 1.3 million images
of 14,528 identities which were obtained from the internet.
The faces for training dataset were aligned and cropped using
MTCNN [6]. A combination of one or more random degra-
dation like MPEG and JPEG compression, changes in bright-
ness and contrast, interlacing artifacts, and blurring were ap-
plied to the images in the training dataset. Some images were
kept untouched to add variation to the training dataset. We
trained the network on an NVIDIA DGX-Station. Each train-
ing image is 128× 128 pixels. The value of β, α and γ were
empirically selected and are 250, 20 and 10−3 respectively.
For optimisation, we use Adam [18] with β1 = 0.9 and a learn-
ing rate of 10−4. We use the same trained model and network
for both detection and recognition experiments. Our imple-
mentation is based on TensorFlow.

3.2. Results and Observations
Table 1 shows a short summary of the ablation study. It
highlights the importance of using a discriminator and metric
learning during the training. If either of these components is
removed, the performance drops massively.
Face Detection: Table 2 shows the detection performance
for various algorithms, which improves by a huge margin
when the images are enhanced using our method, especially
for SSD+MobileNetV2 [21, 23] where there is an improve-
ment of 27.09%. Note that images enhanced using perceptual
image enhancement methods [22, 12, 13] performs worse on
detection algorithms as they do not operate on facial features
but on perceptual quality which is useless for this purpose.
This highlights the importance of facial feature enhancement.
Face Recognition: Table 3 shows the recognition perfor-
mance after image enhancement using different algorithms.
The numbers in bold denote the best result. We can see in
Figure 3 that the area under the ROC increases using our
method, which implies a better separation between different

Components TAR%@FAR

Dis LMET 10% 1% 0.1% 0.01% 0.001%

× X 82.62 61.97 46.36 32.90 23.39
X × 84.62 63.95 48.74 31.92 19.47
X X 88.02 67.90 51.01 39.19 33.35

Table 1: True Accept Rate (TAR) at different False Accept
Rate (FAR) with different settings for the network and loss
functions on SCFace dataset. The last row shows the results
of the complete framework.



(a) Φ =Arcface [2]

(b) Φ =CosFace [19]

(c) Φ =FaceNet [3]

Fig. 3: ROC for different algorithms on SCFace dataset.
XYZ→ Φ denotes that the image was enhanced using algo-
rithm XYZ and then recognition performance was calculated
using algorithm Φ. There is an improvement of 2.55% for Ar-
cFace [2], 1.95% for CosFace [19] and 0.9% for FaceNet [3]
for the AUC after feature restoration. Best viewed in colour.

identities. This leads to a significant boost of face recognition
performance for state-of-the-art face recognition algorithms.
Thus the identity features of the faces at a low level are
very important for superior performance on detection and
recognition problems.

4. CONCLUSION

We presented a deep generative adversarial network for face
enhancement that sets a new state-of-the-art for detection and

Algorithm dlib[20] SSD[21] MTCNN[6] S3FD[1]

Original 90.35% 59.27% 91.96% 96.01%

ARCNN[22] 87.38% 55.91% 90.94% 96.01%

IRCNN[12] 87.66% 59.09% 90.56% 95.84%

IEGAN[13] 89.02% 50.91% 87.76% 92.69%

Ours 95.31% 86.36% 95.36% 99.09%

Table 2: Detection rates for different algorithms on SCFace
dataset for different image enhancement algorithms.

Algorithm TAR%@FAR
5% 1% 0.1% 0.01% 0.001%

ARCNN [22] 77.39 65.25 50.62 38.39 29.72
IRCNN [12] 75.78 61.29 47.41 33.64 21.15
IEGAN [13] 76.82 63.09 48.82 34.71 20.21
Ours 82.06 67.90 51.01 39.19 33.35

Table 3: Comparison of the recognition performance of our
method with the state-of-the-art artifact and noise removal al-
gorithms for SCFace Dataset.

Fig. 4: A closer look at the ROC curve for different enhance-
ment algorithms on SCFace dataset. Best viewed in colour.

recognition of low-quality images by restoring their facial
features. We have highlighted some limitations of the ex-
isting algorithms and overcame those by reconstructing the
facial features and increasing the separation between differ-
ent classes. Specifically, we have explored the possibility of
improving face recognition performance on those images for
which the current state-of-the-art methods fail to deliver good
results. Our proposed loss function works very well with
real-world images where they inherently are of low quality.
We use metric learning to train the network to generate facial
images preserving their identity which is more important for
improving face detection and recognition performance rather
than perceptual quality, and our proposed algorithm success-
fully demonstrates that.
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