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Fast Load Balance Parallel Graph Analytics with
An Automatic Graph Data Structure Selection

Algorithm1

Jiawen Sun, Hans Vandierendonck, and Dimitrios S. Nikolopoulos

Abstract—This paper investigates the performance of graph-structured analytics on large-scale shared memory systems. Graph
analytics are highly demanding for efficient graph traversal due to large data set size and irregular data access patterns. In order to
achieve efficient graph analytics, we consider and discuss the performance of three common types of graph data structures. Also, we
demonstrate that load balance is to a large extent determined by the number of edges and number of unique vertices processed by
each thread. Finally, we propose an automatic graph data structure selection algorithm and an efficient reordering as a pre-processing
step to balance the number of vertices and edges together. Reordering algorithm also optimally balances edges and vertices for
graphs with a power-law degree distribution and ensures an equal degree distribution across threads. The developed techniques are
implemented in GraphGrind, a new shared memory graph analytics framework. Evaluation in GraphGrind, shows that this outperforms
state-of-the-art graph analytics frameworks for shared memory including Ligra [1] up to 10.4×, and Polymer [2] up to 8.3× across 8
algorithms and 6 graphs.

Index Terms—Graph Ananlytics, Graph Partition, Load Imbalance, Graph Data Structures, Shared Memory Systems.
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1 INTRODUCTION

Many problems in social network analysis, data mining
and machine learning can be solved using graph-structured
analysis [4]. Graph analytics is a computationally demand-
ing class of data analytics. Graphs represent data as relation-
ships between vertices, which draw from real-world data
sets, such as social network. They usually follow a skewed
degree distribution where the number of edges per vertex
exhibits a power-law distribution (scale-free) [5].

The load balance problem is a fundamental obstacle
for parallel graph analytics due to the high disparity in
vertex degree in power-law graphs. Prior works try to deal
with this by different methods, e.g., a parallel approach
whereby each thread processes an equal number of vertices
will be severely imbalanced as threads processing a higher
proportion of high-degree vertices will process more edges,
and thus take longer to complete [6]. Or some systems
selectively process high-degree vertices in parallel [1], [7],
[8], exploiting parallelism among edges connected to the
same vertex in conjunction with parallelism among vertices.
Other systems pre-calculate the set of vertices processed by
each thread in such a way that all threads process the same
number of edges [2], [9].

However, these systems are most user-defined, which
require programmer’s selection of optimizations for best
performance. Also, they take into account the constraint that
each thread should process a chunk of consecutive vertex
IDs to maximize memory locality. It still causes significant
imbalance in the number of edges if a high-degree vertex sits
on the boundary between two chunks. Depending on what
chunk the vertex is assigned to, one chunk will either have
significantly more edges that other chunks, or significantly

Thanks all supports from my family.
1. This paper extends prior publications [3]

fewer edges. Besides counts of vertices and edges, differ-
ences in memory locality can introduce load imbalance.
High-degree vertices are accessed much more frequently
than low-degree vertices [10]. By consequence, a thread pro-
cessing primarily high-degree vertices will exhibit higher
memory locality, and thus complete sooner, than a thread
processing mostly low-degree vertices.

Hence, in order to get efficient graph analytics without
programmer interventions, we provide an auto reconfigure
framework with load balance optimizations. we demon-
strate that reordering to ensure that all threads have an al-
most identical composition of high- and low-degree vertices,
which further helps to achieve computational load balance.

This paper proposes a joint destination vertex- and edge-
balance ordering to obtain a well-balanced workload that
moreover achieves equal degree distributions. It reorders
the vertices such that each chunk of consecutive vertex IDs
contains a balanced number of vertices, edges, and degree
distribution. We designed a pre-processing step for a graph
processing framework that explicitly partitions the graph.

The edges processed by a thread are now dependent on
runtime conditions and may vary from one execution to
the next. As such, the scope of pre-processing is limited.
We demonstrate that ordering of GraphGrind has low time
complexity and can complete in O(n logP ) steps for n ver-
tices and P partitions. In contrast, many graph partitioning
algorithms have been proposed [11], [12], [13], [14], [15] with
significantly higher time complexity.

We also investigates the performance of graph partition-
ing using different graph data structures. Finally provides
an auto selection algorithm to select suitable graph data
structure iteratively. This paper aims to provide more details
about the optimization and core techniques of GraphGrind.
This paper makes the following contributions:
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• Demonstrating the need to balance the number of
vertices along with the number of edges in order to
achieve computational load balance

• A simple vertex reordering algorithm that optimally
balances both edges and unique destinations using
time proportional to O(n logP )

• Designs an automatic traversal algorithm to load
balance work across threads as the amount of work
per partition varies with graph data structure and
active edge set.

• We experimentally evaluate the performance of
GraphGrind on 5 real-world graphs and 1 synthetic
graphs. We show that GraphGrind improves perfor-
mance by up to 8.3× over Polymer and up to 10.4×
over Ligra.

The remainder of this paper is organized as follows.
Section 2 introduces the background of graph analytics.
Section 3 motivates this work through analyzing the impact
of graph data structures and load imbalance in graph ana-
lytics. Section 4 describes the design and implementation of
GraphGrind. Section 5 presents an experimental evaluation
of GraphGrind. Section 6 discusses further related work.

2 BACKGROUND

Graph processing contains a graph representation and
graph algorithms perform graph traversal.

2.1 Graph Representation

In each iteration, graph computation needs the following
data structure.

• A graph G = (V,E) has a set of vertices V and a set
of directed edges E ⊂ V × V represented as pairs of
end-points.

• A frontier is a subset of the vertices which are active
to propagate values, F ∈ P(V ) (power set).

• Active edges are outgoing edges of the vertices of the
frontier, (u, v) ∈ E : u ∈ F .

In each iteration, graph processing traverses a current fron-
tier, and visits the destination vertices of the active edges
to apply an algorithm-specific function to update the value
computed for v taking into account the current value for
u. At the end of each iteration, graph processing calculates
a new frontier that consists of the updated vertices status,
which becomes the frontier in the next iteration. In general,
graph algorithms iterate the same procedure until conver-
gence, which is typically signified by an empty frontier.

2.2 Graph Traversal Operation

Ligra proposes a light weighted vertex-centric programming
model, which provides two key traversal operations [1]. The
design of GraphGrind is based on the Ligra model. Hence,
here we are mainly introducing the details of Ligra. Two key
operations are defined as follows:

• The edgeMap() operator is the main work-horse. It
applies an algorithm-specific function to every ac-
tive vertex in the graph. Its arguments are a graph
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Fig. 1: Compressed Sparse Rows (CSR), Compressed Sparse
Columns (CSC) and Coordinate list (COO) graph data struc-
ture

G =(V,E), a frontier F , a function Fn and a con-
dition C . An edge (u, v)∈ E is active if u ∈ F and
C(v)= true. EdgeMap returns a new frontier consisting
of all visited vertices v for which Fn(u, v) returned a
true value.

• The vertexMap() applies a function Fn to every vertex
in the frontier F . It returns a new frontier consisting
of all visited vertices u for which Fn(u, v) returned a
true value.

During the edgeMap operation, programmers need to deter-
mine which graph data structure is used for faster traversal.

2.3 Graph Data Structures

Graph processing needs a set of values associated with
edges or vertices of graphs during computation. It contains
graph topology data, application-defined data and graph
runtime states. These data need to be stored in an appropri-
ate data structure. Figure 1 illustrates a graph with skewed
degree distribution and three state-of-the-art graph data
structures, Compressed Sparse Columns (CSC) [16], Com-
pressed Sparse Rows (CSR) [17], [16] and Coordinate list
(COO) [16]. They have their corresponding graph traversal
method during computation. Graphs are highly sparse and
are commonly represented by one of three data structures.

COO lists all edges as a pair of source and destination
vertices. However, all edges must be traversed during each
iteration of the graph algorithm, which is prohibitively
expensive when few edges are active [18], [2], [19]. CSR
and CSC effectively provide an index into the edge list,
allowing efficient lookup of the edges incident to active
vertices. These representations incurring scaling issues as
the number of partitions is increased due to either edges
or vertices crossing partitions. This requires replication of
those edges or vertices in all relevant partitions [6].

The COO layout may store edges in various orders, a
degree of freedom that can be used to optimize memory
locality. Edges may be stored in CSR order, i.e., they are
sorted by the source vertex, which results in the same order
of traversing edges as the CSR layout. Alternatively, edges
may be sorted by destination vertex, which corresponds to
the same traversal order as CSC. Another option is to sort
edges using a space-filling curve such as Hilbert order to
improve memory locality [20], [21].
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ALGORITHM 1: Partitioning by destination

input : Graph G = (V,E); number of partitions P
output : Graph partitions Gi = (V,Ei) for

i = 0, . . . , P − 1
1 avg = |E|/P ; // target edges per partition
2 i = 0;
3 for v : V do
4 if |Ei| >= avg and i < P − 1 then
5 ++i; // i has exceeded target edges
6 Ei = Ei ∪ in-edges(v); // i is home partition

of v

The index array of CSC and CSR has length |V | + 1,
and the edge array has length |E|. The edge array of COO
has length 2|E|. Graphs may be traversed in either CSR,
CSC or COO. It is difficult to distinguish which graph
layout is fastest. Beamer et al. [22] present that a number of
algorithms execute faster when using CSC order. Since the
data race in CSR and COO needs atomic operations [1] to
ensure correctness, it results in a high hardware overhead
and a slower performance compared to CSC format in
some algorithms [1], [2]. In general, the programmer needs
to determine experimentally when an algorithm executes
fastest with CSR, CSC or COO [17].

2.4 Graph Partitioning

The graph partitioning problem is formulated as calcu-
lating a partition of the edges (or vertices) such that a
balancing criterion is achieved, e.g., to balance the number
of edges [23] or vertices [12], [6]. Often, the edge cut is
minimized simultaneously [24], [2], [25], [26], [27].

The exact solution to the graph partitioning problem
with minimum cut is NP complete (e.g., [26]). Many have
considered approximate algorithms to achieve a close-to-
optimal solution in polynomial time [25], [26]. These may
produce partitions of similar quality as general-purpose
graph partitioners such as METIS [11] in less time [26].

Partitioning the vertex set leads to a problem of mini-
mizing the edge cut, potentially under a constraint of edge
balance [28], [29], [2]. Partitioning the edge set leads to bet-
ter heuristics and higher-performing implementations [6].
Edges now belong to a partition, while vertices may be
replicated. Here, rather than minimizing the edge cut, the
optimization criterion is to minimize the amount of vertex
replication, also known as vertex cut.

It is widely assumed that the edge-balance heuristic is
appropriate to balance the computation. Algorithm 1 shows
a simple, locality-preserving edge balancing algorithm for
graph partitioning. We call it partitioning by destination as
edges are assigned to the partition that holds their des-
tination. The algorithm is locality-preserving in the sense
that each partition consists of a chunk of consecutively
numbered vertices. This algorithm is used in disk-based [28]
and NUMA-aware graph processing [2], [9]. We will demon-
strate that it achieves edge balance, but not computational
load balance.
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Fig. 2: The replication factor for a number of graphs and
varying number of graph partitions. Results hold for parti-
tioning by destination[2], [9].

3 MOTIVATION

3.1 Selection of Graph Data Structure
After partitioning a graph, for CSR and COO represen-
tations, multiple edges with same destination vertices of
a graph result in an update of same vertex may happen
at the same time. It is essential to use hardware atomic
operations [30], which load-or-store values in a single step,
to avoid data race during parallelism. The choice of graph
layouts requires the programmer to decide whether an
algorithm runs fastest when traversing the graph in CSC,
CSR or COO.

Implementing a large number of partitions requires care-
ful design of the graph data structures. When partitioning
the edge set, in CSR and CSC layouts, some vertices will
appear in multiple partitions. These are called replicated
vertices [6] or ghost vertices [2]. The replication factor quan-
tifies the number of partitions where a vertex is replicated
because it has incoming edges or outgoing edges that are
assigned to that partition. Figure 2 shows that the replication
factor already becomes significant for 384 partitions: 11.7 for
Twitter and 38.5 for Orkut. Hence, CSR or CSC does not
scale to a large number of partitions due to either edges
or vertices crossing partitions, requiring replication of those
edges or vertices in all relevant partitions [6]. The graph
storage of CSR or CSC is limited by the increasing number of
partitions. COO does not replicate vertices. However, COO
requires all edges must be traversed during each iteration
of graph algorithms, which is prohibitively expensive when
few edges are active [2], [18], [19].

The replicated vertices will bring a high memory pres-
sure when the size of data becomes larger. Also, we need to
consider the overhead of avoiding the data race during COO
and CSR traversal. The overview performance of graph
analytics is heavily influenced by the selection of graph data
structures.

3.2 Load Balance
The load balance of edgeMap and vertexMap are affected
differently by edge-balanced partitioning [9]. Figure 3a
shows a small graph that is partitioned by Algorithm 1.
EdgeMap processes 7 edges in each partition, however,
the number of accessed vertices differs (Figure 3c). This
directly affects vertexMap. We show the solution proposed
by GraphGrind [9] where each partition processes the same
number of vertices, but some of those vertices are accessed
“remotely” in the NUMA system, causing a higher latency
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Fig. 3: Impact of partitioning on EdgeMap and VertexMap.

(Figure 3e). Clearly there is a tension between edge balance
and vertex balance.

A much better situation is achieved if we balance both
vertices and edges. The graph in Figure 3b is isomorphic to
the graph in Figure 3a. It is obtained by relabeling vertices
using our proposed method. Applying again Algorithm 1,
we now obtain edge and vertex balance, which results in
better execution patterns for both edgeMap (Figure 3d) and
vertexMap (Figure 3f).

One may argue that Algorithm 1 is perhaps too simplis-
tic. Note, however, that a key aspect of Algorithm 1 is to
assign consecutive chunks of the arrays to each partition.
This is essential to simplify memory management.

4 GRAPHGRIND DESIGN

GraphGrind is a graph processing system that provides
an automatic graph data structure selection algorithm of
traversing partitioned graphs. It also significantly optimiz-
ing load balance with reordering method.

4.1 Reordering Algorithm Description

The core idea behind reordering of GraphGrind is to per-
form vertex reordering: each vertex is assigned a new se-
quence number in the range 0, · · · , n − 1 (n is the number
of vertices) in a way that enables Algorithm 1 to generate
optimal load balance. As such, vertex reordering precedes
partitioning as top layer. We follow an approach similar
to the multi-processor job scheduling heuristic [31]: place
a set of objects in order of decreasing size, for each ob-
ject selecting the least-loaded partition. The job scheduling
algorithm, however, balances only the cumulative size of
objects (number of edges), but not the number of objects
(vertices) themselves. As such, we extend the job scheduling
algorithm to balance both edges and vertices. Our extension
builds on the presence of zero-size objects (vertices with

ALGORITHM 2: The reordering algorithm of GraphGrind

input : Graph G = (V,E); number of partitions P
output : Reordered sequence numbers

S[v] ∈ 0, . . . , |V | − 1 for v ∈ V and partition
end points u[p] ∈ 0, . . . , |V | − 1 for
p ∈ 0, . . . , P − 1

1 Let w[P] = { 0 }; // tracking edge count in each
partition

2 Let n = |V |; // the number of vertices
3 Let N = maxv∈V degin(v); // the highest degree
// Phase 1. Assign vertices with non-zero

degree
4 for d← N to 1 do
5 Let c[P] = { 0 }; // temporary counts
6 for v ← {v ∈ V : degin(v) = d} do
7 Let p = argmini=0,...,P−1 w[i];
8 c[p] += 1; w[p] += d;
9 for p← 0 to P − 1 do

10 Select c[p] vertices with degree d in order of
increasing original ID and assign them to partition
p;

// Phase 2. Assign vertices with zero degree
11 As in phase 1, but now assign vertices to partition

containing least vertices;
// Phase 3. Calculate new sequence numbers

12 for p← 0 to P − 1 do
13 Assign sequence numbers sequentially to vertices

assigned to partition p in the order they were assigned
in line 10;

zero incoming edges), which are non-existent in the multi-
processor job scheduling problem.

The reordering algorithm of GraphGrind (Algorithm 2)
consists of three phases: In the first phase, it assigns vertices
with non-zero in-degree in order of decreasing in-degree.1

This is performed in two steps in order to maintain any
spatial locality that may exist in the original vertex IDs.
First we determine how many vertices should be assigned to
each partition using the multiprocessor scheduling heuris-
tic. Then we place the required number of vertices according
to their increasing original IDs. This achieves a near-equal
scheduling balance (edge count) and degree distribution in
each partition. In the second phase, zero-degree vertices are
placed. These vertices do not affect edge balance. As such,
we aim to maintain vertex balance during their placement.
We follow a similar two-step approach to maintain local-
ity. The third phase reorders the vertices. It assigns new
sequence numbers to the vertices such that each partition
consists of contiguous vertex IDs. This reordering algorithm
is a stable sorting.

4.2 Reordering Example
Figure 4 shows a short example. It first sorts the vertices
by decreasing in-degree. Second, it assigns vertices one by
one to the partition that has the fewest incoming edges
among all of the vertices already assigned to it. Here, we
pre-calculate how many vertices with the same degree are
placed in each partition, and then assign blocks of con-
secutive vertices to the same partition to improve spatial
locality. When all vertices have been placed, the vertices are
assigned new IDs such that each partition spans a range of

1. From here on, we will refer to in-degree as “degree” for brevity.
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consecutive vertex IDs. This actual reordering is beneficial
for spatial locality. Finally, a new graph representation is
generated using the new vertex IDs. Figure 4 shows that
each partition has 7 incoming edges and 3 destination
vertices.

4.3 Time Complexity of Reordering of GraphGrind
Algorithm 2 consists of three consecutive phases that iterate
over the vertices. In phase 1, loop 6 needs to visit all vertices
with a specific degree. To this end, we first sort all vertices
using a stable counting sort, which takesO(|V |) steps. Lines
7 and 8 are executed once per vertex with non-zero degree.
The min operation takes O(logP ) steps when implemented
with a min-heap. Line 10 will visit each vertex at most once
provided vertices are sorted using a stable sort, as we do.
As such, phase 1 takes O(|V | logP ) steps. Phase 2 is similar
to phase 1 and has the same time complexity. Phase 3 visits
every vertex once in the order assigned previously, which
takes O(|V |) steps. The total time complexity of reordering
algorithm of GraphGrind is thus O(|V | logP ).

Previously studied vertex reordering algorithms are
computationally more complex. The algorithm presented
by Li et al [13] has polynomial time complexity in
|V |. Gorder [14] takes O(

∑
v∈V (degout(v))

2) steps where
degout(v) is the out-degree of vertex v. The time complexity
of RCM is O(N logN |V |) where N is the highest vertex
degree.2 The difference in complexity is evident as these
algorithms solve a more complex problem.

4.4 Graph Traversal Decision Algorithm
The edge traversal procedure is summarized in Algorithm 3.
It makes the following choices: (i) sparse frontiers traverse
the whole graph with CSR data structure; (ii) medium-
dense frontiers use the unpartitioned graph with CSC data
structure traversal; (iii) the most dense frontiers use the
partitioned graph with COO data structure.

4.4.1 Sparse Frontiers
When the frontier is sparse (typically less than 5% of vertices
are active [1]), little computation is done during graph

2. http://www.boost.org/doc/libs/1 66 0/libs/graph/doc/
cuthill mckee ordering.html

ALGORITHM 3: Edge-map decision procedure. degout(v)
is the out-degree of vertex v.

input : Graph G = (V,E) in multiple formats, frontier
F in bitmap format and operation op

side effect : Operation op applied to all outgoing edges of
the active vertices in F

output : New frontier storing active vertices in bitmap
1 if |F |+

∑
v∈F deg out(v) > |E|/2 then // dense

frontier, NUMA-aware
2 traversal of partitioned COO(G,F,op) in parallel;
3 else if |F |+

∑
v∈F degout(v) > |E|/20 then

// medium-dense frontier, NUMA-aware
4 optimization traversal of unpartitioned CSC(G,F,op) in

parallel;
5 else // sparse frontier, Non-NUMA-aware
6 traversal of unpartitioned CSR(G,F,op)
7 end

traversal. A significant time spent is covered by overhead in
control flow. In this case, there is little point in partitioning
the graph [9]. As there is not much useful work performed,
the opportunity to improve locality is low. Moreover, the
state-of-the-art uses CSR in sparse frontiers because it allows
to easily identify the active edges without having to traverse
all [1], [32]. As such, a copy of the unpartitioned graph in CSR
layout is stored for the purpose of a traversal with sparse
frontier.

4.4.2 Medium-Dense Frontiers
Here it introduces a new category of frontier density. A
medium-dense frontier is dense enough to warrant represent-
ing the frontier as a bitmap, yet it is not dense enough
to make a traversal over the COO layout fully efficient.
Edge traversal on a medium-dense frontier is more efficient
when using a CSR or CSC layout as it allows to skip over
edges incident to inactive vertices. When memory local-
ity is addressed, algorithms with medium-dense frontiers
perform best when using a CSC layout. As partitioning by
destination has no effect on the CSC layout, it is immaterial
whether the CSC layout is partitioned or not. Finally, it
chooses not partitioned to remove the vertex replication.

4.4.3 Dense Frontiers
When the frontier is dense the majority of edges will be
traversed. In this case, the COO layout is very efficient. The
graph in a large number of partitions in COO layout is stored.
The storage size of the COO is independent of the number
of partitions. It has a factor of 2 for edges storage results as
each edge stores both source and destination vertex ID.

4.5 Graph Data Structures Decision

Algorithm 3 employs two experimentally defined thresh-
olds to decide traversal method. The 5% threshold for
sparse frontiers is commonly used in the literature. It exper-
imentally determined that a 50% threshold to differentiate
medium-dense frontiers from dense frontiers works reliably
across eight algorithms and eight graphs. The number of
graph partitions in the CSC and COO layouts has an impor-
tant impact on performance. The best degree of partitioning
differs between COO and CSC. As the COO layout takes
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storage independent of the number of partitions, we choose
an aggressive partitioning degree. In contrast, CSC repre-
sentation is not do the partitioning, it needs the partitioning
computation chunk size. The CSC representation is space-
and time-inefficient due to vertex replication. The number
of partitions is necessarily kept smaller for faster execution
time.

This design trades off memory usage against execution
speed. Where the state-of-the-art stores 2 copies of the graph
(CSC and CSR) [1], [2], [22], It stores 3 copies. Note that
the memory requirements are independent of the number
of partitions as vertex replication does not increase memory
consumption when partitioning the CSC and COO schemes
by destination. As such, the memory requirement of our
system is less than double the memory of Ligra.

4.6 CSC Traversal Caching Intermediate Optimization
An extension programming interface with a cache is used
for CSC edge map traversals. While edgeMap may execute
in parallel, it traverses the incoming edges of a vertex
sequentially when the number of vertices is not very large
(less than 1000). Compilers should, in principle, be able to
hold the intermediate updates for the destination vertex’s
value in registers. However, the complexity of control flow
and pointer aliasing prohibits this in practice. GraphGrind
allows the programmer to specify how to cache intermediate
updates for the function Fn. This explicit notation allows
compilers to allocate them to registers and involves a cache
type definition and 3 functions to initialize the cache, to
update it and to commit it to the main state.

Listing 1 shows the Fn operator for PageRank. The
update() function is used when the system knows that only
one thread will update a vertex. This is typically during
a CSC traversal. updateAtomic() is used to rule out data
races during CSR traversal. And the cache is used for cache
intermediate sequential updating. First, the create cache()
creates a cache contains the values of destination vertex.
And then it will update the value to cache values from
source vertex. Finally, the commit cache will pass the value
to destination vertex.

4.7 NUMA Optimization
Graph partitions can enforce NUMA-local access as each
partition can be stored and processed within the confines
of one NUMA node. Prior work has advocated to replicate
frontiers and algorithm-specific data arrays on each NUMA
node [2]. Accordingly, memory accesses are NUMA-local,
except when interchanging data across nodes.

GraphGrind follows a different route, the full graph is
stored in an interleaved fashion over the NUMA nodes. As
the full graph is used with sparsely populated frontiers only,
the memory accesses are few and hard to schedule opti-
mally. The size of sparse frontier is usually small, e.g., only
one or two active vertices of BFS. Small size of frontier leads
to the memory accesses are few and random. The special
allocation of whole graph may be lead to many unneces-
sary waste during sparse iteration. For instance, during the
sparse iteration with special partitioned allocation, there is
only one active vertex, however, the other special allocation
in the other NUMA nodes also need to be traversed, even

Listing 1: Edge operator for PageRank
1 template <class vertex>
2 struct PR Fn{
3 double∗ p curr, ∗p next;
4 vertex∗ V;
5 static const bool use cache = true; // cache is implemented
6 struct cache t { double p next; };
7 PR F(double∗ p curr, double∗ p next, vertex∗ V) :
8 p curr( p curr), p next( p next), V( V) {}
9 inline bool update(intT s, intT d) { // Backward opt.

10 p next[d] += p curr[s ]/V[s ].getOutDegree();
11 return true;
12 }
13 inline void create cache(cache t &cache, intT d){
14 cache.p next = p next[d];
15 }
16 inline bool update(cache t &cache, intT s) { // Backward opt.
17 cache.p next += p curr[s]/V[s].getOutDegree();
18 return true;
19 }
20 inline void commit cache(cache t &cache, intT d) {
21 p next[d] = cache.p next;
22 }
23 inline bool updateAtomic (intT s, intT d) { // Forward opt.
24 writeAdd(&p next[d],p curr[s]/V[s ].getOutDegree());
25 return true;
26 }
27 inline bool cond (intT d) { return true; }
28 };

edge traversal

frontier mgmt

frontier analysis

vertex traversal

frontier analysis

numa
vertex-oriented
vertex-oriented,
NUMA-local
edge-map (dense)

legend

NUMA node
10 32

edge-map (sparse)edge traversal

frontier mgmt

Fig. 5: Schematic of loop structures and their NUMA-aware
scheduling.

there is no work. Hence, interleaved allocation provides a
good compromise for sparse iteration.

Figure 5 shows that graph partitions are spread over
NUMA nodes in such a way that each partition is stored
on one NUMA node and all NUMA nodes hold the same
number of partitions. It also presents that we distribute
vertex arrays over NUMA nodes, storing the element for each
vertex on the same NUMA node as its home partition. As
such, the edgeMap operation that is writing data to a vertex
element performs NUMA-local accesses. This placement
incurs some false sharing, as NUMA placement works on the
granularity of virtual memory pages. As such, a small frac-
tion of the vertices will be placed on a remote NUMA node.
The distribution of vertex arrays may be highly skewed
due to the imbalance of vertices in each partition. Loops
iterating over the vertex arrays, such as vertex-map and
loops that analyze frontiers, are however scheduled such
that the loop iterations are equally spread across NUMA
nodes. While this induces some remote NUMA accesses, it
is far more important to load-balance these loops than it is
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to optimize NUMA-awareness. For PageRank with Twitter
graph, NUMA optimization achieves 5.4% speedup. And for
BellmanFord with Twitter graph, we achieves 8.3% speedup.
In contrast, Our NUMA placement and scheduling rules
guarantee that an edgeMap operation on a graph partition
only writes to vertex array elements stored on the local
NUMA node. Read operations may be remote, but these
have lower impact on performance.

4.8 Parallelism Unit Benefits
Graph partitioning controls parallelism besides locality.
When using partitioning by destination all the incoming edges
of a vertex are located in the same partition and all partitions
have non-overlapping update sets.

It ensures at least as many partitions as there are pro-
cessing cores in the hardware. Each partition is processed
by a single thread. The parallelism unit of GraphGrind is
partition. All the partitions will be traversed in parallel,
all destination vertices could be accessed sequentially per
partition. Due to the non-overlapping nature of update sets
of partitions, it can calculate updates without using hard-
ware atomic operations such as compare-and-set. Atomic
operations are very costly as graph analytics are already
memory bound and the interconnection network between
CPUs is highly loaded. It observed a speedup between 6.1%
and 23.7% by removing atomic operations.

4.9 Implementation
These developed techniques are implemented in Graph-
Grind [9], [17]. It relies on an extension to the Cilk pro-
gramming language and runtime to indicate NUMA-aware
scheduling of loops. Reordering is a top layer of Graph-
Grind to pre-process graph data before partitioning. The
COO layout is always partitioned such that each partition
has the same number of edges.

Edge traversal using the dense operators are performed
exclusively by CPU cores attached to the NUMA domain
that stores the graph partition. Graph partitions are spread
over all NUMA domains. As there is 4 NUMA domains on
our experimental platform, we consider only multiples of 4
and allocate the same number of partitions on each NUMA
domain. Frontiers represented as bitmaps and application-
specific arrays storing attributes of vertices are allocated
across the NUMA domains such that the attributes are
stored on the NUMA domain that will update those values.

5 EXPERIMENTAL RESULTS

We evaluate the benefits of GraphGrind experimentally on
a 4-socket 2.6GHz Intel Xeon E7-4860 v2 machine, totaling
48 threads (we disregard hyperthreading). It has 256 GB of
DRAM. We compile all codes using the Clang compiler with
Cilk support. Contrary to Polymer [2], another derivative of
Ligra, GraphGrind is fully compatible with the Ligra [1] API
and does not require users of the API to code in a POSIX
threading model. We evaluate 8 graph analysis algorithms
(Table 1), using 6 widely used graph data sets (Table 2). We
exclusively present results averages over 20 executions.

3. http://www.cs.cmu.edu/∼pbbs/

TABLE 1: Graph algorithms and their characteristics. Vertex-
/Edge-orientation is used by GraphGrind. Frontiers are
dense (d), medium-dense (m) or sparse (s).

Vertex/Edge Frontier
Code Description orientation density

BC betweenness-centrality [1] vertex m/s
CC connected components using

label propagation [1]
edge d/m/s

PR simple Page-Rank algorithm
using power method (10 iter-
ations) [1]

edge d

BFS breadth-first search [1] vertex m/s
PRDelta optimized Page-Rank for-

warding delta-updates be-
tween vertices [1]

edge d/m/s

SPMV sparse matrix-vector multi-
plication (1 iteration)

edge d

BF Bellman-Ford algorithm
for single-source shortest
path [1]

vertex d/m/s

BP Bayesian belief propaga-
tion [2] (10 iterations)

edge d

TABLE 2: Characterization of real-world and synthetic
graphs used in experiments.

Graph Vertices Edges Type
Twitter [33] 41.7M 1.467B directed
Friendster [34] 125M 1.81B directed
Orkut [35] 3.07M 234M undirected
LiveJournal [34] 4.85M 69.0M directed
uk union [36] 134M 5.51B directed
Powerlaw (α = 2.0) 3 100M 294M undirected

Our analysis focuses primarily on the Twitter and
Friendster graphs as these are the largest real-world graphs
in our study. The other graphs respect the same conclusions.

5.1 Comparison to State-of-the-Art

We compare against the state-of-the-art: Ligra [1], Poly-
mer [2] (Figure 6). We limit the comparison to these systems
as it has been established [2] that Polymer out-performs
Galois [30] and X-stream [29]. Results for BC on Polymer are
missing as Polymer does not provide an implementation for
this algorithm.

Figure 6 shows that GraphGrind out-performs by a sig-
nificant margin Ligra and Polymer. For vertex-oriented algo-
rithms, this is due to (i) using a non-partitioned CSR layout
for traversals with sparse frontiers, (ii) enhanced memory
locality by using 384 partitions in the CSC computation
chunk size and (iii) reordering vertex index of graph to
imporve load balance per partition. Speedup for the vertex-
oriented algorithms ranges up to 2.81× over Ligra, and up
to 2.55× over Polymer (BFS, BC and BF with 6 graphs in
Table 2).

Edge-oriented algorithms benefit from the enhanced
memory locality due to graph partitioning and sorting edges
using CSR order with reordering to improve load balancing.
Using a non-partitioned CSR layout for the sparse iterations
is again beneficial. For uk union graph, we achieve 210%
over Ligra and 94% over Polymer for PR. The speedup
ranges up to 10.4× over Ligra, and up to 8.3× over Polymer.
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Ligra and Polymer both need to ask programmers to
select faster graph data structure by themselves. This pro-
cess is required to spend much more time for testing differ-
ent graph data structure performance. Compared to Ligra
and Polymer, GraphGrind removes this testing process by
providing an automatic data structures selection algorithm,
which provides a faster execution time.

5.2 Graph Data Structure Options

5.2.1 Partitioning with CSC, CSR or COO
Because of the memory limitation, CSR format cannot al-
ways increase the number of partitions for fast execution

time. Figure 7 shows that if the number of partitions is less
than the number of threads, CSR and COO need atomics
to avoid data race when traversing vertices in parallel per
partition, the performance will be slower than CSC for-
mat without atomics. After 48 partitions, partitioned graph
could be traversed in parallel without atomics using COO,
which ensures one partition will be traversed in one thread.
Compared to CSC format, COO is faster than CSC up to
speedup 16%. Hence, for a large number of partitions, COO
is a better choice for faster execution time with less memory
pressure.

5.2.2 Medium-Dense Frontier

GraphGrind uses medium-dense frontier for the situation
that is not dense enough to make a traversal over the COO
layout. The algorithms have many iterations with medium-
dense frontiers benefit most, up to 6.2% for uk union graph.
The speedup is modest, but consistently positive. It more-
over requires no user intervention. Figure 8 shows the per-
formance of varying threshold for medium-dense frontier.
Dense frontier uses 5% as default value. In the beginning,
GraphGrind achieves the improvement by increasing the
medium-dense frontier threshold. Since the size of some
frontiers is not dense enough to use COO by traversing all
the edges. Medium-dense frontier use unpartitioned CSC to
reduce the overhead of traversing all edges. After 50%, the
execution time is slower, because there are more iterations
using CSC layouts. However, most of them have many ac-
tive vertices and edges, more than 50%. Hence, GraphGrind
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selects 50% as medium-dense frontier threshold based on
our graph datasets

5.3 Balanced Degree Distributions
Besides balancing vertices and edges, reordering of Graph-
Grind also balances the degree distribution in each partition.
We calculated the power law exponent (α) for each partition
using a least-squares fit (Figure 9a). A sizeable proportion
of partitions in the original graph are a bad fit to the

TABLE 3: Architectural events for vertexmap and edgemap:
cache misses serviced from the local NUMA node, from
the remote NUMA node (Rmt) and TLB misses. Numbers
expressed as MPKI.

App. Order
Vertex Map Edge Map

Local Rmt TLB Local Rmt TLB

Tw
it

te
r

PR
Ori. 4.5 4.1 0.02 11.1 9.3 8.3
VEBO 6.9 1.6 0.01 12.0 12.2 9.4

BF
Ori. 2.5 2.0 0.03 9.1 11.0 11.5
VEBO 3.6 0.5 0.01 8.9 10.6 11.2

Fr
ie

nd
st

er

PR
Ori. 8.3 3.3 0.01 33.0 28.7 34.8
VEBO 9.0 2.2 0.008 21.4 19.3 10.1

BF
Ori. 6.0 1.5 0.02 27.0 20.5 23.6
VEBO 6.6 0.8 0.01 22.6 16.7 20.2
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Fig. 10: Execution time of Gemini and GraphGrind using
384 partitions in GraphGrind with varying configurable
parameter (α) of Gemini.

power-law distribution. Partitions of the original graph have
widely varying degree distributions, while reordering of
GraphGrind ensures partitions have equal degree distribution.

The skewedness of the degree distribution impacts on
execution time. We plot how execution time varies with α
and indicate which partitions are a bad fit to the power-
law distribution (Figure 9b). For the partitions that fit well,
a general trend emerges that execution time increases with
increasing α. Higher α values imply that there are more low-
degree vertices, which confirms that low-degree vertices
require more processing time than high-degree vertices.

5.4 Load Balance in edgeMap and vertexMap

Reordering of GraphGrind simultaneously balances edges
and vertices and so load balances both edgeMap and ver-
texMap. The performance benefits are, however, different.
Table 3 shows the summary statistics across the edgeMap
and vertexMap operations for Twitter and Friendster with
PR and BF. These statistics are collected per thread and
correspond to the execution of 8 consecutive partitions.
Local and remote cache misses as well as TLB misses are
significantly reduced, except of PR for Twitter. Reordering
of GraphGrind generally improves memory locality during
edgeMap, even though this was not part of the optimization
criterion.

Vertexmap benefits from load balancing rather than lo-
cality. GraphGrind spreads the iterations of the vertexMap
loop equally across all threads [9]. Arrays accessed by
vertexMap, however, are distributed over the NUMA nodes
according to the graph partitions. This causes a high number
of remote cache misses because Algorithm 1 induces im-
balance in the number of vertices per partition. Reordering
of GraphGrind ensures that all partitions have an equal
number of vertices. As such, each thread mostly accesses
NUMA-local data, which explains the reduction in remote
misses.
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TABLE 4: Distribution of active edge over partitions for the
sparse iteration in BFS of Twitter graph using 384 partition.
S.D. is standard deviation. Active Edge/Part is the number
of active edges per partition assuming uniform load balance.

Iteration 3 4 5 6 7
Active Edge 7986019 6872249 636055 54173 5926

Active Edge/Part 20797 17896 1656 141.1 15.43

Min
Orig. 0 0 0 0 0

VEBO 0 2533 194 5 0

Median
Orig. 541.5 13025 742.0 46.00 0.000

VEBO 10114 16448 1486 127.0 11.00

S.D.
Orig. 79964 20539 3175 249.9 34.78

VEBO 60525 16571 2462 170.5 25.93

Max
Orig. 1114127 148077 50780 3688 445

VEBO 1112832 304976 44647 3216 370

5.5 Space Filling Curves
The dense frontiers of GraphGrind use the COO, which
could be the same as if using CSR or CSC. Alternatively,
ordering edges using the Hilbert space filling curve gives a
significant performance boost [17]. However Hilbert order
is a heuristic, which has been studied mostly for dense
matrix algebra [37], [38]. We have found that (i) there exist
cases where Hilbert order degrades performance; (ii) the
effectiveness of Hilbert order depends on the number of
non-zeroes. To the best of our knowledge, neither of these
properties are adequately covered in the literature.

We sort all vertices from high to low degree and par-
tition the resulting graph into 384 partitions using Al-
gorithm 1. We compare the performance of this high-to-
low order against reordering of GraphGrind for PageRank
(Figure 11a). The first partitions contain the vertices with
the highest degrees, which are processed faster than a
partition with a mix degrees of reordering of GraphGrind
The last partitions contain exclusively degree-one vertices
and are processed up to three times slower than reordering
of GraphGrind. This demonstrates that Hilbert order is
more effective when the in-degree of vertices is high. High
degrees imply more opportunity for reuse of data, which
admit memory access order optimization.

Next, we compare Hilbert order to the traversal order
of CSR, i.e., by increasing source vertex ID (Figure 11b).
CSR order admits faster processing for partitions 0–360
(approximately). Thus, for high-degree vertices the CSR
order is more efficient than Hilbert order.

As reordering of GraphGrind creates nearly the same
degree distribution in each partition, it is expected that CSR
order is more efficient than Hilbert order. We have modified
GraphGrind accordingly to change the edge order in the
COO representation to CSR order. This change consistently
speeds up the algorithms with dense frontiers. Final results
are shown in Figure 6.

5.6 Sparse Frontiers
A frontier is typically considered sparse if fewer than 5% of
the edges are active [1]. Sparse frontiers are executed with
dedicated graph traversal code that aims to visit only the
active edges. As there are few active edges, it is statistically
hard to obtain a balance of active edges between partitions.
Table 4 shows the distribution of active edges per round
of BFS when using 384 partitions (distribution of active
destinations shows similar trends). We focus on rounds 3–7,

which are most critical for performance. The table shows the
number of active edges in each round and the target active
edges/partition, which corresponds to smooth load balance.
We show the minimum, maximum, median and standard
deviation of the active edge balance of the partitions. The
original graph shows a high imbalance across partitions, as
evident from the statistics. The reordering graph reduces
standard deviation up to 1.5x, and reduces the gap between
minimum and maximum.

5.7 Comparison with Gemini

Gemini [39] balances α*|Vp|+|Ep| for vertex-chunk partition-
ing, where α is a configurable parameter. This hybrid met-
ric considers both owned vertices and dense mode edges.
α=0 corresponds to edge-balancing (Algorithm 1), while
α = ∞ corresponds to vertex-balanced partitioning [9]. A
good value of α must make a balance between these two
extremes.

It is hard to identify a single value of α that satisfies
all algorithms and graphs. For edge-oriented algorithms,
like PageRank, the best α for Twitter is 16 (Figure 10a).
For vertex-oriented algorithms, like BFS, the execution time
continuously reduces with increasing α (Figure 10b). The
best α is thus fairly large. If we conceptually set α=∞,
we obtain vertex-balanced partitioning, which is used by
GraphGrind for algorithms, like BFS. The Gemini heuristic,
however, cannot improve over vertex balancing for these
algorithms. We observe that, with the best value of α, the
Gemini heuristic does not perform better than GraphGrind.

5.8 Unit of Parallelism Benefits

Atomics are unnecessary in the CSC layout due to grouping
edges by their destination. They are unavoidable when
using COO due to partitioning by destination. However,
atomics can be avoided for COO when a partition is pro-
cessed by one thread exclusively. In our experiments, this
happens for 48 partitions or more as we evaluate using
48 threads. The COO layout scales to a large number of
partitions. All algorithms and graphs observe incremental
performance benefits up to 384 partitions (Figure 12). Hence,
GraphGrind traverses the partitioned graph using COO for-
mat in parallel. All edges of each partition will be traversed
sequentially without atomics GraphGrind achieves speedup
up to 2.4× over GraphGrind with atomics

5.9 CSC Caching Intermediate Optimization

CSC data structure is used for the medium-dense frontier.
GraphGrind allows programmers to define a cache, which
allows the compiler to store intermediate values in registers
(the cache) and avoid memory accesses. This optimization
is relevant only during CSC graph data structure traversal.
Figure 13 shows that for some algorithms, other algorithms
have similar performance, when applicable, cache results in
a speedup between 2% and 15%.

6 RELATED WORK

Smart development for partitioning is required, and often
this is done by big data processing [?], [?], [?], [?]. Together
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Fig. 11: Processing speed as a function of the in-degree. First iteration of PR on Twitter shown.
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Fig. 13: Speedup due to holding intermediate values in
registers.

with smart optimization, it can process data fast and well.
Graph partitioning approaches are used in distributed mem-
ory systems vs shared memory systems. Communication
cost dominates distributed memory systems, hence edge cut
and vertex replication are minimized [6], [40].

Streaming partitioning algorithms partition the graph in
a single pass using a limited amount of storage [24], [27].
These algorithms compute approximations to the optimal
partition of similar quality to METIS [11] in a fraction of
the time [27]. Gonzalez et al proposed vertex cut, a paral-
lel streaming partitioning algorithm that minimizes vertex
replication [6]. Li et al [13] and Bourse et al [12] proposed ef-
ficient edge-balanced partitioning methods. Bourse et al [12]
moreover investigate the interplay between edge balance
and vertex balance, which is non-trivial if edge cuts are
simultaneously minimized.

PowerLyra [40] differentiates high-degree vertices from
low-degree vertices and applies different partitioning meth-
ods. It aims to minimize the replication factor. Our reorder-
ing is different. It explicitly avoids minimizing replication
factor and edge cut as this is computationally demanding. It
is likely that reordering of GraphGrind can further improve
PowerLyra because it is easier to minimize the edge cut
when the high-degree vertices are processed first. Moreover,
PowerLyra is a distributed design, which is known not to
be applied to shared memory systems [40] (Chen, R. passed
communication, 2018).

Vertex reordering aims to exploit the degree of freedom
in vertex IDs. SlashBurn [41] exploits the hubs and their
neighbors to define an alternative community different from
the traditional community. LDG [24] is a heuristic streaming
partitioner for large distributed graphs. However, they do
not consider load balance based on the characteristics of
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graph processing system.
Edge reordering changes the order of edge traversal.

Switching between CSR and CSC [22] is an edge reordering
optimization. Space-filling curves tend to increase tempo-
ral locality [20]. Extensive partitioning (a.k.a. segmenta-
tion [42]) of CSR and CSC representations also improves
temporal locality [17].

7 CONCLUSION

The established heuristic to balance the processing time
of graph partitions is to create edge-balanced partitions.
GraphGrind differs from prior work by controlling the order
of iteration over edges. Each partition will be traversed per
thread in parallel, and each vertex is updated sequentially
per partition. The partitioning algorithm is designed such
that each vertex is updated by at most one thread, obviating
the need for synchronization and the use of costly hardware
atomics.

This paper presents a combination of COO, CSR and
CSC graph data structures. This paper identifies a third
frontier type, medium-dense frontiers, which are highly pop-
ulated but nonetheless benefit from an indexed graph rep-
resentation such as CSR or CSC. GraphGrind proposes a
fully automated selection of traversal direction based on the
density of frontier iteratively. Prior work has not answered
in a conclusive manner [1], [22], the reason why a backward
or forward traversal order is faster. We demonstrate that
frontier density and memory access order are important
factors.

We also have demonstrated that edge-balance alone does
not create good load balance and that considering vertex-
balance along with edge-balance improves load balance sig-
nificantly. Moreover, our results show that minimizing edge
cut or vertex replication is not necessary on shared memory
systems, and by extension on shared memory subsystems
in distributed graph processing. We design a top layer of
GraphGrind, a vertex reordering algorithm for joint vertex,
edge and degree distribution balancing and demonstrate
that it achieves excellent load balance for graphs with a
power-law degree distribution.

8 FUTURE WORK.
Distributed memory systems. All methods of GraphGrind
are optimizing load balance and memory locality of CPUs.
Hence, all methods can be applied in distributed memory
systems, which is useful to deal with the increasing volume
of graph data.

Graph layouts. There is not a complete understanding
of how graph layouts may result in additional speedup
of graph analytics. Ligra [1], [32] proposes a composite
framework with CSR and CSC graph layouts. However,
Ligra requires that the programmer simulates both layouts
and selects the faster one as target layout. It is an interesting
direction to study why different graph layouts have differ-
ent execution time in graph analytics.

Graph reordering. While reordering of GraphGrind im-
proves load balance, there still remain unknown factors that
affect the processing time of a graph partition. Identifying
those factors may lead to still higher efficiency.
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