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Abstract

Load forecasting remains a challenging problem in power system operation due to the growth
in low carbon technologies and distributed small scale renewable generation. Addressing this
challenge, this thesis explores of a number of load forecasting methodologies for short-term
day-ahead load forecasting under these new conditions using data from the Northern Ireland
(NI) and New York (NY) state power systems as case studies.

Motivation for the selection of key model structures, in particular the same day last week
(SDLW) structure, which is employed with various model topologies throughout the thesis,
is derived from a detailed analysis of the characteristics of these load time series. Key re-
lationships with explanatory variables are investigated and selection of the most appropriate
inputs for both linear and non-linear methods is undertaken through a greedy forward selection
methodology.

Well-established linear methods are assessed for their effectiveness at predicting recent
demand trends. Several novel schemes are implemented within the field of linear modelling,
achieving reasonable performance for low complexity models. Adopting a sliding window
framework to limit the training data to the most recently available, proves to be an effective
technique for addressing the non-stationary nature of the time series with models delivering
2.58% and 4.81% MAPE on day-ahead forecasts for the NI and NY datasets, respectively
(excluding holidays). Predict-correct is proposed as a solution for holiday impacted data and
results demonstrate that it reduces errors for these days by approximately 50%.

Non-linear models yield significant performance improvements for exogenous input multi-
layer perceptron (MLP) models which include no historical load input term (9.76% to 3.16%
MAPE for NI and 6.42% MAPE to 4.65% MAPE for NY) to the extent that they are competi-
tive with several SDLW linear and decision tree models. The gains for SDLW MLP models are
less distinct. Nevertheless, they remain the preferred method in comparison with their linear
counterparts (achieving 2.46% MAPE for NI and 3.39% MAPE for NY, excluding holidays).

Two state-of-the-art deep learning techniques are investigated to assess their utility for
load forecasting, namely, convolutional neural networks (CNNs) and long short term memory
(LSTM) networks which are representative of the most successful models in machine learning
competitions and the most promising for time series prediction problems. It emerges that,
while these networks show competitive results on the full dataset in comparison with equivalent
MLPs, the gains in performance are marginal. Therefore, it is difficult to justify their use due
to the computational complexity involved in training them.

Finally, an ensemble model based forecasting approach is explored, leveraging the predic-
tions of the best performing linear, non-linear and deep learning forecasting models developed
in the thesis. The overall conclusion is that combining the output of several individual predic-
tors improves on the performance of a single predictor. An MLP based non-linearly weighted
ensemble model achieves state-of-the-art MAPE performance of 2.63% and 3.34% for the full
NI and NY datasets, respectively.



Nomenclature

Abbreviations

NI Northern Ireland

NY New York

SONI System Operator for Northern Ireland

NYISO New York Independent System Operator

ISEM Integrated Single Electricity Market

MW Megawatt

kW Kilowatt

PV Photovoltaic

MAPE Mean absolute percentage error

MAE Mean absolute error

MOFE Maximum over-forecasting error

MUFE Maximum under-forecasting error

MSE Mean squared error

RMSE Root mean square error

DHI Diffuse horizontal irradiance

HDD Heating degree days

CDD Cooling degree days

SDLW Same day last week

(O)WC (Offline) weather corrected

EI Exogenous input

FSR Forward selection regression

SW Sliding window

TL Time-localised

MLP Multilayer Perceptron

TB Tree bagger

RF Random forecast

CNN Convolutional neural network

RNN Recurrent neural network

DL Deep learning

LSTM Long short term memory
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Symbols

φ Set of sample indexes

φp Set of sample indexes from φ not affected by holidays

y(k) Actual load (MW)

ŷ(k) Predicted load (MW)

wd(k) Weekday

dc,s(k) Daily cycle, cosine and sine waves

ac,s(k) Annual cycle, cosine and sine waves

t(k) Air temperature (◦C)

td(k) Air temperature lagged by d hours (◦C)

t̄a(k) Average air temperature over a hours (◦C)

s(k) Sun duration (fraction of half hour)

Ir(k) Clearsky diffuse horizontal irradiance (DHI)

v(k) Wind speed (◦C)

dir(k) Wind direction

vis(k) Visibility

h(k) Humidity

ir(k) Potential solar irradiance

bs/w(k) Binary indicator of a sunny or windy day

x(k), x(k − 7d) Denotes the current sample instant and the value 7 days previously

for a given quantity x, where d represents a full day, i.e. 48 samples

p MLP input vector

h MLP hidden layer outputs after activation

q MLP output layer outputs before activation

NI MLP number of input vector neurons

NH MLP number of hidden layer neurons

vj MLP weights vector for input layer neuron j

wk MLP weights vector for hidden layer neuron k

bj MLP hidden layer neuron j’s bias

φj MLP hidden layer neuron j’s transfer function

E(t) MLP cost function

NB TB number of trees in a decision tree

TB TB complete tree ensemble
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pk LSTM input vector at the kth iteration

hk−1 LSTM hidden state

ck LSTM cell state

Uj LSTM weights vector on input vector at gate j

Vj LSTM weights vector on hidden state vector

Wj LSTM weights vector on output state

ik LSTM input gate

fk LSTM forget gate

ok LSTM output gate
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Chapter 1

Introduction

Load forecasting is a crucial building block for power system operators to facilitate safe and
efficient operation and management of the network at every instant in time. A fundamental
principle is to ensure that an adequate supply of energy is available for customers in order to
maintain the balance between supply and demand.

1.1 Forecasting horizons

Various utility departments require load forecasts for different purposes. Forecasts may be
divided into three principal categories: short, medium and long-term. Short-term forecast-
ing is up to one day ahead, medium-term typically takes several months into consideration,
and any period further than this is long-term. Short-term forecasts feed into the instanta-
neous balancing of supply and demand. Trading in electricity markets is another purpose for
which these types of forecast are required. Both medium and long-term have similar end uses;
their purpose is to inform decisions surrounding network operations, purchasing fuel for power
stations, capacity planning and development of infrastructure, and financial budgeting. Al-
though these longer types of forecast receive less attention than their well-reported short-term
counterparts, their inaccuracy has huge financial implications and may result in either wasted
investment by construction of new generation facilities when over-estimation is involved, or a
deficit of supply capability when under-forecast.

1.2 Balancing the power grid

Instantaneous balance between supply and demand must be maintained by power system
operators at all times (see Figure 1.1). This is the responsibility of the System Operator
for Northern Ireland (SONI) in Northern Ireland (NI), EirGrid in the Republic of Ireland
(ROI), National Grid in Great Britain (GB), and the New York Independent System Operator
(NYISO) in New York state (NY), for example.

Implications of not maintaining this balance are negative both technically and financially.
If they are not matched at every instant, constant frequency cannot be maintained. Each
country’s power system must operate at the statutory alternating current frequency, in order
to synchronise the operating rotational speed of electrical machines, and prevent damage to
consumer equipment. In the UK and ROI, the system frequency is 50 Hertz and in the US it is
60 Hertz. Networks are limited to small frequency deviations of ±0.5 Hertz from the set level,
beyond which control actions are taken. The key factor with regard to equipment protection
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Figure 1.1: Power system frequency is limited to small frequency deviations of ±0.5 Hertz from the
set level. This is undertaken by matching supply and demand at every instant in time and ensures
stability and safety of the power network (reproduced from [1])

is that power system equipment is synchronised across the grid. Therefore, frequency relays
are incorporated in the design of network protection to automatically disconnect load if the
frequency drops below statutory limits. The upper statutory frequency limits are adhered to
more easily by adjusting generator output.

From a financial perspective over-forecasting, i.e. predicting more power than is needed,
results in too many generating units being started, leading to a surplus of production and
unnecessary expenditure. Under-estimating the required demand, is a consequence of having
a greater load than anticipated and a corresponding deficit of electricity. When this occurs
the system operator has to purchase potentially expensive peaking power to make up the
shortfall at a cost which is much greater than the market price. Both these situations lead to
sub-optimal scheduling of generation and create technical challenges for the operator.

In 2008, the Electric Reliability Council of Texas [2] reported on a power system event
which required them to respond to a large ramp down of wind generation with a quicker than
expected evening demand ramp-up in order to maintain the load/generation balance. The
event saw them call on reserve capacity and shed the load of electricity consumers who agree
to act as emergency curtailment loads. The report concludes that a more accurate generation
and demand forecast could have easily avoided the need for the emergency response. In
September 2011 in South Korea, a heatwave saw demand for power rise exponentially. Lack of
generation available to meet the increase in demand due to the heatwave (which was forecast
days earlier), disrupted power supply to over 1.5 million in South Korea [3]. Such scenarios are
infrequent but they serve as an extreme examples of the potential consequences of imbalance
and, by implication, the necessity of accurate load forecasts.

Hong [4] based his estimation of the economical benefit gained from improving short-term
energy forecasting on analysis of the NYISO electricity market over a ten year period from
2005-14. He calculated that a 1% improvement would translate to a saving of approximately
$300,000 per year for a utility with a 1-gigawatt annual peak load. In another study conducted
by Ortega-Vazquez and Kirschen [5] on the topic of the cost analysis of forecasting accuracy, the
impact of improving the forecast from 5% to 1% mean absolute percentage error is determined
to be a savings of around 0.36% in the operating costs of the system.



Electricity markets 3

1.3 Electricity markets

A wholesale electricity market is where electricity is traded in a similar manner to other com-
modity markets. Until October 2018, the Single Electricity Market (SEM) was the wholesale
electricity market in operation on the island of Ireland, combining trading in the Republic
of Ireland and Northern Ireland. The market was set up in 2007 as a central pool in which
generators submitted bids for capacity and selling price to the Single Electricity Market Op-
erator (SEMO). SEMO stacked the bids in order of the least expensive to the most expensive
until the following day’s forecast demand was covered. The most expensive generator called
on during each half-hour period, set the energy price paid to all generators which provided
electricity during the delivery period.

The Integrated Single Electricity Market (I-SEM) is a new market which was introduced in
October 2018 on the island of Ireland. European Union legislation aims to improve electricity
market coupling across Europe. This should create opportunities to increase price competition
with an additional benefit of greater security of supply to customers through the interconnec-
tions. Compliance with this legislation was the main driving force behind the implementation
of the I-SEM market. Similar electricity markets are administered in GB and NYISO.

In organised auctions, generators submit offers for the price they are willing to sell the
electricity they generate based on the cost of running their plant. Suppliers make bids for
the amount of electricity they wish to purchase for their customers based on their demand
forecast. Markets are traded on a half-hourly basis and there are various markets available in
which to trade. The day-ahead market is the dominant market and trading closes at 11am for
the following day time-period. Bids are aggregated by SEMO to set the market price for each
settlement period. This will take into account the price difference between the I-SEM and GB
markets to ensure the optimal use of the interconnectors in order to allow cost-efficient power
flow, i.e. exporting from the lower priced market to the higher priced market. The aggregated
bids are also used by the transmission system operators (TSO) to verify the feasibility of the
schedule and ensure it lies within transmission constraints. They determine the best way to
distribute the power. Intra-day auctions permit market participants to adjust their physical
positions and create trades much closer to the period of delivery. Both generators and suppliers
have to match their actual generation or usage with their traded position or they are liable for
the difference in the costs from the balancing market - the Imbalance Settlement Price (ISP).
The ISP is calculated from how much it costs the TSO to balance supply and demand. In
cases which require the TSO to call up generation at short notice, the balancing price may be
very expensive. Other scenarios (for example, when there is a large amount of wind generation
available on the network) result in a low balancing market price.

Since the introduction of ISEM in 2018, several events have demonstrated the crucial
importance, for both TSOs and suppliers, of accurate day-ahead forecasting. Amber alerts
have been issued four times which are issued when the system margin is at a level where the
loss of the largest generation would result in significant frequency deviation or failure to meet
the system demand. The alerts indicate a potential compromise to the security of supply to
the customer and have seen the ISP spike to 3,774 euros/MWh on the 24th January 2019 [6].

Wholesale electricity markets in NY are administered in a similar manner by NYISO.
NYISO is required to hold 2,620 MW of half-hourly reserves in the state and the price per
MWh rises dramatically if the shortage of reserve increases. For example, for a 300 MW
shortage the price is $25/MWh, between 655 and 955 MW it is $200/MWh, and $750/MWh
if the shortage is more than 955 MW [7]. It was also reported that day-ahead prices were
lower on average than real-time prices in 2018.
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(a) 2016 [8] (b) 2018 [9]

Figure 1.2: Fuel mix for generation in NI in 2016 compared to 2018

Management of such financial and security risk exposure can be achieved with the use of
accurate day-ahead forecasts.

1.4 Challenges for Modern Power System Operation

Historically, the power system was built as a centralised system, where a small number of
large conventional sources of power, such as coal power stations, provided power to meet
the demand (see Figure 1.3(a) for an overview of the traditional power system paradigm).
Renewable energy sources are increasingly being incorporated in power systems in an effort
to reduce CO2 emissions and reliance on fossil fuels. Pie charts in Figure 1.2 present the fuel
mix used for electricity generation in NI in 2016 compared to 2018. Renewable sources of
electricity generation rose from 23% of the total consumption in 2016 to over 36% in 2018.

Electricity from these sources are generated in a variety of locations around the country (eg.
hydro and wind turbines require high altitude locations for optimal generation) typically in
weaker areas of the network which are far from the point of use in towns and cities. Therefore,
renewable energy is decentralising power generation. The European Directive of 2009 [10]
which promotes the advance of renewable energy technologies, has led many governments to
introduce incentives for individuals to install residential small-scale generators such as wind
turbines and photovoltaic (PV) panels. This generation is used locally or fed into the grid
and is non-controllable and unmetered by system operators. Consequently, the generation of
renewable energy is embedded in the system.

The sudden drops and surges of electricity generated from renewable sources cause fluctua-
tions in demand due to their weather dependent nature. Cloud on a sunny day will reduce the
output of solar generation and a temporary change in wind speed on a windy day will affect a
wind turbine’s output. However, the relationship between weather variables and the amount
of renewable energy generated is more complex than this. The temperature has been shown to
be a factor in the performance of PV modules [11] while humidity and air temperature change
the air density, affecting the production of wind power [12]. Further challenges to predicting
the amount of renewable generation arise due to the lack of information on the amount, exact
location, orientation and surroundings of small-scale generators. Hence, much more informa-
tion is required to accurately predict the net demand needed from traditional power plants in
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(a) Traditional power system

(b) Current/future power system

Figure 1.3: Traditional power system overview with the centralised generation flowing through the
transmission network, to the distribution network and finally to consumers. This is compared to the
current and future view of the power network which contains many more impacting factors such as
distributed, fluctuating generation and storage plants (reproduced from [13]).

order to commit generators in advance. Allowing for more wind or PV energy than is actually
produced will lead to costly adjustments in order to make up the deficit. More wind or PV
energy than is expected results in unnecessary commitment from traditional power plant units
when there are low carbon sources available. Units must be de-committed to accommodate
the changes in the wind/PV output.

Furthermore, technologies which impact demand variability are another dimension of the
load forecasting challenge. Electrification of vehicles, remote control and automation of sys-
tems, smart meters, battery power storage, and demand response are a few examples of the
challenges arising from the advances in technology in recent years. These have led to dramatic
changes in power system behaviour in terms of system dynamics, generation dispatch and
load profile characteristics. These are expected to continue to impact the long term energy
scenario.

Figure 1.3(b) presents a comparison view of the expected long term energy scenario con-
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taining an increasing number of factors which influence demand. This complex paradigm
presents new challenges for efficient and secure power system operation. Better forecasting
mechanisms will allow optimal planning to maximise the benefits of renewable generation.

1.5 Aims and scope of thesis

Motivated by the importance of forward scheduling of generation to balance the system eco-
nomically and make the best use of renewable generation, the primary focus of this thesis is to
forecast short-term day-ahead electricity demand. Northern Ireland power system data from
2014-2017 serves as the main case study for this work. However, it is important to note that
each power system has its own unique characteristics, therefore, to assess the generality of
the results, the methods investigated are also evaluated on a second case study, data from the
New York State Power System from 2013-16.

Existing load forecasting models have been found to struggle to achieve accurate predictions
in the presence of the power system changes. This is attributed to two factors: existing
models do not include variables that are predictive of renewable generation output, and; the
underlying relationships are increasingly non-stationary due to the rapidly changing power
system characteristics. This thesis seeks to address the challenges outlined by developing and
evaluating a range of traditional and state-of-the-art frameworks that are attuned to these
new conditions.

Traditional linear models are a popular, ‘first-principles’ choice for load forecasting due
to their simplicity and interpretability. Identification of appropriate variables may be easily
undertaken in a robust, systematic way. In an effort to model complex relationships between
explanatory variables and the demand, and enhance predictive capacity, model selection is
extended to non-linear topologies, namely Multilayer Perceptron (MLP) and Tree Bagger
(TB) decision tree models. A key challenge discovered in the use of non-linear models is that
determining the appropriate model inputs can be computationally prohibitive. The strategy
for variable selection must be a trade-off between a thorough exploration of the potential model
permutations and computational power. The current wave of forecasting model development
and the focus of much ongoing research into their merits for a variety of applications are
deep-learning models, in particular Convolutional Neural Networks (CNNs) and Long Short
Term Memory (LSTM) architectures. Adapting them to the load forecasting paradigm is a
logical proposal. Finally, motivated by the understanding that no individual type of model will
provide a perfect solution, ensemble modelling techniques which seek to combine the outputs
of multiple models in order to achieve better predictive capability are also explored.

1.6 Thesis Contributions

The thesis provides new insights into the effectiveness of existing and the potential of emerging
technologies for short-term forecasting of demand on modern power systems. In particular:

• Analysis of load dependency on explanatory variables is conducted for both the NI
and NY power systems. The observations direct the focus towards the primary model
structure employed throughout the thesis - the same day last week structure.

• Based on the differences observed between the datasets that indicate that models for each
dataset must be fine-tuned in terms of variable selection and structure, an investigation
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is undertaken in the context of linear and non-linear modelling to yield appropriate re-
gressors for each time series and structure. In particular, renewable generation variables
are introduced to address the current load forecasting challenge.

• The non-stationary nature of the time series is addressed in the selection of model
training periods. The training period of all the models is limited to the most recent
data only (each year x is predicted using a model trained on year x − 1). This theme
is further explored for linear models by adopting a sliding training window framework,
the length of which is optimised in the study.

• Mitigation of the errors yielded by holiday effects by the implementation of exogenous
input only models and the predict-correct scheme. This permits full coverage of the time
series by providing a solution for some of the largest forecasting errors.

• Adoption of non-linear models to address the non-linear relationships between the load
and explanatory variables for both same day last week and exogenous input model
classes. Optimisation of these types of model are facilitated by the extensive testing of
non-linear variable selection methods. Furthermore, the more complex model structure
allows exogenous input models to achieve a much greater degree of accuracy, competitive
with several same day last week model structures.

• Deep learning techniques, which have shown remarkable results in their application to
a variety of problems, are considered. Two types which are determined to have the
potential to provide promising results in terms of load forecasting are implemented,
namely, CNNs and LSTMs. Endeavour is made to understand the mathematical pro-
cesses behind these modelling techniques in order to capitalise on the structure, and set
up experiments which permit a full investigation into their predictive capacity. This con-
tributes to maturing the ongoing discussion surrounding deep learning methods which
have not yet been fully explored in the context of load forecasting.

• A number of stacked ensemble modelling approaches are compared and demonstrate that
significant gains are achievable by combining predictors in a multi-model framework.
An MLP based non-linearly weighted ensemble is shown to be the best overall load
forecasting model of all the approaches considered in the thesis.

A key strength of the work is the application of the research to two different datasets
providing substantial material for evaluation of the methodologies and a solid basis for the
conclusions of the study. Both datasets contain several years of data. The primary dataset
is not publicly available which ensures novel application and new insights into traditional
demand forecasting methods. Additionally, in the application of traditional models in this
thesis, novelty is added in the form of: 1) the frameworks used in the linear chapter and 2)
the extensive study to determine the best set of variables in the non-linear chapter. Deep
learning techniques are a new area of research and have only been applied to load forecasting
to a limited extent. An important contribution of this thesis in the deep learning chapter is
the in-depth analysis into their mathematical structure which permits them to be applied in
an informed way in order to maximise their potential. The literature on stacked ensemble
learning for demand forecasting is limited and the conformal learning based approach has, to
the writer’s knowledge, not been considered previously for this application.
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1.8 Outline of thesis

The remainder of this thesis is organised as follows and illustrated in Figure 1.4. Chapter
2 presents an overview of the literature. In Chapter 3, the Northern Ireland and New York
load forecasting case studies are introduced. Preliminary analysis of the characteristics of
the demand time series’ are presented and a candidate set of potential variables to describe
demand variability are identified. In Chapter 4, linear load forecasting methods are evalu-
ated for both the NI and NY case study datasets. A specific structure of weather-corrected
same-day-last-week linear models is the primary focus of the chapter. However, as such a
model is unable to recognise the impact that anomalous behaviour has on demand variability,
an alternative structure with exogenous inputs only is employed for the purpose of represent-
ing holiday impacted periods. Non-linearity between the demand and explanatory variables
is most commonly illustrated by the temperature-demand response. Therefore, in Chapter
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5, non-linear load forecasting methods are developed. Multilayer Perceptron and Tree Bag-
ger decision tree models are considered and benchmarked against linear for both same day
last week and exogenous input model classes. An extensive piece of work is undertaken to
determine the best input variables for two popular non-linear models. The most advanced
strategies in the field of machine learning known as deep learning, are applied in Chapter 6 as
their benefits over traditional techniques for load forecasting has not been fully established.
Specifically, Convolutional Neural Networks and Long Short Term Memory Networks, which
are representative of the most promising deep learning architectures, are considered for the
load forecasting challenge. In Chapter 7, the predictive capability of combining the predictions
of the models explored in previous chapters is explored using stacked ensemble methods and
conformal learning. Chapter 8 provides a summary of the thesis and its contributions and
outlines some directions for future work.



Chapter 2

Literature review

This chapter presents a survey of related work. A focussed literature review is conducted in
each chapter specific to the material discussed in the chapter. This review is a broad overview
to set the overall work in context.

2.1 Forecasting horizons

Medium and long term energy forecasts are used in capacity planning, infrastructure develop-
ment, and financial budgeting. Drivers of demand on a medium and long term basis are a key
difference compared to short term forecasting. Economic, demographic and climatic factors
are taken into consideration including population growth, consumer income and expenditure,
technological advances and efficiencies, and changing generation sources. In the short term,
these factors change less significantly, however they are important inputs for predicting over
long forecast horizons.

A time series method for medium term electricity demand was proposed by Gonzalez et
al. [14] for the Spanish power system. A multi-model neural network framework to predict
two components of the load time series separately, was trained on a dataset from 1975-92
to predict one month ahead values. The subsequent 10 years of monthly values comprised
the test period. The economic trend and residuals time series were decomposed by means of
a cubic smoothing spline and modelled using radial basis function (RBF) neural networks.
Inputs to each RBF model were the previous 12 values of the corresponding time series. The
trend RBF model contained 20 neurons in the hidden layer and the residuals RBF model
structure contained 75 neurons. Summation of the two component forecasts constructed the
final forecast. On the test period, a MAPE result of 1.89% was recorded.

The uncertainty which is characteristic of the long term factors lead many forecasters to
adopt a probabilistic approach to forecasting. For example, Hong et al. [15] described a prob-
abilistic model to predict a North Carolina utility’s peak and aggregated monthly electricity
forecast. Hourly system load data for two years prior to 2011 is used to estimate multiple
linear regression models. The inputs to the model include fundamental forecasting variables
such as calendar variables, derived temperature terms (including actual, lagged, squared and
cubed terms, and their interaction with hour, day and month calendar variables), as well as
the gross state product (GSP) economic variable which tracks a longer term trend in the data.
Thirty years of temperature history was used to create 30 weather scenarios. Three different
GSP forecasts were based on high, low and medium economic growth. Each GSP forecast
was combined with each temperature scenario to obtain 90 possible load scenarios from which
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monthly peaks and monthly totals were derived. All monthly demands observed in the test
year fell within the 90th percentile of the forecast scenarios.

2.2 Input variables

2.2.1 Historical load variables

Historical load inputs are considered so critical to model performance that a range of modelling
techniques are based solely on the previous instances of the load. The assumption behind the
deployment of univariate, autoregressive modelling methods is that weather changes gradually,
a feature which is captured in the data series itself [16].

Univariate models in [16] explored the predictive capacity of an autoregressive design on
datasets from 10 European countries (including GB, Ireland, Spain, and Norway). Seven
months of hourly or half-hourly resolution data in 2005 formed the case studies, and special
days with unusual behaviour were effectively excluded by means of using averages from two
weeks either side of the specific day to replace them. The first 20 weeks of each dataset were
used to estimate the model parameters and the remaining 10 weeks were the test period.
A double seasonal multiplicative auto regressive moving average model was one of several
implemented in this study. The general principle is to integrate lagged load values and the
error observed at previous time intervals to predict future values. Lag polynomials up to
order three were considered and the selection was based on the Schwarz Bayesian Criterion.
Although shorter lead times were examined in this paper, results presented for 24-hour ahead
predictions yielded a 2.0% MAPE averaged over all the datasets.

For intra-day forecasting the autoregressive approach is feasible, but deterioration in perfor-
mance will be observed with a longer forecast horizon when, for example, the forecast weather
conditions diverge from the current conditions. The increase in weather dependent generation
has a double effect on the forecasting paradigm therefore, explicitly including meteorological
elements alongside historical load predictors should contribute to reducing forecast errors.

2.2.2 Calendar variables

Most authors describe the clear calendar patterns present in the load time series such as
daily, weekly and annual trends. Therefore, input variables typically comprise those which are
reflective of calendar patterns in demand. Common choices included:

• Sinusoidal functions to represent the yearly pattern. The inclusion of both sine and
cosine waves provide the model with the feasibility to learn the phase of each in order
to optimally represent the seasonality of the time series (for example, [17] and [18] used
this approach in MLP models).

• Numerical indicators of weekdays were explored in semi-parametric models [19], and in
LSTMs [20].

• Encoded weekday variables (i.e. Monday is coded 1000000, Tuesday as 0100000, etc.)
were employed to build MLPs [18] and gated recurrent neural networks [21].

• Time of the day may also be represented using a different number for each hour as in
MLP models build by Park et al. [22].
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• Holidays were flagged as different from normal days using a binary indicator ([20] and
[21]). This was extended to days adjacent to holidays in which a further number was
used to indicate a normal working day which was impacted by a holiday [19].

Techniques deployed by other authors integrate calendar patterns into time series mod-
elling in a different way, clustering the input space by similar days (same weekday or similar
weather patterns) and training the model on the data subset to predict corresponding days.
Papalexopoulos et al. [23] and Hinman and Hickey [24] both partitioned the dataset by hour
of the day for autoregressive and linear regression type models, respectively. Bakirtzis et al.
and Hong [25] partitioned the input space by weekday [26]. Zhang et al. [27] used the sim-
ilar weather pattern approach to search for days on which to train a model to predict PV
power output. Zheng et al. [28] used XGBoost, based on the gradient boosting decision tree
algorithm to pick similar days which are fed into a LSTM based model.

Alternative approaches to treating holidays included adjusting the specific holiday by the
deviation from a normal day measured by the same holiday type from previous years as
Bakirtzis et al. [26] trialled in an MLP toplology. Hong [25] treats holidays and surrounding
days as weekends or Mondays, depending on the analysis of the individual holiday.

2.2.3 Weather variables

Fidalgo and Matos [29] suggested that because climate conditions vary between countries,
the weather variables needed in a model are specific to the region. Hong and Shahidehpour
[30] claim that temperature variables alone can help explain more than 70% of the variation
in load. Various techniques to incorporate temperature into a forecasting model have been
deployed in an effort to capture the temperature sensitivity of energy demand. These range
from the very basic versions with the current actual temperature to more complex derivations
which aim to compensate for the fact that some models are not capable of capturing the
underlying relationship adequately. Firstly, customers do not react immediately to a change
in temperature [31] and, secondly, in warm countries during the summer months, an air-
conditioning load component results in what Hong and Shahidehpour [30] describe as a “Nike”
shaped temperature-load curve.

Temperature

Given these characteristics of the temperature-load relationship, many authors who build
linear models use higher order polynomial temperatures and lagged temperatures to capture
the non-linearity. For example, Hinman and Hickey [24] built a multiple linear regression
model on a US load time series using temperature squared terms. Hourly load data from
May 2004 to April 2008 was used to estimate the model coefficients (a model for each hour
of the day was built) and May 2008 to September 2009 was the test period. Temperature
was introduced as the daily average, the daily average squared, the same variables from the
previous day, and the temperature interaction with summer months. Other inputs included
dummy calendar variables, daily average wind speed and a wind chill term. MAPE results for
the weekdays during this period were reported to be 3.75%.

Although non-linear neural networks are used to explore non-linear relationships between
variables, some authors who implement them still use derived temperatures. One such example
is Tsekouras et al. [18] in 2015 for the day ahead forecasting of the Greek power system. Rather
than squaring the actual temperature value, an alternative method of deriving the non-linear
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demand sensitivity response to temperature is established. Extreme temperature conditions
are represented in the form of deviations from comfortable living conditions:

CT =


[(t(d)max − tbase,min]2, if t(d) < tbase,min

0, if tbase,min ≤ t(d) ≤ tbase,max

[(t(d)max − tbase,max]2, if t(d) > tbase,max

(2.1)

where, CT is the corrected temperature, t(d)max is the current day’s maximum temperature,
and tbase,max, and tbase,min are the maximum and minimum threshold (or base) temperatures.
The model also included the following temperature variables:

• t̄(d)3,max

• t̄(d− 1d)3,max

• t̄(d)3,max − t̄(d− 1d)3,max

where, t̄(d)3,max is the maximum value of the three hour average temperature measurements
for the current day.

Among the 71 inputs to an MLP model with 45 neurons in the hidden layers were: lagged
load values, dummy weekday variables, and yearly sinusoidal cycles. Three years of training
data were used to train the model to forecast the test year of 2000. A MAPE of 1.75% was
achieved on the test dataset.

In 2016, Wang et al. [32] addressed the issue of the demand variability being inextricably
linked to the recent temperature pattern which they described as the “recency effect”. The
case study was based on a dataset of 20 geographic load zones of a US utility. The training
data was 2004-05, 2006 was used to validate the model performance, and 2007 was retained as
the test dataset. A multiple linear regression base model comprised various calendar terms,
current temperature variables (raw, squared, cubed), and temperature interactions with cal-
endar variables. Demand variability representing the impact of weather over a period of time,
was introduced in the form of lagged and daily moving average values. Optimal model perfor-
mance was established with the inclusion of lagged temperatures from the previous 12 hours
and two daily moving average temperatures for the past two days. The error reduction ob-
served by moving from the base model to the version which incorporated recent temperature
features was 4.89% to 3.54% MAPE.

Heating and cooling degree days are commonly used to represent very high or very low
temperature periods. They were examined as inputs to an electricity demand model for the
Spanish power system [33]. April 1983 to December 1999 were used to train a linear regression
model and January to April 1999 was removed to be used as the test period. Heating degree
days are mathematically defined as: HDDk = max(tbase − tk, 0), and cooling degree days
are defined as: CDDk = max(tk − tbase, 0), where, tbase = 18◦C. Lagged versions from the
previous five days were also included. Other predictors used in the linear regression were
lagged historical loads up to nine days before, dummy calendar variables representing time of
day, weekday, month, and holidays. Performance of this model on the test data is measured
in terms of (a) the cross correlation coefficient (which measures similarity between the actual
and forecast data) = 94.2%, and (b) decomposition of the mean squared error into the bias
proportion = 22.3%, the variance proportion = 2.62%, and the covariance proportion = 75.0%.
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Non-temperature weather inputs

Xie et al. [34] developed the model built by Wang et al. [32] further by analysing the suitability
of a further meteorological element - relative humidity - in the linear model. A US utility’s
hourly load data (in North Carolina) was available from 2009-12. 2009-11 were used in the
estimation and validation of the model parameters and 2012 was the test data. Relative
humidity was included as the raw term, the squared term, interactions with temperature,
and interactions with hour of the day. For day ahead load forecasting the addition of relative
humidity accounts for a reduction of MAPE from 3.79% using the benchmark model, to 3.62%
MAPE.

An additional meteorological variable which is considered appropriate in forecasting de-
mand is wind speed. Two impacts are known in relation to this variable. High wind speeds
may exacerbate the impact of low temperatures, creating a high wind chill index and increas-
ing demand. High wind speeds generate renewable energy, decreasing the need for central
sources of generation.

The first effect was considered, by Taylor and Buizza [35] on the GB power system. They
transformed raw wind speed and temperature parameters to cooling power of wind and ef-
fective temperature derivations. From this they generated 51 weather ensemble predictions.
Two motivations were in view here; the effect of each weather condition can be represented
in a linear structured model using the transformations; and, the average of multiple demand
predictions resulting from each weather scenario produces a more accurate forecast than sin-
gle point forecasts. Effective temperature ETk was an exponentially smoothed temperature
created from the previous four hours and the previous effective temperature:

ETk = 0.5t̄k + 0.5ETk−1 (2.2)

Cooling power CPk of the wind was a non-linear function of the wind speed vk and tem-
perature tk as described by:

CPk =

{
v0.5k (18.3− t̄k), if t̄k < 18.3◦C

0, if t̄k ≥ 18.3◦C
(2.3)

A two stage framework was used to model the base load and the weather related component.
The base load forecast used an autoregressive moving average model with external variables
including dummy weekday variables, and holiday indicator variables incorporated. The second
model included the derived weather predictors, the actual temperature up to the fourth order
polynomial, cloud cover, weekday indicators, and holiday indicators. Two years historical data
were used to estimate the model parameters from 1997-98 for each hour of the day. 12 o’clock
midday predictions for the period from November 1998 to April 2000 were used to evaluate
the methodology. MAPE results of 1.5% were reported for the day-ahead forecasting horizon.

2.3 Model structures

2.3.1 Linear models

A wide variety of load forecasting modelling options are reported in the literature. Early meth-
ods focussed on linear modelling techniques. For example, a US utility’s load was predicted
based on multiple linear regression models estimated using six years of data from 1979-84 data
and tested on the peak and hourly load time series for 1985 [23]. Inputs to 24 models (one for
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each hour of the day) included calendar variables for weekdays, holidays, and yearly patterns
(sine and cosine terms), historical hourly and daily peak loads, heating and cooling degree
functions, and other temperature variables. The mean error over the full year was -12 MW
and 14 large peak errors (> 400 MW) were recorded.

Some more recent studies have also used a linear approach [36] stating that the key to their
success is found in pre-processing the data. The daily trend was filtered from the time series
before regressing on the remainder. Polish load data from 2002-04 was the case study used
in this investigation with 2004 selected as the out-of-sample test period. A nearest neighbour
algorithm was used to find 12 similar days in the historical data up to the previous day.
The 12 days were employed as the training set for a partial least squares regression model.
Explanatory variables used as inputs included historical loads and no weather predictors. A
MAPE of 1.34% was reported on the test data for day-ahead load forecasting.

Multiple linear methods have been incorporated into a collection of models used as initial
predictors in ensemble modelling [37]. A further niche application in the context of ensemble
modelling is, as the high level model which is employed to estimate the weights for a bag of
predictions [38].

2.3.2 Non-linear models

Non-linear multilayer perceptron neural networks were applied to the forecasting of the Greek
power system [18], as mentioned previously. An extensive search was conducted to optimise
the network parameters. 71 predictors were inputs to the MLP model with one hidden layer
comprising 45 neurons. Three years of data were used to train the MLP to forecast the test
year of 2000 and a MAPE of 1.75% was obtained on the test dataset.

MLPs are the most well-established non-linear shallow network of choice. However, some
authors extend their investigations to include other non-linear variants. For example, 2012
Bakhshaii and Stull [39] compared MLPs to gene expression programming (GEP), an evolu-
tionary algorithm that builds complex tree structured models which are able to adapt and
change their structure. The case study is a Canadian electricity company’s load time series
for 2004-10. The training dataset was the first period to March 2009 and the remainder of the
dataset was retained for testing. Six input variables included historical loads, temperature and
recent temperature values, and calendar predictors (hour, weekday, month). The first stage
of modelling regressed the load on the input variables. Based on the observation that errors
between consecutive days were highly correlated, a second stage attempted to correct errors
by subtracting the magnitude of error from the same time the previous day. One hour ahead
and day ahead load forecasting were investigate with MAPEs of 2.1% and 3.5%, respectively.

2.3.3 Deep learning models

The current wave of research development is focussed on deep learning techniques and research
in this field is ongoing. Perhaps the most popular example of deep learning architectures for
time series forecasting is the long short term memory (LSTM) recurrent neural network which
is specifically designed to remember past information in such a way that can recall it at the
appropriate time interval in the future to form the output prediction. One author who has
applied this to load forecasting is Bouktif et al. [40] who considered the half-hourly French
electricity demand from 2008-16. The first 70% of the data was used to train the model and
the remaining 30% was the test set. Feature selection of the optimal time lags to include
in the input vector and the optimal number of stacked LSTM layers was determined using a
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genetic algorithm. The final structure contained six LSTM layers with 100, 60, and 50 cells
and 100 time lags were fed into the input layer. A mean absolute error of 250 MW and an
RMSE of 341 MW was recorded on the test data.

2.3.4 Ensemble models

With many new factors impacting the total demand, authors have moved towards modelling
choices which combine forecasts from many models to create an overall prediction. Ensemble
modelling has been explored with great success, for example by Taieb and Hyndman [41] as
part of the solution to an energy forecasting competition. A US utility’s dataset was trained
on 4.5 years of data from 2004-08 and the test set was 8 weeks among these years. Lagged
and current temperature values, historical demand, and calendar variables were used to build
gradient boosting models for each hour of the day. The final model contained 500 models
and the weighted root mean square error on the test set was 73 MW which was ranked fifth
out of 105 participating teams. The top entry in the competition achieved 67 MW also using
ensemble modelling.

2.4 Distributed generation

Renewable generation is a feature of modern power systems. Large scale renewable generation
is undertaken separately from the total load forecast. However, behind-the-meter, distributed,
renewable generation is observed as a decrease from the typical supply of power drawn from
the grid. It is not typically recorded but must be considered in the future demand forecasting
tools.

Wang et al. [42] considered distributed, renewable generation in their investigation. They
decomposed the hourly load data from 2013-14 of a US load zone into three components -
the actual load, the PV generation, and the residuals - using maximal information coefficient
and grid search based PV capacity estimation methods. Then, each component was forecast
separately. Solar irradiation data and other weather data were fed into gradient boosting
decision tree models. The first 15,000 hours of data were used to train the models (which
contained 6000 trees) and 2520 hours measured the test performance. The percentage of
PV penetration was varied from 5%, 10%, 15%, and 20% and RMSE performance with each
penetration was 43.4 MW, 55.9 MW, 69.2 MW and 82.5 MW, respectively.

2.5 Conclusions

In summary, load forecasting literature contains a broad range of structures and considerations.
Linear models remain popular as a go-to method due to their ease of implementation. They are
feasible to implement in an online training framework, which is not achievable in practice with
many complex algorithms due to their high computational requirements. Interpretability is
another key feature which makes them attractive to operators, permitting useful insights into
the relationships between variables. It also provides the functionality to adjust the response to
certain events easily when expert knowledge of power system dynamics is required to override
the model forecast output.

While non-linear relationships may still be modelled by bespoke variables within the frame-
work of a linear model, non-linearity has been demonstrated to achieve good results. Non-
linear variants are a rich class of models with features such as universal approximation and
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robustness to noise. The main obstacle in using non-linear models is the selection of appropri-
ate variables. Authors resort to empirical knowledge to choose the inputs, which is reasonable
if the user has a depth of experience from which to draw. However, it lacks the ability to
justify decisions from a mathematical perspective. Another drawback is the unclear structure
and time-consuming training with many parameters needing to be learned.

Another direction taken in this field of research is the forecasting of renewable generation
by separate models. This is feasible for large scale generation which has metered historical
information from which to learn. Distributed, renewable generation appears as a net load
which has been offset by, for example, rooftop PV panels. Lack of information regarding this
type of generation with systems spread over many locations experiencing a variety of different
weather fronts and non-uniform geographical surroundings, and the fact that it is unmeasured,
exacerbate the challenge of day-ahead load forecasting in modern day power systems.

With such a variety of factors impacting the demand, the “many models” solution has the
potential to deliver improvement on the “single-model-fits-all” results.

Finally, further work on the systematic, robust analysis and application of a variety of
approaches to a large dataset is significant in the discussion and development of the research
field of load forecasting in the context of modern power system dynamics. To this end, the
next chapter introduces the case study datasets that are the focus of the models investigated
in this thesis.



Chapter 3

Load forecasting case studies

In this chapter, two load forecasting case study datasets are introduced to serve as benchmark
problems to evaluate the performance and suitability of the various forecasting methods ex-
plored in the thesis. The first is a dataset for the Northern Ireland power system and is the
principal focus of the research. The second dataset, a publicly available dataset for the New
York State power system, is used to asses the generality of the results.

3.1 Northern Ireland

Northern Ireland is one of four countries which make up the United Kingdom. It has a small
population of 1.9 million. Winter demand peaks at around 1800 MW and can drop to 500
MW at certain points. Three traditional power stations supply the bulk of the load. They
are supplemented by aggregated generator units (AGUs), demand side units (DSUs), large
and small-scale renewable generators and interconnectors to Scotland and the Republic of
Ireland. Details about the export capacity of these generation sources is found in Table 3.1.
As discussed in Chapter 1, load supply should aim to use renewable generation sources to
maximum effect.

Type of Generation Installed Capacity (MW)
Traditional power plants 2064
AGUs and DSUs1 174
Large scale wind 1095
Large scale PV 134
Small scale wind 173
Small scale PV 124
Biomass plant 46
Interconnectors 700 (import to NI)

Table 3.1: Types of generation which are available to meet the NI demand and their installed
capacity (sourced from [9] for 2018)

Six years of NI data is available from 1st January 2013 to 31 December 2018 (see Figure
3.1). The half-hourly resolution load value is the average recorded generation over the previous
30 minutes. This graph shows the year-on-year downward trend of the time series. Figure

1Aggregated Generator Unit and Demand Side Unit
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Figure 3.1: NI load time series from January 2013 to December 2018, sampled at a resolution of
every 30 minutes.
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Figure 3.2: Installed capacity of small-scale, residential wind and PV generators from 2010 to 2018
in NI (sourced from Ofgem [43])

3.2 shows the growth in small-scale, residential installations which has primarily taken place
since 2014. The years after this period are the most representative of the changes in the
system brought on by the rapid increase in this type of generation. Installation of small-
scale generators is not uniform throughout the country. This can be seen in Figure 3.3 which
outlines the spread for PV and wind energy sources. PV is more concentrated in County Down
while County Antrim sees the highest concentration of wind generators.

Meterological variables are selected from one central weather station in NI which is chosen
as the most complete and comprehensive set. Hourly resolution values recorded by the MET
office are interpolated using a linear interpolation method to obtain the values to match the
load sampling rate. Weather variables include the following:

• Temperature, t(k)

• Wind speed, v(k)

• Wind direction, dir(k)

• Cloud base height, cbh(k)
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(a) Small-scale PV (b) Small-scale wind

Figure 3.3: Spread of installed small-scale renewable energy sources throughout NI (sourced from
SONI)

• Sun duration as a fraction of the hour,
s(k)

• Visibility, vis(k)

• Humidity, h(k)

3.2 New York

New York is a state 10 times the geographical size of NI, and with 20 million inhabitants its
population is more than 10 times greater than NI. The state’s power network is split into 11
load regions marked out in Figure 3.4, operated solely by the New York Independent System
Operator (NYISO).

Characteristics of each region and weather information are compared with NI data in Table
3.2. Weather appears to be reach greater extremes than in NI. The minimum temperature
is -30◦C compared to -6◦C in NI. Each zone varies in size and population. Some are large
and sparsely populated like Mohawk Valley which has a population of less than one million
in an area more than twice the size of NI. Five individual regions are chosen from this set of
11 load regions (highlighted in blue in the table). The selection is based on their nearness in
population or in size to NI. These regions (Capital, Genesee, Hudson Valley, Long Island, and
West) define the NY case study.

Diverse weather conditions may exist between (and within) regions at a given time due
to the size of the region. Therefore, meteorological elements for each individual zone are
obtained. Locations of principal weather stations are shown in Figure 3.4. Information from
several weather stations are collated to form weather information for a load zone if more than
one is in the vicinity.

NYISO load data [44] from 1st January 2012 to 31 December 2017 is recorded at intervals of
five minutes. See Figure 3.5 for three of the load time series’. Weather data is gathered from
the National Centers for Environmental Information [45] and contains hourly information.
Sampling the load at half-hourly intervals and linearly interpolating the weather data, enables
synchronisation to form load and corresponding weather information. One weather feature
which was in the NI meteorological information is not available for NY, namely, the sun
duration variable. As such, an alternative variable is employed, the clearsky diffuse horizontal
index (DHI), which is discussed further in Section 3.4.2.

The approximate level of installed residential PV (sourced from [46]) for each NY region in
Figure 3.6(a) shows the increase from 2010 to 2018. It surpasses that of NI in only one area -
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Temperature (◦C) Area Population Load (MW)
Load Zone Min Ave Max (km2) (million) Min Ave Max

Capital -25 10 34 25,820 1.2 896 1,406 2,434
Central -26 9 33 21,077 1.3 1,230 1,848 2,831

Dunwoodie -20 12 34 648 0.5 349 707 1,400
Genesee -24 10 35 11,518 1.0 711 1,132 2,023

Hudson Valley -22 11 36 10,173 1.3 693 1,140 2,197
Long Island -18 12 36 7,319 2.9 1,488 2,474 5,396

Mohawk Valley -30 8 32 39,939 0.9 484 912 1,422
Millwood -20 12 34 648 0.5 101 324 655

North -29 8 34 2,896 0.08 269 503 723
New York City -17 14 36 1,212 8.5 3,830 6,094 10,988

West -24 10 33 18,089 1.6 1,196 1,798 2,798
Northern Ireland -6 10 27 14,130 1.8 494 970 1,728

Table 3.2: Temperature, geographical and load characteristics of each NY load region compared
with NI information. Those highlighted in blue are the focus of the NY case study.

Long Island. This may be attributed to the fact that incentives are offered in Long Island for
installing PV systems which are not provided in other areas. Comparison of these details with
load features (maximum, minimum and average values are presented in Figure 3.6(b)). This
reveals that residential PV makes up a smaller fraction of the average generation for NY than
NI. For example, in 2016 installed PV capacity accounts for 3.7% of the average load over the

Figure 3.4: Map showing the division of New York state according to load zones with the locations
of each weather station represented by a red dot.
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Figure 3.5: Three NY load time series’ from January 2012 to December 2017, sampled at a half-
hourly resolution.
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(a) Installed capacity of residential PV generation
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(c) Average daily sunshine hours
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(d) Percentage of daylight hours which are sunny

Figure 3.6: Comparison of NI and NY power system and weather details.

5 NY regions in comparison with 12% in NI. However, the average daily sunshine hours (see
Figure 3.6(c)) suggests that the likelihood of this generation source approaching the installed
capacity is much lower for NI.
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3.3 Univariate analysis

Inspection of the NI time series reveals several strong patterns which indicate the main drivers
of load variation.

3.3.1 Trend

On average the load measurements are decreasing over the years for NI (see Figure 3.1) which
may be ascribed in part to consumer habits changing. The slight downward trend seems
to contradict the general assumption that there is an increased use of electrical products.
However, in light of a greater environmental awareness, manufacturers are concerned with
producing goods which are efficient. Coupled with this is the move towards behind-the-meter
renewable generation which may contribute to the downward trend. This trend is less obvious
in the NY time series’ as evident in Figure 3.5.

3.3.2 Seasonality

Regularly repeating patterns are observed in the time series. The summer/winter polarity in
electrical consumption for NI is clear in Figure 3.1. Summertime sees an average demand of
approximately 20% less than winter months. One summer and one winter week are singled
out for further emphasis of the annual demand variation in Figure 3.7(a) which shows the
daily and weekly trends. Businesses close at weekends which is reflected in the reduction in
demand. During the night customers require minimum levels of power. The demand profile
tracks the higher consumption of electricity through the morning as people wake up and begin
their daily activities. After lunchtime there is minor dip before the evening dinnertime load
reaches the maximum for the day at around 6pm.
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(a) Daily and weekly load patterns comparing a typ-
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(b) Daily average load pattern over 2 years showing
significant dips in load at holiday periods
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Figure 3.7: NI load time series patterns and holiday features
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(a) Autocorrelation of NI load time series over a 3-week period on a half-
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(b) Autocorrelation of NI load time series over 1 year on a weekly basis

Figure 3.8: Autocorrelation of the NI load time series

Autocorrelation of the half-hourly resolution load time series for NI over a period of three
weeks is presented in Figure 3.8(a). The peaks represent the fact that there is a strong
correlation between same hours of the day, and the highest peak at seven days represents the
strongest correlation between same weekdays close in proximity. A similar representation on
a weekly rather than half-hourly basis, is presented in Figure 3.8(b). This indicates that there
is also a strong connection between weekdays of the same period in previous years, as the
correlation coefficient increases moving towards 52 weeks.

Figure 3.9 displays the spread of the half-hourly load values over the period 2014-17 for
the NI dataset. The central figure is the total dataset and in the surrounding figures, the
data is partitioned by half-hour and the distribution is shown in the individual graphs. The
difference between daylight and night-time hours is the primary reason for the double peak in
the main figure. Daylight hours show a more normal “bell-shaped” distribution while night
hours have less variation in demand. Mid-morning, dinner time and late evening hours display
the summer-winter seasonal split most distinctly.

3.3.3 Outliers

The regularly occurring patterns are interspersed with anomalous data. To a certain degree,
the anomalous days occur regularly as they are holidays and therefore, could be described as
seasonal trends. However, in the case of Easter, which is not on a fixed date, there is variation
between years. Another element to consider is the effect of fixed-day holidays occurring on a
weekend, meaning that the actual holiday is different from the observed holiday.

Attention is drawn to outliers in Figure 3.7(b) for NI. There is a decrease in demand for
a short period at the beginning of a new year showing the effect of holidays on the load.
Similar to weekends, many businesses and public places close down on holidays, leading to a
lower load. Neighbouring days may also record a lower demand than normal as people tend
to take their personal holidays around these dates and these must be considered outliers too.
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Figure 3.9: Histograms show the spread of load time series values for the full dataset (centre) and
half-hourly subsets for the NI Power System (2014-17).

Daily load profiles for specific holidays are shown in Figure 3.7(c-e) compared with the same
weekday from the previous week with similar weather conditions to enable a fair comparison.
These demonstrate that the extent of impact on the load depends on the type of holiday. For
example, the Christmas day peak just after midday, and load decrease which follows, marks
this one as unique in the calendar year. A large portion of the outliers occur around the
Christmas period in December, as seen in Figure 3.10. This graph shows the occurrence of
holidays in each month of the year.

The dynamics of NY demand vary slightly from those observed in NI (see Figure 3.5). Rise
in demand is a biannual feature which can be attributed to much higher summer temperatures
than recorded in NI, contributing an air-conditioning component to the load. It is also observed
that the summer peak is much higher than the winter peak. Theoretically, as PV installations
have increased over this period of time, the peak summer demand should decrease. However,
at very high temperatures, PV installations are less efficient which may counteract this and
be most effective for sunny days during the shoulder months of the year.
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Figure 3.10: Spread of irregular days through the year for NI

3.4 Multivariate analysis

3.4.1 Temperature

Among weather parameters, temperature is considered to be the most important predictor
of demand. Hong and Shahidehpour [30] claim that temperature variables alone can help
explain more than 70% of the variation in demand. Most load forecasting models include
one or more variables derived from temperature data. Load dependence on temperature is
visualised in scatter plots of temperature versus load for NI (see Figure 3.11(a-b)) showing
that, in general, as temperature increases, load decreases. For half-hourly resolution graphs
this pattern is masked by other factors, therefore daily averages for the same dataset are also
presented to highlight the distinct dependency. Warm climates contain an air-conditioning
load element resulting in what Hong and Shahidehpour [30] describe as a ‘Nike-shaped’ profile.
This is observed in Figure 3.11(c) for the Capital load time series. At a certain point, higher
temperatures cause the demand to rise.

The assumption that demand will not immediately reflect changes in temperature moti-
vates the analysis of averaged and lagged temperatures for their closeness in relationship to
load. Pearson’s correlation coefficient, which measures the linear dependence between two
variables, quantifies the connection. Averaged and lagged temperatures are denoted as:

t̄a(k) =
1

2a

2a∑
i=1

t(k − i+ 1) (3.1)

and

td(k) = t(k − 2d) (3.2)

where, t(k) is the current spot temperature, t̄a(k) is an average temperature over a period of
a hours, and td(k) is the temperature delayed by d.

The correlation strength of lagged temperature with load is cyclic, as captured for the NI
dataset in Figure 3.12. Peak negative correlations occur at intervals of 24 hours beginning
with a lag of 12 hours. Correlation between averaged temperature and load is weaker with a
peak recorded for the temperature averaged over the previous 16.5 hours (t̄a, a = 16.5).
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(b) Average daily - NI
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Figure 3.11: Scatter plots for half-hourly resolution (a,c) and daily average (b,d) temperature v
load for NI (a,b) and the Capital region of NY (c,d) which is representative of the pattern for all NY
datasets.
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Figure 3.12: Correlation of current and lagged temperatures with load at a half-hourly resolution.

Summer and winter seasons display differences in terms of the impact these derived tem-
peratures have on the load. Four months are used to demonstrate the seasonal impact for
NI in Figures 3.13(f) and 3.14(f), showing that the strongest correlation using these derived
temperatures is during the summer period with a -0.5 correlation using temperature lagged
by 12 hours (t̄d, d = 12). Winter reduces the influence of this variable on the load by a factor
of two, but it remains the strongest option from those analysed for winter. In general, average
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(a) Capital
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(b) Genesee
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(c) Hudson Valley

0 10 20 30 40 50 60 70 80 90 100

Number of hours lagged by or averaged over

-0.6

-0.4

-0.2

0

0.2

0.4

0.6

0.8

C
or

re
la

tio
n

Lagged temperature
Averaged temperature

(d) Long Island
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(e) West
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Figure 3.13: Correlations between half-hourly resolution load and temperature during summer
months (May, June, July, August). NY regions’ data (2012-2016) are shown in (a-e) compared with
NI (2013-2017) in (f).

temperatures have weaker correlations than lags. The 0.3 peak correlation in summer months
is achieved by the shortest average temperature examined and an even weaker but negative
correlation is seen in winter.

All NY regions feature similar patterns to NI in summer months in Figure 3.13(a-e). Load
has a positive dependence on lagged and averaged temperatures in summer months. The
highest correlations are found with small lags or averages, indicating that current tempera-
ture conditions contain vital information for load prediction. An increase in temperature is
immediately reflected in the load by people turning on air-conditioning. Wintertime in NY
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Figure 3.14: Correlations between half-hourly load and temperature values during summer months
(January, February, November, December). NY regions data (2012-2016) are shown in (a-e) compared
with NI (2013-2017) in (f).

(see 3.14(a-e)) parallels NI system dynamics with peaks occurring at similar temperature lags
or averages. However, the strength of correlation decreases more rapidly with each cycle.

Average temperature variations do not correlate as strongly to the demand as lagged
temperatures. Combining the two mathematical principles of lags and averages leads to the
concept of delayed averages, and 2-, 6-, 12-, 18- and 24-hour averages are delayed by up to 48
hours as shown in Figure 3.15(a) for NI. Mathematically expressed, a delayed average is:
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Figure 3.15: NI correlation plots between load and derived temperatures for the 2013-17 dataset.

t̄a,d(k) =
1

2a

2(a+d)∑
i=1+2d

t(k − i+ 1) (3.3)

where, a denotes the number of hours averaged over and d the hours by which the value is
delayed. The graph shows that delayed average temperatures become more strongly correlated
with the load with a specific delay which is different for each average. The optimal correlation
from this set is observed for an average over 2-hours with a delay of 21 samples (a = 2 and
d = 10.5). Averaging over a longer period weakens the correlation peak. In fact, the trend
is toward the maximum negative correlation with an average over one sample (a = 0.5 and
d = 12, i.e. t(k − 12)). Although the peak correlation for each average is at a different delay,
the vital information is the same - approximately 12 hours before the current time.

Corrected temperatures, described as deviations from comfortable living conditions, are
used in several load forecasting papers ([18],[17]). The underlying principle is that electricity
consumption primarily reacts to pronounced weather changes. Within a specified threshold,
consumer behaviour will vary little with respect to temperature. ‘Effective temperatures’, as
they are known, are derived by applying a base temperature to half-hourly temperature values,
with those in the range 0 to 25◦C investigated for this purpose. Mathematically, an effective
temperature is:

te(k) = min(tbase, t(k)) (3.4)

where, tbase is the selected base temperature. Correlation between effective temperatures and
NI demand are presented in Figure 3.15(b). A range of base temperatures are trialled from 0
to 25◦C. This shows that the strongest correlation achieved by effective temperatures (-0.15
using tbase = 12◦C) does not improve on simple lag and average derived variables which are
able to achieve correlations up to -0.5.

Heating degree days (HDD) are commonly used to account for high and low temperatures
in load forecasting models especially in countries where extreme conditions exist. They are
designed to quantify the demand required to heat a building and are computed by the summa-
tion of temperature differences over time between a reference temperature and the actual air
temperature [47]. The specified base temperature is that temperature, above which a building
does not require heating. The opposite to HDDs are cooling degree days (CDD). It is obvious
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that degree days are useful when average or daily load prediction is being considered, but will
be less important when predicting the instantaneous half-hourly resolution values. Therefore,
instantaneous HDD and CDD which are employed in this study are a modification of the
normal definition and are described below:

tHDD(k) = min(0, t(k)− tHDDbase ) (3.5)

and

tCDD(k) = max(0, t(k)− tCDDbase ) (3.6)

There is no general consensus on the base temperature that should be used for calculating
HDD. In fact, there is evidence to suggest that a building-specific base temperature may be
useful [48]. Many sources use a base line temperature (tHDDbase , tbase = 15.5◦C) for the UK value
([47],[49]). The optimal reference temperature for instantaneous HDD may vary from that
used in the traditional definition. Therefore, correlation of these instantaneous versions for a
range of baseline temperatures are investigated (tbase ∈: 0 ≤ tbase ≤ 25◦C).

The correlation of CDDs with different base temperatures with demand for NI is displayed
with the effective temperature correlations in Figure 3.15(b). HDDs are similar to effective
temperatures and show almost identical correlations with demand. Therefore, in the graphs,
only one variation is shown - the effective temperature. CDDs do not have the capacity
to improve on the previous derived variables and reach peak correlation (-0.13) with a base
temperature of 4◦C. These particular findings show no clear justification in deriving effective
temperatures, as the simpler variations appear to be equally useful.

Temperature profiles in NY are more polar in nature hence, the application of effective
temperatures/HDDs and CDDs is a more important investigation for these regions. Figure
3.16 shows heating and cooling degree days for each season of the year. Lagged temperature
(t12) remains the best predictor of load for spring and winter. For summer the crucial value is
the current raw temperature which is borne out in the trend towards stronger correlation with
higher temperatures for HDD and lower temperatures for CDD. A CDD with (tCDDbase , tbase =
15◦C) proves to be the best predictor of autumn load out of the versions of temperature
investigated thus far, with a correlation of 0.52 compared with 0.32 for the current temperature
variable.
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Figure 3.16: Correlations between load and derived temperatures for the Capital load region of
NY (2012-2016).
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Figure 3.17: Correlations between half-hourly load and temperatures for the 2013-17 NI dataset
split by season of the year. Temperatures examined are the current temperature value and a 12-hour
lagged temperature.

Having seen that the nature and magnitude that the influence temperature has on the load
varies with season of the year, another step is to examine patterns for individual hours of the
day. Half-hourly correlations between load and two temperatures are shown in Figure 3.17
for the NI dataset. Current temperature and the temperature lagged by 12 hours (t12) are
examined in these plots. Spring, autumn and winter correlations are high during night hours
as well as peak load periods while the weakest dependency exists for these seasons during the
morning hours when people wake up and begin their daily activities. During the daytime in
spring and autumn, current temperature is more significant than the lagged version and these
in-between seasons reach the strongest correlations of approximately -0.5 to -0.6 for much of
the day. Different characteristics are observed during the summertime, significantly the much
weaker relationship profile between the two temperatures and demand. Neither temperature
displays a stronger correlation of more than an absolute value of 0.1 at any period.

Equivalent plots for the West region of NY are shown in Figure 3.18. Opposite seasons also
display very distinct polarity in correlation. Summer has a consistently strong positive con-
nection between temperature and load variation which dips by a small amount during morning
wake-up hours and with a maximum of 0.8. Winter is similar but negative. In spring load
decreases with a temperature increase during the night but almost no connection is established
during daylight hours while the autumn dynamic presents a small positive relationship. No
significant differences exist between the values observed for the current and lagged versions of
temperature for any period.

It may be concluded that there exists a complex relationship between temperature and load.
Improvement in correlation was not observed between more complex temperature options such
as delayed average, effective or degree day temperatures compared with a simple temperature
lag or average. However, the analysis confirms the importance of temperature delayed by
half a day and also provides a knowledge of which variations are most important for variable
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Figure 3.18: Half-hourly correlations between load and temperatures for the West 2012-16 dataset
split by season of the year. Temperatures examined are the current temperature value and a 12-hour
lagged temperature.

selection.

3.4.2 Sun

With rooftop PV arrays on the increase in NI and NY, a portion of demand is met locally.
This means that a key element of demand (seen as a reduction in demand) is contained in the
sunshine information. Solar cells are the building blocks of PV arrays, used to convert energy
from the sun into a flow of electrons. Equation 3.7 is the mathematical model to represent
the solar cell current:

I = Iph − Is
[
exp
(
e(V+RsI)

qkT

)
− 1
]
− V+RsI

Rp
(3.7)

where, V is the voltage of the cell, e is the electronic charge, q is a quality factor (usually
2), k is Boltzmann’s constant, T is the absolute temperature in Kelvin, Iph and Is are the
photocurrent and saturation current of the diode, and Rs and Rp are the series and parallel
resistances.

The later four current and resistance parameters are heavily dependent on solar irradiance,
the power received by a surface area (W/m2), and absolute temperature (K) thereby providing
a link between environmental variables and the electrical characteristics of a cell. Bellia et
al. [50] visualise the effect on power generated by a solar cell when solar irradiance is varied
between 200 and 1000 W/m2 at a constant temperature, and ambient temperature is increased
from 0 to 60 ◦C, as seen in Figure 3.19. Higher irradiance and lower temperature values result
in more power generated but saturate at a certain voltage.

Clear sky diffuse horizontal irradiance (DHI) (Ir(k)) measurements are available for NY.
This is the amount of radiation received per unit area by a surface that does not arrive on
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(a) Solar irradiance (b) Temperature

Figure 3.19: Solar cell electrical characteristics showing the effect that varying solar irradiance and
temperature has on a solar cell’s power output (reproduced from [50])

a direct path from the sun. However, a complete set of irradiance measurements are not
available for NI for the period under investigation. Figure 3.6(c) shows that daily sunshine in
NY is continuous during daylight hours for most months of the year indicating that irradiance
measured in one location may be characteristic of the conditions of a large area. This principle
cannot be applied to NI. Irradiance instantaneously records sunshine which is more volatile
due to cloud cover, and may lead to large intra-hour and intra-region fluctuations in this
parameter in NI. Therefore, half-hourly measured irradiance may not contain the information
to represent all NI for that period.

Considering this, and the difficulty in locating consistently recorded irradiance for the
NI dataset, an alternative variable to use is the sun duration (s(k)) recorded by the MET
office. This is the fraction of the hour that the sun shines. Sun duration does not account for
the calendar influences such as hour of the day and season of the year which determine sun
intensity. Potential solar irradiance ir(k) which tracks intra-day and seasonal changes in sun
intensity [51] is introduced to account for the fact that a sunny midday during the summer
will lead to greater PV output than a sunny evening in winter. PV output depends on both
the sun intensity and the length of time it is shining on the solar panels, hence the product
of sun duration and potential irradiance (s× ir) may prove more beneficial than the raw sun
parameter.

Experiments reveal that the correlation between the difference in sun and load variables
between consecutive weeks produces more distinctive profiles than analysing the direct impact
of sun on load. Perhaps this may be attributed to the fact that a large base load is unre-
lated to weather conditions, therefore weather dynamics are masked to a certain degree when
employing the raw values. Figure 3.20 shows seasonal correlations for NI for variables which
are the difference between consecutive weeks using raw and derived sun variables with load.
Correlations for each half hour of the day are calculated with each correlation value based on
approximately 300 samples.

Correlation reaches a peak in the summer which is not a surprising revelation and is
generally weakest during winter months. Certainly, PV output is not the sole reason for these
high correlations. This is evident as the period of the day showing peak correlation is not
at 12 noon when the sun is highest in the sky but later in the afternoon demonstrating that
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(c) Autumn
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(d) Winter

Figure 3.20: Dataset of the difference in variables between weeks is used to show correlations
between half-hourly load and two sun variables for NI, partitioned by season. Sun variables examined
are the raw sun duration and sun duration multiplied by potential solar irradiance.
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Figure 3.21: Capital load region is used to demonstrate the NY dynamic between sun and load
for 2013-16 data partitioned by month. Correlations between half-hourly clearsky DHI and load are
shown for both the raw variables and difference between consecutive weeks version.
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the heating component of the load contributes to these values. As expected, the correlation is
always strongest during the middle period of the day when more sun shine hours are recorded.
Both sun variables are equally related to load except towards the late afternoon or evening
hours when the raw sun variable is more strongly connected than the derived sun interaction
with potential irradiance.

A similar study was undertaken for NY’s Capital region using DHI conditions. Correlation
values using the raw dataset variable and current load and those using the dataset of differences
in variables between consecutive weeks are shown in Figure 3.21. The first point to notice is
the largely positive but weaker correlations in comparison with strong negative correlations
observed using sunshine hours in NI. Correlation is not as strong in summer months as in the
autumn period. Raw dataset variables present stronger negative correlations for early morning
hours in spring than those using the differenced data. With the exception of autumn time, it
is difficult to see strong connections between the variables.

In summary, the relationship between NI sun variables and load is different from that
observed between DHI and load in NY. The different variables employed in the study and
different climate characteristics between countries may both be factors. Nevertheless, each
variable contributes to a clearer understanding of the nature of the load dependencies in the
relevant country.

3.4.3 Wind

Wind speed is another meteorological element with the capacity to have a double impact
on load variation. Higher wind speeds may lead to lower temperatures and therefore the
electric heating element of demand will rise. However, with an increase in wind speed, wind
turbines will produce more power to meet some of the demand and require less generation
from traditional sources.

A typical wind turbine power curve is shown in Figure 3.22. Between the cut-in and rated
output speed the relationship between power generated and wind speed is largely linear. Be-
yond the rated output speed saturation occurs and with very high speeds cut-out ensures that
damage to the turbine is prevented and at very low wind-speeds the wind turbine does expe-
rience sufficient torque to rotate. The power curve will have slightly different characteristics
depending on technology, location and scale of the wind turbine.

Many wind speeds recorded in NI fall within the range of linear operation. Nevertheless,
knowing that the fundamental wind speed power generation relationship is cubic, and the
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Figure 3.22: Power output curve for an 800kW rated power wind turbine.
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Figure 3.23: Correlations between half-hourly load and wind speed for NI 2014-17 data which is
partitioned by season of the year. Each correlation value is based on approximately 300 samples.

evident non-linear relationship in Figure 3.22, a cubed term is crucial to consider. Wind
speed correlations are given for the NI dataset in Figure 3.23 to investigate the patterns that
exist in the relationship with load. Wind speed cubed was found to have the same pattern but
less correlated than raw wind speed therefore these statistics are not presented in the graphs.

A mostly negative relationship exists between wind and load which leads to the conclusion
that the effect of wind generation outweighs the potential that higher wind speeds have to
increase wind chill. This is especially true during night time hours. These periods of the day
show a stronger connection as the wind power generated meets a larger portion of the reduced
load and has a greater impact. The connection between wind and load is highest in autumn
although wind speed is greater during winter months.

Most correlations between load and wind for NY was less than an absolute value of 0.2
and many were negligible, indicating that there are no significant patterns to report for this
dataset.

3.5 Master dataset of explanatory variables

Key load dependencies are investigated in the preceding sections. Next, a comprehensive
dataset is set up which incorporates all potential components of load variation and facilitates
selection of features for various types and structures of models. This is an important step in
a systematic model building process.
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Calendar variables

Dependence of the load on calendar features such as season of year, day of the week and hour
of the day has been demonstrated. Variables representing these cycles are created to include
in the candidate set. If the days of the year and hours of the day are represented incrementally
(1 to 365 days and 1 to 24 hours), the reality that load profiles at the beginning and end of
the year have similar characteristics and the first and final hour of the day are close in value,
is not reflected by this method. To avoid this discontinuity, the daily cycle is represented by
sine and cosine waves spanning the day. Thus, dc,s(k) = dccos(2πk/48) +dssin(2πk/48) is the
daily cycle and the corresponding notation for the annual cycle is ac,s(k) = accos(2πk/365) +
assin(2πk/365), where dc, ds, ac, as are estimated during the model training process.

A similar strategy cannot be used with the weekday variable as the variation in load profile
is not sufficiently cyclic over a week. While the beginning and end of the week (Sunday and
Saturday) have similarly lower demand in comparison to weekdays, the difference between
Sunday and Monday is larger than the difference between Monday and Tuesday. Therefore,
the days of the weekday variable, wd(k), are simply numbered from 1 to 7.

Weather variables

A substantial list of potential temperature variables has been examined to determine whether
there is a variation of the raw temperature which adequately represents the temperature con-
tribution to the load. For the NI load in particular, complex temperature variables were not
found to be more strongly correlated than a simple lag. Therefore, to make the variable selec-
tion process less computationally demanding, lagged and average temperatures at intervals up
to a lag of or average over 96 hours are included. Temperature lagged by d hours is denoted as
td(k) and the average temperature over the previous a hours as t̄a(k) as defined in Equations
3.1 and 3.2. Some of the other weather parameters have already been discussed and all are
listed in Table 3.3.

Renewable contribution variables

The MET office data is supplemented by combinations of the variables that more closely relate
to the weather-dependent, renewable generation component of the load. Wind power is known
to be a function of wind speed cubed, hence this term is included together with a quadratic
term to allow for non-linear effects.

The final two candidate variables are binary indicators of whether the day is a sunny day
bs(k) or windy day bw(k). On inspection of the distribution of total sunshine hours per day
in the dataset (see Figure 3.24 (a)), the sunniest 10% of days were defined as sunny. This
corresponds to a binary threshold of 8.5 sunshine hours in NI and approximately 140 W/m2

DHI in NY. A similar procedure is followed for daily average wind speeds (see Figure 3.24(b))
leading to a binary threshold of 13 and about 16 meters per second for windy days for NI and
NY regions respectively.

3.6 Notation

Table 3.3 summarises the variables used to define the mathematical equations for the fore-
casting models.
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Figure 3.24: Distribution of total daily sunshine hours and average daily wind speed with the
cut-off boundary which determines the binary indicator of a sunny or windy day

NI models will primarily be tested on data for the period 2014-17. Direct comparison
with NY requires a shift of the test period to the years 2013-16. As previously noted, each
year contains samples which are not normal working or weekend days and data cleansing
procedures are undertaken to identify these to flag up the anomalous data. As dealing with
atypical days is not the specific focus of the study they are eliminated initially and a special
method for dealing with the outliers is required. Actual holidays, several adjacent days which
show reduced load due to their proximity to a holiday, and normal days which employ holiday
regressors as inputs to the forecasting model are all considered as outlier samples. The full
set of indexes for the full dataset is denoted as φ while the set of indexes excluding outliers is
denoted as φp.

3.7 Metrics

The proportion of the year remaining when the special days are excluded is referred to as the
model coverage:

ηc =
card(φp)

card(φ)
× 100% (3.8)

where, card(.) is the cardinality of a set.
Overall performance of a model must be quantified to support conclusions about model

performance. Evaluation of how well a model meets targets of accuracy and usefulness is set
out using the following metrics. These statistics will also enable comparison of the models
and demonstrate which are more effective for load forecasting.

The standard metric used to quantify accuracy of load forecasts is the mean absolute
percentage error (MAPE), defined as:

MAPE =
1

card(φp)

∑
k∈φp

|y(k)− ŷ(k)|
y(k)

× 100% (3.9)

The mean absolute error (MAE), maximum over-forecasting error (MOFE) and maximum
under-forecasting error (MUFE) are less common but may be used as additional metrics for
comparison. Over- and under-forecasting result in too much or too little power on the system
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Symbol Description
φ Set of indexes under consideration
φp Set of sample indexes from φ not affected by abnormal days
y(k) Actual load (MW)
ŷ(k) Predicted load (MW)
wd(k) Weekday
dc,s(k) Daily cycle, cosine and sine waves
ac,s(k) Annual cycle, cosine and sine waves
t(k) Air temperature (◦C)
td(k) Air temperature lagged by d hours (◦C) - See Equation 3.2
t̄a(k) Average air temperature over a hours (◦C) - See Equation 3.1
s(k) Sun duration (fraction of half hour)
Ir(k) Clearsky diffuse horizontal irradiance (DHI)
v(k) Wind speed (◦C)
dir(k) Wind direction
vis(k) Visibility
h(k) Humidity
ir(k) Potential solar irradiance
bs/w(k) Binary indicator of a sunny or windy day

x(k), x(k − 7d)... Denotes the current sample instant and the value 7 days previously
for a given quantity x, where d represents a full day, i.e. 48 samples

Table 3.3: Names and descriptions of the variables used to define load forecasting models

and represent significant unnecessary cost to the system operator (i.e. paying for generation
it does not use or calling upon expensive peaking power to meet the demand). These are
computed as:

MAE =
1

card(φp)

∑
k∈φp

|y(k)− ŷ(k)| (3.10)

MOFE = max
k∈φp
{−(y(k)− ŷ(k))} (3.11)

MUFE = max
k∈φp

(y(k)− ŷ(k)) (3.12)

A key factor to note is that regardless of a model’s capability, some points may be impossi-
ble to predict. For example, a power outage has the potential to create huge prediction errors
and data logging errors (most of which has been filtered out), may also lead to bad results.
Hence, maximum error metrics must be considered carefully.

Other measures which provide a more robust indication of large errors are: (1) the number
of errors greater than a certain absolute megawatt threshold and; (2) the absolute megawatt
error under which a specific percentage of the dataset’s prediction, e.g. the 90th or 95th
percentile.
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3.8 Chapter summary and contributions

This chapter has introduced two case study datasets which will be used throughout the thesis to
evaluate the performance of load forecasting models. Similarities and differences between the
NI and NY load time series under consideration have been highlighted in the univariate analysis
section. Load dependencies have been analysed extensively in the following section as well as
their variance throughout the day and year. In the final section, the mathematical notation
and variable definitions which will be used to define load forecasting models is summarised
and the metrics which are useful in the evaluation of model performance are presented.

The key contribution of the chapter is the in-depth analysis of the load dependencies and
how these dependencies fluctuate over various time-scales.

• Autocorrelation graphs were studied to establish the strength of historical load correla-
tions and importance of incorporating them as features in a model.

• The principal components of the time series - daily, weekly, and seasonal patterns - were
observed. This theme was developed further in the analysis of time partitioned dataset
subsets for weather related features. Clear indications that the impact of weather on
the load is not uniform throughout the day or year were established.

• Anomalous behaviour in the time series surrounding holiday periods was noted leading
to the conclusion that such events require special consideration when building models.

Fidalgo and Matos [29] suggest that because climate conditions vary between countries, the
weather variables used in a forecasting model should reflect the characteristics of the region.
It is evident from the differences in the case study time series’ that in order to yield optimal
forecasting results each load forecasting tool must be finely tuned to the country in which it
is used.



Chapter 4

Linear load forecasting methods

Linear-in-the-parameter models are investigated in this chapter. Linear modelling is a tradi-
tional and popular approach which is still favoured by many load forecasters for several key
reasons. They are straight-forward to implement and require less computational power than
their non-linear counterparts. Retraining them as more data becomes available is not a time
consuming process. Good interpretability allows practitioners to appreciate the contribution
each input variable makes to the final output prediction, facilitating analysis of the model
and results. Over-fitting issues which are typical of “black-box” modelling approaches can be
avoided more easily with linear models, allowing them to generalise well to predict unknown
data.

They are naturally most useful when relationships between the predictors and the predicted
variable can be accurately represented by linear connections. Drawbacks to linear approaches
have been noted. Crucially, there is the potential to over-simplify a real world problem which
involves non-linear dependencies between the predictors and target variable. The method
performs poorly when training data or model inputs contain outliers.

With experiential knowledge of the underlying characteristics of a dataset some of the
pitfalls associated with linear techniques may be offset by a stratagem. For example, non-
linear relationships may be accounted for to a limited extent by creating appropriate derived
variables. Anomalous data can be identified and removed. Correction techniques may be
applied to predict known outliers or a narrower, more selective window of samples used in the
training process.

4.1 Linear techniques in literature

Linear approaches to load prediction remain popular with system operators as they are well
established methods. Recent literature tends to focus on state-of-the-art techniques to ad-
dress network challenges to load forecasting and in light of this, linear models feature less
prominently in literature.

An example of a standard implementation of the linear model was Papalexopoulos and
Hesterberg in 1990 [23]. They proposed a regression model for prediction of electricity demand
in California. Weighted least squares is used to estimate model parameters of previous load
values, heating and cooling degree functions, and indicators of weekday, time of year and
holidays. They are able to reduce large errors at peak times from 60 to 14 when compared
with the then-existing autoregressive integrated moving average model employed at the utility.
The mean error at peak times was -0.44% before the introduction of the improved model which
reduced this figure to -0.11%.
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Linear-in-the-parameter models which employ non-linear terms to capture the relationships
between the demand and explanatory variables are popular. For example, Hong et al. [52]
developed a multiple linear regression model for a US utility’s electric load for 4 years from
2005-08. The first three years were used to train a model to test on the final year. The trend
over the four year period was represented by an hourly incremental variable and the non-linear
temperature-load relationship was modelled using a piecewise quadratic term. Inputs to the
model included temperature interactions with calendar variables such as month of the year
and hour of the day. The final model yielded 4.56% MAPE on the test data.

Another study which employed non-linear variable inputs was on an Australian power
system’s load data [19]. Models for each half-hourly period are estimated separately on de-
mand data from 2004-08 and the out-of-sample test period was October 2008 to March 2009.
Input variables were selected for each individual half-hour model by a step-wise procedure
of leaving one variable out at a time from a candidate set of explanatory variables which
included: historical demand, calendar variables (time of year, day of week, holiday), temper-
atures modelled using regression splines, lagged temperatures, and serially correlated errors.
Model performance for day ahead forecasting of the test period was measured using the MAPE
performance metric and a MAPE of 1.68% was recorded.

A final example of non-linear terms being used in a linear model was by Hinman and Hickey
[24] in a regression model for a US load time series. Hourly loads from May 2004 to April
2008 was used to estimate the model coefficients and May 2008 to September 2009 was the
test period. Separate models were built for each hour of the day. Daily average temperature,
daily average temperature squared, the same variables from the previous day, temperature
interaction with summer months, daily average wind speed, a wind chill term, and calendar
variables were inputs to the models. MAPE performance on weekdays during the test period
was reported as 3.75%.

Hybrid solutions are also proposed with a linear component to the overall modelling pro-
cess. Selection of similar days in an historical database preceded the building of a linear
model with historical loads as inputs in a model built by Dudek [36]. This model is used to
predict hourly or half-hourly next day loads on the Polish, French, British and Australian
power systems. Firstly, the daily pattern in the time series was filtered out leaving the re-
maining series on which to regress. Models were built on each hour or half-hour of the day
and trained on a subset of a full three year dataset. Twelve nearest neighbours were identified
from the historical data up to the previous day on which to train the models to predict a
year time frame (2004 for the Polish dataset). Principal component regression and partial
least squares regression were two linear techniques implemented and compared with an au-
toregressive integrated moving average model, an exponential smoothing model, an MLP, and
a non-parametric regression Nadaraya-Watson estimator (NW-E). Results showed that the
proposed technique out-performed or yielded similar results to the more complex models. For
example, on the Polish dataset, the MAPE recorded on linear models was 1.34-1.35%, whilst
an MLP obtained a MAPE of 1.44%. The Australian dataset results for the proposed models
yielded 2.83-3.00% and 2.82% using the NW-E model.

Song et al. [53] also introduced a hybrid model to forecast Korean load data. A fuzzy lin-
ear regression model was deployed for weekends and Mondays and an exponential smoothing
model for weekdays. Using the appropriate model for the forecast day type, the peak load was
initially predicted from which the 24 hourly load was derived. Inputs to the linear regression
model were the daily peak loads from three weeks before. Inputs to the exponential smooth-
ing model were daily peak load from the previous three weekdays. For Summer weekdays, an
additional element was considered. Temperature sensitivities were constructed and incorpo-
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rated. Temperature variation between consecutive days was used to calculate an adjustment
to the forecast from the exponential smoothing model. Load data from three weeks in 1996
were selected to analyse the performance of the model yielding MAPEs of 0.97, 1.31 and 1.50
% for spring, summer and autumn weeks, respectively.

Another two-stage hybrid forecasting method was applied to the power network of two
separate Chinese provinces [54]. In the first stage, exponential smoothing was used to derive
an initial load prediction. In the second stage, linear regression calculated the fluctuation from
weather factors. This was used to adjust the initial forecast from the first stage. Beijing and
Jiangxi province load data from June 2005 to September 2005 formed the case study. Inputs
to the second stage regression model included: weekday indicators, average temperatures,
and average humidity of the forecast day and two previous days, maximum and minimum
temperature and humidity of the forecast day, and the forecast load from the first stage. A
sliding window of historical data from the previous 35 days was used to estimate the model
parameters. The results of the investigation yield a MAPE of 3.39% on the Beijing load data
and 5.06% on the Jiangxi load data.

An attempt has been made to identify recent literature relating to linear load forecasting
techniques. As deep learning dominates much of the research in this field of research, many
studies are outdated and only a narrow range of investigations applying linear methods to
recent load data are available. However, as these methods are still widely used in practice and
attractive due to their simplicity to implement and scope to adapt the techniques to reflect
recent trends, this makes them worthwhile investigating for their performance capability.

4.2 Linear model structure

The mathematical model chosen is described as follows. Given a dataset of N samples of a
target variable and M explanatory variables, a best fit linear regression model to the data
can be obtained by expressing the problem in matrix form and solving the equation using
the conventional least squares technique. Defining y = [y1...yN ]T as the target load values,
X = [x1...xN ]T as the matrix of corresponding explanatory variables, where, xk is the M × 1
column vector of explanatory variables corresponding to the kth time instant, then y = Xθ is
the regression model, and the pseudo-inverse of X multiplied by y:

θ = (XTX)−1XTy (4.1)

is the least squares parameter estimates, i.e. the model that yields:

min
θ
||y − ŷ||2 (4.2)

4.2.1 Benchmark models

Inspection of the load time series identifies clear weekly and yearly patterns, as examined in
Chapter 3. Strong connections are observed between same hours of the day on consecutive
weeks and around similar periods of the year. Figure 4.1 visualises several of those which are
highly correlated in a bar chart to single out the most important for NI - the previous week’s
load with a correlation coefficient of 0.96. This is based on 2012-17 data (over 105,000 samples).
NY correlation is weaker at 0.80 for the 2011-16 period. The correlation weakens with greater
lags and increases again approaching the same day in the previous year. The significance of
these correlations is that the load may be predicted with high accuracy by including them
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Figure 4.1: Correlations between specific historical loads and the current load based on 6 years of
data for (a) NI and (b) the Genesee load region of NY.

as predictor variables suggesting simple benchmark models for load prediction. Two such
benchmark models are the same day last week (SDLW) and the same day last year (SDLY)
model, as defined by equations 4.3 and 4.4, respectively:

ŷk = αlwy(k − 7d) (4.3)

ŷk = αlyy(k − 364d) (4.4)

Individual years from 2014-17 are selected as test years. Holiday and days which use
holiday inputs are removed, leaving only normal day samples (φp) from each year as the data
on which models are built and tested. A comprehensive examination of results obtained when
each individual year is used to train a model which is tested on every other year, are shown
in Table 4.1. Also recorded in this table is the weight given to the predictor variable.

It is noted that parameter weights are all close to one. However, the alpha values in later
years in both SDLW and SDLY models are decreasing. This may be a reflection of the fact
that year-on-year the average load is decreasing. On the other hand, the increasing MAPE
when using this model from one year to the next is a reflection of the increasing non-stationary
nature of the load, i.e. load dynamics are changing from one year to the next such that they are

Training Test Year Test Year
data αlw 2014 2015 2016 2017 αly 2014 2015 2016 2017

2014 0.9880 2.63 3.04 3.48 4.63 0.9878 2.86 3.33 3.61 4.45

2015 0.9849 2.65 3.05 3.50 4.63 0.9868 3.29 3.03 4.10 5.35

2016 0.9817 2.64 3.05 3.49 4.63 0.9827 2.91 3.53 3.54 4.32

2017 0.9727 2.68 3.07 3.51 4.64 0.9784 3.26 4.31 3.70 4.13
Model Co-
verage(%) 84.38 85.48 85.52 85.75 88.22 88.22 88.80 89.04

Table 4.1: SDLW and SDLY model MAPE results for NI using individual years in 2014-17 (φp)
as training and test periods. Those highlighted in grey use the same dataset to train and test. The
first column of each table records the weighting given to the model parameter by the training year.
Model coverage for each test period is given in the final row
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becoming less similar to each other. For example, this may be an impact of the rapid uptake
in small-scale PV. Generally, employing the SDLW as the model input is more accurate than
the SDLY. For example, predicting 2015 using the previous year to train the model achieves
a MAPE of 3.04% for the SDLW approach compared with 3.33% for the SDLY approach.
Earlier years perform better with this simple benchmark model with accuracy decreasing in
subsequent years. 2014 obtains a MAPE of 2.64% when trained on the 2016 dataset. Moving
to the 2017 dataset, the MAPE using the exact same model is 4.63%. 2017 proves to be the
most difficult year to predict using this approach.

In Figure 4.2(a), maximum error metrics and dataset coverage are presented for SDLW
models which are trained on the directly preceding year’s dataset. The lowest maximum errors
are observed on the 2015 data, although 180-200 MW is still a significant inaccuracy. Averaging
the model performance over a full year yields good results for 2014 which was demonstrated in
Table 4.1. However, this masks the extreme error present, which is highlighted by the MOFE
of over 250 MW. Figure 4.2(b) presents the cumulative distribution function of the spread of
absolute errors over the 2014-17 (φp) forecast years. This shows that the majority of errors
(95%) fall under 98 MW and 50% fall under 24 MW.

4.2.2 Correlation analysis historical load models

Highly correlated variables contain similar information and the historical loads are highly
correlated. The simple benchmark models considered thus far only include one historical load
as a model input. However, it is beneficial to study the effect of including more than one in a
model. Initially, last week’s load input is supplemented by additional weeks from the current
year. When it is evident that adding current year terms no longer reduces the error, historical
loads which surround the same period last year are added. In this experiment, model training
is performed using data from the year before the test period. Model coverage is emphasised
as an important metric in this study as more forecast days are affected by holiday samples.
The models are referred to as correlation analysis historical load (CAHL) models.
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Figure 4.2: Alternative metrics using Benchmark SDLW models tested on 2014-17 using the pre-
vious year as training data. Maximum over and under-forecasting errors and model coverage are
shown for each individual year. The cumulative distribution function showing the spread of errors
for the 2014-17 dataset (φp) is shown in the second figure.
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Northern Ireland

Table 4.2 presents results for individual years from 2014-17 (φp) for the NI dataset. 2014 and
2017 require inclusion of only the most recent weeks from the current year. Adding those
from further back increases error levels. However, variables selected from the previous year
further improve performance from 2.61% to 2.19% MAPE for 2014 and 4.16% to 3.34% for
2017. 2015-16 show small improvements as the number of current year load variables increase.
Moving from the inclusion of two previous week load inputs to five weeks reduces the error
by just 0.07% MAPE but model coverage is also reduced by 17%. Although the accuracy
improves, fewer days are predicted by the model which is a significant factor.

One CAHL model structure from those in Table 4.2 is chosen to analyse the individual
weights assigned to each variable during the training process. Weights for the models trained
on each year of the dataset are presented in Figure 4.3. The primary component of the forecast
from the model trained on 2014-15 data is the same day last week load, as the weights assigned

Historical load terms Test Year Model
(weeks lagged) 2014 2015 2016 2017 Coverage
1 (SDLW) 2.64 3.04 3.50 4.63 85.75
52 (SDLY) 2.87 3.33 4.10 4.32 88.57
1, 2 2.61 2.86 3.31 4.16 80.00
1, 2, 3 2.66 2.86 3.28 4.17 74.25
1, 2, 3, 4 2.71 2.83 3.21 4.30 68.77
1, 2, 3, 4, 5 2.79 2.79 3.24 4.33 63.29
1, 2, 52 2.38 2.60 3.15 3.63 77.81
1, 2, 51, 52, 53 2.26 2.52 3.10 3.46 69.86
1, 2, 50, 51, 52, 53, 54 2.19 2.50 3.00 3.34 62.47

Table 4.2: MAPE results from CAHL models which employ more than one historical load input
variable, as specified in the first column. Each year from 2014-17 (φp) is the test set with the previous
year used to train the model. Highlighted in blue are the benchmark model results and the second
section of the table introduces previous year load terms. Model coverage is shown in the final column.
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Figure 4.3: One CAHL model from Table 4.2 is selected to analyse the parameter weightings for
each year. A model trained on 2017 is included in this figure although it is not used in any of the
prediction results and is present simply for comparison purposes.
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to this is highest. In contrast, for the 2016-17 trained models the previous year component of
the prediction is greater than the current year component. Two load terms from the previous
year (51 and 52 week lags) have the highest priority for this model structure.

New York

Following this detailed investigation of CAHL models for NI, the most practical to implement
are those which use fewer load parameters in order to maximise the applicability of the model.
Three are tested on the NY datasets: (1) the SDLW model (ŷ = αlwy(k− 7d)), (2) the SDLY
model (ŷ = αlyy(k − 364d)), and (3) a combination of SDLW and SDLY (ŷ = αlwy(k − 7d) +
αlyy(k − 364d)). The test periods are 2013-16 (φp) and the year before is used to train each
model for the following year. Model coverage is approximately 94% for each year. Comparison
with 2014-17 NI data is presented in Figure 4.4 as there is not sufficient NI data available to
train a SDLY model to predict 2013 and permit comparison of equivalent years.

The following points are observed: MAPEs for NY are much higher than the corresponding
NI results; With the exception of 2017 for NI, NY errors exceed those recorded for NI by a
factor of two; Higher accuracy is not consistently achieved using the SDLW (for example,
the SDLY model performs marginally better for Genesee during 2013 and 2015, with 1-3%
improvement in MAPE); Including both load variables is beneficial to model performance.

A key message is that decreasing model coverage is the main limiting factor for including
historical load terms. Reduction in the proportion of the dataset for which the model is valid
must be balanced with the inclusion of more terms. Therefore, future models developed will
incorporate only one historical load. The parameter chosen for this purpose is the historical
load from the same day the previous week, i.e. y(k− 7d) based on the strong correlation with
the current load and the strength of its contribution to CAHL models investigated.

4.2.3 Variable selection

Some weather variables (eg. temperature) tend to change slowly from week to week and
follow a daily and annual cycle mirroring that of the load. Therefore, including recent week
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Figure 4.4: CAHL models for each NY region. Individual years from 2013-16 (φp) are compared
to NI results for 2014-17. Each trained model is used to forecast the following year to yield MAPE
prediction results.
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load terms in a model will account for temperature effects to a certain extent. However, to
properly account for weather related impact on load, weather variables should be explicitly
employed in a model. Incorporation of external parameters to account for load variation
which cannot be explained by past loads will be the focus of the next section. Due to the
large number of candidate explanatory variables (as summarised in Table 3.3 of Chapter
3), determining the optimum subset is extremely challenging. Heuristic, ‘trial and error’
approaches are not guaranteed to yield optimal results and a more systematic method is
necessary. One such method of selection is forward selection regression (FSR), a process of
building the model one variable at a time, starting with no variables. The variable chosen
at each step from the candidate set is the one which best predicts the load when used in
conjunction with those already selected. This process is repeated until the addition of variables
no longer improves performance. By design, the method avoids unnecessary inclusion of highly
correlated variables.

A SDLW model structure is employed to prioritise external parameters by FSR. Including
the previous week’s load requires the inclusion of both the current (xi(k)) and same day last
week (xi(k − 7d)) version of each selected variable. In other words, the variation in load
between weeks is explained as a function of the difference in other parameters. This can
be described as a weather-corrected (WC) model. FSR may be applied on a pairwise basis
forcing both versions of a selected variable to be included at each step (xi(k), xi(k − 7d)).
Alternatively for linear models, this can be achieved by creating a difference dataset where
each pair of candidate variables xi(k), xi(k − 7d) is replaced by one ∆x = x(k) − x(k − 7d).
Hence the models take the form:

∆ŷ(k) = α1∆x1 + ...+ αi∆xi (4.5)

for the difference based FSR where, ∆ŷ is the predicted difference in demand between week k
and week k − 1 and ∆xi is the difference in weather between week k and k − 1. The pairwise
version of selection takes the form:

ŷ(k) = α0y(k − 7d) + α1x1(k) + α2x1(k − 7d) + ... (4.6)

For pairwise FSR, both xi(k) and xi(k− 7d) exist in the candidate set. FSR includes both
variables at a time to determine which pair improves the forecast accuracy most significantly.
The pair which results in the largest error reduction is then selected to be permanently included
in the model.

Northern Ireland

With the exclusion of current and last week holidays (φp), data from 2014-17 (60,000 samples)
is used to rank the first 10 pairwise FSR and difference FSR features for NI (see Table 4.3).
There are notable differences between the lists yielded by each version of FSR. Common to
both is the raw temperature (the highest ranked temperature for both), humidity and an
indicator that the day is sunny. Additionally, the raw value for wind speed takes care of the
wind related effect in both. Calendar variables feature prominently in pairwise FSR as the first
three places are occupied by daily or yearly cycles. Weather variables have a more prominent
presence in the difference structured FSR with only one variable unrelated to weather events.
Three temperatures, three wind and two sunshine related variables represent a mixture of load
elements.

Narrowing the dataset to individual years results in slightly different variables being chosen
by FSR as each year is unique. FSR on year subsets of the data yield 13 variables common to
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Rank Pairwise FSR Difference FSR
1 Yearly cycle (sine) Temperature
2 Daily cycle (sine) Sun duration
3 Daily cycle (cosine) Temperature over 96hrs
4 Temperature Humidity
5 Binary sunny day indicator Yearly cycle (cosine)
6 Temperature-36hrs Wind direction
7 Humidity Temperature over 6hrs
8 Wind speed Wind speed
9 Visibility Wind speed3

10 Temperature-18hrs Binary sunny day indicator

Table 4.3: Top 10 variables ranked by FSR on 2014-17 (φp) NI dataset. Pairwise and difference
versions of FSR are presented. N.B. Average temperature over abbreviated as ‘Temperature over’.

all years out of the top 20 for pairwise rankings and the same number for the corresponding
difference lists. To determine whether significant differences exist in prediction errors depend-
ing on the application of FSR to the full dataset or individual years, the following experiment
is carried out: 2014-17 data is split by year, predictions for a year are obtained using a model
trained on the previous year; variables chosen for the model are selected by FSR on (1) the
full four year dataset from 2014-17 (φp) and, (2) the year prior to the test year, i.e. the data
used to estimate the model parameters. Minor discrepancy was observed between each set of
results from this experiment (a MAPE of 2.76% was obtained by each model using 10 variables
- in the pairwise model this corresponds to 20 individual variables).

This is examined more closely in Figure 4.5. The dashed lines show the performance of
the model which obtains FSR variables using the previous year data only (φp) and trains the
model on the same period to predict the following year. The continuous lines demonstrate
the performance of the model when the total dataset (2014-17) is used to select an overall
set of FSR variables but the model which predicts each year is trained on the previous year
dataset only (i.e. year k − 1 trains a model to predict year k). The minor differences which
are reported in this set of graphs after 10 variables have been added to the model, reiterate
the fact that either method of choosing variables is acceptable. Therefore, going forward the
method of choice will be the simplified version of identifying the variables on the 2014-17 (φp)
dataset at the outset, before building the models.

Another comparison in this set of figures is the difference in performance of the pairwise
linear model technique with the difference model technique. It is evident that similar accuracy
exists for each weather-corrected model version for most years, although it is generally slightly
better for the difference version. For example, in 2014 the difference model MAPE is 2.24%
for 10 variables and the corresponding pairwise performance is 2.31%. In 2015 the difference is
larger with 2.42% compared to 2.55%. As the number of model inputs increases, the difference
model reaches a steady error level sooner than the pairwise counterpart.

As confirmation of the results of these findings, another investigation is undertaken. For
the full dataset or individual years (φp), a random 70% of samples from the specified subset
is used to train a model on increasing numbers of input variables and the remaining 30%
from the same subset is the test period. MAPE results on the test periods are presented in
Table 4.4 for the (1) pairwise and (2) difference model structures. These have been averaged
over 100 Monte Carlo simulations to enable statistically robust results to be obtained. It is
observed that with the inclusion of fewer variables in the model, the difference model structure
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Figure 4.5: Experimental results comparing FSR applied to individual year datasets (dashed lines)
with FSR applied to the total 2014-17 dataset to obtain an overall set (continuous lines) of model
inputs. The other comparison is between (a) pairwise and (b) difference linear structured models for
each year.

Pairwise model structure Difference model structure
M 2014-17 2014 2015 2016 2017 2014-17 2014 2015 2016 2017
1 3.37 3.37 3.37 3.37 3.37 3.29 3.26 3.23 3.26 3.36
2 3.36 3.36 3.26 3.36 3.33 3.11 3.05 3.04 3.06 3.27
3 3.33 3.33 3.15 3.35 3.31 3.00 2.94 2.93 2.95 3.08
4 3.16 3.16 3.14 3.34 3.30 2.91 2.88 2.88 2.90 2.97
5 3.11 3.14 3.11 3.32 3.13 2.85 2.87 2.85 2.88 2.90
6 3.07 3.10 2.96 3.13 3.10 2.84 2.86 2.83 2.83 2.84
7 2.92 3.08 2.94 3.11 3.07 2.83 2.84 2.81 2.81 2.82
8 2.91 3.07 2.91 3.09 3.07 2.81 2.84 2.81 2.81 2.81
9 2.91 2.92 2.89 3.08 3.06 2.80 2.83 2.80 2.80 2.81
10 2.90 2.92 2.89 3.04 3.05 2.80 2.82 2.80 2.80 2.80
11 2.84 2.90 2.81 2.87 2.89 2.80 2.82 2.80 2.80 2.79
12 2.83 2.90 2.80 2.81 2.88 2.79 2.82 2.80 2.80 2.79
13 2.82 2.90 2.80 2.80 2.88 2.78 2.82 2.80 2.79 2.79
14 2.79 2.89 2.80 2.79 2.80 2.78 2.82 2.79 2.79 2.79
15 2.78 2.85 2.80 2.79 2.80 2.78 2.82 2.78 2.78 2.79

Table 4.4: Mean test MAPE for linear models with variables selected by: (a) difference based,
and; (b) pairwise FSR, tabulated against the number of FSR variables (M) included in the model
(averaged over 100 Monte Carlo simulations with randomly selected 70/30 training/test data splits
in each simulation).

is better. The full dataset results show that a model with 5 inputs yields a MAPE of 2.85%
using the difference structure compared to 3.11% for a pairwise model. Moving to a model
with 15 inputs, the performance for both is 2.78%.

The key message is that the linear relationships between the explanatory regressors and
the load are modelled well using a difference dataset and this simpler method is preferred.

Consideration of the yearly pattern of the load time series points to the possibility that
some variables are significant predictors of load during certain seasons but less crucial at
other times. To determine whether season-localised variable selection is beneficial in the
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(a) Linear difference FSR

Figure 4.6: Linear models are built on a random 70% of each season subset from 2014-17 and
tested on remaining 30% of the same season using increasing number of FSR variables in the model.
Variable selection is performed on the full dataset (shown by the continuous lines) with results on
each season and then on the season-specific dataset (shown by the dashed lines).

model building process, 2014-17 (φp) is split into four subsets corresponding to each season
with three months comprising each subset. FSR is used to prioritise variables for the season
subsets over all the years. The resulting rank of variables form the structure of models built
on 70% of each season’s samples chosen at random and tested on the remaining 30%. MAPE
performance obtained on difference models with increasing sizes are shown in Figure 4.6.

Summer, autumn and winter all show improvement using season-localised variable selection
compared with those chosen on the full set for models with fewer than eight features. However,
the difference is small (e.g. winter is 2.28% MAPE compared to 2.32% and summer is 2.35%
compared to 2.41% for 6-regressor models). With more variables, the difference becomes small
(summer is 2.34% compared to 2.33% MAPE)

In summary, FSR on the full 2014-17 dataset is sufficiently representative of individual
years and seasons to be used to choose the optimal set of variables overall. Several explanatory
variables in the candidate set contain similar information and if one is selected it will prevent
the other similar variables being chosen but this does not impact overall model performance.

New York

Appropriate variables for NY regions were identified for 2013-16 (φp) and in the rank of top
20 variables, 15 are common to each region. These are presented in Table 4.5 for pairwise and
difference FSR. Similarities to the NI results are observed with the importance of daily and
yearly cycles in a pairwise variable model is reiterated and average temperatures also featuring
prominently as regressors. Difference FSR focuses primarily on weather details (as was the
case for NI) with a mixture of weather parameters representing temperature, sun and wind
related components of load crucial in demand prediction for these regions.

The implementation of variable selection has relatively low complexity for linear models,
hence it is straight-forward to build and region-localised models on their own FSR ranked
variables. In contrast, non-linear models, as explored in Chapter 5, are more complex and
determining a prioritised list of regressors for individual load regions is computationally de-
manding. Based on the knowledge that 15 from the first 20 linear FSR ranked variables from
each region are the same, the assumption is made that establishing significant predictors in
one region may be applied to the others when it comes to implementing non-linear FSR in the
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Pairwise FSR Difference FSR
Daily cycle (sine) Clearsky DHI

Daily cycle (cosine) Wind speed
Binary indicator sunny day Temperature-96hrs

Temperature Binary indicator sunny day
Yearly cycle (sine) Humidity

Yearly cycle (cosine) Yearly cycle (sine)
Wind direction Temperature-24hrs

Visibility DHI*Potential solar irradiance
Temperature over 6hrs Temperature-72hrs
Temperature over 12hrs Temperature over 36hrs

DHI*Potential solar irradiance Wind direction
Potential solar irradiance Wind speed2

Temperature over 48hrs Temperature over 24hrs
Temperature over 18hrs Potential solar irradiance

Temperature-18hrs Yearly cycle (cosine)

Table 4.5: (a) Pairwise and (b) difference dataset FSR variables chosen by every region in the NY
case study from the top 20 ranked (15 in the top 20 are common to every region using each set). The
ranking is based on 2013-16 (φp).

next chapter.
Summertime in NY sees load characteristics which are unique to warm climates and, as

such, are not observed in the NI load time series. In Chapter 3 it was noted that the use of
air conditioning in the summer causes the load to increase with temperatures above a specific
threshold. For this reason, NY regions show significant benefit from choosing variables repre-
sentative of these characteristics in summer months. This is shown by performing a similar
experiment to the NI one shown in Figure 4.6. Two NY regions (Capital and West) are chosen
as examples in Figure 4.7. It is evident for model structures less than 15 parameters in size
that choosing summer variables makes a huge contribution to improving MAPE performance
for this season. For example, in the West dataset results, using 10 variable models the FSR
over the full dataset yields a summer MAPE performance of 6.03% compared to 4.11% using
the variables chosen from FSR on the summer subset. This is also true for winter months. The
difference in performance for 10 input models is 3.51% compared to 2.50%. For smaller models
there is a factor of two or greater reduction in MAPE, but as was the case with the NI data,
the difference in MAPE reduces as the number of variables increases. It is an important ob-
servation that the variables which show major step changes in terms of contribution to model
performance in summer and winter months are all temperature variables. This demonstrates
the importance of including a range of temperature derived features in a model. The same
pattern is not apparent in the intermediate spring and autumn months where small variation
in performance is recorded.

4.2.4 Offline weather-corrected models

After identifying the significant exogenous parameters to include in linear models, the next
step in the process is to examine the performance of models which use these parameters.
This is carried out using an offline weather-corrected (OWC) same day last week model.
Mathematically, the OWC model is written as:
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Figure 4.7: MAPE results on the Capital and West datasets when building models using inputs
from FSR applied to the full dataset (continuous lines) versus FSR applied to individual season
(dashed lines) as a function of the number of variables in the model. Training is carried out on 70%
of each season’s data from 2013-16 (φp) and tested on the remaining 30% of the same season.

ŷ(k) = y(k − 7d) + α1∆x1 + ...+ αi∆xi (4.7)

where, ∆xi is the difference in weather between week k and week k − 1.
It was observed in Figure 3.1 of Chapter 3 that the load time series has a downward trend

over time. In addition, load dynamics have changed considerably over a relatively small period
of time with the rapid growth in low carbon technologies, and, in particular, embedded small-
scale generation, as noted in Figure 3.2 (Chapter 3). This non-stationary behaviour presents
a challenge for forecasting if time samples from many years ago are used to train a model
to predict the current year, as was highlighted by the analysis of the basic SDLY models
presented in Table 4.1 (Section 4.2.1). For this reason, all offline models are trained on the
normal day samples (φp) from the year immediately prior to the predicted year.

Northern Ireland

SDLW OWC models for NI, employ normal day samples from the 2014-17 differenced dataset
to obtain FSR ranked variables and the individual years from this period are taken as test
periods. Comparison is made with equivalent SDLY results in Figure 4.8, where the models
are defined as:

ŷ(k) = y(k − 364d) + α1∆x1 + ...+ αi∆xi (4.8)

where, ∆xi is now the difference in weather variables between years, i.e. ∆xi(k) = xi(k) −
xi(k − 364d) for a SDLY structure.

The following conclusions are reached. Benchmark model performance is improved upon
by at least 15% for individual years by using 5 variables. The SDLW benchmark model for
2016 was 3.50% compared to the OWC SDLW model with 5 inputs which is 2.69% MAPE.
SDLW more accurately predict 2014-16 than SDLY for all model sizes shown with approxi-
mately 15-20% MAPE improvement by moving from SDLY to SDLW. The exception to this
pattern is 2017 which is predicted more accurately using the OWC SDLY model with 3.58%
MAPE compared to 3.91% using the OWC SDLW version. 2017 remains the most challenging
year to predict with errors remaining above 3.5% MAPE. All years have achieved maximum
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Figure 4.8: OWC models using a variety of model architectures. Individual year results for SDLW
and SDLY variations are shown for specific numbers of model inputs for the NI dataset.
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Figure 4.9: Alternative error metrics for the OWC SDLW model with 10 regressors on the NI
dataset.

performance level at around 6-8 parameters using a difference structure model and including
additional input features beyond this number does not show significant improvement.

Other error metrics are shown in Figure 4.9. Compared with the benchmark SDLW in
Figure 4.2 maximum over-forecasting errors for 2014-15 are reduced by 30 MW but increased
for 2016-17 by less than 30 MW. Maximum under-forecasted errors are reduced for each year,
significantly for 2015 and 2017 by 20 and 30 MW, respectively. Approximately 95% of mean
absolute errors now fall under 70 MW compared with 100 MW in the benchmark SDLW
model. 20% of MAEs are under 50MW compared with 25% before.

Figure 4.10 examines the weights placed on each variable for an OWC SDLW model which
uses five input features. 2013 weights are included in this figure as they are used to forecast
2014. 2017 weights are also included even though they have not been used in any of the
performance results obtained (they should be used to forecast the following year).

Current temperature, sun duration and temperature averaged over 96 hours are negatively
weighted. In other words, as the values of these variables increase, they contribute to a
reduction in the forecasted load. Whereas, the other weather variable - humidity - as it
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Figure 4.10: Parameter weightings for a 5-regressor OWC SDLW model.

increases, the forecasted load also increases. Although temperature is the first variable selected
by FSR, it carries the most weight only in the 2017 trained model. A significant portion of
the prediction is assigned to humidity in 2016-17 indicating that it is an important indicator
of the demand level for these years. 2013-14 weigh the variables more equally than later years.

Going forward, the OWC SDLW model is preferred over the corresponding SDLY model
as this yields more accurate forecasts over almost all the test periods.

New York

Application of the OWC SDLW structure to forecast demand in the state of NY is investigated.
Previously, it was observed that forecasts for the NY regions required bespoke sets of model
inputs which were reflective of the characteristics of the season. Therefore, variables included
in these models use the difference method of applying FSR to the season-localised dataset.
Four models are trained to predict each individual year based on the same season dataset
from the previous year (φp). Performance results for the five individual load regions on the
full 2013-16 dataset are presented in Figure 4.11 and compared with the benchmark model
whose input was one historical load regressor for the same day last week. Direct comparison
with NI is also made in this figure.

NY regions show improvement with the introduction of external variables. For example,
the MAPE performance for the Capital load zone reduces from 7.50% to 5.02% and the Hudson
Valley load zone MAPE reduces from 8.88% to 6.38%. There is a slight decline in performance
moving from 5 to 10-regressor models. A five input variable model yields a MAPE of 5.02%
on the Capital dataset while a 10 variable model has a MAPE of 5.04%. Similarly, Hudson
Valley deteriorates from 6.38% to 6.44% MAPE. This indicates that the information contained
in the earlier ranked variables is sufficient for predictions using this model structure.

4.2.5 Time-localised models

Incorporating more input features into the model does not contribute significantly to reducing
the forecasting error for NI or the NY regions. Therefore, improvement using linear modelling
requires consideration of other strategies. Chapter 3 analysed the relationship between tem-
perature and load which discovers a correlation pattern with a daily structure. Figure 4.12
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Figure 4.11: Comparison of the performance of SDLW models. Benchmark SDLW and OWC
SDLW 5- and 10- regressor models MAPE results for NI (2014-17) and NY (2013-16) regions are
presented and season-localised training and testing is applied to both case studies to provide a fair
comparison.
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Figure 4.12: Correlation between the current and same day last week load for each half-hour subset
(each value is based on 1,900 samples from 2012-2017 NI data, φp).

shows a similar graph which demonstrates correlation between demand on consecutive weeks
localised to each hour of the day for the NI dataset. Correlation never falls below 0.9 which
shows a consistently strong connection overall. Furthermore, clear evidence is present that the
correlation impact is higher during peak hours compared with other periods of the day. This
observation suggests that a model which calculates parameters for individual hours of the day
has the potential to capture the varying impact that explanatory regressors have on the load
throughout the day. This is referred to as a time-localised (TL) model and consists of 48 sets
of model weights.

Chapter 3 demonstrated that some variables were more relevant at certain times of the
day than others. For example, sunshine information is useful only in daylight hours. To
account for this, the variables for the TL models for each half-hour period are determined by
application of FSR to the corresponding subsets of the full dataset.
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Figure 4.13: Time-localised OWC model MAPE performance for individual years (continuous lines)
is compared with the original OWC model which is trained on full years (φp) of the dataset (dashed
lines). The number of inputs to the model ranges from 1 to 20 variables.

Northern Ireland

Figure 4.13 compares results obtained using conventional OWC SDLW models with those
obtained using the TL modelling framework for the NI dataset. The number of variables in
the model are increased from 1 to 20 inputs. From this, it is established that each individual
year’s forecast accuracy is improved by using the TL technique. For 10-regressor models,
MAPE performance is reduced on the 2017 dataset from 3.70% to 3.53%. On the 2014 dataset
the improvement is from 2.25% to 2.08%. The optimal set of variables is with the inclusion
of between 6-8 inputs (10 for 2017).

New York

Performance of the TL models on the NY regions are demonstrated for 5 and 10-regressor
models in Figure 4.14. Once again, season-localised modelling is applied to the NY case
study. An increase in forecasting accuracy is observed using the TL framework for each load
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Figure 4.14: Comparison of the performance of time-localised OWC models for 5 and 10-regressors
with the standard version of OWC model. Both NI (2014-17, φp) and NY (2013-16, φp) models are
built by season of the year to enable a fair comparison.



Linear model structure 59

zone. This is more pronounced in the smaller version of the model with 5 input features. Using
the Genesee load data as an example, the model with 5 input features improves from 5.49%
to 5.16% MAPE whilst the equivalent 10 variable improvement is 5.56% to 5.48% MAPE.

4.2.6 Sliding window framework

Motivated by the knowledge that there is seasonality in the temperature-load relationship,
seasonal autocorrelations in the dataset are examined in Figure 4.15. The dataset is partitioned
into three month blocks corresponding to each season of the year. Correlations between
consecutive weeks’ loads for each season are presented in the figures. It is observed that the
relationship between demand for consecutive weeks is strongest in autumn and weakest in the
wintertime. Maximum correlation in autumn reaches a value of 0.95 and 0.8 in winter. NY
equivalent plots (although not presented) are generally somewhat weaker than NI. Springtime
sees the strongest correlations at 0.85 during the morning peak while the summer maximum is
0.6. This infers that a seasonal model is an important field to explore and this is undertaken
in the following section.

An adaptive sliding window (SW) parameter updating methodology is proposed as a means
of addressing the seasonal changes. Here, the window of training data on which the model
parameters are trained is constantly changing. Old samples are removed from the training
dataset and the newest available information is included in order to reflect the most recent
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(b) Summer
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(c) Autumn
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Figure 4.15: Correlations between the current load and the same day last week load, for each
half-hour period of the day for the NI dataset split into four seasons of the year. No holidays are
removed from the 2012-17 data for this analysis.
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Figure 4.16: Visual representation of the adaptive sliding window framework of modelling. The
training window moves along the length of the data with the test period in contrast to the offline
version which fixes the training window in order to forecast a full year of samples.

data trends (see Figure 4.16 for a visual comparison of the fixed window of training versus the
sliding window training set). As with the historical load data employed as regressors in the
model, the training window will not permit inclusion of the previous 24 hours of samples.

An additional motivation for this proposed sliding window framework is the fact that the
load time series is non-stationary, as discussed in Section 4.2.4, and hence, information further
back in time is less representative of the current load dynamics. Using a sliding window of
training data enables these non-stationarity issues to be addressed.

Two parameters in the candidate variables set are binary indicators of sunny/windy days.
An issue that arises with a narrower window of data on which to train the model is that one of
these variables may contain a value of zero for the entire training period and is treated in the
mathematical model as an offset. If the test data contains a value of one at a specific sample
point, the “offset” parameter weighting is assigned to this variable. This has the potential to
yield an invalid forecast. To avoid this situation occurring, these two binary indicators will be
excluded from the variable selection process when implementing the sliding window.

The FSR process is performed on the full 2014-17 (φp) dataset for NI and the season-
localised 2013-16 (φp) dataset for NY to obtain the inputs for the sliding window models.

Northern Ireland

In Figure 4.17 various lengths of training data are tested using the SW framework. The
window length on which a model is trained is increased from one day of samples (48 samples)
to a full year. It is noted that the full year of training samples is not equivalent to an offline
model as the training window is still moving along and not fixed to the calendar year, as in
the offline version. Individual year results using a model with 10 input variables are presented
in Figure 4.17(a). Here, it is seen that the models reach a trough for sliding data windows
of two months or less. The optimal window length for 2014-16 is around 50 days of samples
(2.14%, 2.36%, and 2.46% MAPE) while 2017 reaches peak performance at 38 days (3.12%
MAPE). Performance deteriorates slightly towards the middle window length investigated but
as a full year of samples approaches the error level dips again, but does not surpass the earlier
minimum point.

Overall 2014-17 (φp) performance using models which include 5, 10 and 15 regressors are
shown in Figure 4.17(b). Moving from 5 to 10 variables for a 44-day sliding window training
set (the optimal length over the full dataset) demonstrates a reduction in MAPE from 2.74%
to 2.53%. A 15-input model requires a minimum training window of 134 days to achieve
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(a) Individual year results (φp) using a 10-parameter
SW model
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Figure 4.17: Sliding window WC model MAPE performance using an increasing length of window
on which to train the model.

reliable parameter estimates, but does not improve on the prediction performance of the 10
variable models.

New York

Estimation of SW models on the NY dataset yields the results shown in Figure 4.18 for a range
of sliding training window lengths from 1 day to 365 days. As the training window length
increases, the minimum error for this set of results occurs earlier than for the equivalent NI
models. The optimal window is found between 8 and 13 days using a 5-regressor model.
Small improvements are observed in comparison to the time-localised models. The optimal
SW framework performance on the Capital dataset is 4.34% compared to 4.77% for the TL
model. A similar comparison for the Genesee data records MAPE results of 4.55% and 5.16%.
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Figure 4.18: Overall MAPEs of 2013-16 for each NY region using SW WC models. All models are
built on season of the year splits.
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Northern Ireland WC SDLW summary

A comprehensive comparison of 10-variable weather-corrected same day last week models is
presented in Figure 4.19. MAPE, MOFE and MUFE performance metrics for individual years
are shown in the first figures. In the two final figures, the absolute errors under which 95% and
50% of the datasets’ predictions fall are also given. Results from the original, time-localised,
and sliding window variations of the WC SDLW models are reported in this investigation.
The optimal training window length for the SW model is employed (44 days of samples).

The TL model out-performs the other models in the first half of the test period (2014-15)
and the SW model is the optimal version for the second two years. As a general observation,
this is borne out in all the error metrics. The differences are small between both these versions
of the model. The largest is observed on the 2017 dataset with 3.53% MAPE and 95%
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Figure 4.19: Various error metrics for each test year obtained by applying three types of 10-regressor
WC SDLW models to the NI dataset. MAPE, MOFE and MUFE are shown as well as the absolute
error under which 95 and 50% of the predictions fall.



Linear model structure 63

of predictions under 84 MW using the TL model compared to 3.15% MAPE and 95% of
predictions under 76 MW using the SW model. However, the message is clear: the original
model is not able to match the accuracy that comes with the use of the additional frameworks.

One observation of interest is that, although the SW model predictions are an all-round
well-performing models, they yield the highest under forecast error on the first three years of
the dataset.

Prediction metrics until this point have been based on approximately 86% coverage of
the dataset since the models developed are only valid for normal data (φp). Holidays cause
fluctuations in forecasting accuracy when they are included. This is not only the case for the
holiday itself, but the impact extends to surrounding days and those days which include holiday
historical loads inputs for their forecast. In practice, manual adjustment to these forecasts is
typically the method used to address this challenge based on an empirical understanding of
the dynamics of demand. In theory, however, a model should be able to take holidays into
consideration and estimate them using a different method. As such, the remainder of this
chapter considers approaches that minimise the impact of holidays on forecasting.

4.2.7 Exogenous input models

Firstly, an exogenous input (EI) model is proposed as a partial solution to the problem. This
approach eliminates the same day last week historical load variable from the candidate set of
explanatory variables. While this does not address the challenge of predicting holiday load
patterns, it does eliminate the problem of historical load holidays being used as inputs to
predict normal days. Consequently, EI models achieve coverage of up to 92% for the 2014-17
dataset. Structures from the modelling experiments in the SDLW section are trained as EI
models. These are: (1) offline EI models trained on the previous year’s dataset, (2) offline
time-localised EI models, and (3) sliding window EI models. Mathematically these take the
form:

ŷ(k) = α1x1 + α2x2...+ αixi + ...αMxM (4.9)

where, xi denotes the ith exogenous input variable, and αi the associated weight (model coef-
ficient).

The exclusion of special days from the model coverage includes those forecasts which use
special days as inputs. Consequently, EI models have inherently broader model coverage than
their weather corrected SDLW counterparts which must be kept in view when comparing
results from the two model structures.

In previous experiments using the sliding window framework, the binary indicators of
sunny/windy days were excluded from the candidate set of variables for their lack of ability
to be trained under these conditions. For consistency they are also removed from the SW EI
structure results presented in this sub-analysis.

Northern Ireland

EI FSR prioritisation for the overall NI dataset (2014-17) is found in Table 4.6. The historical
load from the previous week contributed to the representation of the annual and daily trends
which are prominent characteristics of the load time series in SDLW models. Now that this
variable is omitted from the model, these trends must be represented in an alternative way.
Therefore, as expected, the daily and yearly variables in the candidate set of regressors are
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Rank Variable
1 Daily cycle (sine)
2 Daily cycle (cosine)
3 Yearly cycle (cosine)
4 Temperature
5 Humidity
6 Temperature-96hrs
7 Temperature-18hrs
8 Temperature-24hrs
9 Temperature-6hrs
10 Temperature over 18hrs

Table 4.6: Top 10 variables ranked by EI FSR on φp 2014-17 NI dataset

ranked as the most significant. Various temperature variables which feature in this list may
also be chosen for their combined contribution to reflecting the yearly/daily patterns.

Figure 4.20 shows the MAPE performance on the NI dataset as the number of inputs to an
EI model is increased from 1 to 30 variables (i.e. the full candidate set of variables excluding
the binary sunny/windy day indicator which did not achieve good performance for the sliding
window framework). For the sliding window model, the window of training data was optimised
for a 10 variable model. From a range of 1 to 365 days of training samples trialled, 365 days
was considered the best and this window length was applied to all sets of input variables which
are shown in Figure 4.20. All three EI structured models perform quite similarly in terms of
MAPE accuracy with over 18 inputs in the model. Before this number of variables is reached,
the offline and SW methods remain close to 10% MAPE but the time-localised model is well
above 12% for most sets of variables. All three reach approximately 9.2% MAPE.
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Figure 4.20: EI models MAPE performance on the 2014-17 NI dataset as the number of variables
in each type of model increases from 1 to 30. Results show (1) offline EI models trained on the full
dataset from the previous year (excluding only holiday days), (2) offline time-localised EI models,
and (3) sliding window EI models.
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New York

A similar study is conducted on the NY load zones. In Figure 4.21, results for a select number
of variable inputs are shown for offline EI models, offline time-localised EI models, and sliding
window EI models. Models with 10, 20, and 30 input features selected.

A key factor to note is the benefit of using the offline models. Each set of variables produces
the optimal prediction accuracy for the dataset either using the offline model trained on full
days of data, or using the offline model trained and tested on each half hour. For certain cases
it is the least accurate by 1.5% MAPE (Hudson Valley 10 variable model) and other cases it
is less distinct. Between the two offline models, the model trained on full days is the most
accurate more often. However, this is not a universal result as the time-localised model is
superior on the Capital dataset when 10 and 20 variables are used as inputs and on the Long
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Figure 4.21: EI models MAPE performance on the 2013-16 NY dataset for a selected number of
inputs. Results show (1) offline EI models trained on the full days from the previous year, (2) offline
time-localised EI models, and (3) sliding window EI models.
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Island dataset for 10 inputs.
EI models with 10 variables are approximately 1-2% less accurate than the equivalent 10

and 20-regressor SDLW models for each region of the NY dataset.
The results decisively show that linear EI models for the NI dataset are less reliable by

a factor of 3 compared with the performance of the SDLW models. Their key purpose is
comparability with similar type non-linear results. In contrast, although the linear version of
EI models for the NY dataset are less accurate than the SDLW models, the deterioration in
performance is significantly less than for NI.

4.3 Predict-correct

A bespoke solution for forecasting holidays is proposed in this section which may be applied
to any model and any dataset. For the purposes of demonstrating what is achievable through
this method, one model and one dataset is selected: the adaptive sliding window WC SDLW
forecasting model is applied to the NI dataset. The optimised window of training data (44
days) is employed to yield this initial forecast.

For SDLW models, the dataset which has a holiday impact is 122 days (15%) in 2014-17.
This is made up of days which are holidays and days which are forecast using holiday load
regressors. On inspection, similar behaviour is observed for each type of holiday from year to
year. A few exceptions to this rule are (1) Easter which is not always at the same time and
(2) holidays which are on the same date but fall on a different type of day (eg. a weekday
Christmas versus a weekend Christmas). The recurring nature of holidays, suggests a simple
solution: an adjustment factor for each holiday type may be calculated and applied to the
initial forecast generated by the model for the day.

In preparation for this, a dummy variable is used to assign a number to each different
holiday type. For example, normal days are indicated by a value of 1, 2 indicates New Year’s
day, 3 is the day after New Year’s day if it is a weekday, 4 if it is a weekend day, etc.

The adjustment factor may be calculated in various ways. Crucially, the calculation should
use the initial forecast from the previous holiday, not the corrected version. Therefore, the
initial forecast should be retained for calculating future holidays. Correction may be achieved
on the basis of (1) all the holidays of the same type in the history of the dataset or, knowing
that demand trends change over time, (2) on the basis of the most recent same type of holiday
in order to allow the current trends to drive the adjustment. Better accuracy is observed when
the adjustment is based on all the holiday samples as few are available for each relevant type
of day in the historical dataset. Therefore, this approach is deployed.

Multiplication and addition adjustment factors are both examined as potential solutions.
Let the holiday sample under examination be denoted hol and the previous same holiday
samples denoted holp. An addition error correction coefficient is defined as Ead = y(holp) −
ŷ(holp) and the equivalent multiplication correction term Emu = y(holp)

ŷ(holp)
. The true forecast

ŷtrue is then given by:

ŷtrue(hol) = ŷ(hol) + Ead (4.10)

for the additive adjustment factor, or

ŷtrue(hol) = ŷ(hol)× Emu (4.11)

for the multiplicative adjustment factor.
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Figure 4.22: Comparison of the predict-correct adjustment implemented using additive and multi-
plicative factors for each type of holiday.

Adjustment factors for each half hour of the day are calculated. The reason for this is
that holiday demand is less affected during night hours than daytime hours. Predict-correct
is applied to forecast holidays. Reverse application is also undertaken for forecasting normal
working days which employ holiday historical load inputs to create the forecast. This follows
the same format as described but instead of lowering the forecast (holiday demand is typically
lower than a normal working day), the adjustment factor will generally increase the forecast
as the information being used to generate the forecast value is the lower holiday historical
load information. Some days fall into both categories of adjustments (e.g. New Year’s Day is
itself a holiday and uses Christmas Day as an input) but the same procedure is applied.

Figure 4.22 shows the results on each individual holiday type. The original forecast is
presented, the forecast using an addition factor, and the forecast using a multiplication factor.
Firstly, it is clear that using this method improves the forecast accuracy. Many days which
yield MAPE results over 10% are reduced to under 5% MAPE. Results show that the optimal
performance is using the multiplication factor for almost every holiday. For example, the
addition correction forecast for Christmas days yields a 7.35% MAPE and the multiplication
correction forecast for these days is 6.46%. For some days the difference is less significant.
For St. Patrick’s day, both achieve a 2.71% MAPE which is an improvement on the original
forecast from 9.73%.

It is definitely clear that this simple approach is able to achieve significant improvement in
forecasting days with difficult behavioural patterns based on a small amount of data. The fact
that this may be applied to other model forecasts besides the one used in this examination is
an additional benefit.

4.4 Chapter summary and contributions

In conclusion, this chapter establishes the utility of linear models in the context of forecasting
the electric load for NI and NY datasets. Simple models using historical load to predict the
demand set the benchmark performance level of over 3.5% for the NI dataset. NY results were
consistently worse by a factor of 2 in most cases. It was demonstrated that including more
than one historical load input to the model, whilst improving model performance, applied to a
smaller proportion of the dataset from around 85% to less than 70%, depending on how many
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were incorporated. Therefore, the number of historical load inputs was restricted to one - the
same day last week - which represented the most correlated to the current demand. Load
variation between consecutive weeks was explained as a function of the remaining variables
in the candidate set, selected using FSR on a difference dataset. NY demonstrates a more
distinctly weather-driven load than NI and requires the detail of season-localised selection of
model inputs which improves on the accuracy of a full year model. Further improvements were
observed with the use of additional time-localised and sliding-window frameworks. On the NI
dataset the error is reduced from 2.76% to 2.57% and 2.53%. Exogenous input models were
explored as a method of addressing the errors of SDLW models which are recorded on forecast
days which fall on the week following a holiday. Whilst these methods have higher errors than
SDLW models, they are competitive alternatives for days which have holidays inputs to the
forecast. Finally, a predict-correct enables 100% model coverage as the large prediction errors
associated with holidays due to their unique demand characteristics are substantially reduced
from an average MAPE of over 10% to 5%.

Thus, the main contributions of this chapter are as follows.

• A variety of linear load forecasting methods have been introduced and evaluated on both
the NI and NY case studies, with each one systematically optimised in terms of variable
selection and training dataset in order to maximise forecasting performance.

• To address the non-stationarity of the load time series, offline models are trained using
data from the year immediately prior to the forecast year only. Additionally, a sliding
window training framework which adapts online to the most recent trends has been
explored and shown to be optimal with sliding data window of between 40 and 50 days
for NI, and 10 and 20 days for NY.

• To account for time samples which are affected by holidays, additive and multiplicative
predict-correct schemes which adjust an initial forecast value based on observations from
previous holidays of the same type, have been explored with the multiplicative scheme
yielding the best results.



Chapter 5

Non-linear load forecasting models

Linear models are widely used in load forecasting due to their simplicity and interpretability.
However, they are limited in their capacity to model the non-linear relationships which are
present between the load and explanatory regressors. To adequately model non-linear rela-
tionships in the data, non-linear models are needed but these are more difficult to estimate
and, in general, require substantially greater computational effort.

While linear models are able to represent a significant part of the demand variability as
evidenced by the accuracy levels achieved, some of the remaining error in the modelling may be
attributed to the non-linear interactions. For example, it is well known that the temperature-
load relationship is non-linear, particularly in countries with high air-conditioning loads in the
summer. The relationship between wind speed and wind generation is non-linear, as is PV
output with solar activity. Similarly, the relationship between load and weekday, cannot be
captured in a simple linear model.

It is natural therefore to consider non-linear models for load forecasting, and indeed there
is substantial literature available on non-linear load forecasting models with neural networks
featuring prominently [55],[18]. Additionally, decision trees [56], gaussian processes [57], non-
linear autoregressive with exogenous inputs [58], self-organizing maps [59], support vector
machines [60],[61], radial basis functions [62] as well as hybrid versions are implemented.

This chapter builds on the work in the previous chapter, by exploring to what degree
the non-linear extensions of the model structures proposed, improve prediction performance.
Multilayer perceptron neural networks and random forest decision trees are two popular and
powerful non-linear modelling paradigms, selected as the basis of non-linear model develop-
ment.

5.1 Multilayer perceptron neural networks

Artificial Neural Networks (ANNs) mirror the architecture and function of the biological
neural network - the nervous system. The nervous system is made up of millions of neurons
connected to many other neurons, each composed of a cell body, an axon and dendrites.
Synapses are the interactions between one cell and another. Axons carry impulses away from
one cell body for propagation to another and dendrites receive signals from other neurons. At
any instant, a neuron has an excitation threshold which must be reached by the combined
signals received by the cell to determine whether the cell must fire an impulse. Artificial neural
networks attempt to replicate this process which is highly effective for learning, remembering
and performing complex tasks.
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Figure 5.1: Structure of an MLP network with a single hidden layer

The foundation of artificial neural networks dates back to the work of McCulloch and
Pitts in 1943 [63] who proposed a binary unit whose value depends on the linear sum of
weighted inputs from the other neurons in the network. Another key development came in
1949 when Hebb [64] established a learning rule which states that the connections between
neurons are adaptive and can be strengthened by frequent activation of one neuron by another.
Rosenblatt’s [65] perceptron network with signals connecting in a single direction introduced
the feed forward network. Backpropagation [66] was a major breakthrough that enabled
training of multilayer perceptron networks as described later in Section 5.3.

One of the best known and most widely used neural networks is the multilayer perceptron
(MLP) due to its universal approximation capabilities and its ability to scale well with input
dimension. This is a feed forward network architecture (an example of which is shown in
Figure 5.1) with one or more hidden layers of neurons. Each layer is connected in a single
direction and no intra-layer connections exist hence the term feed forward. In the first layer
the model inputs are presented to the network and in all subsequent layers the neuron inputs
are the outputs of all previous layer neurons. The MLP uses a supervised learning algorithm
to train the network in which each sample vector is a set of inputs with a target output. The
function which maps the inputs to the output should be created in such a way that enables
generalisation to unseen inputs. For further information on MLPs see [63], [65], [64], [66] and
[67].

Examination of a single layer MLP network of Nh neurons shown in Figure 5.1 reveals
neurons to be the key component of the network in which three core steps are observed.
In the jth neuron of a hidden layer (1) each element i of the input vector p of length NI

is multiplied by the corresponding weights in weight vector vj and summed; (2) a bias bj is
added; (3) the result is passed through the transfer function φj to form the neuron output hj,
as described mathematically in Equation 5.1.

hj = φ(xj), xj = vjp + bj (5.1)

Transfer functions in each hidden and output layer neuron give the device’s output
for each possible input and are represented by different transfer graphs. Linear or identity
functions do not apply thresholds, i.e. the output is a linear activation of the input as in
Figure 5.2(a) and Equation 5.2.

f(x) = x (5.2)
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Figure 5.2: Transfer functions which map neuron inputs to outputs.

Non-linear sigmoid transfer functions squash the inputs between certain values. For ex-
ample, inputs are squashed between 0 and 1 or -1 and 1, depending on the choice of sigmoid
function. One sigmoid function is defined in 5.3 by a hyperbolic tan function (tanh(.)) with
the corresponding transfer graph in Figure 5.2(b):

tanh

(
x

2

)
=

1− e−x

1 + e−x
(5.3)

The criteria for the activation function is that it must be non-decreasing and differentiable
[68] as the backprogagtion algorithm is used which computes the gradient of the error function.
Linear transfer functions are the default used on the output layer neurons while tanh transfer
functions are typically used for the hidden layer neurons.

The universal approximation theorem ([69], [70]) states that a feedforward network with
a single hidden layer of sigmoidal neurons is able to approximate any continuous function,
provided the network contains an adequate number of neurons in the hidden layer. Therefore,
in this study the MLP model is restricted to one hidden layer and the optimisation of the size
of this layer is by a systematic evaluation over a range of possible values.

The input-output relationship of a multi-input, single-output, single hidden layer model is
expressed as:

y =

NH∑
j=1

wjφ
( NI∑
i=1

vjipi + bj

)
+ c (5.4)

where, NI and NH are the number of inputs and hidden layer neurons respectively, bj and c
are the biases on the jth hidden layer neuron and output layer neurons, vji and wj are the
weights between the ith input and the jth neuron in the hidden layer and the jth neuron in
the hidden layer and the output neuron, and pi is the ith network input.

5.1.1 Literature

Park et al. [22] were among the first to apply neural networks to load forecasting in 1991.
Three months of hourly temperature and load information from November 1988 to January
1989 was used in the case study, with 30 normal weekdays removed for testing and the re-
mainder of the data used to train the network. The study was undertaken for the US region of
Seattle/Tacoma. Daily peak, daily total and hourly loads were predicted by separate networks.
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The generalised delta rule algorithm was used to train the networks. This is a special case of
the backpropagation algorithm that does not involve the use of derivatives. Although the au-
thors test several network structures, they present the final architectures without definitively
mapping out the alternatives examined. Three temperature inputs (average, maximum and
minimum) are fed into the daily peak and daily total load models which contain five neurons
in the single hidden layer. Over the test data the MAPEs are 2.04% and 1.68%, respectively.
Six variables (the hour of day, load values from the previous two hours with corresponding
temperatures and temperature for predicted hour) and a hidden layer of 10 neurons make up
the structure of the network used to predict the hourly load. A test dataset MAPE of 1.41%
was recorded for this model.

As the use of neural networks in load forecasting became more popular Bakirtzis et al.
[26] applied a feedforward MLP to the Greek power system testing on hourly data from 1993.
Initially, holidays were removed from training and test periods and a single “global” model
trained using the standard backpropagation algorithm. The 63 inputs to the model consisted
chiefly of past loads, temperature information and day of the week indicators. The network
had one hidden layer of 24 neurons which fed the 24 outputs of the network representing
each hour of the forecast day. The size of hidden layer was the optimum from experimental
evaluation of a range of values in the network from 10 to 80 hidden neurons. The authors
observed that offline training of network parameters once for the entire year ahead did not
perform as well as the monthly or daily updated weights. An improvement in MAPE from
2.58 to 2.34% is noted when moving from yearly to daily adjustment timescales.

In the same paper, partitioning of the input space was tested in the form of a multi-model
framework. Data was split by weekday and seven local models were trained to predict each
type of day, avoiding the necessity of including weekday input information. This experiment’s
training set consisted of only one year of samples. Taking into consideration the number
of inputs to the training samples ratio, the conclusion that individual models are not useful
should be tested more rigorously although the authors have not addressed this issue.

The final section of the paper was dedicated to holiday forecasting which was observed to
yield poor results when employing only the immediately preceding year to train a model. This
experiment altered the training set to include 90 days prior to the forecast day, supplemented
by 30 days surrounding the same day in the previous 6 years and results on all days were
recorded. It was established that for standard days a 3% reduction in MAPE was achieved.
Moreover, a more significant point was the fact that the holidays were predicted more accu-
rately although the specific percentage was not recorded. In the final version of the model
atypical days were dealt with separately by adjusting by the average deviation from the basic
forecast measured by that type of holiday from previous years. Thus, holidays record a 3.56%
MAPE in the test year.

A comparison of linear and non-linear models was brought by Hong [25] in his PhD thesis.
Several standard MLPs were built to compare with the linear regression models developed
on the available dataset which consisted of a US utility’s hourly demand for 2001-09. Both
single and multi-model topologies were tested. The three multi-model frameworks considered
were (1) 24 parallel sub-networks (hours of the day), (2) five networks based on weekday
(Tuesday to Thursday are amalgamated) and (3) 12 networks representing each month of the
year. Comparing these with the single global model option investigated, the weekday split
was discovered to be the most effective. Rather than removing holidays and adjacent days,
Hong accounted for them by treating them as weekend days or Mondays depending on the
type of outlier.

Backpropagation supervised learning trained the model parameters including those of the
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single hidden layer whose size was selected by a systematic evaluation of a range of five to
50 neurons with incremental steps of five. Three consecutive years of training data was used
to test on the following year and the lowest MAPE on this year determined the optimum
number of neurons to be 15. Hong applied an in-depth analysis of linear regression techniques
to motivate the selection of inputs to the non-linear model; 41 in total. For example, those
chosen capture the trend of the load time series, the weekday and hour interaction, and the
month of the year, as well as the interactions of the month and weekdays with temperature
derivations. The resulting model was compared with its linear counterparts and revealed that
the linear version performed better with the same information. The MAPE for 2004-09 was
4.35%, compared with 4.03% for the equivalent linear model. One value of this research lies in
the knowledge that the fine tuning done to improve linear models cannot always be transferred
to non-linear models as the structure of model and method of processing the input information
is very different.

Hippert et al. [55] were not convinced that neural networks had been adequately examined
in the area of load forecasting in spite of the fact that they had been popular in this research
community for several years. Their 2001 review paper investigated the application of neural
networks to the forecasting paradigm over a period of eight years and included 40 articles from
leading journals. One general deficiency they observed during the review is that the parameter
to training sample ratio is too small in many applications therefore, the generalisation error
may suffer from over-fitting. They pointed out that neural networks are “data-driven” methods
which require large training sets. The testing processes followed by many forecasters was also
criticised and deemed to be not as rigorous as is necessary to present a fair evaluation of the
network implemented. They concluded that further analysis should be done to provide scope
for useful discussions on the role of ANNs in this area of research.

More recently in 2015, ANNs have been applied to the Greek power system to forecast
demand at hourly granularity by Tsekouras et al. [18]. Their paper provides an insight into the
complexity involved in configuring a single hidden layer MLP network due to the large number
of potential model parameter combinations. For example, in optimising the size of hidden layer
(from a range of 20 to 70 neurons), learning rate, momentum term and activation functions
at the hidden and output layers, and stopping criteria and all parameters creates over 800
million combinations. A full investigation is not practically possible therefore each parameter
was calibrated while holding all the others constant. In addition to the above parameters,
other factors included the choice of training algorithm (14 variations were considered) and the
inputs to the network.

Systematic optimisation of the network was undertaken on a model of 71 input variables.
Emphasis on the previous two days was shown in the selection of input variables. Hourly
load values, maximum 3-hour average temperatures and deviations from comfortable living
conditions were considered for both days. Temperatures from two Greek cities accounted for
variation in weather conditions throughout the country. Dummy variables for the weekday
(binary format was employed, e.g. Monday was coded 1000000, Tuesday as 0100000, etc.)
and two sinusoidal functions representing seasonal behaviour across the year were the calendar
regressors chosen.

Based on validation and test set MAPE results as well as computation times, the optimum
model was found to be one with 45 neurons in the hidden layer, trained using a scaled conjugate
gradient algorithm (a combination of the model trust region approach used in Levenberg-
Marquardt and the gradient descent searching along conjugate lines). Validation and test
dataset MAPEs for this model were 1.49 and 1.78%, respectively. Windows of training data
from a range of 1 to 7 years were examined with 3 years selected as yielding the best results on
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the validation and test sets of 1.5 and 1.8%. 10% of the training data was selected to validate
the model from a range of 5 to 50% investigated. Following this extensive search to optimise
their MLP model, Tsekouras et al. state that it is not possible to generalise their findings to
other case studies due to the individuality of each case study. Lu et al. [71] concur with this
assessment of neural networks being “system dependent”.

5.2 Tree bagger models

Decision tree learning is another type of non-linear supervised learning algorithm which
divides the input space into regions. The motivating principle is that a complex decision
is easier to resolve by breaking it down into several simpler decisions. Observations about
the set of training data are used to construct branches of a tree which are followed to reach
target values, represented by leaves of the tree. Decision tree models are a ‘white box’ model,
attractive due to their simplicity and interpretability as each prediction may be traced back
through the series of decisions used to establish the logic observed to reach the outcome.

First proposed by Breiman et al. [72] in 1984, the original classification and regression
tree (CART) methodology has many variations. They are often used as a classification tool
for pre-defined classes ([73], [74], [75], [76]) but also have the functionality to take continuous
values and be used as a regression tree. Tree growth algorithms are usually based on a greedy
top-down partitioning process. The splitting function associated with an internal decision
node partitions according to the feature which best divides the input region at that step and
are generally univariate, i.e. the node separates based on a single attribute. Impurity measures
are used to determine the best strategy for dividing the data. Among them are the Gini index
[72], information gain [73], variance reduction [72], and distance between partitions [77].

Random forest decision trees are used to estimate tree bagger (TB) models. Each bootstrap
replica of the input data grows an independent tree with features selected at random for each
decision split. Figure 5.3 is a visual representation of the method which demonstrates the
flow-chart like structure of the attributes in the branch nodes and the outcomes in the leaf
nodes.

For each tree in the ensemble of NB trees, a bootstrap sample of samples is drawn from
the complete training dataset containing all sample instances and variables. Each selection

Figure 5.3: RF decision tree structure
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of samples is replaced before the next sample is taken. From the bootstrap sample a tree is
grown. At each node in the tree a subset of variables is selected at random, the choice of
which is entirely independent of all random vectors generated in the nodes before and after.
To obtain the best partition of the input space, a variance reduction splitting criteria is used
IV . At node k this is defined as:

IV (k) =
1

|N |2
N∑
i=1

N∑
j=1

1

2
(yi−yj)2−

(
1

|NT |2
NT∑
i=1

NT∑
j=1

1

2
(yi−yj)2+

1

|NF |2
NF∑
i=1

NF∑
j=1

1

2
(yi−yj)2

)
(5.5)

where, N , NT and NF are the set of pre-split samples, the samples for which the split test is
true and the samples for which the split is false, respectively. This chooses the best variable
and split-point in the dataset. The results of mapping all individual trees are amalgamated
to form the complete ensemble of trees TB. The outcome of a prediction at a new point t is
given as:

ŷ(t) =
1

NB

NB∑
i=1

Ti(t) (5.6)

5.2.1 Literature

Disadvantages have been noted in the tree models such as their sensitivity to a small change in
training data resulting in notable differences in structure and consequently the final prediction
[78]. As with other non-linear methods, over-training and inability to generalise well is a
potential drawback due to iterative partitioning and construction of over-complex trees which
have very small datasets. Several techniques have been proposed to overcome these problems.

Ensemble techniques construct more than one decision tree. Boosted trees [79], bootstrap
aggregated (of which random forest is a specific type), and rotation forest [80] are several
options. Bootstrap aggregated, also known as bagged, decision trees [81] is a method which
builds multiple trees by repeatedly resampling the training data uniformly with replacement.
Consequently, many new learning sets are created and elements in one set’s tree may also be
found in others. Averaging the outcomes yielded by many individual trees yields an overall
model output which generally produces more accurate and stable predictions than a single
tree as long as the trees are not similar. The random forest (RF) algorithm [82] contains the
additional element of a randomised subset of predictors for each split of each tree to avoid the
occurrence of strongly correlated trees. Further details of the CART and RF methodologies
are found in [72] and [82].

Few journal articles exist which describe decision trees in the context of load forecasting.
Gonzalez et al. [83] applied them to price forecasting in the Spanish-Iberian electricity market.
A preliminary investigation using the out-of-sample variable importance feature of RF showed
that similar regressors to load prediction were significant. Namely, calendar information,
autoregressors, and availability of different generation sources, eg. wind power. Three decision
tree structures were compared, namely, CART, bagged trees and RF which demonstrated
comparable performance to autoregressive integrated moving average based methods from
other papers. The size of training data was varied between 3 and 10 years with the conclusion
that the optimal window was 3 years of data. This indicated that wind power generation has
had an impact in the electricity market only in recent years, therefore the most recent data
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contains the necessary information for parameter estimation. Mean squared error performance
was improved by a third compared with the longer period of 10 years.

Offline training was used to predict one hour ahead prices for four weeks (each one repre-
senting a season of the year) from 2011, and revealed RF to be the best version of decision
tree. However, this is an unsurprising conclusion considering that the number of trees used by
bagging is 30 and 500 for RF. RF outperformed CART and bagged trees in terms of MAPE
by 70% and 15%, respectively with 6 variables selected in the model. Online forecasting using
information up to the previous day to build a model for day ahead prediction sets a narrower
window of training data. 2007 until the day before the predicted day in 2011 was used in train-
ing. Again, the key message was that RF outperformed the other two both by approximately
25% to achieve prediction accuracy of 3.64% MAPE.

Li et al. [84] used individual customer usage to investigate using an RF model topology
among others methods. Hourly smart meter readings for 2010 from 50 users in a western US
utility were the case studies on which linear and non-linear technologies were tested. Linear
models considered included a simple averaging technique, an autoregressive model with lag
order one, and a least absolute shrinkage and selection operator (LASSO). The non-linear
methodologies considered were support vector machines, MLP and RF structures. Historical
loads for the previous 10 days (24 hourly samples for each day) were model inputs in most
cases. The MLP hidden layer size was 5 neurons. The training and test datasets were narrowed
to include only weekdays and a filter was applied to extract the daily shape from the data.
The RF structure sampled one third of the original features at each node split in the tree and
500 ensemble trees were grown. All models were tested on sliding windows of 30 and 50 days
of training samples with overall slight improvement using the longer window. The best results
from this experiment were produced by the RF model with a MAPE of 0.20% on hour ahead
prediction followed closely by LASSO with 0.21% MAPE.

5.3 Training MLPs

Training a network or learning is the iterative process of adjusting the weights and biases on
each neuron in the network such that the errors between the weighted sum of all the training
inputs and the training targets are reduced. Thus, the learning process can be viewed as an
optimisation problem with the objective being the minimisation of the error, also known as the
cost function (E(t)). A commonly calculated cost function is the mean squared error (MSE)
over the entire training set, defined at time t as:

E(t) =
1

N

N∑
n=1

(y(n)− ŷ(n))2 =
1

N

N∑
n=1

(e(n))2 (5.7)

where, N is the length of the dataset.
Computing the gradient of the cost function allows the weights to be updated in the

direction of descent towards the minimum, i.e. where the gradient is zero. One iteration of
gradient descent for a weight can be written as:

wji(t+ 1) = wji(t)− η
∂E(t)

∂wji(t)
(5.8)

where, wji(t) is the current weight estimate, and η is the length of the step in the steepest-
descent direction, also referred to as the learning rate. The equation is iterated for each of
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the hidden layer and output weights, updating the parameter in the direction of cost function
minimisation at every step until training converges. Prior to training, weights are initialised
randomly.

With a multilayer network and non-linear relationships, the computation of the gradient is
a complex procedure which presented a major challenge to MLP training before the discovery
of the back-propagation routine [66]. Back-propagation is a method of training the network by
computing the error signal at the output and distributing it backwards through the network’s
layers. It uses the chain rule to calculate gradients for each hidden and output layer neuron
to determine their error sensitivities.

Defining p as the model inputs, x as the hidden layer outputs prior to activation, h as the
hidden layer outputs after activation, q as the output layer outputs prior to activation, y as
the output layer outputs after activation, φ as the activation function, and M as the number
of output layer neurons, an output layer weight’s error gradient between the jth neuron in the
hidden layer and the kth output (wkj) at the tth iteration is:

∂E(t)

∂wkj(t)
= δk(t)hj(t), δk(t) = ek(t)φ

′(qk(t)) (5.9)

where, ek(t) = yk(t)− ŷk(t), and a hidden layer weight’s error gradient between the ith input
and the jth neuron of the hidden layer (vji) is written as:

∂E(t)

∂vji(t)
= δj(t)pi(t), δj(t) = φ′(xj(t))

M∑
k=1

δk(t)wkj(t) (5.10)

Applying back-propagation to the gradient descent rule update yields the back-propagation
training algorithm for each layer:

wkj(t+ 1) = wkj(t)− η(t)δk(t)hj(t) (5.11)

vji(t+ 1) = vji(t)− η(t)δj(t)pi(t) (5.12)

Advanced training algorithms are used to implement consecutive iterations of the cost
function. E(w(t)) and E(w(t+ 1)) are connected as seen in the Taylor series expansion.

E(w(t+ 1)) = E(w(t)) + ∆w(t)T
∂E

∂w(t)
+

1

2
∆w(t)T

∂2E

∂2w(t)
∆w(t) + ... (5.13)

Back-propagation is limited to the use of the first-order partial derivatives (g(t) =
∂E

∂w(t)
).

More powerful learning algorithms contain second-order partial derivative information (cur-
vature) which is found in the matrix of second-order partial derivatives, the Hessian matrix

(H(t) =
∂2E

∂2w(t)
) and has transformed MLP training. For example, Newton’s method is a

weight update that assumes the equation is locally quadratic and sets the gradient to zero.
Thus,

∂E(w(t+ 1))

∂∆w(t)
= 0

g(t) + H(t)∆w(t) = 0
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∆w(t) = −H(t)−1g(t)

and the weight update is expressed as,

w(t+ 1) = w(t)−H(t)−1g(t) (5.14)

Curvature information in the Hessian matrix yields much improvement in performance
of gradient descent based methods however, it is computationally expensive to employ in an
algorithm and can become unstable. Therefore, the Gauss-Newton variation approximates the
Hessian using the Jacobian matrix J(t):

H(t) ≈ J(t)TJ(t) (5.15)

Hence the weight update is:

∆w(t) = J(t)TJ(t))−1J(t)Te(t) (5.16)

The Gauss-Newton method fails in cases where the Hessian matrix is not invertible and
the Levenberg-Marquardt algorithm (LM) addresses this by introducing an identity matrix I
and a constant µ(t) which is determined at each iteration.

H(t) ≈ J(t)TJ(t) + µ(t)I (5.17)

∆w(t) = −[J(t)TJ(t) + µ(t)I]−1J(t)Te(t) (5.18)

The search direction is adaptively varied between these two methods depending on the
value of µ(t). If it is small, the weight update is a Gauss-Newton update, whereas large values
approach gradient descent.

5.3.1 Over-fitting and cross-validation

In practice, adjusting the weights and biases, increasing the size of hidden layer from a single
neuron to many neurons and increasing the number of explanatory variables will continually
improve the ability of a network to accurately predict the training dataset. This will eventually
lead to over-training and will decrease the capacity of the network to generalise to unseen
data. In other words, the algorithm has learned characteristics of the training data that
are not present in the test set. Suitable input selection and optimisation of parameters are
determined by an iterative cross-validation process. Here, the network is trained on one set
of data and then the accuracy of the mapping is evaluated on a different dataset. The model
which gives the best performance on the new data is the one that yields the best generalisation.
This concept is illustrated for optimisation of the number of neurons in the hidden layer (N∗h
in Figure 5.4) but its principle may be applied to other training aspects.

To avoid this drawback, Bayesian regularisation (BR) is applied to the training of the MLP
within the LM framework as developed by Mackay [85]. This approach expands the objective
function E(t) by the addition of a term which is the sum of squares of the network weights:

BR(t) = αE(t) + β
N∑
j=1

wj(t)
2 (5.19)
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Figure 5.4: Optimal number of neurons (N∗h) in the hidden layer of an MLP. The training error
decreases with increasing size of hidden layer however, the generalisation error begins to rise after
this point. This is the point when the network is over-fitting the training data.

where N is the number of network weights, and α and β are values to be optimised in the
BR framework. This expression shows a preference for smaller weights and β determines the
strength of this preference.

An objective function may have several “local” minimisation points. Convergence of the
objective function therefore depends on the initial values of the parameters, potentially leading
to different optimisation values. In the investigations conducted in this thesis Monte Carlo
simulations are employed to mitigate the sensitivity to random weight initialisation, with the
best result of 10 simulations for each model and input combination retained.

5.4 Model structures

Matlab’s built-in neural network and decision tree toolboxes are used to create and train all
the models presented in this chapter [86].

Based on model structure investigations in the previous chapter, two model structures are
selected to perform the non-linear mapping of MLPs and TBs, namely the weather-corrected
same day last week (WC SDLW) and exogenous input (EI) models. Note that with weather
corrected models each variable represents two regressors, i.e. the current value and the value
from the same day last week for the selected variable. This is in contrast with their linear
counterparts in which the regressors were simply the difference between both values. As
algorithm convergence can be a slow process and online algorithms in particular tend to suffer
from stability issues more than offline algorithms [87], only non-linear models trained offline
are considered in this chapter.

5.5 Optimisation of models

One challenge that non-linear modelling presents is that determining the appropriate model
inputs can be computationally prohibitive, even when using greedy search methods such as
forward selection. For example, every input variable permutation evaluated in FSR requires
training of several different sizes of MLP (i.e. different numbers of hidden layer neurons) to
determine the optimum size, and each network needs to be trained within a Monte Carlo
framework to mitigate random weight initialisation issues. Consequently, inputs are often
chosen empirically or by employing a prioritised list of variables generated using correlation
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Figure 5.5: Two MLP model structures employing linear FSR selection are used to examine the
impact of increasing the number of neurons in the hidden layer on training (2014, 2016) and test
(2015, 2017) errors in NI.

analysis or linear forward selection regression. The trade-off that arises from using these
different input selection methodologies is explored in this section.

To establish the complexity involved in this task a preliminary investigation on NI data
examines MLP weather-corrected SDLW and exogenous input models with variables selected
using linear FSR. In this experiment, two years of data are chosen as training data and two
years as the test set. Specifically, standard days (φp) in 2014 and 2016 are the training set and
standard days in 2015 and 2017 are chosen as the test set. Increasing the size of the hidden
layer incrementally allows evaluation of the model performance at every step until the test
error either levels off or begins to rise. WC SDLW models with 10 inputs (i.e. 21 regressors
consisting of one historical load term and 10 external variables) are used to systematically
evaluate different hidden layer sizes from 1 to 20 to determine the optimum value. A similar
procedure is conducted for EI models using 10 and 20 input models. These are evaluated up to
40 neurons in the hidden layer, as shown in Figure 5.5. Five pre-selected inputs corresponding
to the daily, weekly and yearly components are supplemented by 5 and 15 linear FSR variables
to form the regressor set for the EI model structure.

It is evident that maximum performance occurs between 4 and 8 neurons in the hidden
layer using a WC SDLW model. Beyond this point over-fitting causes the training error to
decrease further compared with an increasing test error and poor ability to generalise to the
unseen years. As expected, the EI topology requires more neurons to learn the patterns in the
dataset with the test error levelling off after 15 neurons as no significant improvements are
observed thereafter.

5.5.1 MLP forward selection regression

In Chapter 4, the linear FSR variable selection procedure is undertaken on the 2014-17 (φp)
dataset. The variables which were identified as significant in the full 4-year dataset were
applied to each individual year’s model training and testing. The same procedure is followed
in non-linear FSR thereby restricting the number of permutations to deal with in the variable
selection process using MLPs. However, in this study the data is split into training (φp in 2014
and 2016) and validation periods (φp 2015 and 2017). The reason for this is that non-linear
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models tend to suffer from over-fitting issues more than linear models. In order to avoid this
occurrence, the validation error is used to ascertain the variable which contributes most to
error reduction at each step. Details about the FSR procedure for WC SDLW models are set
out in Table 5.1.

Northern Ireland

Having limited the number of variables to select to 10, and the number of neurons in the single
hidden layer to 20, the WC SDLW FSR study results are shown in Table 5.2 for NI.

Average temperatures, humidity, sun and wind information are key load components as
previously indicated by linear selection on the difference dataset and calendar information is
also included in the form of both daily and weekday indicators. The prioritisation of variables
by MLP FSR is more consistent with that of the pairwise linear FSR in Chapter 4 than those
chosen based on the dataset of the difference between consecutive weeks.

Description Details
Number of variables to choose 10 variables
Maximum number of inputs to network
(1 historical load and 10 exogenous 21 variables
input regressors for each day)
Approximate length of training and test datasets 30,000 sample points
Range of hidden layers sizes to evaluate 1 to 20 neurons
Number of Monte Carlo simulations for each network 10
Number of parameters to train for a network
selecting the first variable (3 inputs) 51 parameters
with 10 neurons in the hidden layer
Maximum number of parameters to train, i.e.
the network is selecting the 10th variable 461 parameters
and has 20 neurons in the hidden layer
Total number of models trained in this study 59,000 models

Table 5.1: Information about the FSR process for WC SDLW models

Rank WC-SDLW FSR
1 Temperature averaged over 36hrs
2 Humidity
3 Sun duration
4 Yearly cycle (sine)
5 Daily cycle (sine)
6 Weekday
7 Daily cycle (cosine)
8 Wind speed
9 Temperature averaged over 6hrs
10 Temperature averaged over 48hrs

Table 5.2: Non-linear FSR results for WC SDLW models on the NI 2014-17 (φp) dataset (50%
training and 50% test)
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Rank Spring Summer Autumn Winter
1 Temp over 6hrs Temp over 12hrs Temp over 12hrs Temp over 6hrs
2 Temp -12hrs Temp over 24hrs Temp-24hrs Wind speed
3 Temp over 18hrs Temp over 6hrs Temp over 48hrs Daily cycle (cos)
4 Daily cycle (cos) Daily cycle (sine) Temp over 6hrs Temp-12hrs
5 Windy day Weekday Weekday DHI × irradiance
6 Temp-36hrs Clearsky DHI Humidity Weekday
7 DHI × irradiance Temp-18hrs Daily cycle (sine) Temp over 48hrs
8 Temp over 36hrs Humidity Daily cycle (cos) Clearsky DHI
9 Wind direction Daily cycle (cos) Temp-6hrs Potential irradiance
10 Weekday Temperature Temp-72hrs Daily cycle (sine)

Table 5.3: Top 10 variables ranked by non-linear FSR using WC SDLW MLPs on 2013-16 (φp) for
the NY West dataset (50% training and 50% test).

New York

Linear FSR for the NY dataset demonstrated many similarities in variable selection between
regions. The process required little time to execute and the key discovery was the requirement
for season-localised datasets to select variables. In this non-linear FSR investigation for NY,
one region’s dataset (West) is employed as the single representative dataset on which to base
non-linear FSR in a practical step to reduce complexity and training time. The dataset is
partitioned by season to identify the correct modelling variables for each season. The results
for this investigation are based on the same study details found in Table 5.1 and are given
in Table 5.3). They are then applied to each individual NY dataset for model training and
testing.

Temperature is the critical factor for all seasons and, with the exception of winter, the first
several places are filled with various temperature derivations. The daily and weekly cycles are
fundamental load characteristics in every season. Wind information is useful for spring and
winter, although it is a less exact representation in spring as the binary windy day indicator
is adequate for this purpose.

5.5.2 Exogenous input FSR

Weekday patterns are key components of the load time series. One obvious omission in the lin-
ear FSR prioritised list for EI models in Chapter 4 is the weekday and several experiments have
shown this to be a key input variable in decreasing errors with an EI model structure. Figure
5.5 showed that training an EI model requires a more complex network than the SDLW coun-
terpart models. In order to obtain a computationally manageable problem several constraints
are applied to the optimisation process. The daily, weekly and yearly trend information are
pre-selected before including further variables identified by non-linear FSR. Additionally, the
restriction of hidden layer size between 20 and 25 neurons, based on preliminary investigation
results from Figure 5.5, ensures the computation time required for the task is limited. This
achieves a balance between time and the ability for the model to learn complex relationships
in the dataset and select appropriate variables accordingly. Table 5.4 shows the remaining 5
regressors employed as EI MLP inputs in NI.
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Rank EI FSR
6 Temp over 36hrs
7 Humidity
8 Wind speed
9 Sun × irradiance
10 Wind speed2

Table 5.4: Following pre-selection of daily, weekly and yearly trend variables NI’s 2014-17 φp dataset
is used to rank 5 additional input variables for the EI topology using non-linear FSR on MLPs

5.5.3 Empirical variable selection

Due to the challenges with variable selection, particularly with regard to non-linear models,
many authors resort to empirical selection of variables based on a priori domain knowledge
of the drivers of load variation. Following this approach, several of the most correlated tem-
perature derivations are selected as regressors, namely, the temperature at a lag of 12-hours
and the average temperature over the previous 18 hours. Among the other weather variables
which are strongly correlated to the load, the two highest ranked are humidity and sun dura-
tion. The inclusion of sun duration is also motivated by its relevance to PV generation output
therefore, the interaction between sun duration and the potential solar radiation is the version
chosen. Since wind power is a function of the wind speed cubed, it is appropriate to include
this term as a regressor in the model which results in the following empirical WC model:

ŷ(k) = f(y(k − 7d), t12hr(k), t̄18hr(k), h(k), s(k)ir(k), v3(k), t12hr(k − 7d),

t̄18hr(k − 7d), h(k − 7d), s(k − 7d)ir(k − 7d), v3(k − 7d))
(5.20)

By virtue of the inclusion of the historical load term, the WC SDLW model is inherently
able to track the daily, weekly and yearly patterns in the data. In the case of the EI model
it is necessary to include additional calender variables to provide this capability, hence the
proposed empirically defined EI model is:

ŷ(k) = f(t12hr(k), t̄18hr(k), h(k), s(k)ir(k),

v(k)3, ac,s(k), wd(k), dc,s(k))
(5.21)

5.5.4 TB random forest preliminary investigation results

An inbuilt cross-validation property in the random forest algorithm, termed the out of bag
(OOB) observations, facilitate variable selection in TB models and other optimisation proce-
dures. As each tree Ti is grown, the samples not contained in the bootstrap replica of the
ensemble of trees are used to explore variable importance, investigate optimal leaf size and the
optimal number of trees in the model by monitoring the OOB generalisation error. Typically,
in each bootstrap training set, one-third of the instances are left out for this purpose.

Similar to the application of MLP FSR, the standard day datasets (φp) of 2014-17 for
NI and 2013-16 for the NY West region are employed to illustrate these training procedures.
In these experiments, the MSE is the measure of performance reported in quantifying the
impact that varying the model parameters has on the outcome of the prediction, as this is the
metric built into the random forest version of the algorithm which is implemented in Matlab’s
software used to develop the models.
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Feature importance

Variable importance in TB models is determined by estimating the OOB error as each tree is
constructed. Random permutations of one variable at a time are prepared and fed into the
decision tree to re-estimate the performance on the altered dataset and compare it with those
previously calculated on the unaltered dataset. The theory is that by adjusting values in a
variable whilst retaining their distribution, the same effect is produced as creating random
variables. Key predictors in their original state should yield much better predictions than the
random permutations. If performance decreases dramatically for a specific variable during this
process then it is evident that the feature is important. For permuted variable p, the increase
in MSE for an OOB set of samples averaged over all bagged trees NB and divided by the error
standard deviation over all, is the measure of importance for each variable, as given by the
expression:

δp =
1
NB

∑NB

i=1(MSEi,p −MSEperm
i,p )

σ(MSENB
−MSEperm

NB ,p
)/
√
NB

(5.22)

where, MSEperm
NB ,p

is the equivalent error metric for the results obtained on the altered input set.
The larger the value of δp, the more significant variable p is to prediction accuracy. Standard
values are used for other parameters (leaf size=5, number of trees=100, number of variables to
sample at each split=all) and the WC SDLW topology with the 10 most important variables
is employed for the remaining optimisation experiments.

The outcome of the feature importance study as applied to WC SDLW and EI structured
models for the NI dataset are presented in Figure 5.6. Previous findings that the historical
load is the main input in load-inclusive models is reiterated as well as the prominence of wind
speed, humidity, sun duration and some calendar details. As the historical load variable is of
significantly greater importance than the remaining variables the y-axis is set in the range 0 to
10 in order to see the detail of the less important variables. A value of 71.5 is recorded for the
SDLW load truncated in the plot. Key components of the EI TB model are calendar variables,
of which the highest priority is given to potential solar irradiance. Among the other exogenous
inputs an average temperature over 4 days (the longest period available in the dataset) stands
out as the most important. Wind speed cubed and variables related to the PV generation
component of the load are represented but their contribution is primarily overshadowed by
the necessity of representing trend and seasonality of the time series.

Table 5.5 ranks the WC SDLW and EI features which are applied to the estimation of
decision tree models.

A similar procedure was followed to obtain the equivalent TB OOB priority list for NY’s
West region for each season. These are listed in Table 5.6. Comparison with MLP FSR shows
that fewer calendar variables are present. Humidity and wind information remain strong
indicators of load variation alongside several temperature derivations.

Random features

Further optimisation of the TB training process is considered by tuning the number of random
features to select at each node. Breiman [82] discovered that using fewer features obtains
similar performance in terms of OOB estimates as trees which use more features in each split,
particularly on large datasets. Two sizes of WC SDLW models are chosen to explore this
finding. WC SDLW models with 5 and 10 variable inputs use a range of 5 to 20 features at
each split. Figure 5.7 confirms the Breiman’s conclusion to an extent, as there is little difference
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(a) SDLW model structure. The historical load importance is 71.5 (truncated in plot to aid visualisation)
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(b) EI model structure. Values between 60-80 are obtained for potential solar irradiance, yearly cycle (cosine
wave) and daily cycle (sine wave) with the highest being the irradiance factor. These are truncated to aid
visualisation.

Figure 5.6: Feature importance (defined in Equation 5.22) is estimated on two model topologies
using OOB observations which make up one-third of the 2014-17 (φp) dataset.

Rank SDLW EI
1 Wind speed Potential irradiance
2 Humidity Yearly cycle (cos)
3 Sun duration Daily cycle (sine)
4 Yearly cycle (sine) Yearly cycle (sine)
5 Wind direction Temp over 96hrs
6 Temp-36hrs Weekday
7 Temp-72hrs Wind speed3

8 Temp over 96hrs Visibility
9 Weekday Sun duration
10 Visibility Temp-72hrs

Table 5.5: NI dataset feature importance for the SDLW and EI model topologies as determined
using OOB observations which make up one-third of the 2014-17 (φp) dataset used in the experiment.



Optimisation of models 86

Rank Spring Summer Autumn Winter
1 Temp over 6hrs Humidity Temperature Humidity
2 Humidity Wind speed Humidity Wind speed
3 Temp-72hrs Yearly cycle (cosine) Temp-18hrs Temp-36hrs
4 Temp-96hrs Wind direction Wind direction Temp-48hrs
5 Wind speed Temp over 18hrs Temp-6hrs Temp-96hrs
6 Temp over 96hrs Temp-18hrs Temp over 6hrs Temp-72hrs
7 Wind direction Temp-72hrs Temp-72hrs Wind direction
8 Temp-48hrs Temp-48hrs Temp-36hrs Temp-12hrs
9 Yearly cycle (sine) Temp over 48hrs Temp-48hrs Temp over 72hrs
10 Temp-18hrs Temperature Temp-96hrs Temperature

Table 5.6: Variable selection using TB OOB feature importance on the NY West 2013-16 (φp)
dataset.
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(b) 10-regressor model

Figure 5.7: Two sizes of network are used to test the impact on the network performance of varying
the number of features selected at random at each node in a tree. The 10 variables selected by the
preliminary feature importance study are used to predict the OOB error for the NI 2014-17 dataset.

noted between 5 and 20 features when more than 30 trees are grown in the ensembles. With
fewer than 30 trees, 5 features used at each split are less effective than a greater number
of features. In other words for these dimensions of network, consideration of more features
generally improves performance. However, the purpose of random forest is to build multiple,
diverse trees. Higher availability of features has the potential to create similar trees and
defeats the objective of averaging the outcomes of random forest ensembles. In both plots in
Figure 5.7, using approximately half the total number of input features shows the best results,
therefore this will be the rule followed in growing decision trees.

Leaf size

Leaf size specifies the minimum number of observations in a terminal node. Dividing the
input space into leaves which contain few observations result in more complex trees but the
advantage is offset by a greater computational complexity and a risk of the network capturing
noise from the training dataset and not generalising well. A typical leaf size in regression
models is 5. Figure 5.8 shows the performance of different values of leaf size from 5 to 100.
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Figure 5.8: Training of the NI 2014-17 (φp) dataset to show MSE on out of bag predictions with
various leaf sizes. The optimum value from this set is a leaf size of 5.

There are 30,000 sample points in two years of data which excludes abnormal days; placing one
sample in each leaf would result in the same number of terminal nodes. Having considered the
slight reduction in OOB sample error in moving from 10 to 5 values in a leaf, it was decided
that a smaller leaf size would not be practical or necessary therefore, further investigation of
smaller leaf nodes is not carried out.

Quantification of the megawatt and percentage difference between samples which fall within
the same leaf can be approximated by using the proximity measure. This is the fraction of
trees in an ensemble TB for which any two observations arrive at the same terminal leaf. Due
to the potentially large size of matrix created by a 4-year dataset (the number of observations
squared) several narrower windows of data are chosen. These are the samples from 2014-17
(φp) for each season, and an ensemble of 50 trees is grown using each individual season’s
sample set. If the number of pairs (j, k) of samples which fall into the same terminal leaf
in 50% of the trees is NL, the absolute difference and absolute percentage difference between
those samples are determined. The average of all absolute differences (AD) and absolute
percentage differences (APD) are then given by

AD =
1

NL

NL∑
i=1

|yj − yk| (5.23)

and

APD =
1

NL

NL∑
i=1

(
|yj − yk|

yj
× 100%

)
, (5.24)

respectively.
These values are calculated for each individual season’s results and the average score over

all seasons is shown in Figure 5.9 with equivalent results for sample pairs falling into 70% and
90% of the same trees. Leaf dimensions of 5 and 10 are compared.

For a minimum leaf size of 5, if the samples arrive at the same terminal leaf in 50% of
an ensemble’s trees, the average difference between samples is 2.85% which corresponds to a
difference of 27 MW. As the leaf size increases to 10 the consequence is an increase in APD
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Figure 5.9: Proximity measures are employed to calculate the potential difference between target
samples which fall into the same terminal node of the decision tree. Sample pairs which fall into
the same terminal node for 50%, 70% and 90% of an ensembles trees have potential (a) absolute
percentage and (b) absolute megawatt differences as shown.
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Figure 5.10: Impact of increasing the number of trees in a random forest ensemble on the MSE of
OOB samples (1/3 of the total training set of the 2014-17 (φp) dataset for NI).

and AD to 3.39% and 32 MW, respectively, hence there is a potential increase in MAPE of
the order of 20% as a result of doubling the leaf size.

Number of trees

A final optimisation parameter which needs to be considered is the number of trees. A brief
examination of the impact of this parameter is presented here, although it will be explored
more extensively in the results sections of 5.6 and 5.7 with different model topologies. Figure
5.10 grows a random forest ensemble using the top 10 ranked variable pairs from the feature
importance study on the NI 2014-17 dataset. The generalisation error shows little reduction
beyond 50 trees.

Having conducted several measures of optimisation for TB models the results of these
investigations will be applied to the modelling processes for WC SDLW and EI structured
models in the following section.
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5.6 Weather-corrected SDLW models

Results for weather-corrected same day last week (WC SDLW) models are presented in this
section. Models are estimated using standard day samples (φp) from individual years in 2013-
16 (2012-15 for NY) and evaluated on the following year, i.e. 2014-17 (2013-16 for NY). Input
variables for each model are selected based on (1) linear FSR, (2) empirical understanding
and (3) non-linear FSR or TB feature selection methods, as indicated. To reduce the number
of scenarios tested, the structures investigated are constrained to be either 5 or 10 regressor
models.

5.6.1 Northern Ireland

Figure 5.11 shows the evolution of the test MAPE for each variable scenario for NI models;
(a) for MLPs with hidden layer sizes ranging from 1 to 20 and (b) Random forest decision
trees with tree numbers ranging from 1 to 100. All results show an initial improvement with
increasing model complexity, before the accuracy begins to fall off with the larger dimensions
(i.e. more hidden layer neurons or trees).

Based on an MLP architecture which employs linear FSR selected variables, the decline in
accuracy is quite dramatic. For example, moving from a hidden layer dimension of 4 neurons
to 20 neurons, the MAPE rises by 0.5% from 2.5% to 3.1% for the 10 regressor model. A less
substantial drop off in performance is noted with other input sets.

Optimal SDLW MLP performance is observed between 4 and 8 hidden layer neurons for 10
input features. The best MAPE accuracy achieved is by an 8 neuron, 10 variable model which
uses the MLP FSR variable selection process. A difference of 0.06% MAPE exists when using
similar architectures but different methods of selecting the inputs. Increasing the number of
model inputs from 5 to 10 improves the accuracy by a minimum of 0.1% for models with each
type of input selection.

In Figure 5.11(b) the range of trees tested is 1 to 100. As with MLP non-linear topologies,
the initial stages show the greatest reduction in MAPE. However, unlike MLPs, the decay

0 2 4 6 8 10 12 14 16 18 20

Hidden layer size (neurons)

2.4

2.5

2.6

2.7

2.8

2.9

3

3.1

3.2

3.3

M
ea

n 
A

bs
ol

ut
e 

P
er

ce
nt

ag
e 

E
rr

or

Linear FSR (5)
Empirical (5)
Non-linear FSR (5)

Linear FSR (10)
Empirical (10)
Non-linear FSR (10)

Variable selection method (No. of variables)

(a) Multilayer perceptron models

0 10 20 30 40 50 60 70 80 90 100

Number of Trees

2.4

2.5

2.6

2.7

2.8

2.9

3

3.1

3.2

3.3

M
ea

n 
A

bs
ol

ut
e 

P
er

ce
nt

ag
e 

E
rr

or

Linear FSR (5)
Emprirical (5)
TB FS (5)

Linear FSR (10)
Emprirical (10)
TB FS (10)

Variable selection method (No. of variables)

(b) Tree bagger models

Figure 5.11: Comparison of the MAPE forecasting performance of non-linear SDLW models for the
NI dataset. For each variable set, MLP and TB models of different sizes are investigated: (1) linear
FSR variables; (2) empirical variables; and (3) non-linear FSR or TB feature selection variables
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Multilayer Perceptron Tree Bagger
Neurons 1 2 3 1 2 3 Trees

1 2.76 2.85 2.76 3.07 2.91 3.09 5
2 2.61 2.68 2.61 2.95 2.78 2.96 10
3 2.55 2.64 2.53 2.89 2.75 2.92 15
4 2.52 2.60 2.50 2.86 2.73 2.89 20
5 2.57 2.56 2.49 2.86 2.72 2.88 25
6 2.63 2.55 2.48 2.84 2.71 2.87 30
7 2.67 2.52 2.48 2.83 2.70 2.85 35
8 2.69 2.55 2.46 2.82 2.70 2.85 40
9 2.69 2.52 2.48 2.82 2.70 2.85 45
10 2.75 2.52 2.52 2.81 2.70 2.85 50
11 2.79 2.57 2.50 2.82 2.70 2.85 55
12 2.84 2.53 2.54 2.81 2.70 2.84 60
13 2.83 2.56 2.52 2.81 2.69 2.84 65
14 2.88 2.56 2.56 2.81 2.69 2.84 70
15 2.91 2.60 2.52 2.81 2.69 2.84 75
16 2.89 2.58 2.57 2.81 2.68 2.83 80
17 2.95 2.59 2.55 2.81 2.69 2.84 85
18 2.98 2.60 2.57 2.81 2.68 2.83 90
19 3.06 2.60 2.64 2.80 2.69 2.83 95
20 3.14 2.63 2.62 2.81 2.69 2.83 100

Table 5.7: WC SDLW MLP and TBs tested on 2014-17 NI data using variables selected on a (1)
Linear FSR (2) Empirical knowledge and (3) Non-linear FSR or TB feature selection basis.

in accuracy is not present with very complex structures. Although Gonzalez et al. [83] use
500 trees in their electricity price forecasting RF model, the results suggest that this level of
complexity is not warranted with this case study.

Again, a greater number of variables is a crucial element to model accuracy. Whilst it was
demonstrated that the model-specific variable choice in MLPs yielded the best results, this is
not the case for TBs where empirically chosen variables are optimal from those investigated
for 10 regressors. In fact, TB feature selection proved to be the least effective out of the three
with a MAPE of 2.83%. An empirical variable type of model reduces the MAPE to 2.68%.
The simple linear method of variable selection is the best for 5-input architectures achieving
a MAPE performance of 2.84%.

In Table 5.7 a heat map presents an alternative way to observe the differences which exist
between model architectures. The benefit of a lower complexity MLP with non-linear selection
of input variables is emphasised both by the red colour in the specific region of the map and the
numerical MAPE results. Comparing the results for the two types of non-linear model shows
that the MLP models consistently achieve the best results in terms of MAPE. Moving from
TB to MLP models for each variable selection scenario, a MAPE reduction of approximately
10% is recorded.

5.6.2 New York

Models for the NY experiments employ the optimal model architecture from NI in terms of
hidden layer dimension and number of trees in the decision tree model, namely, 8 neurons
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Figure 5.12: Performance comparison on the NY 2013-16 dataset for 5 and 10-regressor models
using MLP, TB and linear time-localised versions of the WC SDLW model. All models are trained
and tested by season of the year.

in the hidden layer of the MLP and 91 trees in the TB model. The NY experiment builds
each model with season-specific inputs and trains and tests each season separately. Only one
method of feature selection is tested; the set which is specific to each model type. MLPs use
features selected by non-linear FSR on MLPs from Table 5.6 as inputs, and TBs use feature
selection on the OOB error as found in Table 5.3. Figure 5.12 demonstrates the prediction
performance of MLP and TB models estimated on the NY datasets in 2013-16 based on the
previous years’ datasets. Results are presented for 5 and 10 input versions of each model. For
comparison purposes time-localised linear models trained offline are included in the bar chart
and results for the NI 2014-17 dataset trained under the same conditions.

This study shows that MLPs are superior for all regions for both sets of inputs. Most
individual regions display little or no improvement moving from 5 to 10 variables in the MLP
model. For example, Genesee forecasting performance for a 5 input MLP is 3.08% MAPE
compared to 3.06% including 10 input features. This is in comparison with equivalent TB
models which sees a reduction in MAPE from 5.25% to 4.51% on the Genesee data.

Decision tree models generally perform better than the linear model for 10 inputs but worse
with 5 inputs for most areas. Therefore, it is evident that TBs require more information in
the model in order to improve performance, whereas the linear model becomes less accurate
with more variables.

5.7 Exogenous input models

Recall that the best performing linear EI models yielded a MAPE of greater than 9% using all
candidate variables. Non-linear EI models were expected to compare favourably with linear
designs as the non-linearities between dependent variables tend to be underlined when no
historical load is present in the input. Observe the benefit of moving to non-linear structures
for this type of model in Figure 5.13 for the NI data. 10 regressor MLPs achieve almost 3.1%
MAPE which is similar to the level recorded by some versions of linear model in Chapter 4
and not dissimilar to WC SDLW TBs. Approximately 0.4% MAPE difference exists between
EI MLPs and the best WC SDLW TB making them viable alternatives for forecasting days
affected by holidays. Although EI MLPs achieve higher accuracy than their EI TB counter-
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Figure 5.13: Comparison of the MAPE forecasting performance of non-linear EI models. For each
variable set, MLP and TB models of different sizes are investigated: (1) linear FSR variables; (2)
empirical variables; and (3) non-linear FSR or TB feature selection variables

parts (by 0.2% MAPE), greater model complexity beyond the WC SDLW design is required
in terms of MLP hidden layer dimension to reach the optimal results whereas TBs tend to be
stable from about 20 trees grown in the ensemble for both WC SDLW and EI structures. It is
evident that linear FSR and empirical selection of variables are more effective than the choice
of variables according to the specific model, i.e. those chosen by non-linear FSR on MLPs or
TB feature selection.

Northern Ireland WC SDLW summary

As a final evaluation of non-linear MLPs and TBs, a variety of metrics are shown in Figure
5.14 with the time-localised WC SDLW model from Chapter 4 which is trained offline.

From the MAPE results it is easy to conclude that the MLP is the most successful in
forecasting performance for most years. Overall, the results favour this method. Neverthe-
less, further analysis in terms of maximum errors show the usefulness of TB models which
outperform the others for several years (2015-16). For example, the best MOFE in 2015-16
is achieved by a WC SDLW TB, improving on the other two model types by 30 MW. TBs
also show a competitive advantage over MLPs in 2014 and 2016 when examining the MUFE.
The megawatt error under which 95 and 50% of predictions fall, demonstrate that MLPs are
once again the best performing, followed closely by the linear time-localised model. Both 2014
and 2017 show differences of less than 5 MW between these two across the board for this
performance metric.

The conclusion is reached that MLPs are consistently effective across all the metrics al-
though, not in every single aspect.

5.8 Chapter summary and contributions

In summary, this chapter contains an analysis of two popular non-linear modelling method-
ologies applied to the NI and NY load forecasting case studies. Weather-corrected same day
last week MLPs prove to be better performing types compared with linear using fairly low
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Figure 5.14: Alternative error metrics showing maximum errors for each test year obtained by
applying various 10-regressor weather corrected SDLW models to NI data. The linear model is built
using a time-localised WC SDLW structure and compared with the best network sizes of correspond-
ing TB and MLP topologies. This is an MLP with 8 neurons and a TB with 91 trees. MAPE, MOFE
and MUFE are shown as well as the absolute error below which 95 and 50% of the predictions fall.

complexity designs. TBs do not reach the same performance level as MLPs although their
benefits are noted from their ability to reduce larger errors in the dataset.

Significant improvement is reported in moving from linear to non-linear exogenous input
models. MAPEs are reduced by a factor of three which makes them viable competitors to
some weather-corrected model versions for those days which are affected by atypical historical
load inputs.

The contributions of this chapter are summarised as follows:

• Two popular modelling paradigms, as representative of non-linear structures, have been
applied to the NI and NY load forecasting case studies. This builds on the vast amount
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of existing literature on the topic of non-linear load forecasting which, as evidenced by
the literature review, often draws conclusions on much smaller datasets. This work is
able to reach convincing conclusions regarding the optimisation of model topology due
to the size of dataset available for analysis.

• An extensive but not exhaustive variable selection investigation has been conducted
within practical constraints to achieve the best variables for both models on the datasets.
The work highlights that full non-linear variable selection is desirable, but not practical
due to computational complexity.

• The importance of an autoregressive input variable to improve accuracy is reiterated.
In cases where autoregressive inputs are not viable due to atypical load patterns, the
exclusion of these terms for an exogenous input non-linear model has been established
to achieve a more accurate forecasting performance than their linear counterparts.



Chapter 6

Deep Learning

Deep learning modelling techniques are the current phase of development in the field of neural
networks. Although this type of model has existed for many years, they have gained great
popularity only in recent years. An important milestone in the development of deep learning
was a breakthrough in 2006, when Hinton et al. [88] demonstrated that a greedy layer-wise
pre-training allowed deep belief networks (DBN) to be successfully trained. Prior to this,
the usefulness of deep architectures had been hindered due to their tendency to be stuck in
sub-optimal solutions. Research since, has confirmed that the same principle is applicable to
other types of networks [89], which brought in the era of deep learning.

Goodfellow et al. [90] discuss the concept of increasing network depth to improve the gen-
eralisation error for specific problems rather than simply increasing the dimension of a single
hidden layer. Many neurons may be required to create an accurate representation of input
data in a one-layered network which is more efficiently solved by moving to a deeper architec-
ture. Success of deep learning has been attributed to the multiple levels of representation that
have been introduced by several layers [91]. Deep learning has transformed areas of research
such as image processing, and sequence learning by giving more powerful outputs compared
with the classic benchmark neural networks. Their popularity is largely due to the success
stories in solving a broad range of problems which were not considered practical to solve using
shallow networks.

ImageNet Large Scale Visual Recognition Challenge (ILSVRC) is an annual computer
vision contest. A Convolutional Neural Network (CNN) won this challenge for the first time
in 2012, dramatically reducing the error rate from 26.1% to 15.3% [92]. Deep learning models
have since brought the error rate down further to 3.57% using residual nets with a depth of up
to 152 [93]. The authors attributed the high performance of the network to its depth. CNNs
have won other competitions such as the ICDAR Chinese handwriting contest [94], the ISBI
image segmentation contest [95] and the MICCAI Grand Challenge on detecting cancer from
medical images [96].

Favourable results with deep learning have not been limited to visual recognition tasks.
Speech recognition is another area in which they have had a substantial impact. Dahl et al.
[97] and Seide et al. [98] used DBNs to transcribe speech data. Dahl et al. [97] found that
increasing depth from 1 to 8 hidden layers continually improved performance of their model.
Moreover, their model was approximately 2% better than previous models developed for the
same dataset. Similarly, Seide et al. [98] obtained valuable improvements, reducing error rates
from 27.4% to 18.5% by moving from a Gaussian-mixture hidden Markov model (HMM) to
one which involved deep belief pre-training.

CNNs were applied to speech recognition by Abdel-Hamid et al. [99]. Compared with
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deep belief HMMs, results showed that that a CNN was able to reduce the error rate on a
benchmark phone conversation dataset by 6%-10%. Deng et al. [100] used an ensemble deep
learning approach to predict the same dataset improving on the accuracy of individual CNNs
by approximately 1%.

Reinforcement learning has also profited from the deep learning revolution. Mnih et al.
[101] set up an experiment which proved that deep networks could be trained to professional
human level performance for playing computer games.

A key reason for the contribution of deep learning to the field of research are the break-
throughs in algorithms used to train them. For example, the vanishing gradient problem
hindered the training of recurrent neural network by backpropagation before long short term
memory networks addressed the issue. Additional contributing factors have been improve-
ments in the computational power of computers and their capacity to process larger amounts
of data.

Deep learning is a family of networks within which various architectures exist. The main
ones are deep neural networks, deep belief networks, recurrent neural networks and convolu-
tional neural networks. This chapter aims to explore if deep learning can deliver improved
prediction in terms of load forecasting using two of the most promising architectures for this
application, namely, the Convolutional Neural Network and the Long Short Term Memory
Network which belongs to the recurrent network category.

6.1 Convolutional Neural Network

CNNs are a variation of MLPs designed to emulate the behaviour of the visual cortex. Since
a Convolutional Neural Network (CNN) won the ImageNet object recognition challenge in
2012 [92], their popularity has grown significantly. They have consistently been ranked among
the top performing networks in image processing [102]. The main advantage of CNNs lies
in their capacity to deal with grid-structured input data in a way which exploits the strong
spatially local correlations present in the data. Features in the data are extracted by means
of a series of filters. Breaking the data into simpler elements allows its representation to be
progressively built up. This 2-dimensional property makes them popular for image processing.
Processing images using fully-connected MLPs requires many neurons to explore the patterns
in the data and leads to a huge number of weights and connections in the network. However,
CNNs approach the problem from a different perspective by taking advantage of the grid
structure of the data and arranging the neurons in a 2-D architecture (as in Figure 6.1). The
2-D architecture allows individual neurons to examine a particular area in the input data in
order to build up the representation. Neurons respond to stimuli only in a restricted region of
the visual field – the receptive field. The receptive fields partially overlap so that they cover
the entire visual field.

In the 1950s, David Hubel and Torsten Wiesel [103] conducted a series of experiments in
which they observed the response of a cat’s visual cortex to images. Their experiments revealed
that the neuron activity depended on the location and orientation of the images presented.
This information was fundamental to the understanding of the way the brain processes image
information. Along the visual pathway, the image is filtered by specific neurons responding
to particular patterns and not to others, thereby extracting a variety of features from the
image. The neurons are arranged in a precise architecture in order to build up an increasingly
complex representation.

Several characteristics of the primary visual cortex are captured in the design of the CNN.
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There is a 2-D spatial map structure of the visual system which means that inputs to one region
of the retina affects only the corresponding spatially localised receptive field of the cortex.
Thus, in the CNN the features are represented by two-dimensional maps (kernels/filters).

6.1.1 Convolution layer properties

Convolution is a mathematical operation on two functions to produce a third function. Cor-
rectly applied, one of the functions is reversed and shifted before the integral of the product
of the two functions is found. The operation is usually denoted using an asterisk. If p(t) is a
sample of one function at time t and v(a) is the weighting function which indicates the degree
of importance to place on each of the elements of the input function p, where a is the age of
the measurement, the result of convolution is described mathematically as:

h(t) = (p ∗ v)(t) =

∫
p(a)v(t− a)da (6.1)

Over a range of discrete time samples:

h(t) = (p ∗ v)(t) =
∞∑

a=−∞

p(a)v(t− a) (6.2)

Convolution can also be performed over more than one axis. For input and weighting functions
of 2-dimensions with a finite set of (m,n) points the convolution operation becomes:

h(i, j) = (p ∗ v)(i, j) =
∑
m

∑
n

p(m,n)v(i−m, j − n) (6.3)

In CNNs the convolutional layer is the core building block. During the forward pass, the
weighting matrix, known as the kernel or filter, slides across the height and width of the data.
This produces a representation of the data known as an activation map. The sliding step size
of the kernel is called the stride. The kernel is usually a multidimensional array of parameters
whose values are estimated by the learning algorithm. Many machine learning libraries often
implement cross-correlation rather than convolution which does not reverse the kernel, i.e.:

h(i, j) = (p ∗ v)(i, j) =
∑
m

∑
n

p(m,n)v(i+m, j + n) (6.4)

Convolution with a single kernel can only extract one kind of feature. The purpose of
CNNs is to extract many features. Therefore, a CNN may apply the convolution operation
several times in each convolution layer of the network. The number of times the convolution
operation is applied is controlled by the number of filters in the layer, which may be set by
the operator. Each kernel will pick up a different aspect of the input data.

Parameter sharing is achieved through the replication of the filter across the entire data.
Rather than learning a separate set of parameters for each element of the input matrix, the
kernel parameters are shared. The number of unique parameter weights to learn in the layer
are the dimensions of the volume of the kernel. For example, in Figure 6.1 the kernel size is
a 2 x 2 weight matrix and the input is a 3 x 4 matrix. An MLP network would require 24
weights. However, with the parameter sharing property of CNN filters, the number of weights
to learn is 4.

Each neuron in the hidden layer of a classic fully-connected MLP receives input from every
neuron of the previous layer. In a visual example using 2-D convolution without kernel reversal,
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Figure 6.1: 2-D convolution without kernel reversal, i.e. cross correlation, which is implemented
by most machine learning libraries in the convolutional layer of CNNs (reproduced from [102])

in Figure 6.1, it is demonstrated that the input to a neuron is restricted to a sub-area of the
previous layer (a, b, e, f). When the activation map is formed by convolution with a kernel of
width 2, only those 4 inputs affect the first element of the activation map. As a result, the
principle underlying the use of CNNs is that they contain sparse, local interactions. This is
also demonstrated in the upper diagram of Figure 6.2 where s3 is only fed by x1, x2, x3. Matrix
multiplication in the classic MLP means all the inputs affect this element as demonstrated in
the lower diagram of Figure 6.2 where s3 is connected to all the neurons from the previous
layer [x1...x5].

As the data feeds through the network, the receptive field of neurons in the deeper layers
is larger than those of the shallow layers. Indirectly, the deeper neurons are connected to
more of the input data. For example, this is seen in Figure 6.3 where g3 in the third layer is
impacted by [x1...x5], but h3 in the second layer is only impacted by [x2...x4].

Convolving typically involves decreasing the output size with respect to the input size unless
small kernel widths are set. Having the functionality to control both the kernel dimensions
and the width of the output independently, facilitates the potential to train a more powerful
network. Zero-padding is used for this purpose. Framing the input data with zeros changes
the input size of the data and the layer’s output size.

Convolution itself is a linear operation. Non-linearity is introduced by the rectified linear
unit (ReLU) activation functions which are used in the convolutional layers. ReLU is a piece-
wise linear function. Due to its similar behaviour to linear functions, they are simple to
implement and easy to train. Propagating errors through several layers of a network tends
to result in the so called “vanishing gradient” problem if non-linear activation functions are
used which prevents deep networks learning effectively. This is overcome when using an
activation function which has similar properties to those which are linear. Similar to the
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Figure 6.2: Sparse interactions are shown between layers of CNNs (reproduced from [102])

Figure 6.3: Visualisation of the concept that deeper neurons in a CNN have a larger receptive field
than shallow neurons (reproduced from [102])

sigmoid activation functions described in Chapter 5, the ReLU activation squashes the inputs
p, with negative values clamped at zero (see Figure 6.4b(a)).

φ(p) = max(0, p) (6.5)

6.1.2 Additional layers

The main convolutional layer of a CNN is supplemented by several supporting layers.
Pooling layers are used to reduce the dimensions of the output of the previous layer of the

network. One value from the output of a selected pool of adjacent neurons from the previous
layer is used to represent the pool. In other words, the pooling layer summarises the responses
of specific areas into single values. For example, a max pooling operation (see the right side of
Figure 6.4b(b)) retains the highest value within a region as the element to feed through to the
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(a) Rectified Linear Unit transfer function

(b) Maximum and average pooling operation examples
with stride length of 2 (reproduced from [104])

next layer. Thus, the following layer has fewer inputs to process and computational efficiency
is increased.

Dropout layers are a regularisation strategy proposed by Srivastava et al. [105] in networks
with large numbers of parameters. Dropout can be interpreted as injecting noise into the
hidden layers. The idea is to temporarily remove a random proportion of connections between
layers during a training iteration and not include them in the weight optimisation. Training
a network using this technique should lower the generalisation error as it will mitigate the
likelihood of over-fitting. To test the performance of the network, all the parameter connections
are present.

The dropout layer output dimensions are the same as the input to the layer. As an example,
assume a matrix of the previous layer outputs Pk is fed into the dropout layer. An element-
wise product of these inputs with a matrix of independent Bernoulli random variables R of
the same dimension is performed. Each element of R has probability q of being 1 and (1− q)
of being zero. This is described in the following steps:

R ∼ Bernoulli(q)

P̃ = R�P

where, � denotes element-wise multiplication, and P̃ is the output of the layer.

6.2 Recurrent Neural Network

MLPs can only learn static mappings between inputs and outputs. To capture dynamic
relations where the output is a function of past outputs and inputs these delayed values
must be explicitly included as inputs to the network, a process known as embedding. If many
historical values have a strong connection to the output, each one must be fed into the network
and weights and biases for each specific value learned. Where many inputs contribute to the
output the input dimension of the network will be large, resulting in a computationally heavy
training procedure.

RNNs are neural networks tailored to process sequential data and associate events with
each previous information. They have their biological parallel in the human memory which
stores and retrieves information as it is required. RNNs have a cell state which is a memory
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Figure 6.5: Hidden or output layers are connected to ”context” units in these early versions of
RNN, called Elman and Jordan networks.

of past inputs. This encoded version of historical information is fed forward and updated as
each new input is processed. At each timestep it is a function of the previous cell state and
the current input.

RNNs have been around as long as MLPs. Hopfield created the first version of a recurrent
network in 1982 [106]. It had a very simple architecture with a single layer of binary threshold
nodes. The state of a node was updated depending on the input from other neurons in the
layer each of which were connected to it. It was not a typical recurrent network as it did not
process sequences of data.

Following this, in 1990 the Elman network was introduced [107]. This is a three layer
network. The hidden layer neurons are connected to “context” units which store a copy of
the hidden layer and feed them back into the hidden neurons (follow the blue arrow in the
diagram in Figure 6.5). Elman network’s were the inspiration for Jordan networks which feed
the output layer, rather than the hidden layer, into the context units [108], as demonstrated
by the yellow arrow in Figure 6.5.

Hochreiter [109] discovered the challenges to training networks with recurrent connections
in his master’s thesis identifying in particular the vanishing gradient problem which is caused
by backpropagation of the error through time. He proposed long short term memory (LSTM)
networks [110] as a solution to this problem. LSTMs are more capable of avoiding vanishing
gradients as they create paths for the gradient to flow back through the layers of the recurrent
network.

6.2.1 RNN configuration

Consider a single layer RNN which is fed a sequence of data. The sequence input at timestep k
is pk = [pk,1, ...pk,np ]T , a column vector where, np denotes the length of the input vector. The
RNN has a hidden state h for the layer, see Equation 6.6. The input vector is multiplied by
weight matrix U ∈ Rnh×np , where nh is the number of states in the hidden layer. The hidden
state vector from the previous timestep, hk−1 = [hk−1,1, ...hk−1,nh

]T , is multiplied by weight
matrix V ∈ Rnh×nh . Thus, the hidden state is a function of previous and current inputs and
is updated with each new input which is presented to the RNN:
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(a) An RNN network unrolled over several time steps

(b) Operations of an RNN cell. pk and hk are vectors, U, V and W are weights matrices, and φ are activation
functions.

Figure 6.6: Structure of a Recurrent Neural Network and the individual RNN cell

hk = φ(Upk + Vhk−1) (6.6)

where, φ is a sigmoid activation function. At time k, the current and all previous instances of
p (i.e. [p1, ...pk]) have been fed into the network and k updates have been made to the cell
state. The response at this point is a function of the hidden state multiplied by weight matrix
W ∈ R1×nh to give yk, if the response of the network is a scalar output:

yk = φ(Whk) (6.7)

The weights matrices U, V, and W are learned by the training algorithm. The math-
ematical operations of the RNN cell are shown in Figure 6.6. It is demonstrated that the
current state of the cell is dependent on not only the current input, but all inputs which were
processed in the preceding steps. This has two consequences. Firstly, in theory, at the current
timestep the recurrent network should not need to be explicitly fed lags of the input variable
which are considered significant. The motivation behind the use of this type of network is
that the training process will pick up which lags require more emphasis and update the hidden
state accordingly. The second point is that the same parameters are used on the new input at
each timestep. The error calculated at the final point is the result of all the errors along the
path. For the network to learn the correct parameters, the error is backpropagated through
all the timesteps.

RNNs are inherently deep in time since the hidden state is dependent on all the previous
hidden states, which is shown in the left diagram in Figure 6.7. Depth in a conventional deep
network is a different concept. An RNN may be constructed from stacked recurrent layers with
each layer feeding into the next (as in the right diagram in Figure 6.7). Therefore, configuring
an RNN must also take into consideration the number of recurrent layers in the network.
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Figure 6.7: Comparison of single and multi-layered RNNs. This demonstrates that single layered
RNNs are inherently deep in time, even before layers are added (reproduced from [111])

Time series data very often contains multiple temporal patterns which should benefit from a
processing hierarchy. A multi-layered network allows the time series to be processed in steps,
facilitating the capture of dependencies which are spread over multiple timescales.

Hermans and Schrauwen [111] discovered that a deep architecture improved the prediction
accuracy of an RNN on a case study dataset of 1.4 billion characters. The final 10 million
were the test data. Two deep RNN configurations were build and compared with a single
hidden layer RNN. The ”“shallow” RNN yielded a 1.61 bits-per-character (BPC) error rate,
compared with 1.56 BPC for a 5-layer network in which the final layer only connected to the
output, and 1.54 BPC for a 5-layer network in which all the recurrent layers connected to the
final layer. The number of neurons for each topology were selected so that each contained
approximately 4.9 million parameters.

6.2.2 Vanishing gradient

RNNs can be interpreted as having many layers in which the same operation is applied at each.
Hence, parameters are shared across the layers. A particular difficulty in the application of
the backpropagation algorithm to this type of network was discovered by Hochreiter in 1991
[109]. Backpropagation of the error through many layers commonly results in the earlier layers
of the network learning very slowly or not at all, a problem known as the vanishing gradient.

In Chapter 5, the backpropagation routine is defined for a multi-neuron, single hidden layer
network. Consider a simplified version of this network with just a single cell in the hidden
layer of a recurrent network with one vector of inputs p fed in at each timestep, as shown in
Figure 6.6. The effect of backpropagation through many layers may be described more easily.

The definition of a hidden layer weight’s error gradient from the single layer MLP in
the previous chapter is extended. After k timesteps have passed, k input vectors have been
presented to the network and k updates to the cell’s hidden state have been made. If the error
is propagated back to the first timesteps, this yields the gradient calculation with respect to
weight W:

∂E

∂W
= δ1p1, δ1 = ekΠ

k
t=2(φ

′(qt)) W (6.8)

where, ek = yk − ŷk, qk = Upk + Vhk−1 which is the weighted combination of the previous
layer’s hidden state and the current layer’s input, and W is the weights matrix on the cell’s
hidden state to give the output before activation.

If many timesteps have passed and the error is backpropagated to early layers of the net-
work, this equation will result in the multiplication of many φ′(qt) terms. Since the derivative
of popular activation functions such as the sigmoid activation function are typically small val-
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ues (and usually much less than 1), the product of many φ′(qt) terms exponentially decreases
the gradient as the error propagates through each network layer to the first. This is known
as the vanishing gradient problem. Weight initialisation in a neural network generally chooses
weights using a Gaussian with zero mean and a standard deviation of 1. This exacerbates the
vanishing gradient problem as it adds further terms of a value between -1 and 1 to Equation
6.8. Selection of an activation function with a derivative greater than 1 will have the reverse
problem, an exploding gradient.

Several solutions to the vanishing gradient problem have been proposed. One of the most
successful has been the long short term memory (LSTM) network by Hochreiter and Schmid-
huber [110] which has won several handwriting recognition sequence learning competitions
([112], [113]).

6.2.3 LSTM structure

Long short term memory networks are a particular type of RNN. An RNN cell has a very simple
structure. The more complex architecture of a single LSTM is shown in Figure 6.8. The design
of the LSTM enforces constant error flow which allows the error to be backpropagated through
many layers without diminishing. The key to achieving the constant error is the central linear
self-connection shown in the diagram.

A standard LSTM cell contains three multiplicative gates which are the cell features reg-
ulating the flow of information. The input gate (ik in the diagram) controls what values flow
into the cell, the forget gate (fk) controls the information which remains in the cell, and the
output gate (ok) determines the contribution of the value in the cell to the output. As con-

Figure 6.8: Structure of an LSTM cell. The input gate (ik) controls what values flow into the cell,
the forget gate (fk) controls the information which remains in the cell, and the output gate (ok)
determines the contribution of the value in the cell to the output.
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trolled by the forget gate, the information which remains in the cell is known as the cell state
(ck). The functions of the cell are represented in the following mathematical equations for the
kth iteration:

fk = φ(Ufpk + Vfhk−1)

ik = φ(Uipk + Vihk−1)

ok = φ(Uopk + Vohk−1)

ck = fk � ck−1 + ik � φc(Ucpk + Vchk−1)

hk = ok � φc(ck)

yk = φc(Whk) (6.9)

where, the weight matrices for the cell input pk and previous cell hidden state hk−1 for each of
the gates and cell state are Uj and Vj, where the j superscript denotes the specific gate/state
index. Sigmoidal activation functions (φ) are used for the cell gates and hyperbolic tangent
functions are usually employed to calculate the cell state update and the cell output as denoted
by φc.

6.2.4 How do LSTMs avoid the vanishing gradient problem?

For a classic RNN, backpropagation of the error is dependent on the derivative of the internal
state qk (Equation 6.8). The internal state of the LSTM cell ck is described above in the
series of Equations 6.9. When the derivative of this is calculated, the significant part of the
computation is φ(Ufpk + Vfhk−1) which is also the equation for the forget gate. When the
error is backpropagated over a number of timesteps, as long as the value of the derivative is
close to one the gradient will not vanish. If the forget gate learns that a piece of information
must be remembered then the gate will open and allow the flow of information. Due to the
connection of the forget gate with the gradient, it is evident that the gradient will behave in
a similar way. Therefore, when the forget gate is open the gradient will also be close to one
and therefore, will not vanish.

6.3 Related work on application of deep learning to load

forecasting

Several authors have investigated deep learning models in the context of residential load fore-
casting. Gan et al. [114] used LSTMs in their probabilistic load forecasting for residential
loads. One-step ahead forecasting was implemented employing half-hourly readings from 20
customers in Ireland over a period of 500 days. The datasets from July 2009 to December
2010 was collected and each was split into 80% training and 20% test data. The evaluation
criteria was the average quantile score (AQS) over all quantiles of the predicted distribution.
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The model was fed sequence lengths of 48 samples beginning with the most recent half-
hour. Model hyperparameters were tuned separately for each dataset from the following set:
1 to 3 hidden layers, 4 to 64 LSTM cells, 2 fully connected layers with 16 to 64, and 8 to 32
neurons in the respective layers, and training batch sizes of 20 to 1000. The Adam optimiser
using backpropagation through time with gradient descent was used to update the model
parameters and early stopping was employed if the validation loss did not decrease for more
than five epochs. The network was trained using a quantile loss function. The proposed
framework gave probabilistic forecasting in terms of 10-90 percentiles and was compared with
two fully-connected neural networks. The first fully-connected network also used a quantile
loss function and the second used the mean squared error loss function.

The authors concluded that quantile loss functions are superior and the quantile LSTM
network improved on the performance of the fully connected networks by 4.21 (quantile loss
function) and 8.96% (MSE loss function) in terms of AQS, respectively.

A further example of deep learning LSTM models used to forecast residential load is Kong
et al. [115]. 30-minutely readings of one Canadian household and 19 appliances within the
house were recorded for a full year.

The LSTM architecture consisted of two LSTM layers with 512 cells in each layer. The
Adam optimiser was used to train the parameters of the model. Various input options were
trialled. Some models were trained on whole household-only consumption values and several
contained consumption information supplemented by individual appliance consumption for
the preceding time intervals (up to 12 time intervals). One time interval ahead was predicted.
Comparison was made with KNNs and feed-forward neural network using the same variable
selections. The best performing out of this set of models was an LSTM with inputs from the
previous two time intervals at household and appliance level. The MAPE of the proposed
methodology was 21.99% which outperformed the next best LSTM by 2% (24% MAPE) and
the next best alternative model by 6% (28% MAPE).

Experiments undertaken with deep learning have in some cases included data pre-processing
or additional tools to determine appropriate features.

One example of this approach is Du et al. [116]. They created a CNN model to forecast
power data from a PV plant in Brussels for the day ahead. A period from March 2015 to
February 2016 of 15-minutely resolution contained 25,000 samples. The last 5 days of each
month comprised the test dataset and the remaining samples were used in the model training
process.

The CNN architecture was as follows. Meteorological elements which influence PV output
formed a matrix of information which was pre-processed using the Fourier transform. The
meterological information feeding into the model was selected based on correlation to PV power
output; humidity, direct and indirect irradiance measurements, temperature, wind speed and
air quality index. The result of the transformation was fed to a set of 16 linear 2 x 2 filters
in the first layer of the CNN model to classify the features. A second set of filters were fed
the outputs of the first set. In this layer, the filters were column and row filters. Thus, the
features of the weather variables and the interaction with other weather elements were learned.
Maximum pooling was applied on these outputs and joined to create one vector which was fed
to two fully connected hidden layers with 20 neurons in each layer.

Model parameters were based on a trial and error process which the author states may not
be the absolute best solution. However, the architecture was optimal from the scenarios tested.
Four models were trained separately based on different day types. An Adam optimiser was
employed as the training algorithm and rectified linear units and sigmoid activation functions
were used on the convolutional and fully connected layers, respectively. This CNN model
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achieved the best performance on clear days or rainy/snowy days, i.e. days with unambiguous
weather patterns. On days with fluctuating weather the model yielded larger errors. The
model outperformed an SVR, MLP and deep belief network by 71%, 42% and 9% respectively
with a MAPE of 3.59%.

Zheng et al. [28] also used a pre-processing step in their forecasting of hourly load from New
England ISO over a 13 year period from 2003 to 2016. Initially, similar days to the forecast day
are selected from the historical database by an algorithm which combined extreme gradient
boosting with weighted K-means clustering (where, K=9 was found to be optimal). Similar
days were based on temperature, humidity, weekday type and daily peak load and the selected
days were used as inputs in the subsequent load forecasting process.

Empirical mode decomposition (EMD) was used to divide the time series into intrinsic
mode functions (IMF) and a residual, each of which were predicted by separate LSTMs.
Inputs to the LSTMs were: temperature, day-ahead peak load, humidity, day type indicator,
precipitation, wind speed and the IMF component of the similar day load.

Backpropagation with stochastic gradient descent was used to train the model. A selection
of network topologies were tested; 1 to 3 LSTM layers with 5 to 100 LSTM cells in each layer.
The best performing model out of the range tested was a 2-layer network with 50 LSTM
cells in each layer. Using 2003 to 2014 to train the model, the test set (2015) MAPE was
1.08% for one day ahead forecasting and 1.59% for 7 days ahead. When using the same input
sets, comparison with traditional models revealed the superiority of the hybrid LSTM based
model. For this comparison, training comprised data from 2003-13 with 2014 retained as the
test set. The proposed method achieved a 1.04% MAPE for the day ahead forecast compared
with 5.48%, 3.39% and 3.55% for autoregressive integrated moving average, backpropagation
neural networks and support vector regression models, respectively.

A further example of using additional tools to optimise the forecasting process for deep
learning models is found in a study by Bouktif et al. [40]. They chose feature selection and
hyperparameter tuning tools. Nine years of half-hourly electricity demand in France from
January 2008 to December 2016 were available as a case study. An LSTM and an ensemble
of extra trees regressor model were both optimised. The latter was selected as the best from
a range of alternative benchmarks trialled. 5-fold cross validation trained 5 models using a
70%/30% training/testing split.

Feature selection and hyperparameter tuning for the extra tree model was performed using
wrapper and embedded methods and grid search cross validation. The results were 30 lagged
variables selected as features (from a range of 1 to 99) and 150 individual estimators with
a maximum depth of 200. Temperature and a seasonal indicator were determined to be the
most significant exogenous variables from the candidate set, although they did not contribute
to the model accuracy and therefore they were not included as inputs.

A genetic algorithm (GA) approach is employed to select features and tune hyperparame-
ters for the LSTM. This yielded the following results from the range of configurations tested
in the experiments which are shown in brackets: 34 time lags (1 to 99); 6 hidden layers (3 to
10); 100/60/50 LSTM cells in the hidden layers (20 to 100); a batch size of 150 (10 to 200);
150 epochs (50 to 300); a rectified linear activation function (sigmoid and tanh); the Adam
optimiser (stochastic gradient descent and root mean square prop). Early stopping on the
lowest test error and random shuffling of training samples at each epoch prevents over-fitting
during the learning process.

RMSE and MAE performance metrics facilitate the comparison of the two techniques. 5-
fold cross validation trains each type of model and the average of the 5 test dataset results
are calculated as 513.8 MW and 378 MW on the extra trees and LSTM models, respectively.



Related work on application of deep learning to load forecasting 108

Input/output
Dataset Parameters dimensions

2 convolutional layers [20/8]
no max pooling layers

Australian PV dropout rate = 0.5 20 × 1
filter size=5, batch size=16
maximum epochs=3000
2 convolutional layers [24/10]
no max pooling layers

Australian electricity demand dropout rate = 0.5 24 × 1
filter size=5, batch size=16
maximum epochs=3000
2 convolutional layers [24/10]
no max pooling layers

Spanish electricity demand dropout rate = 0.5 24 × 1
filter size=5, batch size=16
maximum epochs=3000
2 convolutional layers [24/10]
no max pooling layers

Portuguese electricity demand dropout rate = 0.5 24 × 1
filter size=5, batch size=16
maximum epochs=2000

Table 6.1: Architecture chosen for each time series in the study by Koprinska et al. [117] which
applies CNNs to energy forecasting

The MAE results are 344 MW and 270.4 MW. This corresponds to an improvement of 36%
in RMSE and 27% in MAE by moving from the extra trees model to the LSTM topology.

Comparison studies have been undertaken to examine the performance of CNNs and
LSTMs for various case studies. Koprinska et al. [117] explored their application to day-
ahead energy forecasting, both for electricity demand and PV generation. Four time series
were the basis of the study. Two years of PV generation from January 2015 to December
2016 was available from a university rooftop PV system in Australia at 15-minute resolution
for daylight hours between 7am and 5pm corresponding to approximately 15,000 data points.
Two years of hourly electricity load data from January 2010 to December 2011 was also gath-
ered for each of three countries: Australia, Spain and Portugal. Each set was divided into
three subsets. Training and validation was a 70/30 split of the first year. The second year
was used to evaluate the model accuracy.

Table 6.1 presents the CNN architecture and parameters selected for each time series, along
with the input and output dimensions of the model. Additionally, each CNN was trained using
the Adam optimiser and rectified linear unit activation functions were employed.

MLP and LSTM were the comparison networks employed. The MLP contained one hidden
layer with the same dimensions as the number of inputs and was trained with backpropaga-
tion using the Levenberg-Marquardt algorithm. Monte Carlo simulations were performed to
mitigate the sensitivity of the network to random initialisation of weights and the best on a
validation set was used to give the test dataset performance. Information from the previous
day (20 half-hour inputs for the PV dataset and 24 hourly electricity loads for the remaining
datasets) were inputs to predict the demand and generation for the following day. The LSTM
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Model Parameter Details
TD-CNN Input layer dimensions 53x7

No. of convolutional layers 3
No. of kernels in convolutional layers [16/32/64]
Kernel dimensions [2x7/2x1/2x1]
Kernel step size 1
Pooling layer
Fully connected layer 200 neurons

C-LSTM Input layer dimensions 53x7
Fully connected layer 7 neurons
Number of LSTM layers 2
No. of cells in LSTM layers [50/25]
Fully connected layer 200 neurons

Standard LSTM Input layer dimensions 371x1
Number of LSTM layers 2
No. of cells in LSTM layers [50/25]
Fully connected layer 200 neurons

Table 6.2: Architecture of each deep learning model investigated by Han et al. [118]

consisted of one hidden layer with 128 LSTM nodes. All the historical data up to the previous
day was used to train the LSTM to predict the following day.

MAE and RMSE metrics were chosen to evaluate the model performance. The results
indicate that the LSTM was the least accurate model on all datasets. On the PV dataset
the CNN yielded the most successful MAE and RMSE with 114 kW MAE and 154 kW,
respectively. These were approximately 2% and 0.2% better than the MLP. The MLP achieved
the best MAE accuracy with 308 kW but the CNN gave the lowest RMSE with 477 kW. Using
the Spanish dataset, an MLP achieved the best performance by over 10% for each metric
compared with the CNN. The MLP proved to give the best MAE accuracy (494 kW) on the
Portuguese dataset and the CNN was the best performing using RMSE (643 kW).

Han et al. [118] also considered load only input parameters to their comparison of deep
learning electric load forecasting models. Three deep network architectures were used to model
the daily load time series’ for Hangzhou in China to forecast on a short term basis (one and
two weeks ahead). The models were also tested on the daily load in Toronto, Canada to
predict on a medium term basis of 1, 6, and 12 months ahead. The three models were: (1)
a time dependent CNN (TD-CNN), (2) a cycle based LSTM (C-LSTM), and (3) a standard
LSTM. Parameters for each model are presented in Table 6.2.

For this study, load samples for Hangzhou from January 2014 to March 2017 were collected.
The Toronto time series contained data from May 2002 to July 2016. Each model was trained
on 80% of the data and tested on the remaining 20%.

The TD-CNN and C-LSTM models take the time series arranged in a matrix as input. The
dimensions of the input matrix were the length of a periodicity (7 days) and the number of
the periodicities included (53 weeks of data, i.e one year of data). For a classic LSTM model,
feeding a year of data into the model results in 371 timesteps to process all the information.
Whereas, the C-LSTM requires only 53 timesteps to capture all this information and the
purpose of the design was also to facilitate learning relationships between time samples further
apart more easily.

Training the standard LSTMs took over twice as long compared with the C-LSTM and TD-
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CNN models. For example, to train the one week ahead short term model on the Hangzhou
time series the LSTM training time was 53 minutes compared to 12 and 18 minutes for the
others. Training medium term models increased training times to over 200 minutes.

The mean relative error (MRE) performance metric was used to evaluate the performance
of the models. The classic LSTM achieved the best performance on the week ahead STLF
of the Hangzhou dataset with an MRE of 2.7% compared with 3.3% for both others. For
two weeks ahead the TD-CNN and C-LSTM also yielded the same accuracy with 3.6% MRE.
However, the classic LSTM gave 4.4% suggesting that it was more useful in learning short-
term dependencies. On a longer prediction horizon the TD-CNN showed clear superiority. It
outperformed the C-LSTM by 10-15% MRE and the classic LSTM by 15-20% MRE.

In summary, the hypothesis that a deep learning model is notably more efficient at repre-
senting time series’ functions than their shallow counterparts was not always discovered to be
true. Based on some case studies cited in the literature above which compare deep learning
and MLP methods, MLPs have proved to be as useful as deep architectures. However, this
is not a universal conclusion, as other papers describe the benefit of using a deep learning
approach. Particularly, CNNs have outperformed traditional techniques and LSTMs in sev-
eral case studies. Based on the literature review, it is difficult to draw definite conclusions on
the performance of deep learning in load forecasting for several reasons: (1) deep learning is
a relatively recent phenomenon and a limited number of investigations have been conducted,
some of them on small datasets; (2) several studies mentioned are specific to PV generation
or residential load forecasting, which bring slightly different challenges in terms of measuring
forecasting accuracy, when compared with system-wide demand forecasting; (3) topologies
employed may seem to be arbitrarily chosen in some of the literature reported (although this
is somewhat understandable due to the large number of parameter combinations available);
(4) one author has highlighted the time take to train LSTM models which may be a limiting
factor in the research.

A key reason given by those which employ deep learning over traditional techniques is
that they require less user intervention and behave more autonomously. Effort has been made
to find case studies which are based on large datasets. Part of the benefit gained from the
investigations containing large datasets is the opportunity for this claim to be investigated.
Unfortunately, studies are limited by data availability. The following investigation attempts to
bring an insightful, not exhaustive search of the application of deep learning to load forecasting
in order to validate and mature the development of the research into these new techniques.
Capitalising on the knowledge of the mathematical basis for deep learning models, the inves-
tigation aims to be as conclusive as reasonably practical under the limitations of time, and
computational power available.

6.4 Training algorithm

In the Chapter 5, training the neural network weights was seen to be an optimisation problem.
A gradient descent based optimiser was used to update the weights of the MLP network. The
CNN and LSTMs use a different first order gradient descent-based optimiser which is effective
for high dimensional parameter spaces where computing second order derivatives is computa-
tionally expensive. The Adam (adaptive moment estimation) [119] learning algorithm is used
for weight optimisation. It combines the advantages of the adaptive gradient algorithm and
root mean square propagation (RMSProp) techniques. AdaGrad has a per parameter learn-
ing rate which depends on how frequently the features associated with each parameter occur.
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Parameters associated with frequent features are updated frequently. RMSProp also applies
a different learning rate to each parameter by storing an exponentially decaying average of
previous squared gradients, thereby placing more emphasis on recent gradients. Adam retains
past information, as an exponentially decaying average. A weight update using the Adam op-
timiser is calculated using the following steps. The first and second moment gradients are the
mean and uncentered variance of the gradient (m1 and m2) and are described mathematically
as:

m1(t+ 1) = β1m1(t) + (1− β1)g(t)

m2(t+ 1) = β2m2(t) + (1− β2)g2(t) (6.10)

where, β1 is the parameter for decaying the running average of the gradient and β2 is the
parameter to decay the running average of the square gradient. They are corrected due to
their bias towards zero, from assuming zero initial conditions:

m̂1(t) =
m1(t)

1− β1(t)

m̂2(t) =
m2(t)

1− β2(t)
(6.11)

Thus, the weight update is:

w(t+ 1) = w(t)− η√
m̂2(t) + ε

m̂1(t) (6.12)

where, ε is a smoothing term that avoids division by zero.
Ruder [120] considers the Adam optimiser to be the overall best choice for training deep

learning models. Based on the literature exploration of the most successful techniques, this
was the choice for training CNNs and LSTMs. It is known to perform well for problems that
involve large datasets or a large number of parameters and those with sparse gradients [119].

In the MLP work, using the Levenberg-Marquardt method the training was in batch mode
with parameters updated after a full run through the dataset. In contrast, stochastic meth-
ods such as Adam updates are performed after each individual training sample. Stochastic
optimisation is a low complexity option but results in a noisy, inefficient learning process.
Applying training operations to whole datasets, as in batch mode, is particularly challenging
when large datasets and large numbers of parameters are involved. Therefore, as a compro-
mise, deep learning training algorithms often use mini-batches. The training data is split into
small subsets. As each mini-batch is processed an update is performed. Thus, a balance is
achieved between stochastic and batch modes. Mini-batches may be tuned to the memory
requirements of the CPU hardware being used. In this work, mini-batches of 128 samples are
employed with the Adam algorithm.

6.4.1 Early stopping

Weight updates are repeatedly executed until the maximum number of epochs is reached.
Often the model learns its optimal weights many epochs before the maximum. Continuing to
train the model after this point does not improve performance. There is a danger of over-fitting
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Parameter Details
Epochs 1000
Regularisation Early stopping
Activation function ReLU
Batch size 128
Optimiser and loss function Adam, MSE
Number of models trained in the study 392

Table 6.3: Details related to the deep learning model experiments

the data leading to poor generalisation. Early stopping is a technique employed to monitor
the model performance on a validation set and identify when the weights of the network
are stabilised. This reduces the training time. Based on a preliminary investigation which
monitored the validation error, it was decided that the criteria for early stopping would be
the execution of 50 epochs which yield an absolute change of less than 0.001 to the validation
loss (typically 20% of the training data). This is the indication that no further improvement
to the model is required to optimise the weights, and training will stop.

6.5 Model structure

Equivalent model structures to those used for MLP and TB networks are investigated with
the two deep learning neural network architectures considered in this chapter, namely same
day last week and exogenous input models. Due to the vast number of potential model permu-
tations, non-linear model optimisation presented a major challenge in the previous chapter.
This is a continuing problem with deep learning architectures. Since it is not practical to
build and test every possible combination of variables and parameters, the boundaries of the
investigation on each network are set out in several experiments. When calibrating each pa-
rameter, all others are held constant. Each type of model and model structure is optimised
individually. Table 6.3 sets out some parameter details common to all experiments.

Several types of sequence problems exist which may be dealt with using different variants
of the LSTM model:

1. One-to-One - there is a single input and a single output of data

2. Many-to-One - for each single output, a sequence of data is fed into the model

3. One-to-Many - there is a single input and a sequence of outputs

4. Many-to-Many - a sequence is fed into the model and the output is also a sequence of
data

Defining the structure of the data which is fed into the model determines the variation
of LSTM model being used. By considering a SDLW or EI model, it is evident that a single
timestep of each predictor variable is mapped to a single timestep of the output variable, i.e.
ŷ(k) = f([y(k−7d), h(k), h(k−7d)...]. Therefore, the network is a one-to-one version of LSTM.
This is illustrated in Figure 6.9(a), where xk is the vector of input variables. By contrast, a
many-to-one model incorporates more than one sequential timestep of the predictor variable
to be mapped to one output timestep of the predicted variable, as shown in Figure 6.9(b).
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(a) One-to-one (b) Many-to-one

Figure 6.9: Two variants of the LSTM model. The first (a) maps one timestep for each variable to
one output timestep. The second (b) maps multiple timesteps for each variable to a single timestep
for the predicted variable.

(a) Standard CNN model input/output
(b) CNN model with parallel
structure to LSTM

Figure 6.10: (a) Block diagrams presenting the input/output set up for the CNN model. On the
left, Xd

k corresponds to a day of 48 half-hourly samples for each input variable and Xd
k ∈ R48×ni ,

where ni is the number of input variables. This is demonstrated more explicitly on the right. (b)
For comparison purposes, a CNN version of the LSTM set-up is presented.

To conduct a fair comparison of the two deep learning methods, the models must be tested
under similar conditions. However, the two modelling approaches are inherently different,
which makes this aim a challenge to achieve. Each topology has different properties and
should be trained with bespoke settings to allow them to reach their full potential. Thus,
the set-up for CNNs has some differences. CNNs are designed based on the concept of filters
sliding across an input matrix, as shown in Figure 6.1. In order to exploit the principles of
CNNs, the input to the network should be a matrix. One way to implement this is to feed
in one day of samples at each timestep - those from the same day last week. A day of 48
half-hour samples is the output. This is demonstrated in Figure 6.10(a), where the day of
input samples is denoted by matrix Xd

k and the vector of outputs is ydk on the left side of the
diagram.

A one-to-one CNN model will also be implemented for the purposes of (1) creating a
baseline comparison and, (2) replicating the parallel LSTM set up. Figure 6.10(b) shows the
input/output for this version of CNN structure with the vector of input features containing
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one timestep sample xk mapped to a single output yk.
As shown in Figure 6.7 and described in the RNN configuration, an RNN may be made up

of a number of stacked hidden layers each of which may contain more than one hidden state.
The same applies to LSTM networks. The number of hidden states and layers are defined by
the user. Filters are the CNN equivalent of LSTM hidden states and will be tested under the
same conditions defined for the LSTM hidden states. Various structures are tested in order
to determine the optimum from a set of candidates for this type of problem.

• A range of hidden layer states are examined for a single LSTM layer network from 5 to
200 states, in steps of 5. Similarly, for a single convolutional layer in a CNN, a range of
filters from 5 to 200 are tested.

• The depth of hidden layers in each type of network is incrementally adjusted (the lay-
ers are stacked) for a select number of hidden states (filters) until there is evidence
that adding new layers does not improve performance of the model. The number of
states/filters are in the range of 25 to 200, in steps of 25.

Specific historical load variables were used as inputs to SDLW linear and shallow SDLW
non-linear models. The motivation for this was to capture the relevant information whilst
limiting the number of inputs. Too many inputs would require a large number of weights and
biases to be learned and increase the risk of employing abnormal holiday load inputs. Days
which were impacted by abnormal data were easily removed from the analysis as only two
days (the holiday itself and the following week) were affected.

The purpose of LSTM models is to process sequences of data by identifying and retaining
the important information through several time steps and using it to predict future values.
Removing samples from the dataset will create gaps in the flow of information. Therefore,
each timestep must be processed in the training of the model and no samples are removed
from the dataset (the training set is φ from each year for the following year test). To ensure
a fair comparison between the techniques, this is applied not only to the LSTM topology, but
also to the CNN versions. To compensate for the inclusion of anomalous information in the
training data, the binary indicator of a holiday (bh) is also employed as a variable.

Each year of the test data is tested using a model trained on the full previous year of data
(φ). Results for each model are recorded on both the full 2014-17 dataset (φ) and the dataset
which excludes holidays (φp).

6.5.1 Same day last week models

The optimum variable combination as identified previously for the MLP network based models
are used with the deep learning network models investigated in this chapters, with some logical
adjustments. For the SDLW MLP models in Chapter 5, 10 non-linear FSR variables yielded the
best performance. As the LSTM hidden state should, in theory, be able to retain historical
information that is of value to the prediction, the raw temperature is used in place of the
averages. For a fair comparison, SDLW CNNs employ the same inputs.

Mathematically defining the prediction of an LSTM is difficult as all the information from
previous timesteps feed into the equation via the hidden state. Therefore, the following math-
ematical definition indicates the explicit timestep of each variable mapped to the output at
that timestep, rather than all the information that goes into making the prediction.
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LSTM SDLW prediction:

ŷ(k) = f(y(k − 7d), h(k), h(k − 7d), s(k), s(k − 7d), as(k), as(k − 7d),

ds(k), ds(k − 7d), wd(k), wd(k − 7d), dc(k), dc(k − 7d),

v(k), v(k − 7d), t(k), t(k − 7d), bh(k), bh(k − 7d))

(6.13)

CNN SDLW prediction:

ŷ(kd) = f(y(k−7d), h(kd), h(k−7d), s(kd), s(k−7d), as(k
d), as(k

−7d)

ds(k
d), ds(k

−7d), wd(k
d), wd(k

−7d), dc(k
d), dc(k

−7d)

v(kd), v(k−7d), t(kd), t(k−7d), bh(k
d), bh(k

−7d)

(6.14)

where, kd indicates a full day of 48 half-hour samples for the current day (e.g. h(kd) =
[h(k), h(k + 1)...h(k + 47)]) and k−7d indicates the same period 7 days ago (e.g. h(k−7d) =
[h(k − 7d), h(k + 1− 7d)...h(k + 47− 7d)]). Refer back to Figure 6.10 for the diagram which
illustrates this concept and to Table 3.3 in Chapter 3 for the definition of the variables.

6.5.2 Exogenous input models

A similar procedure is carried out on EI structured models which contain no historical load
input variable. In Chapter 5, EI MLP models were most effective when used with empirically
selected variables. Therefore, these variables are selected for the LSTM and CNN models,
again replacing lagged and averaged temperatures with raw temperature.

LSTM EI prediction:

ŷ(k) = f(t(k), h(k), s(k)ir(k), v(k)3, ac,s(k), wd(k), dc,s(k)) (6.15)

CNN EI prediction:

ŷ(kd) = f(t(kd), h(kd), s× ir(kd), v3(kd), ac,s(k
d), wd(k

d), dc,s(k
d)) (6.16)

Both LSTM and CNN models are implemented using Python 3.7, using the Keras open-
source deep learning library in the TensorFlow environment [[121],[122]]. All simulations were
executed on a computer with a 2.6Hz Intel core i7 CPU.

6.6 Results and discussion

6.6.1 LSTM models

Figure 6.11(a) displays the MAPE performance of a SDLW LSTM network as an increasing
number of states are contained in the single LSTM layer. It is evident that increasing the
number of cells improves performance. From 5 to 40, the MAPE reduces from over 4% to
under 3.2% on the full dataset (φ). Beyond this point, the MAPE increases slightly before
reducing further and reaches its lowest point of 3.1% at 120 states. The MAPE remains
steady as the number of states extends to 200, demonstrating no improvement in accuracy.
The performance reached for normal days (φp) is 2.8%.

Figure 6.12(a) shows the impact of stacking LSTM layers on the predictive capability of a
SDLW LSTM model. Performance is reported on the full data (φ). Networks are trained using
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Figure 6.11: Experimental results on the full dataset (φ) and dataset excluding current holidays
(φp) which show the effect of increasing the dimensions of a single hidden LSTM layer from 5 to 200
states.
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Figure 6.12: Experimental results on the full dataset (φ) which show the effect of stacking LSTM
layers with various numbers of states in the layers.

a limited number of states for each of 1 to 3 LSTM layers. It is clear that moving from 1 to 3
layers does not show strong improvement in performance with any dimension of hidden layer.
Whilst 1 LSTM layer sustains a consistent level of accuracy throughout all the dimensions
reported (the standard deviation is approximately 0.15% MAPE), both 2 and 3 layer networks
improve dramatically from 25 states to 100/125 states. The improvement observed is 0.7%
MAPE (from 4% to 3.3%) for 2 layers and 0.45% for 3 layers (from 3.65% to 3.2%).

Moving to an EI structure decreases the level of accuracy obtained by the LSTM model.
A SDLW version was able to achieve 3.1% MAPE, whereas the maximum accuracy obtained
by the single layer EI LSTM is approximately 3.8%. Figure 6.11(b) displays the results of
the single layered EI network using the empirical variables as inputs (the optimal for an
EI MLP network) with an increasing number of states included in the LSTM layer. Once
again, the reduction in MAPE is primarily seen in the increase of states in the hidden layer
from 5 to 40 (over 6% to 4.2%). From this point until 200 states is reached, the MAPE
performance fluctuates but shows less than 0.4% decrease at any point. At 80 neurons, the
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(a) Many-to-many CNN
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(b) One-to-one CNN

Figure 6.13: Experiments are conducted on two types of SDLW CNN using various sizes of filters.
Results are reported on the full dataset (φ).

optimal performance (a MAPE of 3.8% on the full dataset and 3.5% on the dataset excluding
holidays) from this set of results is recorded.

Figure 6.12(b) shows the performance of an EI structured LSTM network when more than
one LSTM layer is included. Compared with the SDLW counterparts, this structure of model
agrees with the claims in deep learning literature which state that increasing the depth of
network trains a more accurate model than increasing the dimensions of a network with one
hidden layer. Up to four hidden layers are examined for this structure of model. It is clear
that the best results are obtained with more states in the LSTM layers. Peak performance
is observed with 3 layers. A turning point comes with 4 hidden layers, when it is evident
that for each dimension of hidden layer, the models perform less accurately than their 3-layer
counterparts. The reduction in MAPE between 1 and 3 layers for 100 state models is from
4.05% to 3.65%. The optimal network from the EI set is a 3-layered model with 150 states in
each layer achieving a MAPE of 3.5% on the full dataset and 3.2% on the dataset from which
holidays are excluded.

6.6.2 CNN models

As previously discussed, two variations of CNN are considered; the ’many-to-many’ and ’one-
to-one’ approaches. Various kernel (filter) sizes are tested in the CNN experiments. Sizes of
2, 6 and 12 (also 1 for the one-to-one type of network) are trialled on SDLW networks with
various numbers of filters in a single hidden layer, as shown in the results in Figure 6.13. A
kernel size of 6 is found to be optimal from the set tested for the majority of both variants
of SDLW CNN and is therefore used to train all subsequent CNN models. In some instances
the difference between filter sizes is very small. For example, for the many-to-many structure
with 100 filters, less than 0.01% MAPE separates the best and worst performances. On the
other hand, 0.6% MAPE is the difference between filter of size 1 and 12 for 25 filters in the
single CNN layer.

Results on the full dataset (φ) for SDLW CNN models consisting of a single convolutional
layer are presented in Figure 6.14(a). A key insight obtained from this set of results is that
a one-to-one model is always more effective than the many-to-many model. The difference
between them is consistently around 0.5-0.6% MAPE (e.g. with 75 filters, the many-to-one
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(a) SDLW structured model
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(b) EI structured model

Figure 6.14: Experimental results on the full dataset (φ) and dataset excluding current holidays
(φp) which show the effect of increasing the dimensions of a single convolutional layer CNN from 5
to 200 filters for many-to-many and one-to-one models.

MAPE is 3.77% whilst the one-to-one MAPE is 3.20%). Another point of interest is that
the greatest improvement in accuracy is observed with an increase from 5 to 60 filters. 12%
decrease in error (from 4.46 to 3.94% MAPE) in the many-to-many and 20% (from 4.38 to
3.45% MAPE) in the one-to-one is noted for this change in convolutional layer dimension. The
MAPE performance fluctuates significantly from one filter interval to the next. However, from
the general trend there is no indication that any benefit is gained by incrementing the number
of filters in one layer any further. The many-to-many model demonstrates peak performance in
these results with 170 filters and an overall MAPE of 3.55%. The one-to-one model’s optimal
accuracy is achieved with 120 filters and a 3.02% MAPE.

Moving to a deeper network improves the predictive capacity of many-to-many SDLW
CNN models which contain 25 or 50 filters in the layers, as seen in Figure 6.15(a). However,
the benefit of increased network depth is not noted when the number of filters goes beyond 50.
One convolutional layer with 200 filters obtains a 3.74% MAPE while 3 layers yields 3.98%
MAPE.

This is not the exact same dynamic as is evident in Figure 6.15(a) for the corresponding
one-to-one model results. One layer is best for a smaller number filters and, from the networks
examined, two layers is best with an increased number of filters above 150. For example,
networks with 100 filters record accuracy levels of 3.23% and 3.37% MAPE for 1 and 3 layers,
respectively. Two layers and 175 filters presents the optimal performance of the one-to-one
network with 3.12% MAPE.

Less variability in performance between model types is noted in the single CNN layered
EI structured models in Figure 6.14(b). When fewer filters are contained in the CNN layer,
the many-to-many model performs comparatively better. However, the gap in performance
between modelling approaches narrows as the number of filters goes beyond 80 and fluctuation
between which is the most accurate for each number of filters is observed as the investigation
boundary of 200 filters is reached. By this point, although the MAPE continues to fluctuate,
the downwards trend does not progress. The optimal model MAPE performances on the
full dataset(φ) is 4.43% with 90 filters and 4.62% with 170 filters for the many-to-many and
one-to-one models, respectively.

EI networks containing more than one CNN layer are shown in Figure 6.16. Here, it is
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(a) Many-to-many structure
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(b) One-to-one structure

Figure 6.15: Experimental results on the full dataset (φ) which show the effect of stacking con-
volutional layers in a CNN model using two variants of the SDLW structured CNN and a varying
number of filters in each convolutional layer.
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(a) Many-to-many network
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(b) One-to-one network

Figure 6.16: Experimental results on the full dataset (φ) which show the effect of stacking convo-
lutional layers in a CNN model using two variants of the EI structured CNN and a varying number
of filters in each convolutional layer.

demonstrated that both variants of EI benefit from a deeper structure. Three layers with 125
filters yielded the best result for a many-to-many model (a MAPE of 4.42%) and two layers
with 175 filters was the optimal from this set investigated for a one-to-one structure (4.30%
MAPE).

In summary, the SDLW LSTM is able to achieve 3.1% MAPE on the full 2014-17 dataset
(φ) while a single-layered one-to-one SDLW model remains the superior topology for CNN
performance (3.02% MAPE).

To conclude, a comparison of the optimised LSTM and CNN models with an equivalent
MLP model is presented in Figure 6.17. Each model is trained under the same conditions of
input variables and training/test data splits, i.e. the MLP non-linear FSR variables with the
raw temperature replacing average temperature derivations are employed, and the training
dataset is made up of the full year (φ) prior to each test year (no days are excluded from
training or test years). The MLP network contains 8 neurons in the hidden layer, the LSTM
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Figure 6.17: Various error metrics which compare the best result from each SDLW deep learning
technique with the best structure of MLP model trained under the same conditions. Results for the
full dataset (φ) and that which excludes days which are holidays (φp), are both presented in the
figures. The MAPE, MOFE, MUFE metrics and the absolute MW error below which 95% and 50%
of predictions fall are all included in the study.

network is made up of a single LSTM layer with 120 states, and the one-to-one CNN network
also has one layer with 120 filters. Various error metrics are presented in the analysis in
order to determine whether viewing the results from a different perspective allows a better
understanding of the predictive capability of each model.

In terms of MAPE performance, the CNN achieves the peak accuracy obtained on the
full dataset (3.0% MAPE), whilst the MLP yields the highest error at 3.2% MAPE. When
holidays are excluded from the analysis, the MLP is marginally better (2.62% MAPE) than
the other two models. The greatest difference in performance is less than 0.05% MAPE.

Maximum errors are shown in the two middle plots in Figure 6.17. The lowest maximum
errors are found using the MLP prediction. The full dataset shows large discrepancies between
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the largest maximum errors for each model. The CNN network’s largest over-forecasting error
is close to 500 MW compared with 370 MW using the MLP. The largest under-forecasting
error is of the order of 425 MW and comes from the LSTM prediction (approximately 50 MW
more than the MLP). Excluding holidays from the data (φp) shows significant improvement
in the maximum errors and narrows the gap between model performances (all models show a
maximum error of approximately 240 MW each way).

The absolute error under which 95% of predictions fall, shows the same picture as the
MAPE performance metric. The optimal performance on the full dataset is achieved by the
CNN model which demonstrates that 95% predictions are less than 82 MW. Excluding holidays
(φp) reduces this to less than 70 MW. 50% of predictions for this model fall under 21 MW from
the full dataset and 19 MW with holidays excluded. Minor differences are recorded between
each type of model for this final error metric.

6.7 New York Dataset

Optimal CNN and LSTM frameworks from the NI experiments are employed in the application
of deep learning forecasting methods to the New York dataset. A one-to-one SDLW CNN and
SDLW LSTM each with 120 states/filters in a one-layered network are the topologies used. To
remain consistent with NY models implemented in previous chapters, season-specific models
are trained. Non-linear FSR variable selection was the method of choosing input variables for
NI deep learning experiments. In Chapter 5, non-linear FSR was performed on each season
of the West load zone time series to obtain relevant variables and these are used (with raw
temperatures replacing derived temperatures and a binary holiday indicator included) as for
the NI study.

The same comparative set-up is derived to enable a fair comparison with MLPs. MLPs
are built using the input variables and training/test dataset splits used for LSTMs and CNNs.
Training a model over the full previous year without removing any samples was discovered
to be important in the implementation of an LSTM model. Therefore, the CNN and MLP
models use a full, intact year of data (φ) for each model also.

Figure 6.18 shows the results of the application of this set of models to each NY region.
Full dataset (2013-16, φ) MAPE performance and holiday excluded (φp) are both reported.
The main discovery is that LSTM models do not achieve adequate accuracy in any region
when compared with the CNN and MLP versions. Several insights are observed in the other
results. Generally, the MLP out-performs the CNN model when all the data is included.
This is to a larger degree on Hudson Valley and Long Island data compared to the other
load zones. Moving from the CNN to the MLP model is a difference of 0.26% and 0.41%,
respectively. This is reduced to almost no difference on the Hudson Valley data when holidays
are removed (φp) from the analysis. On the full datasets of Capital and Genesee, MLP models
also prove to be marginally better (0.05% and 0.12% differences). The CNN is the optimal
model on the Capital data when holidays are excluded. A CNN and MLP model yields the
same performance (3.71%) on the full West dataset and with no holidays included, the slightly
better performance is obtained using a CNN (3.53% compared to 3.55%).

6.8 Chapter summary and contributions

This chapter addresses the adoption of state-of-the-art deep learning techniques to the load
forecasting challenge. Based on exploration of the literature, structures which have shown
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Figure 6.18: MAPE results of training and testing deep learning (one-to-one SDLW CNNs and
SDLW LSTMs) and MLP models on each region of the New York dataset. Full dataset (2013-16, φ)
results are displayed and the same years with holiday affected data removed (φp)

great success on a range of tasks have been applied in this chapter. This contributes to the
research on the application of deep learning to a variety of prediction challenges, which is a
maturing topic of discussion. The availability of large datasets provided the opportunity to
capitalise on the fact that deep learning techniques require more information to reach their
full predictive capacity.

The contributions of the chapter are summarised as follows:

• Implementation of CNN and LSTM models for the load forecasting case study. These
models are representative of the best in class techniques; one which has delivered re-
markable results in image processing, and one which is popular for time series prediction
problems.

• Employing knowledge of the mathematical process behind the models to propose and
extensive, but not exhaustive set of experiments to attempt to optimise the deep learn-
ing model structure with respect to the particular forecasting challenge. This enables
conclusions regarding the optimal set-up for each topology to be reached.



Chapter summary and contributions 123

• The best MLP model from the previous chapter is tested under the same conditions in
order to conduct a fair comparison between deep and shallow neural networks.

Ranking the networks in order from best to worst MAPE performance for the full NI
dataset, yields: (1) CNN, (2) LSTM, (3) MLP for the full dataset. When holidays are omitted
(85% of the dataset), this changes to MLP, CNN and LSTM. Application of similar networks
to the NY data obtained the following order of performance accuracy: (1) MLP, (2) CNN, (3)
LSTM on the full dataset and the best performance using a CNN model for the clean dataset
with holidays removed.

It has been observed that, although deep learning networks have shown competitive results
on the full dataset in comparison with equivalent MLPs, they have not impacted the optimal
performance on data which excludes holidays from the analysis. One factor to observe, is the
limitation in terms of ability to explore every possible permutation of LSTM or CNN topology.
However, many variations were implemented allowing as full an investigation as is reasonably
practical.

On balance, MLPs emerge as competitive with the best performing deep learning structures
at significantly lower training and optimisation cost, and the gains with CNNs are arguably
not sufficient to warrant adopting them for load forecasting.



Chapter 7

Ensemble Learning

Ensemble learning is a strategy which involves deriving a high level model by the combination
of predictions of multiple models in order to obtain a better forecasting accuracy than can be
obtained from any of the constituent parts. Within a collection of models, there exists the
potential for various sections of the time series to be represented more accurately by different
models than by the single overall optimal model. If a higher level model takes these individual
predictions as inputs, it has the capacity to learn at which sample point or period a particular
model performs well and select it for the final prediction or weight it more heavily in calculating
the final prediction. Hence, combining these predictions together will form a single, stronger
outcome. A key factor in collating the individual predictions is that they should be diverse
and weakly correlated.

Three basic approaches to ensemble modelling are bagging, boosting and stacking. A
bagged ensemble model creates a high level model by averaging a collection of individual
model predictions. These lower level models may be of a different type and structure to
the higher level model. Boosted ensemble learning techniques are an extension of bagging.
Boosted ensemble learning builds models sequentially using the residuals or errors of the prior
model as the target for the following model. This iterative procedure results in the weaknesses
in previous models being addressed in the consecutive model with the aim of solving the errors,
and reducing the net error in the ensemble. Both bagging and boosting use a collection of weak
learners to create the ensemble. Stacking ensembles combine strong, diverse model predictions
in an overall high level model.

Ensemble modelling methods have dominated machine learning competitions in recent
years. Chen et al. [123] describe some of the success stories. In 2015, 17 out of 29 winning
solutions in the 2015 Kaggle machine learning competition used XGBoost, a boosted decision
tree ensemble model. The competition required participants to build an algorithm which
learns to classify products for a commercial company based on 93 features provided and over
200,000 products. In the same year, XGBoost was also reported to be used by 10 winning
teams in the KDDCup competition to predict student dropout rates from online courses. For
context, the total number of submissions was over 11,000. In 2009, Netflix awarded first place
to an “ensemble of ensemble” models which improved on their algorithm for predicting user
ratings for films ([124], [125], [126]). The solution blended three teams’ algorithms, each of
which were a collection of many types of models themselves. It improved on Netflix’s own
prediction algorithm by over 10% and combined more than 100 models.
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7.1 Ensemble literature

7.1.1 Bagged ensemble models

Bagged decision trees were applied as a stand-alone forecast model in Chapter 5. Multiple
decision trees were constructed, using as inputs to the model those variables which describe
demand variability.

Bagged neural networks are used by Khwaja et al. [127] on a New England load dataset.
Four years training data from 2004-07 are used to predict the 2008-09 test data. Random
sampling from the full training data, allows 30 sub-networks to be built with 20 neurons in
the hidden layer of each MLP. Inputs to the sub-networks include a mixture of historical
load, temperature and calendar variables. Averaging the outcomes of all the models yields a
MAPE of 1.74% on the two year test data. When compared with a single ANN, this is an
improvement of 1.00% on the maximum and 0.06% on the minimum percentage errors. The
obvious defect of such a structure is the increased training time to 30 times longer than that
of a single network.

Fan et al. [128] discovered the benefits of bagged ensemble forecasting using individual
MLPs for a mid-west US power system. The features fed into each model were: load lagged
by 1 hour, load lagged by 2 hours, temperature lagged by 1 hour, temperature forecast for
the current hour and, sine and cosine waves representing the daily pattern. Four separate
models based on day type were created; (1) Weekends, (2) Mondays, (3) Tuesday, Wednesday
and Thursdays, and (4) Fridays. The number of neurons in the hidden layer was optimised
by increasing the neurons until the generalisation error increased. It does not record what
dimension was optimal. Bootstrap sampling the full two year training dataset (2005-06) five
times created five MLP neural networks which were used to forecast the hourly time series.
The median value of these five was the final prediction. Two fortnight periods in spring
(March) and summer (June) 2007 were used as the test data. The MAPE metric was used
to evaluate the performance. Compared with a single MLP, the ensemble model reduced the
error by 0.65% from 2.71% to 2.06% MAPE.

7.1.2 Boosted ensemble models

Khwaja et al. [127] applies the boosted ensemble methodology to neural networks using a
similar framework to their bagging experiments cited above. In this study, a MAPE of 1.66%
is obtained using the boosted ensemble model structure which contained 25 MLP models.

Gradient boosting is a specific variation of boosted ensemble learning which uses a gradient
descent algorithm to minimise the loss when adding new models. In the Kaggle Global Energy
Forecasting Competition 2012, one of the top entries used a gradient boosting algorithm to
predict hourly load for a US utility with 20 load zones [41]. The training set was 4.5 years
from 2004-08 and the test set was 8 “out-of-sample” weeks among these years. Temperature
information from 11 representative weather stations was used in the form of lagged and current
values as well as historical demand and calendar variables. Separate models were built for each
hour of the day. One variable was selected at each stage from the candidate set of 43 using
as selection criteria, the variable which contributed most to reducing the error. Historical
demand and temperatures were discovered to be the strongest explanatory variables of the
demand time series. The final model contained 500 stages (500 models) and the weighted
root mean square error (WRMSE) outcome was 73 MW compared with the top entry to the
forecasting competition which was 67 MW WRMSE on the test data.
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7.1.3 Stacked ensemble models

Wolpert [129] introduced stacking (“stacked generalisation”) in 1992 on a task of translating
text to phonemes. Ting and Witten [130] report that for classification problems the best
results are obtained when the higher level model incorporates the class probabilities of the
lower level models to obtain a measure of confidence in each individual prediction.

Linear stacking made a contribution to the solution of the second place team in the Netflix
Prize competition [38]. Feature weighted linear stacking is the combination of model pre-
dictions linearly, using information about the prediction as additional factors in the model
estimation. For the Netflix competition which predicted user ratings for films, examples of
additional factors taken into consideration were the number of films rated by a user, and the
number of days since the release of the film. Rather than using this information as additional
inputs to be regressed with the predictions of the individual lower level models, the algorithm
calculated the coefficients associated with the model prediction inputs (to the higher level
model) as a linear function of the additional information.

A stacked modelling approach to load forecasting was implemented by Grmanova on
quarter-hourly data from July 2013 to February 2015 [37]. Smart meter electricity data was
aggregated for 10 regions in Slovakia to form the case study. Non-holiday days from July 2013
to February 2015 were retained as the test set (116 days). An ensemble of 11 base model
predictions were collected. These contained a range of regression and time series models,
each optimised based on its individual structure. Among them were multiple linear regres-
sion, support vector machines, MLPs and autoregressive models. Error information for the
individual base models from the previous day was used to calculate the weights assigned to
the model prediction for the following day. The measure of performance was the symmetric
MAPE (sMAPE). The ensemble technique improved on the predictive performance of single
methods in all of the regions. An average improvement over the 10 region datasets of 0.17
sMAPE compared to the best individual method was recorded.

Kolter and Maloof [131] discussed a dynamic weighted majority (DWM) ensemble model
which weights the predictions from a number of base learners based on their recent perfor-
mance. The number of base learners varies and those which perform below a threshold level
may be removed. If the overall ensemble model accuracy is not adequate, learners may also be
added. The concept which motivated this paper was the non-stationarity of some time series’.
Their dynamics are constantly changing and an ensemble must be able to capture which of
its inputs are most reflective of recent effects.

One of several case study datasets was an electricity pricing time series from an electricity
supplier in Australia. Samples collected at 30-minute intervals between May 1996 and Decem-
ber 1998 were available. Inputs to the base models (naive Bayes models) were: day of week,
period of day, current demand in two states, and the scheduled flow of electricity between
the two states. The aim was to predict whether the electricity price would rise or fall. An
average of 22 base predictions were reported in the case study but this fluctuated between a
range of 1 to 90. A naive Bayes algorithm achieved a prediction accuracy of 62.32% and the
proposed DWM ensemble achieved 80.75%. This was benchmarked against an online decision
tree algorithm which achieved approximately 67% accuracy.

Chitra and Uma [132] used three types of base model in their ensemble: radial basis
function (RBF) networks, K-nearest neighbours and self organising maps. Ten diverse models
of each type were constructed. Among three datasets used to evaluate the performance of
this approach was the sunspot time series which is widely used by researchers for comparing
the performance of various prediction strategies. 75% of the monthly resolution dataset (from
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1749 to 2009) was used for training and 25% for testing. Experiments which were conducted
compared (1) individual versions of the base models, (2) ensemble versions of the base models,
and (3) the ensemble approach which incorporated one optimal model from each type of base
model. Results showed the prediction accuracy of the ensemble method which blended the
single optimal from each group of models yielded the highest performance (91% prediction
accuracy) compared with the next best approach which was the RBF ensemble (85%).

A combination of various model types was used by Xiao et al. [133] to forecast half-hourly
electricity demand for several Australian regions. Three regions with data from 2006-08/9
formed the basis of the case study. The combination of models included an MLP, an RBF
network, a gated recurrent neural network, and a genetic algorithm. The cuckoo search opti-
misation algorithm was used to optimise the weight coefficients of each individual prediction in
the ensemble. A 3% improvement on the forecasting accuracy of the best individual prediction
(the MLP) was reported.

The motivation for bagging and boosting strategies are to reduce the bias and variance
in forecasting. Bagging and boosting methods typically employ the same model types in
the ensemble bag and models are developed and combined together as part of the training
process, e.g. based on different subsets of variables and data, or based on the residuals of
previously generated models. In contrast, stacking methods generally involve combining the
predictions of sets of separately trained heterogeneous models. Stacking methods are the
focus of investigation in this chapter. with the goal of utilising the predictions from the
models developed in previous chapters as inputs to a second level, meta model.

7.2 Background

The starting point for stacked ensemble based prediction is having predictions available from
a set of candidate models, and the objective is to determine how to combine these predictions
or select from among them the best prediction at each time step. For this study, the initial
candidate set of predictions will be those from the optimised models developed in the previous
chapters as follows:

1. an offline Time-Localised SDLW linear model using 10 variables (different for each hour
of the day), selected by linear FSR

2. a 44-day Sliding Window SDLW linear model with 10 variables, selected by linear FSR

3. an offline SDLW MLP with 8 neurons in the hidden layer and 10 variables chosen by
non-linear FSR

4. an offline Exogenous Input variable MLP with 31 neurons in the hidden layer and 10
variables selected based on empirical knowledge

5. a SDLW LSTM with 1 LSTM layer and 120 states in the layer. The input variables are
those chosen by non-linear FSR with the raw temperature replacing derived temperatures
and a binary holiday indicator included

6. a one-to-one SDLW CNN with 1 convolutional layer and 120 filters of size 6 in the layer.
The variables are the same as the inputs to the LSTM
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A number of additional models are introduced to expand the candidate model set for some
of the ensemble prediction investigations. The goal is not necessarily that each model will
perform with a high degree of accuracy on the full dataset. Rather, that a diverse range of
uncorrelated predictions are available in the ensemble bag. The supplementary models are:

7. two offline linear SDLW models trained on weekdays/weekends with 10 variable inputs
chosen by linear FSR on the same data subset used for training

8. two offline linear SDLW models trained on the day (6:00-16:30)/night (17:00-5:30) hours
with 10 variables chosen by linear FSR on the day/night period

9. two offline 8-neuron SDLW MLPs trained on weekdays/weekends with 10 input variables
chosen by empirical knowledge

10. two offline 8-neuron SDLW MLPs with 10 variables trained on the day (6:00-16:30)/night
(17:00-5:30) hours with 10 variables chosen by empirical knowledge

Various error metrics of each model included in the full ensemble bag are provided in Figure
7.1. Here, it is observed that the lowest accuracy model (MLP trained on daylight hours) also
has the highest number of large errors. 95% of predictions fall under 136 MW and 50% under
33 MW. This is in comparison with the optimised MLP which has 95% of all predictions fall
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under 102 MW and 50% under 20 MW. Deep learning models are clearly the best in terms of
large errors with 95% of errors falling under 84 MW for the LSTM and 82 MW for the CNN.

As part of a preliminary analysis, the variation in performance of the six models taken
from previous chapters is compared over different time intervals and factors, to see if there
are any patterns that could guide the construction of an ensemble model. Also included, is
the MAPE performance when the most accurate model prediction is used at each timestamp.
This can be thought as the most accurate forecast which is theoretically achievable, i.e a lower
bound on achievable performance. For each set of results, the MAPE on both the full dataset
from 2014-17 (φ) and the dataset which covers the same years but excludes holidays and days
where the previous week (which is used as an input variable for some of the models) was a
holiday (φp), are reported.

Model performance as a function of the month of the year

Figure 7.2 shows the MAPE performance of each model for individual months of the year.
In Figure 7.2(a) which summarises the prediction performance on the full dataset (φ), the
following points are observed: 1) Overall, the most accurate models are the two deep learn-
ing models. In particular, in months which contain holidays they stand out as superior in
performance. In April, MAPE performance for deep learning models is approximately 3.9%
compared to the 5.1% for the next best (SDLW MLP) model. In July, they yield 3.3% MAPE
compared to 4.1% for the next best (EI MLP) model. 2) The EI MLP model sits just above
the others for much of the year (9 months). Although, for several months it out-performs
some of the linear techniques. A notable example of this is in July when the MAPE is 4.1%
compared to 5.2/5.5% for the linear time-localised and sliding window models. 3) Some of the
“shoulder” months between the summer and winter extremes (August-November) see similar
results for all models. 4) The theoretical minimum MAPE remains between 0.8% and 1.5%
for most of the year, over 1% lower than the best model on any given month.

Removing holiday-affected data from the results (φp) significantly improves the error rates
and also shows a different picture in terms of the best performing model, as Figure 7.2(b)
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Figure 7.2: MAPE performance for each month of the year in the 2014-17 dataset using the optimal
models from the previous chapters. These are compared with the monthly MAPE when the minimum
MAPE across all models at each sample point is taken (dashed line).
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shows. 1) The SDLW MLP is the best for 6 months out of the 12. Principally, this consists
of the summer period from May to September improving on the performance of the next
best model by 0.1% MAPE. 2) The difficulty all models experience in predicting the shoul-
der months accurately is evident. The general pattern is that the error increases between
winter and summer. For example, for the SDLW MLP curve the summer/winter months are
consistently below 2.5% MAPE while March-May and October-November are all over 2.7%
MAPE. 3) Whilst most of the models show significant improvement in accuracy on the nar-
rower dataset, proportionally, this is not reflected in the EI MLP results. 4) By comparing the
results on both datasets, it is evident that a generic model does not easily deal with periods
which contain abnormal holiday data.

Model performance as a function of the day of the week

Next, Figure 7.3 visualises the results of each model as a function of the day of the week. The
strongest performance on the full dataset (see Figure 7.3(a)) is obtained by the CNN. With
the exception of the weekend days, all days are represented most accurately by this model.
The MAPE remains at or below 3% from Tuesday to Friday, which sits around 0.2% MAPE
below the next best model. The closest competing model is the LSTM followed by the SDLW
MLP.

Higher variation between models is seen on weekdays, than weekends. Saturdays show
very similar performance for all models (approximately 3.0% MAPE) and Sundays are similar
for all but the EI MLP model (approximately 3.3% MAPE). The EI MLP is 3.8% MAPE.

One trend of note in this graph, is that almost all the highest errors for each model are
reported on Mondays. A cause for this may be the higher proportion of bank holidays falling
on a Monday in contrast with other days. Tuesday’s errors, while lower than Monday, are also
slightly higher than other weekdays. This may be a holiday-related affect, as an abnormal
Monday may impact the following day to an extent. The difference between Monday and
Wednesday ranges from 0.6% for the CNN model, to 1.25% MAPE for the linear time-localised.

A different picture is presented on the dataset excluding holidays (Figure 7.3(b)). Here,
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Figure 7.3: MAPE performance for each day of the week in the 2014-17 dataset using the optimal
models from the previous chapters. These are compared with the weekday MAPE when the minimum
MAPE at each sample point is taken.
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the optimal model on all days except Sunday is the optimised SDLW MLP (by a margin
of approximately 0.13%). The remaining models show remarkably similar performance (a
variance of 0.1% on average is observed from Monday to Saturday), predicting the weekend
days with less accuracy than the weekdays. A clear trough is observed as the middle of the
week is reached and each models’ best performance is demonstrated on Wednesday. The
only model standing out in terms of poor MAPE accuracy is the MLP EI (consistently 0.3%
MAPE or more above the others). Although Monday was the most challenging day to forecast
for the full data (φ), this pattern has disappeared for the dataset which excludes holidays,
strengthening the case that the cause of high Monday errors is atypical holiday behaviour.

Model performance as a function of the hour of the day

Hours of the day are studied in Figure 7.4. The same trend seen in previous graphs is also
present in the hourly plot which shows the deep learning methods standing out as the best
when holiday data is included in the results (φ). Peak demand times correlate with the higher
forecasting errors. This is particularly the case for the MLP EI model and less distinctly
in all the others. This trend may be attributed to the particularly high variability in peak
demand. The largest errors occur during the morning peak demand (4% for deep learning
algorithms and 5% for SDLW MLP and time-localised linear models) and a more gradual
and lower evening peak error occurs at the post-work/dinner-time period. Night hours (11pm-
5am) demonstrate most of the models performing with a similar accuracy level of 2.9%. The
variance between models during the day is around 1.3% MAPE.

In Figure 7.4(b), whilst the lower accuracy during peak demand is still observed for normal
day only data (φp), there is a sharper reduction of the error than generally was observed on
the full dataset, and all models reach below 2.5% MAPE by 9am. Removing holidays from the
analysis shows finer detail and the ability to differentiate better performing models during the
night period. SDLW MLP and linear time-localised models show the best error levels between
1am and 7am. Significantly less difference between model performance is noted during the
day-time period compared with the notable difference with holidays included.
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Figure 7.4: MAPE performance for each hour of the day in the 2014-17 dataset using the optimal
models from the previous chapters. These are compared with the hourly MAPE when the minimum
MAPE at each sample point is taken.
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Model performance as a function of temperature

Temperature dependency for each different modelling approach is revealed in Figure 7.5. The
data is split into temperature intervals. The following points are noted for Figure 7.5(a) with
holidays included:

• The EI MLP is the only model which improves with an increase in temperature above
20◦C. It reaches 3% MAPE compared with over 4% for temperatures less than 10◦C.

• The prediction accuracy for the remaining models decreases as the temperature rises
from milder conditions (10-20◦C) to over 20◦C. The percentage drop in MAPE accuracy
moving above 20◦C ranges from 7% for CNN (from 2.8% to 3.0% MAPE) to 89% for
the linear TL model (from 3.8% to 7.2% MAPE).

• At the opposite end of the temperature scale, with the exception of deep learning models,
there is a slight improvement in prediction performance with temperatures below 0◦C.

With holiday data excluded (φp):

• There still exists an upward error trend for higher temperatures.

• The SDLW MLP is the overall best model and remains quite steady throughout the
temperature scale starting with 2.26% MAPE with the lowest temperatures and only
reaching 2.52% with the highest temperature interval.

• The time-localised linear model does not cope well with temperature extremities as it
increases from 2.4% to 2.9% at the lower end and 2.8% to 3.9% at the higher end of the
scale. The EI MLP model has the opposite pattern. Namely, its least accurate period
is in the centre between 5 and 15◦C (3.3% MAPE).
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Figure 7.5: MAPE performance for different temperatures in the 2014-17 dataset using the optimal
models from the previous chapters. These are compared with the MAPE when the minimum MAPE
at each sample point is taken.
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Figure 7.6: MAPE performance for different wind speeds in the 2014-17 dataset using the optimal
models from the previous chapters. These are compared with the MAPE when the minimum MAPE
at each sample point is taken.

Model performance as a function of wind speed

Wind speeds are investigated in the same manner as temperature by grouping the samples
into wind speed intervals. Both plots in Figure 7.6 indicate that the primary trend is that
the MAPE increases with wind speed. For the EI MLP there is a large difference between
prediction errors during high wind speed (greater than 20 m/s) and low wind speed (0 m/s)
periods, of 3.2% MAPE and 2.7% MAPE for all data (φ) and normal day-only data (φp),
respectively. Smaller increases are observed for the other models. For example, the CNN
model increases from 2.6% to 3.8% MAPE for the full dataset and from 2.5% to 3.1% MAPE,
excluding holidays. The optimal model for both the full test period (φ) and the subset (φp)
during zero wind conditions, is the SDLW MLP (2.27% and 1.77% MAPE). The optimal
models for windy conditions are the LSTM (φ MAPE is 3.68%) and linear sliding window (φp
MAPE is 3.02%) models.

7.3 Ensemble methods

To obtain the ensemble predictions, each of the base models are trained as described in the
relevant preceding chapter. Predictions from the additional models are obtained using models
trained on normal days only (φp).

Training/testing splits for the high level ensemble models are similar to the individual
offline models. One year is used as the training set and the following year as the test period
over the dataset (2014-17). In contrast to the previous work, the full dataset is used in the
training and testing procedure (φ). Measures are taken to ensure that the ensemble has an
opportunity to capture the anomalous behaviour associated with holidays.

Four approaches to obtaining ensemble predictions are investigated.

• Heuristic rules

• MLP optimal model classification based predictors

• MLP weighted prediction models
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• Conformal learning models

7.3.1 Heuristic ensemble models

Heuristic rules are an initial endeavour to capture the concept of ensemble modelling. The
following techniques are baseline predictions upon which more sophisticated modelling tech-
niques are benchmarked:

• The average of all model predictions

• The median of all model predictions

• The model with the closest prediction to the correct value at the same time two days ago
(which is the most recent data available when making a day-ahead forecast) is selected
to make the prediction

• The model which yielded the closest prediction to the correct value on the same day last
week is used to make the prediction

• The model which yielded the closest prediction to the correct value on the same day last
year is used to make the prediction

7.3.2 MLP ensemble classification models

Rather than using heuristic rules, a neural network can be trained to predict which model
provides the best estimate for the current time instant based on regressors such as temperature,
time of the day, day of the week etc. By having an output for each model with its target value
set as 1 when the model is the best predictor, and 0 otherwise, and employing a softmax
function for normalisation, the outputs of the network can be interpreted as the probability
that each network yields the best prediction.

MLP models, which were investigated extensively in Chapter 5, are selected as the neural
network of choice to build the required classification model. Training is performed using the
Levenberg-Marquardt with Bayesian Regularisation which is a standard algorithm and the
method used in the regression MLPs of Chapter 5.

Once the MLP has been trained to provide an estimate of the probability of each model
being the optimum model at a given time instant, then two approaches can be used to arrive
at an ensemble prediction:

• A weighted average prediction - Here the probabilities are used to generate a weighted
prediction given by

ŷ(k) = p̂C(k) · ŷA(k) (7.1)

where, p̂C(k) is the vector of probabilities output from the classification stage of the
model, ŷA(k) is the vector of outputs from the individual models, and · represents the
dot product operator.

• A ’winner takes all’ (WTA) prediction - Here the model with the highest probability is
selected at each sample instant, that is

ŷ(k) = yi∗(k) (7.2)

where,
i∗ = argmax

i
p̂C,i(k)
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Figure 7.7: Block diagram representing input/output nodes of the two classification models. The
blue outputs are example outputs for the ’winner takes all’ version and the green outputs represent
those typical of a weighted combination model.

Model Inputs are selected from the list of candidate variables used in previous chapters,
that is:
Calendar variables - Logical choices of calendar variables include those which represent recur-
ring patterns in the dataset: time of the day, weekday, time of the year and a binary holiday
indicator.
Weather variables - The potential for the optimal model choice to be impacted by weather
conditions, as demonstrated in earlier analysis, leads to the next step of selecting fundamental
variables such as temperature, wind speed and solar activity. Two temperatures are selected
as representative of the temperature conditions. These are the raw temperature and the
temperature from 12 hours before - the most correlated to demand variability.

A block diagram representation of the classification model with example outputs is shown
in Figure 7.7.

7.3.3 MLP ensemble regression models

An alternative approach to making an ensemble prediction using an MLP is to directly feed
the candidate model predictions as inputs to the MLP, potentially with some additional input
variables as well, and to have an updated prediction of the true load as its output. Essen-
tially, the MLP performs a non-linear regression on the individual predictions to try to obtain
an improved estimate of the true load. Two variations on this ensemble architecture are
investigated:

• The only inputs to the MLP are the predictions from the individual candidate models,
that is:

ŷ(k) = f(ŷA(k)) (7.3)

• The set of individual model predictions are arguments with additional explanatory vari-
ables that might be informative with regard to which candidate models are most accurate
at a given time instant. These were chosen to be the same variables used in the classifi-
cation ensemble models. Hence, the model is defined as:

ŷ(k) = f(ŷA(k), t(k), t̄(k)12, s(k), v(k), bh(k), wd(k), dc,s(k), ac,s(k)) (7.4)
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Figure 7.8: Block diagram representing inputs/outputs of the two regression model versions.

The overall structure of this ensemble technique is shown in Figure 7.8. The orange inputs
are variables which are additional to the candidate model predictions in the first version of
the regression ensemble.

7.3.4 Conformal learning ensemble models

A non-parametric approach called conformal learning is the final ensemble approach investi-
gated. Conformal learning uses statistics on the past prediction errors of a model to provide a
measure of the level of confidence given to future predictions of the model. Conformal learning
in the truest sense, involves the following process: the absolute errors of the prediction are
sorted and the values which correspond to 95% of the data are the conformity scores; the con-
formity scores are then employed with future predictions to provide a 95% confidence interval
for the prediction. Conformal learning was applied by Johansson et al. [?] using random
forest decision trees as the underlying model. An extensive case study of 33 datasets with a
range of sizes from 500 to almost 9,000 samples were investigated. The number of features
used in each model ranged from 2 to 15. One section of each dataset was used to train the
underlying models, one section to calibrate the conformal model, and the final section to test
the effectiveness of the conformal approach. Calibration of the conformal model comprised
roughly 20% of the datasets. One metric of performance measurement was the error rate
which is the fraction of test set target values which fell outside the predicted regions. The
average error rate over all 33 datasets was 0.099 for 90% of the predictions, 0.049 for 95% of
the predictions, and 0.009 for 99% of the predictions. This compared favourably with MLP
and nearest neighbours algorithms whose error rates were both 0.10, 0.05 and 0.01, for 90%,
95% and 99% of the predictions, respectively.

A simpler approach is considered in this implementation of conformal learning, the actual
errors of last year’s predictions are calculated for each model. The mean and standard devia-
tion of the distribution of these errors are also calculated for each model. The mean is typically
close to zero. If it is not precisely zero, the model has a slight bias. This is taken into account
by adding the bias to the model prediction, thus eliminating the under/over-forecasting which
the model tends towards. The inverse of the variance of its error over the previous year is
the confidence applied to a given model when used to generate the corrected model forecast
for the following year. The weightings are normalised to ensure they sum to one, allowing a
probabilistic interpretation of the confidence measure. The process is captured in the following
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Standard
Model Mean (MW) deviation (MW)
Linear daylight -0.004 58.89
Linear night 0.0219 61.89
Linear weekday -0.0043 58.06
Linear weekend 0.028 58.57
Linear time-localised 0.021 57.00
Linear SW -0.342 57.06
MLP daylight -3.708 67.42
MLP night 0.272 61.23
MLP weekday -2.063 56.99
MLP weekend 3.5358 63.55
MLP optimised -5.8380 52.78
MLP exogenous inputs -24.991 51.49
LSTM -2.012 42.46
CNN 1.132 41.55

Table 7.1: Mean and standard deviation of the probability distribution of each model

equation:

ŷ(k) =

∑Nmod

i=1
1
σ2
i
(ŷi(k) + µi)∑Nmod

i=1
1
σ2
i

(7.5)

where, Nmod is the number of models in the ensemble, σ2
i is the variance of the errors for model

i over the previous year, and µi is the mean of the errors for model i over the previous year.
The mean and standard deviation of the errors of the NI dataset for each model are

provided in Table 7.1. It is noted that the exogenous input MLP has the largest bias out of
all the models and generally over forecasts by 24 MW. The MLP trained on daylight hours
yields the largest standard deviation of errors with a standard deviation of 67 MW.

Figures 7.9 and 7.10 show the probability distributions for the full four years of data (φ,
2014-17) for each type of ensemble model. These distributions form the basis for conformal
model predictions.

The mains points to note are:

• Optimised linear and MLP models have more errors close to zero.

• There is a wider spread of errors for the additional model predictions in comparison with
their optimised counterparts.

• Although deep learning models have fewer errors close to zero than linear and optimised
MLP variants, they also have fewer outliers.

Several methods of conformal ensemble implementation are considered:

1) The error probability distribution is estimated from a full year prior to the prediction
in order to calculate the weights assigned to each model - full data conformal ensemble
(FD-Con) model (training samples, n = 365 × 48)

2) Only the errors from the same weekday and time of day from the previous year are used
to estimate the probability distributions that determine the confidence in each model -
time-localised conformal ensemble (TL-Con) model (n = 52)
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(b) Linear night
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(c) Linear weekday
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(d) Linear weekend
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(e) Linear time-localised
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(f) Linear SW

Figure 7.9: Linear model probability distribution functions



Ensemble methods 139

-600 -400 -200 0 200 400 600

Error (Megawatts)

0

0.5

1

1.5

2

2.5
C

ou
nt

104

(a) MLP daylight
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(b) MLP night
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(c) MLP weekday
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(d) MLP weekend
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(e) MLP optimised
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(f) MLP exogenous inputs
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(g) LSTM
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Figure 7.10: Non-linear model probability distribution functions
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3) The extremities of the probability distributions are removed (95th percentile) before
the weights are determined using the aforementioned conformal models to remove the
impact of outliers from the estimation process. These are referred to as 95th FD-Con
and 95th TL-Con.

7.4 Ensemble Prediction Results

7.4.1 Heuristic rules

Table 7.2 shows a heat map of the MAPE on the full dataset (φ) and the dataset which
excludes current and last week holidays (φp) for each individual model prediction. They are
ordered in terms of the MAPE performance on the full data from the model which yields the
largest MAPE (the linear model trained on daylight hours) to that which yields the smallest
(the CNN with 3.02% MAPE). In the second section of the table, those which are obtained
using the heuristic rules are presented, also ranked from worst to best. The optimal model
for two days ago is the best performing heuristic rules method which achieves a MAPE of
3.39% on the full dataset. However, this does not out-perform the best individual model. The
final record is the result of taking the minimum MAPE at each sample point (0.85%). This
represents the model target, i.e. the theoretical lower bound of the ’winner takes all’ predictive
capability for the ensemble.

In Figure 7.11, the percentage that each prediction contributes to the final 2014-17 forecast
is presented for the minimum MAPE prediction. It is observed that the main components are
the CNN and exogenous input MLP predictions each contributing approximately 12% of the
final forecast. The LSTM and linear sliding window models are the next most significant and
the model which contributes the least is the linear model built on weekend days with just 4%.

Figure 7.12 compares the results obtained using heuristic rules with the same rules applied
to a narrowed range of input predictions which contain only the six optimised models from
previous chapters and those which were discussed in detail in Section 7.2 of this chapter.

One of the main insights from this comparison is that the diversity of models does not
prove to be more robust for these ‘first principles’ ensemble modelling approaches. For all
scenarios reported, the narrowed ensemble of optimised models is superior to the full dataset

Linear daylight
Linear night

Linear weekday

Linear weekend

Linear time-localised

Linear SW

MLP daylight

MLP night

MLP weekday
MLP weekend

MLP optimised

MLP exogenous inputs

LSTM

CNN

Figure 7.11: Percentage of the final forecast which is attributed to each component prediction for
the minimum MAPE.
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Model MAPE φ φp

MLP daylight 5.15 4.21

MLP weekend 4.47 3.54

MLP night 4.08 3.15

Linear night 4.02 3.03

MLP exogenous inputs 3.95 3.16

Linear daylight 3.95 2.92

Linear weekend 3.85 2.82

Linear weekday 3.79 2.76

MLP weekday 3.71 2.73

Linear sliding window 3.63 2.59

Linear time-localised 3.61 2.58

MLP optimised 3.39 2.45

LSTM 3.11 2.66

CNN 3.02 2.63

Average of all models 3.84 2.95

Median of all models 3.68 2.69

Optimal model for SDLW 3.50 2.78

Optimal model for SDLY 3.43 2.84

Optimal model 2 days ago 3.39 2.74

MAPE lower bound 0.85 0.60

Table 7.2: Heatmap of the MAPE metric result for each model used in the ensemble study on the
full dataset from 2014-17 (φ) and the 2014-17 dataset which excludes holidays and last week holidays
(φp). Those highlighted in bold are the base models. The second section of the table shows the
results of using simple heuristic rules to make a prediction and the final row is the lower bound on
the accuracy achievable with ensemble methods, i.e. the MAPE error when taking the best model
prediction at each half hour.
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Figure 7.12: Comparison of heuristic ensemble modelling using the full range of models versus
using a narrowed range of the optimal six models.

by approximately 0.3% MAPE (for example, the optimal model for two days ago ensemble
version reduces from 3.39% to 3.10% MAPE).

There is potential to improve on these basic ensemble approaches by looking at more
sophisticated ways of combining the predictions.

7.4.2 MLP prediction classification base ensembles

Figure 7.13 shows the performance of weighted combination classification models. In the
Figure 7.13(a) the results which are obtained when the model has the full bag of ensemble
predictions available are presented. Figure 7.13(b) shows the results for the same experiment
when the complex deep learning methods are removed from the prediction set. This allows a
comparison of less computationally intense models in order to demonstrate the accuracy lost
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(a) Including deep learning predictions

0 2 4 6 8 10 12 14 16 18 20

No. of hidden layer neurons

3.14

3.15

3.16

3.17

3.18

3.19

3.2

3.21

3.22

3.23

3.24

M
ea

n 
A

bs
ol

ut
e 

P
er

ce
nt

ag
e 

E
rr

or
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Figure 7.13: Weighted combination classification ensemble models MAPE on 2014-17 (φ) as the
number of neurons in the hidden layer of the model are increased. Test results for (a) the ensemble
selection which includes deep learning and (b) the ensemble selection which excludes deep learning,
are presented.
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(a) Including deep learning models in the ensemble
selection
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selection

Figure 7.14: Percentage of the final forecast which is attributed to each model in the best structured
weighted combination MLP classification models.

when they are no longer available to use in the weightings for the ensemble. The MAPE on
the full dataset (φ) changes as the number of neurons in this model are increased from 1 to
15 (19 neurons for the version which excludes deep learning predictions). Model topologies of
5 and 7 hidden neurons are the optimal for the full prediction set and the set excluding deep
learning, respectively. These yield MAPE performances of 2.85% and 3.19%, demonstrating
how critical the deep learning models are to the success of this ensemble model performance.

Figure 7.14 presents the contribution of each model to the final forecast over the four year
period. This is calculated using the average of the probabilities for each model over the forecast
horizon. The best model structures (5 or 7 hidden layer neurons) for each ensemble model
are compared in this chart. Once again, the deep learning and exogenous input MLP models
prove to be strong contributors to the final forecast at approximately 10%. It is interesting to
observe the models which benefit from the exclusion of deep learning. Proportionally to their
original significance, the weekend MLP, optimised MLP and exogenous input MLP increase
by 30% with the linear sliding window, daylight MLP and weekday MLP increasing by just
under 30%.

Figure 7.15 presents similar results to Figure 7.13 for the ‘winner takes all’ version of the
classification ensemble. Networks with 1 to 19 neurons (25 neurons for the version which
excludes deep learning predictions) are examined. This reveals that the MAPE accuracy
deteriorates as more hidden layer neurons are added for the ensemble which include deep
learning predictions. The best performance is 3.22% MAPE with 2 hidden neurons. The
variation which excludes deep learning predictions from the selection is optimised when there
are 15 neurons in the hidden layer (3.62% MAPE).

A similar presentation of the constituent models which are prioritised highly in the en-
semble is reported for the winner-takes-all versions of classification model in Figure 7.16. An
interesting discovery is that the EI MLP makes up a significant proportion of the forecast
even when deep learning predictions are available. It becomes less significant (53% to 40%)
when the deep learning models are excluded. Both versions also rank the linear sliding window
prediction as important (16-17%).
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(a) Including deep learning predictions
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(b) Excluding deep learning predictions

Figure 7.15: ’Winner takes all’ classification ensemble performance (for φ) as the number of neurons
in the hidden layer of the model are increased from 1 to 19 neurons (or 25). Test results for (a) the
ensemble selection which includes deep learning and (b) the ensemble selection which excludes deep
learning, are presented.
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(b) Excluding deep learning models from the ensemble

Figure 7.16: Percentage of the final forecast which is attributed to each model in the best struc-
tured WTA MLP classification models (3 neurons including deep learning/15 neurons excluding deep
learning).

7.4.3 MLP Regression ensembles

Two MLP regression ensembles are investigated, one involving only candidate model predic-
tions as regressor, and one with candidate model predictions and additional weather related
variables. Figure 7.17 reports the MAPE results for these ensembles as the number of neurons
in the hidden layer increases from 1 to 25.

The first set of results in Figure 7.17(a) is for the model which inputs only the prediction
values from the individual models in the ensemble selection. A clear improvement in the error
is noted as the number of neurons increases up to 7 neurons. Thereafter, the MAPE fluctuates
around 2.65% and reaches its lowest (2.63%) with 21 neurons. In the Figure 7.17(b), external
explanatory variables are incorporated as regressors and a different pattern is observed. The
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(a) Individual model prediction-only input variables
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Figure 7.17: Regression MLP ensemble performance (for φ) as the number of neurons in the hidden
layer of the model are increased from 1 to 25 neurons. Test results for two structures of regression
ensemble model, are presented.

optimal performance is reached with 2 neurons (2.75% MAPE) in contrast with the prediction-
only version which required a more complex topology to achieve the peak accuracy. Following
this optimal performance with 2 neurons, the accuracy deteriorates rapidly.

7.4.4 Conformal learning

The final set of results is obtained on conformal learning models. Figure 7.18 shows that the
best performance from this set is achieved with a time-localised version of conformal model
using the full dataset from the previous year to calculate the weightings for each model (3.0%
MAPE). Excluding outliers using the 95th percentile method reduces the accuracy achievable
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Figure 7.18: Experimental results for the conformal ensemble learning set of models. Weights for
each model are calculated on the probability distributions of (1) the full year prior to the prediction
- FD-Con, (2) the same weekday and time of day from the previous year - TL-Con, (3) the 95th
percentile of (1) - 95th FD-Con, and (4) the 95th percentile of (2) - 95th TL-Con
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marginally by either using the full previous year of data (3.03% to 3.09%), or using a time-
localised subset (3.00% to 3.02%).

As a final overall comparison of what is achievable using ensemble modelling, various error
metrics of the optimal ensemble model from each group are presented in Figure 7.19. The
optimal model for 2 days ago (from the heuristic rules), the weighted combination model
including deep learning predictions from the classification MLPs, the prediction-only variable
inputs to the regression MLP, and the conformal ensemble built using a time-localised model
trained on the full previous year of samples. Here, it is highlighted that the optimal choice
is the ‘prediction-only’ version of the regression ensemble. It achieves the lowest MAPE and
the least number of large errors. 95% of the predictions fall under 71 MW. In terms of 50%
of errors, it is marginally better then the optimal weighted combination ensemble variation
with 17.5 MW compared to 17.6 MW. With the exception of the heuristic rules, conformal
learning yields the highest number of large errors. However, the WTA model is on average
the worst performing model (3.22% MAPE) with the exclusion of the heuristic rules ensemble.
The simplest versions of ensemble approaches (represented by the heuristic rule models) do
not achieve the same level of MAPE accuracy compared to the other versions of ensemble
modelling. Moreover, they yield a higher number of large errors.

In summary, an ensemble approach has the capacity to improve on individual model per-
formance by achieving an overall MAPE on the 2014-17 dataset (φ) of 2.63% in comparison
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Figure 7.19: Various metrics of the optimal ensemble model from each group
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Hudson Long
Model Capital Genesee Valley Island West
Linear time-localised 4.87 5.50 5.92 5.78 4.50
Linear SW 4.58 4.86 6.19 5.03 4.28
MLP optimised 3.75 3.68 4.08 3.97 3.67
MLP exogenous inputs 5.99 5.41 5.46 6.39 5.04
LSTM 4.57 4.53 5.13 5.31 3.90
CNN 4.33 4.31 5.05 5.28 3.71

Table 7.3: MAPE performances for individual models on each subset (2013-16, φ) of the NY case
study. The best is highlighted in bold.

to the best individual model which is the CNN which yields 3.02%. In terms of reducing large
errors, 95% of predictions are under 71 MW compared to 82 MW for the CNN. The obvious
drawback is the greater computational complexity involved in forecasting using a multi-model
framework.

7.5 New York ensemble results

New York experiments are conducted by including the six optimised models from the preceding
chapters in the ensemble bag. In the NI analysis, sun duration was used in several ensemble
models as an input variable. As before, due to the unavailability of this specific parameter
for NY, the diffuse horizontal irradiance variation of solar activity is employed in its place.
Table 7.3 presents the individual model results obtained in the preceding chapters as the
benchmark against which ensemble results are examined. For each load zone, the best version
of individual prediction is the SDLW MLP. A difference in MAPE of approximately 0.65% is
noted between the SDLW MLP and the second best model (e.g. Genesee’s performance using
a CNN is 4.31% MAPE compared to 3.68% MAPE with the MLP).

In Figure 7.20 results from three ensemble MLPs models are presented as the number of
neurons in the hidden layer of the network is increased. The three types of model are (1)
the weighted combination classification model structures (deep learning techniques are not
excluded), (2) regression models with model predictions as inputs, and (3) regression models
with predictions and additional variables as inputs. Winner takes all ensembles are excluded
from the presentation of results as they yielded a significantly worse performance on all the
datasets and therefore were not considered beneficial to the analysis.

It is useful to note that for three of the datasets, the optimal model is the weighted combi-
nation classification model. This improves on the next best (the regression ensemble without
weather variables) by a difference of 0.06% (Hudson Valley), 0.05% (Long Island), and 0.04%
(West) MAPE. The remaining two areas show the effectiveness of including weather and cal-
endar variables in the regression ensemble model, particularly for Genesee. The improvement
on the weighted combination classification model is 3.24% to 3.20% MAPE for Capital and
3.13% to 3.05% MAPE for Genesee.

As a final demonstration of the benefits of ensemble modelling, the optimal result on each
dataset from each ensemble group (with the exception of the winner takes all variant) is plotted
in Figure 7.21 alongside the best individual model result (an optimised MLP for all areas).
Here it is demonstrated that the simple heuristic rules model is the least effective and that
even the individual MLP out-performs it on each dataset. In comparison, the remaining three
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Figure 7.20: New York ensemble results for 2013-16 (φ). Three models results (no winner takes
all) as the number of neurons increases from 1 to 20.

ensemble approaches reported (weighted combination, regression, and conformal) show slight
variation in performance levels. The difference between the single MLP and these techniques
is in the order of a difference in MAPE of 0.4-0.5% (eg. Capital’s SDLW MLP MAPE is 3.75%
compared to the regression ensemble MAPE which is 3.2%).

7.6 Chapter summary and contributions

This chapter has explored methods for combining predictions from multiple models to achieve
better prediction and demonstrated that with appropriate mechanisms significance improve-
ment in MAPE can be achieved. The contributions of this chapter are:

• Analysis of the accuracy of optimal individual model predictions from previous chapters
to determine the patterns over various timescales and data splits.

• Benchmarking the performance of ensemble methods with several simple rules to combine
the optimal predictions from previous chapters. Some additional models were included
in order to contribute to the diversity of predictions available in the ensemble bag.
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Figure 7.21: Comparison of the optimal model from each ensemble group with the best individual
model performance on each area of the New York dataset for 2013-16 (φ).

• Adoption of different MLP based stacking ensemble methods to determine the best way
to combine the predictions. Included are the impacts of removing the computationally
heavy deep learning predictions from the mixture.

• Analysis of the distribution of errors from individual predictions. Furthermore, this
additional information on each prediction determined the confidence in a particular
model’s output and was the basis of weighting the individual predictors for the final
ensemble approach.

The results show that the ensemble approach which provides the greatest improvement on
individual forecasting model accuracy on the NI dataset is the regression MLP method which
combines all the individual predictions. Two out of the five NY load zone datasets show a
similar pattern regarding the optimal performing ensemble method. The weighted combination
classification model delivers the optimal performance for the remaining load zones, with the
regression MLP method a close second.



Chapter 8

Conclusion

Over the last decade the major changes in power systems composition and the evolving charac-
teristics of load have presented significant challenges with regard to achieving accurate short-
term load forecasting with existing forecasting tools. Accurate day-ahead load forecasting is a
crucial element in maintaining the security of electricity supply and reducing operating costs
for system operators and electricity suppliers. The need to generate electricity economically,
fully exploit the renewable generation on the system, and trade effectively in electricity mar-
kets, are major incentives for improving the accuracy of load forecasting tools for this time
horizon. As such, this thesis has considered the problem of improving the accuracy of day-
ahead load forecasting in the context of modern power systems with high levels of embedded
renewable generation. The approach adopted has been to build from basic correlation anal-
ysis and established linear methodologies to adopting more advanced non-linear modelling
paradigms, and finally state-of-the-art deep learning and ensemble learning methodologies,
and adapting them to the needs of modern power systems, as exemplified by two case studies,
the Northern Ireland power system, and the much larger New York State power system. This
final chapter provides a summary of the contributions of the thesis and outline directions for
future research.

8.1 Summary

A review of the literature in Chapter 2 demonstrated that there is a significant amount of
research in this field available and a broad variety of methodologies. Nevertheless, well-
established and widely reported techniques benefit from being revisited in order to assess their
application to more recent data and discover novel techniques to account for the embedded,
renewable generation component. Many studies are limited by data availability, lacking the
decisive conclusions that are drawn from investigations with large datasets. This is particularly
true of the state-of-the art methods which are data driven models. Moreover, they have
not been fully explored through a systematic process of trialling different architectures and
selecting input features. A gap in the literature was identified in terms of applying state-of-the
art techniques to load forecasting.

Chapter 3 introduced the NI and NY power systems case studies and presented results of
a preliminary analysis of their characteristics. Inspection of each load time series determined
clear daily, weekly and yearly patterns. It was established that demand is heavily linked to the
demand from the same hour of the same weekday from the preceding week. This observation
suggested basic modelling principles which were a theme throughout the construction of many
models in the thesis, namely, same day last week (SDLW) models. Anomalous days which
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are attributed to holiday behaviour were identified with the purpose of removing their impact
from the estimation of models used to forecast normal days.

The non-stationary nature of the NI time series highlighted the necessity of building mod-
els based on recent data and limiting exposure to outdated information. To this end, two
approaches were proposed: (1) Training models using only the previous year of data samples;
(2) An adaptive sliding window framework which allows the model parameters to be updated
dynamically as new data becomes available. The later, while effective for linear models, was
considered impractical to implement for the more complex topologies due to the requirement
for larger training datasets to achieve stability in the process of learning parameters and the
duration of time to learn.

Meteorological features explaining load variation were analysed for their relationships with
demand over various time-scales. Individual features’ correlations with demand were examined
to gain a fundamental knowledge of the dataset and provide a basis for their incorporation into
the model. Demand correlations with average and lagged temperatures demonstrated these
simple temperature derivations to be adequate regressors for the heating/cooling component
of the load. The discovery that correlations varied with hour of the day and season of the
year justified the construction of time-localised models, seasonal models (for NY) and sliding
window models.

Differences between the NI and NY time series’ were observed. The most obvious differ-
ence was the strong non-linear temperature-demand relationship which is characteristic of the
warmer NY climate. Whilst NY has a higher potential for a PV generation impact in terms
of weather conditions, the installed capacity is a lower proportion of the overall demand and,
as such, sunlight is a more relevant feature to consider for NI.

All the trends and load dependencies were collated in a comprehensive dataset of can-
didate explanatory variables with particular emphasis on creating features which represent
the renewable generation component. Variable selection procedures were introduced using a
step-by-step process of adding one variable at a time from the candidate set. The process
known as forward selection regression was straightforward to implement for linear modelling
in Chapter 4. However, significant challenges were noted in the application of this approach
to non-linear methods due to time and computing requirements. Many researchers resort to
empirical methods which rely on the experience of the user. FSR was undertaken in Chapter
5 using MLP models to identify the appropriate regressors for non-linear models, although the
investigation was limited in scope due to computational constraints. Performance results for
the systematic selection technique are compared to an empirical approach and it emerges that
optimal results for MLP models are obtained using non-linear FSR. TB models achieve the
best results using the empirical approach in comparison to the model-specific feature selection
for TBs.

In Chapter 4, a range of linear modelling techniques were explored. Motivated by the
strong same day last week correlation, basic autoregressive linear models set the benchmark
on which more sophisticated methods were tested. Construction of weather-corrected SDLW
linear models, where the target variable and explanatory variables are the difference between
consecutive weeks, permitted linear models to achieve higher accuracy levels with lower com-
plexity models, i.e. fewer variable inputs. The training period was limited to the previous year
of data to avoid the issues with non-stationarity of the time series. This theme was further de-
veloped through a bespoke linear adaptive sliding window training framework, the most recent
historical data samples are used to train the models. A time-localised model was designed to
capture the local fluctuation of load dependencies between hours of the day. The MAPE per-
formance of various 10 regressor weather-corrected SDLW linear models ranged from 2.58% to
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2.77% for the 2014-17 φp NI dataset (the best was the time-localised model), and from 4.81%
to 5.58% for the 2013-16 φp NY dataset which is the average MAPE performance over the 5
individual zones (the best was the sliding window model).

Endeavouring to address the challenges with holiday periods, a model which excludes his-
torical load inputs was considered as a means of eliminating the problem of making normal day
predictions with the SDLW as holiday loads. The resulting EI models reduced NI prediction
accuracy by a factor of three overall (9.76% MAPE for φp 2014-17) and to a lesser degree for
the NY time series’ (6.42% MAPE on φp 2013-16). A predict-correct solution was proposed for
all the affected days, including the holidays themselves. Furthermore, this tailor-made method
of dealing with holidays has the potential to be implemented with any model. Although the
performance did not reach the accuracy levels recorded by SDLW models for normal days, it
delivered improvements of approximately 50% for holidays, validating it application to this
subset of the data. Model coverage was increased from 85% to the full dataset.

The extent to which non-linear modelling captures the deficiencies of linear methods was
explored in Chapter 5 using two popular non-linear paradigms, namely, multilayer perceptron
networks and decision trees. Preliminary studies were used to finely tune the models to achieve
an optimal architecture for each structure. SDLW MLP models quickly achieved optimal
performance as the model grew in complexity. A hidden layer size of 6-8 neurons achieved
2.46% MAPE on the NI dataset (φp) and an average MAPE of 3.39% over the 5 individual NY
zone datasets. EI MLP models required much greater complexity (a minimum of 25 neurons)
to achieve a stable level of performance (3.16% MAPE for NI and 4.65% MAPE for NY).
Deterioration in model performance was noted moving from MLPs to equivalent decision tree
versions of non-linear SDLW models. Overall, out of the linear and non-linear models SDLW
MLPs were consistently the best models. Nevertheless, marginal improvements were observed
in moving from linear to non-linear SDLW models (2.58% to 2.46% MAPE for NI, and 4.81%
to 3.39% for NY). In contrast, for EI models the gains were substantially greater (linear to
non-linear 9.76% to 3.16% MAPE for NI and 6.42% to 4.65% MAPE for NY) to the point
that they were competitive with the performance of several linear benchmark models and the
SDLW TB structures. Thus, it was determined that they are viable alternatives for days with
anomalous same day last week demand patterns.

Deep learning neural networks were adopted in Chapter 6 to evolve the research into these
new techniques and assess their capabilities for the real-world challenge of load forecasting.
Two variations were explored: long short term memory networks and convolutional neural
networks. Challenges which were identified with training shallow neural network forecasting
models, are amplified by deep modelling methods due to the many more parameters and pos-
sible permutations of the networks. Within practical constraints on time and computational
effort, a detailed analysis into the mathematics of the model was carried out in order to design
the optimal network. Although efforts were made to retain the same structures as employed
with linear and shallow non-linear models, the different properties of the LSTM, which learns
from a continuous stream of data, suggested an adjustment to include holiday samples. LSTM
networks and CNNs obtained MAPE performances on the φ datasets of 3.12% and 3.02% for
NI (2014-17) and 4.69% and 4.53% for NY (2013-16), respectively. For the purposes of fair
comparison, shallow neural networks were retrained under the exact same conditions and were
determined to be competitive with the deep learning structures at a lower training cost. For
NI, the best network on the full dataset was the CNN however, the MLP performed better
when normal days only were considered and holidays were removed from the analysis. For
NY, the CNN MAPE performance was second to the MLP on both the full dataset (φ) and
the dataset excluding holidays (φp). On balance, the use of deep learning methods is difficult
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NI - NI - 95th NY - NY - 95th Computational
Method MAPE percentile MAPE percentile Complexity

Linear
Time-localised 3.61 110.77 5.32 270.27 1

Linear
Sliding Window 3.63 111.72 4.99 230.57 2

Multilayer
perceptron SDLW 3.39 102.08 3.83 167.28 3

Multilayer perceptron
Exogenous Input 3.95 103.68 5.66 275.80 3

Long Short
Term Memory 3.11 83.56 4.69 220.44 4
Convolutional

Neural Network 3.02 81.50 4.53 204.89 4
Ensemble weighted

combination 2.85 82.39 3.29 151.23 5
Ensemble
regression 2.63 71.25 3.34 148.72 5

Table 8.1: MAPE and 95th percentiles for the best performing models in each class for the NI
(2014-17, φ) and NY (2013-16, φ) datasets. Results for the NY case study are the average of the
results for five individual load regions. The model complexity is subjectively assessed in the final
column using a scale from 1 to 5, with 5 being the most computationally complex, and 1 signifying
low complexity.

to justify in practice due to the large computational overhead associated with training them.
Finally, all individual modelling approaches were brought together in a collection of models

to be leveraged in ensemble modelling based forecasting in Chapter 7. This was accomplished
using a variety of stacked modelling topologies. Heuristic rules, classification, regression and
conformal learning ensembles were employed to combine predictions or choose the optimal one
based on the historical prediction accuracy. The overall conclusion was that combining the
outputs of multiple predictors improved on the performance of a single predictor. Classifi-
cation, regression and conformal variations all yielded improved results in comparison to the
best individual model with the regression version the clear winner for NI (2.20% MAPE on
2014-17 φp). The best overall for NY was a weighted combination ensemble model (3.15% on
2013-16 φp).

Table 8.1 summarises the performances of several of the best models from each chapter on
the full dataset (φ) of 2014-17 for NI and 2013-16 for NY. The table also provides a subjective
ranking of the model in term of complexity, where 1 is the simplest model out of the group
and 5 the most complex. The ensemble methods are ranked as the most complex, by virtue of
including CNNs and LSTM as candidate models in the ensemble. The ensemble process itself
is relatively low complexity, on par with training an EI MLP for the optimum approach.

8.2 Future work

This section examines some research topics for future consideration.
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8.2.1 Regional load forecasting

Behind-the-meter generation is known to be spread throughout the country as shown in Figure
3.3 for NI (Chapter 3). Weather conditions tend to vary across regions which is particularly
true for NI. For example, cloud cover may be localised to specific areas and shift within a
short time-frame. A proposed direction for future work is to decompose the dataset by using
bulk supply point data. Modelling individual regions using localised weather information
would account for the fact that distributed generation varies from region to region due to the
variance in weather. The aggregation of regional forecasts would create a total demand for
the country. One difficulty envisaged in undertaking this research is that the errors for each
region, which average out in a model for forecasting at the system-wide demand level, would
begin to manifest and a more intricate model would be required to deal with the components
parts of the regional demand time series.

8.2.2 Embedded generation forecasting

A current field of research is to predict renewable generation independently. Traditional non-
linear methods and ensemble techniques, which are widely used to predict overall demand,
are typically employed for this challenge. Ensemble modelling particularly lends itself to this
type of problem as wind speed forecasts often have more than one scenario. Adopting this
approach for small-scale renewable generation presents two difficulties: (1) Historical system
demand already contains the behind-the-meter generation and at an increasing level since the
first system was installed; and, (2) historical information for residential systems are not widely
available due to data protection measures.

8.2.3 Predict-correct modelling

In Chapter 4, the predict-correct scheme was proposed as a solution to predicting holiday loads
as well as days were predictions are based on models that employ holiday loads as regressors,
which typically display different behaviour to normal days. Predict-correct was demonstrated
on one model - the weather-corrected sliding window - for the NI dataset. Nevertheless, this
framework is applicable to other types of model and may be used to improve the results for
the anomalous days.

8.2.4 Ensemble modelling

Further development could be undertaken in the area of ensemble modelling. A sliding window
approach to parameter estimation for the weighted combination models could be implemented
and the optimum length of sliding window determined to see whether it is superior to the
approaches used in Chapter 7.

Continuing the multi-model theme, a hierarchical model could be developed. Predictions
from the best performing model are ranked, and a subset of the them which corresponds to
the samples with the largest prediction errors are effectively used as a new dataset on which to
build another model. This could be an iterative process, repeated until no further improvement
in the prediction performance is achieved.
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8.2.5 Within-day forecasting

Whilst the significant cost saving to system operators and suppliers is in generating accurate
day-ahead forecasts, there is an additional gain to be made by forecasting demand within-day
accurately. System operators are able to call up generation with less then 24 hours notice.
Although, this is not an ideal scenario, it is preferable to the alternative of customers losing
supply due to insufficient generation on the system. Furthermore, many countries have within-
day electricity markets which permit suppliers to adjust their traded positions closer to the
delivery period. This reduces their risk of exposure to the balancing market price.
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