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ABSTRACT 

Commercial Off-The-Shelf (COTS) systems have become pervasive. The 

underlying technologies of these systems were developed before security was a 

priority. Using conventional approaches, it is not possible to mitigate these systems 

adequately for use in Critical Infrastructure (CI).  

Some strategies have been considered for legacy sites. A novel approach to asset 

identification is considered. Restricting data flows is a solution for security issues in 

certain classes of applications and the data diode is an example of such an 

implementation. This has been demonstrated in a smart grid context using 

standardized phasor measurement data. To make this approach more scalable, an 

OpenFlow Software-Defined Network (SDN) may be used. Vulnerabilities in this 

approach are identified and the attack surface minimised. Configuration and change 

as a vector for vulnerability is mitigated by automating provisioning, based on IEC 

61850 data models. This solution is then generalized for provisioning any 

NETCONF/YANG compatible network devices.  

Finally, these ideas are combined in the concept of a software-defined node, 

where the core functionality of a processing device is separated from its data 

communications functionality. There is no access path between the core processor and 

the external network. 
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1. Introduction 

1.1 BACKGROUND 

The first part of the 21st century is an era of pervasive technology, where most 

people have a personal computing and communications device with functionality not 

considered in the science fiction of only a few years before. The services consumed 

are hidden behind the façade of layers of abstraction, each layer of the abstraction 

complex, specialised and very interdependent. Imagine trying to explain every step, 

component, and detail of an everyday scenario; someone controlling a domestic 

thermostat with a smart phone; could any single human still do this? One of the results; 

what is idiomatically referred to as the law of unintended consequences. Components 

may be understood by individuals, but the effects of all possible combinations of 

stimuli on all combinations of components may be impossible to calculate. How many 

possible moves are there on a chessboard? In the year prior to writing this document, 

one of the world’s largest companies has had a large part of its business frozen. The 

cause? A new computer system with a single sensor, the failure of which is implicated 

in two major air accidents resulting in some 300 fatalities. 

The critical infrastructures on which modern civilisation relies are heavily 

dependent on these technologies and one such example is the electrical power grid. 

This was originally characterised by large scale centralised generation. The emerging 

smart grid may allow distributed power generation and two-way flows of power. To 

facilitate this whilst maintaining resilience and a stable grid, flows of information are 

also required. This smart grid incorporates a critical infrastructure data 

communications system, exposed to the same threats of security and availability as 

any other. 
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The security of information technology and automation systems is no longer an 

esoteric topic discussed by cognoscenti. Cyber breaches affect normal people all over 

the world and in any given week an information breach, an attack on systems or a 

failure of technology will be a headline item in the popular press. 

Because of the ubiquity of the use of technology and the penetration of certain 

companies, a single breach can affect the population of a continent; billions of people 

[1]. Who could have anticipated that the manipulation of social media would be one 

the greatest challenges to democratic political systems? And why can the most cash-

rich companies staffed with the smartest people in the world not resolve these issues? 

Distributed computing emerged in the 1980s and unprecedented resource went 

to the development of what is now referred to as Commercial Off-The-Shelf (COTS) 

technologies. The investment in these technologies far outstripped the resources 

invested in bespoke systems and these technologies have become pervasive, including 

in infrastructure.  

Reliable and secure information and communications systems; this description 

is unbounded and for a contribution to be significant, it requires constraints, focus, and 

a set of goals which are attainable in the duration of a single doctoral thesis. The larger 

domain of focus is that of Critical Infrastructure (CI); utilities, control and 

measurement systems, instrumentation, automation, and the information systems 

which integrate them. To further bound the work, the specific domain of focus is on 

solutions suited to electrical utilities and the specific components and protocols 

implemented by them. 
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When this work began, terms such as Machine-to-Machine (M2M) 

communication would have been normal. Currently the term Industrial Internet of 

Things (IIoT) is used for what is being called Industry 4.0, the industrial application 

of computer automation and communications combined with the advent of the 

Internet. In publications, the author has coined the definition Industrial Internet of 

Things for Critical Infrastructure (IIoT-CI) and the term is intended to be used in its 

widest sense. At one end are the Distributed Control Systems (DCS) which are used 

to control the world’s largest industrial sites. At the other end are the Internet 

connected lightbulbs and thermostats in many domestic premises. In the middle are 

high-end modern vehicles with perhaps a hundred networked computing devices, 

eventually to be self-driving. Aircraft are fly-by-wire, controlled by joysticks and 

software. Medical devices embedded in the body can be controlled wirelessly. It seems 

all are vulnerable to unanticipated causes of failure and to attack. 

Rather than generally addressing the field of automation, this work focusses on 

identifying vulnerability to remote attack, the underlying reasons for that vulnerability 

and the approaches which may be taken to mitigate or treat this vulnerability. In 

differentiating attacks as being remote, standard taxonomies exist [2]. The work is 

intended to be relevant and applicable; evolutionary, not revolutionary, accepting that 

there are millions of vulnerable nodes which use protocol stacks which are difficult to 

secure. It will also look to the development of new nodes which are secure by default. 

There is another consideration; reliability and availability may be closely coupled with 

the same underlying issues as security. The mitigations with a security focus may 

address some of the other underlying reasons for systems failure and outages. 
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1.2 IDENTIFYING THE FUNDAMENTAL PRINCIPLES 

Any solution to a complex problem requires context and framework. Principles 

guide ideas and insights about the discipline, while practices are what you actually do 

to implement the principles [3]. The starting point in engineering reliable and secure 

systems is to establish what those principles might be. The term dependable is intended 

to convey systems which are both reliable from an engineering perspective, and 

secure. The practices which are based on these principles will be specific to the task 

carried out and to the domain in which it is performed. 

The priority of this work is to provide context for dependable systems as they 

might apply to electrical utilities. That description is too high level; what are the 

priorities in detail? What basis is there for selecting these priorities? Are there 

established hierarchies of priority for enterprise and automation systems in critical 

infrastructure? The specific scope of security must be clearly defined by stakeholders 

in terms of the assets to which security applies and the consequences against which 

security is assessed [4]. This is not a superficial exercise, this is crucial, and an 

evaluation should be carried out during initial project planning. 

Any basic textbook on information security will begin with an introduction to 

the CIA triad, Confidentiality, Integrity and Availability. Regarding these three 

priorities, information on their origins and significance, and how they gained such 

stature, seem to have been lost. There are many articles which discuss the first mention 

of these priorities individually, but it has proved impossible to identify the original 

source. Most models and frameworks include these three requirements and they will 

also be considered here. However, the question must be asked for each critical 

infrastructure case, what are the actual priorities? 
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▪ Confidentiality implies that data is protected from unauthorised access. It is closely 

related to the concept of privacy and is particularly significant in a post-GDPR 

world.  

▪ Integrity requires that data are accurate and complete and cannot be modified in 

an unauthorised manner. In many modern systems, data which should not change 

may be technically immutable. 

▪ Availability implies that systems and data will be usable for the purpose for which 

they are intended when they are required. This is the field of study which allows 

an engineer to define the reliability of a system and it is a complex area. Some of 

this chapter will deal with applied models which allow the system to be designed 

to meet the availability requirements based on heuristic models which may be 

empirically tested. 

Many authors have criticised the lack of granularity in considering CIA. At the 

very least, the minimum requirements for each of these parameters needs to be defined. 

For example, in an app which aggregates system messages for operators (system of 

engagement), availability might be the priority, as if the app is not available, the 

operator does not have timely information. If personal data is not retained, then 

confidentiality and integrity might be of minimal importance.  

Long-term health records (system of record) have completely different 

priorities. The requirement for availability may be minimal, whereas the requirements 

for integrity and confidentiality would be paramount. In terms of granularity, the 

tolerance for anything other than perfect integrity and guaranteed confidentiality needs 

to be specified. 

For example, for a public Certificate Authority (CA), the requirements to keep 

the master key confidential might mandate a completely unconnected system, such 

systems are referred to as air gapped. The system may be under lock and key, in a 

secure area, continuously monitored. The CIA triad, even given detailed descriptions 

of the risk appetite of each, may still not describe the correct priorities. In a book [5] 

by Don Parker in 1998, three other concepts were added.  
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Authenticity is the property of verifying ownership or authorship. Other models may 

overlap with this requirement and refer to it as non-repudiation. These are key 

concepts in modern secure systems and are addressed by things such as digital 

signatures, hashes, and public key cryptography. 

Parker introduced the concept of Possession or Control, the notion that data could be 

stolen, and that even if the perpetrator could not access the data, the possession of that 

data has an effect.  

Parker’s concept of Utility is interesting. An example he used was that 

somebody could encrypt critical data and then lose the encryption key. The data still 

meets all the requirements previously mentioned but is no longer useful. It is a very 

interesting concept for 1998; this was 20 years before the emergence of ransomware. 

Should this concept be more generalised as the misuse of systems? If an attacker can 

subvert a drone, the control system of a nuclear powerplant, or the CAN bus network 

of a car, are these not all examples of the same priority? 

None of these models particularly concentrate on automation systems or critical 

infrastructure. For secure process automation, [6] gives a list; Availability, 

Authentication, Authorization, Confidentiality, Accountability, Privacy and Integrity. 

Interestingly, Control/Utility is not one of the priorities and privacy is distinguished 

from confidentiality. For use in critical infrastructure, such as the power grid, should 

safety not be specified as a key design requirement? A typical definition of safety is 

"the probability that conditions [leading] to mishaps (hazards) do not occur, whether 

or not the intended function is performed" [7]. A system designed for safe operation 

should either work correctly or fail in a safe and predictable manner. Safety is normally 

quantified in a similar way to risk, the likelihood of an event or its frequency, 

multiplied by the consequence of the event occurring. Safety could be differentiated 

from general reliability based on the outcomes and consequences. 

Authentication is distinguished from authorisation and this is the case in most 

systems. For example, when a user authenticates to a centralised system such as Active 

Directory, they establish through a combination of credentials who they are as a 

security principal. An underlying database such as Lightweight Directory Access 

Protocol (LDAP) will hold information about other security principals such as 

computers and printers, and a set of Access Control Lists (ACL) specifying who can 
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access what. The process of authorisation occurs when a security principal such as a 

user is provided with the means to access another security principal, such as a server 

resource. Within Active Directory, the protocol Kerberos is typically used to perform 

this role. Non-repudiation might be considered as a special case of authentication. The 

DevOps movement introduces some other concepts, for example the concentration on 

deployability and testability [8]. Deployability is probably more focused on 

productivity than security. If it is accepted that patching software is a required strategy, 

deployability must be considered. The accuracy of software is critical to the security 

of the system, and the other priority for DevOps is testability; the ability to test new 

software at the correct scale, automatically, repeatedly, and with continuous 

improvement. 

There are a range of other standards which have also been considered by the 

author [9-12] in determining what priorities should be considered for critical 

infrastructure which delivers an essential service; specifically, the power grid, but the 

same arguments could be applied to other sectors. For critical infrastructure, a 

summary of the final model of characteristics for prioritisation was defined. 

1. Safety 

2. Control and utility 

3. Availability and reliability, quantified by empirical data 

4. Resilience  

5. Authentication and non-repudiation 

6. Authorization and verification of identity 

7. Confidentiality and privacy 

8. Accountability and traceability 

9. Integrity and immutability 

10. Deployability, time and cost  

11. Testability and the ability to assure compliance 
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1.3 SUMMARIZING THE PROJECT 

The specific domain of focus is the electrical power industry and its 

infrastructure.  

Firstly, asset management was identified as an issue in power infrastructure. In 

the industry, auditors refer to identifying assets; things that are of value to their owner 

or operator. In the widest sense, an asset may be a person, information, a body of 

knowledge, or tangible equipment. In the context of this work, an asset is a network 

connected node which must be identified, characterised, classified and documented. 

This task is challenging; one of the first audit tasks on any site is to technically audit 

the site, as the documentation (if it exists) may not be complete or accurate. As soon 

as a static audit is complete, it becomes stale. Creating a dynamic, learning, adaptive 

asset register which maintains its own currency was a requirement. This was published 

as [13] and is discussed in detail in Chapter 3. Work on finding an appropriate 

approach to threat analysis is yet to be published. 

Aspects of LAN security were examined based on one-way data flows and this 

work was applied to a typical power-grid measurement application, phasor 

measurement. Although this technique was first published by Australian military 

intelligence as early as 1996, it is not in common use in industry. Typical standards 

which are applied to instrumentation networks such as IEC 62443, do not consider this 

technique and at the time this work was carried out, no prior work was identified which 

dealt with the use of standard protocols (Ethernet, IPv4, IPv6) with the data diode. 

This was examined and a test application was created using the standard phasor 

measurement protocol, at the time IEEE C37.188-2. This was published as [14] and is 

covered in detail in Chapter 4. 
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Work was carried out on remote vulnerability in wired Local Area Networks 

(LAN) and privately-owned and controlled Wide Area Network (WAN) connections. 

This work was specifically not intended to address wireless LAN issues although 

many of the solutions overlap. The ubiquitous technology of the wired LAN is 

Ethernet, which was envisaged and designed long before security, performance, or 

reliability were issues or considerations. In critical infrastructure, additional protocols 

have been added to Ethernet to remedy some of its more serious deficiencies. The 

underlying architecture is that of a bus, a broadcast domain, a network of devices 

which may be unbounded in a single location and in modern implementations, may 

span a wide area. The compromise of a single device may result in a cascade of 

vulnerability through the entire network. Finding mitigation strategies was one of 

foundation objectives of this project and this work was published as [15-17]. 

IEC61850 was examined to establish if data models could be used to configure 

and provision network and security equipment and this was published as [18]. Later 

work demonstrated that any network equipment conforming to emerging automation 

standards such as YANG and NETCONF could also be auto configured from the same 

data standard, this was published as [19]. 

Many complex components have become inexpensive; a €30 Raspberry PI 

running Ubuntu 18.04LTS has the functionality and processing power of a server one 

hundred times the cost of only ten years before. OpenPMU, used as an exemplar for 

many of the techniques in this project, has created a Phasor Measurement Unit 

(typically costing thousands of Euro) with a component cost c. €100. The server 

industry has always used cheap, redundant components as a solution to achieve high 

availability. Solutions which use this approach for critical infrastructure are still rarely 

found in the literature. The author identified a simple, inexpensive solution to 

dependable timing which utilized multiple redundant devices [20] which included the 

ability to detect and sequester a compromised node by the use of Real-time Kinematic 

(RTK) GPS techniques. A review of the literature on that topic showed no other 

example of this approach being taken for instrumentation. The same approach will be 

taken with the PMU function and this is a topic for future work. This work has also 

been applied to a project in maritime security, published as [21]. 
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The final part of the work envisaged was to create a design for end-nodes and 

servers which were to be demonstratable as secure by default; the Software-Defined 

Node (SD-Node). Three study areas were defined [22]. 

1. One of the original intentions was to consider issues of Wide Area Network 

(WAN) access and extensive work was carried out on ubiquitous connectivity via 

WiMAX. During this work, Software-Defined WAN (SD-WAN) has emerged as 

a technology which addresses many of the issues which were originally identified. 

In this work, the problems resolved by SD-WAN were identified and mapped to 

this use-case. 

2. Firewalls, zones, and VPNs are the standard tools of network security. However, 

they are tools which for many reasons, do not assure security. Concepts were 

developed during this work and similar work has emerged from the US 

Department of Defence. This general area is now called Software-Defined 

Perimeter (SDP) and it is one of the key approaches which allows the SD-Node to 

communicate across open networks without exposing vulnerability. 

3. The third area of study for SD-Node was that of an interlocked separation of duties; 

breaking up the internal subsystems in such a manner that there is limited avenue 

for compromise and taking a similar approach to any centralised services 

infrastructure. This was one of the original goals and concepts at the beginning of 

this work.  
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1.4 AIMS, OBJECTIVES AND CONTRIBUTIONS 

The aim of this work is to identify solutions which can be constructed to mitigate 

the threat of remote attack, allowing computing technology to be used in critical 

infrastructure whilst exposing minimal attack surface where the attack vectors can be 

well defined. 

RESEARCH AIMS 

If the components of critical infrastructure are to be interconnected, it must be 

possible to quantify their reliability and security, to mitigate where possible and to 

clearly identify unmitigated risks. The aim of this work is to identify the assets, threats, 

and vulnerabilities in the network and in the design and configuration of the devices 

used, and to provide treatment strategies. 

CONTRIBUTIONS 

This dissertation makes the following contributions. 

1. Techniques have been established to define a framework for the identification of 

assets for a specific critical infrastructure as discussed in Chapter 3. 

2. Applied techniques have been demonstrated allowing nodes or subnets to be 

classified as secure from remote attack within certain constraints. One-way flows 

are described in Chapter 4. 

3. The capability to provision and configure local area networks and privately 

controlled wide area infrastructure directly from a model, minimizing 

configuration error as a cause for vulnerability has been established as described 

in Chapter 4. 

4. A reference design has been established and created with requirements for nodes 

in a critical infrastructure, optimised for security against remote attack. This work 

is discussed in detail in Chapter 5. 
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1.5 DISSERTATION OVERVIEW 

Chapter 2 is based on desktop research and is intended to provide background 

to the topics covered in this dissertation, as well as a review of the literature. Although 

literature review was carried out before each technical task, chapter 2 was updated in 

2020 to reflect the state of the art at that time. Where existing solutions exist, they will 

be identified. 

Chapter 3 considers the problem of asset identification on legacy sites and of 

access to sites. It is demonstrated that the LAN is itself an ideal source of threat 

intelligence and asset tracking. Original work in identifying acceptable solutions for 

asset tracking is described as is a project with a manufacturer in modelling solutions 

to access control in legacy automation environments and a publication is described 

[13]. 

Chapter 4 discusses conventional network design both in the LAN and the WAN 

and looks at some new paradigms which are emerging. Original work on one-way 

traffic flows is described as are its benefits, this was published as [23]. The application 

of SDN in the specific use case of electrical substation environments is discussed and 

was the subject of a publication [24]. A more general solution using IEC61850 

databases to provision and orchestrate heterogeneous network equipment, which is 

also the subject of a publication, is discussed [19]. 

Chapter 5 synthesizes the most recent advances in security strategy; SD-WAN, 

SDP for devices and introduces the Software-Defined Node (SD-Node). Through 

careful design and a separation of duties, an SD-Node mitigates threats of remote 

attack. These techniques could be applied to legacy automation equipment but are 

really intended for use with newly designed and deployed systems. This topic was also 

the subject of a publication [22]. 

Chapter 6 draws conclusions from this body of work and suggests avenues for 

future research. 
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2. Literature Review 

2.1 INTRODUCTION 

This chapter is based on desktop research and is intended to provide background 

to the topics covered in this dissertation, as well as a review of the literature. This 

project was active over a span from 2013 to 2018 and academic literature was 

reviewed relating to each topic as the topics were addressed technically. This chapter 

has been compiled in 2020 and has the advantage of considering the changes and 

developments in the interim. 

In chapters 3, 4 and 5 there are general discussions relating to the work carried 

out and there is some necessary review directly relating to the relevant technical topics. 

This chapter was intended to generally identify the state-of-the-art relating to the 

topics in question, at the completion of the project.  

Some technical areas are also discussed and some new terminology emerged c. 

2012 [25]. Networks have become complex environments integrating many Network 

Functions (NF), components which have well-defined external interfaces and 

functional behaviour. A Virtual Machine (VM) is a computation environment that 

behaves like a physical component. Combining the two yields Network Function 

Virtualization (NFV) [26]. Modern networks include many middleboxes, specialised 

appliances which carry out network functions, creating a range of problems, including 

cost and complexity [27]. A single Linux instance such as those used in this project, 

may run as a VM but host many separate NFs. The substation devices described in 

section 2.3 virtualize multiple instruments of the smart grid into single physical 

devices. A good review of network models for these applications may be found at [28]. 

It is important to clarify this terminology.   
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2.2 DATA MODELS 

As computer systems became more complex, they have exceeded the ability to 

maintain with traditional computer languages. The same issues exist regarding 

configuration management and change. Model-Driven Development (MDD) [29] is a 

technique where abstract models are used to represent the important components of 

any infrastructure based on a Model-Driven Architecture [30]. Model-Driven 

Engineering (MDE) emerged as one mitigation strategy with two main components 

[31].  

1. Domain-Specific Modelling Languages (DSML) were created which describe key 

concepts of an application domain. Metamodels describe the semantics and 

constraints of the relationships of these concepts.  

2. Transformation Engines analyse the models and create artefacts such as source 

code and configurations. 

For Smart Grid operations, NIST have defined a logical reference model as three 

volumes under NISTR 7628 and this was extended based on EU mandate M/490 [32]  

as the Smart Grid Architecture Model (SGAM) [33]. Although not implemented as 

part of this project, these are examples with smart grid actors, domains, interfaces and 

links [34]. In 2012, early work was published on applying requirements engineering 

to software and architecture of smart grids [35] and there is some field experience 

from exploiting use-cases [36], now supported by standards [37]. A good summary of 

this approach has been compiled [38]. 

In IEC 61850, an XML database (an SCD file) is created which describes the 

communications and configuration requirements of the entire substation from an 

electrical engineer’s perspective. This protocol and its data models will be dealt with 

in more detail in section 2.3 and forms the basis of some of the work described in 

Chapter 4.  The Internet Engineering Task Force (IETF) created NETCONF as a 

vendor neutral protocol for the configuration of data communications equipment and 

YANG as a data modelling language for configuration and state data. Netconf and 

YANG will be dealt with in this section. Although this work is compatible with the 

models discussed above, it is not an end-to-end solution and does not utilize SGAM. 
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2.2.1. NETCONF 

The Internet Engineering Task Force (IETF) created the Network Configuration 

Protocol (NETCONF) [39] as a vendor neutral protocol for the configuration of data 

communications equipment.  

From the emergence of LANs in the 1980s, the IT industry developed tools for 

network visibility structured around concept of managing Faults, Configuration, 

Accounting, Performance and Security (FCAPS), standardized as ISO 10040 in the 

1990s. It was not always clear if this should be an automated process or one managed 

by human operators [40]. Under this categorization, NETCONF can be used for 

configuration management, although there are criticisms as to its actual penetration in 

vendor implementations [41] despite its designation as a basic protocol for future SDN 

[42]. Section 2.7 deals with SDN and NETCONF could have been included as a 

competing protocol with the SDN protocol OpenFlow, they each have application for 

configuration, each has its own advantages [26]. 

Simple Network Management Protocol (SNMP) is dealt with in section 2.4. 

Although this can be used for systems configuration in theory, it is rarely used in this 

way [43]. 

2.2.2. YANG 

The IETF also standardized Yet Another Next Generation (YANG) as a domain 

specific data modelling language for configuration and state data, specifically 

labelling it as a data modelling language for NETCONF [44]. Many equipment 

vendors support NETCONF and YANG and collaborate to produce common, vendor-

neutral data models [45] in addition to models produced by the IETF and IEEE [46].  

YANG models have a standard format but may be augmented or deviated from 

and data is maintained in a hierarchical tree structure. This is described in detail as it 

applies to this project in Chapter 4, section 4.6.  

Information models are high-level, they are intended to demonstrate the 

relationships between modelled objects at a conceptual level. Data models are 

intended for a lower level of abstraction and may be specialised for an application or 

protocol [47]. Yang is a standardized data model, for use with NETCONF but is not 

otherwise significant for this project.  
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2.3 SUBSTATIONS AS A STUDY DOMAIN 

This dissertation focuses on critical infrastructure in general and much of the 

work could be applied to any such domain. However, to provide a context and focus, 

the work will concentrate on the power grid and specifically on electrical substations. 

One standard is considered here as a basis for data modelling. However, the same 

approach could be generally applied using Automation Markup Language (AML), 

standardized as IEC 62424. 

2.3.1 CONCISE DESCRIPTION OF IEC 61850 

IEC61850 is an immensely complex family of standards but it has emerged as a 

global standard for layered communications in substations. To understand the security 

issues and mitigations, some aspects of IEC61850 will be dealt with, in addition to 

some of the related standards such as IEC62351. A typical substation is shown in 

Figure 1. 

 

Figure 1. An IEC 61850 Substation Network Layout 
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IEC61850 defines three levels in a communications hierarchy (substation, 

process, and bay). The standard makes no recommendation regarding communications 

topology however all systems examined use Ethernet and IP.  

Within a substation, communications occur between Intelligent Electronic 

Devices (IEDs). An IED is a microprocessor-based controller capable of receiving and 

sending data to an external source; it is essentially a computer with specialized 

hardware, software, and interfaces. A Human Machine Interface (HMI) allows an 

operator to control the process. 

At the substation level there is typically a requirement for a workstation function 

for engineering and configuration. At this point there may be external connectivity via 

routers, firewalls, and VPN technology, to the utility’s control centre. There is nothing 

in the standard to prevent these three levels being connected back to a single switch or 

dual switches for redundancy. Typical topologies will include fibre rings between 

switches, or redundant connections from end-nodes to dual switches in a star topology.  

There are five communications profiles to be considered. The substation bus is a 

medium bandwidth bus carrying 

1. Abstract Communications Service Interface (ACSI) messages  

2. Time synchronization must occur over UDP [48] or Ethernet [49].  

3. Generic Object-Oriented Substation Events (GOOSE) for fast data exchange.  

4. Generic Substation Status Event (GSSE) messages provide for fast status 

messaging.  

5. Sampled Measured Values (SMV) from analogue interface units (Merging Units).  

IEC 61850 may use conventional communications protocols such as Ethernet, TCP/IP 

and UDP. Where these standards were unsuited to real-time critical infrastructure, 

additional standards were implemented, primarily for performance enhancement or 

redundancy.  

The original standard for layer 2 network redundancy was the Spanning Tree Protocol 

(STP) and Rapid Spanning Tree (RSTP) is still commonly implemented, even though 

its recovery time after a topology change may exceed what is acceptable for a 

substation environment. Parallel Redundancy Protocol (PRP) and High Availability 

Seamless Redundancy (HSR) were introduced [50] to improve this performance. 
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Other conventional technologies such as Virtual LANs (VLANs) are used, allowing 

the substation network to be divided up intro over 4,000 separate network segments.  

Prioritization is also specified by IEC61850, three bits are designated to allow up to 8 

levels of priority to be flagged in a standard Ethernet frame. A related standard [51] 

focuses on Network and System Management and SNMP and is commonly used to 

monitor device state. Simple Network Time Protocol (SNTP) may be used for time 

synchronization, however, more accurate and modern protocols exist and are being 

deployed, such as Precision Time Protocol (PTP) [52]. These are all conventional 

network technologies and conventional security tools are used to mitigate risk. 

IEC61850 has a complex object model as shown in Figure 2. This describes the 

hierarchical nature of IEDs. 

 

Figure 2. IEC 61850 Object Model 

 

Each IED is typically a Server with one or more Logical Devices (LD), although 

there is no reason a single IED could not host multiple Servers. Each Server has one 

or more Access Points (AP), logical representations of a Network Interface Card 

(NIC). An LD is an analogue of a physical device and each server can host multiple 

LDs. The architecture virtualizes and maps each function in a LD into Logical Nodes 

(LN), each with an abstract definition of the classes and services it offers. These 

representations are grouped by function, for example a Switch Controller (CSWI) is 

part of the group Control (C); a fan (KFAN) is part of the group Mechanical 

Equipment (K). The first letter of the device type name defines the group. IEC 61850-

7-4 defines 91 LNs divided into 13 Logical Groups. 
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2.3.2 UNDERLYING DATA MODELS 

Each LN has an underlying structure, with Data Objects and Data Sets, Control 

Blocks, and some special attributes for the first logical node. For example, the Logical 

Node XCBR represents a circuit breaker. It has a Data Object called “Pos” which 

represents the switch position. Each Data Object consists of many Data Attributes, for 

example, “Pos” has attributes for switch position, quality, timestamp, description, etc. 

The Abstract Communications Service Interface (ACSI) is defined in 

IEC61850-7-2 and defines the semantics of data exchange between applications and 

servers in this model.  

The Substation Configuration Language (SCL) is as defined in IEC61850-6. 

Extensible Mark-up Language (XML) is a mark-up language intended to make 

documents unambiguously machine readable, but also human readable. An SCL file 

is an XML document divided into 5 sections. The first section is the header and a 

sample extract is as shown in Figure 3. It defines the SCL file and it contains the high-

level information describing the substation. 

 

Figure 3. The SCL Header 

The second part is the Substation section, describing the substation itself. An extract 

is shown in Figure 4. 

 

Figure 4. The SCL Substation Header 
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Voltage levels and bays are also described under the substation hierarchy. In the 

example in Figure 5 there is a single voltage level. 

 

Figure 5. SCL Voltage Levels and Bays 

The third major heading is communications and an extract from this section of 

the SCD file is shown in Figure 6. Every AP which is connected on each subnet is 

specified and associated with an IED name. Generic Substation Events (GSE) are 

specified with a multicast MAC addresses (obfuscated) to which data will be sent, 

Application ID, priorities (default is 4) and VLAN assignment (212 possible values, 

000 means unconfigured). The IED shown in Figure 6 was a Schneider Electric 

MiCOM P142 Feeder Overcurrent & Earth Fault Protection Relay with auto-reclose. 

 

Figure 6. SCL Communication extract showing a single subnetwork and AP 
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This third section provides most of the information of interest for this project. 

The subnets are defined and named but they are not necessarily associated with a 

single bay. The APs are identified per subnet and are allocated with an IP address; the 

subnet mask allows the size of the network to be determined and the gateway identifies 

any routing required. If the network supports VLANs, GSE messages can be sent to 

multicast addresses in specific Ethernet broadcast domains; enough information exists 

to identify these VLANs. Finally, the physical connectivity is defined, in this case 

fibre optics using an SC connector. 

The next major heading lists the IEDs individually and describes their complete 

configuration. A typical IED may be described by over 10,000 lines of XML and the 

file can be cross-referenced to the communications files via the AP name and the IED 

name. The IED section was not further processed for this work. However, further work 

is required here as some information relating to time synchronization for IEDs is 

resident in this file. 

The final major section is for Data Type Templates and is of passing interest 

only, there appears to be no further data of interest for data communications 

provisioning. 

SCL models a distributed system consisting of a collection of interacting logical 

nodes which are connected by logical connections. It allows a model of the substation 

to be considered, potentially identifying the flows of data but not the transport details. 

ACSI describes the services available and as such may form the basis to describe some 

of the data flows from a security perspective. It is possible to identify the source and 

destination nodes and the applications, but the protocol and port usage must be 

derived. 
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2.3.3 IEC 61850 VULNERABILITIES  

A literature survey was carried out to assess the current state of knowledge 

regarding vulnerabilities in IEC 61850 based communications. The threat models 

considered were those of a local attacker on the substation LAN, and those of a remote 

attacker connecting via a WAN.  

Substations are a challenging environment in which to implement security [53]. 

The devices which constitute a modern sub-station are heterogeneous and may come 

from a range of vendors. They may be supplied and configured by different 

stakeholders with different standards, quality of implementation and standards 

conformance and assurance. IEC 61850 does not specify what algorithms to use or 

how to implement security, IEC 62351 is a separate family of standards which 

provides security specifications to several other protocols. It allows for a variety of 

implementations relevant to IEC 61850 communications.   

A concern in any critical infrastructure environment is that when changes occur, 

they need to be propagated to every system. For example, firewalls, network switches, 

user accounts, certificate validation, etc. IEC61850 is currently oriented at process 

automation, not communications or security automation. Additions to the 

communications profiles could allow security to be automated, potentially eliminating 

change management deficiencies as a vulnerability. 

Although a site may be self-documenting in terms of process control, it is not in 

terms of communications and security management. The documentation of network, 

security and access credentials could be automated, but the schema does not currently 

support this. If documentation does not match reality, audit becomes more 

challenging, time consuming and expensive. In the absence of good documentation, it 

is also more prone to error.      

Considering the computational power of some IEDS and the real time delivery 

requirements, encryption may be infeasible. Information leakage and data protection 

are one issue. However, any weakness in a system’s security provides the potential to 

be exploited as a beachhead, allowing an attacker unanticipated access or as the basis 

for a man-in-the-middle (MitM) attack. IEC 62351-4 allows usage of secure and non-

secure profiles to allow operation with legacy components. IEC 62351-6 is intended 

for real time protocols such as GOOSE and it is explicitly stated that “for applications 
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using GOOSE and IEC 61850-9-2 and requiring 4ms response times, multicast 

configurations and low CPU overhead, encryption is not recommended” [54]. GOOSE 

messages are digitally signed for message authentication, not encrypted and 

certificates must be pre-installed. The reliance on well-understood protocols such as 

TLS is understandable, but even such standard protocols are subject to attack and 

exploitation [55]. 

Key Management is problematic in a range of domains and critical infrastructure 

is no exception. In March of 2016, the press reported that GCHQ had intervened in 

one of the world’s largest rollouts of Smart Meters, due to the same encryption key 

being used in 53 million Smart Meters. This is an STG£11 billion project [56]. In the 

domain of Smart Grid, key distribution and management remain a subject of study 

[57-59]. Substations are typically located in widespread, unmanned, remote sites with 

no access to the Internet.  This makes key management and some other security 

measures difficult to implement.  

IEC 62351-9 describes key management and specifies how to generate, 

distribute, revoke, and handle digital certificates and cryptographic keys. It assumes 

that the choice of the type of keys and cryptography has occurred elsewhere. 

Distributed solutions on low memory devices require an efficient key management 

scheme. In remote locations, bandwidth and access may also be an issue. For devices 

to be independently interoperable, they should store the certificates of all possible 

correspondents. This may not be possible and in real deployments, the number of 

certificates may exceed the device’s storage resources.  

Long key lifetime would be desirable and in the event of a breach, this is 

normally mitigated with Certificate Revocation Lists (CRLs). CRLs must be of a size 

appropriate to a small memory footprint. The device itself may remain a risk if it exists. 

If forward secrecy has not been properly implemented, a device’s key cache may be 

used to decrypt historical communications even after the device has been 

decommissioned. 
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Denial of Service (DoS) attacks are far more significant in critical infrastructure 

than in commercial systems [60] and such attacks have been demonstrated [61]. 

Denying a control centre access to a remote substation could have implications not 

limited to safety, equipment destruction and financial loss.  

Although the Process Bus would appear difficult for an external attacker to 

access remotely, a fault condition on a single Ethernet device may inadvertently cause 

a DoS scenario [62]. A misconfiguration, a single wired loop can cause a broadcast 

storm on an Ethernet segment. A single device with malicious code loaded, either 

during supply or during maintenance, could interfere with its own operation or the 

operation of any other device in the same bay.  

The TLS based security of IEC 62351-3 is susceptible to DoS attacks [63] and 

as this standard is used on the substation bus and potentially to the control centre, these 

devices have the greatest risk of attack.  

An attacker with physical access could take advantage of the wide variety of 

attacks possible on an Ethernet network, which was not designed in any way for 

security. A range of flooding attacks have been demonstrated in the context of 

IEC61850 networks and standards [64] and multicast is particularly susceptible [65]. 

Substation networks are based on Ethernet and TCP/IP. There are 30 years of literature 

on attacks against these protocols it will not be further dealt with here.  

The GOOSE protocol is susceptible to attack, and separate attack vectors have 

been identified [54, 66]. In a GOOSE poisoning attack, an attacker may block valid 

messages and insert malicious ones. The process/bay network of a substation may be 

completely subverted.  

The objectives that might be expected from IEC62351 would be to prevent 

eavesdropping and spoofing attacks, detect intrusions, and authenticate data transfers 

through digital signatures and to do so “end-to-end”. Although meeting many of these 

requirements in certain cases, there remain many vectors for attack [63] 
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2.4 IDENTIFYING ASSETS 

One of the advantages of a modern Ethernet/TCP/IP network is the ease of adds, 

moves, and changes. Equipment can be connected and made operable in seconds, in 

many cases, with no configuration required and no technical intervention. The 

disadvantage of this is that in modern computer networks, documentation rarely 

matches reality, no single view exists of the network, its nodes, or their state. 

Identifying topology is one issue and this issue is layer dependent, identifying Ethernet 

segments is a different issue from identifying IP subnets. There is a long history of 

study on the subject  [67-70]. A further implication is that if ad-hoc nodes can be so 

easily added, then such nodes might be unauthorised, hostile or malicious [14].  

Identifying the presence and state of authorized nodes is one challenge. To 

secure an infrastructure, it is necessary to understand it [71].  The US Center for 

Internet Security (CIS) has as number one on its list of controls to “actively manage 

(inventory, track, and correct) all hardware devices on the network so that only 

authorized devices are given access, and unauthorized and unmanaged devices are 

found and prevented from gaining access” [72]. 

Conventional protocols and techniques exist for network device discovery and 

management and as part of any network audit, scanning is performed to identify the 

nodes on a network as well as the structure of the network itself. The use of SNMP, 

ICMP/Ping and Fingerprinting are considered here. Scanning may not be feasible on 

a critical infrastructure network [72], legacy components were not designed for the 

robustness of a busy network [73].  Basic modern security practice is to reduce the 

attack surface to the minimum possible and it may be inappropriate to scan for open 

ports. An IPv6 network may be infeasibly large to scan [74]. These topics are dealt 

with in more detail in Chapter 3. 

There are other approaches which may also be appropriate for identifying assets 

in critical infrastructure. Intrusion Detection Systems (IDS) may be fully passive and 

if optimally placed [75], may be appropriate for node and topology mapping in smart 

grids [76].  
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2.4.1 SIMPLE NETWORK MANAGEMENT PROTOCOL (SNMP) 

On October 27th, 1980, the Internet experienced what might considered its first 

crash. A series of malformed updates were not detected or corrected and resulted in a 

global issue and this was documented in RFC 789. The tools did not exist at the time 

for network wide visibility [77] and from this, Simple Gateway Monitoring Protocol 

(SGMP) emerged [78].  SGMP evolved to Simple Network Management Protocol [79-

81] and by 1988 despite being considered an interim initiative, was established as a 

key standard [82]. SNMP has matured over several iterations to its current version 3, 

which integrates security, authentication and encryption, however there is no mutual 

authentication and many of the implementations use UDP, with the potential of 

message loss [83]. Despite this, SNMP is ubiquitous in network devices and is 

included in all modern operating systems considered in this work. It could be used as 

a basis for comprehensive asset mapping [84] where devices support SNMP. This 

cannot be guaranteed with legacy equipment or for equipment which does not utilize 

TCP/IP, however SNMP remains useful for topology mapping [85].  

An interesting study of a topology mapping implementation in the SCADA 

network at the Large Hadron Collider (LHC) [86] used the vendor-neutral Link Layer 

Discovery Protocol (LLDP) to allow Ethernet devices to identify switches which could 

then be interrogated using SNMP. 

It is worth describing some of the general aspects of SNMP, as they are 

significant for this project. A Network Management Station (NMS) may proactively 

poll the SNMP agent on a managed node using UDP Port 161. Alternatively, the 

SNMP agent may generate and send a trap or information to the NMS [82].  

By IETF classifications and under the FCAPS model discussed in section 2.2, 

SNMP and NETCONF are both appropriate for configuration management. SNMP 

can be used for all categories of FCAPS other than security management [87]. 

For this project, it was considered that to protect assets, it is necessary to 

understand what assets exists and what their state is, and SNMP was an important 

component in achieving this. The application is described in chapter 3. 
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2.4.2 NETWORK SCANNERS 

The workflow in a network audit [88] is normally considered to be to 

➢ Perform network discovery, identifying nodes 

➢ Port scan to identify open applications 

➢ Vulnerability scan  

For IACS components, only discovery and classification may be prioritized [73]. 

Common tools in use for node and open port discovery include the open source Nmap 

and Tenable Nessus [89]. Vulnerability scanning is considered in Chapter 3. 

As discussed previously, conventional active scanning may not be acceptable in 

a CI infrastructure, audit tools themselves may be a threat [90]. A simple TCP 

handshake may be enough to show and characterize services running on a port [91]. 

A UDP packet may show a response but if no service is running the client may send 

an ICMP destination unreachable response. The absence of such a response may 

indicate the service is running [92].  

Active and passive scanning are very different approaches and both have been 

well studied and compared [93].  It has been suggested that scans using Address 

Resolution Protocol (ARP) spoofing might be safe [94]. Another alternative is to use 

the protocols of the automation system, such as MODBUS, for discovery [95]. 

Although this may function in specific environments, it does not have heterogenous 

application, there are too many diverse and proprietary protocols in common use.  

This dissertation focused on IEC 61850 rather than the older Distributed 

Network Protocol (DNP) although DNP3 can also be used for reconnaissance [96]. 

There is a body of work on IEC61850 IDS development [97], but there does not appear 

to be matching literature on the use of these protocols for passive device identification. 

The use of safe protocols can also be combined with port-mirroring to create a truly 

passive system [98]. 

In the work described as part of this dissertation, Kali Linux [99] was used as a 

base operating system for scanning and penetration testing. Nmap [100] was used for 

reconnaissance port scanning. Metasploit [101] and Nessus [102] were used for some 

vulnerability scanning.-  
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2.4.3 PASSIVE FINGERPRINTING 

Every operating system has variations in how its Ethernet and TCPIP stacks are 

implemented, these variations may be used to identify the OS type. In this technique, 

specially crafted packets are sent to a Device Under Test (DUT) and the responses 

compared to a database of previous responses from known systems. As previously 

discussed, such active probing is not appropriate in critical infrastructure.  

Passive techniques capture data silently and then examine it to find patterns 

unique to a system or node [103]. An early example of passive fingerprinting is the 

p0f tool discussed in Chapter 3, which passively examines TCP and HTTP headers to 

characterize a client. A more formal approach was to use a Parametrized Extended 

Finite State Machine (PEFSM) or Temporal Random Finite State Machines (TRFSM)  

to model protocol implementations [104, 105]. If a specific device can be individually 

fingerprinted, then that device would be identifiable even when moved to a different 

subnet. Although this has been demonstrated, it requires both passive and active 

techniques [106]. Wavelet analysis has been used to identify the types of Access Point 

(AP) connected to a wireless network [103]. It has been demonstrated that Packet 

Interarrival Times (IAT) are dependent on device architecture and can be used to 

identify devices and types [107], although again, this work concentrated on a wireless 

environment. 

Remote reconnaissance and passive fingerprinting has been examined in the 

context of SCADA and automation systems [108]. There are also heuristic ways to 

discover SCADA protocols without a prior knowledge of these protocols and without 

deep packet inspection [109]. Cross-layer fingerprinting relies on the consistency of 

application layer responses and transport layer acknowledgements to fingerprint IEDs 

and the differences in the behaviour of physical devices can also be used to create a 

baseline [110]. Understanding the hierarchy of a site and the topology of 

communications information may provide a different approach to identifying device 

types and models [111]. The application of finger printing and the use of standard tools 

is further discussed in Chapter 3.  
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2.5 SECURING ACCESS 

On a conventional network, nodes can be added in an ad-hoc manner, if an 

attacker can physically access a network switch port, they can launch an attack. 

IEEE802.1x was introduced to establish port based, Network Access Control (NAC) 

and is a mitigation strategy against a local threat actor. The original standard was 

intended for wired Ethernet networks [112] and wireless was later included [113]. 

Further amendments were issued in 2014 and 2018 and the current version, 

incorporating the previous changes, was released in early 2020 [114]. The operation 

of this protocol is described further in Chapter 3. 

The lifetime of equipment in a process control environment is much longer than 

in enterprise computing, and many legacy endpoints are not capable of communicating 

their intent, of using cryptography, or of engaging with access control. Similarly, the 

devices may have no ability to provide username or password authentication [115]. 

For legacy equipment, the processing required to verify digital keys may not be 

feasible within the time constraints required in a substation [116]. Some studies 

indicating that for such equipment, dedicated cryptography chips and hardware are 

needed to meet latency requirements [117].  

The equipment which is most sensitive to latency requirements tends to use 

Ethernet, not TCP/IP. There is only one standard for authentication and encryption 

within the IEEE 802.1 working group, MACsec [118] and its use in substations has 

been considered, although the work cannot be applied to legacy equipment [116]. 

Although part 6 of IEC 62351 provides end-to-end security for nodes in an IEC 

61850 network, it does not provide for physical access control. A very good summary 

of secure substation communications has been recently completed , although even 

here, the authors conclude that where digital signatures are utilized, timing 

requirements may not be met [63]. 
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2.6 UNIDIRECTIONAL SECURITY GATEWAYS AND NETWORKS 

Firewalls are a ubiquitous device for implementing perimeter security, but they 

have a history of vulnerability. Using firewall technology, it is not possible to 

guarantee security from remote attack [119]. A one-way network restricts data flow 

between two points to one direction only, this concept dates back to at least 1980 [120].  

For example, a node in a secure or classified network (high side) can receive 

data from a less secure source (low side) without a return path. Another approach is 

for data to be transferred from a controlled network to a less controlled network, and 

this might have application in securing critical infrastructure, allowing telemetry data 

to egress a secure network [14]. The remote attack surface is removed and the high 

side node is immune to most common vulnerabilities [121].  

From c. 2012, the term Unidirectional Security Gateway (USG) began to emerge 

[122] for the use of such equipment in Industrial Automation and Control Systems 

(IACS) and an appreciation was gained as to their advantages over firewall technology 

[123]. These gateways may have bi-directional communications and were originally 

described as data pumps. In some proprietary products, multiple one-way links may 

be used to implement two-way functionality [124].  

Despite the long pedigree of these ideas for application in industrial control 

systems [125] they are not commonly implemented in enterprise or industrial 

automation networks. Standards such as IEC 62443 consider firewalls and zones, and 

as of IEC62443-3-3-2013, now mentions restricting data flows. There is some record 

of these devices being used in the nuclear industry [126]. 
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2.6.1 DATA DIODES 

A data diode is a security gateway device which implements this functionality. 

The concept was in discussion from a theoretical perspective from c. 1988 [127] as a 

digital diode and network hardware implemented by the Australian Defence Science 

and Technology Organization (DSTO) was first reported c.1995. Using optical 

transceivers, a gateway can be assembled which demonstrably has no return path and 

in the simplest designs, there is no proxy required [128]. However, in one early 

implementation, a bespoke protocol was used with a start and stop packet used to flag 

each flow. Clients with this functionality were implemented for logging, mail and file 

transfer applications [129]. There are many proprietary diode solutions, and these tend 

to use client software to make one way flows more reliable. Much of this early work 

was in the context of private networks, not of WANs or the Internet. 

Early papers on this technique suggested how to implement one-way flows using 

COTS equipment [129] and settled on UDP as a transport mechanism for one-way 

traffic [130] and there have been studies on the implications of packet loss using UDP 

in diodes and USGs [131]. Forward Error Correction (FEC) has been suggested as a 

mitigation strategy [132]. However, at the time this work was completed, very little 

practical advice had been found in the literature as to how to implement one-way flows 

without using proprietary applications or protocols. 

A patent from 1997 describes how to use an RS232 link to transfer data from an 

unsecured computer to a secured one [133] and work at the University of Iowa c. 2005 

created an optical data diode driven by an RS232 interface [134]. Although 

descriptions of a diode using AUI-Ethernet have been documented, none of the sources 

quoted have considered modifying twisted-pair Ethernet to implement a diode. 
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2.6.2 THE DATA PUMP 

Multilevel Security (MLS) is implemented in intelligence environments and its 

implementation has its origins in the work of Bell and LaPadula c. 1976 [135, 136]. 

Data may be transferred from a low security system to a high security system using a 

diode, but there is no allowance for acknowledgements. A data pump is a device 

designed to allow for one-way data flows, but to allow acknowledgements from the 

low side to the high side for reliability. The earliest papers originate with the US Naval 

Research Laboratory for exchange of data between two nodes c.1993 [137]. In MLS 

as per Bell and LaPadula, any transfer of data from the high side to the low side would 

be a violation. It is noted that any return path could provide a covert channel which 

would be difficult to detect, such as one using timing. 

As theory and practice developed, a network version of the data pump emerged 

[138, 139] and by 2005, detailed descriptions were available [140].  
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2.7 SOFTWARE-DEFINED NETWORKS 

In the 1960s, telephone networks were pervasive and data communications 

piggy-backed on these networks with the use of modems. However, these networks 

themselves had architectural issues. In early telephone systems, all signalling was in-

band, Channel-Associated Signalling (CAS); the control signals occupied the same 

channel as the user data (voice). Probably the only advantage of this approach was 

simplicity for the early analogue systems. There were many technical disadvantages.  

▪ Limited signalling types and signalling rate 

▪ No integration with databases 

▪ Restricted connectivity. 

The problems associated with CAS systems such as Signalling System No. 5 

(SS5) and its predecessors were known and exploited throughout the 1950s and 1960s. 

There was an early hacking technique with an exploit known as phone phreaking 

[141]. The creator of a “little blue box” device is quoted. 

 “I've watched people when they first get hold of one of these things and start 

using it, and discover they can make connections, set up crisscross and zigzag 

switching patterns back and forth across the world”.  

From a public telephone, a user could impersonate a telephone exchange, having 

full control of the interconnects across the Public Switch Telephone Network (PSTN) 

by using the standard tones for call-routing. As the industry moved to digital 

exchanges, it standardized on Signalling System No. 7 (SS7). These phone systems 

used Common Channel Signalling (CCS) to specifically remove the control signals 

from the data path. With the release of SS7 in 1980, the security implications of 

sharing a single channel for data and control planes were well understood.  

Despite the lessons learned, the data networks which evolved afterwards did so 

sharing control and data planes. Data is switched or routed, frames or packets are 

forwarded in hardware and this is called the data plane. This must operate as efficiently 

as possible; it is the data path which bears user traffic. If databases are required, they 

are high speed silicon-based; an example would be the Forwarding Information Base 

(FIB) in a router. 
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The signals which provide information to the data plane as to where to route or 

switch are part of the control plane. Anything that is needed to make the data plane 

work is the control plane, this is where ARP, RIP and OSPF operate, all those frames 

and packet and protocols which are not user data. The Router Information Base (RIB) 

is held at this level. In conventional networking there is only one data path, it carries 

data and control traffic. 

Primarily for scalability and control, a debate began in networking circles on 

separating the control and data planes. Work by Ipsilon in 1996 resulted in the General 

Switch Management Protocol [87]. IEEE Forces [142] and Routing Control Platform 

[143] were two early attempts and a successful example has been the OpenFlow 

protocol [144]. In traditional devices control packets were exchanged and tables of 

data were maintained to dictate the decision making for each protocol. 

The advantages of using SDN in a smart grid infrastructure include  

manageability, optimal resource allocation, real-time awareness, reliability, enhanced 

security, interoperability and the presence of mature, open standards [145].  
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2.7.1 OPENFLOW  

OpenFlow allows the disaggregation of the control and data plane described 

above. It provides an open specification for a protocol to allow a control plane to 

instruct a data plane how to forward frames or packets. OpenFlow allows the 

disaggregation of the control and data plane described in the previous section. It 

provides an open specification of a protocol to enable a control plane to instruct a data 

plane how to forward frames or packets. In the case of proactive SDN, a controller 

explicitly populates the flow tables of a network device with flow rules describing 

how network traffic should be forwarded. This can remove the requirement for a 

network device to process ARP packets, for example, as the network mapping is 

already defined by the flow rules.  Instead, a controller explicitly populates these tables 

of data with rules or flow table entries.  

The network becomes programmable, but OpenFlow allows the hardware to be 

abstracted; it is not necessary to program ASICs or FPGAs directly. It is important to 

distinguish that OpenFlow does not update the configuration of network devices, just 

the flow tables. 

 

Figure 7. SDN conceptual view and interfaces 

A conceptual view of this is shown in Figure 7. The high-level interactions all 

happen at the management plane, where policy is pushed to the control plane and 

where reporting from the control plane is targeted. The interfaces exposed externally 

or to the next level up are Northbound APIs. This is how a management layer will 

interface with the control plane. The internal interfaces or the interfaces to the next 

level down (for example between the control plane and the data plane) are Southbound 

APIs. 
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The Open Network Foundation (ONF) is an “umbrella for a number of projects 

building solutions by leveraging network disaggregation, white box economics, open 

source software and software defined standards to revolutionize the carrier industry” 

[146]. They define SDN as “the physical separation of the network control plane from 

the forwarding plane…” [147]. Some of its characteristics are 

▪ Directly programmable: the control of data flow is separate from the data for itself. 

▪ Agile: the networking can change dynamically. 

▪ Centrally managed: a central controller orchestrates and provisions the network, 

there are no ambiguities in configuration. 

▪ Vendor neutral and open standards based. 

At time of writing many implementations of SDN are proprietary and do not use 

these open standards; Cisco ACI is an example. The term SDN has also become more 

nebulous, the term “software-defined” being attached for marketing reasons to many 

products. 

The suitability of various SDN controllers for use in control power systems has 

been assessed in a qualitative comparison [148]. 

2.7.2 THE SOFTWARE-DEFINED WAN  

In the wide area, many protocol issues exist for historical reasons. Protocols such 

as Router Information Protocol (RIP), Open Shortest path First (OSPF), Intermediate 

System to Intermediate System (IS-IS) and Border Gateway Protocol (BGP) date back 

to simpler times when processing power was limited, and security, availability and 

performance were less critical. Quality of Service could not be assured, networks were 

best-effort [149].  
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Historically there were many distributed components in a LAN which must be 

configured manually, in a vendor specific manner. Constant change with manual 

configuration introduces configuration errors [150]. In recent times, the emergence of 

SD-WAN technology has changed the paradigm, potentially making WAN 

connectivity more secure, less expensive, more flexible, and responsive, and 

application sensitive. It can provide a programmatic framework for control 

applications and offers the ability to centrally define policy [151]. Multi-Protocol 

Label Switching (MPLS) links are expensive, Internet links are cheap [152]. If it were 

possible to dynamically and intelligently optimise the usage of wide area links, costs 

savings could be achieved at the same time as gaining improved performance [153].  

Planning work was done by the author with government agency representatives 

of a country in 2018, with a view to strategically planning wide area connectivity. SD-

WAN technologies were evaluated and critically analysed, and conclusions drawn. 

Although the project can be discussed in general, the details should be considered 

under embargo and it has not been possible to publish the work directly. The project 

concluded that there were two separate approaches being taken to SD-WAN. In one 

approach, vendors provided smart edge devices; routers which can use multiple paths 

and can dynamically select which path applications should be routed down; like a VPN 

with multiple paths and application traffic management rules. The second approach 

was where a vendor had their own backbone across the Internet, with Quality of 

Service and very specific instrumentation. Both ideas were interesting and offer 

benefits to network design, availability, and performance. Where two devices are time 

synchronised and have multiple paths, the inclusion of a time stamp in an upper level 

protocol would allow for real-time assessment of connectivity properties, such as 

latency and jitter. This idea is further explored and applied in the SD-Node, discussed 

in Chapter 5.  
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2.7.3 PERFORMANCE OF SDN AND SMART GRIDS 

Early papers began to emerge from c. 2013 discussing the application of SDN 

to Smart Grids [154, 155] and SDN has been compared to MPLS via simulation as 

basis for power systems networks, although SDN is criticised for its configuration 

complexity. As early as 2014, a paper discussed automating network configuration 

and proposed the Software-Defined Energy Communication Network (SDECN) 

[156]. This solution used ping and scan events to discover devices rather than the 

underlying data IEC 61850 data structures. Arguably, active scanning should not be 

used as a discovery mechanism in critical infrastructure.  

Dorsch et. Al. introduced the SDN4SmartGrids testbed and considered the 

application of SDN to both the transmission and distribution power communications 

networks for fast recovery and Quality of Service (QoS) [157]. A subset of the same 

authors added Multi-Agent Systems (MAS) in later work [158].  

MAS places agents at substations which use local and wide area information for 

state estimation and in some respects, this is like the edge concepts which emerged in 

cloud computing. The focus of this work is the ability to enforce service guarantees 

and assure fault tolerance. In a following paper, they clearly distinguished the 

advantages of SDN vs. legacy networks [159] and introduce security as an aspect for 

consideration, primarily based on [160]. Without the ability to prioritize critical 

control traffic, decisions based on outdated telemetry may result in oscillations in the 

power control system [161]; this work was based on a simulation. Network Calculus 

(NC) may be used for performance analysis, data communications networks for power 

have tightly fixed deterministic bounds based on the traffic classes of IEC 61850 [162, 

163].  

Kurtz, Dorsch, and Wietfeld presented the testbed SDN for Critical 

Infrastructures (SDN4CI) [164] specifically with the use case of IEC 61850 and its 

major sub-protocols. This work also considered the distinction between physical and 

virtual switching in the context of both performance and failover and later work 

contributed failure detection and recovery [165]. Multicast is heavily used in power 

system protocols and fault-tolerant SDN for multicast was discussed in [166].   
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2.7.3 SECURITY OF SDN AND SMART GRIDS 

In a project called Intertwined, security aspects were introduced with 

vulnerabilities identified with the controller, switch inter-communication and DoS 

attacks [158].  The authors note that “…compared to best effort IP networks, the set-

up of the SDN controller requires additional configuration”. Interestingly, despite the 

use of IEC 61850, they do not identify the underlying data model as a source of 

configuration data. 

2.7.4 USING SCD FILES FOR NETWORK AUTOMATION 

As early as 2011, Ingram, Schaub and Campbell, whilst discussing multicast 

filtering note that “The complexity of the data network configuration for a large 

substation makes automated management of network switches an attractive option” 

[167]. They specifically identify the SCL data files and state that “Automated tools 

could be developed to extract this information”. Molina mentions the possibility of 

integrating engineering with operations via an SCL file, citing Ingram et. Al. [168]  

2.7.5 DATA PLANE RESILIENCE OF SDN FOR CRITICAL INFRASTRUCTURE 

There have been a number of publications specifically considering the resilience 

of the data plane [169, 170]. Centralised link failure detection is normally achieved by 

Bidirectional Forwarding Detection (BFD) as defined by RFC5880 or similar 

technologies, utilizing the exchange of lightweight Ethernet frames. This functionality 

can be achieved by a controller using heartbeat frames, obviating the need for separate 

infrastructure [171]. After link failure detection, Fast Failures Groups (FFG) in 

OpenFlow can provision alternative paths. 
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2.7.6 SDN DATA PLANE SECURITY VULNERABILITY 

There is an attack surface from the data plane which has been considered in the 

literature.  

1. Unmatched packets are forwarded to the controller, allowing hosts to potentially 

send spoofing packets to the controller. For example, controllers learn switch 

topologies via ARP, IGMP, LLDP etc. making a fake topology attack feasible  

[172]. 

2. Each time a new flow is observed by the switch, it must contact the controller. This 

approach may be used to flood the controller, creating a DoS attack  [172]. Many 

mitigation strategies have been proposed [173-175]. 

3. Protocol parsing occurs at the switch and any parser is an attack surface. The more 

complex switches become, there more protocols used, the greater the attack 

surface  [172]. 

4. Where SDN switches are virtual, a range of vulnerabilities are introduced based 

on the virtualization platform [176]. 

5. Protocols such as ARP and LLDP may be used as a platform for attacks such as 

ARP poisoning, potentially exhausting address tables [172]. 

2.7.6 CONTROL PLANE RESILIENCE OF SDN FOR CRITICAL INFRASTRUCTURE 

Although a network may be configured to work statically in the event of 

controller failure, there will be no further dynamic response. The resilience of SDN 

controllers is thus critical and standard techniques from clustering such as a heartbeat 

may be utilized [177]. 

A number of studies have examined the control plane, for example to consider 

achievable forwarding rates for redundant controllers with distributed a distributed 

database [178] and failover mechanisms for redundant controllers [179, 180]. 

Centralized databases may be used to provide consistent data across controllers [181, 

182] although distributed databases have been argued to be more resilient [183, 184]. 

These approaches focus on resiliency rather than security, but there are alternative 

proposals which use voting, consensus, and a Byzantine fault tolerance approach [185, 

186], or a broker based solution [187] 
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2.8 IOT DEVICE SECURITY 

There is a wide range of terminology used to describe the nodes used in 

automation systems. Terms such as Cyber Physical Systems (CPS), Industrial Control 

Systems (ICS), Industrial Control and Automation Systems (IACS) have been 

commonly used. In more recent times, Machine to Machine (M2M) Communications, 

the Internet of Things (IoT) and the Industrial Internet of Things (IIoT) have come 

into common usage [188].  

The scale of the IoT revolution is unprecedented and many devices require no 

human interaction. Unfortunately, early efforts in IoT have been characterized by 

insecurity and some examples are quoted in [189]. Yet it could be argued that the 

security problems were predictable, that the weaknesses were already well known in 

the security industry; an analysis of 50 IoT products by Symantec showed all to be 

missing critical but standard security components [190].  

This was well demonstrated by the Mirai botnet incidents of late 2016, where 

IoT devices were used to launch attacks of unprecedented scale. The DDoS on the web 

site of Brian Krebs used a DNS reflection attack and may have peaked at 620 Gb/s 

[191]. The ease of scanning for IoT devices and the use of default passwords have 

been implicated in these events [192].  

Although guidance had been published by some governmental bodies, the lack 

of standards resulted in calls for regulation [193]. However, spectacular security 

events are still reported [194, 195] and some good security evaluation has been 

performed [196] which identify vulnerable services, weak authentication and default 

configuration as attack vectors [197-199]. As standards and practices begin to emerge 

and mature [200, 201] this situation may improve. 

The European Union Agency for Network and Information Security (ENISA) 

was founded in 2004 and should be a good source for guidance, unfortunately, their 

Threat Landscape report does not seem to have been updated since 2018 [202].  
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IoT devices can affect critical infrastructure and also of interest are the devices 

of the fourth industrial revolution or Industry 4.0 [203], which operate directly on 

critical infrastructure. The same problems of insecurity may exist [204]. Counter 

measures have been driven retrospectively by attack history despite the implications 

of failures in critical infrastructure [205]. Legislative changes and the imposition of 

regulation may be required [206] although some industry bodies believe this may stifle 

innovation [207]. The NIS Directive [208] may have an impact, it was targeted directly 

at operators of IT services and critical infrastructure and includes compliance 

obligations [209]. No doubt data protection regulations [210] will also have an effect 

on the priorities and risk models of manufacturers. 

2.9 THE SOFTWARE-DEFINED PERIMETER 

It may be that many of the vulnerabilities of modern system can be mitigated by 

existing techniques, for example, by using good encryption practice and by 

authenticating a node before allowing application access [211]. SDP’s origins in the 

Global Information Grid (GIG) Black Core proposed to link previously unconnected 

technologies [212] and this is discussed in detail in chapter 5, section 5.3. There are 

some overlaps with Network Access Control (NAC), discussed previous in this 

chapter, section 2.5 [213]. 

The Software-Defined Perimeter (SDP) emerged as a combination of these 

existing technologies combined to create a secure infrastructure [214] of five layers.  

The first layer allows for authorization. A Black Core or Cloud is the concept 

that services are not visible or accessible to an unauthorised client. Single Packet 

Authorization or Authentication (SPA) [215] is used to initiate communication 

between a client and a Black Cloud. Any packet received is rejected before being 

processed, if not pre-authenticated with SPA. 

  



43 

 

The second layer implements mutual authentication. To access resources on a 

conventional LAN, it may only be necessary to have physical connectivity. Zero Trust 

(ZT) assumes nodes or users have no implicit access based on location or the ability 

to access. ZT requires a user to authenticate to a network before being authorised for 

application access. Once access is granted, good security practice is that only 

minimum-security privileges are granted [216]. SDP provides for mutual 

authentication before allowing access, the client and server must authenticate each 

other and mTLS is mandated.  

The third layer is device validation, to ensure the device is running trusted, patched 

software. It may be necessary to combine with conventional Network Access Control 

where a node cannot support an SDP client [217]. 

The fourth layer is dynamic firewall functionality based on the access rules to each 

user/device. A starting point is to default-deny all traffic, with allow rules provisioned 

based on the authenticated user and device and the authorization privileges assigned 

to them [211]. 

The final layer is Application binding. After a user and device have been validated 

through all the other steps, an mTLS tunnel may be provisioned to an application. As 

a combination of user and device is given explicit access control rights to resources, 

the size and complexity of access rule sets may grow in a manner difficult to manage 

[218]. 

Performance evaluation suggests that SDP can be implemented with negligible impact 

[211]. 

MQTT has proved popular in power system applications [219] and it may be 

that its integration with SDP has potential in secure communications for IoT devices 

[220].  Recent work suggests combining the fields of SDN, SDP and NFV [221, 222] 

and this seems to parallel the work in this project, as described in Chapter 5. 
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2.10 CONCLUSION 

Although literature review was carried out prior to work on each section of this 

project, much development has occurred over this project’s lifetime. This chapter was 

intended as a post-project analysis both of technical areas and of the state of the art.  

The topics were selected to best represent the underlying areas addressed in 

chapter 3, 4 and 5. As far as possible, duplication has been avoided.  
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3. Identifying Assets and Securing 

Access 

3.1 INTRODUCTION 

A common topic of discussion at power industry conferences is the challenge of 

asset management. Large-scale critical infrastructures may predate computerisation, 

and detailed and accurate records of an asset’s origins, ownership, and the technical 

and maintenance details associated with the asset, may not exist. The same issues exist 

in conventional ICT infrastructure, despite its more recent origin. The author is 

frequently involved in security and infrastructure audits of ICT and in one of the early 

contributions of this work, determined to create a framework for asset identification. 

This was also part of an unrelated research project. This methodology was intended to 

apply to all nodes but most importantly for items of critical infrastructure and 

communications capability, cyber physical devices. The starting point was to assume 

conventional equipment, protocols, and legacy networks.  

An auditor needs to identify what components exist on a site, but more 

information is required than this. There is a requirement to identify what a node’s 

security and maintenance posture is, how it integrates and interoperates, and what 

security vulnerabilities there are. There is a joke in the world of audit that the only 

sites which are not acting against their attackers, are the sites which do not yet know 

they are under attack. How can access to networks be restricted to authorised nodes? 
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3.2 THE STATE OF THE ART AND THE PROBLEM ADDRESSED 

Although critical infrastructure systems need to be audited and individual assets 

identified, active scanning cannot be an option [73]. 

Section 2.4 included a brief literature review on active and passive scanning. In 

this chapter there is further analysis of the problems with active scanning and the 

techniques applied for conventional audit. Passive scanning has been generally 

characterized as examining traffic to determine information about its source, 

destination and the applications utilized. It may involve an IDS sensor or port 

mirroring so that data packets can be characterised. Although this is primarily to 

implement a Network Anomaly Detection System (NADS), it also provides asset 

identification [223]. A detailed survey can be found at [224]. 

Alternatively, flow based analysis may be used [225]. NETFLOW, IPFIX and 

SFlow are protocols which allow data flows to be examined to characterize traffic. 

Rather than using traditional logging systems, big data or machine intelligence 

techniques may be applied to the raw data [226]. There are also commercial solutions 

which analyse mirrored traffic and apply machine learning techniques [227]. 

The strategies described above use specialised system to analyse data flows, the 

approach taken in this project was to use the network itself as a sensor. In the initial 

work, MAC address data was captured directly from network devices at a fixed point 

in time. As new devices are identified, SNMP traps are issued with connection details. 

The result is a database of end nodes, obtained passively. This approach provides a 

unique identifier and a location and therefore provides an IDS system. If a node is not 

recognised and authorised, its presence is flagged as a security event. Once the 

underlying database exists with a unique identifier, other sources of information may 

be combined. The node’s IP address may be extracted from DHCP server logs. 

Activity can be characterized by an analysis of DNS logs. Security information may 

be identifiable from Active Directory service logs. 

Building on this, work has also been undertaken but not yet published on access 

controls based on IEEE 802.1x. The underlying database is one of the key 

requirements, allowing policy to be applied to authorized nodes.  
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3.3 NETWORK AUDIT 

One inescapable property of an Ethernet network is that for a device to transmit 

a frame of data it must provide a source address and by the nature of the equipment, 

the ingress point for this frame of data is also identifiable. One of the basic concepts 

behind Ethernet is that of a Media Access Control (MAC) address; a 48-bit address 

which is universally unique.  

Allocation of MAC addresses are governed by the IEEE and the first 24 bits of 

any address, the Organizationally Unique Identifier (OUI), are manufacturer specific. 

In some cases, this allows the identification of the vendor of equipment. However, in 

many cases Ethernet chipsets are provided by large Original Equipment Manufacturers 

(OEMs) and a mapping of a device’s MAC address may yield a well-known major 

manufacturer.  

The last 24 bits of any MAC address consist of a unique number set by the 

manufacturer and are not necessarily sequential. In most cases, this address is burned 

into the network equipment and cannot be easily changed, permanently and uniquely 

identifying the device. Modern adapters and hacking tools allow the MAC address to 

be changed or obfuscated. 

There are 248 possible MAC addresses, scanning this address space is infeasible. 

Most subnets are associated with one or more IP address ranges. Most of the protocols 

and techniques used for scanning networks use the IP address, not the MAC address. 

A standard IT network audit or discovery process might begin by using simple 

protocols such as Internet Control Message Protocol (ICMP) to identify the existence 

of network nodes, followed by active scans on well-known ports to identify services. 

The default configuration of most networked devices is to enable ICMP responses. 

This is the protocol intended by the designers of the Internet to be used to test 

connectivity, to evaluate link latency and to identify the path from one node to another.  

An IPv6 network relies on ICMPv6 and will not work as intended if it is 

disabled. There are a range of issues with trying to perform brute force scans on IPv6 

based networks.  
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It is recommended in IPv6 to use 64 bits of the overall 128 available bits for host 

addresses, 64 bits is a standard subnet size. This yields 264 or 

18,446,744,073,709,551,616 possible addresses per subnet. At one scan per second it 

would take 584,942,417,355 years to complete a scan of this address space.  

The simplest way to carry out initial reconnaissance of a network is to scan an 

IP address range sequentially using the well know ping utility. Depending on the 

sophistication of the tool, it may be possible to identify the hardware, operating system 

or applications running on the target nodes. A range of standard tools have evolved 

for scanning based on ports and services; NMAP [228] and NESSUS [229] are 

probably the best known and most widely used of these tools. 

3.3.1 PROBLEMS WITH SCANNING 

An unexpected problem arises when security workers try to use active scans or 

Penetration Testing (PEN) on legacy process control networks. The TCP/IP and 

Ethernet stacks in very old equipment may be rudimentary and date back to when these 

protocols were less robust. Active scans may cause legacy equipment to crash or for 

its communications stack to hang, effectively the same thing. For this reason, scans 

are banned from the audit process of many large critical infrastructure sites.  

Critical infrastructure administrators do not want network administrators to scan 

their networks and process control vendors may recommend scanning does not take 

place [230]. Numerous sources have cited instrumentation which hangs or crashes as 

it is pinged.  

Probably the most famous case cited is that of Brown’s Ferry Nuclear Power 

Station from August 2006. In this case, the IT department performed a normal ping 

scan of the network, causing a Programmable Logic Controller (PLC) to crash, 

shutting off feed water pumps to the reactor and forcing a scram or shutdown of the 

reactor [231]. A report on PEN testing of Supervisory Control and Data Acquisition 

(SCADA) networks gives examples of a robot arm inadvertently moving through 180 

degrees, an electronic plant being shut down and a gas utility being shut down, all due 

to network ping sweeps crashing control equipment [232]. Although some of these 

reports are quite old, they have led to the current position, where active scanning is 

often disallowed for safety reasons. 
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Unfortunately, the excellent tools available to the security community (such as 

NMAP) specifically rely on active methods to characterize equipment; the sending of 

specially crafted packets. Process automation equipment will often have the same 

lifetime as the plant itself. In the case of a heavily regulated industries, even 

performing software updates may be a challenge. 

A further problem arises as network nodes begin to gain at least minimal 

security. ICMP based protocols may not be responded to by nodes which have 

integrated firewall functionality. Similarly, ICMP fails in many Internet environments 

and routed environments, to prevent it being used in a range of Denial of Service (DoS) 

attacks. The same is now true of almost any port scanning technology. 

3.3.2 SCANNING AN IPV6 NETWORK 

There are techniques based on the way IPv6 may obtain IP addresses, which 

may allow nodes to be identified. Hosts will normally send ICMPv6 Router 

Solicitation (RS) messages to a multicast address ff02::1. Routers respond with a 

Router Advertisement (RA) message and client nodes respond with a Neighbour 

Advertisement (NA) message.  

A ping request to this multicast address should result in a response from the link 

local address of each node. Again, this is dependent on the behaviour of nodes and of 

their firewall posture. Once a node has been located, its link local IP address can be 

saved, and a traditional port scan done against the device. 

For any malicious device which has been configured to actively avoid 

responding, this method is ineffective. This method must be carried out in the same 

layer 2 subnet as the nodes which have been discovered. It cannot be carried out by 

scanning remote subnets. In summary, scanning-based methodologies for asset 

identification are not feasible on IPv6 based networks, are inconvenient on large IPv4 

networks, and are frequently not permitted in critical infrastructure.  

An alternative which has been considered in the traditional IT industry is to 

employ passive scanning techniques; using a network sensor to look at traffic as it 

passes a fixed point on the network and to analyse and draw conclusions from this 

traffic.  
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A less used approach is to use the network itself as the sensor. It is possible to 

passively extract properties of the network through tables of dynamic data and 

diagnostic protocols to identify nodes, their types, and the services they provide. This 

is a key concept explored later in this chapter. 

3.4 TOOLS FOR INFORMATION GATHERING 

3.4.1 BANNER GRABBING 

Other strategies may be employed to detect services and identify node type. 

Typically, a scanning node will attempt to open UDP and TCP ports which are 

characteristic of services (such as HTTP, FTP or Telnet). The response of a node to 

opening a port is called a banner and an example is shown in Figure 8. 

 
Figure 8. A sample banner grab 

This banner may be characteristic of a particular operating system or of a service 

(such as IIS or Apache). In providing a banner response, the server identifies 

information about its version and capabilities, further allowing fingerprinting of the 

node.  

One very interesting approach to identifying devices types is by active 

fingerprinting. Every system has variations in how its Ethernet and TCPIP stacks are 

implemented, these variations may be used to identify the OS type. In this technique, 

specially crafted packets are sent to a Device Under Test (DUT) and the responses 

compared to a database of previous responses from known systems. NMAP includes 

strong tools and a database for such mapping. The issue with using this technique is 

that packets must be sent which as has been discussed, may cause unexpected 

consequences. 
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It is important to discuss here what is legal, and what is not. The author’s 

interpretation of Irish law is that any passive activity, such as a Ping scan, or Banner 

grabbing, is completely legal and this is probably true in many other jurisdictions. 

After all, a banner grab is merely a textual representation of what a browser would 

receive if it were pointed at the same address. An auditor can gather this information 

about any site, legally. The script may also examine the server type and version and 

seek a list of vulnerabilities from public databases. Clients react incredibly strongly to 

a vulnerability scan which results in a print-out of exploitable vulnerabilities. 

However, it is not legal to test those vulnerabilities with an active attack without 

the express and formal permission of the person legally responsible for the site. Banner 

grabs for this work were performed on test systems only.  

3.4.2 FINGERPRINTING 

Identifying the existence of an asset without active scanning is useful but being 

able to identify its nature by characterizing it passively is even more so. Where it is 

feasible to monitor the traffic from a device and that traffic is not encrypted, it is 

possible to gain substantial information relating to end nodes by characterizing the 

traffic. Even where the payload is encrypted, the metadata may provide this 

information. TCP/IP OS fingerprinting is the task of identify a machine operating 

system according to its protocol stack implementation. 

Variations on this technique exist. In a white paper by Zalewski in 2001, it was 

established that operating systems could be identified solely by the Initial Sequence 

Number (ISN) in their TCP/IP packets [233]. Zalewski is also responsible for P0f 

[234], one of the most popular tools for passive fingerprint monitoring. Work has 

already been carried out to apply this technique to automation systems [235]. Most 

operating systems have aspects to their communications stacks which allow them to 

be identified solely by the way they use the protocols. Stochastic Packet Inspection 

(SPI) identifies services in use based on the statistical fingerprint of the application 

layer headers [236]. Unfortunately, many of the techniques surveyed are not fully 

passive; they required active stimulation of the devices under test.  
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It is possible to analyse traffic through a chokepoint in a completely passive 

manner by “mirroring” traffic to a passive port. However, this approach is limited as 

the traffic analysed is at fixed points in the network and the approach does not scale 

well. 

3.4.3 TRAFFIC ANALYSIS 

Monitoring every packet on a network is onerous in processing and storage. 

Network traffic tends to aggregate into flows, which may be a more scalable way of 

monitoring and analysing traffic. Flows have been formally defined as “a set of IP 

packets passing an observation point in the network during a certain time interval, 

such that all packets belonging to a particular flow have a set of common properties” 

[237].  

The term flow has been adopted into proprietary and standardized protocols and 

tools, such as Cisco patented NetFlow [238] and its successor IPFIX [237]. The sFlow 

approach [239] gives a statistical view of traffic flows and is supported by most major 

network equipment suppliers, it is a more suitable analysis tool for carriers, where 

traffic patterns are more important than individual flows. An excellent summary of the 

history and development of flow-based approaches which also confirm the ease with 

which flow measurements can be implemented has been published [240].  

Where flows can be monitored and analysed, it is possible to characterize the 

services and applications running on the node; this concept is not new [241]. However, 

there are novel applications of this approach to classify or identify the asset type by 

these flows. Many power industry assets are classifiable and uniquely identifiable 

based on the protocols they use. Where packets egress from a device with a definitive 

and recognizable protocol type, for example IEEE C37.118 v2, it can be inferred that 

the device is likely to be a Phasor Measurement Unit (PMU). Where similar multiple 

streams ingress to a node from multiple PMUs, the node may be aggregating PMU 

data and is likely to be a Phasor Data Concentrator (PDC), similar definable flows and 

rules exist between network-based telemetry, actuators and automation equipment. 

  



53 

 

3.4.4 LOG ANALYSIS 

There are many sources of information for the network and all sources of 

information can be utilised to gather data which was then be correlated. Capturing 

MAC addresses to identify the existence of a device is not the end point of this 

technique, rather it is the start. Based on the MAC address, the physical port to which 

the devices connected can be identified and the location determined. The IP address 

can be found from the Dynamic Host Configuration Protocol (DHCP) server’s logs. 

The logs in the Active Directory servers can then be used to identify which person’s 

account is associated with the machine. Syslog may indicate if this user has been 

involved in the configuration of any network equipment or of any servers. Firewall 

logs will indicate the user’s activity on the Internet regardless of whether they 

authenticated to the firewall. The identification of the MAC address is the starting 

point of network intelligence, not the end. The primary goal of this work was to 

develop an audit methodology for sites where scanning is not permissible, however, it 

also makes an effective forensics tool. 

3.4.5 LIMITATIONS 

In the post-Snowden era, any tool which looks at the contents of the packet may 

be very restricted in its application. Where an enterprise controls its own devices and 

certificates, it is possible to do analyse the contents of these encrypted packets.  

Secure Sockets Layer (SSL) is an old term, modern cryptography uses in 

successor, Transport Layer Security (TLS). These protocols are used to authenticate a 

server and in Mutual TLS (MTLS), the client and to encrypt communications between 

them. Although it may seem to a user that they have end-to-end connection with a site, 

in fact they only have connection to a site which has a certificate in the client’s root 

store. An enterprise can terminate a TLS session on a firewall which performs SSL 

inspection, and this is normal for sites which implement Data Loss Prevention (DLP). 

The client has no knowledge of how securely the firewall reimplements security or at 

how many other points in the communication path their traffic is intercepted.  

SSL inspection is at the very least, controversial and at its worst, dangerous 

[242]. Under EU law, privacy has primacy. Depending on how it has been 

implemented and why, SSL inspection may be illegal where end-user’s data is 

intercepted. 
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3.5 USING THE NETWORK TO PROVIDE THE INFORMATION 

3.5.1 WIRED NETWORKS 

In the earliest days of Ethernet, the underlying infrastructure was a shared 

medium. Any frame of data egressed and on the network was visible to every node on 

the network. The fact that nodes ignored data that was not intended for them was more 

a characteristic of good behaviour than a result of design.  

To read all the traffic on a network segment simply required the user to change 

the mode of the Network Interface Card (NIC) on their node to promiscuous mode. In 

this environment, it is very easy to identify every device which transmits on the 

network segment. The very act of transmission identifies the sending node’s unique 

48-bit MAC address. On a shared medium and on a network with a single segment, it 

is thus very straightforward to identify all the nodes as shown in figure 9.  

 

Figure 9. A simple Ethernet Segment 

To scale up these types of networks, a bridge could be inserted. Consider a 

network of two segments where nodes have been divided up between the segments. 

The bridge monitors traffic on each segment and learns the MAC address of the nodes 

on each side. When a frame of data egresses on one segment, the bridge examines its 

destination MAC address. If the frame of data is intended for a node on the other side 

of the bridge, the bridge retransmits the frame to that segment. Generally, these 

devices were added to increase the aggregate bandwidth available on the network.  
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Whereas in the case of figure 9, the total available bandwidth was 10 MB/s, in 

the case of figure 10, the aggregate available bandwidth is approximately 20MB/s; it 

is slightly reduced by the frames of data which cross the bridge.  

 

Figure 10. A simple network with two Ethernet segments 

In this case, a node on one Ethernet may not be aware of a node on another 

Ethernet, however, the MAC address table in the bridge will be aware of every node 

from which a frame has egressed. The key point is that the bridge is aware of every 

device on the network. However, MAC address tables do time out, so a slightly more 

sophisticated approach is required to track all devices. Initially, for an asset tracking 

tool, a copy of the MAC address table is taken into a centralised database.  

SNMP is configured on the bridge, such that it will send a trap message 

whenever it sees a new MAC address. The database discards duplicate MAC addresses 

and stores new unique entries. In many respects modern switches are just multi-port 

bridges and this technique works equally well on a modern switched network. As the 

port is associated with a MAC address, the location of every node can be ascertained. 

The author demonstrated this as part of a paper in 2015 [13]. 
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3.5.2 WIRELESS NETWORKS 

Wireless technology was not specifically discussed in the 2015 paper. In the 

early days of wireless security, a technique emerged called War Driving; setting up a 

laptop antenna and tools and driving through an area to scan for open wireless Access 

Points (APs). The author’s workshop is 160 m above sea level and faces a 

topographical plain with scattered rural housing. A high gain directional antenna (28 

dB) allows the identification of wireless APs anywhere in line of sight, up to several 

kilometres away. For legal reasons, passive monitoring only is used for such a 

demonstration and data is not recorded. No form of active attack is employed.  

For wireless sniffing, a special network card is normally used as many 

commercial cards to not allow for promiscuous packet capture; the system used for 

evaluation work is a legacy Dell D520 laptop running Ubuntu and an Alfa 

AWUS036H USB Wi-Fi network sniffer. The aircrack-ng family of tools [243] 

contains enough functionality for most monitoring tasks and airodump-ng allows for 

the capture of raw frames. The MAC addresses of legacy devices are readily seen and 

may be documented.  

Wi-Fi devices continuously broadcast probe requests at a semi-constant rate. 

These probe requests include the device’s MAC address and makes it trivially easy to 

track these devices. On many devices, manufacturers have implemented MAC address 

randomisation to protect the identity of the device owner; the efficacy of these 

techniques has been criticised [244, 245]. The second bit of the first octet of a MAC 

address can be used to define the MAC address as local scope only, it is not globally 

usable. Addresses so flagged may be configured randomly on a device to obfuscate 

and hide its actual MAC address. Many wireless devices use these random MAC 

addresses for their probes when they are not associated with an AP. The objective 

seems to have been to prevent a user being tracked for marketing purposes etc. 

Obfuscation only occurs on probes; the devices do not obfuscate MAC addresses when 

they are associated with an access point. For example, the data in Figure 11 was 

gathered in the author’s workshop (MAC addresses obfuscated). 
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Figure 11. A sample from a wireless sniffer 

The MAC address starting 98:9E:63 is the author’s iPhone and is not obfuscated 

as it is associated with an AP. In all the tests which the author performed it has been 

possible to recover the actual MAC address of devices on enterprise networks, as the 

devices are associated. MAC address randomisation does not interfere with this 

intelligence gathering technique. Interestingly, if the WPS protocol is enabled, apart 

from being readily exploitable, it also leaks information significant to an auditor, 

including the manufacturer, model name, model number, serial number, and device 

name. It has been noted [246] that the WPS field UUID-E may also be used to recover 

the original MAC address. 

3.5.3 LIMITATIONS 

Where a device operates by listening only, it will not egress frames to the 

network and will never show up in the MAC address tables or the flow tables of the 

network equipment. On a very old, shared network or an old hub, such a device might 

listen to network traffic and act as a passive eavesdropper. However, on a modern 

switched network (typical post 1990s), such a device will have little efficacy, seeing 

only limited classes of traffic such as broadcasts and multicasts. Similarly, a device 

which does not use a service will not be known to use that service. It is therefore 

possible that when a device uses functionality for the first time, this may result in a 

“false positive” intrusion alert. 
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Sophisticated malware may employ anti-detection strategies against active 

scanning. An active scan on a network is difficult to carry out covertly. Standard 

scanning tools will be identifiable and a stealthy intrusive device which does not 

respond will be missed. It is also very difficult to identify devices infected with “bots” 

which are switched off. Typical behaviour is for such a device or an infected system  

to output a frame of data periodically (perhaps once every 24 hours) to declare to its 

Command and Control (C&C) server that it is functional. Such, occasional packets 

can be very difficult to identify with conventional logs and IDS devices.  

The techniques discussed are reliant on interconnected networks or at least the 

ability to access the management interfaces of network equipment. Where switches on 

a sub-section of a network are completely isolated, with no integrated switch 

management, passive analysis of these sub-sections may be performed individually on 

the sub-sections. Similarly, bespoke techniques are required where very old, shared 

network technology is in use, such as hubs or coax based shared networks (e.g. IEEE 

802.3 10BASE2 or 10BASE5). In these cases, passive packet sniffing of the network 

allows for the same general result. 
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3.6 ACCESSING THE INFRASTRUCTURE 

Managing an infrastructure traditionally involved technicians with 

administrative privileges directly accessing network devices via the CLI. This remains 

the most common way of operating infrastructures except those at very large scales. 

Consider an enterprise network with a few thousand nodes. It is quite possible there 

will be more than one hundred unique switches and routers operating on the LAN. 

With a typical minimum team size of three technicians, there may be a unique 

administrator account, or better practice would be to have three unique accounts. 

Where an administrator uses the same password on all the nodes, the entire network is 

exposed in the event of a single security breach. The same approach applies to server 

instances and to every node in a network.  

An alternative approach is for each switch to be given a complex administrative 

password when it is configured, unique for each switch. The password is printed but 

not recorded electronically and kept in a data safe. For an administrator to access the 

switch, they use a normal, centralised, network account, with an Authentication, 

Authorisation, and Accounting (AAA) service such as Active Directory. The device 

back-authenticates the user to the centralised AAA and verifies their identity and 

group membership. There will typically be a group called switch administrators or 

similar. There will be a resource group called switches or similar. There will be an 

Access Control List (ACL) which gives members of the switch administrator group 

privileges to devices in the resource group called switches. This approach can be as 

granular as is required by security policy. 

Some of the previous discussion requires an auditor, or audit tools, to have 

administrative-level permissions on infrastructure equipment. By structuring and 

centralising authentication, the appropriate permissions may be temporarily assigned 

to an auditor and then removed immediately. In auditing many enterprise sites, the 

author’s experience is that a single master password is required. From a security 

perspective this must be considered the worst possible practice. There are a range of 

other implementation issues which will not be dealt with in detail here. For example, 

the resignation of a single network administrator is a security crisis in environment 

such as this.  
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3.6.1 SIMPLE ACCESS CONSTRAINTS AND PORT SECURITY 

With an awareness of the MAC addresses of network nodes, very simple forms 

of Network Access Control (NAC) becomes possible and can be deployed on even the 

most modest enterprise network. A port on a switch can be configured to accept a 

single specific MAC address. Alternatively, a port can be configured to record the first 

MAC address which connects, and for the port to block if any other MAC address is 

detected. The term port security or sticky MAC is often used to describe these 

technologies.  

There are other ways that a MAC address may be used to enhance the security 

of a network. Rather than mapping specific ports to a VLAN, it is possible to map 

MAC addresses to a VLAN. The administrator includes specific MAC addresses in 

MAC address groups, and then assigns those MAC address groups to specific VLAN 

IDs. 

The usefulness of these approaches is limited. 

▪ Management of this is onerous; it requires custom mapping of user MAC addresses 

to specific ports or to groups and VLANs. 

▪ Most modern devices allow an alternative MAC address to be programmed. A user 

could take the MAC address of a valid device and spoof it. 

▪ Another typical way that users bypass MAC address filtering is to insert a cheap 

switch into the system which performs Network Address Translation (NAT). The 

MAC addresses and IP addresses of clients are hidden behind the single MAC 

address of the NAT interface. Where these violations are found during an audit, 

there typically use domestic NAT routers, offering both physical connections and 

unsecured Wi-Fi. This is clearly worse than if there was never any filtering on the 

switch in the first place. 

Most implementations of port security allow for ports to be automatically 

disabled, or for security notifications.  
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3.6.2 NETWORK ACCESS CONTROL ON A WIRED LAN 

A more sophisticated approach is to implement AAA; force a node to 

authenticate to the network, before being authorised for any form of connectivity, and 

then log such access. 

Before a host gains layer 2 access to a network, the host is identified as being an 

authorised host as shown in Figure 12. The simplest implementation is to configure 

IEEE 802.1x port authentication with a Remote Authentication Dial in Server 

(RADIUS) for authentication. In enterprise environments, it is common to see a 

Microsoft implementation of RADIUS, Network Policy Server (NPS), further back-

authenticating to a centralised Active Directory infrastructure. There are different 

methods of authentication. 

▪ Username and password 

▪ Username password and a digital certificate on the server 

▪ Username password and a digital certificate on the server and client 

In a commodity operating system such as Windows 10, extra software 

configuration is required to use IEEE 802.1x on a wired network. 

 

Figure 12. A simple IEEE 802.1x Model 

 

The client node requires a supplicant and in Windows, this is the Wired 

AutoConfig service, which is not enabled by default. The Extensible Authentication 

Protocol (EAP) is used for authentication, and Microsoft clients will typically use 

Protected EAP (PEAP). 

On connection to the network, the Windows 10 client will prompt the user for a 

valid username and password. EAPOL is EAP over LANs; when the switch receives 

EAPOL frames, these are relayed to the AAA services, the authenticator.  
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Depending on the technology utilised, a range of other functions can be 

integrated at this point, for example, device posture. Initially a host device can be 

connected to a quarantine LAN only. The device is assessed, typically for currency of 

critical patches and anti-malware software. Should the device fail the posture 

assessment, it is provided with limited access, for example to an update server, for 

remediation. It is only on completion of the remediation steps and the confirmation of 

compliance with minimal standards, that the device is provided with the network 

access its profile justifies. 

But this chapter is focused on analysing site audit and access controls on legacy 

sites, most critical infrastructure environments. One issue is that automation 

equipment did not historically support protocols such as IEEE 802.1x and there were 

certainly no standard mechanisms for a device to indicate its intent. Recent initiatives 

such as Manufacturer Usage Description (MUD) [247] may be implemented and work 

is ongoing to develop profiles for devices to use this specification [248].  

Another issue is that much communication is Machine to Machine (M2M). 

There is no user to enter usernames and passwords. Any solution for critical 

infrastructure will need to accommodate this. Earlier in this chapter methodology was 

demonstrated for asset control and device identification based on MAC address, and 

this remains a starting point. However, by implementing Network Access Control 

(NAC), unauthorised devices cannot connect to the network at all, and the identity of 

all devices which can connect is definitive. 

In unpublished work with a major automotive manufacturer, a seven-step 

framework was developed to; Detect, Restrict, Profile, Assess, Authenticate, Segment 

and Monitor. This model assumes the ad hoc connection of devices and their 

retrospective profiling with access restricted to a quarantine network and included a 

fully comprehensive configuration management database (CMDB). Many practices 

and standards (such as IEC 62443) emphasise the segmentation of automation 

networks from enterprise networks for security reasons. The proposed framework 

takes the more secure approach of implementing micro segmentation. A device can 

only communicate with the devices that it must explicitly communicate with; there are 

no flat networks. This framework was designed for brownfield sites and to mitigate 

access issues which were otherwise intractable.  
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3.6.3 NETWORK ACCESS CONTROL AND WIRELESS LANS 

Wireless LANs have been touched lightly in this chapter. Many of the practices 

discussed here such as network access control, are more easily carried out in wireless 

networks. Because of the unbounded nature of wireless and its inherent vulnerability, 

more care was taken earlier on to produce inherently secure wireless local area 

networks.  

Designing wireless networks is complex in many respects and issues such as cell 

planning, frequency planning, Transmit Power (TP) adjustment, et cetera, will not be 

discussed here. The approach taken by many enterprise sites over the past 20 years, is 

that this is too complex to manage manually. Integrated wireless solutions with 

centralised controllers have emerged from many vendors. These devices include 

turnkey functionality for many of the security requirements discussed and provide a 

pointer to how the wired LAN should operate. In hindsight this technology should 

have predicted the emergence of SDN and centralised controllers in wired LANs. 
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3.7 CHAPTER CONCLUSIONS 

A review of literature on asset identification and network audit identified 

possible strategies as discussed in Chapter 2. Although subnet scanning is commonly 

used, as discussed in section 3.3, it may be inappropriate for critical infrastructure or 

for sites with legacy systems. The use of mirroring or network taps combined with 

intrusion detection systems are also discussed.  

A different approach was taken in this project, to use the underlying data 

available in network devices to create a fully passive asset database. Once a database 

of unique identifiers exists, it may be correlated with other dynamic information 

sources such as DHCP, DNS, SYSLOG and Active Directory logs. 

Although the intention of this chapter was to address the problems of asset 

tracking in critical infrastructure, the outcome is a very effective Intrusion Detection 

Systems (IDS). Passive scanning of network devices and flows potentially gives a 

range benefits in the management of network security.  If there exists a database of 

detected authorized devices and a new device is added, standard Simple Network 

Management Protocol (SNMP) functionality will normally allow network devices to 

flag this. In a commercial environment this may flag an unauthorized attachment. In 

critical infrastructure this may be considered an intrusion and may generate a security 

alert. The type of data collection described here has some advantages in privacy, in 

that only meta-data is stored and analysed, the payload of packets is never available to 

the analysis systems. Clearly it is important to perform analysis and abstraction of the 

meta-data and to consider data leakage and the unintended consequences of the meta-

data’s availability. The availability of meta data may itself be a data breach. 

Unauthorized attachment of devices is a vector for the inadvertent introduction 

of malware. Many cases have been documented where malware introduction was via 

laptops which should not have been connected to the network zone infected. Switches 

tested by the author (Cisco IOS 12) will issue an SNMP trap immediately that a new 

MAC address is seen. Comparing this with a database of known MAC addresses may 

quickly identify an unauthorized device. 
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A standard Trojan-horse approach is to add an intrusive device to a target 

network, which impersonates a normal network device such as a printer. Once again, 

this kind of device will be visible immediately it egresses an Ethernet frame. Given 

that passive techniques make it is possible to classify a device type by its behaviour, 

much more is possible. By characterizing all newly discovered nodes based on their 

flow characteristics, anomalies will stand out. If a device with the behaviour of a 

colour laser printer were to appear on a subnet normally occupied by smart meters, an 

administrator might experience the urge to investigate. Similarly, if a Windows based 

controller starts to bring up Internet Relay Chat (IRC) sessions with an endpoint in an 

exotic country, alerts would be generated, and concerns would exist. 

One of the primary objectives of this dissertation was to develop a mitigation 

strategy for legacy infrastructure. It was obvious at the start of the project that mapping 

the infrastructure and identifying and characterising the nodes is a prerequisite to any 

security strategy. Asset management was raised as an issue at major power 

conferences, and it seemed a valuable contribution could be made. Prior work had 

been done by the author to solve some of these issues on real networks, and the initial 

publication [13] described how these techniques could be applied to critical 

infrastructure.  

Later work examined flow technology in some detail. One of the fascinating 

possibilities which emerged from the type of data being collected is that apart from 

being able to identify assets and their functional activity, it is possible to abstract the 

flow information to create an interaction map showing the relationships between 

devices as they actually are, rather than as they were installed or originally envisaged; 

a process diagram for information flows. The implications of this were a key 

component for the following chapter and are critical to the secure planning and 

implementation of micro-segmentation and of SDN [18, 24]. Chapter 4 will continue 

this theme and define approaches to securing legacy networks and legacy nodes, with 

incremental improvements and ideal mitigations discussed. 
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4. Mitigating Legacy Systems 

4.1 INTRODUCTION 

Many existing systems do not meet the needs of critical infrastructure, either in 

terms of their reliability or their security posture. There are billions of devices on 

millions of networks used by hundreds of thousands of businesses. These are networks 

of devices based on hardware, software and operating systems, network protocols and 

infrastructure, primarily designed before security was an issue. Critical infrastructures 

are no exception. In this chapter, strategies will be described to mitigate this 

circumstance. In the context of data communications in critical infrastructure, 

techniques will be demonstrated which address some of the key underlying reasons 

for systems vulnerability, whilst continuing to utilise existing systems and protocols.  

▪ Without being able to change the underlying network technology, how best can 

conventional networks be secured from remote attack?  

▪ If the network can be changed but not the nodes, how can the best security 

outcomes be achieved?  

▪ If human and configuration error are a key source of vulnerability, how can that 

be eliminated?  

▪ Is there some way that this can be done across all data communications equipment 

regardless of technology, whilst maintaining accurate documentation and 

configuration consistency?  

This chapter is about brownfield sites, mitigations for existing data 

communications equipment and instrumentation.  
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Once a site has been audited as described in Chapter 3, there is a requirement to 

create a mitigation plan and the assumption is that the site contains legacy equipment, 

applications, and protocols. Unfortunately, the sort of standards which are applied to 

meet compliance do not give good technical guidance as to how their intentions might 

be achieved; nothing in ISO 27000 informs network design other than in the broadest 

sense. Standards such as IEC 62443 are a little better, and discuss the zoning of 

networks, the positioning of middle boxes such as firewalls, and the restrictions on 

data flows. In this chapter, improvements to this model will be presented, work by 

security agencies in the 1990s will be revisited and practically applied, and novel 

components such as the Data Diode and will be described.  

This chapter will also consider the application of Software-Defined Networks 

(SDN). Work on programmable networks at the start of the millennium culminated in 

early SDN by around 2008. Interestingly, objections to SDN based on standards such 

as OpenFlow echoed the objections to ATM in the 1990s; too complicated. These 

objections are part of the reason why the penetration of SDN on the LAN has been 

limited to specific use cases. A LAN which requires scalability and where all the nodes 

and traffic flows are well-defined, such as a datacentre, would be a good use case. The 

work described here uses SDN for security, mitigating much of the attack surface 

available to remote attackers. As part of this project, the use of IEC 61850 databases 

has been examined for the provisioning of SDN based networks. 

The network topologies discussed in previous chapters are conventional. They 

are either so restrictive (as in the case of an air gapped system) as to limit their 

functionality, or they have external connectivity and it is impossible to unconditionally 

guarantee their security from remote attack. The author has taken the position that it 

is impossible to guarantee the security of conventional connected systems; the systems 

are too complex, there are too many layers, too many unknowns. One of the original 

goals of this project was to find simple systems and techniques which were 

demonstrably secure from remote attack in the same way that an air gapped system is, 

whilst retaining any necessary communications functionality. 
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To analyse security, a starting point may be to use Attack Modelling Techniques 

(AMTs), such as attack trees, graphs, or nested lists. Who are the attackers, what are 

the vulnerabilities, how will they be exploited, how can this be mitigated? As in so 

many aspects of ICT, there are the common practices to be found in books and journal 

articles, but there are very few studies that confirm the efficacy of any of these 

techniques [249]. Commercial attack modelling tools are few, and very expensive. 

Penetration Testing (PEN) is used to test an infrastructure against a range of 

threats. There are few recognised standards, the argument being that each project is 

unique. Common steps exist in most methodologies, for example. 

1. Planning and Scoping 

2. Information gathering and vulnerability identification 

3. Testing attacks and exploits  

This project has focused on security from remote attacks, where the attacker 

exploits vulnerabilities on systems for which they have no physical access. Site 

security and local attacks with physical access are not considered. By this definition, 

any remote device could be a platform for attack, be it on the internet or on the 

corporate network. 

Meaningful testing is a challenge. This project sought solutions which were 

secure by default, the minimization of attack surfaces. PEN testing requires an attack 

surface to test against. 
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4.2 THE STATE OF THE ART AND THE PROBLEM ADDRESSED 

In Chapter 3, the intention was to identify and characterize nodes and to 

implement access controls. This chapter starts assuming that the connected nodes are 

identified and have been admitted to the network. The threat model is that of  

➢ A physically remote attacker. 

➢ A local attacker who can connect to the LAN despite the precautions of 

chapter 3. 

➢ A compromised node used as a beachhead. 

One of the first ideas around which this project was based was restricting data 

flows to ensure security be default. A review of the academic literature is provided in 

section 2.6 but there are very limited publications. Most of the solutions described are 

complex, difficult to audit, and use a proxy of some kind to allow the use of TCP/IP 

[250]. Alternatively, complex arrangements using specific network cards and custom 

drivers may be utilized [251], an error in implementation would leave such a device 

completely exposed. As an alternative, this project sought to find simple approaches 

which were readily auditable and default secure. It used protocols and applications 

which were suited to one-way flows and identified structurally where to locate diodes 

in a network. 

As a hardware solution, the diode does not scale. A way was sought to gain the 

advantages of the diode, but with greater flexibility. There are many use-cases for 

SDN, but the intention in this project was to optimise for security and simplicity and 

some topics have been reviewed in Chapter 2. OpenFlow-based SDN used in this way 

allowed the data flows between nodes to be specified and enforced by a controller 

[252] creating a network topology which resembled circuit switching. In categorizing 

and assessing vulnerabilities [160, 253], control plane attacks were considered and 

part of the project was to minimise this attack surface.  
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Some data plane attacks use packet parsing and processing as an attack vector 

[176]. Minimising control protocol usage was one strategy applied. IEC 61850’s 

application in substations is described in Chapter 2, where the concept of data models 

is introduced. Provisioning OpenFlow rules based on an IEC 61850 SCL database had 

the advantage of automating adds, moves, and changes. The initial work used web 

services to provision a controller directly. 

To generalise this work, a second phase of this project created YANG models 

from the SCL file. These models have a more general application for network devices 

and equipment was provisioned using standards based NETCONF.  
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4.3 THE DATA DIODE AND ONE-WAY NETWORKS 

One of the first concepts which was examined was that of a one-way network. 

Very simply, if telemetry data must egress from a site it should be possible to do that 

securely, as a dataflow is only required in one direction. If a device can speak but not 

hear, there is no remote attack path. This is a very simple concept and in researching, 

it was found that this technique was established as early as the mid-90s but is generally 

unknown and unused outside defence applications. 

Commercial IT technology is designed with the pre-conception that two-way 

connectivity is mandatory. In many cases however, two-way communications may be 

unnecessary, in particular where transducers and measurement equipment are a source 

of data rather than a sink. In the case of equipment which does communicate both 

ways, this may not be a necessary function if implemented in a critical infrastructure. 

In fact, this may cause avoidable security vulnerabilities. By default, Ethernet and 

TCP/IP require two-way communications whether or not the underlying application 

requires it. With the change in prioritization to secure systems, it is possible to identify 

equipment which can be operated without remote control. This class of node (or an 

entire subnet) can be secured by default from remote attack by allowing outbound 

flows of data but removing the paths for inbound data. Restriction to unidirectional 

data transfer may already be utilized in typical protocols used for network 

management (SNMP) and logging (SYSLOG) at a firewall layer. Any application 

which utilizes User Datagram Protocol (UDP) may use one-way flows. 

The ubiquitous standard in use at the data link layer of modern networks is 

Ethernet. Modern switched Ethernet uses a point-to-point topology which includes 

link detection at the physical (PHY) layer. To disable or bypass this link detection 

requires access to functionality in the node’s chipset which may not be exposed by 

standard device drivers. Ethernet also requires knowledge of destination addresses, 

normally identified through Address Resolution Protocol (ARP) for IPv4 or 

Neighbour Discovery Protocol (NDP) for IPv6. At the network layer, Internet Protocol 

(IP) is most commonly used. UDP is connectionless and allows for one-way data 

flows; however, many common services such as Domain Name Service (DNS) and 

Dynamic Host Configuration Protocol (DHCP) require two-way communications. 
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The ability to create a one-way flow of network packets from a node, exists in 

some conventional network equipment and is typically used to analyse traffic patterns 

for intrusion detection (IDS); generically, this is referred to as port mirroring, a 

network tap or a span port. Port mirrored traffic flows from a two-way communication 

port to a monitoring port; the two-way communication port does not receive any return 

traffic from the monitoring port. Although this does create a one-way traffic flow, it 

does not meet the requirement of security by default as the switch and protocols would 

remain susceptible to compromise. If access to the switch can be gained, then two–

way communication could be restored and exploited. 

There are commercial solutions which allow for one-way networking and 

involve specialized hardware, bespoke network design and in some cases, proprietary 

protocols. More advanced solutions have been targeted at military/intelligence 

organizations, for example, data diodes [254]. The most advanced technology of this 

type is the data pump, used in Multi-Level Security (MLS) environments for military 

and intelligence applications [140]. These solutions were designed and have been 

implemented to secure information at different classification levels. Although Data 

Leak Prevention (DLP) is important to a critical infrastructure, the highest priority 

may be the correct and reliable operation of the infrastructure itself.  

The simplest application of this technique is to apply it to a single, free standing 

device which is a source of remote sensing/telemetry data. Figure 13 shows a sensing 

device connected via 100BASE-TX Ethernet. Two pairs are used for data, the sensing 

device transmits on one pair and receives on the other. 
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Figure 13. One-way flows for a sensing device 
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An inexpensive network-connected sensing device may be configured such that 

it cannot be exploited remotely. This technique would ideally be applied to newly 

manufactured equipment and would be “built-in” during manufacture at minimal 

additional development cost. However, as this technique requires modifications to 

drivers and/or hardware, the cost of retrospectively applying it to existing 

heterogeneous systems would be prohibitive. 

4.3.1 APPLYING THE DIODE TO PMU 

In 2015, a project was developed to evaluate the efficacy of this approach. 

Phasor Measurement Units (PMU) are devices which measure the magnitude and 

phase angle of an electrical supply at many different locations, allowing a network 

operator to understand the state of an overall system. A Phasor Data Concentrator 

(PDC) is a device which allows multiple streams of PMU data to be received and 

stored. If a PMU is designated as a critical asset or is on a LAN with critical assets, it 

needs to be secured to Critical Infrastructure Protection (CIP) standards or similar 

[255].  

In recent years the OpenPMU project has delivered a prototype design which 

provides an open source alternative to proprietary devices [256]. In seeking affordable 

and feasible solutions to mitigate security risk, the author identified one-way network 

techniques as being a candidate technology which could potentially eliminate remote 

attack vectors, at the cost of remote configuration. This technique does not prevent 

data leakage or provide any form or Data Leak Prevention (DLP). 

The IEEE C37.118.2 standard [52] defines application protocols for 

synchrophasor data and identifies the potential to operate the equipment in a transmit-

only mode via User Datagram Protocol (UDP) using a spontaneous data transmission 

method. The author joined the working group for this standard which later became 

IEEE 60255-118-1. Test implementations of C37.118.2 were written in Python under 

Linux and a simulated PMU was connected directly to the Internet via a switch, 

without a firewall or external protection of any kind. In the original work, Snort, an 

IDS system, was connected to a network tap to analyse traffic flows to the PMU. This 

experiment was recreated in early 2020 using Wireshark to analyse data flows and 

using a Cisco 3560 and Cisco’s Switch Port Analyser (SPAN). 
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At a remote location, a PDC was created to receive the data stream and was 

connected to the Internet via standard firewall technology. For the purposes of this 

test, any system which can log, and record PMU data is sufficient. The configuration 

as shown in Fig. 14 was implemented and tested with the PDC located at the 

Letterkenny Institute of Technology’s Cloud Data Centre (LYIT-CDC) in the subnet 

91.123.225.0/24. The PMU was located at a remote site 40 km away in the subnet 

78.155.240.0/24. Over the test period, frequent scans were detected from the Internet 

for open ports/vulnerabilities. These packets were not received by the PMU and they 

had no effect whatsoever on the PMU or its data communications equipment.  

 

Figure 14. Testing one-way flows for a sensing device 

To create the above test, link detection is disabled on the Ethernet adapter of the 

PMU. The architecture of the device will predicate how this can be achieved. On a 

dedicated device using standard industry PHY (physical) and MAC (media access 

control) hardware, it is necessary to set the PHY device to ignore the link state of the 

Ethernet connection. On PC based hardware it may be necessary to make changes at 

the driver level. As link detection has been disabled at the device, it will always show 

that it has an Ethernet link active.  Alternatively, a carrier signal can be injected on the 

receive wire pair to simulate a connection. 

The second step is to create a network cable which connects the Ethernet TX at 

the device side to the RX at the switch. The Ethernet switch will now show a link 

(despite not having a connection to its TX pair) as it detects the link pulses from the 

device. Modern Ethernet devices can interchange their TX and RX pairs; this is known 

as MDI-X. Some care needs to be exercised at this point to ensure that any auto MDI-

X functionality at the switch is disabled. 
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The third and final step is to ensure that the device had a static ARP (IPv4) or NDP 

(IPv6) entry for its layer 3 gateway address, as well as having a fixed target(s) for its 

UDP stream. Some operating systems knowledge is required to reliably complete this 

step and the commands used may also be version dependent. In the test case, the 

network configuration was entered manually. Auto-configuration of addresses is more 

problematic.  

Where systems use IPv4, RFC3927 [257] defines special use IP addresses for 

link local addresses. Link local addresses are intended for devices to communicate on 

the same network. When a client cannot receive an IP address automatically using 

DHCP, it will auto-configure a private address in the space 169.254.0.0/16. With 

65,024 possible addresses to choose from it is unlikely that any two nodes will choose 

the same address, however, it is a possibility, especially on subnets with a great many 

nodes.  These addresses are not routable and are only usable within the local broadcast 

domain.  In a one-way configuration, many of the stipulations of the RFC cannot apply 

or be implemented, such as address conflict detection. In a test case, the server was 

assigned a static address of 169.254.254.254 in breach of the RFC. The advantage of 

this approach is that assuming a pre-defined server address as above, source devices 

can be auto-configured and will work out-of-the-box. The non-routable nature of the 

addresses adds to the security of these devices from external attack but direct 

communications with devices from a network other than the local subnet are 

impossible. Address conflicts are a finite possibility. The RFC states that “A host 

connecting to a link that already has 1300 hosts, selecting an IPv4 Link-Local address 

at random, has a 98% chance of selecting an unused IPv4 Link-Local address on the 

first try”. The suitability of using this address space will be a function of the size of 

the broadcast domain versus the acceptable risk of an address conflict. In the case 

where there will not be many devices on the secure side of each connection, the chance 

of address clash will be low. 

By using IPv4 multicast addresses, several of the issues raised above can be 

eliminated. Firstly, the location of the server may not be an issue and pre-configuration 

of a server address may not be required. This option may also be of interest where 

multiple devices on the subnet may need access to a local data stream.  
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The class A address space 239.0.0.0 is reserved for site local applications [258] 

with most of the address range (addresses under 239.195.255.255 or 12,845,056 

unique addresses) available for local applications. Given the address space, it is 

unlikely that two devices would pick the same multicast address, even on a busy 

subnet. In the simple scenario described here Multicast Address Dynamic Client 

Allocation Protocol (MADCAP) [259] would not be possible to implement. 

The above scenarios deal with operations in the absence of a DHCP server, there 

are one-way configurations where DHCP/MADCAP remains possible. This involves 

a local secure subnet having DHCP services and a one-way tap from the subnet 

providing isolation, such as the network shown in Fig. 15. This alternative meets the 

requirement of security by default from remote attack and provides for remote 

configuration, but the TOE remains exposed to attack from the local, secure subnet. 

Many of the issues identified in the various options for IPv4 are avoided by using 

IPv6. Link local addresses fit more naturally into the IPv6 specification and indeed are 

mandatory. The address block fe80::/64 is specifically reserved for this purpose [260]. 

The IEEE guideline EUI-64 provides a mechanism based on the MAC address of the 

Ethernet adapter to guarantee the uniqueness of the IPv6 address in most 

circumstances. Note that as the MAC address is associated with the IPv6 address, there 

is some information leakage as to the specific device and its manufacturer; EUI-64 

should not be used where a packet will egress the secure network. Link local addresses 

provide an appropriate solution for auto-configuration for devices which do not need 

to be routed. 

During the development of IPv6, site-local addresses were deprecated [261]. In 

October 2005 RFC4193 [262] was published, reserving the address block fc00::/7 for 

Unique Local Addresses (ULA). These are the IPv6 equivalent of RFC1918 for IPv4. 

ULA is routable locally but will normally be blocked from routing to the Internet by 

border routers. ULA seems to provide the ideal combination of attributes; however, it 

cannot be fully auto configured, as the protected device will need to be provided with 

the subnet network prefix and gateway information. 
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Multicast with IPv6 allows for addresses which are restricted to a local subnet 

or to a site/enterprise depending on the scope. Addresses in the range ffx5::/16 are 

restricted to the local network, addresses in the range ffx8::/16 are restricted to private 

use within an organization. Neither range will route over the public Internet. IPv6 

Multicast removes many of the issues associated with IPv4 but retains the security 

advantages. This solution has the flexibility to work within a small, routed network on 

a single site or to span an enterprise scale network.  

The conclusion from the work completed for this project is that IPv6 Multicast 

is the best candidate technology for telemetry communication from a protected 

unidirectional network device to any authorized server device wishing to consume the 

data stream, within the same organization. 

There are many possible permutations of this technique adapted to protect a 

subsystem or an entire subnet/zone or bay within a substation or other critical 

infrastructure environment. The configuration shown in Figure 15 may be particularly 

useful where a group of nodes must have two-way communications, but where a one-

way link would be appropriate to the next level in the hierarchy.  There are no special 

considerations for the devices, DHCP will work as normal, as will DNS, NTP and all 

the other support protocols often required by device. All equipment at the process or 

bay level could freely interconnect, with outbound data flows only connecting to the 

next level.  

IEC 62443 compliant networks rely on zoning; separating each network 

(enterprise, automation) so that only network nodes which need to communicate with 

each other are in the same zone. Where data flows egress the zone, they are moderated, 

they go through a perimeter device such as a firewall, to predefined destinations.  
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Figure 15. One-way flows from a secured subnet 

 

The diode complements this, it offers one extra layer of security to this model. 

The ability to have a one-way flow so that the high-security side of the diode is 

unconditionally secure from remote attack. In planning, it is necessary to identify the 

critical flows of data in a hierarchical manner and to identify links in the hierarchy 

where day-to-day operations will work with one-way communication. It is important 

to understand the functionality which will not be available in the absence of two-way 

communication and where necessary, re-write maintenance and control procedures. 

Data diodes should be used to complement the approach taken by IEC 62443, for 

individual devices and for subnet security.  

When this work was completed in 2015, it provided a usable technique to ensure 

a system was secure by default from remote attack. However, it involved what could 

best be described as “kludges” to enforce security. The protocol work however was 

invaluable and allowed other technologies to scale the solution.  

 



79 

 

4.3.2 EVALUATING SECURITY EFFICACY 

In analysing the test network for the PMU using a data diode (Figure 14), there 

is no obvious vulnerability from the unsecure side of the diode. However, there is no 

protection against compromised devices on the secure side of the diode which could 

signal to command-and-control servers on the Internet. No two-way communications 

can be established, any attacks using a compromised device must be pre-scripted. 

There is also no protection against data exfiltration, there is no Data Leak Prevention 

(DLP). There is no inbound attack surface. An IDS on the internet facing interface of 

the diode will show the port scan background noise of the internet. An IDS on the 

secure side of the diode will show no traffic. 

Table 1 summarises the protocols tested and the results. Note that most of the 

protocols tested are generally applicable, only C37.118.2 is for a specific application, 

PMU/PDC communications. 

Protocol Test 

ARP Statically define ARP entries 

SNMP Traps have full functionality 

Polling does not function through diode 

SYSLOG SYSLOG UDP full functionality  

SYSLOG TCP does not function 

DNS Does not function through diode, use a hosts file 

DHCP Does not function through diode, statically assign 

MADCAP Does not function through diode 

C37.118.2 Functions in autonomous mode, no control from PDC 

IPv4 Tested, functional, required static configuration 

IPv6 Tested, functional, required static gateway and used ULA 

IPv4 Multicast Functional if statically configured 

IPv6 Multicast Functional if statically configured 

 

Table 1. Summary of protocol testing with data diode 
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1. ARP was tested in both Ubuntu Linux and Windows using standard operating 

system commands. 

2. SNMP was tested using Ubuntu Linux with standard packages snmp, snmpd and 

snmp-mibs-downloader. 

3. SYSLOG was tested using Ubuntu Linux with the standard package rsyslog at 

both client and server. 

4. DNS was tested using Ubuntu Linux and BIND, query responses were verified to 

be received by a remote server, query responses were verified to not reach the 

protected target. 

5. DHCP was tested using Ubuntu Linux and with the standard package dhcpd. 

Requests from a client do not reach the server. 

6. MADCAP was tested using the DHCP functionality in Windows Server. Requests 

from a client do not reach the server. 

7. C37.118.2 was tested using bespoke test software written in Python. If was verified 

that there was no return path from the PDC. 

8. IPv4 was tested by setting static address information and configuring a persistent 

ARP entry for the gateway. 

9. IPv6 was tested (Ubuntu Linux only) by setting static address information and 

configuring a persistent neighbour discovery entry for the gateway. 

10. IPv4 and IPv6 multicast. Configured as Python applications for send only on a 

local subnet. 

A more flexible approach was sought to implement one-way data flows without 

the use of hardware diodes. 
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4.4 SOFTWARE-DEFINED NETWORKS (SDN) 

The origins of SDN were discussed in Chapter 2 and in this project the objective 

was to minimise the network attack surface. At the time this work was carried out, 

OpenFlow was evaluated as the most promising technology for this project, in terms 

of maturity and development and availability of compatible equipment.  

4.4.1 INTRODUCTION TO THE TEST ENVIRONMENT 

When work has been carried out on SDN as part of this project (2016), 

OpenFlow 1.3 was supported by the author’s testbed, but not later versions. There is 

an architecture common to these OpenFlow switches and this is described in Figure 

16. 

 

Figure 16. SDN switch architecture 

For these switches 

▪ There must be a processor which supports an OpenFlow channel to a controller. 

▪ There must be at least one flow table to be compliant with the standard, however 

for complex configurations it is more usual to use multiple flow tables; this is a 

pipeline.  

▪ Group tables are used to define multiport groups. This is very useful configuring 

for configuring broadcast or multicast applications, as are commonly required with 

process control instrumentation. 
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OpenFlow 1.3 supports up to 256 tables in software, some switches may only 

have one table in hardware. In the HP/Aruba switches used for this project 

(2920/3800) table 0 and 100 show as being hardware ASICs, table 200 is software,  

see Figure 17. 

A flow entry has match fields (for example an IP or MAC address, a port 

number) instructions and counters. Matching starts at the first flow table, table 0 and 

matching occurs in priority order. A GOTO statement then points the packet to another 

table, or to a port, or to discard. Any packet which does not match may go to a TABLE-

MISS flow entry which has a blank match value (discard) but on the HP switches, the 

default is to be directed to NORMAL, the traditional switch pipeline. 

 

Figure 17. HP VAN Controller 
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Flow rules can match on the packet ingress port and other parameters, sometimes 

referred to as the 12 tuples. Actions can be based on these matches, such as egress to 

a specific port. Ports can be physical or logical; logical ports could be a tunnel, a link 

aggregation group, etc. There are also reserved ports such as the CONTROLLER, or 

the NORMAL port, which is the traditional switch pipeline if supported, as it is in 

hybrid switches. It can be useful to send traffic which does not match a flow entry to 

the traditional switch, however the goal in this project is security, this is not 

implemented. 

Although the controller can be configured to act similarly to a learning switch, 

there is no security advantage to this. Consider instead that initially the controller has 

no flow rules, no traffic flows in this network. For each device added to network, 

characterisation is required. That is, the protocols used by the device and the peers that 

it communicates with, have all been pre-defined in the configuration database.  

Unfortunately, some of the applications used in the initial work, such as the HP 

VAN controller application, Flow Maker, have been deprecated. When this work was 

revisited in 2020, flow rules were created using simple calls from Python to the REST 

API of the HP VAN controller. Future work will require the selection of a new 

controller and application set. 
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4.4.2 APPLYING SDN TO SUB-STATION LANS 

The hierarchical data communications network of a conventional substation is 

shown in Figure 18. A bay is a part of the substation “within which the switchgear and 

control-gear relating to a given circuit is contained” [263]. A Merging Unit (MU) is 

the generic name for a device which takes analogue values from the process and 

converts them to digital values before making them available on a process bus as 

Sampled Values (SVs). This data may be consumed by other Intelligent Electronic 

Devices (IEDs) such as relays and breakers. Latency and availability are critical for 

this process bus and the devices which the author has used for this work all use 

Ethernet or proprietary versions of Ethernet. Management and engineering functions 

are carried out at the Substation Bus level, where latency and availability are less 

critical. An operator may interoperate with the process via a Human Machine Interface 

(HMI) and the Supervisory Control and Data Acquisition (SCADA) system. 

 

Figure 18. Substation topology model 
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The security weakness of Ethernet as a data communications technology for 

critical infrastructure has been previously discussed. In large deployments in the 

1990s, the author implemented ATM-based LANs. It was not obvious at the time, but 

the biggest perceived disadvantage of pure ATM, the fact that circuits had to be 

provisioned manually, was a huge advantage from a security perspective. Ironically, 

LAN Emulation (LANE) technology was provided with many ATM offerings, making 

configuration easy and removing almost all the security benefits.  

This was a circuit switched technology. Assuming isolated switch management, 

the flows of data in pure ATM networks were point-to-point and secure by default. 

There were also quality of service parameters, with four available classes. Ethernet 

and its supporting protocols were never designed for security. These protocols have 

some common characteristics which are at the root of their vulnerability. Although 

this is an apparently intractable problem, mitigating many of these issues with SDN 

was dealt with by the author in [24].  

The first obvious characteristic is that the protocols used predate having security 

as a concern. The protocols are generally very simple, but they are ubiquitous. To 

change the security posture of these protocols will involve changing the protocol stack 

in millions of devices. With small-memory devices, the compute requirements of the 

added security may exceed the processing or memory capabilities of the device, 

requiring complete replacement.  

The next obvious characteristic is that these protocols were designed for building 

ad-hoc networks. With an unmanaged switch, any device can be plugged into any port 

and will immediately communicate with all other devices. On a conventional network, 

any device can be connected to a VLAN and will expect a DHCP address. Any switch 

can listen, originate and respond to control frames from any other switch and any 

router can listen for and originate advertisements to and from other routers. These 

networks and protocols were designed to be convenient and ad-hoc; inadvertently, 

they were also designed to be insecure. Although many protocols have mitigation 

strategies, these were introduced retrospectively and are far from satisfactory. 
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Perhaps the most fundamental characteristic is that the control paths of the 

network and the data paths of the network are one and the same, as discussed in the 

previous section. A host which can egress a data packet to a network can equally egress 

a control packet.  

Consider the case of two nodes connected to a switch. In a traditional network, 

the source node will egress a frame for a destination node which the switch will flood 

to every available port. The switch will enter the MAC address and connection port of 

the source node into its MAC address table. Should the destination node reply, the 

frame of data will be switched back to the source node and the switch will record the 

destination node’s MAC address and connection port. Two-way switched connections 

can now occur and the MAC address table will retain its entries while the nodes remain 

active. After a period of inactivity, the entry is cleared. 

For use in critical infrastructures, an SDN switch can be configured with the 

controller out of band; connected either by serial, or by the out of band management 

port on the switch.  Hybrid functionality is not enabled, and the switch is configured 

to be default-secure, no frames of data will be switched initially at all. Any frame of 

data which enters the switch and for which a flow table entry does not exist is 

considered unknown, potentially hostile and a security event. The network 

implementer will explicitly document where flows of data should exist and will 

provision these as flow table entries in the switch, using the controller; the flow 

analysis discussed in Chapter 3 is essential in planning.  

A switch can be configured as reactive, when a packet is encountered which 

does not match a flow entry, it is forwarded to the controller which creates the flow 

entry. A switch configured to be proactive will provision flows in advance. With a HP 

ProCurve switch in active mode, any VLAN configured for OpenFlow can be 

configured solely for SDN. At layer 2, there is no necessity for flooding and there is 

no requirement for a MAC address table; there is instead a flow table of allowable 

flows from node to node, packets for unknown flows are forwarded to the controller 

where they may be logged and in a system configured default secure, dropped. . 
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Other layer 2/3 protocols can also be disabled, but again manual intervention is 

required. ARP is not required if the devices on a local network are defined using static 

ARP definitions at each node. DHCP may be eliminated or the allowable paths tightly 

defined. STP and routing protocols may be completely unnecessary and serve no 

function. The access control lists or ACLs which are used as forwarding rules in 

routers are no longer required. The current OpenFlow standards allow for flows using 

a range of fields from Ethernet and IP packets and it is possible to precisely tailor 

which types of data can transit the network, to and from precisely which nodes. There 

are caveats to the security of this design. It is assumed that the controller and the 

OpenFlow control ports are on an isolated network and are not remotely accessible. If 

the controller is exposed and vulnerable, the network is vulnerable and this is true of 

many security devices used at perimeters; firewalls etc. often have dedicated 

management ports without the ability to configure a gateway, they are not routable. 

It is also assumed that there is no traditional functionality in the data path, e.g. 

that all legacy protocols have been disabled. Care must be taken as this may be difficult 

to do on current switches. Conceptually the design of the network has changed 

completely, as has its security posture. Each group of nodes appear as if they are 

directly connected via links which only support specifically allowed protocols.  
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In resolving the security issues of legacy systems, the starting points are 

challenging. Systems may be old, out of support, with legacy operating systems and 

application software, no updates, and no one remaining with the competence to 

mitigate in the original manufacturer. In a VLAN based design, nodes were grouped 

together based on functional requirements and location. For example, all the nodes in 

an equipment bay might be members of a VLAN; the controller for these nodes might 

be configured in the same VLAN as in Figure 19. Routing would be allowed from the 

controller to a historian node. 

 

Figure 19. A conventional PMU/PDC connection diagram 
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In a proactive SDN design, flows are explicitly configured from node to node. Where 

no flow has been provisioned and the controller has been configured to drop packets 

in the event of a table miss, communications will fail. A compromised node cannot be 

used to launch a horizontal attack on all the other nodes in its VLAN as in Figure 20. 

 

Figure 20: An SDN PMU/PDC connection diagram 

 

To exploit a vulnerability on the controller, a compromised node can only use 

the legitimate channel for which it has configured with the controller. For example, if 

a PMU is authorized to communicate with a PDC via TCP port 4000 only, it cannot 

exploit a vulnerability in the PDC’s SSH application, or an inadvertently open telnet 

port. Unless there is a vulnerability in the PDC’s application on port 4000, there is no 

vector for attack. 

Security analysis and planning also changes. In traditional network design nodes 

were grouped into VLANs and secured by ACLs at the gateway to the VLAN. In an 

SDN secured network, nodes can be grouped into sets where members of a set have at 

least one node which shares a communication path. Network based attacks are limited 

to members of the set. Care is taken to ensure that sets do not have overlapping 

members and that where such overlaps exist, the overlapping node is a priority for 

security logging, analysis, and mitigation.  
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Many instrumentation applications utilise multicast, multicast can be fully 

supported in the SDN infrastructure, without the introduction of the kind of 

vulnerabilities that result from having a common broadcast domain.  

One approach to preventing this vulnerability is to allow for one-way flows of 

data where possible. For example, whereas it might be essential for a historian to 

receive flows of data from SCADA or Data Acquisition equipment, it may only be 

desirable for it to have a control path as in Figure 21. That desirability may be 

outweighed by the benefit the additional security of a one-way flow may provide. 

Many instrumentation protocols take advantage of multicast and these protocols may 

be default configurable as one-way data flows. 

 

Figure 21: A PMU/PDC one-way connection diagram 

 

Intrusion Detection Systems (IDS) are often retrofitted to existing networks to 

identify anomalous communication patterns which may relate to an attack or an 

existing breach. In an SDN based design, the IDS is implicit; any data packet which is 

not part of a known and provisioned flow is by its very nature considered a security 

event. Intrusion protection systems typically respond to an alert from an IDS and take 

proactive action to block anomalous traffic. IPS exists by default, any packets outside 

the pre-provisioned flows are blocked.   

This project used Python preferentially and early work used the controller POX. 

Unfortunately, development of this platform seems to have ceased. Another approach 

taken was the traditional “screen scraping”; programmatically configuring switches 

through the CLI. Many of the tutorials used for familiarisation were based on Mininet 

and this was useful for introductory work.  
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The first testbed built with full functionality was based on Ubuntu with multiple 

network cards running Virtual Box and Open vSwitch. This arrangement allowed for 

virtual machines and real-world connections to be manipulated in a single 

environment, on a single machine. This remains the most economical and efficient 

platform constructed for development work. For physical connections only, Raspberry 

PI devices were used, and a test stack was constructed. 

The production hardware test bed was built using HP ProCurve switches, as the 

firmware was readily available with OpenFlow support, as shown in Figure 22.  

 

Figure 22. Physical schematic of test bed 
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Two racks were built using HP2920 switches, with (per rack). 

▪ Three HP GL160 G6 servers configured as a VMWare ESXi 6.5 cluster with fibre 

Channel connectivity 

▪ A minimum of three additional servers, also configured as an ESXi cluster, with 

iSCSI connectivity. 

▪ A HP EVA3000 fibre channel controller and disk trays, with typical support 

hardware. 

Each of these racks was utilised for student projects and teaching over three 

years, with all network connectivity provisioned using the HP VAN SDN controller. 

This was felt to be an effective way to develop expertise, quality assure configurations, 

and field test concepts. Unfortunately, with the division of HP and the merging with 

Aruba, development of the HP VAN controller has also stalled. Applications which 

were used initially (such as Flow Maker) have been discontinued. 

The discussion so far has emphasised security but has not discussed availability. 

The SDN controller is potentially a single point of failure. Controllers and switches 

can exchange echoes and echo replies to confirm connectivity and to determine 

latency. In the event of controller failure or of a break in communication with the 

controller, there are two approaches the switch can take. 

▪ Fail secure; packets for the controller are dropped, otherwise any provisioned flow 

continues. No new flows can occur.  

▪ Fail stand-alone; the OpenFlow switch reverts to be a standard switch. 

When configured in fail secure mode, the controller is only required at start up, when 

new flows need to be provisioned, and as an IDS/IPS. If the controller becomes 

unavailable, the network continues to function. In this application where security is 

paramount, fail secure is always used. For high availability, multiple controllers can 

be used. 

The controller also has the most significant attack surface, as does the LAN 

segment connecting to the switches and the switch controller ports. Separating the 

controller LAN from the rest of the network is an obvious strategy; most data centres 

and large enterprises have Out-of-Band Management (OOBM), where the 

management LAN uses separate hardware and where no gateways are configured.   
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In the test applications, OpenFlow enabled switches were used for very specific 

use cases. For example, 

▪ In a data centre rack to map data flows for host hardware 

▪ In a data centre rack, to map flows between VM’s 

▪ In an automation environment, to secure connectivity between Allen Bradley 

PLC’s, HMIs, SCADA and the engineering workstation. 

Using the OpenFlow switches at the access layer met the security objectives, it 

allowed traffic to be policed at ingress and prevented unauthorised flows. 

Unauthorised devices were immediately detectable as were any non-provisioned 

flows; IDS and IPS by default. OpenFlow was not implemented at the aggregation 

layer or the core of the network. When the test bed was being built, a HP3800 switch 

was also purchased to emulate a routing layer. Although OpenFlow could be used at 

this layer, no advantage was discerned from doing so for the applications under test. 

Switches can communicate capabilities to a controller. Every switch utilised in 

this project had Spanning Tree Protocol (STP) available. Where STP is available on a 

switch, this will show on the capabilities list of the controller. Where OpenFlow is 

used at the access layer, and redundant links are used to the aggregation layer or the 

core, STP overrides OpenFlow, but the controller can see blocked ports; in this case 

the OFPC_PORT_BLOCKED bit is set. Although controller may include loop 

prevention, this may not be effective between layers where OpenFlow is only used at 

the access layer. In this case, it may be most effective to leave spanning tree enabled. 

For completeness, it should be noted that there are a range of other ways to 

achieve node isolation and to enforce a hierarchical data path; these techniques are 

typically practiced in Metro Ethernet and in Data Center technologies such as private 

VLANs. 
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SDN offers the capability to eliminate a range of remote attacks, it also restricts 

the set of nodes which could potentially attack any other node. Analysing the 

remaining attack vectors, the most obvious family of unmitigated attacks with those 

associated with MAC or IP address spoofing. As this project was intended to mitigate 

legacy equipment without making extensive changes to hardware, operating system or 

software, it was assumed that most changes required to successfully perform device 

attestation, Network Access Control (NAC), or user-based quality of service could not 

be achieved. Further work is required in these areas where new devices have been 

developed.  

The question then arises, why these techniques have not been deployed in every 

enterprise network? The underlying problem is complexity. Most enterprise networks 

have been designed for simplicity, for ease of use, for adds, moves and changes to be 

facilitated in an ad-hoc manner. This is also one of the greatest underlying reasons for 

vulnerability in enterprise networking. As the techniques of enterprise networking 

were applied to cyber physical infrastructures, many of the same problems have been 

introduced to critical infrastructures.  

It is suggested that these techniques are applicable in environments which are 

highly structured, where ad-hoc changes are not desirable, and where end-to-end 

Configuration Management Databases (CMDBs) exist. In the next section, the 

desirability of structured model-based design for critical infrastructure will be 

examined, and solutions suitable for SDN will be demonstrated. 
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4.4.3 EVALUATING SECURITY EFFICACY 

In a substation, there may be many process busses, devices should only share a 

process bus with other devices for which they have common communications 

requirements. It is normally possible to have a separate process bus per bay. This 

eliminates the complexity of trunking and any attacks based on VLAN hopping.  

Devices on the process bus are configured with authorised flows only. The attack 

surface of any device on this subnet is restricted to the devices and ports which have 

flows provisioned, rather than being exposed to the entire broadcast domain. 

There will normally be only one substation bus and some form of external 

connectivity may be required for telemetry and remote control. Rather than connecting 

the perimeter firewall to the substation bus, an isolated Demilitarized Zone (DMZ) 

can be used. Only devices which must communicate with the corporate network 

connect to the DMZ, reducing the attack surface as shown in Figure 23. 

.  

Figure 23. Modified Substation network 
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SDN can also be applied to the substation bus, again restricting attack surfaces. 

From the DMZ, devices which must communicate with the corporate network are the 

obvious attack vector. The IEDs with an interface in each level are the obvious attack 

vector from the substation bus to the process bus. These solutions are for legacy 

systems and other than reducing the attack surface, do not eliminate these hosts as 

potential vulnerabilities.  

Testing criteria were summarised from [264] but also align with more recent 

practices and tools [265]. They are based on an intruder connecting an attack device 

directly to the process or substation bus. In Table 2, a red block marks a vulnerable 

category, a green block indicates that the SDN solution mitigates the vulnerability.  

 Ethernet VLAN Secure SDN 
Reconnaissance    

Host Discovery  Vulnerable Vulnerable  Mitigated  
DNS/DHCP/NTP  Vulnerable Vulnerable  Mitigated  
Enumeration    

Network  Vulnerable Vulnerable  Mitigated  
OS  Vulnerable Vulnerable  Mitigated  
Fingerprinting  Vulnerable Vulnerable  Mitigated  
Application Software  Vulnerable Vulnerable  Mitigated  
Hardware  Vulnerable Vulnerable  Mitigated  

Vulnerability Scanning    

Port scanning  Vulnerable Vulnerable  Mitigated  
Banner grabbing  Vulnerable Vulnerable  Mitigated  
Credential testing  Vulnerable Vulnerable  Mitigated  
Application software  Vulnerable Vulnerable  Mitigated  
Attacks    

DOS  Vulnerable Vulnerable  Mitigated  
Injection  Vulnerable Vulnerable  Mitigated  
MitM  Vulnerable Vulnerable  Mitigated  
Exfiltration  Vulnerable Vulnerable  Mitigated  

 

Table 2. Summary of tests on Secure SDN solution 

Testing was carried out with Nmap with some bespoke tools in Python. The 

objective was to reduce or remove the attack surface, tests show either access or no 

access. 
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4.5 USING SCL FOR SDN CONFIGURATION MANAGEMENT 

Resolving the problem of end-to-end configuration management databases is 

fortunately straightforward and was dealt with by the author in [18]. IEC 61850 was 

designed as the global standard for layered communications in substations. It 

contributes communications standards and an object based hierarchical model of all 

the control entities in a substation, with each level of the hierarchy unambiguously 

defined. As such it offers solutions to the heterogeneity of protocols, equipment and 

functionality previously found in substations. The standard defines an XML based 

language, the Substation Configuration Language (SCL) which allows a manufacturer 

to specify each component of a substation for data and control functions. This makes 

design, integration, and maintenance easier and more economical, integrating each of 

these processes. 

By automating the design of substations, IEC61850 has the potential to reduce 

errors and misconfiguration, to improve asset management and reduce configuration 

time. However, the focus in its design was on the functional requirements of a 

substation, not on security. An opportunity may have been missed here. SCL defines 

all the process related parameters and the minimal communications parameters. 

However, it is may be missing some data to describe an application from a security 

perspective; what behaviour an application has, what Ethertype, what protocols and 

port in each direction. By adding this information to the schema or making it externally 

available, security can be applied uniquely from each device, per data flow. This 

would allow the configuration of access control lists on conventional networks with 

routers and firewalls. It could provide a whitelist of traffic for an intrusion detection 

system. The previous section established the potential security benefits in using SDN 

in critical power infrastructure as an alternative to conventional network design. This 

section considers how SCL can be used as a basis for network security auto-

configuration and how the addition of application data to the SCL device 

communications schema would allow for highly secure micro-segmentation of 

IEC61850 networks. 
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In the first project to evaluate whether IEC 61850 SCL could be used as a basis 

for network security autoconfiguration, a very simple approach was taken. For any 

network function (firewall, IDS, IPS, logging), determine what fields of information 

are needed, which ones are present in SCL and what additional data must be provided. 

1. To optimally configure a firewall, the following definitions are needed.  

2. A list of each node, its MAC address, and its Ethernet address. 

3. A list of each user and the means to authenticate.  

4. A list of the allowed applications. These are often represented by a protocol(s) and 

port(s), but deep packet inspection requires a knowledge of the underlying protocol 

and its behaviour.  

5. A set of rules, where a node is explicitly allowed to communicate with another 

node using an application. This is called a whitelist; unless a node is explicitly 

allowed to communicate, its packets are dropped.  

Most of the required data to implement these requirements is available in the 

SCL file and exceptions are device dependent. To optimally configure IDS and IPS, 

the rules extracted for allowable traffic for a firewall application are usable to define 

allowable or baseline traffic. Any exceptions to this can be treated as a security event.  

An effective, comprehensive and inexpensive way to create an Intrusion 

Detection System (IDS) is to use the tables of data present in all standard network 

equipment and this was examined by the author in other work [13]. It is possible to 

identify many classes of anomalous traffic by comparing the baseline data to actual 

flows. There are many other approaches to IDS in IEC61850 environments in the 

literature, for example [97]. 

DNS and Logging systems (Security Incident and Event Management or SIEM) 

can be configured in a similar manner. SYSLOG is the default standard for 

heterogeneous systems logging however, it suffers from undefined content in its most 

meaningful fields.  
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Unfortunately, SYSLOG messages vary both from vendor to vendor, but also 

from version to version within a vendor’s own systems. IEC 62351-14 (in 

development) specifies the requirements for security logging, it will specify SYSLOG 

content and provides a global list of event identifiers. Log analysis and reporting can 

be made much more meaningful where the devices, their connectivity and applications 

are all available. 

The key area of interest in this first project was to determine if an SDN based 

system could be configured from an SCL file. In an OpenFlow managed system, every 

data flow in a network can be explicitly provisioned from node to node, with 

granularity down to the protocol level. This technology works equally at layer 2 

(Ethernet) or layer 3-4 (TCP/IP).  

It was determined that using similar data to that derived for the firewall and IDS 

application, it is possible to configure an SDN based network with available SCL and 

applications data, such that each path through the network is inviolate and tailored to 

the exact requirements of the application. Each device can communicate only with the 

devices it is intended to communicate with and only using the ports and protocols 

required.  

A prototype was developed to verify feasibility. An XML parser extracts top 

level information (project name 61850-XML). 

➢ The Header 

➢ The Substation with voltage levels and bays 

➢ The Communications section, where each subnet and AP are clearly defined. 

For each of these levels, key information is extracted with a structure. In this 

prototype, a simple class structure was created mapping to the top levels and 

instantiated per instance. The structure elements are then also extracted.  
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For example:  

1. Header (ID, Tool ID, Version, Name) 

2. Substation (Name, Description) 

a. Voltage Level (name, description) 

i. Voltage (Multiplier, Unit, Value) 

ii. Voltage Bay (Name) 

3. Communications 

a. Subnetwork (Name, Description, Type) 

i. ConnectedAP (IED Name, AP Name) 

1. IP Address (IP, Subnet, Gateway) 

2. Goose information (ID, Name) 

a. Address (MAC, App ID, VLAN Priority, VLAN) 

b. Min Time (Unit, Multiplier, Value) 

c. Max Time (Unit, Multiplier, Value) 

3. Physical Connector (Type) 

a. Type 

b. Plug 

With parsing complete, a range of objects exist with populated properties. 

In the original exercises (c. 2015) a Python library was used [266] to configure 

flows on HP2920 switches. This library was written for Python 2.x and early versions 

of the HP VAN Controller (c. 2014).  
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On retesting in 2019, it was found necessary to rewrite a subset of this library to 

make API calls, (project name VanMan). This rewrite was a proof of concept only 

with hard coded credentials and values. A code extract is shown in Figure 24.  

 

Figure 24. Code snippet of hard coded API payload in Python 

Retesting was a simple connectivity test before and after provisioning.  

The use of SCL data to provision SDN was considered to have potential to 

enhance security, whilst reducing cost, improving performance and reducing 

commissioning time and minimizing configuration errors. The disadvantage of the 

first system developed was that it was monolithic, every part was a special case. It was 

decided to examine the production of a more general system, one which could be 

flexible and modular, a model-based system. Where the underlying system design was 

more structured, it was felt that additional functionality would emerge. 
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4.6 USING SCL FOR GENERAL CONFIGURATION 

The second phase of this work is described in [19] and took advantage of the 

many advances in network automation which have begun to be implemented in 

production equipment, primarily in data centre environments. Despite the incredible 

advances in technology and the emergence of the public and private cloud, network 

technology, in particular the existence of standardised APIs, lagged greatly behind.  

Enterprise networking is a very conservative sector. Although an IEC 61850 

SCD file contains much of the information needed to configure a network, no 

mechanism currently exists to exploit this. In previous work special cases were 

demonstrated; how Software-Defined Networks (SDN) could be used to improve 

substation security [24] and how an SCD file could be used to provision data 

communications security in a substation [18].  

A more general solution was sought for the technology and vendor-neutral 

provisioning of any data communications equipment. The goal of this work is to 

remove configuration error as a vulnerability, automate documentation maintenance 

and to automatically enforce best practice.  

As complexity grows, it is more difficult to maintain design documentation, 

configuration, and integration in any complex environment. Lifecycle processes 

become a source of errors and misconfigurations, with cost, availability, safety, and 

security implications.  

Model Driven Development (MDD) and Model Driven Engineering (MDE) are 

techniques where abstract models are used to represent the important components of 

any infrastructure. In a cyber-physical world, instruments, actuators, sensors, and their 

sub-components can all be abstracted by such data models, with complete lists of 

services, properties, and their values as well as interconnections. This provides the 

potential to reduce errors and misconfiguration, to improve asset management and 

reduce configuration time. In the previous section, IEC 61850 was examined; in many 

respects it is an XML-based model of an electrical substation. 
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In the wider world of data communications, the same requirement for model 

driven design applies. NETCONF [39] is a vendor neutral protocol for the 

configuration of data communications equipment and YANG [44] is a data modelling 

language for configuration and state data. These were discussed in Chapter 2.  

In this work, it is demonstrated that a YANG model can be created from the 

underlying SCD file and used to configure any NETCONF compatible data 

communications equipment in a vendor neutral manner. IEC61850 was designed to 

specify and maintain the configuration of IEDs in a substation for data and control 

functions. This work establishes that its functionality can also be expanded to general 

data communications and security equipment, routers, switches, and firewalls. 

However, the model-based approach creates other opportunities. A full simulation of 

the system could be created rather than just a system description. If a full simulation 

exists, then it should also be possible to create a digital twin; a virtual instance of a 

physical infrastructure, synchronised in every way with the physical infrastructure. 

Over the past thirty-five years, there has been little progress in the development 

of standard Application Programming Interfaces (APIs) and data models for network 

monitoring and configuration. The Command Line Interface (CLI) is still the primary 

tool in use, combined with scripts, text files and spreadsheets. A technique called 

screen scraping is used for M2M configuration; a script logs into a device using SSH 

and emulates a human. There are many disadvantages to this approach, although a 

generation of network configuration tools have taken this strategy. 

The Simple Network Management Protocol or SNMP was an early attempt 

(c.1988) at a comprehensive API and is discussed in Chapter 2. It was extensively used 

for network monitoring but had little penetration for network configuration; its 

transaction capabilities are poor; the issues are well covered in [267]. However, a great 

deal has been learned from the use of SNMP and its underlying object model.  
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There are other alternatives. RESTCONF [268] may also use the same 

underlying YANG models but uses REST based APIs and programming standards. 

gRPC [269] is a Google project intended to introduce a Remote Procedure Call (RPC) 

based configuration approach. To manipulate network configuration for this work, 

Cisco Systems CSR1000v routers were used as virtual machines under VMWare 

Workstation 14.0. Finding a virtual switch which supported NETCONF was more of 

a challenge, a physical Cisco 2960X-48TD switch was eventually used. 

NETCONF is a very simple protocol which was designed to mirror the main 

administration tasks required by a device; to read, edit and save configurations. When 

NETCONF was developed, it was decided to leave content and data models for future 

work and a different group. It runs over a secure transport such as SSH/TLS and 

includes a set of RPC commands to communicate and change the state of a network 

device. The start of a NETCONF session (Figure 25) sees the client (controller) 

logging into the server (network device) with an RPC identified by a Universally 

Unique Identifier (UUID) and the server responding with a list of capabilities, along 

with same UUID so that the response can be correlated with the request. The protocol 

is self-defining, the server “knows” what its capabilities are and can share this 

information with any authorized client. 

 

Figure 25: NETCONF Communications 

Many network devices have the concept of running-config (the live 

configuration in memory) and startup-config (the saved configuration which will load 

on next boot). In the development of NETCONF, the IETF also included an extra 

buffer, the candidate-config, where intended changes are loaded and can be verified 

prior to being committed to the running-config. These three separate configuration 

containers are referred to as data stores. Not all of them may be present in every device 

and not all of them may be writable. 
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The IEEE is currently considering standards for YANG models to abstract the 

802.3 Ethernet family of standards [270]. However, RFC6020 still remains the 

canonical description.  

The YANG data modelling language is structured and strongly typed and could 

be used to describe any model, although it was designed specifically for network 

models and the standard explicitly states that it was written for use with NETCONF.  

YANG models its data as a tree in which each node has a name and either a 

value or a set of child nodes. At the largest scale, models are divided into modules and 

sub-modules. For ease of management, structures can be defined in sub-modules and 

imported into a main module.  

Every data model is a module with a hierarchy of containers which can be used 

to group related nodes; The example used (Figure 26) contains two containers, 1) 

interfaces and 2) interfaces-state (not shown).  

State is an important concept, it allows NETCONF to interrogate a device and 

return the current value of any parameter defined in the model. A network switch 

might have a list of individual interfaces, every attribute of an interface is a leaf and 

each leaf has an associated type. 

 

Figure 26: NETCONF Interfaces 
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Using this data model, an interface is configured. The leaf attributes are 

populated with actual values, such as description or IP address. A network device can 

be populated by using this file for configuration, or the device can be documented by 

extracting this file from it.  

Data models will typically describe some aspect of a network device, such as an 

interface or a VLAN. They can also describe services. All of this is XML and is thus 

human readable as shown in Figure 27. However, the objective is to use machine to 

machine (M2M) communications via consistent tools and using a verified database of 

underlying data. 

 

Figure 27: XML Interfaces 

 

Although the aspiration was to produce vendor-neutral tools and processes, it 

was necessary to select some specific environments to evaluate the reality of 

populating network equipment from an SCL file. Python was used as the underlying 

scripting platform due to the availability of rich existing libraries of functions for 

YANG (pyang/pyangBind), NETCONF (ncclient) and XML manipulation (minidom). 

The router YANG template was extracted from a Cisco Systems CSR1000v 

running IOS-XE 16.06.03. A Cisco C2960X running IOS15.0(2) was used as the 

source of the template for switch port configuration.  The ncclient library in Python 

allows YANG models to be gathered from the target device with a few lines of code. 

The security credentials are provided separately and do not show in the code.  
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Using the standard IETF models should ensure cross-platform functionality but 

testing across a range of equipment would be required to ensure this. One of the 

difficulties in M2M configuration of network equipment is that with every software 

release, functionality changes as does the location and nomenclature relating to 

settings. The advantage of extracting the XML model as a configuration base is that it 

maps the machine’s internal data schema; the configuration parameters of the device 

are self-documenting. 

An SCD file was generated from Schneider’s Grid Engineering Advisor v3.4.0.2 

for a sample substation, this file can be parsed by any standard XML tool. A Python 

script was used with minidom to parse for relevant IEC61850 data such as 

SubNetwork, iedName or apName and related data such as IP, IP-SUBNET and IP-

GATEWAY. In the demonstrator, GSE information was not mapped. 

For each IEC 61850 SubNetwork definition, a different network is required; 

using the CSR1000v schema as a template, an interface was populated and configured. 

This schema can then be written back to the router. The simplest way to orchestrate 

the router and switch was to use sub-interfaces at the router and to define VLANs at 

the switch, however, there are many other ways this could be approached depending 

on the scale of the site. Many switches now have layer 3 functionality and the all the 

requirements could be met by a single L2/L3 switch. 

For each AP/IED combination found, using the C2960X schema as a template, 

an interface was populated with a description (the iedNAME value from the SCD file) 

and configured in the correct subnet. 

The MAC addresses for GSE values are defined in the IEC61850 SCD file, as 

is the VLAN mapping and priority. This was not implemented in the demonstrator but 

would be feasible. Each port would be mapped with the AP in the native VLAN and 

with tagged GSE values mapped to the correct VLANs. 

As the MAC addresses are available, port security could also be applied 

automatically. This configuration can then be written back to the switch. 
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During this project, the lack of a good virtual switch which supports NETCONF 

was identified. However, physical equipment from many vendors does support 

NETCONF with software releases after c.2014. Implementing this on a legacy site 

would be more challenging.  

Notwithstanding these limitations, it has been demonstrated that it is possible to 

generally use IEC 61850 SCD files to configure standards-based network equipment 

which implements the IETF standard NETCONF and can consume YANG models, 

soon to be an IEEE standard. This provides a general solution for the automated 

provisioning of network equipment in a substation environment.  

The YANG model can be used for far more than switch and router configuration. 

It may also form the basis for reconciling security logs; IEC 62351-14 (in 

development) specifies the requirements for security logging, it will specify SYSLOG 

content and provides a global list of event identifiers. The YANG model can 

dynamically identify all IEDs which emit SYSLOG messages.  

The model can also be used for the configuration of firewall and intrusion 

detection/prevention systems and the general network management (NMS) system.  

This approach has the potential to maintain a site’s consistency even during 

dynamic phases of development, where adds, moves and changes are occurring, where 

design specification or equipment types change. In this spirt of IEC61850, every one 

of those self-documenting and self-integrating changes can propagate to the network 

configuration.  
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4.7 CHAPTER CONCLUSION 

In this chapter, solutions were sought to reduce the attack surface of existing 

infrastructures. IEC 62443 was described previously and discusses zoning as an 

approach to securing industrial systems. Such systems may have lifetimes exceeding 

that of enterprise computing equipment and in highly regulated sectors, even the 

deployment of security patches may be a challenge. In Chapter 2, techniques were 

described which might provide mitigation strategies.  

There is little discussion of Data Diodes in the literature. What has been 

published relates to the use of proprietary products or the use of bespoke protocols. 

Discussion was absent regarding the use of standard protocols and the applications 

which might be appropriate. SDN was also reviewed, in particular considering work 

relating to IEC 61850. This work focussed on communications aspects and their 

security and availability. None of the work reviewed concentrated on minimising the 

attack surface, on prioritizing attack vectors and mitigating them, even at the cost of 

reduced functionality. Although the possibility of using SCL files for dynamic 

configuration has been mentioned in the literature as described in section 2.7.4, no 

detailed work has been previously published. 

This body of work had the goal; to explore techniques which will address some 

of the key underlying reasons for systems vulnerability, whilst continuing to utilise 

existing systems and protocols. To keep the project manageable, design decisions were 

made for example, IEC 61850 was selected as a base rather than DNP3. In data 

communications the choices were easier with only IP and ethernet being considered. 

Ubiquitous and flexible connectivity were required, and much of the precursor work 

to this project involved the development of flexible unrestricted connectivity, using 

WiMax and Licensed Microwave technology [15, 16]. 

  



110 

 

One of the original goals of this work was to find solutions that were secure by 

default. The data diode is very interesting in this regard and the technique is generally 

unknown and unused in utilities, enterprise, or datacentre engineering. Commercial 

variants do exist, but they are prohibitively expensive and have high common criteria 

ratings; they are for defence applications. It was interesting as a first subproject to 

examine how easily this technique can be implemented (snipping two wires!) and what 

the limitations and application of such a system could be. Integrating this technique 

into new equipment may have no cost implications but provide guaranteed immunity 

to remote attack. Using the diode between subnets could provide a very useful 

supplement to the type of security which can be achieved through best practice; from 

the author’s perspective, ISA 62443. Implementing the diode in existing equipment is 

far more of a challenge. It requires access to device drivers at the source code level to 

disable any checks for ethernet connectivity. This work was completed in 2013 but 

was not published. The author sought a more scalable way of implementing these 

restrictions. 

For more granular and scalable control, the author sought a solution which could 

be implemented at the switch, to control how the switch handled interconnectivity at 

the frame or packet level. The sort of functionality available in ATM LAN networks 

in the 1990s was sought. By 2013, SDN was beginning to emerge as a solution for a 

range of network scalability issues and initial examination seemed to indicate that the 

type of control allowed by simple configuration with OpenFlow, could yield the 

security required for legacy devices. A learning phase followed, and a physical testbed 

was built using HP Pro Curve switches. The potential of SDN to address security 

issues with legacy equipment was unmatched by any other technology identified.  The 

approach taken was to provision flow rules statically, in advance, based on the 

requirements of nodes. The testbed was utilised with a synchrophasor PMU/PDC 

application, using Python code written by the author to emulate IEEE C37.118. This 

work was published in 2016 [24]. 
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But SDN and OpenFlow did not revolutionise networking in general; criticisms 

were that it was too complex and strayed too far from the ad-hoc way that engineers 

are used to doing things. Yet it did resolve so many security issues, and the author 

sought a way to mitigate the complexity. Various standards for automation of 

configuration communications in power infrastructure were examined and IEC61850 

was selected as the most powerful, modern, and flexible. Interestingly, anecdotal 

feedback from electrical engineers was that it was also too complex! But it remains 

the most comprehensive standard which the author could identify.  

In many cases manufacturers of instrumentation who support and encourage 

IEC61850, also provide comprehensive tools. Tools were reviewed from a range of 

vendors and vendors were also contacted directly. Unrelated to this project, the author 

has been working with Alan Bradley and Schneider Electric on secure data 

communication designs for the power infrastructure of data centres. The selection of 

tools used was based on direct availability from these manufacturers rather than on 

any industry-based evaluation.  

Schneider Electric’s provision of Grid Engineering Advisor and online 

consultation support was the determining factor for the selection of their IEC61850 

tools. The tools allow an electrical engineer with no IT training to configure a 

substation, graphically. The selection of electrical devices such as transformers and of 

instrumentation is from a preloaded dataset and can be supplier neutral. An electrical 

engineer could pass this partially completed work to an instrumentation engineer for 

the next part of the project to be completed.  

It was desired to determine if sufficient information existed in the files created, 

to allow for network provisioning. In the first instance, to demonstrate the 

configuration of standard security equipment could be achieved. As the interest at the 

time was heavily focused on SDN the author also set out to see if sufficient information 

existed to automatically provision on SDN-based network. This work was completed 

in 2017 and it demonstrated for certain categories of network equipment, that 

autoconfiguration was feasible; this was published as [18]. 
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The limitations of this work were immediately obvious. It was a first attempt 

and it was intended to demonstrate that the idea was possible, it was not an elegant or 

flexible implementation. The networking industry (and the author!) are migrating from 

CLI scripts to API-based configuration. The first project was inflexible as it was based 

on scripting. The emergence of industry standard protocols such as NETCONF and 

YANG offered the possibility of creating an extensible, modular general-purpose 

solution. The starting point was to parse the SCL file and define a set of rules for 

creating network devices. An object-oriented representation of the network devices 

and their interconnectivity constituted a base model on which all other functionality 

could be built. Using this model to create a YANG database allows configuration of 

any standards-based network equipment and the addition of a NETCONF based 

provisioning module allows this data to be actuated.  

If the desire is to provision SDN-based equipment, a separate module can 

interpret this model and create OpenFlow rules, or interface with the API of an SDN 

controller. For modelling, the same tools can be pointed at the GNS3 environment to 

create a simulation of the final working environment. The creation of a digital twin is 

aspirational and would be part of follow-on work to this project. 
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5. Securing from Remote Attack 

5.1 INTRODUCTION 

As the work described in Chapter 4 progressed, it became clear that by applying 

the techniques which had been investigated for mitigation, it could be possible to build 

devices that were secure by default from remote attack within certain bounds. The 

seed of this idea originated while exploring the data-diode concept, described in 

Chapter 3. The work described in this chapter introduces those ideas and describes the 

prototypes developed. A technical framework is described for device security which 

incorporates those ideas, more specifically than found in other frameworks [271]. This 

chapter differs from standards in that it focuses on implementation rather than on 

categorization. 

The starting point is again to assume that the networks and communications 

protocols will remain as they are, but the freedom exists to design devices and systems 

that are secure by default from remote attack. This approach assumes that secure nodes 

(PLCs, HMIs, SCADA, electric cars, drones, etc) communicate to command and 

control and data sources over heterogeneous networks including the Internet, via a 

secure overlay network; a network within a network, such as VPNs, VLANs or Zones 

in many respects. Creating a closed network is a normal part of conventional 

networking. 
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But if a VPNs concentrator is compromised, there is an attack path to the 

protected devices. If a switch is compromised, VLAN hopping becomes possible. If a 

firewall is compromised, the zone it protects may be exposed. The nodes and the 

services which comprise the SD-Node system can only communicate with each other, 

and no external node can communicate with a secured node. A compromise of the 

communications subsystem could be used as a denial of service, but the core 

processing node is protected. The author has defined this as the property of Interiority. 

One of the original ideas that was unique to the concept of “software-defined” 

was the separation of the control plane and the data plane. In chapter 4, it has been 

demonstrated that properly applied, this approach can considerably reduce the attack 

surface on a local area network. The author considered whether the same logic could 

be applied to an individual node. If the hardware, interfaces, and protocols give access 

to the vulnerabilities of a computer, operating system, and application software, none 

of which can be secured, then there is an insoluble problem. The concept of the 

software-defined node was to separate out the data payload from everything else.  

A second characteristic of almost all technologies which claim to be “software-

defined” is that of a centralised controller. There are issues in maintaining software 

and updates, of having situational awareness relating to devices and infrastructure, of 

asset tracking, and of centralised control. It is ironic that many of the better constructed 

malware packages have these characteristics, and yet the devices they attack do not. 

Cheap and reliable electronics have changed the possible strategies which can 

be taken to resolving problems.  

▪ A recent purchase of five Raspberry PI 3 Model B+ and associated hardware cost 

c. €200; by the author’s measurements, they consume c. 400mA at 5VDC once 

booted, around 2W or 10W for all five. 

▪ They will be used to replace the functionality of five rack mounted servers which 

were purchased ten years ago at a cost c.€10,000; the servers consume c. 700W. 

One of the fundamental contributions this work will demonstrate is security by 

default by a separation of duties in a node, between the communication subsystem and 

the processing subsystem.  
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There are four principle components to an Interiority infrastructure.  

1. Data communications and all protocol handling are carried out by the 

communication subsystem (COMM) 

2. The data payload is encrypted in the core subsystem (CORE) and is opaque to the 

communication subsystem. A separation of duties requiring two simple compute 

devices is no longer a significant cost.  

3. The centralized command-and-control include authentication and authorization 

(AUTH).  

4. CORE may communicate with any other Interiority device which provides a 

SERVICE based on a service registry in AUTH.  

Should the data communication subsystem be compromised, it has no access to 

the data. A data-only path exists between these two subsystems, and the only data 

which may pass is the pre-encrypted payload. An analysis of this system demonstrates 

that the only remote attack vectors are 

▪ From the processing subsystem of another Interiority node; the data 

communications of the system are unconditionally secure from remote attack.  

▪ On the cryptographic algorithms used; this is outside the scope of the current study 

▪ By Denial of Service (DoS) attacks, which can only be partially mitigated. 

This is the application of the concept of “software-defined” to a node in a secure 

system; the author refers to this as the SD-Node (Figure 28). 

 

Figure 28. A simple schematic of the SD-Node 
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This chapter is structured as follows. Section 5.2 considers the solution proposed 

in light of the existing literature on the topic. Section 5.3 discusses all the design 

considerations which are intended to be integrated into Interiority, many of these 

techniques and approaches are still under development. Section 5.4 describes the 

actual intentions for tangible development of a demonstrator for this project. Section 

5.4 describes the actual work completed and the prototypes developed.  

5.2 THE STATE OF THE ART AND THE PROBLEM ADDRESSED 

Many of the ideas which were considered in this project for the design of secure 

nodes were existing technology, this was discussed in chapter 2, section 2.9. The work 

of the Defence Information Systems Agency (DISA) in 2007 linked many of these 

technologies and this work entered the world of commercial system with the release 

of the Cloud Security Alliance’s (CSA) Software Defined Perimeter c. 2007 [272]. 

Despite such foundations, the Internet of Things (IoT) revolution occurred without 

early standards and with poor security implementations [204]. Although standards 

have emerged in the context of critical infrastructure and manufacturing [273, 274], it 

could be argued that they state the obvious minimums and practices of secure systems 

architecture.  

There are many other technical developments which influenced this work and 

have been dealt with in previous chapters. Concepts such as the Data Diode, SDN, 

NFV and SD-WAN also provided seed ideas. 

In this chapter, the intention was to build on this knowledge to create a design 

framework for a node with a minimal attack surface. Section 5.3 introduces this 

framework and further discusses contemporary thinking. The novel aspect introduced 

was to separate the communications subsystem entirely from the processing 

subsystem, minimizing the attack surface on the processing subsystem.    
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5.3 DESIGN FRAMEWORK 

Terminology can be a challenge! Only a few years ago terms such as M2M 

emerged to describe Machine to Machine communications, as is typically deployed in 

automation environments. The term Internet of Things (IoT) emerged to describe 

autonomous devices, but originally this term seemed to be used only for domestic 

devices. As more and more intelligent devices began to be deployed in manufacturing, 

the term Manufacturing 4.0 began to be used and the new abbreviation for the 

Industrial Internet of things (IIoT).  

At the World Internet of Things Forum 2019, these issues were discussed during 

sessions, and it was acknowledged that clear definitions and nomenclature are still a 

matter of debate. During these sessions, it was agreed that the boundaries were still 

not defined, IoT still encompasses domestic devices and critical industrial devices. In 

many cases, the original IoT domestic devices sold made no attempt to implement 

even rudimentary security. To emphasise the difference in automation equipment 

designed for security, the author coined the term Industrial Internet of Things for 

Critical Infrastructure (IIoT-CI); one of the longer abbreviations! The work described 

in this chapter was presented at that conference [22] and its application to smart grid 

technology was described at [275].  

The goal of this work is to provide simple, understandable, demonstrable 

solutions which are secure by default. The scope of the work must be restricted. The 

intention of the work described in this chapter was to 

▪ Produce prototypes, not production ready systems.  

▪ Write demonstration code, not code that is complete for release. 
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For a range of reasons external to the project, all code will be written in Python. 

For ease of demonstration, most of this work can be demonstrated using virtual 

machines. However, the work has been completed in such a manner that is also 

possible to build physical prototypes using inexpensive System-on-a-Chip (SoC) 

hardware. 

The initial model which was explored is a client/server type model. In many 

automation systems there is the concept of a hierarchy. There is a central master station 

which controls and monitors its domain of responsibility. There are Remote Terminal 

Units (RTUs) which provide local control and monitoring. In the power grid, the 

master station could be a power station, or the control room of the grid operator. The 

RTUs could be the SCADA system in a substation, or a range of grid connected 

electric vehicles. The techniques introduced in this chapter could be applied to many 

different environments, but the client/server type model is useful as an exemplar. 

During the lifetime of this project, some of the ideas of became mainstream. The 

Cloud Security Alliance (CSA) is an organisation dedicated to identifying best 

practices to ensure a secure cloud computing environment. These goals align very 

closely with the objectives of this chapter. To address these goals in a tangible way 

the CSA has developed the Software-Defined Perimeter (SDP). There is an SDP 

working group and the author is a member. First publications on the work from the 

Cloud Security Alliance (CSA) occurred around 2013; SDP specifications were 

released in April 2014 and updated in 2019 [214] and an open source reference 

implementation is available [276]. This project had similar principles and some of the 

ideas from the CSA have been integrated. Where the project originally used different 

terms, CSA terminology is used for clarity; there is little point retaining redundant 

terminology. 
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5.3.1 THE BLACK CLOUD 

Work done by the Defence Information Systems Agency (DISA) c. 2007 [277] 

established the concept of a Black Cloud, an application infrastructure which can be 

connected to from the Internet, but which cannot be detected and has no exploitable 

attack vector. Anecdotal information suggests some intelligence agencies may be 

using this approach for secure systems.  

Before any of the infrastructure services can be accessed authentication must 

take place. Many industry commentators note this is a best practice in any good 

cryptographic protocol. Even if a node knows where to access the infrastructure 

services, the first step of that access is authentication.  

Even though the authentication infrastructure is not advertised to any public service 

such as a DNS or a service registry, and even though it may be randomly assigned 

IPv6 addresses making it infeasible to scan for, the possibility exists of a brute force 

attack finding the infrastructure.   

A scan of a target node will show a response on any open port and allow for the 

scanner to determine what services are running. In many cases the service responds 

with a banner, and it is possible to determine the exact version of the service code, 

operating system, and exposed APIs. During site audit, the author uses a simple Python 

script which identifies services based on banners, their versions, and then lists the 

available CVEs by which to attack the services. These approaches were described by 

the author in [13]. An example from that paper is shown in chapter 3, section 3.3.1 but 

with the server’s FQDN obfuscated; the information leakage is obvious. 

As part of the Black Cloud approach, no services are advertised by the 

authorisation infrastructure, and there is no response to unauthenticated requests; port 

scans fail, and banner grabs are impossible. 

  



120 

 

Port Knocking 

Authentication should occur before any other step in a cryptographic algorithm. 

An idea which emerged around the end of the millennium and which potentially 

removes port-scanning as a reconnaissance methodology was that of port knocking, 

generating a connection attempt on a set of close ports. This was a well-known “hack” 

to Linux firewalls from c. 2000.  

Once the correct sequence of events has been received, the firewall will 

dynamically allow an external host to connect over a specific port. It is a combination 

lock for a firewall and there are no real restrictions on the complexity of the 

combination or where the combination codes are hidden. In considering if port 

knocking is valid tool, there is little evidence that is being implemented in any 

contemporary products.  

There are obvious vulnerabilities. 

▪ Where an attacker can sniff packets, a replay attack is straightforward. Dynamic 

port knocking, where the port sequence changes on a time basis based on a shared 

algorithm, might resolve this.  

▪ Denial of service attacks will be very straightforward. Inserting a single additional 

packet into the port knock sequence would convince the target server that the client 

was an intrusion attempt. 

Port knocking was considered as a possible security feature in SD-Node but has not 

been further examined; there was a better option.  

Single Packet Authentication (SPA). 

Further development of the port knocking concept was the technique of opening 

a port on a firewall by sending a magic packet to a magic port; Single Packet 

Authentication (SPA). HMAC-based One Time Password (HOTP) [215] was designed 

to open a firewall port with a single packet. SPA is achieved when a firewall accepts 

and drops this single packet but opens the connection. The packet is encrypted, non-

replayable and authenticated. Original projects with used port knocking moved to SPA 

as being more secure and more reliable to implement. A good example of this is 

fwknop [278], which stands for the "FireWall KNock OPerator". The current iteration 
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uses SPA and can be implemented on UNIX family platforms. It integrates with 

common firewall packages such as IP Tables.  

Reviewing the design and implementation notes of fwknop was extremely useful 

in setting some guidelines for implementation of SPA. For example. 

▪ Do not manipulate raw packet headers 

o The application will need administrative level privileges to obtain a raw 

socket from the OS.  

o NAT based devices may rewrite IP header fields [279] so NAT may break 

SPA. 

o If the header changes, the expected fingerprint values may show the OS as 

being different from what is expected. This may trigger a false positive on 

an IDS. 

▪ The source IP address of the client should be encrypted and embedded in the SPA 

packet. The actual IP address has travelled across the open Internet and could be 

tampered with, or subject to a Man in the Middle (MitM) attack. The IP address 

and the header should never be trusted. 

▪ Encrypt then authenticate a packet. There are a range of cryptanalytical attacks 

which this provides strong resistance to. When a packet arrives at the server, it is 

first authenticated before being passed to any decryption routine. If the packet does 

not pass authentication it is dropped. Verification of a HMAC is more 

computationally economical than decryption. 

The examples given in chapter 4 showed that the implementation of SDN in a 

local area network resulted in IDS and IPS by default. The same is true of SPA. Any 

malicious client scanning to identify the authentication infrastructure will be 

immediately identifiable, as will any failed authentication attempt. Work remains to 

be done to assess the efficacy of SPA. In a five-day public international hackathon run 

by the CSA in 2014, there was no penetration of the Single Packet Authentication 

protocol [280].  

In the Interiority design, the initial authentication takes place between the 

COMM modules across open public networks, using packets from the CORE module. 
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Cryptography 

In the prototypes developed for this project, a simple approach was taken, with 

each node in the Interiority system generating a self-signed certificate. 

Communications occur with preordained nodes only. Authentication takes place both 

ways; as in SDP, M-TLS was utilised, with both client and server authenticating to 

each other.  

In any production system, key management will be required. The presence of a 

Certificate Authority (CA) is discussed later in this chapter as part of Interiority 

infrastructure services. However, the code to orchestrate key management was not 

included in the prototype. It is important to emphasise that Interiority is not a public 

network. There is no trusted third-party, the CA is part of the infrastructure and is not 

publicly accessible. 
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5.3.2 HARDWARE ROOT OF TRUST 

Further separation of duties in the processing subsystem remains an 

implementation issue. For example, should there be a secure enclave, a repository of 

unique key information defined for that physical device? This would facilitate device 

attestation. How should that be implemented? During May 2019, a vulnerability 

referred to as Thranrgy Cat was made public, demonstrating that a poor 

implementation of a secure enclave (Cisco’s Trust Anchor module or TAm) may itself 

be a source of vulnerability.  

If there is a secure enclave, should a system be itself uniquely identifiable by its 

keys, and additionally identifiable by its owner’s keys? There are recurring reports of 

poorly thought-though applications where someone rents a car which is associated 

with them and remains associated even after they return the car; a recent and well 

reported example is [281]. The same sort of issue has been reported when people have 

resold cars. A hardware root of trust would allow any device to be uniquely 

identifiable, with the user or owner’s unique identification giving a unique 

combination.  

5.3.3 COMMUNICATIONS ON OPEN NETWORKS 

For public communications from the COMMS module, should TCP or UDP be 

used for secure applications such as this? Inarguably, TCP leaks information. Once a 

session has passed the handshake phase, it is clear to any observer that some packets 

have been accepted and perhaps some sessions have been dropped. With UDP, there 

is no way for an external observer to confirm that the UDP packet has in fact been 

accepted by the server. Datagram Transport Layer Security (DTLS) provides 

equivalent security to TLS with TCP/IP. 

With each new automation system there are variations in the usage of network 

protocols. Some of the most stringent requirements are those associated with safety 

systems, where there are serious implications in the event of message delay or 

corruption. As technology migrated from serial link to Ethernet, traditional protocols 

such as Modbus, EtherNet/IP, Profibus and POWERLINK are all found in the field as 

attempts to provide real-time Ethernet.  
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An interesting protocol standard emerged around 2010, called openSafety. The 

Ethernet POWERLINK Standardization Group (EPSG) promote their standard and 

have some terminology that is useful to reuse. The protocol can meet SIL3 in 

accordance with IEC 61508, discussed in Chapter 3.  

As defined in IEC 61784-3 

➢ A Black Channel assumes that messages are tunnelled through protocols and 

have closed application data travelling in safety frames. Integrity is 

guaranteed using CRC codes and time-based monitoring of communications 

is carried out. The content is completely independent from the underlying 

transport layer. This data channel is not quality assured and there are 

implications to using channels where failure cannot be quantified accurately. 

➢ A White Channel requires all components, hardware and software, to be 

validated in accordance with IEC 61850. There are also discussions relating 

to data integrity, however the mechanisms seem very dated; a CRC may 

detect errors but will not protect against integrity in the event of a man in the 

middle attack. More modern, cryptographically secure techniques need to be 

considered. 

5.3.4 COMMAND AND CONTROL (C&C) 

Another idea which is borrowed from the world of SDN is that of a central 

controller. Many SD-WAN vendors talk about “zero-touch provisioning”; a device is 

plugged in and immediately contacts its central controller. The controller identifies the 

device and provisions it.  

Where an SD-Node is part of an organisation’s infrastructure, the option should 

exist for command and control to be in “private cloud”, completely under the control 

of the operating company. In some cases, especially for IoT devices (lighting, 

thermostats, etc) it might be more appropriate for the manufacturer to host C&C. 

▪ Asset management is implicit; the controller has a record of all activity. 

▪ Event, error, and security logging are included. 

▪ All required services are integrated, DNS, Certificate Authority, etc. 

▪ All KPIs are recorded through the controller, as is location, status, health, etc. 
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▪ There is too much current experience with the instability of forced updates. The 

controller orchestrates (with full control by the user/owner) all future 

o Configuration changes 

o Updates  

o Upgrades 

o Functionality changes 

▪ The device’s functional instrumentation may also be remote, or cloud based. For 

example, for a PMU, the data is streamed to a cloud store where it is presented 

through dashboards or interpreted by machine intelligence etc. 

5.3.5 ENCAPSULATING DATA - PACKET STRUCTURES 

There has been a convergence to standard technologies; Ethernet, IP, TCP and 

UDP. This convergence applies to enterprise networks, data centres, wide area 

connectivity, automation, and critical infrastructure. For the fourth prototype, the 

objective was to have a general solution, where standard applications could be ported 

to an Interiority solution; the Interiority solution would take the same place as an 

overlay network in a data centre. The second prototype is discussed later in this 

document, justifying the need for unencrypted data in CORE to be encapsulated in 

packets. One approach would be to build a custom header with a message length and 

checksum field.  

The value of a custom header is that other fields can be added as required by the 

application. Originally is was felt that the disadvantage of this approach is that it can 

only be used in the close context of an SD-Node; the data must be re-encapsulated if 

it is to be passed to any other application. However, SDN has progressed and now 

even a switch’s ASICs and FPGAs can be programmed with entirely new protocols 

[282]. A more general-purpose solution would be to use standardised headers, for 

example, a UDP packet. 
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Figure 29: A UDP Packet 

A UDP packet (Figure 29) could be created in the core and relayed across an 

Interiority infrastructure until reaching an egress point, where it could be encapsulated 

in an Ethernet frame and released onto the final, secure network segment. The source 

and destination port fields could be used for application identification as they normally 

are in UDP. The message length field is the combined length of the UDP header and 

UDP data. This field could be a zero in the case of IPv6 jumbo grams [283] which 

must be disallowed. 

A TCP packet cannot be used in isolation as the length of the data section is not 

specified in the header. The length of the TCP header is specified and to calculate the 

overall length of the TCP/IP packet it is necessary to subtract this from the total 

datagram length, found in the IP header. Should it be necessary to send a TCP packet, 

it should be encapsulated as part of an overall IP packet. This will result in a substantial 

overhead, especially for small packets used in control and telemetry. Where possible 

in this project, UDP has been used in the prototypes and demonstrations. 

Most primer books on networking discussed the origins of the 7-layer model, 

with anecdotes as to how it was a compromise across many requirements, but one that 

was not entirely satisfactory to anybody. In most undergraduate courses the TCP/IP 

model is emphasised. There is commonality in the bottom four or perhaps five layers 

of the OSI model. The top layers of the model which reside within the computer, are 

less discernible and may not map to modern applications. Even within individual 

layers, there is structure.  
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An examination of the IEEE ethernet standards might yield an opinion that layer 

two is either two or three layers (Figure 30). It is a very imperfect model! 

 

Figure 30: A representation of the OSI model 

It is interesting that as with so much in computing, these models predated an 

emphasis on security. The bottom four or five layers of the OSI model are the basis 

for modern ubiquitous data communications. However, it will be well worth 

reconsidering the top layers of the model, and perhaps recreating the structure based 

on modern security requirements. This particularly suits the structure and design of 

the SD-Node, but it could equally be a reference design for any critical infrastructure 

computing device, or perhaps for any computing device. 
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5.3.6 INTERIORITY PROTOCOL LAYER 

In the SD-Node, an unencrypted payload is delivered to the core module, and in 

ISO model terms, these are the layers above layer 4. It is proposed to critically examine 

the security requirements considering modern best practices and replace layer 5-7 with 

appropriate sub-layers. 

In many security protocols, the very first action which takes place is 

authentication. In the absence of authentication, nothing else happens. SDP is an 

example and SPA has already been described. Based on general approaches taken in 

modern cryptographic protocols, the first layer in a secure application should be the 

authentication layer. Unless an encrypted packet passes authentication, it is logged as 

an anomaly and dropped without further processing. 

Once authentication has occurred, the transfer of data or further handshaking 

may commence. The next critical security requirement is to ensure the integrity of 

each packet of data. Most security protocols will use a Message Authentication Code 

(MAC) to assure the integrity of the message. There are a range of hashing algorithms 

suitable for this purpose. It is questionable as to whether greater security would be 

achieved by individually signing the packets which have emerged from a Mutual 

Transport Layer Security (MTLS) tunnel.  

The next layer in Interiority is the availability layer. The strategy used by the 

Internet is to either 1) use a connectionless protocol such as UDP, and control for 

packet loss or the arrival of packets as a sequence, at the application layer or 2) use a 

connection-oriented protocol such as TCP with sequence numbers to allow the 

reordering of packets, and to detect lost packets. In applications where the cost of 

packet loss is very high or is unacceptable, forward error correction (FEC) is used. 

Examples are in satellite data communications, or in the broadcast video industry. 

Since the 1960s, simple techniques have existed to allow data to be recovered even 

where sections of the data are missing; Reed Solomon encoding is a well-known 

approach which was discussed in Chapter 3. Where the original data (k) is encoded to 

a codeword of length (n) with the addition of (m) additional bits, in most schemes, any 

m bits of data can be lost from the codeword n, but the data k can still be recovered. 

One of the best-known examples is the common Compact Disk (CD), where a complex 

interleaved Reed Solomon encoding ensures that loss of up to 4,000 sequential bits on 
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the CD does not lead to data loss. Modern storage systems use Erasure Coding, in 

many cases very similar to Reed Solomon encoding. Consider an achievable design 

where 4/7 packets could be lost, without a retransmit being required. For Interiority 

devices which are not bandwidth constrained, a high raw data bandwidth can be used 

to ensure the recovery of information, even in the presence of data corruption. 

To use conventional networks, the functionality layers 1-4 of the OSI model 

must be retained and are implemented in the COMMS module of Interiority. However, 

layers 5-7 of the OSI model have no significance to the CORE module, whose 

requirements are security and availability.  

The Interiority layer meets the requirements of the previous discussion in this 

section in providing for security and availability, with each stage following in the 

correct order to optimise performance. 

The current Interiority model is shown in Figure 31. It is expected that additional 

discrete layers may be added in the future.  

 

Figure 31: The Interiority Protocol Model  
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5.3.7 REWRITING THE APPLICATION PROTOCOLS 

For time-critical safety applications, it may be necessary to utilise protocols 

specifically for their efficiency. In many use cases, bandwidth is no longer a constraint. 

Actions which can be carried out in hardware are limited only by the switching speed 

of electronics, nanoseconds, and microseconds. Actions carried out using software, 

are typically much slower and could be expected to execute in microseconds and 

milliseconds. Many of the protocols used for instrumentation are predicated on 

constrained bandwidth and the preference to execute in hardware. Fieldbus and 

instrumentation protocols use bits and constrained fields to transmit information such 

as analogue values and status and most protocols never considered transmitting meta 

data with raw values. For example, if a system exchanges an analogue value 

representing how much fuel is remaining, is that value in percent, gallons, litres, or 

one of many pressure values?  

The standard C37.118 for synchrophasor data has been used as an example 

application throughout this project. It is a perfect example of a protocol written with 

consideration for hardware processing and constrained bandwidth. Although this 

results in a protocol which is economical to process, it is bit oriented, and is not readily 

human readable. Libraries were constructed in Python to implement a limited subset 

of the standard, for testing data diode functionality, and later as a sample application 

for interiority. The protocol is complex, with multiple ways of representing angles and 

numeric values signalled by flags. Without a reference implementation, it would be 

difficult to assure interoperability; any tests carried out as part of the development 

might include the same oversights or misinterpretations as the code itself. Security 

was not specifically mandated in the standard. It is possible to have a standards 

compliant implementation, with no authentication, signing, integrity checks, or 

encryption. 

PMU data streams may be archived and later analysed. However, in most 

applications, the data is utilised in real time. There is no strategy in the standard to 

mitigate any loss of data. 
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In more recent times IEC61850 has emerged and though it also utilises machine-

readable messaging, it has the advantage that it also utilises XML-based schema for 

its online databases. Its characteristics are almost the opposite of C37.118.  

▪ It is human readable 

▪ It is configurable; additional parameters can be added 

▪ It is extensible; new blocks and functionality can be included 

▪ It is not efficient in its use of bandwidth; it is verbose 

In many areas of technology, these characteristics have become common. 

Storage and bandwidth are less of a concern than simplicity and comprehensibility. In 

modern network environments, infrastructures are compostable from scripts, and 

scripting languages in common use are all human readable. Systems utilise XML, 

JSON and YAML. 

5.3.8 REDUNDANT HARDWARE 

For any project it is useful to have specific use cases to work with. In this project, 

phasor data and state measurement in power infrastructure has been one of those use 

cases. In parallel work, OpenPMU has been developed as an inexpensive, open 

alternative to proprietary measurement technologies. The cost of the actual hardware 

for an OpenPMU is very modest, of the order of a hundred euros. Although no 

empirical reliability data yet exists for the hardware,  the installation of an independent 

redundant unit increases the availability of the system by an order of magnitude. It 

seems clear that a cost benefit analysis is required, but that competent planning would 

result in a system of very high availability.  
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5.3.9 SYSTEMS DESIGN 

Almost in contradiction to the feature list in this framework, if complexity is at 

the root of so many dependability issues, then the entire system should be simple as 

possible, with no features which are unnecessary. The OS in use should be modular 

and the code fully open to audit. Features should be based on reusable code blocks 

which are intended to stabilize over time, not be subject to frequent, unnecessary 

change. 

5.3.10 INTEGRITY CLUSTERING 

There are other considerations to planning an SD-Node system with multiple 

redundant nodes and there are additional benefits.  

▪ A system may be compromised, for example by physical access, and incorrect data 

may be injected for malicious purposes. 

▪ A system may be faulty and providing incorrect data. 

Consider the case where three PMU devices independently measure the same 

physical variable. With empirical data on the systems reliability, it is possible to 

calculate the mean time between failure (MTBF) of a single system. The unlikelihood 

of three simultaneous identical failures can be demonstrated, with the caveat that there 

can be no dependencies between the three systems. Similarly, malicious interference 

to inject false state into the application servers would have to be achieved on all three 

systems simultaneously. However, the output of the three devices would somehow 

have to have adjudication. 

There is a well-known problem in the design of fault tolerant systems, known as 

the Byzantine General’s problem. This is intended to describe conditions where 

systems report different information, some of the systems may be unreliable, and the 

consensus needs to be achieved. Byzantine Fault Tolerance (BFT) is the ability of a 

parallel system to tolerate such failure. Work done in 2019 (Project Byzantium) is 

intended to provide this functionality. Each sensor connects to a small computing 

device and these devices act as a simple BFT cluster. Data is parsed to extract 

measured values (MV) and these are sanity checked based on a normal distribution. 

Each unit writes a time stamped MV to each other unit and each unit then sanity checks 

its peer’s MVs. Each unit then forwards its MV and its consensus information.  
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The first project to implement this approach was to detect denial of service 

attacks or data injection attacks on systems which use GNSS for time synchronisation 

[20]. These systems are commonly used in substations for time synchronisation. This 

is a perfect application for Interiority and Byzantium. This work was also utilized in a 

separate research project intended to detect false data injection attacks on commercial 

shipping [21].  

5.3.11 RELIABLE CONNECTIVITY 

Some of the characteristics which have made Ethernet unsuited to process 

control have been mitigated by overlaying standards. Conventional commercial 

technologies such as Spanning Tree may not have met the performance requirements 

of process automation and have been augmented by technologies such as Parallel 

Redundancy Protocol (PRP) and High Availability Seamless Redundancy (HSR). 

Other conventional technologies such as VLANs and prioritization are also specified 

by IEC61850.  

In doing fieldwork on sites with proprietary SCADA and PLC systems, the 

network topologies are also often proprietary, with non-standards-based Ethernet rings 

commonly used. The frames are Ethernet, but the management of the redundancy is 

not. It is not useful to generalise regarding Ethernet connectivity. In safety related 

applications, there may be very stringent requirements which may have a regulatory 

basis. However, it can be assumed that any design should include options for multiple 

points of physical connectivity.  

Where the Raspberry Pi has been used for prototyping, it has been possible to 

use the Ethernet port and wireless connectivity for this purpose. Although wireless has 

many undesirable characteristics for use in critical infrastructure, it has the advantage 

that there are no dependencies between the wired and wireless infrastructure which 

support the device. 
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In Chapter 4, SDN was introduced as a technology which can mitigate security 

and availability issues with conventional nodes, networks and services. One of the key 

characteristics of a software-defined system is that the network traffic is deterministic. 

Anomalous traffic or attempted intrusions are immediately obvious and IDS/IPS are 

available by default. With SD-WAN there is also concentration on extracting dynamic 

network performance metrics; latency, bit error rates, jitter, are all measurable and 

available to both the routing algorithms and to the device operator. On a dynamic 

routed network, the existence of multiple paths is implicit. Where possible the 

desirable characteristics, dynamic response and situation awareness demonstrated by 

SDN-based solutions will be integrated into the SD-Node framework.  

As both sides of an interiority communication have access to an NTP 

infrastructure, time stamping communications is feasible. For very little additional 

effort, this allows the performance of each of the redundant links to be compared and 

metrics to be gathered. As is the case with SD-WAN, should a path become unreliable, 

traffic may be routed to the other path.  

As with all other aspects of Interiority, the NTP network is private, but it is also 

coherent. Having independent distributed clocks introduces risk; this is dealt with in a 

critical infrastructure context by the author in a recently submitted paper [20]. The 

approach taken in the paper is to introduce sanity checking by distributed clocks both 

to resolve fault conditions and to detect malicious activity. Verification of the 

synchronisation of both sides of the time infrastructure is a design requirement in 

Interiority. 
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5.3.12 DENIAL OF SERVICE MITIGATION 

One of the attack vectors not mitigated by the existing work is that of Denial of 

Server (DoS). Even where payloads are encrypted, traffic which flows across open 

networks exposes meta-data, including source and destination addresses.  To prevent 

this is it possible to 

▪ Use site to site VPNs, obfuscating all internal traffic 

▪ Use SD-Wan where the traffic enters a private WAN without ever egressing on 

the public Internet.  

In cases where this is not possible, a mitigation strategy was required. As the 

IETF was already working in this field, the author joined the DOTS Open Threat 

Signalling mailing lists to follow developments. Quoting from the requirements 

document; “DDoS Open Threat Signalling (DOTS) communicates the need for 

defensive action in anticipation of or in response to an attack but does not dictate the 

implementation of these actions”.  

As time of writing, requirements have been defined [284] and a range of other 

RFCs are awaiting publication or write-up. It is intended to integrate DOTS into 

Interiority. 
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5.3.13 DATA STORAGE 

Conventional cloud data stores such as Amazon quote 11 nines of durability. 

Throughout this project, there has been an emphasis on systems which are secure by 

default. Consider long-term storage in systems of record.  

At the end of a period in a state measurement system for the power grid, the 

PDC holds archival data. The data is an archive of actual measurements, there is no 

reason for an application to change this data; this is generally true of systems of record. 

It would thus be desirable to make this data immutable.  

The simple and demonstrably secure way to achieve this, would be to physically 

disconnect the write-head on the hard drive. This is intended as an example rather than 

a proposal, but it gets across the concept. Some cloud vendors already offer this service 

[285] but it may not be truly secure; there may be dashboard options which allow the 

deletion of data. A malicious actor with administrative privileges would still have the 

capability to delete this data. A secure-by-default system cannot have these options. 

Archival storage with Write-Once Read Many (WORM) characteristics should be 

deployed.  
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5.4 INTERIORITY - GOALS, OBJECTIVES AND SCOPE 

As with all the technical work in this project, it was necessary to define a clear 

scope and objectives before commencing. The object of the work described in this 

chapter was to describe techniques which could be applied when building new 

systems, specifically, components of automation systems, remotely accessed devices, 

devices from Machine to Machine (M2M) environments. One of the themes 

throughout this project has been work on Phasor Measurement Units (PMU) as a 

demonstration application. However, it was intended that the techniques described 

here would be as applicable for an electric vehicle (EV), autonomous drone, or any 

Industrial Internet of Things (IIoT) device.  

At no time was there any intention to build finished deployable systems, or to 

create product-ready code. To put that in context, when the reference build for the first 

version of the SDP was being constructed, a full development team was deployed and 

a budget of half a million dollars was provided [276].  

Where possible existing libraries have been utilised; for example, developing a 

refactored replacement for OpenSSL, whilst desirable, would exceed the typical 

workload of a doctoral project. Wherever techniques can be demonstrated, they will 

be demonstrated with example code only. 

Some of the techniques demonstrated in this chapter, would be more elegantly 

completed by rewrites of Linux kernel code and drivers. Again, this was considered to 

be out of scope. Where straightforward solutions exist to demonstrate a technique, 

these solutions have been used. 

For ease of development, most prototyping was be done with virtual machines. 

Where hardware was required, minimum requirements were met with the Raspberry 

Pi. 
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A summary feature list considered in the design framework is shown in Table 3, 

along with the status of implementation at time of writing. The following section gives 

a detailed description of each prototype. 

Feature Status Prototype 

SPA Tested with fwknop as per [286] 

 

3 

M-TLS Tested with local CA 

 

3 

TPM Not yet implemented 

 

 

D-TLS Initial tests 

 

3 

C&C Tested DNS and CA only 

 

4, 5 

Integrity Test including a MAC 

 

3 

Availability 

Encoding 

Not yet implemented 

 

 

Application 

Protocols 

Not implemented, project specific 

 

 

Clustering Not yet implemented 

 

 

Reliable 

Connectivity 

Initial tests with Wireless and 

Ethernet 

 

1, 2 

DoS 

Mitigation 

Awaiting standards development 

 

 

Data storage Not yet implemented 

 

 

 

Table 3. Design framework features and thier status 
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5.5 THE SOFTWARE-DEFINED NODE 

The software-defined node was described in the introduction. With the 

processing system protected, the next challenge was to eliminate as many threat 

vectors as possible from the communication subsystem and over several years, the 

author has utilised a range of technologies to achieve this. 

5.5.1 FUNCTIONALITY IN COMM 

It is essential to ensure there are two interfaces to a redundant local area network. 

Using the Raspberry Pi, it is possible to use the wired and wireless interfaces. 

1. Make a connection to the local network and if available, authenticate to the local 

LAN with IEEE 802.1x or similar with EAP-TLS. Direct Internet connectivity is 

preferred. 

2. Obtain IPv4 and IPv6 addresses. preferentially use IPv6 

a. Make a connection to AUTH using Single Packet Authentication and M-

TLS 

b. Time synch to AUTH-NTP and compare to local time source 

c. Continuously compare communication metrics between the two interfaces. 

d. Preferentially use the most attractive path/interface. 
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5.5.2 FUNCTIONALITY IN CORE 

CORE connects to a process or other source/sink of information, or it may connect to 

higher level processes which are not related to Interiority. All packets are constructed 

in Interiority, encrypted, signed, and forwarded to the serial link. 

1. Instruct COMM to open the correct connection. If a safe return path exists (e.g. 

via hardware handshaking), wait for a good connection. 

2. Encrypt all traffic into a binary packet and sign it. 

3. Request access to a service from AUTH. 

a. Receive the service response 

i. Service endpoint information 

ii. Ticket 

iii. Time stamp 

4. Open a M-TLS connection to SERVICE, telling COMM where to find the 

SERVICE gateway. 

a. Encrypt the ticket into a binary packet and sign it. 

b. Perform whatever service handshaking is required. 
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5.5.3 FIRST PROTOTYPE 

As a first test of this concept, a remote telemetry application was utilised as 

shown in Figure 32. Many marine instruments (such as GPS or sonar) are capable of 

transmitting data in an ASCII text format, NMEA0183; there are many versions of 

this standard but the basic sentence structure is defined in [287]. At the time the 

prototype was developed (2017), OpenPMU used a similar data format. A simple 

prototype was devised with a fixed configuration. 

 

Figure 32: the first prototype of the SD-Node 

 

The NMEA sentences are particularly easy to use for an early prototype.  

▪ They have a maximum length of 82 characters 

▪ There is a start delimiter; they begin with $ (0x24) or in particular cases with 

encapsulation; ! (0x21) 

▪ Fields are delimited by a comma (0x2c) 

▪ There is a checksum which can be used for data validation delimited by * (0x2a) 

▪ Carriage return (0x0d) and line feed (ox0a) symbols are reserved and denote the 

end of a sentence. 
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The kplex server [288] is an open source software multiplexor intended for 

Linux systems. It accepts NMEA data from any source (serial, UDP, TCP) and 

forwards it to any other source or to a text file. The first prototype forwarded 

positioning data from a boat to a remote data centre. The networking equipment was 

conventional, using an inexpensive Mobile Wireless Hotspot (MiFi) device. In this 

prototype, the core device was unconditionally secure, the data was telemetry only, 

and no encryption was used. In this simple configuration, the core was unconditionally 

secured from remote attack, however the functionality was little better than that 

achieved using a data diode. Later versions of this, still in use, relay commercial 

bathymetric survey data. 

5.5.4 SECOND PROTOTYPE 

Some of the characteristics of NMEA0183 simplify communications. The start 

of any frame of data is defined, the end of a sentence is defined. Transmitting binary 

data over a serial link where there is an underlying structure is problematic. Where 

does the structure start and end? It was concluded that there are very few options. 

▪ All binary data must be encapsulated in a frame which identifies the length of that 

frame. 

▪ Intermittent binary data may be transmitted asynchronously when the frequency 

of data packets is deterministic; for example, if a packet is emitted every second 

then the time out on the serial port can be set to 0.5s 

In the original evaluation of the data diode, libraries were built for C37.118, the 

international standard for Synchrophasor data communication. In the second 

prototype, these libraries were used to test data from a simulated phasor measurement 

unit (PMU) to a simulated phasor data concentrator (PDC). An extract one of the class 

libraries is shown in Figure 33 and this makes a perfect example. 
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Figure 33: A demonstration class from C37 libraries 

 

The second field in a C37.118 data frame is the frame size. This field allows 

both sender and receiver to identify the size of a binary data frame. A later adaption 

of the code developed for the test of the network diode was re-implemented in a simple 

SD-Node configuration. This had the same characteristics as the first prototype but 

identified the issue of framing binary data and provided a resolution that was relevant 

for the project.  
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5.5.5 THIRD PROTOTYPE 

The previous prototypes secured the data source only. The third prototype was 

intended to demonstrate these techniques being applied at both ends of the 

communication and included the implementation M-TLS, as shown in Figure 34. For 

simple applications such as phasor data, a client/server relationship allows for the 

creation of a very simple secure topology using the interiority approach. 

 

Figure 34: Client/Server Interiority 

 

In this case, the same design pattern is used at either end. The core module must 

support multiple income streams and be able to differentiate between them. Creating 

this prototype is a straightforward modification of code and techniques developed for 

the previous prototypes.  

The type of applications which can be secured using the first three prototypes 

were directly relevant to the original goals of this project. Secure and reliable 

communications for critical infrastructure, specifically smart-grid applications in the 

energy automation sector. By using standard encryption techniques on the data stream 

egressing any CORE PMU, it is possible to satisfy the following criteria: 

Authentication, Authorization, Confidentiality, Accountability, Privacy, Integrity. 

Nothing in the model above provides high availability. A general solution was sought 

with the characteristics of the third prototype, but valid for any protocol and any 

application.  
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5.5.6 FOURTH PROTOTYPE 

In some cases, packets and frames can be built by the Interiority application and 

relayed through the interiority infrastructure however, it would be desirable to have 

the same flexibility as a VPN tunnel. Where a VPN tunnel exists, most applications 

can consume this VPN transparently. For example, if an application uses Kerberos, 

configuring the application is a straightforward administrative task. However, to 

reimplement the application such that all its functionality would be available to 

Interiority core would be an incredible challenge. No standard way exists to run a VPN 

over a serial line. 

Linux is a very flexible operating system and techniques were sought to easily 

allow any standard application to operate from the core through the Interiority 

network. As a solution path was identified, this prototype was developed which was 

not originally planned or foreseen.  A two-step solution was identified. 

The first requirement was for a dummy interface. These are very similar to a 

loopback interface which is created as standard. It is a virtual interface which a 

computer can route traffic to without the traffic being transmitting. It is commonly 

used for testing and debugging and had a long history of use with dial-up systems. 

With IPv4, a point-to-point link is normally configured as a /30 address. Reserving the 

address space 192.168.254.0/24 for such links yields 64 subnets. Consider the first 

available subnet.  

This subnet has four addresses. 

▪ The subnet address 192.168.254.0/30 

▪ One side of the link 192.168.254.1/30 

▪ The other side of the link 192.168.254.2/30 

▪ The broadcast address 192.168.254.3/30 
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By creating a dummy interface with the IP address 192.168.254.1, traffic can be 

sent to this interface without egressing the system. In the example below this interface 

is “3. Interiority1”. 

The second requirement is to make this traffic available to the Interiority 

application in a binary form. The capture of Ethernet packets is considered precarious 

from a security perspective and most systems make it quite difficult to achieve. In 

Linux and Python, when running applications with administrative privileges, it is 

possible to open a raw socket to this interface and capture all inbound and outbound 

data. A conventional and unmodified application running under the operating system 

appears to be sending frames or packets to a conventional interface, with a MAC 

address and an IP address. 

 

Figure 35: Creating a dummy ”Interiority” interface 

Figure 35 shows the output of the ip addr command on a CORE module. It 

shows a conventional loopback address, the actual ethernet interface (ens33) and the 

virtual interface (interiority1) with a legitimate IP address and MAC address.  

Despite the port status showing UNKNOWN, any application tested which used 

this interface worked without error. 
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For testing purposes, it was necessary to be able to capture and verify all packets 

sent to the Interiority interface, this provides a debug tool for the fourth prototype. 

Running an Interiority diagnostic tool (Sniffer.py) opens a raw socket to the virtual 

interface and listens for traffic. Opening a second console to the same CORE allows a 

ping task to be run, and the ICMP ethernet frames are captured. The tool shows header 

information only, however the entire frame is captured. Figure 36 shows an example 

output from this diagnostic. 

 

Figure 36: The output of the sniffer tool 

 

This simple technique allows almost any standard application to be passed over 

Interiority without complex rewriting of the Linux kernel or the application. 

5.5.7 ACCESSING SERVICES FOR THE FOURTH PROTOTYPE 

As was stated during the introduction, a software-defined infrastructure 

normally has a controller. In SDP the centralised infrastructure is divided into the 

Authentication service and the Application services. Interiority takes a similar 

approach. 

The fourth prototype created an SD-Node which could be used for a range of 

general applications. However, the server infrastructure demonstrated in the third 

prototype is fixed in nature and cannot be adapted for general use. For general use, an 

infrastructure is required to secure a flexible server location and to secure the services 

required to make a complex application work.  

  



148 

 

The original work on this project was referred to “Kerberos in the cloud” and 

provided a range of hidden functionality. In the rest of this document, these are 

referred to as the AUTH services. 

▪ Kerberos (AAA) 

o Authentication 

o Authorisation 

o Accounting (logging) 

▪ Security database (LDAP) 

▪ Time synchronisation or confirmation if a local source exists 

▪ Name resolution 

▪ Certificate authority 

▪ Controller (dedicated and domain specific) 

The SD-Node needs some seed information, the location of its authorisation 

server. This could be a hardcoded IP address, or it could be a range of locations 

identified by time-based algorithm. This sort of technique is commonly used in 

malware to allow for multiple command control locations if authorities begin to take 

down the command and control infrastructure. This has not been explored and remains 

to be investigated. 

Although the prototypes built as part of this work used IPv4, the use of IPv6 

holds many advantages. In particular, only the subnet of the authorisation server would 

need to be hardcoded. This gives the capability of dynamically moving the 

authorisation server amongst 264 addresses based on a dynamic algorithm. As was 

established in chapter 3, IPv6 subnets are infeasible to scan. 
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Figure 37: SD-Node, COMMS and AUTH 

An overview is shown in Figure 37. If the SD-Node device has a seed location 

for its infrastructure services, then this information would not need to be generally 

available in public servers. Most network services are advertised via DNS for 

convenience. When teaching audit principles, students will be pointed at 

infrastructural sources of information, such as DNS, DHCP, and logging servers. 

Many modern networks have clean homogenous designs, with a central Active 

Directory (AD) server hosting DNS and DHCP. A single AD server may provide all 

the key information needed by an auditor for initial reconnaissance. Unfortunately, 

these sources provide the same information to any potential intruder. There are some 

mitigations available, but DNS and DHCP were intended to be generally available to 

all network users; this is a key source of vulnerability. 

An ideal build for this infrastructure would be with separate servers connected 

using secure SDN as defined in chapter 4. Each server would only be accessible on 

specific ports to authorised clients, and with no access to the control plane, there is no 

vector to remotely subvert this network. 
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5.6 CHAPTER CONCLUSIONS 

There are many components which could be used for security mitigation and 

many of these are not new. Around 2013, many of these ideas were published as SDP, 

as described in Chapter 2, section 2.9. Work on the SD-Node paralleled some of the 

components of SDP and although these techniques were maintained, they are not 

considered a contribution. One aspect of the SD-Node work which was not 

implemented in SDP is that of the separation of a node into communications and core 

subsystems, where the core cannot be accessed from the communications node, or 

directly from the network connections. This application of diode-like functionality to 

a single node is a unique contribution. 

One of the objectives of this project was to develop a design framework within 

which new devices could be created where security could be assured. This is a 

challenging task which seems to have eluded most manufacturers of IOT devices and 

much of the world of automation. Any approach taken cannot rely on hardware, 

operating systems, or software to be secure; it must somehow be independent of all 

these things. 

Many of the components of Interiority exist as techniques which are used in 

specialist cases in commodity software and hardware or for specialised security use 

cases. However, the first contribution made was to assemble these techniques into a 

workable framework. Many reference architectures have been developed in recent 

years, none have taken this approach [289]. This will remain an evolving topic, as new 

techniques and protocols become available.   

The unique contribution made as a security architecture is the reduction of the 

attack surface of an Interiority node to a remote attacker. The notion of SD-Node was 

a separation of duties; the part of the system exposed to remote attack (COMMS) has 

no visibility of data, and no path to exchange data with the core processor of the node 

(CORE). This simple mechanism eliminates almost all vectors for remote attack. The 

remaining avenues for attack are 

▪ By compromise of a participating interiority node, essentially an insider attack. 

▪ By breaching the cryptography of packets in transit. 



151 

 

A range of systems have been built using variations of the prototypes discussed 

in this chapter. Systems implementing the C37.118 protocol were functional and were 

utilised for test and evaluation but were not used to communicate real data. It is hoped 

in the future to integrate some of these techniques into the OpenPMU project. The 

potential to provide PMU systems which are secure from remote attack would be a 

significant differentiator. 

At the beginning of this project, the third prototype was envisaged as being the 

final step. The ability to take data with semantic content, encapsulated in a suitable 

frame packet, and securely exchange this information with a remote server. The fact 

that the packet can be a custom construct allows it to meet requirements of both 

reliability and security. In an environment where computational power and bandwidth 

are not constrained, the use of error correcting codes potentially eliminates the 

conventional approach of resend requests at either the session layer or the application 

layer and is far more suitable for systems with real-time requirements.  

During this work serendipitous discoveries were made. It proved easy and 

straightforward to route packets from any conventional application running under the 

Linux operating system from the Interiority core; almost a man in the middle attack. 

This technique expanded the functionality of Interiority greatly and it appears that any 

conventional application will be functional in an Interiority-based network without 

being rewritten. The final prototype emerged from this work; it was not originally 

envisaged. Inadvertently, this technique provides the basis for a host-based IDS. 

Further work will be required to explore this potential. 

If accurate timing is built into every system component, then the cost of time-

stamping data packets is a few bytes. Performance management of the network path 

can be built into the system, without extra cost or complexity. 
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6. Conclusion 

6.1 INTRODUCTION 

The ideas for this project had their genesis almost 20 years ago. Whilst working 

with the fibre transceivers to connect switches in a remote building, it became obvious 

that with one simple change in connections, the remote building could send telemetry 

but not receive any data. This was simple and obvious to anyone working with network 

equipment. So why was it not used as a security technique?  

This idea started a process of research and experimentation which became 

formalised with this project. In 2018 this simple idea was presented to a postgraduate 

class group consisting of well qualified (CCIE) and experienced datacentre engineers 

of one of the biggest companies in the world. After stages of disbelief and realisation, 

the group broke up to build one.  

Research showed that this idea had first seen the light of day in Australian 

military intelligence around 1996. Yet it is almost completely unheard of in 

commercial and enterprise network design. In this project the author has endorsed the 

standard IEC 62443 as being practical, applied, and relevant, setting it aside from the 

vast paperwork exercise that categorizes many of the available standards families. Yet 

even this standard, intended for sites with automation and enterprise networking, does 

not utilize this technique. 

The idea that nodes or sites might be made secure by default from remote attack 

was the seed behind this entire project. 
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6.2 ONE-WAY DATA FLOWS 

The first work on this project involved the use of the data-diode; prototypes were 

built and tested, and Python libraries were built to emulate C37.118, giving an applied 

and practical test platform for the technique. The problem was readily solved in 

hardware and test systems were operated successfully. The constraints of one-way data 

flows were expected, and the tests were satisfactory; however, some issues were not 

easily soluble. For example, to make a node operate as explained in Chapter 4 involved 

the node ignoring Ethernet carrier sense; this proved very difficult to implement at 

anything other than the driver layer. To implement it at the driver layer meant building 

a custom driver for any network card and any operating system used. Although it 

would be economical to do this as part of the development of a new system, it did 

severely constrain the application of this technique to existing systems.  

Many systems have a lockdown mode with a high-security firewall profile; 

Windows has had this functionality since XP Service Pack 2. However, the system 

remains connected and any underlying vulnerability remains exposed. Where a system 

is suited to one-way operation (e.g. instruments, sensors, etc) this should be built in 

during design. It is an operational matter as to whether equipment is always locked 

down, occasionally open for maintenance, or locked down during a security event. 

Recommendation 1. New systems which are suited to one-way flows should be 

designed with a lockdown mode disconnecting the receive functionality completely. 

PMU applications are an example of an instrument to which this could be applied.   

 

It is easier in many respects to segregate entire subnets. In the case of a 

substation for example, telemetry can issue from the substation but without exposing 

the substation to remote attack. All the devices which must interact within the 

substation, remain free to do so. 

Recommendation 2. The zoned designs of IEC 62443 should be augmented with 

diode functionality; a demarcation point where the correct operation of the site is 

retained but where the activity behind this point is not vulnerable to remote attack. 
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6.3 ASSET TRACKING AND ACCESS CONTROL 

How is it possible to assure the security and availability of an infrastructure 

where the constituency of that infrastructure is unknown? In the absence of full 

situational awareness, any view taken on security posture is an illusion.  

A starting point is to understand what devices should be connected to any 

network, what their characteristics are, and what “normal” means in terms of data 

flows. Once an infrastructure is base-lined, anomalies become apparent. It is 

interesting that Chapter 3 concluded that almost every infrastructure can self-report 

this information, all that is needed are the tools and an awareness of the importance. 

Intrusion detection is implicit and where access control is applied, intrusion protection 

is also implicit. This is most easily applied and most safe when implemented on an 

SDN based network, but some mitigation can be applied to almost any network 

infrastructure. 

Recommendation 3. Every network infrastructure should have a strategy for 

situational awareness. It should be aware of every authorised asset and by 

corollary, should be aware of every attempt to connect an unauthorised node. 

 

Unfortunately, it is very easy to spoof MAC addresses. Although situational 

awareness provides some protections, it is not fool proof. Further work is required to 

ensure new nodes can perform device attestation and that the network has an access 

control which supports the mechanism used by the devices. Certificates which have 

been installed on the local machine can normally be copied and offer only minimal 

extra protection. The inclusion of a hardware root of trust on automation devices seems 

unavoidable. 

Recommendation 4. New designs should include for nodes with a hardware root of 

trust which can perform device attestation, uniquely identifying themselves to the 

underlying network architecture, which should implement network access control. 
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6.4 SDN AND MODEL BASED DEVELOPMENT 

The technology was sought to implement one-way data flows in a manner that 

was more scalable. Firewall technology was developing rapidly but remained with all 

the weaknesses of conventional hardware, built with conventional operating systems. 

A firewalled infrastructure is only secure until the next zero-day vulnerability; it is not 

secure by default from remote attack. The author had worked on ATM-based LAN 

technology in the 1990s and had used its functionality for dependability by default. 

Where controlling devices were installed on isolated subnets, the ATM infrastructure 

appeared as a circuit switched infrastructure with quality of service. From around 

2002, it became apparent that this technology would not perpetuate on the LAN. The 

same functionality was sought using conventional Ethernet and by 2010, research on 

SDN began to emerge. It was apparent that this technology would offer the same 

control, the same ability to isolate control and data planes, and potentially with the 

controller network isolated, security by default from remote attack. Early work in test 

environments seemed to confirm this. 

Two test beds were built using Hewlett-Packard switches. These switches were 

selected as they were available, inexpensive, had perpetual support for firmware 

updating, and had a firmware option which included OpenFlow. These testbeds are 

currently being reimplemented using the Ryu controller. Work remains to be done in 

fully defining underlying models for the test bed and fully automating provisioning. 

At present, the author does not have access to an IEC 61850 physical test bed. 

Recommendation 5. In any critical infrastructure discipline, extensible standards 

should be created for underlying models which define any parameters related to 

configuration and communications.      

 

Where controllers are isolated and flows are explicitly defined, an SDN based 

network may reduce the east-west attack surface of network nodes and isolate nodes 

from an external source of attack.  

Recommendation 6. In critical infrastructure, SDN should be considered as a LAN 

technology for its security and availability characteristics.      
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6.5 SDP AND THE SD-NODE  

It has been demonstrated that it is possible to design infrastructures which are 

inherently safe in the absence of perimeter security. Entirely separate from this project, 

the work at DISA, and the later work of the CSA and the development of SDP used 

this approach.  

Recommendation 7. Where new systems are being designed, the principles of the 

software-defined perimeter should be considered.       

 

The contributions made by this project demonstrate that a node which is part of 

an SDP infrastructure can be made secure from remote attack from almost all common 

factors. There are some exceptions. 

1. This strategy prevents remote attacks; attacks from within the infrastructure 

remain possible. 

2. Denial of service attacks can be mitigated but not prevented. 

3. A vulnerability in the cryptographic protocols used will still expose a node to 

attack. 

There are characteristics to the design of such a system and to the nodes which 

constitute it; these have been defined in Chapter 5 and will not be repeated here. It 

should be reiterated that this work is the start of the project, it will take years to fully 

flesh out all the details and even longer to fully verify.  

Recommendation 9. Where new devices are being designed, the principles of the 

software-defined node should be applied.       

 

Churn and complexity have been identified as the key characteristics creating 

availability and security issues. It seems clear that development time must be 

extended, that systems must evolve and mature, that they should be built in a 

minimalist manner from reliable, reusable components, that these components should 

be auditable. No recommendation will be made; it would be more appropriate to wait 

for the outcomes of the standards body working on this issue [290]. 
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