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Abstract 

Generating automatically a hexahedral mesh for a  3𝐷 domain of arbitrary complexity is a 

challenging problem that has puzzled the research community considerably. As opposed to 

tetrahedral mesh generation, there is no existing algorithm that can operate with the push of a 

button and produce the result that the analyst is expecting. Most of the times manual 

intervention is required. Due to this fact, generating a hexahedral mesh is often the most time-

consuming step of a simulation. More precisely, in many cases analysts manually decompose 

the domain into blocks and then use existing methods to generate a hexahedral mesh in each 

of these regions separately. However, decomposing even a simple model into blocks is not an 

easy task and requires a lot of experience and skills. 

During the last decade a lot of focus has been given in trying to understand the underlying 

structure of a block decomposition in an attempt to automate this process. It has been observed 

that, some critical lines of the decomposition where other than four blocks join (called 

singularity lines) are of high importance. This has motivated many researchers to develop 

methods that first identify these lines and then, based on them, generate the decomposition of 

the domain. However, even for simple models these methods often fail to identify all the 

necessary singularity lines and, as a result, a block decomposition cannot be created. In this 

thesis, a novel approach of generating singularity lines and using them to generate block 

decompositions of  3𝐷 domains is presented. As opposed to existing algorithms that rely on a 

tetrahedral mesh that discretizes the domain, here the medial object (or medial axis) of the 

domain is used. The key contributions of the work can be summarised into the following three. 

 A method that utilises the structure of the medial object and the directional 

information of its touching vectors to generate a novel direction field that consists of 

frames on medial vertices and medial edges and cross-fields on medial surfaces is 

presented. 

 A method that utilises this direction field to construct singularity lines on the interior 

of the domain (as far as possible from the boundary) and a set of streamlines emanating 

from them (that represent partition surfaces) is presented. 

 A method that utilises the proximity information that is encapsulated by the medial 

object to extend singularity lines, streamlines and concave features of the domain into 

a set of partition surfaces that divide the domain into block regions is presented. 
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Furthermore, the proximity information that is encapsulated by the medial object provides 

additional information that proves useful to understand the reason the singularity lines appear 

on the interior of the domain. Based on that, limitations are presented and suggestions are 

proposed on possible paths of research to tackle them. By making the connection between the 

medial object of the domain and singularity lines, a new step is performed in the way to 

generating a method that can automatically create a hexahedral mesh for an arbitrary model. 

At the current stage, the method is presented for models of simple or moderate complexity that 

are useful to experiment and provide a framework to investigate and extend the capabilities of 

the method. In order for the method to be able to analyse industrial models of high complexity 

further development and research is required. 
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Glossary 

In this section, some important terms used throughout the thesis are listed along with a simple 

intuitive definition. This will assist the reading of the thesis, since the reader can always refer 

back whenever a term needs explanation. Proper definitions of the following terms are given 

at the corresponding chapters throughout the thesis. 

 Block decomposition: The collection of block regions (regions that have six bounding 

faces and are effectively deformed cubes) which, when united form the 3𝐷 domain 

which is considered. (more on section 3.2.3) 

 Singularity lines: Singularity lines are critical internal lines of a block decomposition 

(where other than four block regions join) or critical internal lines of a hexahedral 

mesh (connected mesh edges where other than four mesh elements join). (more on 

section 3.2.3) 

 Partition surfaces: Partition surfaces are 3𝐷 surfaces that are either connected to 

singularity lines or to concave boundary features and split the domain into block 

regions. (more on section 3.2.3) 

 Streamlines: In the current work, streamlines represent the intersections of partition 

surfaces with the medial object of the 3𝐷 domain. As a result, they are curves that lie 

on the medial object and are connected to singularity lines and /or to concave boundary 

features of the domain. (more on Chapter 7) 

 Singularity line network: This term refers to complete set of singularity lines of the 

domain. From this network of lines partition surfaces emanate and decompose the 

domain into blocks. (more on Chapter 6) 

 Internal line network: This term refers to the set of singularity lines and streamlines 

that lie on the interior of the domain. This network represents the block decomposition 

with the respect to the medial object of the domain. (more on Chapter 7) 
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Chapter 1  

Introduction 

1.1 Motivation 

The radical improvement of computers along with the development of many advanced 

numerical algorithms during recent decades has led to the increased incorporation of 

simulations in both academic and industrial sectors. By finding numerical solutions to the 

governing partial differential equations of various physical phenomena, an analyst can give 

answers to practical and theoretical questions.  

For a partial differential equation to be solved numerically, a discretization strategy has to be 

used. With finite difference, finite element or finite volume methods the continuous equations 

are transformed to a system of difference equations that can be solved by computer programs. 

To do that, the computational domain (or simple domain) is divided into small regions, called 

elements, which, when combined, form the discretization of the domain, called mesh or grid.  

The most common type of meshes being used are tetrahedral and hexahedral. Tetrahedral 

meshes use the tetrahedron as their building element while hexahedral meshes the hexahedron. 

In general, tetrahedral meshes are widely used due to the robustness of the methods that 

currently exist. Moreover, when high order elements or a large number of elements are used, 

the desired accuracy of the solution can be achieved. Furthermore, hex-dominant meshes can 

be used whenever hexahedral elements are required (e.g. in regions such as boundary layers) 

but at the same time the generation of an all-hexahedral mesh is not feasible. A comparison 

between the merits of hexahedral meshes and tetrahedral meshes (or hex-dominant meshes) is 

out of the scope of the current work which is limited to the expansion of the knowledge at the 

specific topic of hexahedral mesh generation. 

Although the automatic generation of tetrahedral meshes has reached maturity over the years, 

this is not the case for hexahedral meshes. The layered structure of a hexahedral mesh imposes 

various topological and geometrical constraints which make the task of generating a 

hexahedral mesh for an arbitrary domain a tedious task. Due to the stiff element connectivity, 
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applying local modifications to a hexahedral mesh is difficult. As opposed to tetrahedral mesh, 

a small change in one region of a hexahedral mesh can have a global effect on the mesh. 

Although various algorithms have been developed to generate automatically hexahedral 

meshes for a 3𝐷 domain, none of them can perform robustly and efficiently for an arbitrary 

domain and at the same time produce a high quality hexahedral mesh. In fact, in most of the 

cases, these methods will either generate an all hexahedral mesh of low quality or fail to 

construct a mesh for even simple geometries. This is the reason why, the current most common 

practise is to manually generate a decomposition of the domain into blocks and then use 

existing algorithms to construct a hexahedral mesh for each of these blocks separately. By 

following this strategy, high quality hexahedral meshes can be created. This is the reason why 

generating automatically such a block decomposition is of high importance. 

To automate the process of generating a block decomposition of the domain, tools have to be 

created that mimic the creativity of the human mind. The fact that even skilled analysts 

struggle to construct a decomposition manually explains why this task is considered to be art 

and not just the outcome of justified reasoning as to where the blocks will be created. Since 

computers do not have the creativity of a human mind, it is rather difficult to automate a 

method that creates automatically the desired block decomposition. 

The most obvious constraints that must be satisfied when discretizing the domain is boundary 

conformity. So far, most of the existing methods have mainly focused on constructing smooth 

hexahedral meshes based on those constraints. However, constraints might also appear on the 

interior of the domain regarding the connectivity of the elements. As opposed to boundary 

constraints, they cannot be directly realised using existing tools. As a result, it is important to 

investigate how the structure of a hexahedral mesh that discretizes a general 3𝐷 domain is 

constrained on the interior and how these constraints can be realised in order to create a method 

that automatically generates the block decomposition.  

1.2 Method framework 

The method that is proposed in this work as an attempt to expand the current knowledge in 

hexahedral mesh generation and tackle the problem of the decomposition of a 3𝐷 domain into 

blocks mainly relies on the medial object of the domain and the geometrical and topological 

information that it encapsulates. At this stage, the main framework of the method is presented  

in Figure 1-1 to prepare the reader for the content of the upcoming chapters. A novel direction 

field is generated on the interior of the domain (medial object) and used to identify an internal 
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line network consisting of singularity lines and streamlines. These lines are projected to the 

boundary based on the proximity information of the medial object and a new set of lines on 

the boundary of the domain is created. These lines together with singularity lines and concave 

features of the domain are utilised for the construction of partition surfaces. Based on them, a 

block decomposition of the domain is produced. The final hexahedral mesh is constructed by 

meshing each of the blocks separately. 

 

Figure 1-1: Main framework of the method. 

1.3 Thesis overview 

The focus of this research is on the generation of a method that automatically constructs a 

block decomposition for a 3𝐷 domain of arbitrary complexity. More specifically, the work 

explores how a block-structured hexahedral mesh can be identified by considering both the 

boundary and the interior of the domain at the same time. To achieve this, two existing tools 

are utilised; the medial object and the frame representation of hexahedral elements. On one 

hand, the medial object provides a base structure on the interior of the domain where 

calculations can be conducted. On the other hand, frames are utilised to define the orientation 

of the block decomposition. 

The rest of the thesis is organised as follows: 

 In Chapter 2, existing methods regarding hexahedral mesh generation are reviewed. 

Similarities between different methods are observed and limitations are discussed. 

Such observations point out gaps on the existing work and motivate the new ideas that 

are presented in this thesis. 
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 In Chapter 3 the basic geometrical and topological properties of hexahedral meshes 

are presented. These properties help in realising the true nature of the structure of a 

hexahedral mesh. 

 In Chapter 4, definitions and examples are given regarding the structure of the medial 

object of a 3𝐷 domain. After that, an initial discussion on how the medial object can 

be used to construct a hexahedral mesh is given. Furthermore, the relation between 

the medial object and the block-structure of a hexahedral mesh is given. This exposes 

the connection between a major structural element of a hexahedral mesh (namely 

singularity lines) with the interior and the boundary of the domain. 

 In Chapter 5, a novel direction field generated on top of the medial object is presented. 

This field is constructed based on the directional information provided by the touching 

vectors that connect a point on the medial object with the boundary of the domain. 

 In Chapter 6, the direction field is utilized in order to identify singularity lines on the 

interior of the domain that are far from the boundary and that can be used in order to 

create a block decomposition. 

 In Chapter 7, a method to construct a streamline network on the medial object is 

described. These streamlines emanate from singularity lines and represent the 

intersections of partition surfaces with the medial object. It is also explained how these 

streamlines can be extended in order to construct the partition surfaces that divide the 

domain into blocks. 

 In Chapter 8, these partition surfaces are used to build the final blocks that define the 

block decomposition. It is also explained how a hexahedral mesh can be constructed. 

 In Chapter 9, limitations of the method are discussed by examining specific problems. 

Possible block decompositions for those models are provided and discussions on 

possible extensions of the method are given. 

 In Chapter 10, the thesis is reviewed and the contributions are enumerated. 

Suggestions for future research are presented. 

 Six appendices are also given which provide necessary information for the current 

method to be implemented. First, the basic theory regarding the cross-field method 

that is used is given. Furthermore,  3𝐷 rotation matrices, permutation matrices and 

their connection to singularity lines is explained. Finally real spherical harmonics are 

briefly discussed and it is shown how  3𝐷 rotation are connected to  9𝐷 rotation in the 

spherical harmonics basis.  
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1.4 Thesis contributions 

Here, the main contributions of the thesis to the current state of the art are listed.  

 A connection between the medial object of a 3𝐷 domain and a block decomposition 

of it is established. Based on that, it is described how the directional information of 

the medial object can be utilised to identify critical lines of a block decomposition 

called singularity lines. 

 A novel direction field is generated based on the touching vectors that connect points 

on the medial object with points on the boundary of the domain. This field consists of 

frames on medial edges and vertices and cross-fields on medial surfaces. 

 A method is described to identify singularity lines on the interior of the domain by 

analysing the aforementioned direction field. The relationship of these lines with the 

medial object is explained. This provides more insight on the reasons singularity lines 

appear on the interior of the domain. 

 A method to generate an internal line network on the interior of the domain is 

explained. This network represents the intersection of the partition surfaces of a block 

decomposition of the domain with the medial object. 

 A method to extend this network to a block decomposition which can be used to 

generate an all hexahedral mesh for the domain is explained.  

 Finally, problematic models are analysed in order to give more insight on the reasons 

why this (and other methods) fail to generate a valid block decomposition. The 

structure of the medial object provides valuable information towards this task. 

Part of this work has also been presented at both the 27  (presentation and research note) and 

the 28  (presentation and conference proceedings) International Meshing Roundtable in 

Albuquerque New Mexico and Buffalo New York accordingly. The corresponding 

publications are [1] and [2]. 
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Chapter 2  

Literature Review 

2.1 Basic concepts 

Generating a hexahedral mesh automatically and robustly, with elements of high quality for a 

3𝐷 domain of arbitrary complexity, is a tedious task that has puzzled the research community 

for years. It has been the topic of continuous efforts in various scientific fields such as 

engineering, computer science and mathematics. In this chapter, a review regarding hexahedral 

mesh generation is given.  

An important step before trying to solve a problem consists in formally defining it. In the 

recent work [3], Ledoux and Shepherd provide various formal definitions regarding the 

geometrical and topological characteristics of a hexahedral mesh. Based on common 

definitions in algebraic topology they give the notions of a strict topology-valid and a strict 

geometry-valid hexahedral mesh to define a hexahedral mesh that can support a numerical 

simulation. Loosely speaking, such a mesh consists of non-degenerate 3-cells (hexahedra with 

positive Jacobian [4],[5]) that discretize an 3𝐷 geometrical object (capture all of its boundary 

features) and contains no doublets (hexahedral elements that are adjacent to more than two 

faces).  

The dual of a hexahedral mesh is characterised by dual vertices that correspond to centroids 

of hexahedral elements, dual edges that dualize mesh faces, dual faces that dualize mesh edges 

and dual elements that dualize mesh nodes. Dual edges are formed by joining the dual vertices 

of two hexahedral elements that share a face. Dual faces are formed by the dual edges that 

correspond to the faces adjacent to the mesh edge. Finally, dual elements are formed by all the 

dual faces that correspond to mesh edges connected to that node. A precise definition of the 

dual is described in the ground-breaking work [6], [7], where the Spatial Twist Continuum 

(STC) was defined. STC is a 3-tuple (𝑆, 𝐶, 𝑉) where 𝑆 / 𝐶 / 𝑉 are non-empty sets of manifold 

surfaces called sheets / manifold curves called chords / dual vertices (Figure 2-1). Sheets 

consist of a collection of dual faces and chords consist of a collection of dual edges. STC has 

an ordered layered structure which distinguishes hexahedral meshes from tetrahedral meshes 
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which have a much more loose and flexible one. Further discussion of the topological 

properties of hexahedral meshes inside 2-spheres and solids with disconnected boundaries are 

made in [8] and [9]. 

 

Figure 2-1: Solid composed of two hexahedra, showing dual sheets (1-4), dual chords (A-E) and dual 
vertices (a-h). (Taken from [10]) 

STC sheets and their topological requirements make hex mesh generation a challenging 

problem [8]. Not only should the sheets satisfy strict topological constraints, but they should 

also maintain conformity to all boundary features (boundary vertices, edges and faces), be of 

high quality (have low curvature) and have a constrained arrangement in space (uniform 

density and intersect orthogonally). If all these constraints are satisfied, then the STC dualises 

to a hexahedral mesh which is appropriate for numerical simulations [11]. Additional 

requirements such as geometric generality, geometric matching, the ability to rapidly produce 

large meshes with boundary sensitivity, orientation insensitivity and size control, and the 

ability to handle problematic geometries (with gaps, overlaps etc.) make the task of creating a 

robust and efficient hexahedral mesh generation tool extremely difficult [12]. Hex-meshing 

even simple geometries like an octagonal spindle or Schneider’s’ pyramid (Figure 2-2) is an 

extremely difficult task ([9],[13]). Finally, according to the author of [14], the stiff STC 

structure makes hexahedral mesh generation a much harder task than tetrahedral mesh 

generation. More specifically, point insertion methods that work efficiently for tetrahedral 

meshing cannot be extended, advancing front algorithms are heavily restricted by the 

quadrilateral mesh on the boundary of the domain and finally, mesh adaptation has a much 

more global influence on the mesh.  

 

Figure 2-2: Octagonal spindle (left) and Schneider’s pyramid (right). (Taken and adapted from [9]) 
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Except from the STC that describes the connectivity of the dual structure of a hexahedral mesh, 

another important notion is that of the singularity line network of the mesh which consists of 

a set of singular (or irregular) mesh vertices and set of singular (or irregular) mesh edges. 

Formal definitions regarding these notions can be found in [15]. Briefly, an internal vertex of 

a hexahedral mesh is singular if other than eight hexahedral elements are adjacent to it. 

Similarly, an internal mesh edge is singular if other than four hexahedral elements are adjacent 

to it. Singular edges connect to each other at singular vertices and form complete lines that 

either form loops on the interior of the domain or connect to the boundary. These lines are 

called singularity lines and form a network of lines that is called the singularity line network. 

Throughout the years, various methods have been proposed that try to tackle the hex mesh 

generation problem. These methods can be distinguished in two categories; direct and indirect. 

Direct methods build directly the primal mesh. On the other hand, indirect (or dual) methods 

try to first construct the dual structure of the mesh using the topological properties of a 

hexahedral mesh and, based on that, build the primal mesh on a second stage. This 

categorisation however, does not provide any information on how the method actually works. 

A different classification could separate hexahedral meshing algorithms into inwards-

outwards or outwards-inwards (advancing front) methods. For example, advancing front 

methods are designed to build the hexahedral mesh progressively starting from the boundary 

of the domain. They may start from an existing quadrilateral mesh on the boundary, or build 

it at the same time as the internal hexahedral mesh. Such methods produce high quality 

elements close to the boundary but produce internal voids which may be extremely difficult to 

hex mesh. On the other hand, methods could also be classified depending on whether a 

decomposition of the domain is created (either interactively or automatically) prior to mesh 

generation or not. A special type of these methods aims for a more restricted type of 

decomposition; namely a block decomposition. Each block can then be meshed separately with 

a structured hexahedral mesh of high quality elements. However, generating such a 

decomposition is a difficult task and a lot of research is required for it to be automated. 

Superposition methods are another big class of methods which start from an initial mesh that 

covers the domain and then adjust it to conform to the boundary. Three main techniques are 

used; namely the isomorphism technique, the projection method and the cell splitting 

technique. Superposition methods can be classified as grid based methods where the initial 

mesh is a structured and uniform grid and in octree-based methods where unstructured and 

non-uniform initial meshes can be used. In general, superposition methods are very robust but 

produce hexahedral meshes whose orientation depends on the initial mesh and have irregular 

vertices close to the boundary. Finally, the relatively new direction field methods rely on the 

idea that a much more relaxed smooth field of frames that represent the orientation of 
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hexahedral elements could be first created. These frames will then guide the construction of 

the actual hexahedral mesh. In general, most hexahedral meshing algorithms do not fall into 

one specific category but combine characteristics from any of them. In the rest of this chapter, 

a more thorough description of various hexahedral algorithms will be provided.  

2.2 Basic techniques 

If the quality of the mesh elements is not a constraint, then all-hexahedral meshes can 

automatically and robustly be generated for arbitrary geometries by subdividing each 

tetrahedron of a tetrahedral mesh into four hexahedra [16]. This algorithm, however, is rarely 

used since hexahedral meshes of poor quality and highly unstructured topology are produced. 

Combining tetrahedral elements to build a hexahedral mesh has also been presented in a more 

resent work [17]. This algorithm progressively combines tetrahedra into hexahedra in an 

advancing front manner until no tet-elements remain or until they cannot be further combined. 

The generation of the hexahedral mesh strongly depends on the initial tetrahedral mesh and 

there is no guarantee that a pure hex-mesh will be generated. Furthermore, as the authors 

suggest further development is required for the algorithm to be mature enough to create good 

quality meshes for complex geometries. Starting with the intention of generating a full 

hexahedral mesh but ending up constructing only a hex-dominant one (mesh consisting of 

various types of elements like tetrahedral or pyramids) is common ([18]–[21]). The ratio of 

hexahedral elements can then be further increased by converting element types based on the 

methods described in [22]. 

Hexahedral mesh generation for simple blocky geometries has been a topic of extensive 

research from the 1970s. Mapping methods to efficiently construct high-quality hexahedral 

meshes for such domains have been developed and are currently used extensively as tools to 

generate meshes for specific regions of more complex domains. These methods can be 

distinguished into two categories; those based on algebraic interpolation ([23], [24]) and those 

based on partial differential equations ([25]). The most popular algebraic method is transfinite 

interpolation [23] in which the nodes of a hexahedral mesh are interpolated on the interior of 

a blocky domain after the division numbers on the boundary edges have been defined. 

Alternatively, partial differential equations can be solved in order to map a regular lattice of 

points in parametric space to the actual domain. Elliptical equations are more often used [26]–

[28] but there are also cases where hyperbolic or parabolic equations are also solved ([29]). 

Mapping methods can generate high quality meshes but only for simple geometries. They are 

efficient and, depending on the implementation they offer grid size and grid angle control 
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capabilities. However, due to the simplicity of the models they handle they are used only after 

the domain has already been decomposed into blocks. 

To extend the capabilities of mapping methods and reduce the human effort needed to generate 

a hexahedral mesh for more complex geometries the sub-mapping method was developed [30]. 

Based on the connectivity of a surface mesh, the model is virtually decomposed into sub-

volumes, each of which can be then hex meshed using mapping techniques. This extends the 

applicability of mapping methods to more complex domains with features like concavities or 

protrusions. However, models still must be block-shaped with dihedral angles between 

boundary faces that are close to integer multiples of 𝜋 2⁄ . In a later work [31], the authors 

propose two modifications on the initial sub-mapping method; a vertex classification condition 

stating that the summation of boundary angles should be equal to 2𝜋 and a procedure to 

convert multiply-connected to simply-connected domains (Figure 2-3). With these 

modifications, the sub-mapping method is extended to deal with more complex domains. 

However, the vertex classification condition does not guarantee that the method will work for 

any valid boundary vertex classification. Furthermore, from the meshes provided by this work 

it can be observed that irregular vertices of the mesh are pushed to the boundary. This has an 

impact on the quality of the elements there.  

 

Figure 2-3: Mesh generated on the boundary of a multiply-connected domain. Irregular vertices 
pushed to the boundary are circled. (Taken and adapted from [31]) 

Another very common hex mesh generation algorithm that has been extensively developed is 

sweeping. In the most basic format this algorithm starts from a quadrilateral surface mesh on 

a source face and extrudes it along a specified direction constructing layer by layer the 

hexahedral mesh until it stops at the target face (one-to-one sweeping) [32]. Meshes generated 

with this approach are constrained to have singularity lines along the sweeping direction only. 
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Furthermore, the source and the target face have the same number and type of irregular 

vertices. Several approaches exist to calculate the position of the internal layers along the 

sweeping direction ([33], [34]). In a further extension of one-to-one sweeping [35] the author 

presented a node projection algorithm based on harmonic mappings to position the internal 

layers. With this approach, multiply connected domains are handled better and twisted, 

complicated boundaries are treated more easily. Just like the sub-mapping technique increased 

the capabilities of mapping methods, many-to-one and many-to-many sweeping algorithms 

were developed ([36]–[38]) which also incorporate virtually decomposition of the initial 

volume into sub-volumes. Furthermore, a sweeping technique which allows multiple sweeping 

directions that are orthogonal or diagonal to each other was presented in [39]. Hexahedral 

meshes generated by sweeping methods tend to have good quality elements. Moreover, the 

user has control on the mesh density along the sweeping directions. However, they are limited 

to work only on specific type of geometries. Although they are an important meshing tool for 

the analyst, there is still need for the user to decompose complex models into sweepable 

regions. To reduce the effort required for this task and further extend the usability of sweeping 

methods an algorithm to detect sweepable regions based on local geometrical and topological 

information was presented in [40]. A hexahedral mesh generated with a sweeping algorithm 

can be seen in Figure 2-4. 

 

Figure 2-4: Mesh generated with sweeping. (Taken and adapted from [33]) 

2.3 Offset methods 

One of the most successful algorithms in 2𝐷 quadrilateral mesh generation is paving [41]. 

Paving starts from the boundary of a surface and builds quadrilateral elements in an advancing 

front manner. This results in a high quality quad mesh close to the boundary, but with many 

irregularities on the interior of the domain. The success of paving gave the motivation for an 
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equivalent 3𝐷 algorithm called plastering, which builds in a similar way a hexahedral mesh 

starting from a quad mesh on the boundary of the domain [42]. Here single hexahedral 

elements are generated layer by layer starting from the boundary of the domain and moving 

inwards. However, as more layers of elements are constructed, voids are formed on the interior 

of the domain which are extremely difficult to mesh. These voids can then be tet-meshed for 

a mixed element mesh as described in [19]. Even after the extension of the method described 

in [43], plastering has only managed to hex mesh simple geometries. One of the major factors 

that limit the capabilities of plastering is the fact that elements are created based on local 

information and that the prescribed quadrilateral mesh on the boundary over-constraints the 

topology of the final mesh. To overcome the problem of having a prescribed boundary mesh 

unconstrained plastering was developed [44]–[46] (Figure 2-5). This version of plastering does 

not require a boundary mesh. Boundary faces are offset inwards step by step. As offsets 

intersect elements are formed both at the interior and the boundary of the domain (outwards-

inwards). When the remaining voids on the interior of the domain are small enough a tet mesh 

is created and converted to hexahedral mesh. This mesh is then extended to the boundary in 

an inwards-outwards manner. This last step can take place only because the boundary mesh is 

not pre-defined in that area of the boundary. Although a big step forward in the development 

of a robust plastering method, unconstrained plastering has so far been proven to work only 

for rather simple geometries. Furthermore, many decisions while offsetting boundary faces 

and forming elements are heuristic and that questions the robustness of the method. 

 

Figure 2-5: Various steps of mesh generation using unconstrained plastering. (Taken and adapted 
from [46]) 
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2.4 Dual methods 

Constructing the dual of a hexahedral mesh and then converting it to the primal mesh is an 

appealing idea and has influenced the development of many algorithms so far. The first such 

attempt was the whisker weaving algorithm [10]. This algorithm starts with a pre-defined 

quadrilateral mesh on the surface of the boundary. Since the quad mesh is defined, dual curves 

can be formed. These curves form the boundaries of the dual surfaces of the final mesh. The 

algorithm proceeds by building element by element the dual surface on the interior until all 

boundary elements have been connected. This method is very limited since connections are 

established based on heuristic local decisions which do not guarantee that a valid dual structure 

will be constructed. In a later version [47] the method was improved by adding geometric 

reasoning in order to produce meshes with better quality. However, issues in the robustness of 

the method remained and elements with negative Jacobian were present in the final meshes. 

In [48], [49] a quadrilateral mesh on the boundary with no self-intersecting dual curves is 

represented as a graph. By transforming this graph iteratively until all dual curves on the graph 

are eliminated, the graph of a single hexahedral element is obtained. Reversing the order of 

the elimination builds up element by element until the full hexahedral mesh is constructed. 

Better meshes than in whisker weaving were produced, but the final mesh is still constrained 

by the initial quadrilateral mesh. An extension to the capabilities of this method was presented 

in [50] to better handle cases of non-convex areas and parallel loops. Although the steps of the 

algorithm were also re-considered, the authors suggest that pre-defining the boundary mesh 

limits the capabilities of the method and propose that the boundary mesh should be constructed 

at the same time as the internal mesh. Based on these ideas, the method proposed in [51] creates 

a dual complex by building dual surfaces based on local surface contributions from tetrahedral 

elements of a tetrahedral mesh. Their method does not require a quadrilateral mesh on the 

boundary but is currently limited to work only for simple models and is also dependent on the 

tetrahedral mesh. Furthermore, the fact that dual surfaces are still created based on local 

information increases the chances of a failure in complex geometries. 

2.5 Superposition methods 

Generating a hexahedral mesh based on octrees is one of the oldest techniques. This method 

relies on successively subdividing octants of a cube into further octants and classifying them 

as lying entirely (or partially) inside the domain or being out of it, until the desired 

approximation of the boundary has been obtained. This method was introduced in [52] for 
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generating tetrahedral elements meshes by subdividing octants into tetrahedral. For the 

boundary of the domain to be captured effectively, additional steps must be carried out that 

pull nodes of octants to the boundaries or cut out certain portions of the octant that lie on the 

exterior of the domain. Such steps, however can reduce the quality of the elements on the 

boundary. 

A grid based method to generate hexahedral meshes for arbitrary domains was proposed in 

[53] and [54] (Figure 2-6). In this approach the mesh is created in two steps. First, a simple, 

regular and structured grid is created on the interior of the domain until a specified distance 

from the boundary. In the second step, the outer nodes of this initial mesh are mapped 

isomorphically using pre-defined rules to the boundary of the domain to form the external 

hexahedral elements. Element splitting and insertion rules are then applied to improve the 

quality of the mesh and to avoid degenerate elements, which are more often encountered close 

to boundary edges. Smoothing techniques can further improve the overall quality of the mesh. 

In order to avoid the generation of large number of elements in cases of domains with small 

features, in [55] and [56] the authors present an extension of the previous method where the 

initial grid is constructed based on an octree approach. After removing hanging nodes and 

applying directional refinement using a set of templates inspired by the STC of the mesh, the 

initial octree is transformed into a boundary conforming hexahedral mesh. The same 

isomorphic technique as in the grid-based approach is used. 

 

Figure 2-6: Example of a hexahedral mesh generated with a grid-based approach. (Taken and adapted 
from [54] 

In [57], a grid-based approach with a projective step (not an isomorphic one) was proposed to 

construct conforming hexahedral meshes for multi-domain composite models. Here, the initial 

mesh for the matrix consists of elements that either fully or partially intersect with the model 

matrix, while the initial mesh for the fibre consists only of elements that fully intersect the 

model fibre. These are shrunk or equivalently expanded to the common boundary between the 

matrix and the fibre to produce a fully compatible mesh. To preserve all boundary edges and 

boundary vertices of the model, a minimal deformation angle and a minimal wrap angle 
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method are presented. Finally, in order to improve the element quality, two new templates for 

splitting degenerate elements and a wedge insertion method are analysed. 

The efficiency and robustness of superposition methods resulted in further development in the 

following years. In general, new methods follow the same basic ideas presented in the previous 

works. However, faster implementations and better decisions along various steps significantly 

improved the quality of the final meshes and the applicability of the algorithms. More 

precisely, in [58], an improved grid-based algorithm was proposed whose initial grid 

construction is influenced by both the surface curvature of the domain and the local thickness 

of the model. Two new refinement templates and buffer layer insertion method were proposed 

in [59] to further improve the quality of the hexahedral elements produced by an octree-based 

approach for models without any sharp features that are encountered in biomedical 

applications. In [60], the authors proposed two new refinement templates and a novel, parallel-

friendly technique capable of locally choosing the appropriate refinement template to generate 

grid-based hexahedral meshes or dynamically modify existing ones. Further improvement of 

the refinement process was discussed in [61] to better control the propagation of elements. In 

the same work a novel rhombic dodecahedral (RD) tree structure was also proposed as 

alternative to an octree but the results are not yet convincing. The hanging-node elimination 

problem in octree-based methods was further investigated in [62] where both refinement and 

decoupling templates where used to accomplish smooth element size transitioning and better 

handling of concavely-refined regions. In a more recent work ([63]) boundary layer 

construction for octree-based methods was also presented. Further development in the 

refinement method that is applicable for parallel environments was presented in [64]. Finally, 

the state of the art in octree-based methods is [65]. For the first time, instead of eliminating 

the hanging nodes of the refined octree, its geometrical dual is modified to get the initial pure 

hex-mesh. Through various steps including mapping to the boundary of the domain, adding 

padding layers and deforming the mesh based on a locally injective map, the mesh is matched 

to the input model. Further refinement steps are included to improve boundary conformity. In 

general, superposition methods have been considerably developed and can generate all 

hexahedral meshes automatically even for complicated models. However, no matter the 

improvements, the meshes generated are highly unstructured with many irregular vertices, 

especially close to the boundary where a high element quality is often required for numerical 

simulations. Furthermore, meshes tend to have a fixed orientation which depends on the global 

coordinate system of the initial mesh and do not have a reasonable alignment with geometrical 

features.  
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2.6 Polycube methods 

In an attempt to generate more structured meshes Polycube methods were derived [66]–[68]. 

Polycube methods have two main steps. The first one consists in deforming continuously the 

boundary in order to be aligned with a pre-defined coordinate system. In the second step, a 

volumetric parameterisation is identified that describes the transformation from the initial to 

the deformed body (Figure 2-7). A method that simplifies such Polycube structures has also 

been presented [69]. Polycube methods have been proven to construct all hexahedral meshes 

for complex geometries automatically and efficiently. The mesh structure on the interior of the 

domain quite often resembles that generated from superposition methods. However, the mesh 

is much more structured close to the boundary. Nevertheless, Polycube methods are limited in 

terms of the topology of the meshes they can produce. Singularity lines are forced to appear 

on the boundary of the domain and not on the interior. This results in meshes that are far from 

ideal, since allowing singularity lines to travel on the interior of the domain, form loops or 

connect to each others can significantly reduce mesh distortion. In an attempt to improve the 

overall quality of hexahedral meshes generated based on Polycubes, the authors in [70] 

propose a novel optimization problem to cleverly add layers of elements (padding layers) close 

to the boundary to push singularity lines to the interior.  

 

Figure 2-7: Mesh generation based on a polycube method. (Taken and adapted from [66]) 

2.7 Medial axis methods 

The medial axis (or medial object) of a 3𝐷 domain is a topological and geometrical 

representation of the boundary of the domain that provides additional information regarding 

the proximity and adjacency of the various boundary entities. The structure of the medial 

object on the interior of the domain has been used in various methods to try and automate the 

generation of a hexahedral mesh. In [71], the 3𝐷 medial object was used to create a 

decomposition of the domain into sub-regions that can be easily hex-meshed with midpoint 
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subdivision [72]. The authors defined a set of 11 basic convex solid primitives that consist of 

three-valence vertices and faces that are bounded by either three, four or five edges. These 

primitives can be placed along the medial object (Figure 2-8) and used as building blocks to 

construct the initial domain (or, in a reverse way, they define a decomposition of the domain). 

By hex meshing each of these primitives, the entire domain is meshed. The topological 

information and the connectivity of medial vertices, edges and surfaces was used to choose 

the appropriate primitive and to place it on the interior of the domain. In a later work [73] extra 

primitives were defined in order for the method to be able to handle geometries with shallow 

and concave edges, and medial degeneracies. However, high-valence boundary vertices and 

models with two-sided faces are still not handled.  

 

Figure 2-8: Example of hexahedral mesh generation by placing primitives on the medial object. 
(Taken and adapted from [71]) 

Instead of using the exact medial object, in [74] the authors analyse the embedded Voronoi 

graph of a 3𝐷 domain which is simpler to create. Partition surfaces are generated for selected 

Voronoi vertices or by projecting to the boundary Voronoi edges based on topological 

information. By using virtual operators, complex geometric computations are avoided. This 

approach results in fewer sub-volumes, since only a portion of the Voronoi entities is used. 

LayTracks3D [75] is a more recent work which also relies on the 3𝐷 medial object. By 

combining it with the advancing front concept, hex-dominant meshes are created. Using the 

medial object junction curves together with the medial radii, simpler regions called corridors 

are created. After meshing medial surfaces inside the corridors, a further subdivision is 

provided with the creation of the so-called tracks. An advancing front procedure is then 

followed for the final mesh to be created. Information is also given in order for the method to 

be extended and generate full hexahedral meshes. This method is also capable of creating 

automatically meshes for assemblies of models by generating imprints on the medial object 

which are considered during the meshing process.  
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Another method that makes use of a skeletal representation to generate hexahedral meshes is 

described in [76]. Here, high quality hexahedral meshes are generated for tubular models often 

used in computer graphics applications, based on a curve skeleton designed to mimic the initial 

domain. These curves resemble sweeping directions which the hexahedral mesh respects. 

However, this method is limited to models that admit such a curved skeletal representation. In 

a later work [77], a constrained Delaunay tetrahedralization is used to approximate the medial 

object of a 3𝐷 domain. More specifically, tetrahedral elements are categorized based on their 

relation to the boundary (a similar categorization was described in [78]) and contribute in the 

generation of a 2𝐷 manifold abstraction of the domain that resembles but is much simpler than 

the actual medial object. Based on this abstraction and the proximity information extrudable, 

prismatic and tetrahedral regions are defined which can then be hex-meshed. The medial object 

and in general all the equivalent skeletal representations provide important information about 

the interior of the domain. Proximity and adjacency information can be used in order to 

distinguish important regions of the domain when compared to other methods that only make 

use of the boundary of the domain. In addition, the medial object is the outcome of an offsetting 

procedure of the boundary towards the interior of the domain. This points out that several 

advantages of advancing front methods (high quality mesh generation close to the boundary) 

could also be utilised by a medial object- based method. However, an efficient and robust way 

to make use of all the valuable information that the medial object carries has yet to be designed. 

Furthermore, although extensive research has been done in order to find a robust algorithm 

that produces the medial object, significant problems still remain [79]. 

2.8 Frame field methods 

The more recent approach in hexahedral mesh generation consists of methods that rely on 

direction fields (frame fields or 3𝐷 cross-fields). Direction fields in 3𝐷 can be thought of as a 

set of three mutually perpendicular vectors (a frame) spanned across the domain. At each point, 

a frame represents the orientation of a perfect cube (hexahedral element). By discretizing the 

domain into a tetrahedral mesh and assigning a frame at each node of the tets or at each centre 

of the tets, a frame field can be created which represents the orientation of a hexahedral mesh. 

Special constraints are applied to frames on the boundary to align them with boundary features. 

Since, however, a frame field only represents the orientation of the hexahedral elements and 

not their connectivity there are additional steps that must be considered for the mesh to be 

created There are two main categories of these methods. Those that try to build a 

parameterization based on the frame field and then extract a hexahedral mesh and those that 

try to generate partition surfaces guided by the frame field and decompose the domain into 
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blocks. The most crucial aspect of these methods is the singularity line network induced by 

the frame field which represents all the irregular vertices of the mesh. The conditions required 

for such a singularity line network to admit a valid hexahedral mesh is still an open question. 

In [80], a pipeline for generating a hexahedral mesh based on a frame field was presented. This 

includes three main steps; generating a frame field aligned with the boundary, designing a 

parameterization aligned with the frame field and extracting a hexahedral mesh based on 

integer iso-lines of the parameterization. To generate the frame field, they propose an 

interactive way by which the user creates a coarse hexahedral mesh (meta-mesh) which 

encodes the topological and geometrical properties of the frame field. Such a meta-mesh is 

more general than a Polycube since it allows singularity lines on the interior of the domain. 

They also provide the mathematical foundations of the generation of the parameterization and 

the hexahedral mesh. These two problems consist of optimizing a quadratic functional with 

integer constraints. In the same work, the authors also discuss some fundamental topological 

properties of the network of singularity lines and how they are connected to the frame-field. 

However, no necessary and sufficient conditions are given in terms of the validity of the 

singularity line network. High-quality meshes were presented. However, the capabilities of 

this method are restricted by the ability to provide the correct meta-mesh. Furthermore, 

generating automatically a frame field with the desired singularity lines was not considered.  

Tackling the problem of producing and correcting automatically, robustly and efficiently a 

frame field that can be used for hex-mesh generation was a topic of extensive research since 

this initial work [81]–[86]. No matter the efforts, singularity line networks that do not admit a 

hexahedral mesh generation cannot be avoided. This strongly restricts the capabilities of such 

methods and, as a result, in many cases hex-dominant meshes are constructed [87]–[90]. This 

led to the concept of manually providing a valid singularity line network (or correcting 

manually an existing one) and then generating automatically a frame field that adjusts both to 

the boundary constraints and to the existing singularity line network [91], [92]. 

 

Figure 2-9: Frame field adjusted to a prescribed singularity line network and corresponding 
hexahedral mesh. (Taken and adapted from [92]) 

In a later work [93], the authors propose various ways to automatically correct frame-fields so 

that common invalidities disappear. However, in most cases this results in pushing singularity 
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lines close to the boundary and thus reducing the element quality there. The possible ways that 

singularity lines can connect locally in order to admit a hexahedral mesh has first been 

observed in [71]. Further analysis in local and global conditions regarding the validity of a 

singularity line network have recently been discussed in [15], [91]. However, defining the 

necessary and sufficient conditions as well as finding a method to impose them still remains 

an open problem ([91], [92]). In [94], the authors suggest an advancing front approach to 

generate the frame field. Starting from frames along boundary edges and vertices they first 

construct the field along the boundary faces. This field is then propagated and smoothed on a 

tetrahedral mesh on the interior. Having constructed the field, they identify singularity lines 

and then emanate from them the desired partition surfaces in order to avoid the construction 

of a parameterization. These surfaces are guided based on the directions of the frames and 

define a decomposition of the domain into blocks. Following a similar approach, the authors 

in [95] and [96] also use the frame-field to construct surfaces that partition the domain. In this 

case, however, dual surfaces are created. After all dual surfaces have been constructed, the 

primal blocks can easily be generated. A different approach that also avoids the generation of 

a parameterization was presented in [97]. Here, starting from a predefined quadrilateral mesh, 

a 3𝐷 frame field guides the construction of elements of a hexahedral mesh in an advancing 

front manner by forming dual sheets in terms of the spatial twist continuum. Hex mesh 

generation methods that rely on frame-fields in general produce high quality hexahedral 

meshes that are well aligned with the boundary. These meshes tend to have considerably fewer 

singularity lines than meshes generated based on octrees. Furthermore, singularity lines tend 

to appear in reasonable places and in many cases far from the boundary (as opposed to 

Polycube methods). However, full hex-meshes are not guaranteed even for simple geometries. 

The behaviour of singularity lines of frame-fields that are constrained only by the boundary of 

the domain do not always admit hexahedral meshes and thus, further research is required. 

Frame fields have also been used in order optimize the quality of existing hexahedral meshes 

[98]. In [99], an frame-field was created based on an existing hexahedral mesh and then 

optimised. The most problematic dual sheets of the mesh are identified and adjusted by 

comparing the initial and the final frame-field. This improves the overall quality of the mesh. 

2.9 Observations 

From the above descriptions of existing methods for generating hexahedral meshes the 

following observations are made. 
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 Having a pre-defined quadrilateral mesh on the boundary over-constraints the 

topology of the final hexahedral mesh.  

 Methods that start meshing the domain from the boundary produce elements of high 

quality close to the boundary. However, as meshing fronts collide on the interior of 

the domain, voids with may topological restrictions can appear which are hard to mesh 

and may diminish the overall element quality. 

 Methods that start meshing the domain from the interior push irregularities close to 

the boundary. This reduces the element quality there and, as a result, may affect the 

results of simulations that require a smooth mesh on the boundary. Similar results are 

obtained when the boundary is deformed to take the shape of Polycube structure. 

 Methods that rely on the generation of a decomposition of the domain in general result 

in meshes of high-quality elements. The orientation of the mesh is dictated by the 

structure of the decomposition and especially by the number and the position of 

singularity lines. However, generating the appropriate decomposition is not an easy 

task and cannot be guaranteed. 

 The relatively new methods that rely on direction-fields manage to build the 

directionality of a smooth hexahedral mesh on the interior of the domain. This gives 

the opportunity to identify singularity lines that define a well-oriented block 

decomposition of the domain. 

Based on these observations, in the current work, a new method for generating automatically 

a block decomposition of a 3𝐷 domain is presented. In order to be able to combine the 

advantages that both inside-outside and outside-inside methods provide, the medial object of 

the domain will be used in combination with a frame representation of hexahedral elements. 

More specifically, the medial object has a structure that lies “in the middle” of the domain and 

describes the way that offsets of the boundary collide. At the same time, touching vectors 

indicate the connection to the boundary and are used to identify optimal directions on the 

interior of the domain. This method provides a way to analyse the interior of the domain in a 

way that does not require a prescribed boundary mesh. New insights are given in terms of how 

proximity information dictates the way that singularity lines behave on the interior of the 

domain. The final outcome is a partitioning of the domain into blocks suitable for the 

generation of a hexahedral mesh.  
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Chapter 3  

Hexahedral meshes 

In this chapter important properties of a hexahedral mesh will be described. Focus will be 

given on the structure of a hexahedral mesh and especially that of a hexahedral mesh created 

based on a multi-block decomposition of the domain. The importance of singularity lines and 

partition surfaces will also be explained.  

3.1 Hexahedron 

A hexahedron is any polyhedron with six faces. The most common hexahedron is the cube. A 

cube is a regular polyhedron with all its faces being a square. It consists of twelve edges of 

equal length and eight vertices. Three edges and three faces join at each vertex. Two faces join 

at each edge. A hexahedron may not always have rectangular faces. An example of a cube and 

a triangular bipyramid is given in Figure 3-1. As opposed to the cube, the triangular bipyramid 

is a hexahedron with nine edges and five vertices.  

 

Figure 3-1: Two different types of hexahedra. A cube with twelve edges and eight vertices. A 
triangular bipyramid with nine edges and five vertices. 
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In terms of the needs of hexahedral mesh generation, this work focuses only on a certain class 

of hexahedra, that of cuboids. A cuboid is a convex polyhedron bounded by six faces 

(hexahedron) whose polyhedral graph is that of a cube. The polyhedral graph is the undirected 

graph that is formed from the vertices and the edges of the convex polyhedron. A cuboid, 

together with its polyhedral graph (cubical graph), are given in Figure 3-2. 

 

Figure 3-2: Cuboid (left). Cubical graph (right). 

3.1.1 Geometrical characteristics 

A hexahedron’s geoometry consists of three elements; the vertices, the edges and the faces. 

For the specific hexahedra of interest here it has 

 Eight vertices: 𝑣 = (𝑥, 𝑦, 𝑧), {𝑥, 𝑦, 𝑧 ∈ 𝑅 |𝑖 = (1, … , 8)}  

 Twelve edges:  𝑒 , 𝑖 = (1, … , 12)  

 Six faces: 𝑓 , 𝑖 = (1, … , 6) 

3.1.2 Topological characteristics 

Each hexahedron has topological characteristics that define the connectivity between vertices, 

edges and faces. These are  

 Each face is bounded by four edges and four vertices. 

 Each edge is bounded by two vertices. 

 At each edge, two faces are attached. 

 At each vertex three faces are attached. 

 At each vertex three edges are attached. 

3.1.3 Duality in a hexahedron 

The dual structure of a single hexahedron and of a hexahedral mesh in general has been 

described in [7]. Here, a slightly different way of describing the dual structure will be 
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explained; dual surfaces and edges are formed inside a single hexahedron and not in terms of 

adjacent hexahedra.  

The six faces of a hexahedron are organised in three groups of two opposite faces. Two faces 

are opposite if they do not share an edge. These groups of faces can be seen in Figure 3-3. If 

the centres of those faces are connected then a dual convex polyhedron is created on the 

interior of the hexahedron, which is called rectangular 3-fusil, or, in the case of a cube, 

octahedron Figure 3-4 (left). The point in the centre of the hexahedron is considered to be its 

dual element Figure 3-4 (right). If the centres of two opposite faces are connected, an edge is 

created. It is called a dual edge of the hexahedron with respect to the corresponding faces. 

Dual edges are shown, for all three combinations of parallel faces, in Figure 3-5. 

 

Figure 3-3: Groups of topologically opposite faces of a hexahedron. 

 

Figure 3-4: The dual polyhedron of a hexahedron. The central point of a hexahedron is its dual 
element. 

 

Figure 3-5: Dual edges of opposite faces of a hexahedron. 
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Just as faces can be grouped in opposite pairs, edges can also be organised in groups of four 

topological opposite edges as shown in Figure 3-6. By connecting the centres of those edges, 

three surfaces are created. These are called dual surfaces of the hexahedron and are shown in 

Figure 3-6. Finally, in terms of a hexahedron, the dual of one vertex is considered to be the 

region separated by the dual surfaces (as defined previously) that is close to it. An example of 

such an area for one node of a hexahedron is shown in Figure 3-7. This region is also a 

hexahedron. Based on these observations, duality in a hexahedron can be listed as 

 The dual of a hexahedron is a vertex in its centre. 

 The dual of a group of opposite faces in a hexahedron is an edge. 

 The dual of a group of opposite edges in a hexahedron is a surface. 

 The dual of a vertex of a hexahedron is a hexahedron. 

 

Figure 3-6: Dual surfaces for the three groups of topological opposite edges of the hexahedron. 

 

Figure 3-7: Dual region of a node in a single hexahedron coloured yellow. 



26 
 

3.1.4 Directionality 

In a hexahedron, six principal directions can be defined, one for each of its faces. These 

directions are the unit normal vectors of each face (pointing outwards). The set 

{𝑡 }, 𝑖 = (1, … , 6) 

of the unit normal vectors represents the directionality of the hexahedron. In the case of a 

regular hexahedron (cube), the vectors that correspond to opposite faces are collinear and, as 

a result, three vectors are sufficient to represent its directionality. Furthermore, since these 

faces are normal to each other, the three vectors satisfy the equations  

𝑡 ∙ 𝑡 = 0, where 𝑖, 𝑗 = 1,2,3 and 𝑖 ≠ 𝑗. 

In Figure 3-8 the three vectors that represent the directionality of a cube are shown in its centre. 

In terms of directionality, these three vectors are sufficient to represent the cube. However, 

they are not capable of representing other properties of it, such as the connectivity of its 

elements and their exact geometric position.   

 

Figure 3-8: The three vectors that represent the directionality of a cube. 

In order to simplify the directional representation of a general hexahedron, it is assumed that, 

an equivalent cube whose normal vectors are “as close as possible” to all the normal vectors 

of the hexahedron, exists. The three vectors that describe the directionality of the cube are used 

to represent the directionality of the hexahedron as well. This is illustrated in Figure 3-9, where 

it can be seen that a small yellow cube is placed in the centre of the hexahedron. The three 

vectors (blue, green, red) that are attached to the cube, represent all the normal vectors. The 

way that such a cube can be calculated will be explained in Chapter 6. Hereafter, the set of the 
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three vectors of a cube that represent the directionality of a hexahedron will be called a frame. 

This can be visualised either directly via the three vectors or by an equivalent cube. 

 

Figure 3-9: Normal vectors of the six faces of a general hexahedron (left). A frame/yellow cube 
representing the orientation of the hexahedron (right). 

3.1.5 Quality 

Depending on the application, different characteristics of a hexahedral element may be used 

to define its quality. For example, for boundary layer simulations the aspect ratio is a crucial 

quantity. In general, a hexahedral element is of high quality if all angles at the corners of the 

cube are 90°. The metric used hereafter to measure the quality of a hexahedral element and, 

consequently of a hexahedral mesh, is that of the minimum and averaged scaled Jacobian.  

Let  𝑓(𝜉, 𝜂, 𝜁) = (𝑥(𝜉, 𝜂, 𝜁), 𝑦(𝜉, 𝜂, 𝜁), 𝑧(𝜉, 𝜂, 𝜁)) be a differentiable vector function that maps 

a regular cube to an element on the physical space. Let also ∇𝑥 = 𝑥 , 𝑥 , 𝑥 ,  ∇𝑦 =

𝑦 , 𝑦 , 𝑦  and ∇𝑧 = 𝑧 , 𝑧 , 𝑧  with the subscript denoting a partial derivative with respect 

to the corresponding variable. Then, the Jacobian Matrix of the mapping is defined as  𝑀 =

[∇𝑥, ∇𝑦, ∇𝑧]. The determinant of this matrix or, simply, the Jacobian of the mapping can be 

calculated as 𝐽 = 𝑥 𝑦 𝑧 − 𝑧 𝑦 − 𝑥 𝑦 𝑧 − 𝑧 𝑦 + 𝑥 𝑦 𝑧 − 𝑧 𝑦 . Such a mapping 

is illustrated in Figure 3-10. Let also �⃗� = (𝑥 , 𝑦 , 𝑧 ), 𝑖 = 1, … ,8 be the position vector of one 

of the eight nodes of the hexahedral element and �⃗� , 𝑗 = 1,2,3 be the three neighbouring nodes 

of the aforementioned node. Then, the three edge vectors of the node can be defined as �⃗� =

�⃗� − �⃗� . For a mapping of a linear element to a cube of unit length, the Jacobian Matrix and 

the Jacobian of a node can be calculated based on these vectors. To be more precise, the 

Jacobian Matrix is defined as 𝑀 = [�⃗� , �⃗� , �⃗� ] while the Jacobian as  𝐽 = det (𝑀 ).  

For a set of normalised vectors, these evaluations lead to the Scaled-Jacobian of the node 𝑆𝐽 . 

The minimum / average of all eight Jacobians / Scaled-Jacobians is called the minimum / 

average Jacobian / Scaled-Jacobian of the element. By taking into account all hexahedral 

elements of a hexahedral mesh, the equivalent quantities for the whole mesh can be identified.  
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Figure 3-10: Mapping of a general hexahedron from the physical space to a regular cube. 

A strong quality requirement is that the minimum Jacobian of a hexahedral mesh is positive 

in order to ensure that no inverted elements exist in the mesh. Furthermore, the closest the 

value of the minimum / average Jacobian / Scaled-Jacobian is to 1 the better is the quality of 

the mesh [100]. 

3.2 Hexahedral mesh 

Let 𝐷 be a three dimensional domain with closed boundary 𝜕𝐷. Throughout the current work 

a hexahedral mesh is defined as a graph 𝐺 = {𝑉, 𝐸, 𝐹, 𝐻} consisting of a set of vertices 𝑉 =

{𝑣}, a set of edges 𝐸 = {𝑒}, a set of faces 𝐹 = {𝑓}, and a set of hexahedra 𝐻 = {ℎ}. It is a 

volumetric mesh whose elements / cells are all hexahedra (hexahedral elements). Such a mesh 

forms a discrete representation of the domain 𝐷 and its boundary 𝜕𝐷.  

Important characteristics of hexahedral elements were defined in the previous section. Here, 

important properties of a complete hexahedral mesh will be explained. Like in a single 

hexahedron, interesting topological and geometrical properties can be observed in a collection 

of mesh elements that form a hexahedral mesh.  

An example of a hexahedral mesh can be seen in Figure 3-11. Such a hexahedral mesh is 

formed by multiple hexahedral elements joined together to fill the entire domain. The position 

of those elements is restricted by the boundary 𝜕𝐷 of the domain to which they must conform. 

Furthermore, there are also restrictions in terms of the connectivity between neighbouring 

hexahedral elements. 
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Figure 3-11: Hexahedral mesh of a 3D domain. 

3.2.1 Boundary conformity 

Since a hexahedral mesh is used as a discrete representation of a 3D domain, it is important 

that it also approximates the boundary of the domain. The way the hexahedral elements are 

placed, in order to capture the boundary, strongly depends on characteristics of the boundary 

such as, dihedral angles, concave boundary edges and concave boundary vertices. 

Boundary faces 

The number of elements attached to a point on the interior of a boundary face depends on 

whether this point is regular or singular. Singularities in a mesh will be defined later (Figure 

3-30). Here a regular structured mesh is shown (Figure 3-12) in which four hexahedral 

elements are placed around the point on the face. Their four bottom faces approximate the 

local normal plane of the boundary face (grey).  

 

Figure 3-12: Regular mesh structure on a point on a boundary face. 
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Boundary edges 

The number of elements at a certain position on a boundary edge to ensure high element quality 

depends on the dihedral angle between the boundary faces that share the boundary edge. If the 

boundary edge is convex and the dihedral angle is less than 135°, then only one hex element 

is placed. In Figure 3-13, two such cases are shown. In (a), the dihedral angle is 90° and perfect 

cubic elements are placed. In (b), the dihedral angle is 45° and thus one element is placed 

between the two boundary faces. However, it can be seen that the elements are no longer cubes 

but deformed hexahedra. When the dihedral angle is greater than 135° and less than 225° then 

two elements are placed on the boundary edge so that their quality remains high. Two 

examples of elements placed in such boundary edges are shown in Figure 3-14. In (a), the 

dihedral angle is 180° and the elements there are perfect cubes while in (b) elements are 

distorted since the dihedral angle is greater than 180°. Similarly, in Figure 3-15, three elements 

are placed on concave boundary edges with a dihedral angle that is more than 225° and less 

than 315°. When the angle is exactly 270°, three perfect cubes can be placed (a). If the 

dihedral angle is different than that, then the elements start to distort as can be seen in (b). 

Finally, four hex elements are placed in concave boundary edges with dihedral angle greater 

than 315° as is depicted in Figure 3-16. 

 

Figure 3-13: One hex element is placed in boundary edges where the dihedral angle is less than 135°. 
Dihedral angle of 90° (a). Dihedral angle of 45° (b). 

 

Figure 3-14: Two hex elements are placed in boundary edges where the dihedral angle is greater 
than 135° and less than 225°. Dihedral angle of 180° (a). Dihedral angle of 215° (b). 



31 
 

 

Figure 3-15: Three hex elements are placed in boundary edges where the dihedral angle is greater 
than 225° and less than 315°. Dihedral angle of 270° (a). Dihedral angle of 314° (b). 

 

Figure 3-16: Four hex elements are placed in boundary edges where the dihedral angle is greater 
than 315°. 

Boundary vertices 

Just like in the case of boundary edges, boundary vertices impose their own constraints with 

respect to the ideal number of elements that should be placed in their vicinity. Since a boundary 

vertex is the point where three boundary edges join, the choice of the number of elements that 

will be placed in its vicinity, must conform to the mesh pattern of each of the boundary edges. 

Here, a few examples of boundaries vertices will be presented to familiarise the reader with 

the mesh structure around a boundary vertex. A complete enumeration and presentation of all 

possible configurations is not given.  

The first example is that of boundary vertex where three convex boundary edges join. At each 

of the boundary edges one hexahedral element is placed. In order for them to connect properly, 

one element is placed on the boundary vertex as it can be seen in Figure 3-17. 
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Figure 3-17: One element is placed on a boundary vertex where three convex boundary edges join. 

One more example of a boundary vertex it that where the three dihedral angles between the 

three boundary faces that join at the vertex are all such that two hexahedral elements are placed 

on each boundary edge. This is illustrated in Figure 3-18. The number of elements also depends 

on the angle 𝜗 that is formed at each boundary face by the two boundary edges. For example, 

in Figure 3-18 (top left) all angles are 120° and three elements are placed on the boundary 

vertex, the faces of which conform to the red hexahedral elements on the boundary edges. On 

the other hand, in Figure 3-18 (bottom right), the same angle is greater than 135° and two 

elements are placed in that corner. As a result, four elements are placed on the boundary vertex. 

Again, the faces of these elements conform to the faces of the red hexahedral elements on the 

boundary edges. 

 

Figure 3-18: All dihedral angles are such that two elements are placed on each boundary edge. The 
number of elements on the boundary vertex depends on the angles 𝜗 formed by the boundary edges on 
each boundary face. 
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One more example is that of a concave boundary vertex where three boundary edges that 

require three hexahedral elements meet. In that case, seven hexahedral elements are placed on 

the boundary vertex which conform to the red elements placed on each concave boundary 

edge, as it can be seen in Figure 3-19. In Figure 3-20 two concave boundary edges and one 

convex boundary edge join on a boundary vertex. Five hexahedral elements are placed in the 

vicinity of the boundary vertex to conform to the mesh pattern on the boundary edges. 

 

Figure 3-19: Mesh structure on a boundary vertex where three boundary edges with three hexahedral 
elements join. 

 

Figure 3-20: Mesh structure on a boundary vertex where three boundary edges join, two of which 
have three hexahedral elements while the third one has only one. 

The fact that the mesh pattern on a boundary vertex is constrained by the mesh pattern on the 

boundary edges attached to it can sometimes cause problems. Such an example is depicted in 

Figure 3-21. Three boundary edges join at the boundary vertex. One of them (green) has one 

mesh elements, one of them two (blue) and one of them three (red). The element placed on the 

corner conforms to the green and red pattern. The edges of its blue face have been labelled 
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with the same number as the corresponding edges of the blue element to the right. In order for 

the elements to stick together, the blue element highlighted with the black arrow will have to 

degenerate. This element degeneracy will cause problems that will propagate to the entire 

hexahedral mesh. A solution to this problem would be to force the blue boundary edge to have 

three hexahedral elements attached to it, and not two as implied by the dihedral angle. 

 

Figure 3-21: Incompatible mesh patterns of three boundary edges joining at the same boundary vertex. 

3.2.2 Dual mesh 

As it has been described in section 3.1, each hexahedron has a dual structure that consists of 

dual vertices, edges, surfaces and elements. Since a hexahedral mesh consists of many 

hexahedra placed next to each other, this dual structure can be generalised for the whole mesh. 

The importance of the dual structure for mesh generation has been described in [10]. A simple 

example of two hexahedra placed next to each other and sharing a face can be seen in Figure 

3-22. The two blue dual surfaces/edges of the two elements connect to each other to describe 

the relationship between the elements; the dual surfaces indicate parallel edges between the 

two elements while dual edges connect at the sharing face of the two elements. For a complete 

hexahedral mesh, these definitions can be extended to the dual sheets (twist planes) and the 

dual curves (3D chords) of the mesh. 

 

Figure 3-22: A dual sheet consisting of two dual surfaces (a). A dual curve consisting of two dual 
edges (b). 
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Dual sheet 

Let 𝐸 be the set of mesh edges of a hexahedral mesh 𝐻. Given an edge 𝑒 ∈ 𝐸, all topologically 

opposite edges in each adjacent hexahedron can be identified. Recursively, for each of those 

edges, all topological parallel edges in each adjacent hexahedron can be identified and 

extended through the mesh. These edges form a set 𝐸 ⊂ 𝐸 of parallel edges that is called a 

dual sheet 𝑆 . Each edge 𝑒 can belong to only one such dual sheet. Like for the dual surface 

of a single hexahedron, a dual sheet can be visualised as a collection of dual surfaces that 

connect the mid points of the parallel edges of the hexahedra. Three examples of such dual 

sheets for a hexahedral mesh can be seen with blue, red and green colour in Figure 3-23. 

 

Figure 3-23: Examples of dual sheets of a hexahedral mesh.  

Dual curve 

Let 𝐹 be the set of mesh faces of a hexahedral mesh 𝐻. Given a face 𝑓 ∈ 𝐹, all topologically 

parallel faces in each adjacent hexahedra can be identified. Recursively, for each of those 

faces, all topological parallel faces in each adjacent hexahedron can be identified. These faces 

form a set  𝐹 ⊂ 𝐹 of parallel faces that is called a dual curve 𝐶 . Each face 𝑓 can belong to 

only one such dual curve. Like the dual edge of a single hexahedron, a dual curve can be 

visualised as a collection of edges that connect the mid points of the parallel faces of the 

hexahedra. Three such dual curves with their corresponding mesh elements are highlighted in 

blue, red and green in Figure 3-24. 
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Figure 3-24: Examples of dual curves of a hexahedral mesh. 

Finally, it is important to note the relationship between dual sheets and dual curves. A dual 

curve corresponds to the intersection of two dual sheets. An example where dual sheets 

intersect in a dual curve is shown in Figure 3-25. 

 

Figure 3-25: Two dual sheets intersecting in a dual curve. 

3.2.3 Hexahedral mesh structure 

Due to the shape of a hexahedron, a hexahedral mesh has a more structured nature compared 

to that of a tetrahedral mesh. However, not every hexahedral mesh has a good structure. Dual 

sheets and dual curves provide a useful tool to visualise and understand the structure of a 

hexahedral mesh. In this section the structure of two different hexahedral meshes for the same 

simple model will be compared in order to highlight the difference between a good and a bad 

hexahedral structure. Having done so, the two important features of a hexahedral mesh, namely 

singularity lines and partition surfaces, will be described. As it is shown, these two features 

play an important role on the structure of the hexahedral mesh. 

Structure 

Even for the same model, the structure of a hexahedral mesh can be extremely different. A 

simple example to illustrate this, is a hex-meshed cube like the one shown in Figure 3-26. In 

(a), a mesh is created using a simple transfinite interpolation technique. In (b), a tetrahedral 
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mesh was converted into a hexahedral mesh by splitting each tetrahedron into four hexahedra. 

It is obvious that the two meshes are completely different to each other. 

 

Figure 3-26: Hexahedral mesh of a cube by transfinite interpolation (a) and by converting a tetrahedral 
mesh (b). 

The difference between the two meshes lies in the fact that the one in (a) has a regular block 

structure while for the one in (b), such a block structure is extremely complicated. This 

difference can easily be verified if a few of the dual sheets are highlighted for both meshes. 

For the mesh in (a), any dual sheet separates the cube into two block regions, as it can be seen 

in Figure 3-27. On the other hand, dual sheets of (b) separate arbitrarily shaped areas close to 

certain boundary entities, like the blue dual sheets in Figure 3-28 (left) or even form voids on 

the interior, like the red dual sheets in Figure 3-28 (right). A similar result is obtained if the 

dual curves of the two meshes are taken into account. Examples of dual curves together with 

their corresponding mesh elements are given in Figure 3-29 for both meshes. The dual curves 

of the structured mesh are much more organised and have a well-defined directionality. Dual 

curves of the unstructured mesh on the other hand form loops and curve around randomly on 

the interior of the domain. These loops have a strong negative impact on the quality of the 

elements.  
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Figure 3-27: Dual sheets of the structured mesh divide the domain into blocky regions. 

 

Figure 3-28: Dual sheets of an unstructured hexahedral mesh create arbitrarily shaped areas and voids. 

 

Figure 3-29: Dual curves for a structured (left) and an unstructured (right) hexahedral mesh. 
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Singularity lines 

As was described in the previous section, dual surfaces and dual curves are useful when trying 

to understand and visualize the internal structure of a hexahedral mesh. In order, however, to 

get a clearer view of the true nature of the structure of a hexahedral mesh, singularity lines 

have to be defined.   

In a completely regular mesh (Figure 3-23, Figure 3-26(a)), each interior mesh edge is 

connected to exactly four hexahedra. However, in order to generate an all-hexahedral mesh 

for a general domain, this regularity must often be sacrificed. As a result, in most cases, mesh 

edges where other than four hexahedra join appear in the mesh. Such mesh edges are called 

singular edges. Examples of singular mesh edges are given in Figure 3-30. In (a), three 

elements instead of four are connected to the red mesh edge. Since the number of elements is 

less than 4, we call this mesh edge a negative singular mesh edge. In (c) and (d) five and six 

mesh elements are attached to the blue mesh edges which are called positive singular mesh 

edges, since more than four elements join. As the number of elements increases, more and 

more elements are packed near a mesh edge which results in further distortion. Although 

having less than three elements connecting in a mesh edge is possible, such configurations will 

result in hexahedral elements with negative (or zero) Jacobian as is illustrated in Figure 3-31 

(a). Finally, in order to avoid elements with small dihedral angles, it is preferred that no more 

than five elements join in a mesh edge. In Figure 3-31 (b) it is depicted how a positive singular 

edge with six elements can be separated into two positive singular edges with five elements. 

 

Figure 3-30: Then number of elements attached to a mesh edge can vary. Three elements (a). Four 
elements (b). Five elements (c). Six elements (d). 
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Figure 3-31: Singular edge with two elements (a). A singular edge with six elements is separated into 
two singular edges, each with five elements. 

Based on the above description, a number can be assigned to each interior mesh edge 𝑒 ∈ 𝐸 of 

a hexahedral mesh 𝐻, which describes the number of elements that are incident to it. This 

number is called the hexahedral valence of the edge and can be any positive integer 

number; 𝑣𝑎𝑙(𝑒) ∈ ℕ . Based on the hexahedral valence, a mesh edge can be topologically 

described as regular or singular. To do that, the index of an interior edge is defined as: 

𝑖𝑛𝑑𝑒𝑥(𝑒) = 𝑣𝑎𝑙(𝑒) − 4. 

If 𝑖𝑛𝑑𝑒𝑥(𝑒) < 0 it is a negative singular edge, if 𝑖𝑛𝑑𝑒𝑥(𝑒) > 0 it is a positive singular edge 

and if 𝑖𝑛𝑑𝑒𝑥(𝑒) = 0 the edge is regular. Furthermore, in order to ensure that elements with 

high quality (based on scaled Jacobians) appear in the mesh, it is preferred that only interior 

mesh edges with 𝑖𝑛𝑑𝑒𝑥(𝑒) = {−1,0,1} exist in the hexahedral mesh.  

For mesh edges that lie on the boundary of the domain this definition changes. As it was 

described in a previous section, the ideal number of elements connected to a boundary mesh 

edge on a boundary face is two, while for a boundary mesh edge that lies on a boundary edge, 

it depends on the dihedral angle. In order to decide whether a boundary mesh edge is singular 

or not, the number of elements attached to it has to be compared to the ideal number based on 

the local geometric characteristics of the boundary as presented ealrier. For example, for a 

mesh edge on a boundary edge with a dihedral angle of 270°, the ideal number is 3 and thus: 

𝑖𝑛𝑑𝑒𝑥(𝑒) = 𝑣𝑎𝑙(𝑒) − 3. 

In Figure 3-32 (right) two hexahedra are attached to the highlighted boundary mesh edge 

instead of three (left) which makes it a negative boundary singular edge with 𝑖𝑛𝑑𝑒𝑥(𝑒) = −1. 

If one of the boundary mesh edges connecting to a boundary vertex is singular, then the 

boundary vertex is also singular. Singular boundary edges and vertices might be necessary in 

order to maintain a high-quality hexahedral mesh as was explained in Figure 3-21. It has to be 
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noted that this definition is slightly different than that given in [91], where both boundary and 

interior mesh edges connected to other than four elements are considered to be singular. 

 

Figure 3-32: Mesh configuration on a boundary edge with dihedral angle 270°. Three elements for a 
regular mesh edge (left). Two elements for a negative singular edge (right). 

In a hexahedral mesh, singular mesh edges connect to each other to form complete lines, called 

singularity lines, which form loops or connect to singular nodes. These nodes either lie on the 

boundary or on the interior of the domain. In the latter case, more than one singularity lines 

join at the singular nodes forming the outlines of what are called hex meshing primitives. To 

illustrate how singularity lines behave in a three-dimensional domain, the example of a fully 

hex-meshed sphere will be explained. In Figure 3-33, a sphere is given (a) together with its 

block decomposition (b). Seven blocks are sufficient for the decomposition. Two of the blocks 

are omitted here for visualisation purposes.  

 

Figure 3-33: A sphere (a) can be decomposed into seven block regions (b). Five of them are given. 

In Figure 3-34, the hexahedral mesh for this decomposition of the sphere is given. In (a), the 

surface quad mesh is shown with quad mesh singularities highlighted as small red spheres. In 
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(b), part of the internal structure of the singularity lines can be seen. Eight negative singularity 

lines are shown in red. In this example, every singularity line consists of a series of six singular 

element edges. Singular nodes where various singularity lines connect on the interior are 

shown as big blue spheres. The boundary singular nodes, where singularity lines terminate at 

the boundary of the domain, correspond to the quad mesh singularities and are highlighted 

with small red spheres. Finally, the complete network of twenty negative singularity lines is 

given in (c).  

 

Figure 3-34: Quad mesh on the boundary of a sphere (a). Internal hex-mesh (b). Singularity line 
network on the interior of the sphere (c). 

One really important characteristic of singularity lines is that, since they correspond to regions 

where the mesh is not regular, they define a skeleton-like network on the interior of the domain 

that is an important part of the block decomposition of the domain. The other important part 

is the partition surfaces which will be explained in a later section. First, focus will be given in 

the properties of singularity lines. 

Hex-mesh primitives 

In order to better understand singularity lines and their importance in a mesh generation 

process, it is necessary to know how they can connect on the interior of the domain to form a 

complete singularity line network like the one for the sphere, given in Figure 3-34 (c). In this 

section all possible ways that singularity lines can connect at singular nodes will be presented. 

Each of these connections corresponds to one of the hex-mesh primitives that were first 

presented in [71] and later re-invented from a slightly different analysis in [91].  

Based on the description of the previous section, singularity lines consist of connected singular 

mesh edges, and join to each other on mesh nodes. In order to identify all possible ways that 

they can connect, an analysis of the neighbourhood of a mesh node must be carried out. It is 

assumed that all hexahedral elements adjacent to a mesh node, form convex solids, whose 

boundary faces consist of the faces of the hexahedral elements that do not contain this node. 
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By restricting singularity lines to only those with 𝑖𝑛𝑑𝑒𝑥 = {−1,1}, each negative singularity 

line will correspond to a 3-sided face of the solid, each positive singularity line to a 5-sided 

face of the solid and each regular line to a 4-sided face of the solid. Based on Euler’s formula 

for convex solids, all possible combinations of such faces are enumerated. The result is the 

eleven, so called hex-mesh primitives, shown in Figure 3-35 and Figure 3-36. For example, 

the tetrahedron is one of those primitives. On a mesh node on the interior, four negative 

singular mesh edges (or negative singularity lines) connect. Four hexahedra (or blocks) join at 

this vertex. The primitives illustrated here only represent the mesh around a mesh vertex. On 

an actual mesh, their exact geometry could differ and contain non-planar faces. 

 

 

Figure 3-35: Hex-mesh primitives following the numbering scheme (𝑎, 𝑏, 𝑐) where 𝑎 corresponds to 
the number of triangular faces, 𝑏 to the number of quad faces and 𝑐 to the number of pentagonal faces. 
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Figure 3-36: Hex-mesh primitives (continuation). 

A more global constraint 

Hex mesh primitives describe the local connectivity of the singularity lines and, thus, impose 

local necessary constraints on the structure of the singularity network. A more global formula 

that is able to describe the validity of a singularity line network in terms of a hexahedral mesh 

was derived in [15]. This formula relates singularity lines and singular vertices of a singularity 

line network based on the following equation 

∑ 𝑖𝑛𝑑𝑒𝑥(𝑣 )
# ∗

+ ∑ 𝑖𝑛𝑑𝑒𝑥(𝑣 )
# ∗

− 2 ∑ ∑ 𝑖𝑛𝑑𝑒𝑥(𝑒 )
# ( )# ∗

−

∑ ∑ 𝑖𝑛𝑑𝑒𝑥(𝑒 )
# ( )# ∗

− ∑ ∑ 𝑖𝑛𝑑𝑒𝑥 𝑒
# ( )# ∗

= 0. 
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In the above equation, 𝑉∗ is the set of singular vertices on the boundary of the domain, 𝑉∗ the 

set of junction singular vertices on the interior of the domain, 𝑉∗  the set of boundary singular 

vertices that are connected through a singularity line to a junction singular vertex on the 

interior of the domain, 𝑉∗  the set of boundary singular vertices that are connected to another 

boundary singular vertex through a  singularity line and 𝑉∗  the set of junction singular 

vertices that are connected to junction singular vertices. Furthermore, 𝑎𝑑𝑗𝐸 (𝑣) is the set of 

adjacent edges 𝑒 of the vertex 𝑣 that have 𝑖𝑛𝑑𝑒𝑥(𝑒) ≠ 0 while 𝑎𝑑𝑗𝐸 (𝑣) and 𝑎𝑑𝑗𝐸 (𝑣) 

restrict that set to edges that connect boundary singular vertices with junction singular vertices 

or junction singular vertices with junction singular vertices accordingly. Finally, the index of 

a vertex 𝑣 is given as 𝑖𝑛𝑑𝑒𝑥(𝑣) = ∑ 𝑖𝑛𝑑𝑒𝑥(𝑒 )
# ( ) . For example, for the case of the 

singularity network of the sphere depicted in Figure 3-34 (c), #𝑉∗ = #𝑉∗ = 8, #𝑉∗ =

#𝑉∗ = 8, #𝑉∗ = 0, each junction singular vertex (blue) has 𝑎𝑑𝑗𝐸 (𝑣) = 3, each 

boundary singular vertex (red) has 𝑎𝑑𝑗𝐸 (𝑣) = 1 and for all edges 𝑖𝑛𝑑𝑒𝑥(𝑒) = −1. Thus, 

the first term contributes−8, the second −32, the third 16, the fourth 0 and the fifth 24 

satisfying the formula and giving a valid singularity line network. However, it has to be noted 

that the above condition is a necessary condition for the singularity line network to permit a 

hexahedral mesh but it is not a sufficient one. 

Partition surfaces 

Now that singularity lines have been described, one more important characteristic of 

hexahedral mesh will be presented; that of partition surfaces. A hexahedral mesh is, by 

definition, a collection of small, blocky elements (hexahedra). These elements can be grouped 

in regions, each of which has, internally, a regular structure, with no singular mesh edges and, 

thus, no singularity lines. For the mesh of the sphere shown in Figure 3-34, three such regions 

can be seen in Figure 3-37. All singularity lines of the mesh lie either outside or on the 

boundary of those regions, but not on the interior. These meshes correspond to the block 

regions of the sphere shown in Figure 3-33. 

 

Figure 3-37: Regions of the mesh with regular structure. 
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The outer faces of the outer hex elements of these regions define surfaces which separate them 

from all other regions (the outer faces which correspond to the external boundary faces of the 

domain are ignored here). These surfaces can be seen in a different colour for each region in 

Figure 3-38. Such surfaces are called hereafter partition surfaces, since they partition the 

domain into regions where a regular mesh can be constructed.  

 

Figure 3-38:  Partitions surfaces separating regions of the mesh where the mesh structure is regular. 

An interesting observation about partition surfaces is that, since they define the limits of 

regular mesh regions, they are attached to singularity lines. As a result, if singularity lines 

indicate the position of the mesh where the regular structure of the mesh is disrupted, partition 

surfaces isolate the areas where this structure is retained. Other examples of partition surfaces 

are those that break the hex-mesh primitives into single hex elements (Figure 3-35 and Figure 

3-36). In other cases, partition surfaces may intersect with each other and divide the domain 

into more regions than those directly implied by the singularity line network. Partition surfaces 

may also emanate from boundary features, like concave boundary edges, and not just from 

singularity lines. For example, for the domain in Figure 3-39 (a), five green partition surfaces 

emanate from a positive singularity line and two yellow partition surfaces emanate from the 

orange concave edge (b). It can also be seen that one green partition surface intersects with 

one yellow partition surface on a light blue regular line (seen more clearly in Figure 3-40 (a)). 

Four blocky regions are generated around this regular line which are not directly implied by 

the singularity line network of the domain. 

One more thing that must be noted is that partition surfaces intersect with the boundary of the 

domain giving rise to curves that also assist in the construction of the block decomposition. 

Boundary edges are also cut into multiple parts at the points of intersections. For example, for 

the model in Figure 3-39 (a), these curves are shown in Figure 3-40 (a) in red. Such curves 

divide boundary faces into smaller parts like the green surface highlighted in Figure 3-40 (a). 

This surface shares the same embedding surface as the initial boundary face. As a result, 

partition surfaces not only divide the domain into blocky regions but, at the same time, divide 

boundary faces into rectangular patches. 
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Figure 3-39: Domain with a concave edge (a). Partition surfaces (b). 

 

Figure 3-40: Intersections of partition surfaces with the boundary of the domain (red curves). Boundary 
faces are divided into patches like the one in green. (a) Two partition surfaces shown in orange and 
yellow (b). The two partition surfaces intersect and four Base-Complex faces emerge in green, yellow, 
orange and purple (c). 

Base-Complex / Block decomposition 

In the previous sections, singularity lines and partition surfaces were defined. These features 

capture the most important structural characteristics of a hexahedral mesh. Both were 

described as part of an existing hexahedral mesh. Singularity lines are collections of singular 

mesh edges and partition surfaces are collections of faces of hexahedral elements. However, 

both singularity lines and partition surfaces can be defined prior to the generation of a 

hexahedral mesh. When trying to generate a hexahedral mesh for a 3D domain, one can first 

decompose the domain into blocks like those in Figure 3-33 (b) or Figure 3-39 (b). Lines of 

the decomposition where other than four blocks join are singularity lines of the decomposition 

and surfaces shared by two blocks are the partition surfaces of the decomposition. When a 

hexahedral mesh is constructed inside each block, singular mesh edges will lie on the 
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singularity lines of the decomposition. It is important to think of singularity lines and partition 

surfaces as part of both a decomposition of a 3D domain and a hexahedral mesh.  

Based on this description we can define the Base-Complex of a 3D domain either as part of a 

hexahedral mesh approximating it, or as a part of a block decomposition of it. The Base-

Complex ([101]), is denoted as 𝐵 = {𝐵 , 𝐵 , 𝐵 , 𝐵 }. In this definition the set of Base-

Complex edges 𝐵  consists of singularity lines, intersections of partition surfaces with each 

other and intersections of partition surfaces with the boundary of the domain. Similarly the set 

of Base-Complex vertices 𝐵  consists of all the end-points of Base- Complex edges 𝐵 . These 

vertices are either singular or non-singular depending on whether the edge is singular or not. 

The set of Base-Complex faces 𝐵  consists of faces that are bounded by four edges in 𝐵 . 

Finally, Base-Complex faces decompose the domain into a set of Base-Complex cells 𝐵  that 

are block-like subdomains (i.e. bounded by 6 faces each of which is bounded by 4 edges), the 

union of which reconstructs the initial domain. It must be noted again that depending on 

whether a hexahedral mesh of the domain exists, the above definition is based on mesh edges 

or lines of the block decomposition. It is important to understand the difference between the 

set of partition surfaces and the set of Base-Complex faces. First, the set of Base-Complex 

faces is richer since it includes boundary face patches like the green one in Figure 3-40 (a). 

Furthermore, one partition surface can support the construction of many Base-Complex faces. 

For example, the two partition surfaces (yellow and orange) in Figure 3-40 (b) intersect and 

give rise to four Base-Complex faces (yellow, orange, purple and green) in (c). 

Quad mesh conformity 

The outer quad faces of a hexahedral mesh of a 3D domain are those that approximate the 

boundary of the domain. It is thus important to understand how the boundary itself imposes 

constraints to which the hexahedral mesh must conform. These constraints can be explained 

in terms of a quadrilateral mesh on the boundary faces of the domain. Quad mesh generation 

is by itself a topic of active research. Here, a few concepts will be explained that are important 

to better understand the properties of hexahedral meshes based on the work described in [15]. 

Similar to a hexahedral mesh, a quad mesh can be thought of as a graph 𝐺 = {𝑄 , 𝑄 , 𝑄 }, 

where 𝑄 = {𝑣} is the set of quadrilateral vertices 𝑣, 𝑄 = {𝑒} is the set of quadrilateral 

edges 𝑒 and 𝑄 = {𝑓} is the set of quadrilateral faces 𝑓. For every internal vertex 𝑣 of the quad 

mesh, 𝑣𝑎𝑙(𝑣) is the number of quad faces adjacent to it and 𝑖𝑛𝑑𝑒𝑥(𝑣) = 𝑣𝑎𝑙(𝑣) − 4 is a 

quantity that describes topologically the vertex. For a regular vertex, 𝑣𝑎𝑙(𝑣) = 4 

and 𝑖𝑛𝑑𝑒𝑥(𝑣) = 0. A vertex with 𝑣𝑎𝑙(𝑣) < 4 or 𝑖𝑛𝑑𝑒𝑥(𝑣) < 0 is called negative singular 

vertex and a vertex with 𝑣𝑎𝑙(𝑣) > 4 or 𝑖𝑛𝑑𝑒𝑥(𝑣) > 0 a positive singular vertex. Similar to 
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singular edges, singular vertices with 𝑣𝑎𝑙(𝑣) < 3 𝑜𝑟 𝑣𝑎𝑙(𝑣) > 5 are not preferred for mesh 

quality reasons.  

Let 𝑆 = {𝑣 | 𝑣𝑎𝑙(𝑣) ≠ 4} be the set of all internal singular vertices of a quadrilateral mesh 

on a surface 𝑅 bounded by a set of curves 𝐶. Let also 𝐵 = {𝑣 ∈ 𝐶} be the set of all boundary 

vertices. Given 𝑛  the number of positive singular vertices and 𝑛  the number of negative 

singular vertices, the net sum 𝑁 = 𝑛 − 𝑛  of singularities is calculated by  

𝑁 = 𝑖𝑛𝑑𝑒𝑥(𝑣 )

#

= −4𝜒(𝑅) + 2 − 𝑛

#

, (3.1). 

where, 𝜒(𝑅) is the Euler characteristic of the surface and 𝑛 is the vertex classification of a 

boundary vertex. The Euler characteristic of a surface 𝑅 can be calculated based on a 

triangulation of 𝑅. If #𝑉, #𝐸, #𝐹 are the number of vertices, edges and facets of the 

triangulation, then the Euler characteristic is given by,  

𝜒(𝑅) = #𝑉 − #𝐸 + #𝐹. 

The value of the characteristic does not depend on the triangulation. Consequently, this 

equation relates the number of singularities of a quad mesh with pre-defined characteristics of 

the surface. For that reason, it can be used to identify the net sum of singularities on the surface 

without even having generated the quad mesh. Note however, that while this equation 

identifies the net sum of singularities, it does not locate their position nor provide the exact 

number of each. If, however, a quad mesh that conforms to the vertex classification of the 

boundary of the surface is created, then the net sum of its singularities will equal that given by 

the equation. In Figure 3-41 a planar surface with 𝑁 = 0 is given. In the right, one negative 

and one positive singularity are placed resulting in a different decomposition. This example 

indicates that the net sum of singularities on a surface does not fully define how this surface 

will be decomposed.  

 

Figure 3-41: Decomposition for the same surface with zero singularities (left) or a pair of positive and 
negative singularities (right). 



50 
 

In terms of the generation of hexahedral meshes, the net sum of singularities on a boundary 

face given by the above equation determines the type and number of singularity lines that 

terminate on that boundary face and, as a result, the structure of the hexahedral mesh on the 

interior of the domain. For example, in Figure 3-42 the equivalent decompositions in 3D are 

shown. On the right, one negative and one positive singularity line are introduced on the 

interior of the domain to conform to the singularities on the boundary. This results in an 

increase of the number of blocks. Instead of three (left), ten blocks form the decomposition 

now. It can also be seen that one of the partition surfaces that emanates from the concave 

boundary edge has changed direction and does not propagate to the bottom but rather ends to 

the left. 

 

Figure 3-42: The introduction of a negative and a positive singularity line on the interior changes the 
block decomposition of the same domain. 

3.3 Conclusions 

This chapter focused on describing important characteristics of hexahedral elements and 

hexahedral meshes. Due to the shape of hexahedral elements, a hexahedral mesh has a layered 

structure which is described by dual surfaces and dual curves. Boundary features constrain the 

way hex-elements are placed close to the boundary of the domain in order to maintain a high-

quality mesh. For an all-hexahedral mesh to be constructed for an arbitrary 3𝐷 domain, 

singularity lines have to be introduced on the interior. Partition surfaces that emanate from 

them intersect with each other and with the boundary and define a block-decomposition. The 

behaviour of singularity lines locally is realised based on the hex-mesh primitives. Singularity 

lines have to conform to singular vertices on the boundary of the domain. Furthermore, the 
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block decomposition must induce a hexahedral mesh that conforms to boundary features of 

the domain.  

Based on these observations, it can be realised that, for a hexahedral mesh to be constructed 

for an arbitrary 3𝐷 domain, information regarding both the boundary of the domain and the 

internal topology of the mesh must be analysed. Ensuring that boundary constraints are 

satisfied locally or that singularity lines form patters based on the primitives might not be that 

hard. However, constructing a hexahedral mesh that respects all these constraints is a hard 

problem which requires a link between the boundary of the domain and its interior. In the next 

chapter, the medial object of the domain will be described. This object provides important 

information to obtain this link. 
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Chapter 4  

Medial Object and Hexahedral Meshes 

In this chapter one of the main concepts used in this work, that of the medial object (medial 

axis) of a three-dimensional domain, is explained. First, definitions are given. Following that, 

the structure of the medial object is described through some simple examples. Finally, it is 

explained how the medial object is related to hexahedral meshes and what type of information 

it can provide for the task of hex mesh generation. 

4.1 Definitions 

This works aims in decomposing three-dimensional CAD models into regions suitable for 

hexahedral mesh generation. Throughout the text such a model will be referred to as “solid” 

or “domain” and is denoted as 𝐷, a subset of 𝑅 . Following the Boundary-Representation (B-

Rep) scheme, a domain has a boundary 𝜕𝐷 which is composed of Points, Curves and Surfaces. 

This boundary separates the interior of the domain from the rest of 𝑅 . The following 

definitions (based on the work of [102]) are important for the current work. 

4.1.1 Definition 1: Open / closed sphere 

Let �⃗� ∈ 𝑅  and let 𝑟 > 0. The open sphere of radius 𝑟 at �⃗�, 𝑆 (�⃗�) is the set {�⃗� ∈ 𝑅 : 𝑑(�⃗�, �⃗�) <

𝑟}. In this definition 𝑑(�⃗�, �⃗�) represents the Euclidean distance between �⃗� and �⃗�. The closed 

sphere S (x⃗) is the set {�⃗� ∈ 𝑅 : 𝑑(�⃗�, �⃗�) ≤ 𝑟}. Every point �⃗� on the interior of the domain 𝐷 

can be assigned with a distance 𝑑 ⃗ which is the closest distance to 𝜕𝐷. For all points �⃗� ∈

𝜕𝐷, 𝑑 ⃗ = 0. Based on that distance, a closed sphere 𝑆 (�⃗�), 𝑟 = 𝑑 ⃗ corresponds to every point 

in 𝐷.  

4.1.2 Definition 2: Proper subset 

Let 𝐵 be a subset of a set 𝐴. If all elements of 𝐵 are in 𝐴 but 𝐴 contains at least one element 

that is not in 𝐵, then 𝐵 is called a proper subset of 𝐴. 
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4.1.3 Definition 3: Maximal sphere 

A closed sphere is maximal in 𝐷 if it is contained in 𝐷 and is not a proper subset of any other 

sphere contained in 𝐷. 

4.1.4 Definition 4: Medial object 

The medial object (MO), or medial axis (MA), or skeleton, of a subset 𝐷 of 𝑅 , is the locus of 

points which are centres of spheres which are maximal in D. The limit points of this locus are 

also included. By considering the radius of the maximal sphere at each point of the MO a 

continuous, real-valued function (called the radius function) is defined. The medial axis 

together with this function is generally referred to as the medial axis transform of 𝐷. Maximal 

spheres intersect with 𝜕𝐷, the boundary of 𝐷, tangentially. The points of intersection are called 

“footpoints” or “touching point”. Each point on the medial object has its associated footpoints 

on 𝜕𝐷.  

4.1.5 Touching vectors 

The vector that connects a point 𝑝 on the medial object with one of its footpoints 𝑓 ⃗ on the 

boundary 𝜕𝐷 is called touching vector and is equal to 𝑡�⃗� = 𝑓 ⃗ − 𝑝. The length of the touching 

vector 𝑡�⃗�  is equal to the radius 𝑟 ⃗ of the maximal sphere at the point 𝑝. 

4.2 Structure of medial object 

The medial object has (Figure 4-1) consists of two-dimensional medial surfaces (in orange), 

one-dimensional medial edges (dashed lines) and zero-dimensional medial vertices (were 

dashed lines meet). 

 

Figure 4-1: The medial object of a thin plate is given in orange. A medial edge and a medial vertex are 
highlighted. 
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In [78], each medial entity is defined based on the order and the degree of translative freedom 

of the corresponding maximal sphere. The order of the sphere is the sum of distinct footpoints 

on the boundary of the object calculated by taking into account their multiplicity (for example, 

if a maximal sphere is tangent to a boundary face at a footpoint on one of its bounding edges, 

then that footpoint is accounted twice). By considering that four parameters are needed to 

define a sphere (the three coordinates of its centre and its radius), the degree of translative 

freedom can be calculated based on the number of linearly independent equations that a set of 

distinct (tangent to the sphere) points provide. Two distinct points provide two equations and 

thus the sphere has two degrees of freedom. Based on these notions, a medial surface is defined 

by the locus of the centre of a second order sphere with two degrees of freedom, a medial edge 

by a third (at least) order sphere with one degree of freedom and a medial vertex by a fourth 

(at least) order sphere with no degree of freedom. In the following, a further analysis of the 

structure of the medial object will be given through various examples.  

Hereafter, the term medial object will be used to denote an object that consists of three different 

type of entities; medial surfaces, medial edges and medial vertices. The connection to the 

boundary of each point on the medial object is also considered to be known. The term medial 

surface is not used here to denote the complete structure of the medial object as in [71], but 

only one of its structural elements. 

4.2.1 Medial surface 

A medial surface is the first structural element of the medial object of a three-dimensional 

domain. It represents the region of the domain that is equidistant to two boundary entities and 

consists of all the points that are centres of maximal spheres that touch only those two 

boundary entities. Medial surfaces are bounded by medial edges and medial vertices.  Medial 

surfaces can be distinguished based on the type of boundary entities to which they are 

associated to. Six normal type of medial surfaces occur as described in Table 4-1.  

Type Boundary Entity 1 Boundary Entity 2 

BF1-BF2 Boundary face Boundary face 

BF1-BE2 Boundary face Boundary edge 

BF1-BV2 Boundary face Boundary vertex 

BE1-BE2 Boundary edge Boundary edge 

BE1-BV2 Boundary edge Boundary vertex 

BV1-BV2 Boundary vertex Boundary vertex 

Table 4-1: Medial surface types based on the type of the boundary entities to which they are 
associated. 
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There are also cases where a medial surface can be associated with only one boundary face 

but have two distinct touching points at it. Such configurations occur when local curvature 

maxima appear as the boundary face curves. Such maxima may be distinct, as in the case of 

an ellipsoid, or may cover a fine portion of the boundary as in cases of spherical sectors. An 

example of a medial surface that is associated with only one boundary face is given in Figure 

4-2. The maximal sphere touches the same boundary face at two distinct points. 

 

Figure 4-2: Medial surface associated with only one boundary face.  

Medial surface (BF1-BF2) 

The first type of medial surface is that which is associated with two boundary faces (BF1 and 

BF2). It consists of all the points that are centres of maximal spheres that touch only those two 

boundary faces. Every point on the medial surface has an image on each of the two boundary 

faces. These are the points of contact of the maximal sphere with the boundary. The touching 

vectors that connect the point to the boundary are always normal to the boundary. The two 

boundary faces may be opposite to each other (Figure 4-3) or share a boundary edge (Figure 

4-4).  In the latter case, the medial surface is called a medial flap.  

 

Figure 4-3: Medial surface of type BF1-BF2 lying between two boundary faces that are not connected 
(a). Cross-section revealing important features of a point on a BF1-BF2 medial surface. 



56 
 

 

Figure 4-4: Four medial surfaces of type BF1-BF2 lying between two boundary faces that are connected 
on a boundary edge (medial flaps) (a). Cross-section revealing important features of a point on a BF1-
BF2 medial surface. (b) 

Medial surface – (BF1-BE2) 

The second type of a medial surface is associated with one boundary face and one concave 

boundary edge. It consists of all the points that are centres of maximal spheres that touch only 

those two boundary entities. Every point on the medial surface has an image on each of the 

two boundary entities. These are the points of contact of the maximal sphere with the 

boundary. The touching vector that connects a point on the medial surface to a boundary face 

is always normal to it. The touching vector that connects it to the boundary edge does not have 

any such restriction. The boundary edge and the boundary face may share a boundary vertex 

or not. Examples of BF1-BE2 medial surfaces are given in Figure 4-5. For the orange medial 

surfaces, the two boundary entities are far from each other. For the blue ones, the boundary 

edge and the boundary face share a boundary vertex. In (c), a cross-section reveals important 

features of such a medial surface. It can be seen that while, 𝑡�⃗�  is normal to BF1, 𝑡�⃗�  is not 

normal to BF2 , but, on the other hand, curves around it as if BE2 was a smooth surface.  

 

Figure 4-5: Body with concave boundary edge (a). Four medial surfaces associated with the concave 
boundary edge (b). Important features of those medial surfaces. 
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Medial surface – (BF1-BV2) 

In this case, each point on the medial surface is associated with one boundary face and one 

concave boundary vertex. The boundary vertex is the point of intersection of three boundary 

faces. The maximal sphere rolls around the boundary vertex with the corresponding touching 

vector curving around in an angle that, like in the previous case, is not restricted to be normal 

to any of the boundary faces at that boundary vertex. In Figure 4-6 (a), a model with three 

concave boundary edges is shown. These concave edges meet on a concave boundary vertex. 

The corresponding medial object is given in (b). Finally, in (c) the three medial surfaces 

associated with this boundary vertex are highlighted. 

 

Figure 4-6: Body with three concave boundary edges that connect to a concave boundary vertex (a). 
The medial object of the body (b). Three medial surfaces associated with the boundary vertex (c). 

In Figure 4-7 three cross-sections close to the boundary vertex 𝐵𝑉2 shared by boundary 

faces 𝐵𝐹2 , 𝐵𝐹2  and 𝐵𝐹2  reveal  important features of the aforementioned medial surfaces. 

Each time, one of the touching vectors touches a boundary face (always referred to as 𝐵𝐹1 for 

simplicity) and the boundary vertex.  

 

Figure 4-7: Cross-sections revealing important features of the medial surfaces that are associated with 
the boundary vertex. 
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Medial surface – (BE1-BE2) 

A medial surface may also lie between two boundary edges. In such a case, the maximal sphere 

touches two concave boundary edges and while it rolls around between them, both touching 

vectors curve around them as if smooth surfaces existed. An example of such a medial surface 

is given in Figure 4-8. Here, the two concave boundary edges are not topologically adjacent. 

However, this may not always be the case. An example of two concave boundary edges that 

share a vertex is shown in Figure 4-9. The medial surface associated with them is also 

highlighted.  

 

Figure 4-8: Body with two concave boundary edges in proximity (a). The medial object (b). A medial 
surface lying between the two concave boundary edges (c). 

 

Figure 4-9: Body with two concave boundary edges connected at a boundary vertex (a). The medial 
object (b). A medial surface that lies between the two concave boundary edges (c). 

Medial surface – (BE1-BV2) 

In this case, the maximal sphere touches one boundary edge and one boundary vertex. An 

example of a possible geometry with this configuration is given in Figure 4-10. There are other 

possible ways in which such a configuration could appear. Here, an example is given only to 

familiarize the reader with the way the medial surfaces behave depending on the boundary 

entities that are in proximity. 
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Figure 4-10: Body with one concave boundary edge and one concave boundary vertex in proximity 
(a). The medial object (b). The medial surface that lies between these boundary entities(c). 

Medial surface – (BV1-BV2) 

Finally, an example of two concave boundary vertices in proximity is given in Figure 4-11. In 

such cases, the maximal sphere touches two concave boundary vertices. Again, one possible 

configuration is shown. 

 

Figure 4-11: Body with two concave boundary vertices in proximity (a). The medial object (b). The 
medial surface that lies between these boundary entities(c). 

4.2.2 Medial edge 

A medial edge is the second structural element of the medial object of a three-dimensional 

domain. Medial edges form the boundaries of medial surfaces.  As opposed to a medial surface, 

a medial edge consists of points that are equidistant to at least three boundary entities. Finite / 

curvature contact and degenerate cases also exist. In general, the maximal sphere along a 

medial edge may touch, at least theoretically, an infinite number of boundary entities. Because 

of that, here only a few configurations are described.  

Medial edge – (BF1-BF2-BF3) 

This is the most common type. It is a medial edge that is associated with three boundary faces 

of the domain. Three touching vectors connect a point of the medial edge to the boundary 

faces. These vectors are all normal to the boundary. Depending on the topological relationship 
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of those boundary faces, these medial edges can be distinguished in four different types. Three 

of those are shown in Figure 4-12. The first one is associated with three boundary faces none 

of which is connected to any of the others (a). In the second, one of the boundary faces is 

connected to both other two boundary faces, which are opposite to each other. Finally, in the 

third configuration all the boundary faces are connected between them in pairs (c).  

 

Figure 4-12: Medial edge associated with three boundary faces that are far from each other (a). Medial 
edge associated with three boundary faces one of which is connected with the other two (b). Medial 
edge associated with three boundary faces that are connected in pairs (c). 

In Figure 4-13 examples of such medial edges are shown in blue. The medial surfaces that are 

attached to those medial edges are also highlighted.  

 

Figure 4-13: Three different types of medial edges associated with three boundary faces.  

The common feature that all the above medial edges share is that none of them has a vertex 

that lies on the boundary of the domain (where the maximal sphere degenerates to a point). 

This brings us to the last type of a medial edge that is associated with three boundary faces. In 

this case, one of the end-points of the medial edge corresponds to a boundary vertex. Such a 

medial edge emanates from each convex corner of the boundary. Eight such medial edges are 

highlighted in Figure 4-14. 
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Figure 4-14: Medial edges that are associated with three boundary faces which are all connected to a 
boundary vertex. Such medial edges emanate from convex corners of the boundary. 

Medial edge – (more than three boundary faces) 

In degenerate cases, a medial edge can be associated with more than three boundary faces. 

Such degeneracies depend strongly on the boundary of the domain. For example, when the 

plate of Figure 4-1 is modified so that its cross-section becomes a square, then the medial 

surface on the middle (highlighted in Figure 4-3) degenerates into one medial edge which is 

associated with four boundary faces. Two medial edges of type BF1-BF2-BF3 joined into one. 

This transition of the medial edge is shown in Figure 4-15 

 

Figure 4-15: As the dimensions of the boundary are modified, a medial surface degenerates in a 
medial edge that is associated with four boundary faces. 

Medial edges associated with boundary edges and vertices  

A medial edge can also be associated with concave boundary edges and concave boundary 

vertices. Since a medial edge consists of points that also lie on the medial surfaces that are 

connected to it, it is associated with all the boundary entities that the medial surfaces are. As 

a result, the bounding edges of a medial surface that is associated with a concave boundary 

edge or a concave boundary vertex, will also be associated with them. 
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Medial edges – finite / curvature contact 

Medial edges do not necessarily touch the boundary of the domain at several distinct points. 

In some cases, the maximal sphere is tangent to a complete portion of the boundary of the 

domain. Examples of medial edges with finite contact can be seen in Figure 4-2 and Figure 

4-16. On the left, every point on the central medial edge of the cylinder is associated to a 

maximal sphere that is tangent to a red circle on the boundary. For the plate with the rounded 

edge on the right, every point on the highlighted medial edge is associated to a maximal sphere 

that is tangent to a circular red arc. Along that arc, the curvature of the boundary face remains 

constant. If the rounding was not circular but rather ellipsoidal, then the medial edge would be 

associated with only one point on the boundary of the of the domain (the red arc would 

diminish into that point). The centre of the sphere would correspond to the foci of the ellipsoid 

and the curvature on that point of the boundary would be maximum (locally). In general, such 

cases of curvature contact appear when curves of maximum curvature exist on the boundary 

of the domain.  

 

Figure 4-16: Examples of medial edges with finite contact to the boundary. 

4.2.3 Medial vertex 

A medial vertex is the final structural component of the medial object. They form the 

boundaries of medial edges and are equidistant to at least four boundary entities (cases of 

finite/curvature contact will be described separately). For each of those boundary entities, a 

touching vector is associated to the medial vertex that connects it to the point where the 

maximal sphere intersects tangentially with the boundary. Like with the medial edges, 

degenerate cases occur where there is no upper limit to the number of associated boundary 

entities. 

Medial vertex – (BF1-BF2-BF3-BF4) 

In non-degenerate cases, a medial vertex is associated with four boundary faces of the domain. 

An example of such medial vertices can be seen in Figure 4-17. Maximal spheres are 

highlighted around those medial vertices.  



63 
 

 

Figure 4-17: Medial object for a simple block. Medial spheres are highlighted around four medial 
vertices that are associated with four boundary faces. 

Medial vertex – (more than four boundary faces) 

In degenerate cases, a medial vertex can be associated with more than four boundary faces. 

Just like the medial edge in Figure 4-15 was associated with four and not three boundary faces 

when one of the dimensions decreased, if the dimensions of the block change then the number 

of touching sites of the medial vertex can increase. In Figure 4-18 for example, it can be seen 

how by making the block thinner, the two highlighted maximal spheres touch the boundary in 

five boundary faces. By further shrinking the bar in a cube the medial edge degenerates in a 

medial vertex whose maximal sphere touches the boundary in all six boundary faces. In this 

example, the cross-section of the block is four sided. This resulted in a medial vertex with 

four, five and six touching sites after each step. The cross-section could be, in general, n-sided. 

In such a case, the corresponding touching sites would be n, n+1 and n+2. There is no upper 

limit in the number of boundary faces that a medial vertex can be associated with. For the 

regular dodecahedron for example, the medial vertex in its centre is associated with twelve 

boundary faces.   

Medial vertices associated with boundary edges and vertices 

A medial vertex can also be associated with concave boundary edges and concave boundary 

vertices. Since a medial vertex bounds medial edges and medial surfaces, it is associated with 

all the boundary entities that these medial entities are. As a result, the bounding vertices of a 

medial surface or a medial edge that is associated with a boundary edge or a boundary vertex, 

will also be associated with them. 



64 
 

 

Figure 4-18: Degenerate medial vertices can touch the boundary in more than four boundary faces. 

Medial vertices – finite / curvature contact 

Medial vertices may also be associated with a maximal sphere that is tangent to the boundary 

of the domain over a finite area and not just a single point. The most obvious example is that 

of a sphere the medial object of which consists of a single medial vertex at its centre which is 

associated with all the points on the boundary. One more example can be seen in Figure 4-19. 

The maximal sphere of the common medial vertex of the two highlighted medial edges is 

tangent to the boundary of the domain at the red boundary face (rounded corner).  

Like medial edges, medial vertices with curvature contact can appear when distinct points of 

maximum (locally) curvature exist on the boundary of the domain. If, for example, an ellipsoid 

was revolved 180° around the major axis then two such vertices would exist at each focus of 

the solid. In these cases, the maximal sphere touches the boundary at one single point. There, 

the curvature of the maximal sphere is the same as the local maximum of the surface curvature. 

 

Figure 4-19: Medial vertex with a maximal sphere that is tangent to a complete boundary face. 
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4.3 Medial Object and Offsets 

Since the medial object consists of all the points on the interior of the domain that are (except 

at some specific cases already discussed) equidistant to at least two distinct boundary points, 

it can also be thought of as the outcome of a boundary offsetting procedure in which, each 

time that two offsets (or more) intersect, a certain portion of the medial object appears. An 

example of the generation of a medial edge and a medial surface is given in Figure 4-20. Three 

offsets of three boundary faces have been performed. The intersection of the blue and green 

offsets defines the red curve which generates the orange medial surface as the two offsets 

propagate towards the interior (top right). The point of intersection between all three offsets, 

is a point on a medial edge (top left). This point of intersection generates a medial edge as the 

three offsets continue propagating towards the interior of the domain. This medial edge bounds 

the aforementioned medial surface. 

 

Figure 4-20: Offsets of the boundary intersect in points that lie on the medial object. 

As the inward propagation of the boundary continues, more intersections take place, and more 

medial entities appear. In Figure 4-21, the orange medial surface in the middle consists of all 

the interior points where the green offset from the top and the blue offset from the bottom 

intersect. It is the area of proximity between those two boundary faces.  

The connection between a point on the medial object and the boundary entities from which it 

originates is held by the touching vectors. Touching vectors are normal to boundary faces. As 

a result, if one of the touching entities is a boundary face, then the corresponding touching 

vector represents the evolution of its offset until it reached the point on the medial object. In 

Figure 4-22, a point on a medial surface is associated with two boundary faces. The green and 
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blue lines represent their offsets. These lines are normal to the touching vectors. The fact that 

the two boundary faces (or their corresponding offsets) are not parallel to each other results in 

two non-collinear touching vectors. It is therefore obvious that touching vectors not only 

indicate the connection to the boundary, but they also provide information of the relative 

orientation between different boundary entities. This is later proved to be really valuable. 

 

Figure 4-21: The medial surface in the middle as the intersection outcome of the two offsets from the 
top and the bottom boundary face. 

 

Figure 4-22: Touching vectors represent offsets of the boundary. 

Concave boundary edges and vertices behave differently. A concave boundary vertex, or 

points along a concave boundary edges are not offset along one distinct direction since there 

is not one local normal vector to represent them. They are offset along multiple directions 

bounded by the normal vectors of the corresponding boundary faces (Figure 4-23). As a result, 

a complete surface evolves from each concave boundary feature and intersects with other 

offsets from neighbouring boundary entities to define points on the medial object. Touching 

vectors are no longer normal to the boundary vertex or edge. 
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Figure 4-23: Example of a concave boundary edge offset along multiple directions. 

4.4 Proximity regions 

One more important property of the medial object is that it separates the domain into Voronoi 

regions (regions enclosed by the territorial boundaries of a Voronoi diagram constructed to 

separate topological entities of the boundary of the domain [103]). All points on the interior 

of a region (hereafter called a proximity region) are in proximity with one boundary entity of 

the domain. The internal boundaries of these regions consist of points on the medial object and 

are places of proximity to more than one point on the boundary of the domain. In Figure 4-24, 

it is depicted how the medial object divides a cube into six proximity regions with a pyramid’s 

shape. The regions of proximity for the plate of Figure 4-17 can be seen in Figure 4-25. Four 

triangular prisms are formed on the sides and two tapered bricks on the top and bottom. 

 

Figure 4-24: The regions of proximity for the cube are six pyramids. 
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Figure 4-25: Regions of proximity for a thin rectangular plate. 

The regions depicted in Figure 4-24 and Figure 4-25 are simple bricks and prisms. However, 

for general domains, the complexity of the internal structure of the medial object can result in 

proximity regions that are no longer simple shapes.  

4.5 Medial object and meshing 

As it has been described in the previous sections, the medial object’s structure can help 

understand and analyse the interior of a three-dimensional domain. Not only does it provide a 

new internal structure consisting of medial surfaces, edges and vertices, but it also separates 

the domain into proximity regions. Making use of the rich information captured by the medial 

object for hexahedral mesh generation has already been a topic of research [71],[73],[75],[74]. 

In this section, two intuitive ways that the medial object can be used in order to generate a 

hexahedral mesh are described. These highlight useful properties of the medial object in terms 

of hexahedral mesh generation but they also underline reasons why using directly the medial 

object for that purpose may not always give a satisfying result. 

4.5.1 Meshing regions of proximity 

An obvious way to generate a hexahedral mesh for the entire domain is to separately hex mesh 

the regions of proximity provided by the medial object. As it can be seen in Figure 4-24 and 

Figure 4-25 this decomposition does not consist of simple blocks, but rather of arbitrary shapes 

that depend on the internal structure of the medial object. By generating a hexahedral mesh in 

each of those areas and taking care that these meshes conform where the regions connect to 

each other, a complete hexahedral mesh can be created for the entire domain. Such a mesh for 

a thin rectangular plate can be seen in Figure 4-26. 
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Figure 4-26: By directly generating a hexahedral mesh for each proximity region, unnecessary 
singularity lines may appear. 

From a view external to the model (top left) the mesh looks to be regular everywhere. 

However, after exploring the mesh in the interior (top right), it can be seen that the topology 

of the mesh is quite complicated even though the domain is simple. The triangular prismatic 

proximity regions on the sides, together with the connectivity of the medial surfaces, give rise 

to negative singularity lines circled in the bottom left. Finally, although all dihedral angles of 

the domain are 90°, the decomposition implied by the medial flaps (Figure 4-4a), forces two, 

and not one, elements to be placed there, thus reducing the element quality (bottom right). 

As a result, generating a hexahedral mesh based on the proximity regions is not the best choice. 

The ability to create a good quality mesh strongly depends on the complexity and the 

connectivity of the medial object, which, even for simple geometries, can be more complicated 

than that of the actual domain. One more example that justifies this conclusion is the cube that 

is divided into six pyramids for which, generating a hexahedral mesh is by itself a strenuous 

problem [13], [104]. 

4.5.2 Meshing medial surfaces 

One slightly different approach to create a hexahedral mesh with the aid of the medial object, 

is to generate a quad mesh on each medial surface and then expand this mesh outwards to the 

corresponding boundary entities to generate the final hexahedral mesh. The quad mesh on the 

medial surfaces could be generated by current techniques such as paving or cross-field 

decomposition. Figure 4-27 shows an example of such a quad mesh on a medial surface which, 

when swept to the boundary, produces a hexahedral mesh.  
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Figure 4-27: Hexahedral mesh generated by sweeping a quad mesh on a medial surface to the 
boundary of the domain. 

Medial flaps need to be treated separately since they are connected to the boundary and a 

simple sweep would generate prismatic elements on the corners. An example of such a mesh 

can be seen in Figure 4-28. Again, the complexity of the mesh around the flaps is higher than 

what would be expected for such a simple geometry and like in the previous method, 

singularity lines emerge near corners of 90°. This results in a complicated mesh structure with 

distorted elements.  

 

Figure 4-28: Distorted hexahedral elements emerge on regions around flaps where singularity lines 
appear. 

From the above descriptions it can be concluded that, if the structure of the medial object is 

used directly to either generate meshes on the regions of proximity or to generate quad meshes 

on medial surfaces and use them to construct hexahedral meshes, then complicated mesh 

structures with unnecessary singularity lines emerge. However, the fact that the medial object 

distinguishes which areas of the interior are close to each boundary entity can still be useful. 
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In all meshes shown in Figure 4-26, Figure 4-27 and Figure 4-28 it can be observed that high 

quality hex elements have been created in the core area of the domain. It is around the medial 

flaps where the singularity lines appear. So, although quad meshing medial flaps and sweeping 

the mesh outwards might not be a good practice, doing so for medial surfaces like the one in 

Figure 4-27 seems to be appealing. This insight demonstrates that by separating the model into 

different areas, meshes can be created separately for each without the need to generate all the 

mesh from scratch. Furthermore, the proximity information provided by the medial object can 

be used to guide the separation process (Figure 4-27).  

Since by itself the medial object is not sufficient to guarantee that a hexahedral mesh can be 

created, further reasoning is required. For example, the medial surface shown in Figure 4-27 

could be expanded to the boundaries of the domain and quad-meshed. By using the proximity 

information of the initial medial surface, the new mesh can be swept to the boundaries of the 

domain. Following such a recipe, a hexahedral mesh with higher quality than those in Figure 

4-26 and Figure 4-28 is created. This is illustrated in Figure 4-29. In this case, instead of 

directly using the medial flaps or the regions around them, their proximity information was 

used to guide the extension of the orange medial surface to the sides.  

 

Figure 4-29: High quality hexahedral mesh generated by extruding a quad mesh on an expanded 
medial surface. 

There are several other ways that the information captured by the medial object can be used to 

simplify the domain to be meshed. For example, the region around the concave boundary edge 

of the model in Figure 4-5 could be isolated with the aid of the medial object. As it can be seen 

in Figure 4-30, the region of proximity of the concavity (blue) can be extended based on the 

proximity information of the medial object (region between the two yellow surfaces).  
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Figure 4-30: Extending the region of proximity of the concavity based on the medial object. 

By extending this region, the model is separated into three regions. Two of them (left and top) 

are simple rectangular prisms which can be meshed as described in Figure 4-29. The third 

region, is an elongated cube for which a hexahedral mesh can easily be created. For example, 

in Figure 4-31 it is illustrated that the medial edge highlighted in green, which is associated 

with the concavity, can represent this long, blocky region and indicate that if a quad mesh from 

one end is swept along its direction, then a full hexahedral mesh will be generated. 

 

Figure 4-31: Hexahedral mesh generated by sweeping a quad mesh along the direction of a medial 
edge. 

To conclude, the medial object can be useful when trying to mesh a 3D domain. It can be used 

to distinguish thin-sheet from long-slender regions and even identify special features like 
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concavities. In order to make use of all that information it is necessary to have a feeling of 

what is important for the specific task of hexahedral mesh generation. For that reason, the 

relationship between the medial object of a domain and an existing hexahedral mesh must be 

identified. 

4.6 Medial object relations to a hexahedral mesh 

The aim of this section is to identify relations between the medial object and an existing 

hexahedral mesh of a 3D domain. Based on these, a method will be developed which utilizes 

information encapsulated in the medial object to generate block decompositions for hexahedral 

mesh generation.  

4.6.1 Medial object and dual surfaces 

Since dual surfaces carry important connectivity information for a hexahedral mesh, the first 

thing that can be analysed is their relation to the medial object. In Figure 4-32, the medial 

object of a rectangular prism is given (left) together with a fully structured hexahedral mesh 

approximating it (right). To identify how the medial object relates to this mesh, different 

regions of the mesh are analysed separately. 

 

Figure 4-32: Medial object of a rectangular prism (left). Structured hexahedral mesh (right). 

One such mesh region is depicted in blue in Figure 4-33, where hex elements that lie between 

the top and bottom boundary faces are isolated. It can be easily observed that, the medial 

surface which lies between these boundary faces resembles a dual surface of the middle mesh 

elements. In other terms this means that mesh elements are, at least approximately, normal to 

the medial surface. However, the fact that hexahedra are normal to the medial surface is not 

enough to fully describe their orientation. On the right, three hexahedra are aligned with the 

red normal vector of the medial surface and have a rotational freedom (green arrow). For these 

elements to conform with each other, their rotational freedom must be constrained. In Figure 

4-34, three offsets of the side boundary faces have been generated. In the right, intersection 

lines of the offsets with the medial surface are illustrated. If the elements are not aligned with 
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them, then their orientation needs to be changed. Here, two of them must be reoriented. The 

offsets could be thought of as “pushing” and “forcing” the elements to align with them 

 

Figure 4-33: A region of the mesh where the medial surface behaves like a dual surface of the mesh. 
Elements aligned with the normal vector have a rotational freedom. 

 

Figure 4-34: Boundary offset surfaces around mesh elements. Intersections of offsets with the medial 
surface defines orientations on the medial surface that constrain the elements. 

The concept of offset surfaces constraining the orientation of mesh elements resembles the 

evolution of dual surfaces from the boundary of the domain towards its interior. A simple 

example which illustrates this can be seen in Figure 4-35 for the hexahedral mesh of a thin 

triangular prism. Dual surfaces of the mesh are highlighted in green, blue and red colours 

(middle). As dual surfaces approach the negative singularity line in the middle, they start to 

curve around it. For boundary offsets to be able to represent these dual surfaces, they need to 

be “relaxed” and have the flexibility to bend. The more these offsets approach the singularity 

line, the more they bend. Intersections of dual surfaces with a medial surface in the middle are 

shown (right). Just like dual surfaces bend near the singularity line, representing the 
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misalignment of mesh elements there, and thus the need for the singularity, so do these lines 

on the medial surface.  

 

Figure 4-35: Hexahedral mesh on a triangular prism (left). Dual surfaces (middle). Intersection of dual 
surfaces with a medial surface (right). 

Medial surfaces may not always be aligned with dual surfaces of the mesh. In Figure 4-36 (top 

left) a region of the mesh in the vicinity of a medial flap is selected. Mesh elements are not 

aligned with the normal vector on the flap (top right). Thus, the medial surface does not 

approximate a dual surface meaning the observation made for the mesh in Figure 4-33 cannot 

be a turned into a general conclusion. Like the triangular prism, dual surfaces of the mesh 

intersect with the medial flap (bottom right) giving rise to an orthogonal pattern of lines. These 

lines “represent” the dual surfaces of the mesh on the medial object. However, these lines are 

not enough to generate elements. In Figure 4-37 four elements with different orientations are 

depicted. Even though their orientation is different, the intersections of their dual surfaces with 

the medial surface are identical (green and red lines). This indicates that knowing the 

intersections of dual surfaces with the medial object is sufficient to construct the mesh. 

 

Figure 4-36: Mesh region around a flap medial surface. The mesh is not aligned with the medial 
surface. Dual surfaces define a pattern of lines on the medial surface. 
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Figure 4-37: Dual surfaces of mesh elements with different orientation can intersect with the medial 
object in lines with the same directionality. 

However, there is additional information on the medial object that could be utilized in order 

to use such lines for the generation of hexahedral elements. At the mesh region in Figure 4-36 

(top left) elements are normal to the boundary of the domain. It has also been explained that a 

touching vector connects a point on the medial object with the boundary of the domain and 

that this vector is normal to the boundary if the corresponding boundary entity is a face. If the 

intersections of the dual surfaces with the medial object are known at a certain point, then, by 

projecting them with the aid of the touching vector to the corresponding boundary face, a dual 

surface can be generated which is normal to the boundary. In Figure 4-38, two orthogonal lines 

on a point on the medial surface are projected based onto the local touching vector (black line). 

Two surfaces are constructed which can be the dual surfaces of the yellow mesh element in 

the bottom. For the mesh elements with the rotational freedom (Figure 4-34), the two lines that 

constraint them could be those defined by the intersection of the offsets of the surrounding 

boundary faces with the medial object. Projecting these lines with the local touching vector 

gives the flexibility to dual surfaces not to always be aligned with the medial surface. 

 

Figure 4-38: Element orientation can be defined based on dual surfaces generated by using two 
orthogonal directions on a medial surface and a touching vector there. 
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To get a deeper understanding of the relationship between a hex-mesh and a medial object it 

is important to further investigate geometric features that a 3D domain might have. Such an 

example is that of a concave boundary edge (Figure 4-39). The medial surfaces around the 

concave boundary edge do not have a constant orientation compared to the mesh elements. It 

seems like the normal vector of the medial surface does not pose any constraints on the mesh 

structure. 

 

Figure 4-39: Mesh structure around a concave boundary edge. The medial surfaces start parallel to the 
mesh elements and ends up intersecting with them diagonally. 

However, the influence of the concave boundary edge may not always dictate the mesh 

structure in the entire domain. Constraints from other boundary entities may influence it as 

well. In the previous case, the mesh structure on the concave boundary edge conforms to that 

of the bottom right corner. If, however the bottom right edge is rounded (Figure 4-40), then 

the mesh structure becomes more complicated. The blue and the yellow mesh regions indicate 

two different areas influenced by two different boundary entities. The yellow region has a 

mesh structure that conforms to the concave boundary edge, while the blue one conforms to 

the rounded face. The medial surface in the middle seems to approximate dual surfaces of the 

blue mesh while its orientation with regard to the yellow mesh is not constant. In terms of the 

mesh structure, a negative singularity line appears on the medial surface where three hexahedra 

join. 
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Figure 4-40: A medial surface provides a place to check whether a singularity line is needed for 
different mesh structures to conform on the interior. 

One more example is given in Figure 4-41. The medial surface highlighted in brown is the 

place where mesh constraints from two boundary faces collide. The medial surface 

approximates the dual surfaces of the elements on the right. However, at some point the 

orientation of the elements becomes such that the medial surface is diagonal to them. Like the 

previous example, a singularity line is present at this point where the mesh orientation with 

respect to the medial surface changes. This positioning of singularity lines at regions where 

the orientation of the medial object with respect to the mesh is not constant is not random. 

Since dual surfaces represent “relaxed” offsets of the boundary, a misalignment of the dual 

surfaces with the medial object may correspond (this was not the case for the mesh in Figure 

4-36) to a mismatch of mesh constraints from boundary entities that are in proximity. As a 

result, singularity lines are strongly connected with misaligned boundary entities. 

 

Figure 4-41: A medial surface starting parallel to the mesh structure on the right suddenly becomes 
diagonal to it near a positive singularity line. 

This can be better understood by comparing different medial surfaces with respect to their 

relative orientation with the mesh. In Figure 4-42, three dual surfaces are shown. The medial 
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surface that lies between them is parallel to them and no singularity line exists at this region 

of the mesh. Note also that the corresponding boundary faces are parallel and thus the mesh 

patterns conform to each other on the medial object.  

 

Figure 4-42: A medial surface being parallel to dual surfaces above and below it. No singularity lines 
exist there.  

A similar analysis of dual surfaces close to the medial surface of Figure 4-41 reveals a different 

behaviour of the mesh. As it can be seen in Figure 4-43, on the right hand side of the blue 

singularity line, the medial surface is approximately parallel to the red dual surface coming 

from the bottom circular boundary face. However, on the left hand side, the dual surface forms 

an angle close to 45° with the medial surface. This breaks the dual surface into two parts, one 

that continues to join the green dual surface on the top and one that continues to join the red 

dual surface on the left. This break happens around the singularity line and it is the sudden 

misalignment of the mesh with the medial surface that indicates its position. In terms of 

boundary conformity, the circular face starts parallel to the top boundary face and close to the 

singularity line forms an angle of 45° with it. A closer look at the complete mesh structure in 

Figure 4-41 reveals this behaviour of the mesh.  

 

Figure 4-43: Part of the dual surface is parallel to the medial surface and part of it not. The change of 
relative orientation is in the neighbourhood of the singularity line where dual surfaces follow multiple 

directions 
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4.6.2 Medial object and base complex 

Except from dual surfaces, as has already been described, a high-quality hexahedral mesh has 

an underlying block structure described by the base complex. Singularity lines and partition 

surfaces are the main components of this structure. It would thus be reasonable to try and 

investigate whether there is a relationship between the medial object and this underlying 

structure. From the above descriptions, it has been shown that, in some areas medial surfaces 

are parallel to dual surfaces of the mesh (Figure 4-34), while in others not (Figure 4-36). At 

regions of the mesh where this relative position of a specific medial surface with the mesh 

changes, singularity lines appear (Figure 4-41). In general, the medial object can be the place 

where non-conforming mesh patterns from various boundary entities collide and force 

singularity lines to appear. Finally, just like dual surfaces intersect with the medial object 

(Figure 4-36), partition surfaces also interact with the medial object. In this work, each 

intersection of a partition surface with the medial object is called a streamline. The complete 

set of streamlines defines a streamline network on the medial object that is the imprint of the 

block decomposition on the medial object. An example of such a line network can be seen in 

Figure 4-44. A block structured mesh with the critical lines that define the block structure of 

the mesh is highlighted first (top left). By removing the hex elements, the base complex of this 

mesh can be explored (top right). Partition surfaces and singularity lines intersect with the 

medial object on the highlighted green lines (bottom right). These lines are shown separately 

on the interior of the domain (bottom left).  

 

Figure 4-44: A block structured mesh has an internal structure consisting of singularity lines and 
partition surfaces (base complex). This structure intersects with the medial object giving rise to an 
internal streamline network (green lines). 
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For a block-structured hexahedral mesh, its internal structure (base complex), defined by 

singularity lines and partition surfaces, could be generated. The imprint of this structure on the 

medial object (the internal green lines) could also be identified and used to characterize the 

mesh. Furthermore, based on this observation a new method for hexahedral mesh generation 

could be proposed. Instead of building the block decomposition directly, the aim could be to 

identify the internal line network on the medial object, use it to generate the corresponding 

base complex and then, use this to produce the hexahedral mesh. This is the core idea of the 

method proposed in the current work. The steps towards achieving that will be explained in 

the following chapters. 

4.7 Conclusions 

Based on the previous descriptions the following observations can be made: 

 A medial surface could have an arbitrary orientation with respect to the elements of a 

hexahedral mesh. However, in thin regions dual surfaces of hexahedral elements that 

lie between two boundary faces in proximity could be approximated by the medial 

surface. 

 Regions of the medial object where boundary mesh constraints do not conform to each 

other, appear to coincide with areas where a medial orientation with respect to 

hexahedral elements is not constant.  

 The block structure of a hexahedral mesh has a footprint on the medial object 

consisting of intersections of partition surfaces and singularity lines with medial 

entities.  

 A pattern of orthogonal lines on the medial object can be projected to the boundary of 

the domain with the aid of the touching vectors in order to generate surfaces. These 

surfaces can be used to represent dual surfaces of a hexahedral mesh. 

 Generating a hexahedral mesh for a 3D domain could be reduced into a problem of 

generating a quad mesh on the medial object which can then be extended into a hex 

mesh based on projections to the boundary.  

Based on these observations and the discussion on this section, it can be concluded that there 

is a relation between the different boundary entities of the domain, the medial object and a 

good block-structured hexahedral mesh. In the process of trying to determine what relates 

them, the following questions with respect to a hexahedral mesh generation procedure are 

raised: 
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 Is it possible to predict the position and the type of singularity lines of a hexahedral 

mesh / block decomposition of a 3D domain based on the boundary constraints that 

join on the medial object?  

 Is there a way to identify the “footprint” of a block decomposition of the domain on 

the medial object which conforms to these singularity lines?  

 Is it possible to reverse the order of the steps depicted in Figure 4-44 in order to start 

from the “footprint” on the medial object and extend it to a block decomposition of 

the domain? 

 If a hexahedral mesh is generated based on such a block decomposition will it always 

have an orientation that is correlated with the medial object?  

It is those questions that motivate the current work. Aiming for an automated method for 

decomposing 3D domains for hexahedral mesh generation, in the following sections it will be 

explained how valuable information encapsulated in the medial object can be extracted and 

used to identify where singularity lines should be placed and how partition surfaces can be 

generated based on them. More specifically, to achieve this aim, the following objectives have 

been formulated: 

 Develop an algorithm to analyse the directional information of the medial object 

which is encapsulated in the touching vectors. 

 Develop a tool to use the directional information in order to identify singularity lines 

in the interior of the domain. 

 Develop a tool to construct partition surfaces that emanate from the singularity lines 

and partition the domain into block-like regions. 

 Describe how existing meshing and smoothing algorithms can be utilised to construct 

the final hexahedral mesh for the block decomposition obtained based on the partition 

surfaces. 
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Chapter 5  

Direction Field Generation 

5.1 Introduction 

In the previous chapter it was explained that a 3𝐷 domain, a block structured hexahedral mesh 

that approximates it and the medial object of the domain are all related to each other. The 

information captured by the medial object can be used not only to distinguish different type of 

regions, but also to explain why and where singularity lines occur. Furthermore, the idea that 

intersections of partition surfaces, or of dual surfaces of the mesh, with the medial object can 

be used to define a 2𝐷 decomposition or a 2𝐷 representation of the mesh in the interior of the 

domain was introduced. In this chapter, this idea will be formalised in order to build the 

foundations of a method that tries to generate a block decomposition based on an analysis of 

the medial object. To do this, a direction field consisting of 3𝐷 frames and 2𝐷 cross-fields will 

be generated to represent different areas of the medial object. Such a representation aims to 

explain the correlation between the medial object orientation and the position of singularity 

lines in a multi-block decomposition of the domain. This will serve as the starting point in the 

next chapters where singularity lines and partition surfaces that decompose the domain into 

the final block structure will be created. 

5.2 Functional representation of cubes / frames 

In Chapter 3, it was explained that the directionality of a general hexahedral element can be 

approximated by a set of three vectors that are normal to each other. This set of vectors is 

called a frame and is symbolised as 𝑓 = 𝑡 , 𝑖 = (1,2,3). Since the dihedral angles of the 

hexahedron may not always be 90°, these vectors cannot be chosen to be equal to the normal 

vectors of the hexahedron’s faces. This section describes how a functional representation of a 

cube provides a way to calculate frames that represents arbitrarily shaped hexahedra.  

The function that is chosen to represent the cube is the following polynomial of degree 4  
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𝐹(𝑥, 𝑦, 𝑧) = 𝑥 + 𝑦 + 𝑧 . 

In Figure 5-1 , 𝑓 is plotted on the unit sphere 𝑆 = {(𝑥, 𝑦, 𝑧)| 𝑥 + 𝑦 + 𝑧 = 1}. It can be 

seen that the function is maximised at 6 distinct points (blue regions) that correspond to the 

extremities along the three axes. These points correspond to 6 unit vectors that are all normal 

to each other and, when chosen properly, form a frame. Three such vectors are 𝑛 =

(1,0,0), 𝑛 = (0,1,0) and 𝑛 = (0,0,1). If a cube of length 2 is centred at the origin then these 

vectors connect the origin to the centres of the cube’s faces.  

 

Figure 5-1: Frame rotation and the equivalent polynomial representation on the unit sphere. 

Another way to represent this function on 𝑆  is by making use of real spherical harmonics 

which are functions that form an orthogonal basis on the sphere. Such a representation on the 

sphere is equivalent to the Fourier series expansion of a function on the circle. Important 

information regarding theoretical properties and physical interpretation of spherical harmonics 

was first introduced in [81]. In terms of the physical interpretation, “spherical harmonics 

represent the fundamental modes of vibration of a sphere just like a Fourier series represents 

the fundamental modes of vibration of a string”. There, it is mentioned that spherical 

harmonics can be calculated as eigenfunctions of the Laplace-Beltrami operator ∆  that, for 

an eigenvalue 𝜆 ≥ 0, satisfy the equation ∆ 𝐹 + 𝜆𝐹 = 0. It can be proven that 𝜆 = 𝑙(𝑙 + 1), 

where 𝑙 is a non-negative integer. For a specific eigenvalue 𝜆, and thus a specific band 𝑙, there 

are 2𝑙 + 1 eigenfunctions, denoted as 𝑌 , , where 𝑚 = −𝑙, … 𝑙, that form the corresponding 

eigenspace of the problem. From a physical point of view, spherical harmonics can be thought 

of as decomposing the function into different components of different frequencies. In this 

interpretation, 𝑙 can be regarded as the “frequency” of the corresponding eigenspace. A 

complete list of real spherical harmonics up to band 𝑙 = 4 is given in Appendix E. 

Following the work of [84], in the case of polynomials of degree 4, bands up to 𝑙 = 4 are used 

to represent them with spherical harmonics. Here, for the function 𝐹 that represents the 
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orientation of a hexahedron aligned with the principal axis (or the orientation of the equivalent 

frame), two spherical harmonics of band 4 and one spherical harmonic of band 0 are sufficient. 

More specifically, 

𝐹(𝑥, 𝑦, 𝑧) = 𝑥 + 𝑦 + 𝑧 =
√

(𝑌 , + 𝑌 , + 𝑌 , ). 

Having as reference the frame that corresponds to the previously mentioned polynomial, the 

corresponding polynomial of any other frame with a different orientation can be calculated. 

For example, the polynomial that represents a frame which consists of the unit normal 

vectors 𝑛 = (1,0,0), 𝑛 = (0,
√

, ) and 𝑛 = (0, − ,
√

), can be calculated by rotating the 

reference polynomial by 30° around the x-axis. The new polynomial can be easily identified 

and is 

𝐺(𝑥, 𝑦, 𝑧) = 𝑥 +
10

16
(𝑦 + 𝑧 ) +

9

4
(𝑦 𝑧 ) −

√3

2
(𝑦 𝑧 − 𝑦𝑧 ) 

= 𝑥 + 𝑦 + 𝑧 −
6

16
(𝑦 + 𝑧 ) −

√3

2
(𝑦 𝑥 − 𝑦𝑥 ) −

9

4
𝑦 𝑥  

= 𝐹(𝑥, 𝑦, 𝑧) − (𝑦 + 𝑧 ) −
√

(𝑦 𝑥 − 𝑦𝑥 ) − 𝑦 𝑥 . 

In the above equation, the term inside the brackets corresponds to the difference between the 

reference frame and the rotated one. This polynomial can also be expressed in the spherical 

harmonic basis. The new expansion is 

𝐺(𝑥, 𝑦, 𝑧) =
√

(𝑌 , + 𝑌 , + 𝑌 , + 𝑌 , ). 

It can be seen that since the polynomial differs from the reference one, the expansion is 

changed and more spherical harmonics are required for the representation. This indicates that 

different orientation between frames corresponds to a different polynomial and, consequently, 

in a different spherical harmonics expansion. 

With the aid of such a functional representation of hexahedral elements / frames, the problem 

of comparing relative orientation of different frames based on Euler angles can be shifted to a 

problem of comparing integrals calculated on the sphere. Thus, if 𝐹(𝑥, 𝑦, 𝑧) and 𝐺(𝑥, 𝑦, 𝑧) are 

the representations of two different frames, their orientation difference can be compared by 

calculating the integral 

∫ (𝐹(𝑠) − 𝐺(𝑠)) 𝑑𝑠
 

. 

From the previous example it can also be observed that the difference 𝐹(𝑥, 𝑦, 𝑧) − 𝐺(𝑥, 𝑦, 𝑧) 

can be expressed as  
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𝐹(𝑥, 𝑦, 𝑧) − 𝐺(𝑥, 𝑦, 𝑧) = −
4√𝜋

15
(
1

2
𝑌 , +

1

2
𝑌 , ) 

This is based only on spherical harmonics of band 4 since the constant term 𝑌 ,  vanishes. In 

general, since ∆  is rotation-invariant, frequencies are not altered by rotating any spherical 

function. Thus, if 𝐹 is rotated, then the initial spherical harmonics coefficients will be mapped 

to a new set of spherical harmonics coefficients of the same band ([84]). Furthermore, since 

the band 0 coefficient 𝑌 ,  does not alter the computation of 𝐹 − 𝐺, the reference frame can be 

represented as a normalised linear combination of spherical harmonics of band 4 as 

𝐹 = 𝑌 , + 𝑌 , where 

𝐹 = 0,0,0,0,
7

12
, 0,0,0,

5

12
∙ 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 , , 𝑌 ,  

and 

𝐹 = 𝑎 ∙ 𝐵 . 

In this notation, the reference frame 𝐹  is given as the vector product of the spherical 

harmonics coefficient vector which, for the reference frame is denoted as 𝑎, and a vector 𝐵 

which corresponds to the spherical harmonics of band 4. 

The vector notation introduced above can be really helpful in the computation of the integral 

on the sphere. Any frame 𝑓 = 𝑅 ∙ 𝑓  that is a rotation of the reference frame 𝑓 , 

corresponds to function 𝐹 = 𝑎 ∙ 𝐵  where 𝑎 = 𝑅 ∙ 𝑎 with 𝑅  being the equivalent rotation 

matrix that acts on the spherical harmonics coefficient vector. This matrix is a function of 

Euler angles and the formula to calculate it is given in Appendix F. Based on the above 

definitions the equation for the functional representation of the frame can be written as  

𝐹 = 𝑎 ∙ 𝐵 = (𝑅 ∙ 𝑎) ∙ 𝐵 . 

This implies that any frame can be represented by a coefficient vector 𝑎 which acts upon the 

spherical harmonics and corresponds to a rotation of the reference coefficient vector 𝑎. The 

coefficient vector belongs to a 9𝐷 coefficient space. However, geometrically the set of vectors 

that correspond to 3𝐷 rotations of the reference frame is constrained to lie on a manifold of 

dimension 3 (described for example by three Euler angles) embedded in the 9𝐷 coefficient 

space. Since the spherical harmonics basis 𝐵 is orthonormal, the orientation difference 

between two frames 𝑓  and 𝑓  with functional representations 𝐹  and 𝐹  respectively and 

coefficient vectors 𝑎  and 𝑎 , can be simplified as 
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∫ (𝐹(𝑠) − 𝐺(𝑠)) 𝑑𝑠
 

= ‖𝑎 − 𝑎 ‖ . 

Finally, one more observation that proves helpful in understanding the nature of the coefficient 

vector 𝑎 is its relation to Euler angles. Each frame 𝑓 can be related to the reference frame 𝑓  

with the aid of three rotations around the three reference axis 𝑥, 𝑦, 𝑧 which are called Euler 

angles and are denoted as 𝜃 , 𝜃 , 𝜃  respectively. Let 𝑅 (𝜃 ), 𝑅 (𝜃 ), 𝑅 (𝜃 ) be the 3 × 3 

rotation matrices around the reference axis. Then, 

𝑓 = 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑓 = 𝑅 ∙ 𝑓 . 

Since each frame 𝑓 can be expressed as a function of Euler angles 𝑓 = 𝑓(𝜃 , 𝜃 , 𝜃 ), and since 

each frame corresponds to one representation vector 𝑎, then 𝑎 can also be written as a function 

of Euler angles 𝑎 = 𝑎(𝜃 , 𝜃 , 𝜃 ). This effectively means that 𝑅 = 𝑅 (𝜃 , 𝜃 , 𝜃 ). As a 

result, the connection between a frame 𝑓 and its representation vector 𝑎 is held by the Euler 

angles 𝜃 , 𝜃 , 𝜃  that relate the frame to the reference frame 𝑓 . However, not every 

representation vector 𝑎 can be correlated to a set of Euler angles. As a result, starting from the 

reference frame 𝑎, the 3𝐷 manifold on which the reference frame is geometrically constrained 

can be constructed by examining all possible Euler rotations. All other vectors 𝑎 lie out of 

the 3𝐷 manifold and do not correlate to a frame.  

5.3 Frame fitting optimization 

The functional representation of frames that was introduced in the previous section provides 

the framework based on which an optimization problem can be built that will be useful to 

define the mesh orientation on the interior of the domain. This section describes how a frame 

that best-fits an arbitrary number of vectors and/or other frames can be created. 

In order to define a frame, three mutually perpendicular vectors are required. In fact, if two of 

them are known, then the third one can be calculated as 𝑛 = 𝑛 × 𝑛 . In the case where the 

two vectors are not perpendicular to each other (and are not collinear in which case they 

effectively correspond to the same vector of the frame), then the set {𝑛 , 𝑛 , 𝑛 } does not form 

a frame. The fact that the two vectors are not perpendicular implies that, in order to create a 

frame, then the frame should not be forced to be perfectly aligned with both vectors. For 

example, in Figure 5-2 (left) the vectors of the frame (𝑛 , 𝑛 ) perfectly match the two 

perpendicular vectors (𝑛 , 𝑛 ). On the other hand for the two vectors on the right, the frame 

that is generated only approximates them and thus 𝑛 ≠ 𝑛  and 𝑛 ≠ 𝑛 . In both cases, the 

third vector of the frame points out of the page (the plane on which 𝑛  and 𝑛  lie). 
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Figure 5-2: Frame for two perpendicular vectors (left). Frame approximating two non-perpendicular 
vectors (right). The third vector is normal to the page in both cases. 

In Figure 5-2, a frame has also been placed on top of each vector that lies on the same plane 

as both of them and is aligned with it. For the case on the left, these frames have the same 

orientation as the frame {𝑛 , 𝑛 } while for the case on the right, they do not. As a result, the 

procedure of identifying a frame that approximates two vectors can also be thought of as trying 

to identify a frame that has approximately the same orientation as the two frames aligned with 

the vectors. This observation, together with the fact that a functional representation of the 

frames (which provides a way to analytically compare them) exists, is really useful to define 

an optimization problem and identify the desired frame. 

The method is as follows. Given two vectors �⃗�  and �⃗�  such that �⃗� ∙ �⃗� ≠ ±1, the 

vector �⃗� = 𝑛 × 𝑛  is calculated which is normal to both of them. Based on this, one frame 

for each of the initial two vectors is created. Each of them is aligned with the corresponding 

vector, as well as with the vector �⃗� . They have the form 𝑓 = {𝑛 , 𝑛 , 𝑛 }, where 𝑖 = 1,2 

and �⃗� = 𝑛 × 𝑛 . Their corresponding representation vectors are 𝑎 . Aiming for a frame 𝑓 

that approximates both 𝑓 , the energy function which relates their representation vectors is  

𝐸 = ‖𝑎 − 𝑎 ‖ + ‖𝑎 − 𝑎 ‖ . 

By minimising this energy function, the representation vector of a frame that best fits the two 

frames or, equivalently, the two vectors, can be identified. Based on this vector, the 

corresponding frame can be computed. The search for the best vector 𝑎 can be done directly 

on all 9 coefficients. In this case it is not guaranteed that 𝑎 will correspond to frame 𝑓 since 

the solution might not lie on the 3𝐷 manifold. As a result a projection to the 3𝐷 manifold is 

required. This projection could take place at the end of the optimization or after each 

optimization step. To avoid the need for a projection, in the current implementation the energy 

function is optimized by directly changing Euler angles. This ensures that the final solution 

corresponds to a frame. 
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In Figure 5-3, the value of the energy is plotted for five different configurations. 𝐴𝐷 

corresponds to the angle between the vectors. The horizontal axis 𝜃 corresponds to the 

minimum angle between the frame and one of the vectors. It can be observed that the energy 

is minimized at 𝜃 , 

𝜃 =

𝐴𝐷/2 0° ≤ 𝐴𝐷 < 45°

45° + 𝐴𝐷 2⁄ 45° < 𝐴𝐷 ≤ 90°
𝐴𝐷 2⁄ − 45° 90° ≤ 𝐴𝐷 < 135°

𝐴𝐷 2⁄ 135° < 𝐴𝐷 ≤ 180°

 

 

 

Figure 5-3: Energy function plotted for various angles 𝐴𝐷 between two vectors. 

Another way to visualize this result is shown in Figure 5-4. Here, the blue vector �⃗�  remains 

constant while the red vector �⃗�  fluctuates so that the angle 𝐴𝐷 = 〈𝑛 , 𝑛 〉 ranges from 0° 

to 180°. For each combination, at the tip of �⃗� , the best fitting frame is plotted together with 

the bisector of the two vectors (black dotted line). When 𝐴𝐷 < 45° or 𝐴𝐷 > 135° the frame 

is aligned with the bisector while when 45 < 𝐴𝐷 < 135 the bisector is shifted 45° from the 

frame. This relative position of the best fitting frame with the bisector explains why the 

minimum values from plot to plot in Figure 5-3 jump by 45°.  When the angle is 45° or 135°, 

then the two frames that correspond to the two vectors are as far apart as possible and the 

energy remains constant no matter the orientation of the fitting frame. 
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Figure 5-4: Best fitting frame for each combination of vectors. The frame is either aligned with their 
bisector or forms angle of 45° with it. 

This optimization problem for fitting a frame can be generalised for an infinite number of 

vectors. Let �⃗� , 𝑖 = (1, … , 𝑁) be the vectors that need to be fitted. Following the same ideas 

as previously, first a frame has to be defined for each vector and then, based on them, the final 

best fitting frame can be calculated. To do that, for each vector �⃗� , 𝑁 − 1 frames are calculated 

with the aid of one of the other vectors at a time as 𝑓 = {𝑛 , 𝑛 × 𝑛 , 𝑛 × (𝑛 × 𝑛 )}, 𝑖 ≠ 𝑗 

or 𝑎 . Based on them, a frame is calculated for each vector by solving 𝑁 optimization 

problems with objective function 

𝐸 = ∑ 𝑎 − 𝑎 . 

Finally, one single frame can be obtained for all vectors by minimising  

𝐸 = ∑ ‖𝑎 − 𝑎 ‖ . 

It is also important to note that, with small modifications, this method can be used to fit a 

frame to a set of vectors and a set of existing frames at the same time. In that case, if 𝑎 , 𝑗 =

1, … , 𝑀 are 𝑀 frames that also need to be fitted, then the desired frame is found by minimising 

𝐸 = ‖𝑎 − 𝑎 ‖ + 𝑎 − 𝑎  (5.1) 

It must be noted that, in the above equation, 𝑁 ≥ 2 since a single vector cannot define a frame 

by itself. Finally, in the above formulation each representation vector is expressed using Euler 

angles as  𝑎 = 𝑎(𝜃 , 𝜃 , 𝜃 ). The energy is minimised based on the BFGS iterative algorithm 
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implemented in the Scipy library of Python with the Euler angles as the decision variables. 

Each time the optimization starts from an initial guess of the angles (here chosen randomly 

but checked that return correct results at least in simple examples). Various such initial guesses 

are tested to increase the chances of identifying the globally-optimum solution. 

5.4 Frame representation of boundary entities 

Since the medial object corresponds to points that are equidistant to different boundary entities 

and since each of those boundary entities may have its own mesh constraints, it is important 

to have a way to represent them and compare them. Furthermore, since the orientation of a 

hexahedral element can be described by a frame, boundary mesh constraints could also be 

represented by frames that describe the orientation of hexahedra there. This representation can 

be distinguished depending on whether the boundary entity is a face, an edge or a vertex. 

5.4.1 Frame on a boundary face 

Let 𝑡 , 𝑡 , 𝑡  be the frame that represents the orientation of a hexahedral element. The mesh 

constraint for a hexahedral element that lies on an interior point of a boundary face is that one 

of its faces is aligned with the local normal vector �⃗�. In terms of the representation frame, the 

hexahedron lies on a point on the interior of a boundary face if  𝑡 ∙ �⃗� = 0 for some 𝑖. This 

condition determines one of the three vectors that form the frame, but does not put any 

restrictions on the other two. This means that the frame has a rotational freedom around the 

axis of the normal vector  �⃗�. An example is given in Figure 5-5 where 𝑡 ∙ �⃗� = 0 and the 

element / frame has a rotational freedom. 

 

Figure 5-5: Hexahedral element on a boundary face with a rotational freedom. 

When a point on the medial object is associated with a boundary face, then the maximal sphere 

is tangent to the boundary face and the touching vector is aligned with the local normal vector 

of the boundary face. It is assumed that, for a hexahedral element in the neighbourhood of that 
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point of the medial object, the only constraint imposed by the boundary face is that this element 

has to be aligned with the touching vector or, equivalently, with the local normal vector on the 

boundary face. In Figure 5-6 the point on the medial object is constrained to have a hexahedral 

element aligned with the red vector. These constraints can be thought of as coming from the 

boundary as an offset of the plane that is tangent to the boundary face at the point of 

intersection with the maximal sphere. As the offset approaches the point on the medial object, 

the rotational freedom and the alignment with the touching vector are retained. It must be noted 

that the rotational freedom of the hexahedral element comes from the fact that, at this stage, it 

is considered alone and not as part of an existing hexahedral mesh conforming to a quad mesh 

on the boundary face. If it were, all elements would have a defined orientation and no rotational 

freedom.  

 

Figure 5-6: A point on the medial object is constrained by the boundary face to have an element that is 
aligned with the touching vector. 

5.4.2 Frame on a boundary edge 

A boundary edge can be defined as the common bounding entity of two boundary faces. On 

each of them, mesh elements have a fully constrained orientation (as represented by a frame). 

This is because they have to be aligned with the local normal vector and at the same time have 

one mesh edge lying on the boundary edge. Furthermore, depending on the dihedral angle of 

the two boundary faces, the transition from one face to the other may include one element 

(Figure 3-13), two elements, (Figure 3-14), three (Figure 3-15) or four (Figure 3-16). Just like 

the orientation of mesh elements on boundary faces can be represented by frames aligned with 

the normal vector that have a rotational freedom, here, the transition from one boundary face 

to the other that occurs on the boundary edge can also represented by a frame. This frame is 

calculated based on the two local normal vectors of the two boundary faces by minimising 

Equation (5.1) with 𝑁 = 2 and 𝑀 = 0. In the case where the two normal vectors are collinear, 

then the tangent vector of the boundary edge is chosen to be the second one. In Figure 5-7, 



93 
 

two frames are shown on the two faces connected with the boundary edge. In the region 

between them, a frame that fits both has been created to represent the transition. For 

visualization purposes the frame has not been placed right on the boundary edge. This frame 

represents the orientation of hexahedral elements in that region like those shown on the right.  

 

Figure 5-7: A frame can be calculated for a point on the boundary edge, which approximates the two 
frames that lie on each of the boundary faces, to represent the transition from one to the other (left). Its 
orientation corresponds to the desired mesh orientation close to the boundary edge (right). 

For a touching vector that connects a point on the medial object with a boundary edge, there 

is no such property as the “vector being normal to the boundary edge”, which made sense for 

the case of the boundary face. As a result, the orientation of the touching vector cannot be used 

to represent the structure of the mesh between the boundary edge and the medial object. 

However, since a frame can be fully defined on the boundary edge, it can be used to represent 

the orientation of a hexahedral mesh that conforms to the edge-tangent and face-normal 

constraints imposed by it. 

5.4.3 Frame on a boundary vertex 

Finally, a boundary vertex can be defined as the common bounding entity of at least three 

boundary faces. It is also the place where boundary edges shared between pairs of those 

boundary faces intersect. Since, as described in the previous section, a frame can be 

constructed for each of the boundary edges, by finding the frame that approximates all of them, 

a new one can be constructed which represents the resulting mesh orientation around this 

vertex. To do that, Equation (5.1) must be minimised with 𝑁 = 0 and 𝑀 =

#𝐵𝑜𝑢𝑛𝑑𝑎𝑟𝑦 𝐸𝑑𝑔𝑒𝑠. Alternatively, the same equation can be minimised by using directly the 

normal vectors of the corresponding boundary faces and setting 𝑁 = #𝐵𝑜𝑢𝑛𝑑𝑎𝑟𝑦 𝐹𝑎𝑐𝑒𝑠 
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and 𝑀 = 0. An example of such a frame generated in the neighbourhood of the boundary 

vertex is depicted in Figure 5-8 (left). 

Just like with a boundary edge, for a touching vector that connects a point on the medial object 

with a boundary vertex, its orientation cannot be used to represent directly the structure of the 

mesh between the boundary vertex and the medial object. For that reason, the frame that 

represents the transition between the frames on the boundary edges is also used to represent 

the mesh orientation around the boundary vertex. Such a mesh is depicted in Figure 5-8 (right).  

 

Figure 5-8: A frame can be calculated for the boundary vertex, which approximates the frames that lie 
on each of the boundary edges that connect to it, to represent the transition from one to the other (left). 
Such a frame represents the desired mesh orientation near the boundary vertex (right).  

5.5 Frames and medial object 

In the previous sections, a functional representation of frames which relies on a spherical 

harmonics decomposition of polynomial functions of fourth order was introduced. This 

allowed the development of an optimization algorithm to generate frames based on two (or 

more) vectors that are not collinear. Such frames were used to represent the element orientation 

(close to the boundary) that is required by a hexahedral mesh which conforms to boundary 

constraints. This representation corresponds to frames with one rotational freedom along 

boundary faces and to fully defined frames along boundary edges and vertices. In this section, 

it is described how such frames can be used to generate a direction field on top of the medial 

object which, in later chapters, will support the generation of domain decompositions based 

on partition surfaces.  
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As it has already been described in section 4.4, the medial object separates the domain in 

proximity regions (Voronoi regions), each of which is closest to a certain boundary entity. In 

terms of a hexahedral mesh, these would be the regions where the orientation of hexahedral 

elements would be mostly influenced by the boundary entities they are closest to (Figure 5-7, 

Figure 5-8). On the other hand, the internal bounding entities of those regions (medial surfaces, 

edges and vertices) would be where different mesh areas should conform to each other and, 

thus, the orientation of the elements would be ambiguous. In order to generate a hexahedral 

mesh with the desired conformity not only to the boundary but also to the interior of the 

domain, an analysis of the mesh orientation on the medial object is required. 

For that purpose, a direction field is created on top of the medial object. This field represents 

the mesh orientation on the interior of the domain and depends on the touching vectors that 

connect points on the medial object with the boundary. This field depends on the type of the 

medial entity and on the number and type of the associated boundary entities. Each case will 

be analysed separately. 

5.5.1 Medial vertex 

For each boundary entity that is associated with a medial vertex, there exists a corresponding 

touching vector. Each represents the boundary constraint implied by the boundary in the form 

of a frame which, as described in the previous section, either has a rotational freedom 

(boundary face) or a fully defined orientation (boundary edge, vertex).  

By minimising Equation (5.1) with 𝑁 = #𝐴𝑠𝑠𝑜𝑐𝑖𝑎𝑡𝑒𝑑 𝐵𝑜𝑢𝑛𝑑𝑎𝑟𝑦 𝐹𝑎𝑐𝑒𝑠 and 𝑀 =

#𝐴𝑠𝑠𝑜𝑐𝑖𝑎𝑡𝑒𝑑 𝐵𝑜𝑢𝑛𝑑𝑎𝑟𝑦 𝐸𝑑𝑔𝑒𝑠/𝑉𝑒𝑟𝑡𝑖𝑐𝑒𝑠, the frame that best-fits all boundary constraints 

is generated. This frame represents the orientation of hexahedral elements which conform to 

all proximity regions. Such a frame on a medial vertex calculated based on all boundary 

entities is denoted as 𝑓  and the corresponding representation vector as 𝑎 . 

The neighbourhood of a medial vertex is also considered to be a collection of transition zones 

from one proximity region to the other. Based on this idea, around a medial vertex, a series of 

frames can be defined. First, there are the frames that represent mesh orientation on each 

proximity region 𝑅  constrained by a neighbouring proximity region 𝑅  (one with which they 

share a medial surface). These frames and their corresponding representation vectors are 

denoted as 𝑓  and 𝑎 . If both proximity regions are associated with boundary faces then, 

for each region 𝑓 = 𝑓  and  𝑎 = 𝑎 . If the proximity region is associated with a 

boundary edge or a boundary vertex then the corresponding boundary frame and its 

representation vector are used 𝑓 = 𝑓  and 𝑎 = 𝑎 . If the proximity region is associated 

with a boundary face but the neighbouring one with a boundary edge or vertex then, for the 
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first one (𝑅 ), 𝑓 = 𝑓   and for the other (𝑅 ), 𝑓 = 𝑓 . Furthermore, a frame can be 

created for each pair of neighbouring proximity regions 𝑅  and 𝑅  as the best fitting frame 

between 𝑓  and 𝑓  by minimising Equation (5.1) with (𝑁, 𝑀) = (2,0) or (0,1) or (0,2) 

depending on the type of the boundary entities associated with each proximity region. This 

frame and the corresponding representation vector are denoted as 𝑓  and 𝑎 . Furthermore, 

by considering all frames 𝑓  created for region  𝑅  based on its neighbours 𝑅 , then the best 

frame 𝑓  ( 𝑎 ) is created by fitting a frame to all of them. A 2𝐷 schematic of these frames 

around a medial vertex is shown in Figure 5-9 (left). For visualization purposes the frames are 

not depicted on the medial vertex but slightly away from it. However, all touching vectors and 

boundary frames used to calculate them correspond to the exact position of the medial vertex. 

Finally, frames can be calculated for proximity regions by considering them to be neighbours 

in terms of whether they share a medial edge (and not a medial surface). In that case, a frame 

can be created for each region 𝑅 , denoted as 𝑓 ,  ( 𝑎 , ), by considering all neighbouring 

proximity regions that share the same medial edge 𝑒, and one that fits all of them denoted 

as 𝑓  ( 𝑎 ). If, for example, three proximity regions 𝑅 , 𝑅 , 𝑅  share the same medial 

edge 𝑒, then three frames, denoted as 𝑓 , , 𝑓 , , 𝑓 , , can be calculated for each of them, and 

one for all of them denoted as 𝑓  ( 𝑎 ). Note that, the calculation of 𝑓 , , for example, 

comes out from fitting the best frame between 𝑓  and 𝑓 . In Figure 5-9 (right), frames 

around a medial vertex are shown. In blue, frame 𝑓  is shown, while in green, red, orange 

and yellow frames 𝑓  for the four regions around the medial vertex are given.  

 

Figure 5-9: A 2𝐷 representation of frames around a medial vertex (left). Frames representing different 
regions around the medial vertex given in different colours (right). 

To summarise, for a medial vertex the following frames are created to represent mesh 

orientation in its neighbourhood. 
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 The most general frame 𝑓  that fits frames based on all touching entities. 

 Frames 𝑓  that represent regions 𝑅  influenced by the presence of region 𝑅  in terms 

of proximity described by shared medial surfaces. Only touching entities of the 

aforementioned regions are considered. 

 Frames𝑓  that fit frames 𝑓  and 𝑓 . 

 Frames 𝑓  for each region 𝑅 that fit all frames of type 𝑓 .  

 Frames 𝑓 ,  that represent regions 𝑅  influenced by the presence of other regions 𝑅   

in terms of proximity described by sharing medial edge 𝑒. Only touching entities of 

those regions are considered. The calculation of frames 𝑓  is required. 

 Frame 𝑓  that fit all frames of type 𝑓 , of regions 𝑅  that share the same media 

edge 𝑒. 

All frames described above are calculated on the exact position of the medial vertex. More 

about the importance of each type of frame on medial vertices in relation to the task of building 

block decompositions will be described in the next chapter. 

5.5.2 Medial edge 

Just like for medial vertices, touching vectors and their corresponding boundary entities play 

the most important role when calculating frames to represent mesh orientation around a medial 

edge. Since, however, a medial edge is an 1𝐷 entity, frames must be generated at many points 

along it. In the following, the different kind of frames that are created for a point on a medial 

edge will be described. 

In order to generate frames on a point on the medial edge, Equation (5.1) is minimised by 

considering different boundary entities each time. Touching vectors are used to generate 

frames based on boundary faces, while fully defined boundary frames are used for each 

boundary edge or boundary vertex that is associated with the medial edge.  

Medial edges form, together with medial vertices, the boundaries of medial surfaces. As such, 

they define the frame orientation there. For each medial surface that is bounded by a specific 

medial edge  𝑒, frames can be constructed along 𝑒, by considering only the proximity 

regions 𝑅 , 𝑅  of the corresponding medial surface. Frames 𝑓  and 𝑓  are created for each 

region and 𝑓  is fitted to them. The rules used are the same as for those created for the 

corresponding frames of the medial vertices. 

Furthermore, a medial edge is the transition zone from one proximity region to an adjacent 

one and, as such, it should have frames that model the change of orientation between the 

different boundary constraints associated with them. Again, following the same procedure, 



98 
 

frames denoted as 𝑓 ,  can be calculated along the medial edge to represent mesh orientation 

on region 𝑅  influenced by the neighbouring regions that share the medial edge 𝑒. Based on 

them, a best fitting frame 𝑓  along the medial edge can be calculated. To summarise, for a 

point on the medial edge the following frames are created to represent mesh orientation. 

 Frames 𝑓  that represent regions 𝑅  influenced by the presence of adjacent region 𝑅  

in terms of proximity described by shared medial surfaces. Only touching entities of 

these regions are considered. 

 Frames𝑓  that best-fit frames 𝑓  and 𝑓 . 

 Frames 𝑓 ,  that represent regions 𝑅  influenced by the presence of other regions 𝑅  

in terms of proximity described by sharing medial edge 𝑒. Only touching entities of 

such regions are considered. The calculation of frames 𝑓  is required. 

 A frame 𝑓  that fit all frames of type 𝑓 , of regions 𝑅  that share the same medial 

edge 𝑒. 

It has to be noted that frames 𝑓  and 𝑓 ,  calculated on medial vertices are the same as 

frames 𝑓  and 𝑓 ,  calculated at the endpoints of the medial edge. In Figure 5-10, 

frames 𝑓 ,  and 𝑓  are shown along the central medial edge of a long triangular prism. A 

top view is also given to show how each frame conforms to the corresponding boundary 

constraints of its region. More about the importance of each type of frame on medial edges in 

relation to the task of building block decompositions will be described in the next chapter. 

 

Figure 5-10 : Frames 𝑓 ,  and 𝑓  for six points along a long triangular prism. 

5.5.3 Medial surfaces 

Medial surfaces are the common boundary between two proximity regions 𝑅 , 𝑅  and, in 

general, represent thin regions of the domain. The boundary entities can be topologically 
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connected to each other (share a boundary edge or a boundary vertex), in which case the medial 

surface is also called medial flap, or not (Figure 4-3 and Figure 4-4). The generation of the 

direction field on the medial surface includes three distinct steps. In the first one, frames 𝑓  

are generated on the medial edges and medial vertices that bound the medial surface. Different 

frames are generated depending on whether they are medial flaps or not. After that frames are 

aligned with the local normal vectors of the medial surface. Finally, in the third step, a 2𝐷 

cross-field is created on the medial surface to represent the mesh orientation there. 

Medial surfaces – flaps 

In the case of a medial flap, the two boundary entities that are represented by the medial surface 

are not only geometrically but also topologically connected. Because of that, they share 

boundary edges or boundary vertices. These boundary entities are also part of the medial 

surface. In terms of a hexahedral mesh, this direct connection to the boundary is expressed by 

the fact that mesh elements there have an orientation that conforms to the boundary. To 

represent that close influence of the boundary on the mesh,  𝑓 = 𝑓  and 𝑓 = 𝑓  for 

the medial vertices and edges that bound the medial surface and do not lie entirely on the 

boundary of the domain. For medial vertices and edges that lie on the boundary, the 

corresponding frames of the boundary are picked.  

Medial surfaces – no flaps 

Medial surfaces that are not flaps can be thought of as thin areas of the domain which represent 

boundary entities that are not topologically connected to each other. In many cases, such 

medial surfaces are surrounded by medial flaps. As a result, they represent the area where 

mesh elements should have a flexibility to rotate and create a structure that conforms to the 

more constrained areas of medial flaps that surround them. To represent this need for 

conformity to the surrounding areas, frames on the bounding medial edges and vertices are 

created differently than for flaps. Instead of directly picking frames 𝑓  and 𝑓 , new frames 

that fit those that were generated on the surrounding medial flaps (that also share the medial 

vertex or edge) are created. If, for example, three regions 𝑅 , 𝑅  and 𝑅  are connected to a 

medial edge 𝑚𝑒 that bounds medial flaps 𝑚𝑠 , 𝑚𝑠  and medial surface 𝑚𝑠 , then, 

for 𝑚𝑠 , the frame on a point of the medial edge is the one that fits frames 𝑓  and 𝑓 . 

To illustrate the difference between medial flaps and other medial surfaces, in Figure 5-11 a 

thin triangular prism has been hex-meshed. The domain has been divided into two regions, the 

blue one that corresponds to the region represented by the medial flaps and the orange one that 

corresponds to the medial surface in the middle. The blue hex mesh is responsible for the 

conformity to the side boundaries of the domain, while the orange one is responsible for the 
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conformity of the mesh in the central region. This is why the negative singularity line in the 

mesh appears in that central region.  

 

Figure 5-11: Thin triangular prism divided in regions associated with medial flaps (blue) and with 
normal medial surfaces (orange). Hexahedral meshes for both regions are given. 

After frames have been defined on the boundaries of the medial surfaces to represent the mesh 

orientation that constrains each region, the next step is to represent mesh orientation on the 

interior of those regions. As was illustrated in Figure 5-11, these regions must have a flexibility 

in orientation so that singularities can emerge. To ensure that such a flexibility exists, instead 

of directly generating frames based on touching vectors a different methodology is followed. 

Namely, cross-fields are generated on all medial surfaces of the domain. 

Cross-fields are appropriate to represent quad mesh orientation on a surface embedded in 3𝐷 

space and especially to identify singularities that describe the block topology of the mesh. The 

literature in the theory and generation of direction fields and more specifically cross-fields for 

mesh generation is vast and many robust and mature algorithms exist [105]. In the current 

implementation, cross-fields on medial surfaces are generated based on the front propagation 

method described in [106]. It requires a set of crosses on the bounding medial edges and 

vertices that are tangent to the medial surface. Based on them, a complete smooth field of 

crosses is generated step by step on a triangular mesh that approximates the medial surface.  

Since the frames that were previously defined on medial edges and vertices were not forced to 

be aligned with the normal vector of the corresponding medial surface, they are not appropriate 

for the cross-field generation. To create frames that will be used to build cross-fields, the 

following energy is minimised 

𝐸 = 𝑎 , ⃗ − 𝑎 . 
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In the above formulation, 𝑎  is the representation vector of the frame 𝑓  of the medial 

surface 𝑚𝑠 that corresponds to regions 𝑅  and 𝑅  and 𝑎 , ⃗ is the desired frame that is aligned 

with the local normal vector 𝑛. In Figure 5-12, an example for one of the flaps (a) of a long 

triangular prism is given. It can be seen (b) that the frames used for the generation of the cross-

field (yellow cubes) are rotated compared to the initial frames (black lines). 

 

Figure 5-12: Medial flap (a). Frames re-oriented to align with the local normal vector (b). 

Finally, in Figure 5-13 cross-fields generated on medial surfaces of a semi-circular plate with 

varying thickness are given. The frames on the central medial surface are coloured in yellow.  

 

Figure 5-13: Fames and cross-fields on a semi-circular domain. 

Cross-fields on medial surfaces represent the intersections between the dual surfaces of a  

desired hexahedral mesh with the medial object in a similar way as that described in Figure 

4-35 and Figure 4-36. Such a hexahedral mesh can be separated into different regions that 

either ensure conformity to boundary constraints or provide the flexibility to a smooth 

transition from different boundary entities. 
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To conclude, with the aid of touching vectors of the medial object, frames are generated which, 

when extended to cross-fields, provide a way to describe the intersections of dual surfaces of 

a hexahedral mesh with the medial object. However, this description is not complete since 

crosses are not connected lines, as actual intersections of dual surfaces with the medial object 

would be. Nevertheless, the sense of a direction that those fields provide is an important step 

on the procedure of generating a hexahedral mesh from scratch. Their importance will be made 

clear in the following sections.  

5.6 Discussion 

In this chapter, the first main contribution of the current work was presented. Based on a 

functional representation of frames (cubes), an optimisation problem was formulated which 

allows the generation of a frame that defines three mutually perpendicular directions that fit a 

set of arbitrarily oriented vectors and a set of predefined frames. The representation itself is 

already known to the research community. It is the formulation of the optimisation problem in 

the context of fitting vectors and frames that is new (to the knowledge of the author). Based 

on this formulation, a set of frames can be generated along medial edges and vertices that 

makes use of important directional information that touching vectors provide. All frames that 

have been discussed in this section are summarised in Table 5- 1. It will be seen that many of 

these frames are not actually used – the logic of choosing which are used and why will be 

described in subsequent chapters. 

These frames are then further extended to a set of cross-fields on top of triangular meshes that 

approximate medial surfaces. Frames and cross-fields on the medial object together form a 

direction field in the interior of the domain, which represents the orientation of elements in 

different regions of a hexahedral mesh that conforms to the boundary. As opposed to the 

existing work where a frame field is created on a tetrahedral mesh to assist the generation of a 

hexahedral mesh (e.g. [84], [91], [94]), here the first attempt is made to combine frames, cross-

fields and the medial object to generate a new type of direction field. 

The aim is to decipher the connection between the boundary of a 3𝐷 domain, its medial object 

and a block structured hexahedral mesh that approximates it (see section 4.6). The following 

chapters will describe the next steps in trying to accomplish this task.  

Frame 

Symbol 
Medial entity Represents Use 
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𝑓  Vertex 
The frame that best fits all 

touching entities. 
Not used. 

𝑓  Vertex 

Frame representing the influence 

of region 𝑅  to region 𝑅 . The 

two regions share a medial 

surface. 

Identify a singularity line 

entering a medial edge 

through region 𝑅 . 

𝑓  Vertex 
Frame that best fits the two 

frames 𝑓  and 𝑓 . 

Create cross for the cross-

field on the corresponding 

medial surface. 

𝑓  Vertex 
Frame that best fits all vectors 

 𝑓  in a region 𝑅 . 
Not used. 

𝑓 ,  Vertex 

Frame that best fits frames 

 𝑓  to express the influence of 

all regions 𝑅  that share the 

medial edge 𝑒 to region 𝑅 . 

Not used. 

𝑓  Vertex 
Frame that best fits frames 

 𝑓 , . 
Not used. 

𝑓  Edge 

Frame representing the influence 

of region 𝑅  to region 𝑅 . The 

two regions share a medial 

surface. 

Identify a singularity line 

entering a medial surface 

through region 𝑅 . 

𝑓  Edge 
Frame that best fits the two 

frames 𝑓  and 𝑓 . 

Create cross for the cross-

field on the corresponding 

medial surface. 

𝑓 ,  Edge 

Frame that best fits frames 

 𝑓  to express the influence of 

all regions 𝑅  that share the 

medial edge  𝑒 to region 𝑅 . 

Identify a singularity line 

carried by the medial 

edge 𝑒. 

𝑓  Edge 
Frame that best fits frames 

 𝑓 , . 
Not used 

Table 5- 1: Summary of all the different frames described for medial edges and vertices. 
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Chapter 6  

Singularity Line Identification 

6.1 Introduction 

As was described in section 3.2.3, singularity lines play an important role in the formation of 

the decomposition of the domain into blocky regions suitable for hex-mesh generation. As a 

result, having a way to identify their position in the domain is crucial. In this chapter, a deeper 

analysis will be made to further understand the strong relationship between singularity lines 

and the medial object of the domain. A method to identify singularity lines by analysing frames 

and cross-fields on the medial object will be described. Frames and cross-fields are created as 

described in Chapter 5. Through some simple examples, the intuition behind the idea of 

generating singularity lines by considering the medial object will be explained. 

6.2 Correlation to the medial object 

Singularity lines are classified by 

 The number of partition surfaces that emanate from them i.e. whether they are positive 

(five partition surfaces) or negative (three partition surfaces). In this work only these 

two types of singularity lines are considered. 

 Their position in relation to the medial object.  

Singularity lines can lie on the medial object or pass through it. This difference affects the 

procedure by which they are generated. More specifically, for singularity lines that pass 

through the medial object, the only thing that needs to be identified is  

 The point of intersection with the medial surface. 

For a singularity line that lies on the medial object, it is necessary to identify the medial entity 

on which it lies. If it is a medial vertex, then the vertex position is enough. On the other hand, 

if the entity is a medial edge or a medial surface, then the following must also be identified 
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 Position on the medial object of the starting and ending points of the singularity.  

 A sequence of points on the medial object that connect the starting and the ending 

point. 

The following sections will describe how each of the above types of singularity lines can be 

automatically generated. Furthermore, through various examples, the correlation between the 

nature of the medial object at certain regions and the existence of singularity lines will also be 

explained. This will further develop the initial ideas presented in section 4.6. 

6.3 Singularity lines passing through the medial 

object 

This section will explain how cross-fields generated on top of medial surfaces can be used to 

identify singularity lines in the domain. Medial surfaces of type BF1-BF2 are used in order to 

generate singularity lines that enter and exit the domain through two different boundary faces 

(or two different positions of the same boundary face, see Figure 4-2) that are in proximity. 

6.3.1 The core idea 

Singularity lines normal to the medial object exist in regions of the domain that can be thought 

of as thin plates. Such areas exist where two boundary faces are in proximity and are defined 

by the medial surface (not a flap) that lies between them (Figure 6-1).  

 

Figure 6-1: Thin triangular prism (left). A triangular medial surface representing the region of 
proximity between the top and bottom boundary faces (right). 

It can be easily observed that, to decompose a triangular prism into blocks, a single negative 

singularity line is needed to connect the incentres of the two opposite triangular faces. Figure 

6-2 illustrates how, from this singularity line, three partition surfaces emanate that separate the 
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domain in three regions indicated with green, yellow and red colour. These regions are six-

sided blocks and can directly be meshed with a high-quality hexahedral mesh.  

 

Figure 6-2: From the negative singularity line (left) three partition surfaces emanate (middle) that 
decompose the triangle into three block regions (right). 

To understand why this singularity line is needed and how it can be created, the boundary of 

the domain must be analysed. Four-sided faces do not require any singularities. Analysing the 

triangular faces based on equation (3.1), it can verified that a negative singularity is required 

for each of them (#𝐵 = 3, 𝑥 = 1 and 𝑛 = 1 ∀ 𝑗). By further analysing both the top and 

bottom faces by checking the rotations of adjacent crosses on cross-fields generated on them, 

the position of these singularities can be identified. Figure 6-3 (left) shows the cross-field 

generated on the top boundary face and the position of the negative singularity. Intuitively, by 

joining this singularity with the equivalent on the bottom boundary face, a singularity line is 

created in Figure 6-3 (right).  

Examining only the boundary of the domain is not sufficient to invoke the complete structure 

of the singularity line. To do that, a 3𝐷 frame field has to be generated [84]. Alternatively, 

several similar triangular faces could be created by cutting the prism with surfaces (a plane in 

this case) as shown in Figure 6-4 (left). If a similar cross-field analysis is done on this cross-

section, then another point of the singularity line will be identified, as shown from a side view 

in Figure 6-4 (right). By joining the singularities identified on the boundary faces and the cross 

sections, the complete singularity line will emerge. 

Generating the appropriate cutting surface is straightforward in this case where the prism is a 

simple extrusion of a triangular face. In more general domains, however, the shape of such 

cutting surfaces is not known a priori and, as a result, a more reasonable way of invoking the 

internal structure of the singularity line must be identified.  
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Figure 6-3: Negative singularity on the cross-field of the top boundary face (left). Singularity line 
generated by connecting the singularities on the top and bottom boundary faces (right). 

The procedure of identifying singularities on the boundary and then connecting them by 

finding more points on the interior is, effectively, an outwards-inwards procedure. Working 

inwards-outwards, a singularity point could be identified on the interior of the domain and 

used to generate the singularity line by connecting it to the boundary. But where exactly should 

this point be placed? Since the singularity line interacts with the top and bottom boundary 

faces, a reasonable place to search for the singularity point would be the medial surface that 

lies between them, shown in Figure 6-1 (right). By plotting the medial object together with the 

singularity line, it can be observed that they intersect in the interior of the domain (Figure 6-5) 

at one single point. It would thus be reasonable to try and identify this point of intersection 

first. Instead of analysing the shape of the boundary to justify why one negative singularity 

line is needed and where it should be placed, the medial surface in the middle could be 

considered. 

By generating a cross-field on this medial surface, a singularity is identified, shown in Figure 

6-6 (left). Since this medial surface is associated with the top and bottom boundary faces the 

singularity line can be created by projecting the singularity to the two boundary faces as shown 

from a side view in Figure 6-6 (right). This singularity line does not lie on the medial object 

but, on the other hand, is normal to it, or, in a sense, passes “through” it.  

Inspired by this example, instead of analysing boundary faces, cross-fields generated on top 

of triangular meshes that discretize medial surfaces can be used. Such an analysis can be done 

for every medial surface (except medial flaps as it will be explained later) of the medial object 

of a 3𝐷 domain. If a thin region has a singularity line passing through it, the cross-field on the 

medial surface will identify its intersection with the medial object. By projecting the 

singularity to the boundary, a singularity line will be created. 



108 
 

 

Figure 6-4: Cutting plane (left). Extra point of the singularity identified by cross-field analysis of the 
triangular face at the intersection of the prism with the cutting plane (right). 

 

Figure 6-5: Negative singularity intersecting with the medial object. 

 

Figure 6-6: Singularity line identified on the medial surface by analysing the cross-field there (left). 
The singularity is projected to the boundary to generate the singularity line (right). 
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6.3.2 More examples 

The following figures show examples of singularity lines identified normal to medial surfaces. 

In Figure 6-7, a positive singularity line is identified for a thin pentagonal prism (top), two 

negative singularity lines are identified for the semi-circular thin plate (middle) and two 

positive singularity lines are identified for the thin hexagonal plate. 

 

Figure 6-7: Singularity lines identified for: a thin pentagonal prism (top), a thine semi-circular prism 
(middle) and a thin hexagonal prism (bottom). One positive, two negative and two positive singularity 
lines are identified accordingly. 
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So far, the models considered are simple, since, both the top and bottom boundary faces are 

identical. As a result, it could directly be guessed that, since both require the same number and 

type of singularities, by simply connecting them, a correct singularity line network would be 

generated. But what if the domain is such that the top and bottom boundary faces are not the 

same topologically? Then, there is no guarantee how correct singularity lines can be generated 

from singularities on the boundary. 

However, as it has been described throughout the previous examples, by looking on the medial 

surface between two boundary entities, it is not required to check on the boundary entities to 

locate the singularities. This proves to be helpful when trying to generate the singularity line 

network for models where the boundary faces that are in proximity have different topology. 

The following example depicts a slightly more complex domain which, under certain 

circumstances, can cause problems for the identification of singularity lines in all current state 

of the art methods. This domain is shown, together with its medial object, in Figure 6-8. It is 

a short quad prism from which a quarter of a cylinder has been cut out in one of the corners 

on the top.  

 

Figure 6-8: Short quad prism with quarter of a cylinder cut off, together with its medial object. 

In this model, the bottom boundary face is a simple quad with a net sum of singularities equal 

to zero. Because of the cut on the top face, two boundary faces emerge on that perspective, 

shown in Figure 6-9 (left). Because the cut is circular, these faces require singularities. To be 

more precise, the top left boundary face is a quarter of circle and thus, contains a negative 

singularity while the top right boundary face, being effectively a five-sided face, contains a 

positive singularity.  

Although the cut affected the top part of the domain, it has no immediate effect on the bottom 

boundary face. As a result, there is no reason for the existence of any singularities there. It is 

not as obvious as in the previous example where the singularities starting from the top faces 

should end. Moreover, simply connecting the negative to the positive singularity is not a viable 

option, based on the possible ways that singularity lines can connect in order to generate a 

meshable decomposition (section 3.2.3).  
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Figure 6-9: The top face is divided into two faces separated by a concave feature (left). Medial 
surfaces that map the top boundary faces to the bottom (right). 

By looking on the medial object, extra information regarding proximity can be used. Since the 

prism is short, both top boundary faces are mapped on to the bottom boundary face. It would 

thus be a fair guess to project the singularities all the way to the bottom face to generate 

singularity lines. The two medial surfaces that are placed between these boundaries are shown 

in Figure 6-9 (right). In Figure 6-10, it is depicted how two singularities located based on a 

cross-field analysis of these medial surfaces generate complete singularity lines after being 

projected to both top and bottom boundary faces. Since a pair of positive and negative 

singularities is projected to the bottom surface, the net sum of singularities remains zero and 

equation (3.1) holds.  

 

Figure 6-10: The positive and negative singularity lines identified on the medial surfaces. 
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Figure 6-11 shows one more example of a thin object where the top and bottom boundary faces 

do not indicate the same pattern of singularities. In this case, a circular boss is placed on the 

top face. Four negative singularities are needed to decompose the circular face and four 

positive singularities must be placed around it. Again, the medial object provides the structure 

on which these singularities can be identified. Since the object is thin, the proximity 

information of the medial object is enough to propagate the singularities to the bottom. Figure 

6-12 (left) shows the medial surfaces that are responsible for the identification of these 

singularity lines. On the right, the singularity lines are shown together with the cross-field and 

the frames. 

 

Figure 6-11: Thin quad block with a circular boss on the top face (left). Its medial object (right). 

 

Figure 6-12: Singularity lines identified normal to the two highlighted medial surfaces. 

6.3.3 Medial flaps 

Singularities normal to medial surfaces typically appear in thin regions between topologically 

opposite faces and not in the areas of medial flaps (where two adjacent boundary faces are 

directly connected). There is a logical reason why singularity lines behave like that in block 

structured meshes. This is illustrated in a 2𝐷 section in Figure 6-13. When a singularity line 

passes through a medial flap (depicted here from a side view), it separates a triangular region 

close to the shared boundary edge of the two boundary faces. In order to have a block 

structured decomposition, a new singularity line must be introduced to decompose this region. 
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This is the reason why singularity lines are not identified in medial flaps. Even if, for some 

reason the cross-field indicated the existence of a singularity line passing through a medial 

flap, this could be ignored or be a hint that something went wrong at the cross-field analysis 

(a denser triangular mesh may be required or the medial surface geometry is of poor quality). 

Although this observation is not stated here as a proof, the analysis of various models produced 

results that went along with it. 

 

Figure 6-13: Singularity line from a side view passing through a medial flap from BF1 to BF2 (left). 
This singularity line separates a triangular region in the corner which requires another singularity line 
normal to the plane for a block decomposition to be created (right).   

Singularity lines which connect adjacent boundary faces are typically observed in unstructured 

hexahedral meshes like those generated by splitting each tetrahedral element of a tetrahedral 

mesh in four hexahedra. Furthermore, one common characteristic of hexahedral meshes that 

have such singularity lines, is the existence of singularity lines that form loops on the interior 

of the domain. In general, all these artefacts increase the complexity of the mesh structure, 

decrease the element quality and, preferably, should be avoided. These can all be observed in 

Figure 3-29 (right).  

In conclusion, singularity lines through the medial object are identified by making a cross-

field analysis on top of medial surfaces that lie between boundary faces (excluding medial 

flaps). Singularities identified on such medial surfaces can be projected to the boundary to 

generate singularity lines. As stated before, such singularity lines are identified in thin, 

effectively 2D, regions of the domain. 

6.4 Singularity lines lying on the medial object 

The second type of singularity lines consists of those that lie on the medial object. They can 

lie on top of medial surfaces or be carried by medial edges and medial vertices. In most cases, 
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such singularity lines are long compared to the local thickness of the domain. The simplest 

example to illustrate such singularity lines is that of a long triangular prism. Like the short 

triangular prism (Figure 6-2), one negative singularity line is sufficient to construct a block 

topology. Figure 6-14 depicts the evolution of the medial object for a triangular prism as it is 

gradually elongated. When the prism is short, a medial surface lies between the top and bottom 

boundary face. When the prism becomes longer, this medial surface degenerates to a medial 

vertex in the middle. If the length of the prism dominates all other dimensions, this vertex 

generates a medial edge. As was shown in the previous section, the singularity line for the 

short triangular prism can be identified by a cross-field analysis of the medial surface. As this 

medial surface shrinks, it is logical to assume that this singularity line will be pushed to the 

medial vertex. It should therefore be identified by analysing frames around the medial vertex. 

Similarly, as this vertex generates the medial edge, the singularity line should also elongate 

and be carried by the medial edge. In this case, it is the frames around the medial edge that 

should be able to locate the singularity line. Another example where a change in the 

dimensions of the domain can cause the singularity line to have a different orientation with 

respect of the medial object is shown in Figure 6-23. When the domain becomes longer, the 

singularity line changes from being normal to a medial surface, to lie on it. In this section it is 

described how, singularity lines that lie on the medial object can be identified.  

 

Figure 6-14: Evolution of the medial object for a triangular prism. From left to right the length of the 
prism increases. The medial surface in the middle degenerates to medial vertex which then expands to 
a medial edge. 

Such singularity lines can be distinguished in terms of the medial entity on which they lie. 

They can lie on medial surfaces, edges or vertices. Each case will be explained separately. For 

their identification, a rotational analysis of frames along closed loops is required. Details on 

how this analysis is performed are given in Appendix D. Here, focus will be given on how 

loops are generated and what frames are picked to represent the local structure of the mesh. 
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6.4.1 Singularity lines on medial surfaces 

The first category of such singularity lines is those that lie on top of medial surfaces. These 

may lie on both regular medial surface and medial flaps. Their main characteristics are: 

 They are connected to the boundary of the domain through medial edges. 

 They are aligned to the cross-field of the medial surface on which they lie. 

The procedure to identify such singularity lines is based on the above two characteristics. It 

can be distinguished in three main steps. 

 Identify the position on a medial edge where the singularity line enters the medial 

surface from its boundary.  

 Trace the singularity line on top of the medial surface based on its cross-field. 

 Identify the position on a medial edge where the singularity line leaves the medial 

surface and connects back to the boundary of the domain. 

As was explained in section 4.6.1, the information carried by the medial object regarding the 

relative orientation between boundary entities in proximity is strongly connected to the 

position of singularity lines. To better understand how they can be located, the model of Figure 

4-41 can be further analysed. In the 2𝐷 version of Figure 6-15 (a) it can be seen how two 

boundary edges, coloured red and green, have been chosen to be offset. At each position, the 

corresponding touching vectors represent the orientation of a mesh element that follows the 

offset boundary. These elements meet on the medial edge that lies between the two boundary 

edges. If the angle between them is small like in (b), then, by slightly deforming their angles, 

they can be connected without decreasing their quality massively. However, when the angle 

becomes 45°, like in (c), then such a deformation will decrease the element quality 

considerably. To avoid highly distorted elements, an extra element is placed between them, as 

is shown in (d), indicating the presence of a positive singularity.  

 

Figure 6-15: Elements following offsets of the boundary join on the medial object (a). Depending on 
their angle (b) and (c), a singularity may be placed to ensure low element distortion. 
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Using touching vectors to represent the orientation of mesh elements coming from different 

boundary entities was described in section 5.4. Here it is explained how this representation can 

be further exploited to locate singularity lines. Returning to the 3D example, a medial surface 

lies between two boundary faces and is now the candidate for carrying the singularity line. In 

Figure 6-16 (left), the 3D domain together with its medial object can be seen. The candidate 

medial surface to carry the singularity line is highlighted in Figure 6-16 (right).  

 

Figure 6-16: The 3D domain with its medial object are given on the left. The medial surface that is 
candidate to carry the singularity line is highlighted on the right. 

The touching vectors that connect the medial edges of this medial surface with the boundary 

must be analysed in a similar way as in 2D to identify the position where the singularity line 

enters the medial surface.  These touching vectors can be seen in Figure 6-17 (left). The regions 

that they enclose is indicated by the light yellow surfaces on Figure 6-17 (right).   

 

Figure 6-17: Touching vectors of the medial surface (left). The region enclosed by the touching vectors 
(right). The medial edges highlighted in orange are influenced by the curvature of the boundary. 

Like the 2D case, a singularity line is needed because the curvature of the curved boundary 

face, results in large dihedral angles between boundary offsets (dual surfaces on an equivalent 

hexahedral mesh, Figure 4-41). In the 3D case, the medial edges that are influenced by the 

curvature are the ones in the front and back of the medial surface, highlighted in Figure 6-17 

(right). It is at these medial edges that the singularity line will enter the medial surface and 
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also connect with the boundary of the domain. In order to identify the exact position, the 

frames associated with the touching vectors of the medial surface, at the location of the medial 

edge, must be analysed. These are the frames of type 𝑓  (see Table 5-1) that correspond to 

the region around the medial surface and capture the way the boundary faces (or dual surfaces) 

meet on the interior. In Figure 6-18 three such frames are depicted, which correspond to 

touching vectors along neighbouring positions on the medial edge. These frames represent 

mesh elements coming from boundary faces in a similar way to the 2D example of Figure 

6-15. Although, for visualisation purposes the frames are big and do not seem to correspond 

to the touching vectors, infinitesimal cubes can be created for each touching vector separately.  

The identification of singularity lines in 3𝐷 relies on comparing the orientation of 

neighbouring frames. More specifically, by calculating the net rotation between three (or 

more) frames on neighbouring positions on a medial edge, like those on Figure 6-18, it can be 

concluded whether a singularity line is necessary at this location. Furthermore, by checking if 

the axis of rotation points in the same direction as the traverse of the loop, it can be concluded 

whether the singularity is positive or negative. As in 2D, the same direction indicates a 

negative singularity line, while opposite direction indicates a positive singularity line 

(Appendix D). Here, it will be explained how the vector that describes the direction of the loop 

is calculated. 

 

Figure 6-18: Frames 𝑓  along the medial edge represent mesh elements coming from the boundary 

to join on a point on the medial edge. 

Consider two neighbouring positions along the same medial edge as those shown in Figure 

6-19. This medial edge is associated with three boundary faces, and each point on it has three 

touching sites which are at the end points of the corresponding touching vectors. Since the 

analysis is done in order to check whether a singularity line lies on the highlighted medial 

surface, only two of the touching vectors of the medial edge are considered. As a result, four 

touching sites can be created (two for each point on the medial edge). These touching sites can 
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be seen in Figure 6-19. In (a), a plane, shown in light blue, is created from three out of the four 

touching sites. The red vectors orient the traverse of the loop and, based on the right-hand rule, 

an oriented normal unit vector can be calculated for this plane. The orientation of this vector 

can be compared with the axis of rotation between the frames to check the type of the 

singularity line. In (b), the corresponding frames can be seen together with the plane.  

 

Figure 6-19: Plane generated by three touching points. The red arrows indicate the direction of the 
plane (a). Frames of the three touching vectors that correspond to the plane (b). 

Since four touching vectors are considered to generate the loops, there are four different 

combinations of three touching vectors that are considered in order to make sure that the 

singularity line will be identified. Figure 6-19 illustrates one of these four combinations. If the 

net rotation of the frames indicates that a singularity line is needed, then its starting point is 

placed between the two selected positions on the medial edge. From this point, the singularity 

will be traced, along the medial surface, following the local cross-field, in order to generate 

the complete singularity line. In Figure 6-20, one more way of illustrating the position where 

the singularity line enters the medial surface through this medial edge can be seen. Here, 

frames of type 𝑓  are placed at several points along the medial edge. At the position where 

the angle between the two touching vectors associated with the medial surface passes the value 

of 135°, frames suddenly “flip”.  This sudden change of orientation was also described through 

the sudden jump of the minimum in Figure 5-3. The frames shown in Figure 6-20 (and later in 

Figure 6-21), approximate the touching vectors of the medial surface at the location of the 

medial edge. As discussed in section 5.5.3, these frames will be adjusted to align to the local 

normal vector in order to assist the cross-field generation on the medial surface.  

In order to locate all singularity lines that enter medial surfaces, this analysis is conducted on 

all medial edges of type BF1-BF2-BF3. Each time, two of the three touching vectors indicate 

to which medial surface the singularity line will be traced, while the third one indicates from 

/ to which boundary face the singularity starts / ends. As a result, at each point on the medial 

edge, three checks must be done; one for each medial surface. 
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Figure 6-20: Frames 𝑓  along a medial edge. The sudden “flip” of the frames indicates the position 

where the singularity line enters the medial surface. 

The final step for generating the singularity line is tracing it along the medial surface. Starting 

from the point identified on the medial edge, the singularity line is traced, following the local 

cross-field. Figure 6-21 illustrates this for the generation of a positive singularity line which 

ends on the other side of the medial surface, where it connects to another medial edge point 

where the frame “flips”. Tracing could, alternatively, be initiated from there. In order to end 

up having one positive singularity and not two being close to each other, on the first hand a 

dense enough cross-field is required so that the singularity lines are close, and, on the other 

hand, tracing needs to be “aware” of neighbouring singularity lines in order to connect them. 

This example showed the case where a singularity line is searched for on a medial edge that is 

associated with three boundary faces. One more possible case is that of a medial edge of type 

BF1-BF2-BE1, which is associated with two boundary faces and one concave boundary edge. 

Schematically, a 2D cross section of the two different configurations can be seen in Figure 

6-22. On the left, that of Figure 6-21 is depicted. The touching vectors of BF1 and BF2 are 

considered while the third touching vector (coloured black) indicates the connection to the 

boundary. The medial surface between BF1 and BF2 will carry the singularity. On the right, a 

singularity line that lies on the medial surface between BF3 and the BE will be searched for. 

Each touching vector associated with the BE is represented by the frame of the boundary edge 

(section 3.2.1). Like in the case of the medial edge of type BF1-BF2-BF3, three frames are 

required to calculate the net rotation and check for the existence of a singularity line. 
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Figure 6-21: A positive singularity line generated on top of the medial surface. The ending points are 
the points where the frames indicate that the singularity line enters the medial surface. 

Since one of the frames is fixed to align with the boundary edge, the other two frames will be 

defined by the touching vectors associated with BF3. A selection of three such frames is shown 

as red in Figure 6-22 (right). In this case, the third touching vector that shows the connection 

to the boundary of the domain points outwards of the page. 

 

Figure 6-22: Cross sections of two different configurations that a singularity line enters a medial surface. 
On the left the medial edge touches three boundary faces. On the right it touches 2 boundary faces (BF3, 
BF4) and one boundary edge (BE). BF4 is out of the plane. 

In Figure 6-23 the singularity line identification for two models with a cross-section like the 

one depicted in Figure 6-22 (right) are shown. On the left, the domain is thin and the singularity 

line passes through the medial surface. When the domain becomes longer, then the medial 

surface that lies between the concave boundary edge and the fillet carries the singularity line 

(right). This example illustrates not only how a singularity line can be identified around 

concavities but also how a change in the geometry may affect the relationship of the singularity 

line with the medial object. Since a singularity line must enter through a boundary face, when 

analysing a BF1-BF2-BE medial edge, only two of the three combinations of touching vectors 

are considered; those that take into account touching vectors associated with the boundary 



121 
 

edge, like the one shown in Figure 6-22 (right). Figure 6-24 shows the corresponding 3𝐷 

frames together with the plane on which frame rotations are calculated. A total rotation of 90°, 

in the same direction as the loop, indicates the existence of the negative singularity line.  

 

Figure 6-23: Singularity line identified around the concave boundary edge. Depending on the length 
of the domain, the singularity can be normal to the medial object (left) or lie on it (right). 

 

Figure 6-24: Frames rotate in the neighbourhood of the concavity indicate the position of the negative 
singularity line.  

Another example of a singularity line appearing in the neighbourhood of a concave boundary 

edge can be seen in Figure 6-25. This time, due to opposite curvature of the curved boundary 

face, the orientation of the frames implies a positive singularity line.  
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Figure 6-25: Frames rotate in the neighbourhood of the concavity indicate the position of the positive 
singularity line. 

In conclusion, this section described how singularity lines that lie on medial surfaces can be 

generated by first identifying positions along the bounding medial edges where orientation of 

adjacent frames is inconsistent and then tracing the singularity line based on the local cross-

field. Medial edges of type BF1-BF2-BF3 and BF1-BF2-BE that bound medial surfaces and 

connect them with the boundary of the domain were used.  

Finally, singularity lines may also lie on medial flaps (Figure 6-26). Here, the singularity line 

lies on the highlighted blue medial surface. It is the curved boundary surfaces on the left that 

intersect in 90° making the domain effectively topologically equivalent to a five-sided prism.   

 

Figure 6-26: Model (left) together with its medial object (right) where a singularity line is required 
that lies on the blue medial flap. 

The singularity line following the cross-field on the medial flap can be seen in Figure 6-27 

(left). On the right, a front view is given. Frames for various positions along the front medial 

edge where the singularity line enters the medial surface have been plotted (in the middle of 

the corresponding touching vector). It can be seen, that starting from the left, where the 
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touching vectors are normal to each other, the frames are well oriented. On the other hand, as 

the angle between touching vectors passes through 45°, a positive singularity appears. This is 

then traced on the medial flap following the local cross-field until it reaches the equivalent 

position on the other end. Identifying a singularity line that lies on a medial flap requires the 

same analysis of frames as that described previously for those that lie on normal medial 

surfaces.  

 

Figure 6-27:  Singularity line on a medial flap (left). A front view of frames around a medial edge 
indicating the position where the singularity line enters the medial surface (right). 

6.4.2 Singularity lines on medial edges 

In some cases, like in the long triangular prism shown in Figure 6-14 (right), a singularity line 

may lie on a medial edge and not on a medial surface. A medial edge can be considered a 

collection of points where at least three boundary entities are in proximity. In terms of offsets, 

it can be thought of as the place where the boundary entities meet as they are offset towards 

the interior of the domain. In Figure 6-28, this is illustrated for the long triangular prism. The 

three boundary faces meet on the medial orange medial edge on the interior. On the left, a 2𝐷 

cross section is given, while on the right 3𝐷 offset surfaces can be seen. 

 

Figure 6-28: A medial edge given as the final intersection of offsets of three boundary faces. A 2𝐷 
cross section (left). 3𝐷 offset surfaces (right). 
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In terms of a hexahedral mesh, dual surfaces parallel to these boundary faces meet around this 

medial edge (Figure 4-35). Since touching vectors indicate how the offset boundary faces meet 

on the interior, they can be used to check whether a singularity line is needed for the mesh 

elements to connect properly. For this purpose, frames of type 𝑓 ,  are used (see section 5.5.2). 

The orientation of the frames (which depends on the orientation of the corresponding boundary 

entities) determines the existence of a singularity. To understand this, a comparison will be 

made between the long triangular prism and a thin rectangular plate.  

In Figure 6-29, the frames associated with the medial edge in the middle are given. On the 

front view (left), the orientation of the frames changes as they move around the medial edge, 

indicating the position of a singularity line. The medial surfaces that are connected to the 

medial edge are also shown in orange (right). Figure 6-30 shows the frames for a medial edge 

of a thin rectangular plate. In this case, the touching vectors are either normal to each other or 

collinear and, as a result, the three frames have the same orientation indicating that there is no 

need for a singularity line at there. The rectangular cross section justifies this, since a structured 

hex mesh could perfectly fit there. For both the triangular prism and the thin plate, the frames 

are shown only for a single position along the medial edge. Similar frames could be drawn 

along each position of the medial edge. In the case of the thin plate, the pattern of the frames 

is similar for all medial edges that bound the medial surface in the middle of the plate. Like 

the case of the singularity lines that lie on a medial surface, in order for a singularity line to be 

present, the net rotation of the frames must be 90°. In order to decide whether the singularity 

line is positive or negative, the normal vector of the plane defined by the touching sites of the 

touching vectors is used (Figure 6-31). 

 

Figure 6-29: Frames 𝑓 ,  around a medial edge. The change in orientation indicates the position of a 
singularity line. 
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Figure 6-30: Frames 𝑓 ,  around a medial edge of a thin rectangular plate have the same orientation. 
No singularity line is needed. 

 

Figure 6-31: Plane defined by the three touching sites of a point on a medial edge. Frames 𝑓 ,  are 
shown in yellow. 

It is also important to mention that not all medial edges are candidates for carrying singularity 

lines. For example, medial edges connected to convex boundary vertices are not analysed. This 

is because, if a singularity line is connected to such a boundary vertex, then this will result in 

degenerated mesh elements on the boundary vertex. So, for example, in the case of the 

triangular prism, only one medial edge is candidate for carrying a singularity line, while, for a 

rectangular thin plate, four candidate medial edges exist.  

In general, checking if a medial edge carries a singularity line includes the following steps.  

 Calculate the net rotation of the frames 𝑓 ,  around the medial edge. In the current 

implementation, only the two ends of the medial edge are considered. 
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 Calculate the normal vector of the plane defined by the three touching sites of the 

touching vectors. This vector is oriented based on the orientation of the loop following 

the right-hand rule. 

 If the net rotation is approximately 90°, check whether the singularity is positive or 

negative. 

 If both ends indicate the existence of the same type of a singularity line, then the 

medial edge carries a singularity line. 

Connection to the boundary 

As it was described in the previous sections, in order to check whether a medial edge carries a 

singularity line, the frames on its end points are analysed. These points are medial vertices that 

are associated with an extra boundary entity when compared with the medial edge. For 

example, in the case of the triangular prism, the medial vertex is associated with all the four-

sided boundary faces and also with the front triangular face. A cross-field analysis of the latter 

results in a negative singularity in the centre (Figure 6-3). In Figure 6-32, it is depicted how 

this boundary face degenerates to the medial vertex when it is offset following the medial 

object (left). The negative singularities identified on each offset are connected to the negative 

singularity carried by the medial edge (right). This procedure is described here only to show 

the connection between singularity lines identified on the medial object and singularities on 

the boundary of the domain. In the current work, singularity lines are directly projected from 

the medial vertex to the boundary of the without any cross-field analysis of offset surfaces. 

 

Figure 6-32: The boundary face degenerates to a medial vertex (left). Connecting the singularities of 
each offset surface generates a complete singularity line.  

Another example is a long pentagonal prism; the long equivalent of the short prism depicted 

in Figure 6-7. Like the triangular prism, as the model becomes longer, the medial surface on 

the middle, on which the positive singularity was identified, degenerates to a point, and then a 
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medial edge emerges. It is this medial edge that will carry the singularity line. In Figure 6-33 

frames around this medial edge can be seen for both end-points. The rotation of the frames 

indicates that the medial edge carries the positive singularity line. 

In such cases, since the number of touching points is greater than three, the procedure of 

identifying the singularity line should be slightly modified. For example, in the case of the 

pentagonal prism, the rotation for the central medial edge must consider five frames. 

Furthermore, if the touching points are not coplanar, then a plane can be fitted to the touching 

points in order to calculate the normal vector of the loop that will be compared to the vector 

that describes the net rotation of the frames to identify whether the singularity is positive or 

negative. These planes for the pentagonal prism are shown in Figure 6-34. 

 

Figure 6-33: Long pentagonal prism. A positive singularity line is carried by the medial edge in the 
middle. Frame rotations on both ends indicate the existence of the positive singularity.  

 

Figure 6-34: Planes corresponding to the touching points on the two end points of the medial edge. 
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Similar to the triangular prism, Figure 6-35 shows how the five-sided boundary face that 

degenerates to the medial vertex implies how the singularity from the boundary face moves to 

the interior and connects to the medial edge.  

 

Figure 6-35: A cross-field analysis of the boundary face and its offsets indicates how the positive 
singularity from the boundary degenerates to the identified singularity line on the medial edge. 

The same can be applied to identify positive singularity lines of higher index on medial edges. 

A simple example is that of the long hexagonal prism shown in Figure 6-36. In this case, the 

frames around the medial edge rotate a total of 180° indicating that a positive singularity line 

of index 2 is carried by the medial edge. This means that six mesh elements or six partition 

surfaces emanate from this singularity line. 

 

Figure 6-36: Long hexagonal prism. The frames around the central medial edge rotate 180 degrees 
indicating that an index 2 positive singularity lies on the medial edge.  
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In Figure 6-37, it can be seen how the two positive singularities identified on the boundary by 

a cross-field analysis gradually connect to the medial edge. Because of the symmetry of the 

domain and the fact that singularity lines are constrained to lie on the medial object, in the 

current method they are forced to join. As a result, instead of having two different positive 

singularity lines of index 1, only one of index 2 is identified. Geometrically, placing one 

positive singularity of index 2 in the middle of this symmetric body makes sense when 

compared to two positive singularities of index 1 placed next to each other in an arbitrary 

position (compare the different positions on the three different offsets of Figure 6-37).   

 

Figure 6-37: The two positive singularities of index 1 gradually connect to the medial edge to a single 
positive singularity of index 2. 

If the geometry is changed but the topology is kept the same, for example by making the prism 

look more like a plate, then some of the symmetries of the domain are violated and the two 

positive singularity lines are separated. This is illustrated in Figure 6-38, where two medial 

edges now carry the two positive singularity lines. 

 

Figure 6-38: By breaking the symmetries, the two positive singularity lines are separated and carried 
by different medial edges.  
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Although checking for a singularity line on a medial edge takes place only at the two ends of 

the medial edge, it can also be done at various positions along the medial edge. Here it is taken 

for granted that, if the singularity line enters at one end of the medial edge, it should also leave 

the medial edge from the other end. However, since the identification depends on the angles 

between the touching vectors, a variation of this angle could cause a singularity line to 

suddenly disappear. A simple domain that can cause such problems is that shown in Figure 

6-39, where the boundary faces in the middle have a varying dihedral angle. The value of the 

angle starts at 115° (implying one mesh element) and ends at 160° (implying two mesh 

elements). This has the effect that the front boundary face is effectively a 5-sided one where a 

positive singularity is needed while the boundary face on the back is effectively a 4-sided one 

and no singularity is needed. By analysing the frames around the medial edge (associated with 

the boundary faces with the varying dihedral angle) along many positions it can be seen that 

at some points a positive singularity line is identified while at others not. This change happens 

at the point where the dihedral angle becomes greater than 135°. 

 

Figure 6-39: Domain with varying dihedral angle together with its medial object. Decomposition 
patters for the front and back face are also given. 

In Figure 6-40, the positive singularity line identified (blue) stops at some point along the 

medial edge. Frames are also shown around the medial edge at various points. After the point 

where the singularity line stops, the frames have only a small difference in orientation. Such a 

configuration violates the properties of singularity lines which force them to either end up to 

the boundary, form closed loops or connect to other singularity lines. As a result, it cannot be 

kept as a valid singularity line. The fact that the singularity line was not implied by both ends 

of the medial edge, is enough to force the current implementation to exclude it. Since no 

singularity line is created the front boundary face becomes 4-sided and two elements should 
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be placed in the corner instead of one. Alternatively, it could be decided to force the singularity 

line to continue along the medial edge (since it started at one end) until it connects to the 

boundary face on the back. This would force it to become 5-sided and should also be 

accompanied by a change in the number of elements placed in the corner (one instead of two). 

 

Figure 6-40: Frames around the central medial edge. A positive singularity line lies at part of the 
medial edge. The singularity line stops when the dihedral angle becomes greater than 135°. 

Finally, one more configuration that needs to be considered is that of medial edges carrying 

singularity lines that are effectively normal to them on one specific location and not aligned 

with them. This happens when domains like those shown in Figure 6-16 and Figure 6-23 have 

dimensions such that the medial surfaces on which the singularity lines lie (the highlighted 

medial surfaces) degenerate to a single medial edge. In the case of the model in Figure 6-16, 

the two medial edges of type BF1-BF2-BF3 would become a single medial edge of type BF1-

BF2-BF3-BF4 and the two touching vectors would indicate the position of the singularity line 

along the medial edge while the other two touching vectors would indicate the position where 

the singularity line connects to boundary faces of the domain. For the model in Figure 6-23 

the medial edges of type BF1-BF2-BE1 would become a single medial edge of type BF1-BF2-

BF3-BE1. Two touching vectors would indicate the connection with boundary faces of the 

domain while the other two would identify the position of the singularity line around the 

concave edge.  

6.4.3 Singularity lines on medial vertices 

For the short prism in Figure 6-14 (left), the negative singularity line can be identified in the 

middle medial surface based on a cross-field analysis. For the long prism (right) on the other 

hand, the singularity line is carried by the medial edge in the middle. For the degenerate case 

where no medial surface or medial edge exists in the middle, the candidate medial entity for 
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carrying this singularity line is the medial vertex. This section, will describe how medial 

vertices can also assist in the identification of singularity lines. 

Figure 6-41, shows the degenerate triangular prism together with its medial object and the 

offsets of its front face. With increasing offset, the front boundary face shrinks gradually to 

the medial vertex. The same holds for the opposite boundary face. It is thus expected for the 

negative singularity of the boundary to be connected to the medial vertex from both sides, for 

the complete singularity line to be created. 

 

Figure 6-41: In this triangular prism all boundary faces degenerate to the same medial vertex. 

In order to identify this singularity line, frames around the medial vertex must be analysed in 

a similar way to that described in section 6.4.2 for medial edges. More specifically, for a 

region 𝑅  associated with a boundary face and which is connected to the boundary vertex all 

frames of type 𝑓   are considered. Based on the net rotation and the loop orientation it can 

be concluded whether a singularity line (positive or negative) exists inside that region that 

connects the boundary face with the medial vertex. In Figure 6-42 these frames are shown 

around the touching vector of the top boundary face. The selected touching vector is drawn 

with a solid line while the other three are drawn with dotted lines. After checking the rotations 

for each proximity region, it is concluded that the medial vertex carries two singularity lines, 

one from the front and one from the back boundary face. Since these singularity lines are 

collinear, they form one singularity line that starts from the front triangular boundary face, 

passes through the medial vertex and ends on the back triangular boundary face. This result is 

identical to that of the long and short triangular prism. 

One more example is that of the tetrahedron shown in Figure 6-43. This is also one of the hex 

mesh primitives described in section 3.2.3 and represents the configuration where four 

negative singularity lines are connected. On the left and middle accordingly, the tetrahedron 

and its medial object are given. On the right, the three medial surfaces that are associated with 

the bottom boundary face are shown. These faces enclose one of the proximity regions. For 
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each such proximity region, the frames enclosed are analysed. In Figure 6-44, the frames for 

one of these regions are shown. On the right it can be seen from a bottom view that the three 

frames are misaligned, indicating the presence of a singularity line. A similar analysis of all 

regions around the central medial vertex gives rise to four negative singularity lines that 

connect to the medial vertex as shown in Figure 6-45. 

 

Figure 6-42: Frames around the selected touching vector. Each of the represents the constraint 
imposed by its corresponding boundary face. 

 

Figure 6-43: Simple tetrahedron with its medial object. 

 

Figure 6-44: Frames around one of the touching vectors of the medial vertex. 
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Figure 6-45: Four negative singularity lines join on the medial vertex of the tetrahedron. 

This analysis can be applied in every medial vertex of the medial object. If, for example, it is 

applied to the model of Figure 6-38, four medial vertices will carry one positive singularity 

each. These singularity lines are the extension of those found on the medial edges (described 

in the previous section). Both positive singularity lines are shown in Figure 6-46. When 

compared to Figure 6-38, the singularity lines can be seen to be extended to the boundary 

faces. 

 

Figure 6-46: Singularity lines identified on the medial vertices extend the singularity lines on the 
medial edges to the boundary faces of the domain. 
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6.5 Method 

Having explained in the previous section how the direction field on the medial object 

(described in Chapter 5) can assist in the identification of singularity lines on the interior of 

the domain, a brief summary of the method is given. 

6.5.1 Singularity line passing through the medial object 

For this type of singularity line medial surfaces associated with two boundary faces are 

considered. Furthermore, these medial surfaces should not be flaps. The singularity line 

identification consists of the following steps. 

 Compute cross-field on the medial surfaces. 

 Calculate net rotation of crosses along each tri-element on the medial surface (except 

medial flaps). If the net rotation is 90° then a singularity is identified. 

 Compare the vector of rotation with the normal vector of the loop (right hand rule) to 

identify the type of the singularity. 

 Project the singularity to the two boundary faces associated with the medial surface to 

generate the complete singularity line. 

6.5.2 Singularity lines lying on the medial object 

Singularity lines that lie on the medial object can be further categorised based on the medial 

entity that carries them. They can lie on medial surfaces, edges and vertices. For singularity 

lines that lie on medial surfaces it is important to: 

 Compute frames along medial edges. 

 Check the orientation of the frames on the bounding medial edges to identify the 

position where a singularity line enters the medial surface. 

 Trace the singularity line on the medial surface following the cross-field directions. 

 Identify the position on a medial edge from where the singularity line exits the medial 

surface and connects again to the boundary of the domain 

Like singularity lines passing through medial surfaces, frame rotations must be calculated. 

Frames of type 𝑓   (or 𝑓 ) around the bounding medial edges are used (𝑅 , 𝑅  being the two 

proximity regions bounded by the medial surface). The third proximity region (associated with 

the medial edge) indicates the boundary surface on which the singularity line starts/ends. Two 

types of medial edges are considered in this process. These are medial edges of type BF1-BF2-

BF3 and BF1-BF2-BE1. Three examples of such configurations can be seen in Figure 6-21, 

Figure 6-24 and Figure 6-27. 
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In order to check whether a medial edge carries a singularity line: 

 Compute frames along medial edges. 

 Check frame rotations on the two medial vertices that bound the medial edge. 

 If rotations at both sides indicate a singularity line of the same type, then the medial 

edge carries a singularity line.  

The frames that are used to calculate rotations around medial edges are of type 𝑓 , . Currently, 

medial edges associated with boundary faces are considered.  

In order to check whether a medial vertex carries one or more singularity lines: 

 Compute frames at medial vertices. 

 Check frame rotations at each proximity region of the medial vertex.  

 If the rotation indicates a singularity line along the direction of the corresponding 

touching vector, then this touching vector represents the singularity line. 

The medial vertices that are considered in this analysis are those that are associated only with 

boundary faces of the domain. All frames that are used here to calculate rotations in a 

proximity region 𝑅  are of type 𝑓 . Loops inside each proximity region are considered.  

6.6 Conclusions 

This chapter describes how singularity lines can be identified on the interior of the domain, 

based on a rotation analysis of frames around medial edges and vertices and a cross-field 

analysis on medial surfaces. Singularity lines were distinguished in terms of their relationship 

to the medial object; they can either lie on top of it or pass through it. The structure of the 

medial object provides a framework on which singularity lines, that are as far as possible from 

the boundary, can be created. Furthermore, since each medial entity is associated with certain 

boundary entities, this association can be inherited directly to the singularity lines. It can 

therefore be realised which boundary entities are responsible for the generation of each 

singularity line. Finally, it was shown, through various illustrations, how the position of 

singularity lines on the medial object corresponds to an offsetting of the boundary entities of 

the domain.  

In general, singularity lines passing through medial surfaces based on a cross-field analysis 

are those that exist in thin regions connecting two boundary faces in proximity. Longer 

singularity lines typically lie either on medial surfaces or on medial edges. The first are 

associated with two boundary entities and are oriented based on the cross-field on the medial 
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surface. Such singularity lines are connected to the boundary through medial edges. In order 

to identify them, frames along those medial edges are analysed. These frames described the 

way the offsets of the two boundary entities (or dual surfaces in a hex mesh) meet on the 

interior of the domain. The later ones are associated with the boundary entities of the medial 

edge and are connected to the boundary through the medial vertices on both ends. In order to 

check whether a medial edge carries a singularity line, frames around its medial vertices must 

be checked. These frames describe how offsets of the boundary entities (or dual surfaces in a 

hex mesh) meet in the interior of the domain. Although only the ending points are checked, 

the same analysis can be done on points throughout its entire length. Singularity lines 

connected to medial vertices can be identified by analysing frames that are associated with 

each proximity region. These frames describe how a mesh element with a rotational freedom 

is constrained by other boundary entities as it approaches the medial vertex. Such singularity 

lines typically connect singularity lines identified on medial edges with the boundary of the 

domain (Figure 6-46). However, they can also stand alone in shorter regions (Figure 6-42 and 

Figure 6-45).  

Finally, it must be noted that, at the current implementation, the validity of the singularity line 

network and its ability to support a set of partition surfaces that are sufficient to decompose 

the domain into blocks has to be checked manually by the user. Further research is required in 

order to extend the current knowledge in this topic ([15], [91]) and identify necessary and 

sufficient conditions that can distinguish valid from invalid singularity line networks and 

inform the user in cases where a manual intervention is required.  
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Chapter 7  

From streamline network to partition 

surfaces 

7.1 Introduction 

From each singularity of a cross-field on a surface in 3𝐷 space, three / five streamlines 

emanate, depending on whether the singularity is negative / positive. These streamlines define 

the structure of the multi-block decomposition of the surface. Similarly, from each singularity 

line in a 3𝐷 domain, three or five partition surfaces emanate that describe how the domain can 

be decomposed into 3𝐷 blocks. In this work, the problem of generating partition surfaces from 

singularity lines is formulated as a problem of generating a line network in the interior of the 

domain. This network consists of the previously identified singularity lines and the streamlines 

(Figure 7-3 and section 4.6.2) that emanate from them. Streamlines lie on the medial object 

and connect singularity lines either to other singularity lines or to the boundary of the domain. 

When projected to the boundary of the domain, this line network produces the bounding curves 

of partition surfaces. In this chapter, the generation of the streamlines on the medial object and 

their use in constructing partition surfaces is explained. 

7.2 Partition surfaces and medial object 

Through an example of a domain with a known block decomposition it can be understood how 

the generation of partition surfaces can be shifted into a problem of generating a line network 

on the medial object. In Figure 7-1, a semi-circular plate (a) is shown together with its medial 

object (b) and its block decomposition (c). As it has already be shown in Figure 6-7, this 

domain has two negative singularity lines. At each of them, three blocks join. Partition surfaces 

emanate from them and bound two blocks of the decomposition. They are illustrated in yellow 

colour inside the domain in Figure 7-2 (a) and together with the medial object in (b). Their 
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intersection with the medial object consists of the green streamlines that emanate from the 

singularity lines and connect to other singularity lines, or to the boundary (Figure 7-3).  

By making use of the already identified singularity lines and the direction field generated on 

the medial object, streamlines can be created without previously knowing the partition 

surfaces. After that, by simply projecting them to the boundary of the domain based on the 

proximity information from the medial object, lines on the boundary of the domain will be 

created. All of these lines will produce all of the bounding curves of the partition surfaces. 

These steps are illustrated in Figure 7-4.  

 

Figure 7-1: Semi-circle plate (a) together with its medial object (b) and a multi-block decomposition 
(c). 

 

Figure 7-2: Partition surfaces (a) together with the medial object (b). 

 

Figure 7-3: Singularity lines (red) and lines of intersections of the medial object with partition 
surfaces (green). 
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Figure 7-4: From singularity lines, streamlines are generated (a). These are projected to the boundary 
to define the bounding curves of partition surfaces (b). Based on them, partition surfaces are created 

(c). 

For the semi-circular plate, singularity lines intersect with the medial object at singular points. 

From each such point, three / five streamlines emanate. These streamlines can be thought of 

as the intersection of the desired partition surfaces with the medial object.  

Partition surfaces, however, may also exist in “long” regions of the domain. In Chapter 6, it 

was described that in these areas singularity lines no longer intersect with the medial object in 

a single point, but, instead lie on top of it. When that happens, more than three/five streamlines 

emanate from each singularity line. The example of a block with a through hole (Figure 7-5) 

is sufficient to understand the difference.  

 

Figure 7-5: Simple block with a through hole (a). Its medial object (b). Multi-block decomposition (c). 

The partition surfaces that define the block decomposition intersect with the medial object as 

shown in Figure 7-6 (a). Like the example of Figure 6-21, the positive singularity lines lie on 
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medial surfaces and enter them through their bounding medial edges (b). In order to capture 

the complete structure of partition surfaces, streamlines emanate from both ends of the 

singularity line (c). Thus, in contrast to singularity lines in “thin” regions (Figure 7-3), here, 

from each negative singularity line six streamlines emanate (three for each ending point) and 

from each positive singularity line ten (five for each ending point). These streamlines are the 

intersections of the desired partition surfaces with the medial object. They can connect an 

ending point of a singularity line with; an ending point of another singularity line, the other 

ending point of the same singularity line (in this case the two streamlines are identical) or the 

boundary. The streamlines that emanate from both ending points of one of the singularity lines 

can be seen in Figure 7-7. It is important to note that, since three / five partition surfaces 

emanate from each negative / positive singularity line, two streamlines correspond to each 

partition surface, one from each ending point. Finally, in order to understand the block 

structure that these streamlines imply, a top view is given in Figure 7-8. An identical pattern 

would emerge if the model was viewed from the bottom.  

Based on the above two examples it can be understood that streamlines emanating from 

singularity lines can be thought of as the intersection of partition surfaces with the medial 

object. However, since partition surfaces are not known a priori, streamlines could be first 

generated on the medial object and then used to generate them. In the following sections, it 

will be described how streamlines, suitable for generating high quality partition surfaces, can 

be created based on the cross-fields on the medial object. 

 

Figure 7-6: Partition surfaces intersecting with the medial object (a). Five positive singularity lines lie 
on the medial object (b). Streamlines emanate from the singularity lines (c). 
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Figure 7-7: Streamlines emanate from both ends of a singularity line that lies on the medial object. 

 

Figure 7-8: Streamlines from a top view with (left) and without (right) the medial object. The block 
structure defined from the streamlines can be seen. 

7.3 Streamline structure 

A partition surface may intersect with the medial object in many different medial entities. The 

streamlines that correspond to this partition surface, should have as many parts as the number 

of medial entities that the partition surface intersects. In Figure 7-9, three partition surfaces 

can be seen for one of the two negative singularity lines of the thin semi-circular plate (top), 

together with their corresponding streamlines (bottom). Partition surface 1 connects the two 

negative singularity lines and intersects with only one medial surface. The corresponding 

streamline connects the two singular points on the medial surface and lies completely on it. 

On the other hand, partition surfaces 2 and 3 connect the singularity line with the boundary of 

the domain and intersect with three medial surfaces each. Their corresponding streamlines 
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have parts on each of those medial surfaces. On the top right a detail of streamline 2 is given. 

The three parts (a, b, c) of this streamline lie on different medial surfaces. Their common point 

lies on the medial edge that the medial surfaces share.  

Another example that reveals important characteristics of streamlines is given in Figure 7-10. 

In (a), a streamline of a singularity line that lies on a medial surface connects its two endpoints 

by travelling across different medial surfaces. In (b) two streamlines (top and bottom) connect 

the two endpoints of the same singularity line with the ending points of another singularity 

line. In (c) a top view of all the streamlines (top) and the streamlines of (a) and (b) (bottom) is 

given. From this view it can be seen that the streamlines of (b) lie on a medial edge as opposed 

to the others that lie on medial surfaces. Both streamlines correspond to the same partition 

surface which connects the two singularity lines. 

 

Figure 7-9: Partition surface 1 connects two negative singularity lines and intersects one medial surface. 
Partition surfaces 2 and 3 intersect with three medial surfaces. The corresponding streamlines have an 
equivalent structure. 

From the above two examples, the following characteristics can be observed.  

 A streamline has many branches (hereby called traces) on different medial entities. 

Each trace corresponds to an intersection of a partition surface with a certain medial 

entity. 

 A streamline can travel across medial surfaces and medial edges. 

 A streamline can connect the endpoints of the same singularity line. 

 A streamline can connect endpoints of different singularity lines. 

 A streamline can connect an endpoint of a singularity line with a boundary edge. 
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Figure 7-10: A streamline connecting the two endpoints of a singularity line (a). Two streamlines 
connect the endpoints of the singularity line with another singularity line on the right (b). A top view of 
the streamlines (c). 

7.4 Streamline generation 

The generation of streamlines that emanate from singularity lines depends on 

 The type of the singularity line (negative/positive). 

 The position of the singularity line with respect to the medial object (lying on top of 

it / passing through it). 

 The cross-fields on the medial object. 

 The structure of the medial object. 

Streamlines need to be smooth in order to generate smooth partition surfaces. It is also 

desirable that streamlines invoke a block structure that is simple but respects all the important 

features of the domain.  

In order to better understand the process of streamline generation, streamlines emanating from 

singularity lines that pass through the medial object will be discussed first. After that, 

streamlines that emanate from singularity lines that lie on the medial object will be analysed. 

In general, streamline generation consists of two main steps: the identification of the starting 

directions of the streamlines and, after that, the evolution of the streamline along the medial 

object. For singularity lines that pass through the medial object, streamline directions are 

calculated like for singularities on cross-fields on surfaces (Appendix A). For singularity lines 

that lie on the medial object, the local structure of the medial object must be considered in 

order to identify the initial directions of the streamlines. 
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7.4.1 Streamlines from singularity lines passing through the medial 

object 

Streamlines emanating from singularity lines that pass through the medial object can be seen 

in Figure 7-3. The point of intersection of the singularity line with the medial surface (singular 

point) is where these streamlines start. From each negative / positive singularity, three / five 

streamlines are initiated and traced along the medial surface based on the local cross-field (see 

Appendix A). For example, in Figure 7-11, the streamlines for the thin semi-circular plate are 

shown to be aligned with the cross-fields on the medial surfaces.  

Each streamline that emanates from a singularity line that passes through a medial surface is 

associated with the two boundary faces that the medial surface is associated with. The 

connectivity to the boundary is expressed by the two touching vectors 𝑡�⃗�  and 𝑡�⃗� . At each 

point, the streamline has a local direction �⃗�  which depends on the direction of the cross-

field. Since the streamline is associated with a partition surface, it should locally represent its 

structure. A suitable quantity to capture this association is the local normal vector �⃗�  of the 

partition surface (see Figure 7-20) as 

�⃗� = 𝑡 × �⃗�  

𝑡 = 𝑡�⃗� − 𝑡�⃗�  
(7.1) 

 

Figure 7-11: Streamlines following the cross-field on the medial surface. 

7.4.2 Streamlines of singularity lines lying on the medial object 

The second type of streamlines that will be discussed emanate from singularity lines that lie 

on the medial object. In such cases, the structure of the medial object at the position of the 

singularity line affects the way streamlines are traced. Here, how the initial directions of the 

streamlines are calculated depend on how they are constructed. 
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Singularity lines associated with two boundary faces 

The first example that will be described is that of Figure 7-6. In this domain, four positive 

singularity lines lie on medial surfaces around the hole. Each of them is associated with two 

boundary faces. The streamline structure around one of them (viewed from the top) is given 

in Figure 7-12. In (a), the initial directions of the streamlines are shown. In (b) the streamlines 

can be seen following the local cross-field. Two of the streamlines lie on medial surface MF1 

(the one related with boundary face BF1) and two on medial surface MF2 (the one related with 

BF2). The fifth streamline lies on the medial edge that lies between BF1 and BF2 and is a 

bounding edge of both MF1 and MF2. The initial directions for each streamline are calculated 

differently. Let 𝑡�⃗�  and 𝑡�⃗�  be the touching vectors from the ending point of the singularity 

line to boundary face BF1 and BF2 respectively. Let also 𝑡 be the tangent vector of the 

singularity line at that point. Locally, the two partition surfaces associated with each streamline 

have normal vectors �⃗� = 𝑡�⃗� × 𝑡 and �⃗� = 𝑡�⃗� × 𝑡. If �⃗�  and �⃗�  are the normal vectors 

of corresponding medial surfaces at the end-point of the singularity line then 

�⃗� = 𝑛 × 𝑛  , 

�⃗� = 𝑛 × 𝑛 . 
(7.2) 

As a result, �⃗�  / 𝑣  is the intersection between medial surface MF1 / MF2 and a plane 

that is normal to boundary BF1/BF2 and parallel to the singularity line. Since a block structure 

is desired, �⃗�  / 𝑣  will be the intersection between MF1 / MF2 with a plane parallel to 

BF1 / BF2 and the singularity line. 

�⃗� = 𝑛 × 𝑛  

�⃗� = 𝑛 × 𝑛  
(7.3) 

In the above equation, �⃗� = 𝑣 × 𝑡 and �⃗� = 𝑣 × 𝑡. Finally, the last vector �⃗�  is the 

tangent vector of the medial edge at the ending point of the singularity line. 

 

Figure 7-12: Initial directions of the streamlines of a positive singularity line that lies on a medial 
surface and is associated with two boundary faces (a). The streamlines on top of the local cross-fields. 
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One more example that illustrates how a streamline of a singularity line associated with two 

boundary faces can be generated is given in Figure 7-13. Here, the streamlines of the positive 

singularity line identified on a medial flap of the model of Figure 6-26 have been traced. A 

comparison to the streamlines of Figure 7-12, shows that, in this case, the fifth streamline 

follows the medial edge but on the other side of the medial flaps. Regarding the third and 

fourth streamline, these are traced parallel to the boundary faces. 

 

Figure 7-13: Streamlines emanating from a positive singularity line on a medial flap. 

Singularity lines associated with one boundary face and one boundary edge 

Singularity lines which lie on medial surfaces can also be associated with one boundary face 

and one concave boundary edge (Figure 6-24 and Figure 6-25). Streamline generation for such 

singularity lines depends on both its type and the structure of the medial object in that region. 

Here, one example for each type will be illustrated. First, in Figure 7-14, the complete 

streamline network of a negative singularity line associated with a concave boundary edge and 

a boundary face is given. Like the previous example, the first thing that must be decided is the 

initial directions of the streamlines. These are illustrated in Figure 7-15 (a). Since a block 

structure is desired, streamlines 1 and 2 are chosen to have an initial direction such that the 

partition surfaces are going to be parallel to boundary faces BF1 and BF2. This will ensure 

that the desired mesh orientation around the concavity will emerge (Figure 3-15). Let 𝑛  and 

 𝑛  be the normal vectors of BF1 and BF2, respectively, at the point where the singularity line 

touches the boundary edge. Let also 𝑛  and 𝑛  be the normal vectors of the medial 

surfaces MF1 and MF2 at the singularity line. Then, the initial directions �⃗�  and �⃗�  both 

lie on MF1 and are calculated as 

�⃗� = 𝑛 × 𝑛 , 

�⃗� = 𝑛 × 𝑛 . 
(7.4) 
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To calculate �⃗�  the touching vector to BF3 𝑡�⃗�  and the tangent vector of the singularity 

line 𝑡 are used 

�⃗� = 𝑛 × 𝑛  

𝑛 = 𝑡 × 𝑡�⃗�  
(7.5) 

 

Figure 7-14: Complete streamline network of a negative singularity line associated with a concave 
boundary edge and a boundary face (a). Front view of the streamlines (b). 

 

Figure 7-15: Initial directions of streamlines (a). The first traces of each streamline following the local 
cross-field (b). 

A positive singularity line that is associated with a concave boundary edge can be treated in a 

similar way. Figure 7-16 illustrates the streamline network for this configuration. Five 

streamlines emanate from each of the endpoints. 
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Figure 7-16: Complete streamline network of a positive singularity line associated with a concave 
boundary edge and a boundary face (a). Front view of the streamlines (b). 

The initial directions of the streamlines can be seen in Figure 7-17 (a). The initial 

directions �⃗� , �⃗�  and �⃗�  are calculated as previously based on (7.4) and (7.5). Finally, 

if 𝑛  is the normal vector of BF3 at the point where the maximal sphere of the singularity 

touches the boundary, then  

�⃗� = 𝑛 × 𝑛 , 

�⃗� = −𝑛 × 𝑛 . 
(7.6) 

This will ensure that the partition surfaces will be parallel to the boundary face BF3, which 

will support the construction of a boundary aligned hexahedral mesh. The streamlines 

following the cross-field can be seen in Figure 7-17 (b). 

 

Figure 7-17: Initial directions of streamlines (a). The first traces of each streamline following the local 
cross-field (b). 
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7.4.3 Streamline relations / projections to the boundary 

For each streamline, its relations with the boundary of the domain must be identified. This 

relation depends on the ability to generate smooth partition surfaces that contain the 

corresponding singularity lines after projecting streamlines to the boundary of the domain 

based on the proximity information of the medial object. Here it is explained how it is decided 

to which boundary entities each streamline is projected to (or to which boundary entities the 

streamline is related). Full examples of streamlines projected to the boundary and how these 

are used to generate partition surfaces is presented in section 7.5.  

The candidate boundary entities are those associated with the medial entity on which the 

streamline lies. For the example in Figure 7-12, these are the boundary faces BF1, BF2 and 

BF3. BF3 is the third boundary face, from which the singularity line enters the domain and is 

in the z-direction (see Figure 7-18). Streamlines should be related to boundary entities such 

that any partition surface generated from them contains the singularity line. In Figure 7-18 (a) 

it can be seen that when the third streamline is projected to BF3 the partition surface contains 

the singularity line. In contrast, projecting it to BF1 (the cylindrical hole) gives a partition 

surface that is perpendicular to the singularity line. In (b), on the other hand, the first streamline 

can be projected to both BF1 and BF3 and gives a partition surface that contains the singularity 

line in blue. Similar observations can be made for all the streamlines. The second is projected 

to both BF2 and BF3, the fourth and fifth only to BF3. 

 

Figure 7-18: Streamline 3 in Figure 7-12 is projected only to BF3 to give a partition surface parallel to 
the singularity line (a). Streamline 1 is projected to both BF1 and BF3 (b). 

For the cases depicted in Figure 7-15 and Figure 7-17, let BF4 be the fourth boundary face 

(which is normal to and out of the page) from which the singularity line enters the medial 

surface. Then, for both the negative and the positive singularity line, the third streamline is 

associated with both BF3 and BF4 while all the others only with BF4. Furthermore, each 

streamline represents its corresponding partition surface through its normal vector, based on 

which the starting direction was calculated. Locally, each projection should be orthogonal to 

this normal vector. 
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An illustration of the streamlines being projected to the boundary entities to which they are 

related to can be seen in Figure 7-19 (a) and (b) for the models shown in Figure 7-15 and 

Figure 7-17 respectively.  

 

Figure 7-19: Streamlines swept to their associated boundary entities to generate local partition 
surfaces. Negative singularity line (a) and positive singularity line (b). 

7.4.4 Streamline evolution 

Locally on a medial surface, the streamline evolves step by step following the corresponding 

cross-field. At each point the touching vectors and the local normal vector of the partition 

surface are calculated. Tracing on the medial object stops either when the streamline connects 

to another singularity (streamline 1 of Figure 7-9) or when it reaches a medial edge that bounds 

the medial surface (streamlines 2 and 3 of Figure 7-9). Figure 7-20 illustrates how, as the 

streamline evolves, the implied partition surface updates. Its normal vector depends on the 

direction of the cross-field and the connectivity to the boundary through the touching vectors. 

If the streamline is associated with only one touching vector then 𝑡 = 𝑡�⃗� . 

 

Figure 7-20: As the streamline evolves the local structure of the partition surface (normal vector) is 
constrained by the direction of the streamline (cross-field direction) and the connectivity to the boundary 
(touching vectors). 
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7.4.5 New branches 

As was described in section 7.3, a streamline starts from a singularity line and, in general, 

consists of many traces, each of which lies on a different medial entity. These traces either 

follow the cross-field of a medial surface, or lie on a medial edge. They represent the 

intersections of the corresponding partition surface with the medial object. In the same section 

it was also described how the initial direction of a streamline is calculated, and to which 

boundary entities it is related to. Following the local cross-field or the medial edge, the first 

trace will stop when a bounding medial edge / vertex of the medial surface / edge is reached. 

If the medial edge coincides with a boundary edge, then no new traces are initiated there. In 

general, when a trace of the streamline reaches a medial edge, new branches start on the other 

medial surfaces that are connected there, (Figure 7-9). The streamline generation stops when 

all its branches have either been connected to another streamline, or they have reached the 

boundary of the domain (Figure 7-11). 

Let �⃗�  be the normal vector of the partition surface of a trace that stopped on a medial edge 

and �⃗�  its final direction. The initial direction of the new trace is also going to be �⃗� =

�⃗� . Since the new medial surface is associated with different boundary entities and since a 

smooth partition surface is desired, the relation of the new trace to the boundary must be 

checked again. If 𝑡�⃗�  and 𝑡�⃗�  are the touching vectors on the new medial surface, then, two 

local normal vectors �⃗� = 𝑡�⃗� × �⃗�  and �⃗� = 𝑡�⃗� × �⃗�  are calculated. In order to keep 

the relation with a boundary entity, the corresponding normal vector should be as aligned as 

possible with the normal vector �⃗�  (here, a threshold of 30° is applied). If this constraint is 

not satisfied, then the new trace will not be related with the corresponding boundary entity. 

The same idea holds for a trace that lies on a medial edge. In such a case, if the medial edge is 

associated to more than two boundary entities, then more checks need to be conducted in order 

to decide the boundary relation of the new trace. 

In Figure 7-21 all the steps in the evolution of a streamline are shown. Green arrows indicate 

the relation to the boundary. Each new trace is related to different boundary entities. On the 

left, the complete streamline is given. It starts from one end of the singularity line and ends on 

the other. Two of the traces end up to the boundary of the domain. This corresponds to the 

fourth streamline of Figure 7-12. The local contributions to the partition surface that are 

generated by projecting the traces to the boundary are given in yellow. This streamline 

represents on its own all the intersections of the corresponding partition surface with the 

medial object. In Figure 7-22, on the other hand, two streamlines correspond to the same 

partition surface and travel across medial surfaces to connect two singularity lines. The steps 
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of the streamline evolution are also given. In both examples, the steps are shown from the view 

indicated by the black eye. 

 

Figure 7-21: Streamline evolution from one end of the singularity line to the other. The connection to 
the boundary and the local partition surfaces can be seen. 

 

Figure 7-22: Streamline evolution from one end of a singularity line to another singularity line. Two 
streamlines representing the same partition surface. The connection to the boundary and the local 
partition surfaces can be seen. 

7.4.6 Streamlines connecting to each other 

Since streamlines represent the intersection of partition surfaces with the medial object, their 

connectivity represents the connectivity of the partition surface too. If, for example, a 

streamline connects two singularity lines, then the corresponding partition surface will be 

connected to them too. As a result, it is expected that by simplifying the streamline network, 

the final decomposition, which relies on the connectivity between partition surfaces, will also 

be simplified. For that reason, when a streamline is generated, there it is constantly checked 

whether it can be connected to another streamline, emanating from a different singularity line, 
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so that fewer streamlines, and thus fewer partition surfaces, emerge. This is illustrated for the 

hexagonal plate of Figure 6-7 in Figure 7-23, where two possible sets of partition surfaces are 

depicted. In (a), partition surfaces divide the domain in eleven regions. If the two parallel 

partition surfaces are collapsed, a simpler decomposition emerges with only 8 regions (b).  

 

Figure 7-23: Partition surfaces separating the domain in eleven blocks (a). After collapsing two 
partition surfaces the decomposition is simplified (b). 

Like the partition surfaces, it can be seen in Figure 7-24 (a) that the corresponding streamlines 

also pass close and parallel to each other. The fact that, in the current method, streamlines are 

created first simplifies the problem of reducing the complexity of the decomposition. By 

relaxing the tracing, streamlines can deviate from the local cross-field in order to connect with 

each other. As a result, a simpler streamline network is generated (b) which will support the 

generation of a simpler decomposition. 

 

Figure 7-24: By allowing streamlines to deviate from the cross-field, a simple streamline network can 
be generated. The two parallel streamlines (a) can be connected into one (b). 

Finally, the structure of the medial object also helps to simplify the streamline network. 

Streamlines that lie on the same medial edge and have opposite directions can be joined in 

order to reduce the final number of partition surfaces. In Figure 7-10 (c) top, for example, it 

can be seen that the two singularity lines on the top and the two on the bottom are connected 
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by streamlines that lie on the same medial edge. Another example of a streamline that connects 

two singularity lines by travelling through medial edges can be seen in Figure 7-25. Here, two 

positive singularity lines that lie on different medial surfaces are connected by two streamlines 

that travel across medial edges. From this top view one of the eight streamlines shown (tr5) 

connects the top endpoints of the two singularity lines by following the medial edges around 

the hole. A similar configuration exists on the bottom side. One more streamline that is traced 

along two medial surfaces also connects the two end-points. 

 

Figure 7-25: Two positive singularity lines are connected by streamlines traced across medial edges 
and medial surfaces. 

7.4.7 Concave features 

One important characteristic of the domain that needs to be considered carefully while tracing 

streamlines on the medial object is concavities. For the hexahedral mesh to be of high quality, 

a partition surface that intersects with a concave boundary edge and does not emanate from it, 

should intersect with it at one single point. An example of such a partition surface can be seen 

in Figure 7-26. This partition surface intersects with two medial surfaces associated with the 

concave boundary edge. The lines defined on the medial object are coloured in green. To 

ensure that partition surfaces generated from streamlines have a similar structure around 

concavities, when streamlines are created on the medial surfaces that are associated with the 

concave boundary edge, they are not traced based on the cross-field as this would, potentially, 

generate a streamline that is not mapped to the same point on the boundary edge. Instead, rays 

are “fired” from a constant point on the concave boundary edge. Their intersections with the 

medial surfaces define the lines which are traces of the streamline on the medial object around 

the concavity. This should be compared with the green streamline in Figure 7-27 which is not 

generated like that and the medial surface maps it to the red line segment. Thus the 

corresponding partition surface does not intersect with the concavity at a single point. Tracing 

along the cross-field while ensuring that mapping onto one single point is maintained would 
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be much more difficult to implement and thus, initiating rays from the concavity is preferred. 

When all traces associated with the concavity have been generated, streamline tracing along 

the cross-field continues on the rest of the medial object. Finally, it is important to note that 

this rule of generating streamlines based on rays from the boundary rather than tracing along 

the cross-field applies to those that  

 lie on medial surfaces associated with concave boundary edges  

 and are related to the concave boundary edge. 

 

Figure 7-26: Partition surface intersecting with a concave boundary edge at a single point (blue). This 
surface intersects with medial surfaces associated with the concavity in the green lines. 

 

Figure 7-27: Arbitrary line on the medial surface that when projected to the concave boundary edge 
generates the yellow partition surface which intersects with the concavity at a line segment and not a 
single point. 
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7.5 Streamline projections – Partition surfaces 

The final step before generating partition surfaces of the domain based on streamlines on the 

medial object is the streamline network projection on the boundary. Every point on the medial 

object can be projected to several boundary entities with the use of the touching vectors. As a 

result, every streamline can be projected to the boundary. Doing so for each trace of a 

streamline, corresponding curves will be created on the boundary of the domain. These curves 

are bounding edges of the desired partition surfaces. Furthermore, in order to ensure that 

partition surfaces emanate from singularity lines, each trace of a streamline is projected only 

to the boundary entities to which it is related. For each streamline, relations to the boundary 

were described in section 7.4.3. In Figure 7-28 and Figure 7-29, several examples are given 

that illustrate how the streamline network (left) extends to boundary lines after projections 

(middle) which support the construction of partition surfaces (right). 

 

 

 

Figure 7-28: Streamline network (left), projections to the boundary (middle) and partition surfaces 
(right). 



158 
 

 

 

 

 

Figure 7-29: Streamline network (left), projections to the boundary (middle) and partition surfaces 
(right). 

In general, partition surfaces are generated by fitting them to a set of bounding curves which 

consist of  

 Singularity lines 

 Projections of singularity lines on the boundary of the domain. 

 Projections of streamlines on the boundary of the domain. 

Two examples that illustrate the different bounding lines that help to construct a partition 

surface are given in Figure 7-30. The one on the left connects the two negative singularity 

lines of the thin semi-circular plate. The one on the right illustrates one partition surface 

emanating from the negative singularity line around a concave boundary edge (Figure 7-28 
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top). Black arrows illustrate the projection of streamlines and singularity lines onto the 

boundary of the domain. 

 

Figure 7-30: Different type of lines support the construction of a partition surface. 

Partition surfaces shown so far consist of a single loop of boundary curves. This however may 

not always be the case. Partition surfaces may also include multiple boundary loops depending 

on the features of the domain. In Figure 7-31, for example, a partition surface with two 

boundary loops is shown in yellow. The green streamlines are projected to the boundary as 

indicated by the black arrows. The outer loop of the surface consists of the positive singularity 

line and the projections of the streamlines to the outer boundary of the solid. The inner loop 

consists of the projection of the streamlines to the cylindrical hole. 

 

Figure 7-31: Partition surface generated based on two loops. 

It is also worth mentioning that, after all projections to the boundary have taken place, the 

streamlines themselves are not used in the construction of partition surfaces. Only the created 



160 
 

bounding curves are used to generate them. Figure 7-19, Figure 7-21 and Figure 7-22 

illustrated how projecting the streamline on the boundary generates, locally, part of the final 

partition surface. However, by projecting streamlines to the boundary there are still remaining 

gaps for the partition surface to be fully created. For example, for the partition surface in Figure 

7-31, the contributions of each streamline when projected to the boundary are shown in Figure 

7-32. A gap remains which cannot be filled by projecting streamlines. However, if the partition 

surface is generated by directly fitting the bounding curves, then the complete partition surface 

will be created (Figure 7-31). As a result, streamline projections to the boundary are made only 

to define the bounding curves of the partition surfaces. No surface creation is involved at the 

step of the projection. 

 

Figure 7-32: Building up a partition surface by contributing surfaces generated after projecting 
streamlines to the boundary would result in a partition surface with gaps. 

Surfaces that contain multiple loops are generated in three steps.  

 First, the outer loop is used to generate the outer surface on its interior. 

 Secondly, inner surfaces are generated on the interior of each inner loop. 

 Thirdly, holes are generated in the outer surfaces by removing the inner surfaces. 

For the example in Figure 7-31, these steps are depicted in Figure 7-33. The light blue surface 

is created based on the outer loop of bounding curves. The orange based on the inner loop. By 

removing the orange from the light blue, the final yellow partition surface is generated. Fitting 

surfaces based on bounding curves was implemented with the use of API functionality 

provided in the commercial package CADfix [107].  
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Figure 7-33: Construction a partition surface by removing inner surfaces from outer surfaces. 

One more example that shows the capabilities of partition surface generation is given in Figure 

7-34 in which a concave boundary edge forces streamlines to change directions as they travel 

across the medial object to connect singularity lines at different areas of the domain (left). This 

results in a partition surface that also considers the concavity (middle). The complete set of 

partition surfaces generated is given in the right. Extra partition surfaces (blue) are generated 

by projecting the concave boundary edge to the boundary based on the proximity information 

of the medial object. If these surfaces are not created, then areas that are not simple blocks will 

emerge (Figure 7-28 top model). However, no more singularity lines exist in the interior of 

these regions. The inset in the bottom left highlights the generation of the partition surface 

which respects the concave boundary edge as discussed in section 7.4.7. 

 

Figure 7-34: Streamline network (left). Example of a partition surface generated from a streamline 
that connects two negative singularity lines (middle). The complete set of partition surfaces (right). 
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7.5.1 Concave boundary edges 

In section 3.2.3, it was noted that partition surfaces are not always connected to singularity 

lines but may also emanate from concave features of the domain. In the current work, these 

partition surfaces are generated by projecting the concave features to the boundary of the 

domain based on the proximity information of the medial object. Let 𝑒 be the concave 

boundary edge for which the partition surfaces need to be constructed. Let also 𝑏𝑓  and 𝑏𝑓  be 

the two boundary faces that share 𝑒. Then, the construction involves the following steps 

 Identify the set 𝑚𝑒  of all medial edges associated with 𝑒 and 𝑏𝑓 . 

 Identify the set 𝑚𝑒  of all medial edges associated with 𝑒 and 𝑏𝑓 . 

 Based on these medial edges project the concave boundary edge to the other boundary 

entities in proximity to define the bounding lines of the partition surfaces. 

 Fit a surface based on the bounding lines and the concave boundary edge. 

For the model in Figure 7-34, the generation of the partition surfaces of the concave boundary 

edge is shown in Figure 7-35. At the bottom, all medial entities associated with the concavity 

are highlighted. On the right, after projecting to the boundary the blue partition surfaces are 

fitted to the orange bounding lines. The medial edges that form the sets 𝑚𝑒  and 𝑚𝑒  are 

coloured in yellow. 

 

Figure 7-35: Generating partition surfaces that emanate from concave boundary edges based on the 
proximity information of the medial object. 

The number of the partition surfaces that emanate from each concave boundary edge depends 

on the dihedral angle 𝜑 (Figure 3-14, Figure 3-15 and Figure 3-16). If  180° < 𝜑 ≤ 225° then 

one partition surface is generated, if 225° < 𝜑 ≤ 315° two and if 315° < 𝜑 < 360° three.  
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In Figure 7-36 the corresponding examples in 2𝐷 are given. In the top row, red vectors indicate 

the positions where the touching vectors (at their bounding medial vertices) map the concavity. 

If two vectors map onto the same boundary face (top left), then a point in the middle is chosen. 

In the bottom row, solid grey lines illustrate the partition surfaces generated. Blue crosses 

show where the partition surfaces intersect with the boundary. In 3𝐷, the medial object maps 

concave boundary edges in complete lines.  

 

Figure 7-36: Partition surface generation for concavities. Dihedral angle 180° < 𝜑 ≤ 225° (left). 
Dihedral angle 225° < 𝜑 ≤ 315° (middle). Dihedral angle 315° < 𝜑 < 360° (right). 

Generating partition surfaces from concave boundary edges with this approach is simple and 

easy to implement. However, it is not guaranteed that partition surfaces can always be 

constructed. For example, in Figure 7-37, a model with two concave boundary edges is shown. 

When trying to generate a partition surface for the highlighted concave boundary edge, the 

projection to the boundary of the domain through the yellow medial edges does not generate 

a closed loop of curves (curves in orange). Because of the proximity to the bottom boundary 

face, part of the concave edge is projected there. The green lines on the right indicate where 

the concave edge should be projected. In cases like that, a valid partition surface cannot be 

generated. This limits the ability of the method to generate a set of partition surfaces that 

respects all features of the domain. Further research is required first to make the method 

capable of automatically detecting such cases and secondly to make it capable of resolving 

them. One possible solution to this problem would be to treat concavities in a similar way to 

singularity lines and initiate streamlines that follow medial edges and the cross-fields on 

medial surfaces. This idea, however, has not yet been tested. Another possible solution could 

be to isolate those regions and use an alternative technique to mesh them (e.g. multi sweeping 
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[36]). Detecting which method could be utilised to resolve such issues is a possible path for 

future research. 

 

Figure 7-37: The proximity information of the medial object does not support the creation of a closed 
loop of boundary curves (left). The desired projection curves are highlighted in green (right).  

7.6 Conclusions 

In this chapter, two main steps of the domain partitioning procedure were discussed. The first 

is the streamline network generation while the second is the creation of partition surfaces that 

will be used to define the block decomposition.  

Streamlines emanate from singularity lines and lie on the medial object. The number of 

streamlines that emanate from each singularity line depends on the type of the singularity line 

and on its position compared to the medial object. Three / five streamlines emanate from each 

negative / positive singularity line that passes through the medial object. On the other hand, it 

was shown that six / ten streamlines emanate from each negative / positive singularity line that 

lies on the medial object. Streamlines connect to each other, or to the boundary of the domain. 

By travelling across medial edges or by following cross-fields on medial surfaces, they define 

the intersections of partition surfaces with the medial object.  

Aiming for partition surfaces that are smooth and emanate from singularity lines, for each trace 

of a streamline a relation to the boundary of the domain is built with the aid of the proximity 

information from the medial object. Based on this connection, streamlines and singularity lines 

are projected to the boundary of the domain to define the bounding curves of partition surfaces. 

At the final step, partition surfaces are generated through a surface-fitting-to-curves procedure. 



165 
 

Surfaces with inner loops are also considered. Furthermore, boundary curves are generated by 

projecting concave boundary edges to the boundary of the domain, based on the proximity 

information of the medial object, in order to fit extra partition surfaces. The number of partition 

surfaces that emanate from each concave feature depends on the dihedral angle. The simplicity 

of this approach, however, reduces its robustness since the projection to the boundary does not 

always generate a closed loop of curves. Further research is required to address this issue.  
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Chapter 8  

Block decomposition and hex meshing 

8.1 Introduction 

In the previous chapters it was described how  

 A direction field can be created on the medial object by exploiting the information 

provided by the touching vectors. 

 Singularity lines can be identified based on this direction field. They either lie on the 

medial object or pass through it.  

 A streamline network that emanates from singularity lines can be built on top of the 

medial object. Streamlines correspond to the intersections of the desired partition 

surfaces with the medial object. 

 A set of partition surfaces can be generated based on the streamline network and the 

concave features of the domain. 

In this chapter, it will be explained how this set of partition surfaces is used to complete the 

process of decomposing a 3𝐷 domain into blocks that can be easily hex meshed using existing 

algorithms. Although this is not the main contribution of the work, it is important to illustrate 

it in order to complete the description of the hex meshing procedure. Various models are 

analysed to show the capabilities of the method.  

8.2 From partition surfaces to blocks  

As was described in section 3.2.3, the Base-Complex structure that defines the block 

decomposition is richer than the set of partition surfaces (the generation of which has been 

described so far). Since the final goal is to generate a hexahedral mesh, further steps are needed 

to move from the partition surfaces to the actual bounding surfaces of the blocks. To do that 

the following three steps are required 
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 Four-sided patches must be defined by splitting partition surfaces that intersect with 

each other. 

 Four-sided boundary patches must be defined be splitting the boundary of the domain 

with the previously defined patches. 

 Blocks must be defined by organising patches on the boundary and the interior of the 

domain into sets of six that form closed block volumes. 

The first step of this process is illustrated in Figure 8-1 for the model of Figure 7-34. Three 

partition surfaces intersect on the interior of the domain (left). The yellow partition surface 

connects two negative singularity lines and intersects with two partition surfaces (blue and 

green) that emanate from the concave boundary edge. Splitting it at the intersections results to 

three four-sided patches (middle). Similarly, the other two are separated into two patches each 

(right). However, the green and blue patches on the right are not the final patches of the block 

decomposition since they intersect with one more partition surface that connects the other two 

negative singularity lines.  

 

Figure 8-1:Partition surfaces from singularity lines and concave features intersecting (left). Partition 
surfaces divided into patches (middle and right). 

When all intersections are calculated and partition surfaces have been divided into four-sided 

patches the second step starts. At this point, the intersections of all patches with the boundary 

of the domain are calculated. Boundary edges are divided into several segments and boundary 

faces into several patches. For example, in Figure 8-2, several four-sided patches of the 

partition surfaces are depicted. The intersection curves with the boundary of the domain are 

highlighted. These curves define two patches on the boundary (red and light blue). The 

concave boundary edge is also divided into three segments. If all intersections are calculated, 

then the entire domain is separated into patches (right). 
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Figure 8-2: Example of intersection curves between the boundary of the domain with patches of partition 
surfaces (left). Two patches defined on the boundary faces (middle). All patches on the boundary (right). 

One more example that illustrates how partition surfaces interact with each other and with the 

boundary of the domain to define blocks is that of Figure 7-31. In Figure 8-3, some of the 

partition surfaces are given. In the top left image, the red and orange partition surfaces intersect 

with the yellow one. If all such intersections with the yellow partition surface are identified 

(top right) then the lines that divide it into four-sided patches are identified. In the bottom left, 

all partition surfaces are shown in different colours prior to the splits. Finally, all four-sided 

patches of the boundary are given in the bottom right. 

 

Figure 8-3: Three partition surfaces intersecting (top left). The lines that divide the yellow surface in 
simple four-sided patches (top right). All partition surfaces of the domain (bottom left). Four sided 
patches on the boundary (bottom right). 

Having identified all patches on partition surfaces and on boundary faces, blocks can be 

generated. Through simple topological queries, patches can be grouped into groups of six that 

define a closed volume (block). Each boundary patch is part of one block and each internal 
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patch is part of two blocks. When all blocks are identified, the block decomposition of the 

domain is completed. The complete set of the 27 blocks created for this model are shown in 

Figure 8-4. 

 

Figure 8-4: The 27 blocks that form the block decomposition of the model of Figure 8-3. 

The block decomposition for the model of Figure 8-2, can be seen in Figure 8-5. The four 

negative singularity lines and the concave boundary edge divide the domain into 11 blocks. 

 

Figure 8-5: Block decomposition of the model in Figure 8-2. 

In the current work, intersections of partition surfaces with the boundary of the domain, or 

with each other, are calculated using the built in functionality of the commercial software 

CADfix [107].  
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8.3 From blocks to hex mesh 

After the block decomposition of the domain has been created, the generation of the hexahedral 

mesh follows. Hex-meshing a block region requires identifying the desired distribution of 

elements along its three main directions. This includes specifying either 

 The number of elements along each of the three principal directions, sometimes called 

the ijk coordinates, of the block (block division numbers). 

 The density of the elements along each edge of the block.  

By considering the radial division numbers defined in [72], for each block, three division 

numbers are sufficient to define the number of elements along all the edges since opposite 

edges have the same division number. Face radial division numbers are strongly connected to 

the number of elements along each edge of the block. Figure 8-6 illustrates the constraints 

between the edges of a block and the connection to the face radial division numbers. It can be 

seen that, for a regular mesh structure, opposite edges have the same division numbers.  

 

Figure 8-6: Division number constraints and connection to face radial division numbers on a block. 

For a general 3𝐷 domain, blocks are attached to each other through common faces and the 

division numbers  propagate inside the volume through opposite edges. This reduces the actual 

number of constraints. Not all block edges have to be specified explicitly. For example, for a 

domain consisting of two blocks that share a face, four division numbers and not six have to 

be specified since two of them are common (due to the common face). For a large number of 

blocks, ensuring that the division number specified manually along all boundary edges are 

consistent and satisfy all constraints can be difficult. To solve this task, the analyst can specify 

the desired number of elements along boundary edges or the target element size in different 

locations, or just specify a global mesh size on all edges. If these numbers are not consistent 

then, a balanced set of division numbers can be found through an integer programming 

optimization problem [72]. After the number of elements along each edge of the blocks has 

been defined, the user can specify whether the elements will be distributed evenly along the 
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edge or with some other controlled bias (e.g. exponential law or geometric progression). If the 

division numbers are specified correctly, then no optimization problem has to be solved. 

When both the number of elements and their size distribution along each edge of the block 

decomposition have been defined, the hexahedral mesh can be directly created through various 

well-established techniques. Transfinite interpolation ([23], [108], [24], [109], [110] and 

[111]) and elliptic generation systems ([27], [26], [112], [113] and [28]) are some of the most 

common methods used to generate high quality structured hexahedral meshes in block-type 

regions [29]. Smoothing steps can also be incorporated in order to increase the quality of the 

hexahedral mesh ([114], [115], [116], [117] and [118]). In Figure 8-7, the hexahedral mesh for 

the block decomposition of the model of Figure 8-2 is given. On the left, a hexahedral mesh 

has been created based on transfinite interpolation. After several steps of Laplacian smoothing 

the hexahedral mesh on the right is obtained which has better quality measures (𝐴𝑆𝐽 = 0.994 

vs 𝐴𝑆𝐽 = 0.953 and 𝑆𝐽 = 0.669 vs 𝑆𝐽 = 0.670). 

 

Figure 8-7: Hexahedral mesh of model of Figure 8-2. Before Laplacian smoothing (left). After 
Laplacian smoothing (right). 

Similarly, for the model of Figure 8-3, a hexahedral mesh has been created and can be seen in 

Figure 8-8. On the right, the mesh has been smoothed and its quality has been improved (𝐴𝑆𝐽 =

0.990 vs 𝐴𝑆𝐽 = 0.937 and 𝑆𝐽 = 0.726 vs 𝑆𝐽 = 0.686). 

 

Figure 8-8: Hexahedral mesh of model of Figure 8-3. Before Laplacian smoothing (left). After 
Laplacian smoothing (right). 
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8.4 Results 

Since all the steps of the method have been described, in this section more models will be 

discussed. The first model is that of Figure 7-34 in which two holes are made. Because of the 

holes, the topology of the model changes. This affects the type of singularity lines that are 

needed. Instead of four negative, four positive singularity lines are identified. The complete 

streamline network in comparison with that of Figure 7-34 is given in Figure 8-9. 

 

Figure 8-9: Streamline network for the model without holes (left) and the model with holes (right). 
Instead of four negative singularity lines, four positives are identified. 

The differences on the streamline network affect the structure of the final block decomposition. 

All the partition surfaces together with the final block decomposition can be seen in Figure 

8-10. Here, the block decomposition consists of 15 blocks and not 12 as in Figure 8-5. 

 

Figure 8-10: Partition surfaces (left). Internal surfaces of the block decomposition (middle). Boundary 
surfaces of the block decomposition (right). 
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The blocks for the model together with the hexahedral mesh generated can be seen in Figure 

8-11. On the right, the quality of the mesh is improved again with Laplacian smoothing (𝐴𝑆𝐽 =

0.996 vs 𝐴𝑆𝐽 = 0.978 and 𝑆𝐽 = 0.846 vs 𝑆𝐽 = 0.835). 

 

Figure 8-11: Block decomposition (left) and hexahedral mesh before and after Laplacian smoothing 
(middle and right respectively) for the model in Figure 8-9 (right).  

Another streamline network together with the corresponding partition surfaces is given in 

Figure 8-12. Here, 16 positive singularity lines connect to each other to form a set of 56 

partition surfaces. In this case, the domain does not contain any concave features and the 

partition surfaces do not intersect with each other. As a result, the internal surfaces of the block 

decompositions are precisely the partition surfaces. 

 

Figure 8-12: Streamline network (left) and partition surfaces (right). 

The boundary surfaces of the block decomposition can be seen in Figure 8-13 (left). The initial 

hexahedral mesh generated by a transfinite interpolation procedure is given in the middle. 
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After smoothing the mesh (right), its quality metrics are improved (𝐴𝑆𝐽 = 0.982 vs 𝐴𝑆𝐽 =

0.947 and 𝑆𝐽 = 0.795 vs 𝑆𝐽 = 0.669). 

 

Figure 8-13: Boundary surfaces of the block decomposition (left). Hexahedral mesh (middle). 
Hexahedral mesh after Laplacian smoothing (right). 

The streamline network and the partition surfaces of a more complicated model are depicted 

in Figure 8-14 (left and right respectively). In this case, the protrusion on top of the plate 

introduces a loop of concave boundary edges. To fully decompose the model into blocks the 

blue partition surfaces are needed. 

 

Figure 8-14: Streamline network (left) and partition surfaces (right) for a model with a protrusion and 
two holes. 

Furthermore, due to the concavities the streamline network breaks into several branches so 

that partition surfaces interact with the model globally. In Figure 8-15, an example of a 

streamline emanating from a positive singularity on the protrusion is given. The point around 

the concave boundary edge where the streamline breaks is highlighted. The corresponding 

partition surface has two parts; one at the protrusion and one at the base of the model. On the 
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right, a blue partition surface that separates the protrusion from the base is highlighted. This 

partition surface is constructed based on the loop of concave boundary edges.  

 

Figure 8-15: Partition surface emanating from a positive singularity line on the protrusion (left). 
Partition surface that separates the protrusion (right). 

As opposed to the partition surfaces of the model of Figure 8-12, here partition surfaces 

intersect with each other. These intersections define the actual bounding surfaces of the block 

decomposition. Both inner and boundary patches of the block decomposition are depicted in 

Figure 8-16. A total of 34 blocks is generated. The resulting hexahedral mesh is given in 

Figure 8-17. On the left, the initial mesh is depicted. On the right, the mesh has been smoothed. 

Smoothing the mesh again increases its quality (𝐴𝑆𝐽 = 0.994 vs 𝐴𝑆𝐽 = 0.974 and 𝑆𝐽 =

0.834 vs 𝑆𝐽 = 0.650). 

  

Figure 8-16: Inner (left) and boundary (right) surfaces of the final block decomposition. 
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Figure 8-17: Hexahedral mesh before (left) and after (right) Laplacian smoothing. 

One more model that was decomposed into blocks with the current method can be seen in 

Figure 8-18 (left). Here, five positive singularity lines are identified. Four of them lie on the 

medial surfaces around the hole and one passes through a medial surface (middle). The 

complete streamline network is shown on the right. 

 

Figure 8-18: Model (left). Singularity lines relative to the medial object (middle). Streamline network 
(right). 

In Figure 8-19 (left), a partition surface emanating from one of the positive singularity lines is 

coloured yellow. The two partition surfaces of the concave boundary edge are also shown in 

blue intersecting with the yellow one. Furthermore, the positive singularity line on the left 

passes through the yellow partition surface. As a result, the partition surface is divided in a 

total of eight patches that will contribute in the generation of the final block decomposition. 

The block decomposition of the model consisting of 33 blocks can be seen in Figure 8-20 

(left). On the right, the initial mesh is depicted. On the middle, the mesh has been smoothed. 

Similar to previous meshes, Laplacian smoothing the quality  of the hexahedral mesh (𝐴𝑆𝐽 =

0.984 vs 𝐴𝑆𝐽 = 0.973 and 𝑆𝐽 = 0.776 vs 𝑆𝐽 = 0.733). 
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Figure 8-19: Partition surface from a positive singularity line and from the concave boundary edge 
(left). Final patches of the yellow partition surface (right). 

 

Figure 8-20: Block decomposition (left). Initial hexahedral mesh (right). Final smoothed hexahedral 
mesh (middle). 

One more model for which the method managed to generate a valid block decomposition can 

be seen in Figure 8-21 (left) together with its streamline network (right). This model has five 

holes and one protrusion. Fourteen positive singularity lines are identified which either lie on 

medial surfaces or pass through them. The concave boundary edges around the protrusion 

separate the two positive singularity lines on the top from the twelve others. However, due to 

the connectivity of the medial object, correct partition surfaces can be generated (Figure 8-22 

left). Because of the concavities, partition surfaces like those on the right might not be able to 

separate regions that are simple blocks. However, by considering the extra partition surfaces 

that emanate from concavities, simple blocks are generated (Figure 8-23). Finally, the 

complete block decomposition consisting of 71 blocks and the corresponding hexahedral mesh 

(𝐴𝑆𝐽 = 0.983 and 𝑆𝐽 = 0.569) for this model can be seen in Figure 8-24. 
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Figure 8-21: Model (left) and streamline network (right). Fourteen positive singularity lines are 
identified. 

 

Figure 8-22: Partition surface around a concavities which connects three positive singularity lines 
(left). Partition surfaces separated a non-block region (right). 

 

Figure 8-23: Non-block region (left). Extra partition surfaces emanating from concave boundary edges 
(right). Final blocks in this area (middle). 
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Figure 8-24: Complete block decomposition (left). Hexahedral mesh (right). 

8.5 Discussion 

8.5.1 Automation 

In terms of the implementation at the current stage the method is not automated to the full 

extent and requires manual intervention. More precisely, user input is required to  

 Confirm that the singularity lines produced by the method are valid and sufficient 

for a block decomposition to be constructed. Although in many cases all the 

required singularity lines are generated, there are examples (see Chapter 9) where 

either singularity lines are not valid or cannot be identified. The set of partition 

surfaces generated can help the user decide whether a block decomposition can be 

generated or more singularity lines are required. 

 Define the bounding surfaces of the final block decomposition. After partition 

surfaces have been generated, the user must specify how partition surfaces will 

cut the domain into blocks. Based on CADfix functionality, intersections between 

partition surfaces with each other and partition surfaces with the boundary must 

be created in order for the final bounding surfaces of the block decomposition to 

be defined. This task is completed manually on the CADfix GUI.  

 Construct the final blocks based on their bounding surfaces. For each block, six 

surfaces are selected and combined based on CADfix functionality until all blocks 

are fully defined. 

It is also important to list all the elements of the work were CADfix is used. All steps that 

are not mentioned here rely on methods implemented as part of the conducted research. 

 The generation of the medial object of a 3𝐷 domain is calculated by CADfix. 
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 All of the geometric calculations such as surface / curve generation, surface to 

surface intersections, streamline projection, etc. are implemented based on the 

CADfix API functionality. 

 Blocks are defined based on CADfix functionality.  

 All hexahedral meshes have been created and smoothed based on CADfix 

functionality. 

 Visualisation of the models is done on the CADfix GUI. 

 Any user input throughout the process is given through the CADfix GUI. 

 

8.5.2 Performance 

All models were run on a desktop machine with an Intel Xeon 3.7GHz CPU and 32 GB RAM. 

The total runtime depends highly on the number of medial entities that have to be analysed, 

the number of singularities lines for which streamlines have to be traced and partition surfaces 

created. Furthermore, since not all tasks until the final hexahedral mesh have been automated 

and manual input is required, this also depends on the experience of the user. For simple 

models like those depicted in Figure 7-28 and Figure 7-29 the method requires no more than 

two minutes to generate singularity lines and partition surfaces. After that, approximately ten 

minutes were required for an experienced user to generate the blocks and the final hexahedral 

mesh with the functionality that CADfix provides. For more complex models like those 

depicted in Figure 8-17, Figure 8-20 and Figure 8-21 approximately twenty minutes were 

required for the singularity lines and partition surfaces to be generated. Since more 

intersections between partition surfaces were required and more blocks needed to be 

generated, the same user required 2 more hours to generate the final hexahedral mesh in 

CADfix.  

Approximately half of the running time was consumed for the calculation of the various frames 

through the optimisation procedure. Since little effort has been given on the optimisation of 

the code at the current stage, it is expected that this stepped can be massively improved to 

reduce the total run-time significantly. Finally, if all procedures that currently require user 

input are automated, the total run-time will be further reduced to make the method more 

appealing and comparable to other existing state of the art algorithms (e.g. [84]). 

 

8.5.3 Comparison 

Possibly, the most important step of the process of generating a hexahedral mesh based on a 

block decomposition of the domain is the identification of a singularity line network that is 
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capable to support such a structure. Since the validity of the singularity line network cannot 

be checked by the current method, user reasoning is required.  

At this section, the singularity line network produced by this method is compared to those 

produced by a frame field method that analyses frames constructed on top of a tetrahedral 

mesh that discretizes the domain. More precisely, the advancing front method described in 

[119] is used to generate frames and identify triangular faces which are crossed by singularity 

lines. 

In Figure 8-25, the triangular faces crossed by singularity lines are highlighted in three 

different views for the model of Figure 8-21. The patterns formed indicate the existence of the 

14 singularity lines that were identified in Figure 8-21 and used to generate the block 

decomposition in Figure 8-24. 

 

Figure 8-25: Singularity lines identified by the frame field method for the model of Figure 8-21. 

Similarly, for the model in Figure 8-14, the same 4 positive singularity lines have been 

identified by the frame field method as shown in Figure 8-26.  

In general, the singularity lines identified by the current method seem to agree with those given 

by state of the art frame field methods. Moreover, as it will be discussed in Chapter 9, this 

method seems to have similar limitations as well. However, the connection with the medial 

object and its internal structure that this method provides gives more insight to the nature of 

singularity lines and to the reasons they are necessary for a domain decomposition into blocks 

to be created. Singularity lines are no longer just a collection of singular faces of a tetrahedral 

mesh but they have a strong relationship with the geometrical and topological information of 

the medial object. With further research this might prove useful when trying to come up with 

new ideas as to how the problem of hexahedral mesh generation can be solved.  
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Figure 8-26: Singularity lines identified by the frame field method for the model in Figure 8-14. 
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Chapter 9  

Limitations 

In this chapter, the main limitations of the method are presented. The most important step of 

the method consists on generating the singularity line network. If a valid singularity line 

network is constructed, then streamlines can be traced and extended to partition surfaces which 

will define the final block decomposition. If, however, singularity lines are not created then 

the partition surfaces cannot be generated and the method fails to decompose the domain. This 

is the reason why the limitations of the method mostly depend on the ability to identify a valid 

singularity line network. Other problems such as generating the correct partition surfaces from 

concave boundary features (Figure 7-37) may also exist. Here focus will be given on special 

cases where the method could not generate the required singularity lines. Correct singularity 

line networks and their relation to the medial object will also be presented. 

9.1 Finite contact regions 

A common feature in CAD models is rounded edges and corners (Figure 4-16 right). As it has 

already been discussed, medial edges that are associated with such boundary features are 

constructed by maximal spheres which are in contact with the boundary at an infinite number 

of points. In these cases, the touching vectors and associated frames rotate along the boundary 

by a total angle 𝜃. Depending on the value of this angle, singularity lines may be required for 

a block decomposition. In Figure 9-1, a medial edge associated with a rounded edge is shown. 

A cross-section along this medial edge reveals how frames associated with the boundary face 

rotate implying the need for a negative singularity line. By picking the two extreme touching 

vectors and one in between them (bottom right), a loop can be constructed and the frame 

orientation can be analysed to check for a singularity line. Here one negative singularity line 

is required. The corresponding block decomposition can be seen in the bottom left. In this case 

the singularity line could be carried by the medial edge associated with the boundary face 

(orange medial edge, top left). Alternatively, it could be placed somewhere inside the 
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proximity region and remain parallel to the medial edge (bottom left). Furthermore, cross-

fields on the medial flaps could be used for the identification of the singularity line.  

 

Figure 9-1: Frame rotations along a medial edge associated with a rounded boundary edge indicating 
the presence of a negative singularity line. 

In the above example where only one negative singularity line is needed, it would not make a 

lot of difference whether the medial edge or the medial flaps are used to carry it. However, in 

cases where more singularity lines exist, this changes. In Figure 9-2, the example of a cylinder 

is shown (left) where the maximal sphere along the medial edge touches the boundary face in 

a circle. A similar analysis like that for the quarter of the circle shown in Figure 9-1 (bottom) 

reveals that four negative singularity lines are required for the block decomposition. However, 

if all of them are placed on the medial edge, then the decomposition is no longer composed of 

simple blocks (Figure 9-2 middle). In this case, singularity lines must be pushed away from 

the medial edge (right). Here, in order to be able to locate all singularity lines more loops must 

be considered. Starting from a touching vectors, by repeating the procedure shown in Figure 

9-1 four times every  90°, the whole turn of 360° is considered. Each loop starts from the last 

touching vector of the previous loop. Since the singularity lines no longer lie on the medial 

edge, a new way of constructing them must be derived to keep them parallel to the medial edge 

and at a desired distance from the boundary of the domain. Furthermore, while generating the 

singularity lines, care must be taken in the way it interacts with the boundary. Since it no 

longer lies on the medial object, it is not obvious how this could be accomplished. One possible 

solution to this problem would be to generate four identical negative singularity lines on the 

central medial edge and then push them to centre of the corresponding four touching vectors 

(that differ 90° between each other). This way the singularity lines will lie exactly in between 

the medial object and the boundary of the domain. Alternatively, they could be placed on the 
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touching vectors but on distance  𝑙 = 𝑟 (1 + √2)⁄  from the centre of the maximal sphere. 

This way, the distance to the boundary and to a consecutive singularity line would be the same.  

 

Figure 9-2: Four singularity lines required for a block decomposition of the cylinder. If a block 
structured is to be constructed, singularity lines have to be pushed away from the medial edge (right). 

In the most extreme case of the sphere, the medial object consists of just a single point; the 

centre of the sphere. As was shown in Figure 3-34, twenty negative singularity lines are 

required for the block decomposition of the domain. Here, even more loops are required to 

locate all of them. Moreover, since there is no internal structure to hold them a new way of 

generating the singularity line network must be derived. 

In all of the above cases, although the existence of the singularity lines can be explained by 

the rotation of frames (or touching vectors), it is not obvious where singularity lines should be 

placed. As a result, in the current work, such singularity lines are not constructed. More 

research is required in order to find efficient ways not only to generate the desired loops, but 

also to construct singularity lines that have the flexibility to not lie on the medial object and at 

the same time maintain its important proximity information. 

9.2 Notch model 

So far, a method has been described to generate singularity lines for a block decomposition by 

analysing the entities of the medial object of a 3𝐷 domain. However, there are cases where a 

valid singularity line network cannot be created using local information from the medial object 

alone. One such model is the notch model. In Figure 6-10, a pair of positive and negative 

singularity lines was generated which entered through the top three-sided and five-sided 

boundary faces and ended at the bottom one. Since the net sum of singularities remained zero 

for the bottom face, all boundary conformity constraints are still satisfied. In that case, it was 

the proximity information of the medial surfaces that guided the projection of singularity lines 

to the bottom face. In Figure 9-3, three cases of different heights show the evolution of the 
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medial object. In the short case (left), three medial surfaces are highlighted. One of them lies 

between the quarter-circular top face and the bottom (this carries the negative singularity line); 

one lies between the five-sided top face and the bottom (this carries the positive singularity 

line); and one lies between the concave boundary edge and the bottom.  

As the model becomes longer (middle), the two medial surfaces that carry the singularity lines 

disappear. The medial surface associated with the concave boundary edge shrinks and two 

more medial surfaces appear that connect the concave edge with the side faces of the model.  

In the longer version (right), two medial surfaces touching the concave edge remain; those that 

connect the concave edge with the side boundary faces. As the two medial surfaces associated 

with the top boundary faces disappear, it is not obvious how singularity lines can be 

constructed. Note that the medial object at the bottom of the model is the same as the medial 

object of a simple rectangular block: the notch is far enough away from the bottom that it has 

no influence. 

 

Figure 9-3: As the height increases, the medial object changes radically and important medial surfaces 
disappear.  

As the model becomes longer, the concave boundary edge (which is responsible for the two 

singularity lines) has no influence on the bottom face. This is captured by the structure of the 

medial object. 

In Figure 9-4, four offsets of the model are depicted. In all cases the offsets of the boundary 

faces are guided by the medial object. As a result, vertices of the offsets coincide with medial 

vertices, and edges (except those that represent the concavity) of the offsets lie on medial 

surfaces. These steps are enough to describe the reasons why the current method cannot 

produce a valid singularity line network. As the offsets progress, the quarter-circular boundary 
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face gradually shrinks until it degenerates to a medial vertex on the yellow solid. A frame 

analysis around this medial vertex would locate the existence of the singularity line coming 

from the boundary and connecting to the medial vertex. All other medial edges and medial 

surfaces around this medial vertex do not carry any other singularity lines. However, based on 

hex-mesh primitives (section 3.2.3), a valid singularity line network does not contain 

singularity lines that stop on the interior of the domain. In a similar way, the five-sided top 

boundary faces gradually shrinks and tends to become three-sided (on the yellow solid this has 

almost happened). Eventually, this offset will also degenerate to a medial vertex. A frame 

analysis around the medial vertex is again sufficient to locate the existence of the positive 

singularity line coming from the top but is not able to terminate it to the boundary of the 

domain. 

 

Figure 9-4: Various offsets of the model in Figure 9-3 (right). 

In Figure 9-5, the singularity line network achieved by the current method shows how both 

the negative and the positive singularity lines terminate on medial vertices on the interior of 

the domain. A side view is given in the middle. 
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Figure 9-5: Singularity lines terminating on medial vertices. This is non-hex-meshable singularity line 
network. 

The problem of generating a valid singularity network for this and other similar domains has 

already been described in the literature [120]. In all current state of the art methods, the 

singularity line network is created based on a frame-field generated on a tetrahedral mesh. For 

domains like this, the negative and the positive singularity lines bend around the concave 

boundary edge and connect, thus producing a singularity line network which does not admit a 

hexahedral mesh. Here, this tendency of the singularity lines to connect can be realised in 

terms of the geometric proximity of the medial vertices to the concave boundary edge. On the 

right, two medial edges that connect the medial vertices where singularity lines terminate are 

highlighted in orange. Both are associated with the concave boundary edge as indicated by the 

black arrows. When the frame-field is generated through an energy minimisation formulation, 

the high energy of singularity lines is countered by being pushed towards the concavity and 

joined together. Although such a frame-field truly minimises the energy, at the same time it 

cannot be realised in terms of a hexahedral mesh. Authors in [95] propose to separate these 

singularity lines and trace them based on the frame field. However, in a recent work ([93]) 

authors prove that this does not take into account global constraints of the domain and thus 

propose new ways to correct the singularity line network.  

The fact that the two singularity lines connect close to the concave boundary edge resembles 

its local influence on the domain captured by the structure of the medial object. On the other 

hand, propagating the singularity lines to the bottom, in a similar way as in Figure 6-10, 

corresponds to extending the influence of the concavity. Furthermore, snapping singularity 

lines to the boundary like in [93] results in decompositions similar to those generated by 

Polycube methods ([121] and [68]) where low quality elements are produced on the boundary. 
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Here, by observing the offsets shown in Figure 9-4, and based on the hex-mesh primitives 

(section 3.2.3), a new possible solution to the singularity line network is proposed. 

One of the hex-mesh primitives where a negative and a positive singularity line combine has 

one 3-sided, three 4-sided and three 5-sided faces. In Figure 3-35 this primitive is labelled 

(1,3,3) and inside it three positive and one negative singularity line join. This primitive looks 

like the final offset (yellow) in Figure 9-4. If the decomposition of the domain relied on that 

primitive, this would justify the connection of the negative to the positive singularity line and 

would keep their presence only close to the concavity. 

This singularity network is shown together with the corresponding block structured hexahedral 

mesh in Figure 9-6. The negative singularity line connects to the positive and two more 

positive singularity lines emanate from there to the two side faces. Because boundary 

conformity needs to be retained, two more negative singularity lines must also be created that 

also end on the side faces as was explained in Figure 3-41 and Figure 3-42. This way, 

singularity lines do not propagate to the interior but rather stay close to the concave boundary 

edge. It is also important to note that the proximity information of the medial object could be 

used in order to justify where the singularity lines should be projected. For example, the red 

and black medial vertices in Figure 9-5 are both associated with the side boundary faces where 

the extra singularity lines terminate. Furthermore, the orange medial edges could be used for 

the singularity lines to connect. It would also be valuable to investigate how the medial object 

could be used in order to generate partition surfaces that emanate from concave boundary 

edges prior of the singularity line identification procedure. This could potentially help in 

isolating such problematic regions of the model in order to analyse each of them separately. 

However further research needs to be done in order to derive final conclusions.  

 

Figure 9-6: A valid singularity line network and the corresponding hex-mesh of the notch model. 
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9.3 Local boundary features 

Since it is difficult to categorize the type of geometries for which the method is able to produce 

a valid block decomposition and those that not, one more example will be discussed which 

highlights some of the limitations. In general, small features of the boundary can limit the 

capability of the method to identify all necessary singularity lines to generate a block 

decomposition. An example of such a domain can be seen in Figure 9-7 where a small circular 

hole (highlighted in yellow) turns  90° and joins the top boundary face with the front boundary 

face. The medial object of the domain (Figure 9-8 left) captures the local nature of the hole. 

The maximal sphere of the medial vertex in the middle touches the hole and two more 

boundary faces (top and front) adjacent to it. All other boundary faces are far from the hole. 

As this sphere rolls on the interior it forms a set of medial surfaces (and their bounding medial 

edges and vertices) that fully enclose the hole on the interior separating a sub-volume of the 

domain that is close to the hole and the top and front boundary faces. These medial surfaces 

can be seen in Figure 9-9. In Figure 9-10, more medial surfaces are highlighted to reveal how 

the medial object captures the local nature of the hole. On the left, the medial object can be 

seen to form two pyramids joined by a medial edge (as in the case of a long square prism). 

These medial surfaces are not associated with the hole (they are not in proximity). The same 

medial surfaces are shown in the middle from a back view. On the right, the highlighted medial 

surface has an internal loop in the middle which is the border of the area where the maximal 

sphere touches the hole (Figure 9-8 right). In order to explain why such a model cannot be 

handled with the current method, a thinner version of it has to be analysed first. 

 

Figure 9-7: Domain with a small local feature. 
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Figure 9-8: Medial object (left). Maximal sphere of a medial vertex from two different views (middle 
and right). 

 

Figure 9-9: Medial surfaces enclosing the hole on the interior of the domain. 

 

Figure 9-10: More medial surfaces revealing how the structure of the medial object captures the local 
nature of the hole. 

In Figure 9-11, a thin version of the model of Figure 9-7 is given (left). In this case, the medial 

object has a different structure (middle) which includes medial surfaces (red surfaces on the 

right) that connect the two side boundary faces that in the previous case were far from each 

other. Furthermore, the hole is now in proximity not only with the front and top boundary face 

but also with the two side boundary faces. In this case, the method can generate a singularity 

line network that supports a block decomposition sufficient for hexahedral meshing. 
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Figure 9-11: A thin version of the model of Figure 9-7(left). Medial object (middle). Medial surfaces 
related to the singularity lines (right). 

More precisely, the singularity line network identified by the current method can be seen in 

Figure 9-12 (left). The medial surfaces (with their cross-field) that identify the pair of positive 

and negative singularity lines are also highlighted. These medial surfaces are associated with 

the two side boundary faces. On the right, the partition surfaces that correspond to these 

singularity lines are given. Four more positive singularity lines are identified around the hole 

and pass between the pair of positive and negative singularity lines. These are carried by the 

medial surfaces that form a tube around the hole and are identified by the touching vectors that 

connect the hole with the side boundary faces (like in Figure 6-19). These vectors did not exist 

in the case of the longer version of Figure 9-7 since the hole was isolated and no medial surface 

connected it with the side boundary faces (Figure 9-9). In general, since the method depends 

on the proximity information of the medial object and the touching vectors that connect it with 

the boundary, its ability to generate a singularity line network and, based on that, a block 

decomposition, is strongly affected by the structure of the medial object. In the long version 

the medial surfaces of Figure 9-11 do not exist and the pair of positive and negative singularity 

lines cannot be identified. 

 

Figure 9-12: Singularity lines (left) and the corresponding partition surfaces (right) for the model of 
Figure 9-11. 
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In Figure 9-13, an intermediate case is shown. Here, the model is neither long enough for the 

hole to be completely isolated (as in Figure 9-7) nor thin enough for the two side boundary 

faces to be in proximity (Figure 9-11). The same block topology could apply for this model 

too. However, because the model is thicker, the medial surfaces of Figure 9-12 (left) have 

disappeared and the pair of positive and negative singularity lines cannot be identified. 

However, there is still valuable information captured by the medial object. 

 

Figure 9-13: The domain of a failure case together with its medial object. 

By making a cross-section as shown in Figure 9-14 (left), the two surfaces on the right emerge. 

For those surfaces to admit a quadrilateral mesh one negative and one positive singularity are 

required. However, if the cross-section did not intersect with the hole, then one rectangular 

surface would emerge which would not directly imply the existence of the two singularities. 

 

Figure 9-14: Cross-section revealing the need for a positive and a negative singularity on the interior.  

These singularities could be projected to the two side boundary faces to generate complete 

singularity lines as depicted in Figure 9-15 (left). However, there is no medial surface that 

connects the two side boundary faces to be analysed. In this case there are only medial surfaces 

that relate the hole with them. Furthermore, when these medial surfaces are analysed, no 

singularity is identified (right). Even if the cross-field did identify the positive singularity then, 
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projecting it based on the proximity information of the medial object would generate a positive 

singularity line that starts from the side face and ends on the hole and not the desired one (an 

identical analysis can be done on the symmetric medial surface that connects the other side 

boundary face with the hole).  

 

Figure 9-15: Desired singularity lines (left). The cross-field analysis of the candidate medial surface 
does not locate the singularity line (right). 

In this case, the structure of the medial object is not enough for the method to identify the 

singularity lines that are required for the block decomposition to be constructed. Due to the 

size of the hole compared to the size of the domain, there is no medial entity that relates the 

two side boundary faces. It is expected that, in similar cases where the existence of a 

singularity line is only implied locally somewhere on the interior of the domain (Figure 9-14) 

the current method might not be sufficient to produce a valid singularity line network. Figure 

9-16 shows the equivalent singularity line network together with the corresponding block 

decomposition and the hexahedral mesh for this intermediate case.  

 

Figure 9-16: Singularity line network (left). Block decomposition (middle). Hexahedral mesh (right). 

To recap, in the thin version two medial surfaces exists below and above the hole that relate 

the two side boundary faces. These are sufficient to identify the pair of positive and negative 

singularity lines. Four extra positive singularity lines are identified around the hole on the 

medial surfaces that relate the hole with the side boundary faces. As the object becomes longer, 
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the first medial surfaces disappear as the side boundary faces are no longer in proximity. Thus 

the pair cannot be created The two medial surfaces that relate the hole with the side boundary 

faces still exist but the cross-field there is regular and the four positive and negative singularity 

lines cannot be constructed properly. As a result, the singularity line network is not 

constructed. In the longer version, the hole is completely isolated and the singularity line 

network cannot be created either. 

As illustrated in Figure 9-16, if the singularity line network is kept the same as for the thin 

case (Figure 9-12), a block decomposition and a hexahedral mesh can be generated. However, 

since the region around the hole tends to be more isolated as the model becomes longer the 

question arrives as to whether a block decomposition exist which could represent this 

behaviour (i.e. a singularity line network that also remains local in the region depicted in 

Figure 9-9). Maybe the current method is not always capable to extract the important 

information captured by the medial object. The fact that the medial surface that relates the side 

boundary faces disappears might just be a hint that there exists a solution with a different 

singularity line network and that current analysis of the medial entities is not able to detect it. 

In the case of the notch model (Figure 9-6) then the local nature of the notch required the 

positive and negative singularity lines to connect into a (1,3,3) primitive. Based on this 

solution, a valid singularity line network can be constructed with the aid of two (1,3,3) hex 

primitives. This singularity line network is depicted in Figure 9-17. A negative singularity line 

curves around the hole and connects to five positive singularity lines. One of them sits on the 

back of the hole and together with the negative singularity line create a valid decomposition 

of the cross-section depicted in Figure 9-14. Two more positive singularity lines sit next to the 

hole and beneath the negative singularity line. One side view (𝑣 ) and one back view (𝑣 ) are 

also given to make the structure of the network more clear. 

 

Figure 9-17: Valid singularity line network in the long model. A negative singularity line curves above 
the hole and connects to five positive singularity lines. Two more singularity lines sit near the hole. 
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The block decomposition that is implied by this singularity line network can be seen in Figure 

9-18. Details are also given on the bottom for the block structure around the hole where the 

negative singularity line passes. It can also be seen that the side faces of the model have no 

singularity line as compared to the block decomposition shown in Figure 9-16 (middle).  

 

Figure 9-18: Block decomposition for the long model. The side faces have no singularity lines. 

The corresponding hexahedral mesh with details around the hole can be seen in Figure 9-19. 

Since all boundary faces except from the front and top have a regular structures mesh, the 

singularity line network remains local and can be embedded into a bigger regular mesh. 

 

Figure 9-19: Hexahedral mesh. Singularity lines exist only on the top and front boundary faces. 

The loop formed by the negative and the positive singularity line that curve around the hole 

(Figure 9-17) resembles the loop generated around the hole from the medial edges seen in 
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Figure 9-10 (right). It would thus be reasonable for these singularity lines to be carried by 

these medial edges. At the points where they join two extra positive singularity lines emanate 

in orthogonal directions based on the hex primitives. These singularity lines are implied by the 

touching vectors around the hole. Although the current analysis of the medial object based on 

touching vectors, frames and cross-fields is not sufficient to accomplish all these steps, 

however it seems that the medial object encapsulates the information needed to do that. Further 

research might reveal the way to extract this and be able to automatically generate the correct 

singularity line network. 

From this example it can be observed that when a feature of the boundary becomes more local 

and its influence on the boundary of the domain is limited, then the current analysis of the 

medial entities may not be able to reveal the desired singularity line network. This is expected 

to cause the current method to fail to generate a singularity line network for an arbitrary 3𝐷 

domain. 

Since all three cases can have the same block decomposition, a practical way to tackle the 

problem could be to isolate a smaller region close to the hole (Figure 9-11), identify the correct 

singularity line network for it (Figure 9-12) and then extend it to the boundary of the original 

model like it was done in the model of Figure 9-15 (left). This, however, would cause 

singularity lines to become longer and extend to regions of the domain where they might create 

further topological problems. Further research is required to draw a safe conclusion. 
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Chapter 10  

Summary and Future Work 

10.1 Summary 

In this section, the contributions of the current work are summarised.  

 In Chapter 3, a discussion of the properties of a hexahedral mesh was given. Starting 

from the main topological and geometrical characteristics of a single hexahedron, an 

extension to a full hexahedral mesh was presented. The layered dual structure of the 

mesh (dual sheets) together with the need for boundary conformity, highlight some of 

the main challenges in generating a high-quality, block-structured hexahedral mesh. 

Finally, the internal structure of the block decomposition of a 3𝐷 domain was 

presented. This structure consists of a network of singularity lines that connect to each 

other or to the boundary and support a set of partition surfaces that separate the domain 

into blocks. By examining all possible configurations of singularity line connections, 

a deeper understanding of the challenges in generating a block decomposition of the 

domain is gained.  

 In Chapter 4, the correlation between the medial object of a 3𝐷 domain and a block 

decomposition of the domain is explained. The chapter starts by giving definitions 

regarding the medial object. After that, its internal structure and its relation to the 

boundary of the domain through medial surfaces, edges and vertices is explored. By 

realising the medial object as the final outcome of an offsetting procedure of the 

boundary of the domain which separates it into Voronoi regions two simple intuitive 

strategies for generating hexahedral meshes based on the medial object were 

discussed. This gave the first hints of an existing connection between the medial object 

and a block decomposition. In the final section, the interaction of dual surfaces with 

the medial object was investigated in order to realise how the relative orientation 

between boundary entities of the domain in proximity causes singularity lines to 

appear in a boundary aligned hexahedral mesh. Based on these observations, the 

chapter closes with an initial description of a new algorithm that tries to decipher the 
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information encapsulated on the medial object in order to generate a complete 

singularity line network and, based on that, a block decomposition of the domain. 

 Chapter 5 introduces the concept of the functional representation of a cube based on 

real spherical harmonics. With the aid of this representation, an optimisation problem 

is formulated which generates frames on medial edges and medial vertices based on 

touching vectors and boundary conformity constraints. Such frames represent the 

orientation of hexahedral elements on the interior of the domain that fit offsetting 

directions indicated by the touching vectors. Based on these frames, cross-fields are 

constructed on top of medial surfaces. Frames on medial edges and vertices together 

with the cross-fields on the medial surfaces form a novel type of direction field which 

utilizes both the structure of the medial object and the directional information of the 

touching vectors. 

 In Chapter 6, the first major step in generating a block decomposition is discussed; 

that of singularity line identification. Singularity lines are categorised not only based 

on the number of partition surfaces that emanate from them but also based on their 

relative position to the medial object. Singularity lines can either lie on the medial 

object or pass through it. Loops of frames around medial vertices and edges are 

analysed in order to identify singularity lines that lie on medial surfaces, edges and 

vertices. Singularity lines on medial surfaces are traced following the cross-field. 

Furthermore, cross-fields are analysed to identify singularities on medial surfaces 

which when extruded to the boundary generate complete singularity lines that pass 

through the domain. As a result, a complete singularity line network can be generated 

which is associated with the medial object and thus inherits its proximity information 

to the boundary.  

 In Chapter 7, it is explained how singularity lines are used to generate a complete 

streamline network on the medial object. Streamlines emanate from singularity lines, 

travel along medial edges or along medial surfaces and connect to the boundary of the 

domain or to other singularity lines. Streamlines are traced along medial surfaces 

based on the directions implied by the cross-field. This network represents the 

intersections of partition surfaces with the medial object. Based on the proximity 

information to the boundary of each medial entity, streamlines are also associated with 

the boundary of the domain. Furthermore, since the medial object captures all 

important features of the domain (e.g. holes and cavities) streamlines also do. Finally, 

it is explained how the association to the boundary can be further analysed in order to 

project streamlines and singularity lines to the boundary of the domain. These 

projections form the bounding curves of the partition surfaces the emanate from 

singularity lines. Partition surfaces are also generated from each concave boundary 
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edge. Limitations on the formation of partition surfaces from concave boundary edges 

are also discussed. 

 In Chapter 8, the final step in generating a block decomposition of a 3𝐷 domain is 

described. Intersections between partition surfaces and the boundary of the domain or 

other partition surfaces define the final four-sided bounding faces of the blocks. 

Having generated all the blocks, the hexahedral mesh is generated by setting the 

desired number of elements along each edge of the block decomposition. Examples 

are also given to illustrate the capabilities of the method. 

 Finally, in Chapter 9 some limitations of the current implementation are discussed. 

These include areas of finite contact or cases of domains with features which are small 

compared to that of the entire domain. In many of these cases, possible solutions are 

given. 

The main contributions of this work can be concluded in the following 

 A connection between the medial object of a 3𝐷 domain with a block decomposition 

of it is established in terms of intersections of partition surfaces with medial entities. 

This further extends the existing knowledge in hex mesh generation based on the 

medial object ([71], [73], [75]). 

 An optimisation problem is formulated, based on which frames can be generated that 

approximate touching vectors of the medial object. This tool provides a way to extend 

the representation of an offset by a touching vector to the representation of a 

hexahedral element orientation by a frame. 

 A novel direction field is generated on top of the medial object. This consist of 3𝐷 

frames on medial edges and medial vertices and 2𝐷 cross-fields on medial surfaces. 

 A method to identify singularity lines on the interior of the domain based on the 

direction field is described. These lines are categorised based on their relative position 

to the medial object. Singularity lines generated by this method are far from the 

boundary. This affects positively the final mesh quality of the mesh close to the 

boundary. 

 A method to generate a complete line network of streamlines emanating from 

singularity lines and the singularity lines themselves is described. This network 

corresponds to the intersections of partition surfaces with the medial object.  

 A method to generate partition surfaces from the line network based on the proximity 

information of the medial object is described.  
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 It was presented how these partition surfaces can be used in order to define the final 

block decomposition of a  3𝐷 domain. With the aid of existing meshing and smoothing 

tools a hexahedral mesh can be constructed by meshing each of the blocks separately. 

10.2 Conclusions 

Based on the description of the method in the previous chapters, the following conclusions can 

be drawn. 

 There is a strong connection between the medial object of a 3𝐷 domain and a block 

decomposition of it. More specifically, singularity lines can, in many cases be realised 

in terms of the way offsets of the boundary join on the interior of the domain (along 

the medial object). 

 The directional information encapsulated by the touching vectors of the medial object 

is sufficient to locate singularity lines in the interior of many 3𝐷 domains.  

 Using cross-fields and frames placed on medial entities this information can be 

analysed in order to identify singularity lines that either lie on the medial object or 

pass through it. 

 Based on the proximity information of the medial object these singularity lines are 

extended to a set of partition surfaces that divide the domain into block-like regions.  

 Since the medial object lies “in the middle” of the domain these singularity lines are 

placed far from the boundary and thus optimal mesh quality is obtained close to the 

boundary. This is considered to be an advantage of the method when compared to 

existing ones which to push singularity lines close to the boundary. 

 The current implementation of the method cannot always identify a complete 

singularity line network. In cases like that, the required set of partition surfaces cannot 

be generated and thus a block decomposition of the domain is not obtained. This 

behaviour is common in models with small features or areas of finite contact. 

 Each medial entity is associated with specific boundary entities. Singularity lines 

connected to a medial entity are also associated with the corresponding boundary 

entities. This helps realise the existence of singularity lines in terms of the orientation 

of these boundary entities.  

 The proximity information of the medial object can be utilised in some cases to 

generate partition surfaces that emanate from concave boundary features. However, 

in cases like that depicted in Figure 7-37 the proximity information is not sufficient 

to construct a valid partition surface. 
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 In the current implementation the method requires a complete medial object which is 

not always able to be constructed. 

 No pre-defined quadrilateral mesh on the boundary of the domain is required for the 

method to work. 

10.3 Future work 

Developing a method that automatically and robustly generates a hexahedral mesh of high 

quality which conforms to all the boundary constraints is a highly demanding task. Many 

methods exist in the literature and each of them provides certain capabilities to perform this 

task. However, each of them has its own limitations. The same observation is true for the 

method described in the current work. Further research and development is required. Here 

some ideas on how the research could continue will be explained. 

 The main problem in hexahedral mesh generation is that a full understanding of its 

topological and geometrical structure is missing ([91], [92]). Although conditions on 

how singularity lines connect to each other and how boundary conformity can be 

achieved are known (Chapter 3), there are still gaps regarding the global constraints 

that ensure the validity of the singularity line network in terms of admitting a block 

decomposition. Examples that illustrated this problem were given in Chapter 9. 

Further research is needed to try and understand how placing singularity lines in one 

region of the domain affects the existence of other singularity lines in other regions. 

There are multiple ways to consider in order to make the current method more robust. 

 First of all, additional research is required to better understand how partition surfaces 

from concave boundary edges can be constructed in order to consider the entire 

domain and not just the local proximity information of the medial object. A possible 

way forward in tackling this problem is to initiate additional streamlines from medial 

vertices associated with the concavities. These streamlines will correspond to the 

intersections of the corresponding partition surfaces with the medial object. The same 

rules as for the streamlines from singularity lines can be applied when tracing them 

on the medial object. 

 Alternatively, such areas around concavities could be isolated and, if no singularity 

lines are contained, meshed separately by decomposing multi-sweep volumes into 

many-to-one sweepable volumes with the aid of tools such as the one described in 

[36]. 
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 As it was explained in section 9.1, although the existence of singularity lines in finite 

contact regions can be explained in terms of frame rotations associated with touching 

vectors, their actual generation is not currently implemented. Separating those areas 

and applying transformations and mapping techniques discussed in [75] could be a 

possible solution to this problem. 

 In addition, as was described in section 9.3, small features of the domain may be the 

reason why important singularity lines for the creation of a valid block decomposition 

cannot be located. This indicates that the proximity information and the direction of 

the touching vectors might not be enough to fully extract all the required information. 

By further investigating the properties of the medial object new ways of analysing the 

domain with the aid of the medial object might arise. This will eventually result in a 

more sophisticated and complete method which is able to construct a valid singularity 

line network. For example it might be interesting to try and combine the current 

method with some of the ideas presented in the previous works of [71], [73]. 

 In the current work, singularity lines are categorised as either lying on the medial 

object, or passing through it. Although this ensures that they are far from the boundary, 

on the other hand it restricts their position on the interior of the domain. An interesting 

topic of research would be to investigate whether a singularity line could have a 

different relationship with the medial object (e.g. part of it lie on a medial surface and 

part of it pass through a medial flap or lie on a medial edge). Furthermore, providing 

the capability of detaching singularity lines from the medial object, changing their 

position on the interior of the domain and, in general a more interactive framework 

for the user to control singularity lines and partition surfaces ([122]) could also prove 

useful. 

 Another topic of research could be to try and combine this method with existing tools 

that divide the domain in thin, long slender and thick regions ([123] and [124]). By 

first subdividing the domain in these types of regions a lot of the complexity of the 

model can be reduced. Then, this method could be used to further decompose these 

regions into blocks. Reducing the complexity of the model before trying to divide into 

blocks might enhance the capabilities of this method and avoid problematic areas as 

those discussed in section 9.3. Integration of these methods could follow ideas like 

those described in [125]. 

 Simplifying the model to reduce its complexity and give rise to a valid singularity line 

network could also be achieved by considering concave features first. More precisely 

partition surfaces emanating from concave boundary edges could be used to cut the 

domain into several subdomains and then the current method could be used to generate 

the block decomposition of each subdomain. However, removing concavities is by 
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itself a challenging problem and a lot of effort may be required in achieving this 

([126]). 

 One more interesting path of research would be to incorporate the current method into 

a more general toolset that provides virtual decomposition capabilities. In this context, 

it is not required to generate partition surfaces. Only their bounding curves that define 

the block decomposition are required ([127],[128]).  

 Although the structure of the medial object proved to be really helpful to create a 

singularity line network directly on the interior of the domain a robust method that 

provides an exact medial object for an arbitrary domain does not exist. A possible path 

for future research could be to try and use an approximate medial object generated 

based on a constraint Delaunay triangulation like the one described in [77]. Such an 

approximation, together with the proximity information of the different medial entities 

could possibly be enough to implement the current ideas. 
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Appendix A  

Cross-Fields 

In the current work, cross-fields are extensively being used to guide streamlines on top of the 

medial object. In this appendix some basic information regarding cross-fields is given. The 

current implementation relies on [106]. For a thorough description of the method, the 

interested reader is also directed to [119]. 

A.1 Basic definitions 

In the current work, a cross is defined as a set of four unit vectors �⃗�  , 𝑖 = 1, … ,4 which are 

mutually perpendicular 

 �⃗� ∙ �⃗� = 0, 𝑖 ≠ 𝑗. 

If �⃗� is a point on a surface 𝑆 ⊂ ℛ , then the cross on that point is denoted as 

 𝒄(�⃗�) = {�⃗� , �⃗� , �⃗� , �⃗� }. 

It must also be noted that �⃗� = −�⃗�  and �⃗� = −�⃗� . 

If a conformal transformation to (or inversely from) the surface 𝑆 to a locally flat (developable 

with zero Gaussian curvature) surface 𝑆 exists, then such a cross represents directions of 

orthogonally crossing geodesics of 𝑆. If such crosses are defined along the complete surface 𝑆, 

then a continuous cross-field 𝒄𝒇(�⃗�) is defined. Here, a surface is represented by a linear 

triangular mesh and its continuous cross-field by a set of piecewise linearly varying crosses 

defined along the element vertices. Hereafter, the term cross-field will refer to the piecewise 

linearly varying representation of the continuous cross-field. It is also important to note that a 

cross-field can also be thought of as a combination of four mutually perpendicular vector fields 

defined on a triangular mesh. 

The generation of the cross-field is based on the advancing front method described in [106]. 

A set of predefined crosses on the boundaries of the surface are propagated towards the interior 
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by minimising an energy function. This ensures that a smooth cross-field is created, except at 

critical isolated points called singularities.  

The directional information carried by the crosses is closely related to the directionality of a 

quad mesh approximating the surface 𝑆. This is the reason why several quad mesh generation 

methods rely on the creation of a cross-field. Their most important characteristic regarding 

quad-mesh generation is singularities. These are the cone points (there the conformity of the 

transformation is disrupted) of 𝑆 where the discrete total curvature is a multiple of  𝜋 2⁄ . 

Singularities on the cross-field can be realised as singularities on the quad mesh (nodes where 

other than four quad elements join), which play an important role in the definition of its block 

structure (streamlines emanating from them decompose the domain in blocks giving rise to the 

base complex of the domain [129]). Figure A-1 illustrates the decomposition of a triangle and 

a pentagon into blocks based on cross-field analysis. The correspondence of the final quad 

mesh and the orientation of the crosses is clear. 

 

Figure A-1: Block decompositions of triangle and pentagon based on cross-field analysis. 



207 
 

The theory and properties of continuous cross-fields on surfaces and their relation to quad 

meshes is an active field of research. The current implementation is mainly inspired by the 

continuum theory of unstructured quad meshes described in [130]. 

A.2 Singularity identification 

Identifying singularities on cross-fields relies on calculating net rotations of crosses around 

closed loops formed by the nodes of each element on the triangular mesh. Along areas where 

crosses vary smoothly the net rotation is 0°, implying that no singularity is present. On the 

other hand, in areas where the smoothness of the field is disrupted, the net rotation is 90°, 

implying that a singularity is present. To identify whether the singularity is positive or negative 

the direction of the loop must be taken into account. If crosses rotate in the opposite direction 

to the loop traverse, then the singularity is positive, otherwise, it is negative. Two such 

examples of a positive and a negative singularity are illustrated in Figure A-2. 

 

Figure A-2: A tri element containing a positive singularity (left). A tri element containing a negative 
singularity (right). The minus sign indicates that the rotation of the cross is opposite to the traverse of 
the loop. Yellow vectors indicate the loop direction. 

A.3 Streamline tracing 

The streamlines that emanate from each singularity of a cross-field are evenly separated [130]. 

Depending on the type of the singularity, the angle between them is 2𝜋 (4 + 𝑘)⁄ . In Figure 

A-3, an element of a triangular mesh which contains a positive singularity is depicted. The 

grey cross represents a linearly interpolated cross between positions 0 and 1. To find the initial 

directions of the streamlines, the parametric position on one of the edges where, a ray from 
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the linearly interpolated cross passes through the singularity, is searched for. This happens 

when 

𝑡 =
𝛼 − 𝜃

𝛥𝜃 − (𝛼 − 𝛼 )
 . 

 

Figure A-3: : Identification of the starting direction of the streamlines from singularities on a cross-
field. (Taken and adapted from [106]) 

A.4 Tracing method 

For the needs of tracing streamlines along a cross-field on a triangular mesh, it is considered 

that inside each tri element, four linearly varying vector fields of unit length are defined based 

on the crosses of the bounding vertices. These are written as 

�⃗�(�⃗�) = 𝑣 (�⃗�), 𝑣 (�⃗�) = 𝐴𝑥 + 𝑏 , (‖�⃗�‖ = 1). 

Streamlines of a vector field can be identified by integrating the differential equation 

⃗
= �⃗�(�⃗�), 

from an initial position �⃗�  with an initial vector �⃗�(�⃗� ). In the current method, this integration 

is conducted numerically based on a  2-stage Runge-Kutta method which uses the mid-point 

quadrature formula.  

At each step of the tracing procedure, the streamline line that is being traced enters a tri element 

along an edge with an initial direction �⃗�(�⃗� ) and exits along an edge with an exit 

direction �⃗�(�⃗� ). Choosing which of the vector field corresponds to the streamline being traced 
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is done by comparing the initial direction of the streamline with the four different vectors and 

picking the one that forms the smaller angle. At the next step the exit direction becomes the 

initial direction and the tracing continues to the next element. Since the crosses on the tri 

vertices are the same for both tri elements that share an edge, there are no continuity issues 

between neighbouring elements. Note also that, if a streamline starts misaligned to all four 

vector fields, then this follows the one with which it forms the smaller angle and gradually 

gets aligned with it. This can be controlled by a gradual shift of the trace by an angle 𝜃  

until it gets aligned with the vector field. 

A.5 Connecting streamlines 

In Figure A-4, the trace of the streamline is represented by black solid lines that join black 

points along the surface. At each step, the current direction of the trace is �⃗� . When a 

singularity on the same medial surface is in proximity (𝑑 ≤ 𝑑 ), the vector �⃗�  that connects 

the current point with the singularity is calculated. If the angle between vectors (�⃗� , �⃗� ) is 

lower than 30° and one of the directions �⃗�  of the singularity forms an angle 𝜗 ≥ 150° 

with �⃗�  (almost parallel and with opposite direction), then the trace is connected to the 

streamline of the singularity. In the current implementation, a cubic Bezier curve is created 

that connects the trace to the singularity and respects the two directions �⃗�  and �⃗� . When 

streamlines are forced to connect, the quality of the streamline might be decreased and 

smoothing is needed. A more sophisticated method for generating simplified streamline 

networks is described in [131]. 

 

Figure A-4: Relaxed streamline tracing allows parallel streamlines to join together. 
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Appendix B  

3D Rotation matrices 

B.1 Theory of rotation matrices 

In this appendix, it will be described how the orientation of frames in 3𝐷 space can be 

compared with the use of 3 × 3 rotation matrices that describe rotations of vectors in ℛ . A 

rotation in Euclidean space is a transformation, ℛ → ℛ , that preserves the origin, the norm 

of vectors, the angle between vectors and their relative orientation. Such transformations can 

be represented by  3 × 3 rotation matrices, denoted as 𝑹, which have the following properties 

  𝑹 𝑹 = 𝑰 ⇔ 𝑹 = 𝑹 . For the orthogonal matrices in 𝑂(3). 

 det(𝑹) = det(𝑹 ) = 1. For the special orthogonal matrices that lie in 𝑆𝑂(3). 

Let i, j and k be three unit vectors which form a right-handed orthonormal basis of ℛ . Then, 

any point 𝑝 in ℛ  can be expressed by the coordinate vector 𝑝 = (𝑥, 𝑦, 𝑧), with respect to the 

coordinate frame 𝐹 = {𝒊, 𝒋, 𝒌} as 

𝑝 = 𝑥𝒊 + 𝑦𝒋 + 𝑧𝒌. 

Since any three unit vectors that form a right-handed orthonormal basis of ℛ  can be chosen 

to define the coordinate frame, each point 𝑝 in ℛ  can be expressed in infinite ways. Let 𝑓 =

{𝒊, 𝒋, 𝒌} be a global reference frame (which remains rigid), based on which all other frames are 

expressed. Let also 𝑓 = {𝒊𝟏, 𝒋𝟏, 𝒌𝟏} and 𝑓 = {𝒊𝟐, 𝒋𝟐, 𝒌𝟐} be two more frames and 𝑝  and �⃗�  

be the vectors that describe the same position 𝑝, in 𝑓, with respect to them. Then, 

𝑝 = 𝑥 𝒊𝟏 + 𝑦 𝒋𝟏 + 𝑧 𝒌𝟏 in 𝐹  

𝑝 = 𝑥 𝒊𝟐 + 𝑦 𝒋𝟐 + 𝑧 𝒌𝟐 in 𝐹 . 

Furthermore, the unit vectors of each frame can be written as,  

 𝒊𝟏 = 𝑥𝒊𝟏
𝒊 + 𝑦𝒊𝟏

𝒋 + 𝑧𝒊𝟏
𝒌 

 𝒋𝟏 = 𝑥𝒋𝟏
𝒊 + 𝑦𝒋𝟏

𝒋 + 𝑧𝒋𝟏
𝒌 

 𝒌𝟏 = 𝑥𝒌𝟏
𝒊 + 𝑦𝒌𝟏

𝒋 + 𝑧𝒌𝟏
𝒌 
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𝒊𝟐 = 𝑥𝒊𝟐
𝒊 + 𝑦𝒊𝟐

𝒋 + 𝑧𝒊𝟐
𝒌 

𝒋𝟐 = 𝑥𝒋𝟐
𝒊 + 𝑦𝒋𝟐

𝒋 + 𝑧𝒋𝟐
𝒌 

𝒌𝟐 = 𝑥𝒌𝟐
𝒊 + 𝑦𝒌𝟐

𝒋 + 𝑧𝒌𝟐
𝒌. 

Since both set of vectors {𝒊𝟏, 𝒋𝟏, 𝒌 } and {𝒊𝟐, 𝒋𝟐, 𝒌𝟐} that define frames 𝑓  and 𝑓  are expressed 

with respect to the reference frame 𝑓, the two representations 𝑝  and �⃗� , can now be 

compared. To do that, first the vector projections of {𝒊𝟐, 𝒋𝟐, 𝒌𝟐} on vectors {𝒊𝟏, 𝒋𝟏, 𝒌 } have to 

be calculated.  

In general, the vector projection of a vector �⃗� on a vector 𝑏 which forms angle  𝜗 with it is 

denoted as 𝑠  and is calculated as 

 𝑠 ⃗ ⃗ = ‖�⃗�‖ ∙
⃗∙ ⃗

‖ ⃗‖∙ ⃗
∙ 𝑏 = ‖�⃗�‖ ∙ 𝑐𝑜𝑠𝜗 ∙ 𝑏 = 𝑠 ⃗ ⃗ ∙ 𝑏, 

where,  𝑠 ⃗ ⃗ = ‖�⃗�‖ ∙ 𝑐𝑜𝑠𝜗 and 𝑏 =
⃗

⃗
.  

Then, for the unit normal vectors that define the frames, the following vector projections can 

be calculated. 

 𝑠𝒊𝟐𝒊𝟏
= 𝑠𝒊𝟐𝒊𝟏

 𝒊𝟏 

 𝑠𝒊𝟐𝒋𝟏
= 𝑠𝒊𝟐𝒋𝟏

 𝒋𝟏 

 𝑠𝒊𝟐𝒌𝟏
= 𝑠𝒊𝟐𝒌𝟏

 𝒌𝟏 

 𝑠𝒋𝟐𝒊𝟏
= 𝑠𝒋𝟐𝒊𝟏

 𝒊𝟏 

 𝑠𝒋𝟐𝒋𝟏
= 𝑠𝒋𝟐𝒋𝟏

 𝒋𝟏 

 𝑠𝒋𝟐𝒌𝟏
= 𝑠𝒋𝟐𝒌𝟏

 𝒌𝟏 

 𝑠𝒌𝟐𝒊𝟏
= 𝑠𝒌𝟐𝒊𝟏

 𝒊𝟏 

 𝑠𝒌𝟐𝒋𝟏
= 𝑠𝒌𝟐𝒋𝟏

 𝒋𝟏 

 𝑠𝒌𝟐𝒌𝟏
= 𝑠𝒌𝟐𝒌𝟏

 𝒌𝟏. 

If the coordinates of 𝑝  with respect to frame 𝑓  are known, then the coordinates 𝑝  with 

respect to frame 𝑓  can be calculated by simply projecting it its unit vectors as 

 𝑝 = (𝑥 , 𝑦 , 𝑧 ) = ( 𝑝 ∙ 𝒊𝟏, 𝑝 ∙ 𝒋𝟏, 𝑝 ∙ 𝒌𝟏), 

where, 

  �⃗� ∙ 𝒊𝟏 = 𝑥 (𝒊𝟐 ∙ 𝒊𝟏) + 𝑦 (𝒋𝟐 ∙ 𝒊𝟏) + 𝑧 (𝒌𝟐 ∙ 𝒊𝟏) 

  �⃗� ∙ 𝒋𝟏 = 𝑥 (𝒊𝟐 ∙ 𝒋𝟏) + 𝑦 (𝒋𝟐 ∙ 𝒋𝟏) + 𝑧 (𝒌𝟐 ∙ 𝒋𝟏) 

  𝑝 ∙ 𝒌𝟏 = 𝑥 (𝒊𝟐 ∙ 𝒌𝟏) + 𝑦 (𝒋𝟐 ∙ 𝒌𝟏) + 𝑧 (𝒌𝟐 ∙ 𝒌𝟏). 
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These equations can be formulated in matrix format with the aid of the vector projections 

defined earlier as 

𝑝 = 𝑹𝟏𝟐 �⃗�  (A2.1). 

In this formulation, 𝑹𝟏𝟐 is a rotation matrix which is expressed as 

𝑹𝟏𝟐 =

𝑠𝒊𝟐𝒊𝟏
𝑠𝒋𝟐𝒊𝟏

𝑠𝒌𝟐𝒊𝟏
 

𝑠𝒊𝟐𝒋𝟏
𝑠𝒋𝟐𝒋𝟏

𝑠𝒌𝟐𝒋𝟏

𝑠𝒊𝟐𝒌𝟏
𝑠𝒋𝟐𝒌𝟏

𝑠𝒌𝟐𝒌𝟏

. 

The physical interpretation is that, the coordinates of a vector that remains stationary with 

respect to a global reference frame 𝑓, can be expressed, with the aid of the rotation matrix  𝑹𝟏𝟐  

and based on equation (A2.1), with respect to frame 𝑓  if they are already expressed with 

respect to frame 𝑓 . Thus, as frame 𝑓  rotates in space to be aligned with frame 𝑓 , the vector 

does not move.  

Equivalently, the rotation matrix that transforms the expression of a frame from 𝑓  to 𝑓  can 

be calculated as 

𝑹𝟐𝟏 =

𝑠𝒊𝟏𝒊𝟐
𝑠𝒋𝟏𝒊𝟐

𝑠𝒌𝟏𝒊𝟐
 

𝑠𝒊𝟏𝒋𝟐
𝑠𝒋𝟏𝒋𝟐

𝑠𝒌𝟏𝒋𝟐

𝑠𝒊𝟏𝒌𝟐
𝑠𝒋𝟏𝒌𝟐

𝑠𝒌𝟏𝒌𝟐

. 

Based on the properties of rotation matrices  

 𝑹𝟐𝟏 = 𝑹𝟏𝟐 . 

Furthermore, if the transformation from a frame 𝑓  to a frame 𝑓  involves 𝑛 − 1 intermediate 

steps to frames 𝑓( ), … , 𝑓  then the rotation matrix 𝑹𝒏𝟏 can be written based on all the 

intermediate rotation matrices 𝑹(𝒏 𝟏)𝒏, … , 𝑹𝟏𝟐 as 

 𝑹𝟏𝒏 = 𝑹𝟏𝟐 ⋯ 𝑹(𝒏 𝟏)𝒏. 

In the example described before, as one frame rotates to other, vector 𝑝 remains constant with 

respect to the global reference frame 𝑓. In the case that the vector follows the rotation of the 

frame, the formulation of the problem changes. Let again 𝑓 denote the global reference frame 

and 𝑓  and 𝑓  be two more different frames. Let also 𝑝  denote the initial position of a vector 

with respect to the global reference frame. The same position has the expressions 𝑝  and �⃗�  

with respect to frames 𝑓  and 𝑓  respectively. As frame 𝑓  rotates to align with frame 𝑓  the 

vector is lulled to its new position 𝑝  with respect to the global reference frame. Like before, 
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this position can be expressed with respect to the two frames as 𝑝  and 𝑝 . Since, throughout 

the rotation the vector remains attached to the frame, the following equation holds 

 𝑝 = �⃗� . 

This means that, although the two positions are different with respect to 𝑓, with respect to each 

frame at a time, they are identical. Furthermore, two more equations can be written with the 

aid of the rotation matrices. These are 

 𝑝 = 𝑹𝟏𝟐 𝑝  

𝑝 = 𝑹𝟐𝟏 𝑝  . 

Although 𝑝 = �⃗� , since 𝑹𝟏𝟐 ≠ 𝑹𝟐𝟏, it is also true that 𝑝 ≠ 𝑝 . 

If the total rotation from a frame 𝑓  to the a 𝑓  involves 𝑛 − 1 intermediate and successive 

rotations to frames 𝑓 , ⋯ , 𝑓 , then the equation becomes 

 𝑝 = 𝑹𝟏𝟐 ⋯ 𝑹(𝒏 𝟏)𝒏 𝑝  

𝑝 = 𝑹𝟏𝒏 𝑝  (A2.2). 

In terms of the current work, these matrices are useful when trying to compare the relative 

orientation hexahedral elements. Since the orientation of each hexahedral element is 

represented by a frame, rotation matrices can be used to describe how the one can be 

transformed into the other (in terms of directionality). More precisely, let 𝑓 = {𝒊𝟏, 𝒋𝟏, 𝒌𝟏} 

and 𝑓 = {𝒊𝟐, 𝒋𝟐, 𝒌𝟐} be the frames that describe then directionality of two hexahedral 

elements. Then,  by setting 𝑝 = 𝒊𝟐 (or 𝒋𝟐 and 𝒌𝟐 respectively) the rotation matrix 𝑹  in 

equation (A2.2) corresponds to the one that gives the description of frame 𝑓  with respect to 

frame 𝑓 , or, in other terms, describes the rotation from one to the other. 

Finally, it is important to note that although rotations matrices describe the relative orientation 

between frames, at the same time it does not give any description on how the rotation can be 

physically realised (it does not define a “path” in space for moving one frame to the other). 

B.2 Euler angles and Rotation matrices 

Euler angles are three angles that describe the orientation of an arbitrary frame 𝑓 relative to a 

rigid global reference frame 𝑓 .  Euler angles are denoted as (𝜃 , 𝜃 , 𝜃 ) and describe three 

successive rotations that transform 𝑓  to 𝑓 with two intermediate positions  𝑓  and  𝑓 . These 

rotations can be extrinsic or intrinsic. Let 𝑥𝑦𝑧 denote the axes of 𝑓  and 𝑋𝑌𝑍  denote the 
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same axes after each rotation 𝜃 . Then, extrinsic Euler angles describe rotations around the 

fixed axes 𝑥𝑦𝑧 while intrinsic Euler angles describe rotations around the new axes 𝑋𝑌𝑍 . In 

Figure B-1: Example of intrinsic Euler angles.Figure B-1, an easy to visualise example of 

intrinsic Euler angles can be seen. The final position of the frame is shown in red and the 

reference frame in blue. 

 

Figure B-1: Example of intrinsic Euler angles. 

In the current work, Euler angles are used to encode the orientation (with respect to a global 

reference frame) of frames generated based on touching vectors. As such, they can be used to 

compare the orientation of two arbitrary frames by supporting the calculation of Rotation 

matrices. If 𝑓 = {𝒊𝟏, 𝒋𝟏, 𝒌𝟏} denotes the first frame and 𝑓 = {𝒊𝟐, 𝒋𝟐, 𝒌𝟐} the second one, then 

the two intermediate positions of the transformation of 𝑓  to 𝑓  are denoted as 𝑓 = {𝒊 , 𝒋 , 𝒌 } 

and 𝑓 = {𝒊 , 𝒋 , 𝒌 }. There are many sets of Euler angles used in the literature. Here, Tait-

Bryan angles are used. More specifically, in this set of Euler angles 𝜃  is a rotation of frame 𝑓  

around 𝒌𝟐 to frame 𝑓 , 𝜃  is a rotation of frame 𝑓  around 𝒋  to frame 𝑓  and 𝜃  is a rotation 

of frame 𝑓  around 𝒊  to frame 𝑓 . In that case, the rotation matrix 𝑹𝟏𝟐 of equation (A2.2) is 

written in the following form 

𝑹𝟏𝟐 = 𝑹 𝟏(𝜃 )𝑹 , (𝜃 )𝑹 𝟐(𝜃 ) 

These matrices are given as 

𝑹 𝟐 =
cos(𝜃 ) − sin(𝜃 ) 0

sin(𝜃 ) cos(𝜃 ) 0
0 0 1

 

𝑹 , =
cos(𝜃 ) 0 sin(𝜃 )

0 1 0
− sin(𝜃 ) 0 cos(𝜃 )

 

𝑹 𝟐 =

1 0 0
0 cos(𝜃 ) − sin(𝜃 )

0 sin(𝜃 ) cos(𝜃 )
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𝑹𝟏𝟐 =

cos(𝜃 ) cos(𝜃 ) − cos(𝜃 ) sin(𝜃 ) sin(𝜃 )

cos(𝜃 ) sin(𝜃 ) sin(𝜃 ) − cos(𝜃 ) sin(𝜃 ) cos(𝜃 ) cos(𝜃 ) − sin(𝜃 ) sin(𝜃 ) sin(𝜃 ) − cos(𝜃 ) sin(𝜃 )

− cos(𝜃 ) cos(𝜃 ) sin(𝜃 ) + sin(𝜃 ) sin(𝜃 ) cos(𝜃 ) sin(𝜃 ) + cos(𝜃 ) sin(𝜃 ) sin(𝜃 ) cos(𝜃 ) cos(𝜃 )
 

The routines for calculating these matrices are simple to program and are explained in [132]. 

B.3 Rodriguez formula 

One more useful way to define a rotation matrix is the axis-angle representation. In this case, 

the rotation of a frame 𝑓  to another 𝑓  is realised as a rotation of magnitude 𝜃 along an axis 

with direction 𝑢 = 𝑢𝒊, 𝑢𝒋, 𝑢𝒌 . The rotation matrix can be computed with the use of Rodriguez 

formula as 

 𝑹𝟏𝟐 = 𝑰 cos(𝜃) + 𝑢𝑢 (1 − cos(𝜃)) + 𝒖 sin(𝜃). 

Here, 𝑰 is the identity matrix and 𝒖 is a the skew-symmetric matrix that corresponds to 𝑢. It is 

computed as 

 𝒖 =

0 −𝑢𝒌 𝑢𝒋

𝑢𝒌 0 −𝑢𝒊

−𝑢𝒋 𝑢𝒊 0
. 

If the rotation matrix is known, the axis of rotation and the magnitude can be computed as 

cos(𝜃) =
1

2
[𝑡𝑟(𝑹𝟏𝟐) − 1], 

𝒖 =
1

2 sin(𝜃)
(𝑹𝟏𝟐 − 𝑹𝟐𝟏) 

(A2.3) 

In this formulation, the angle of rotation 𝜃 is restricted to [0, 𝜋] and the axis is undefined at 

the range limits. The behaviour of the rotation vector is stable and consistent only when 𝜃 does 

not approach 𝜋. 
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Appendix C  

Permutation matrices 

As it was explained in section 3.1.4, the directionality of a hexahedral element is represented 

by three (out of the six) unit normal vectors of a cube that has approximately the same 

orientation. These vectors form a frame denoted as 𝑓. However, there are 24 different 

combinations of three of those vectors that can be used to form this frame. Permutation 

matrices are 3 × 3 matrices that can help to transform one frame to the other. In this appendix 

it will be described how these matrices are used to assist the calculation of rotation matrices 

between different frames. 

A permutation matrix is a square matrix that 

 is binary; its entries can only take the value 0 or 1, 

 has columns and rows that each have exactly one entry with value 1. 

The most common example is that of the identity matrix 𝑰, which in ℛ , is written as 

 𝑰 =
1 0 0
0 1 0
0 0 1

. 

In ℛ , there 6 such matrices, denoted as 𝑷𝒊. These are: 

𝑷 =
1 0 0
0 1 0
0 0 1

 𝑷 =
1 0 0
0 0 1
0 1 0

 𝑷 =
0 1 0
1 0 0
0 0 1

 

𝑷 =
0 0 1
1 0 0
0 1 0

 𝑷 =
0 1 0
0 0 1
1 0 0

 𝑷 =
0 0 1
0 1 0
1 0 0

 

If a plus (+) or a minus (−) sign is assigned to each of the 1 entries of those matrices, then 48 

matrices will emerge (which include the above 6), which represent all symmetries of the 

octahedral group. Out of those 48 symmetries, only 24 are rotational (orientation-preserving). 

These are the matrices that have a determinant det(𝑷) = 1. These 24 matrices form the chiral 

octahedral symmetry group and are sufficient to describe the transformation between all 

possible frames that describe the orientation of a hexahedral element.  
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Let, for example, 𝑓  be a frame which represents the orientation of a hexahedral element and 

is constructed based on the three vectors 𝒊 = (√3 2⁄ , 1 2⁄ , 0), 𝒋 = (− 1 2⁄ , √3 2⁄ , 0) 

and 𝒌 = (0,0,1). This frame can be written in a matrix format where each column represents 

one of the vectors as 

 𝑓 =

⎝

⎛

√3
2 − 1

2 0

1
2

√3
2 0

0 0 1⎠

⎞. 

The orientation of the same element could alternatively be represented by the following 

frame 𝑓  which is constructed based on 𝒋 , −𝒊  and 𝒌  

 𝑓 =

⎝

⎛
− 1

2 − √3
2 0

√3
2 − 1

2 0

0 0 1⎠

⎞. 

If 𝑓  is multiplied with the permutation matrix 𝑷 given as 

 𝑷 =
0 −1 0
1 0 0
0 0 1

, 

then it is transformed to 𝑓 . 

An illustration of this permutation of one frame to the other is depicted in Figure C-1. 

 

Figure C-1: Frame 𝑓  permuted to frame 𝑓  with the aid of matrix 𝑷. The vectors that define each frame 
are shown in solid lines while their opposite with dotted. Both frames represent the orientation of an 
equivalent hexahedral element. 
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In the current work, permutation matrices (the extended version which includes negative 

entries) are used to support the calculation of rotation matrices between frames that represent 

the orientation of hexahedral elements. More specifically, instead of directly calculating 𝑹𝟏𝟐 

as the rotation matrix that transforms frame 𝑓  into frame 𝑓 , first the permutation that 

transforms 𝑓  to 𝑓  is identified so that 𝑓 →  𝑓  represents the minimum physical rotation 

between the two frames. Then,  𝑹𝟏𝟐 is calculated based on 𝑓  and 𝑓 . 
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Appendix D  

Singularity lines and rotation matrices 

In this appendix it is described how rotation matrices that describe the change of orientation 

between adjacent hexahedral elements (captured by frames) can be used in order to identify 

the position of singularity lines.  

In that context, the following steps are required 

 Definition of an oriented loop 𝐶 =∪ 𝐶  , ( 𝑖 = 1, … , 𝑛) connecting 𝑛 + 1, (𝑛 ≥ 3) 
distinct positions 𝑝  consisting of 𝑛 segments 𝐶 . Note that 𝑝 = 𝑝 . 

 Each position along the loop is associated to a frame 𝑓  which represents the 
orientation of hexahedral element at this position. 

 For the frames 𝑓  and 𝑓  connected by a segment 𝐶 , a rotation matrix 𝑹 ,  is 
calculated. This matrix describes the rotation of frame 𝑓  to 𝑓 . 

 If 𝑡 = 𝑝 − 𝑝  is the tangent vector of the loop at a position 𝑝 , then the normal 
vector of the loop at that position is 𝑛 , so that the vector 𝑛 × 𝑡  points into the 
enclosed region of the loop. 

Starting at position 𝑝  of the loop and moving along all segments until coming back at the 

same position 𝑝 , a total rotation matrix can be computed for the loop denoted as 𝑹𝒍𝒐𝒐𝒑. This 

matrix describes the total transformation of frame 𝑓  as it moved along the loop until it reached 

its initial position and is calculated as 

 𝑹𝒍𝒐𝒐𝒑 = 𝑹(𝒊 𝟏)𝒊 ⋯ 𝑹𝟐𝟏. 

Note that for the calculation of each matrix, all frames are first permuted based on frame 𝑓 . 

If 𝑹𝒍𝒐𝒐𝒑 = 𝑰, then no singularity line passes through the loop (Figure D-1 top left). If, on the 

other hand, 𝑹𝒍𝒐𝒐𝒑 ≠ 𝑰, then presence of singularity lines is implied. To check whether a 

positive or a negative singularity line exists, the axis and the magnitude of rotation of 𝑹𝒍𝒐𝒐𝒑 

have to be calculated based on equation (A2.3). The type of singularity line depends on  

 𝑘 = 𝑠𝑖𝑔𝑛(𝑢 ∙ 𝑛 ). 
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In the case that 𝜃 =  and 𝑘 = −1, a positive singularity line passes through the loop (Figure 

D-1 top middle). If 𝜃 =  and 𝑘 = 1, then the singularity line is negative (Figure D-1 top 

right). 

 

Figure D-1: Examples of frame rotations around closed loops together with the mesh structures that 
they represent. In all these examples 𝑛  is chosen at 𝑖 = 1. (Taken and adapted from [119]). 

More examples of frame rotations along closed loops are depicted in Figure D-1 (bottom row). 

On the left, the case where two singularity lines of opposite sign join together and have 

orthogonal directions. In this case, 𝜃 =  and 𝑢 = (−1 √3⁄ , 1 √3⁄ , 1 √3⁄ ). However, in the 

middle, a case of two parallel singularity lines of opposite sign is given. Here, as in the case 

of no singularity lines, 𝑹𝒍𝒐𝒐𝒑 = 𝑰 and no singularity line is implied. In order to be able to locate 

both singularity lines, the loop should be divided into two different by creating one extra 

segment that connects positions 𝑝  and 𝑝 . Similarly, for the case in the right, the frame rotates 

a total angle of 𝜃 = 𝜋 and it cannot be distinguished whether the loop contains two negative 

or two positive singularity lines. If, however, the loop is divided into two by inserting a new 

segment that connects positions 𝑝  and 𝑝  , then the way the cube rotated will reveal the type 

of singularity lines.  

From the above descriptions it can be realised that, although the loop rotation matrix 𝑹𝒍𝒐𝒐𝒑 is 

used to query whether a singularity line exists, in order to be sure of the type and number of 
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singularity lines, each step of the rotation should be examined to trace the order that the 

rotation happens. Furthermore, analysing bigger loops increases the risk of missing pairs of 

positive and negative singularities or creating the ambiguity of whether a pair of positive or 

negative singularity lines is contained. 

To make the process clearer, in Figure D-2 it is depicted how three frames form a loop. One 

of them, namely 𝑓 , is permuted to 𝑓  before the rotation matrix of the loop is calculated. The 

coloured vectors indicate the correspondence between the three frames. After the permutation, 

frame 𝑓  is adjusted to 𝑓 . 

 

Figure D-2: Loop consisting of three frames. Frame 𝑓  is permuted to 𝑓  before the rotation matrix of 
the loop is calculated. 
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Appendix E  

Real spherical harmonics 

In this appendix, a list of the real spherical harmonics of bands zero to four is given. In general, 

a spherical harmonic function is denoted as 𝑌 ,  where 𝑙 is the band and each band has 2𝑙 + 1 

functions. In all the functions below, (𝑥, 𝑦, 𝑧) denotes the coordinates of a point in 𝑅  and 𝑟 =

𝑥 + 𝑦 + 𝑧  the distance of the point from the reference point (𝑥, 𝑦, 𝑧) = (0,0,0). 

Band 𝒍 = 𝟎 

𝑌 , =
1

2

1

𝜋
 

Band 𝒍 = 𝟏 

𝑌 , =
3

4𝜋
∙

𝑦

𝑟
 

𝑌 , =
3

4𝜋
∙

𝑧

𝑟
 

𝑌 , =
3

4𝜋
∙

𝑥

𝑟
 

Band 𝒍 = 𝟐 

𝑌 , =
1

2

15

𝜋
∙

𝑥𝑦

𝑟
 

𝑌 , =
1

2

15

𝜋
∙

𝑦𝑧

𝑟
 

𝑌 , =
1

4

5

𝜋
∙

−𝑥 − 𝑦 + 2𝑧

𝑟
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𝑌 , =
1

2

15

𝜋
∙

𝑧𝑥

𝑟
 

𝑌 , =
1

4

15

𝜋
∙

𝑥 − 𝑦

𝑟
 

Band 𝒍 = 𝟑 

𝑌 , =
1

4

35

2𝜋
∙

(3𝑥 − 𝑦 )𝑦

𝑟
 

𝑌 , =
1

4

105

𝜋
∙

𝑥𝑦𝑧

𝑟
 

𝑌 , =
1

4

21

2𝜋
∙

(4𝑧 − 𝑥 − 𝑦 )𝑦

𝑟
 

𝑌 , =
1

4

7

𝜋
∙

(2𝑧 − 3𝑥 − 3𝑦 )𝑧

𝑟
 

𝑌 , =
1

4

21

2𝜋
∙

(4𝑧 − 𝑥 − 𝑦 )𝑥

𝑟
 

𝑌 , =
1

4

105

𝜋
∙

(𝑥 − 𝑦 )𝑧

𝑟
 

𝑌 , =
1

4

35

2𝜋
∙

(𝑥 − 3𝑦 )𝑥

𝑟
 

Band 𝒍 = 𝟒 

𝑌 , =
3

4

35

𝜋
∙

(𝑥 − 𝑦 )𝑥𝑦

𝑟
 

𝑌 , =
3

4

35

2𝜋
∙

(3𝑥 − 𝑦 )𝑦𝑧

𝑟
 

𝑌 , =
3

4

5

𝜋
∙

(7𝑧 − 𝑟 )𝑥𝑦

𝑟
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𝑌 , =
3

4

5

2𝜋
∙

(7𝑧 − 3𝑟 )𝑦𝑧

𝑟
 

𝑌 , =
3

16

1

𝜋
∙

(35𝑧 − 30𝑧 𝑟 + 3𝑟 )

𝑟
 

𝑌 , =
3

4

5

2𝜋
∙

(7𝑧 − 3𝑟 )𝑥𝑧

𝑟
 

𝑌 , =
3

8

5

𝜋
∙

(𝑥 − 𝑦 )(7𝑧 − 𝑟 )

𝑟
 

𝑌 , =
3

4

35

2𝜋
∙

(𝑥 − 3𝑦 )𝑥𝑧

𝑟
 

𝑌 , =
3

16

35

𝜋
∙

(𝑥 − 3𝑦 )𝑥 − (3𝑥 − 𝑦 )𝑦

𝑟
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Appendix F  

From 3D to 9D rotations 

In this appendix it is described how rotations of representation vectors (𝑎) in 9𝐷 space can be 

calculated based on Euler angles that describe rotations of frames (𝑓) in 3𝐷 space. It is 

highlighted that the coefficients of a representation vector 𝑎 describe the influence of each 

spherical harmonic function of band 𝑙 = 4 in the representation of a frame by a fourth order 

polynomial on the unit sphere 𝑆 . Since every frame can be represented by a set of three Euler 

angles (𝜃 , 𝜃 , 𝜃 ), the actual representation vectors that describe the orientation of a frame do 

not cover the entire 9𝐷 space, but rather a portion of it (a 3𝐷 manifold embedded in 9𝐷 space). 

The connection between the two spaces is established through the so called Wigner D 

functions (matrix representations of the rotation operators in the basis of spherical harmonic 

functions [133]). Here the formulation described in the supplemental material of [84] is used.  

Let 𝑎  be the representation vector of the reference frame 𝑓. Then, the orientation of a frame 𝑓 

(in 3𝐷 space) is described by the Euler angles of rotation (𝜃 , 𝜃 , 𝜃 ) and is given by the 3 × 3 

rotation matrices 𝑅 , 𝑅  and 𝑅  around the axis 𝑥, 𝑦 and 𝑧 respectively as 

𝑓 = 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑓. 

The representation vector 𝑎 of the frame 𝑓 can be identified as 

𝑎 = 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑅 (𝜃 ) ∙ 𝑎. 

The 9 × 9 rotation matrices (𝑅 , 𝑅 , 𝑅 ) act on the spherical harmonic basis and are given as 

𝑅 (𝜃 ) =

⎝

⎜
⎜
⎜
⎜
⎜
⎜
⎛

cos(4𝜃 ) 0 0 0 0 0 0 0 sin (4𝜃 )
0 cos (3𝜃 ) 0 0 0 0 0 sin (3𝜃 ) 0
0 0 cos (2𝜃 ) 0 0 0 sin (2𝜃 ) 0 0
0 0 0 cos (𝜃 ) 0 sin (𝜃 ) 0 0 0
0 0 0 0 1 0 0 0 0
0 0 0 −sin (𝜃 ) 0 cos (𝜃 ) 0 0 0
0 0 −sin (2𝜃 ) 0 0 0 cos (2𝜃 ) 0 0
0 −sin (3𝜃 ) 0 0 0 0 0 cos (3𝜃 ) 0

−sin (4𝜃 ) 0 0 0 0 0 0 0 cos(4𝜃 )⎠

⎟
⎟
⎟
⎟
⎟
⎟
⎞
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𝑅
𝜋

2
=

⎝

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎛

0 0 0 0 0 √14 4⁄ 0 −√2 4⁄ 0

0 −3 4⁄ 0 √7 4⁄ 0 0 0 0 0

0 0 0 0 0 √2 4⁄ 0 √14 4⁄ 0

0 √7 4⁄ 0 3 4⁄ 0 0 0 0 0

0 0 0 0 3 8⁄ 0 √5 4⁄ 0 √35 8⁄

− √14 4⁄ 0 −√2 4⁄ 0 0 0 0 0 0

0 0 0 0 √5 4⁄ 0 1 2⁄ 0 −√7 4⁄

√2 4⁄ 0 −√14 4⁄ 0 0 0 0 0 0

0 0 0 0 √35 8⁄ 0 −√7 4⁄ 0 1 8⁄ ⎠

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎞

 

𝑅 (𝜃 ) = 𝑅 (
𝜋

2
) ∙ 𝑅 (𝜃 ) ∙ 𝑅 (

𝜋

2
)  

𝑅 (𝜃 ) = 𝑅 ( ) ∙ 𝑅 (𝜃 ) ∙ 𝑅 ( ). 

Based on the above set of equations, if the Euler angles of a frame 𝑓 are given, then its 

corresponding representation vector on the spherical harmonic basis can be calculated. On the 

other hand, if the representation vector 𝑎 of a frame 𝑓 is known, then the Euler angles can be 

calculated by ensuring that the above set of equations will reproduce the same representation 

vector. However, since the correct value of the angles cannot be guessed, an optimisation 

problem must be solved that tries to minimise the distance ‖𝑎 − 𝑎 ‖  starting from an initial 

set of Euler angles (𝜃 , 𝜃 , 𝜃 ) . Here, 𝑎  denotes the current state of the representation vector 

at each optimisation step. 

It is also important to note that, by using this formulation to calculate representation vectors 

based on Euler angles, the whole 3𝐷 manifold of representation vectors that correspond to 

frames can be explored. As a result, when trying to minimise a function 𝐹(𝑎, 𝑎 , … , 𝑎 ) 

(with 𝑎 , 𝑖 = 1, … , 𝑛 being a set of known representation vectors that need to be fitted), the 

desired representation vector 𝑎 can be identified by altering the Euler angles. This will ensure 

that the final solution will always represent a frame. 
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