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Preface

Quite recently, the widely dismissed epistemic theory of vagueness has been made to seem 

much less implausible than had hitherto been thought, due to its vigorous defense by Timothy 

Williamson (mainly in his 1994 (C)). However, although most philosophers writing about 
vagueness agree that Williamson shows epistemicism to be a robust theory that proves very 

difficult to refute (or even substantially vitiate), they still do not seem willing to accept 
epistemicism. For instance, in the foreword to the second edition of his book Paradoxes (1995, 
p. ix), R.M. Sainsbury writes:

I find myself, to my regret, in the same frustrating position with respect to dialetheism as to the 

epistemic theory of vagueness: I do not accept it but cannot refute it.1

This thesis is concerned with showing why philosophers such as Sainsbury are right not to 

accept epistemicism (I shall also argue that although dialethism deserves serious 

consideration, it does face serious problems). In the introduction to Vagueness. Williamson 

claims (1994 (C), pp. 3-4):

Most work on the problem of vagueness assumes that the epistemic view is false, without 

seriously arguing the point. If the epistemic view is true, that work is fundamentally mistaken.

Even if the epistemic view is false, that work is ungrounded until cogent arguments against the 

view have been found. The assessment of the epistemic view is therefore one of the main tasks 

facing the study of vagueness.

In the chapters that follow, I try to provide cogent arguments against the epistemic view, and 

show that one particular non-bivalent approach to the problem of predicate vagueness is still 
very much a live option. I should also point out, however, that since I will be mainly concerned 

with assessing epistemicism, which is primarily a theory about predicate vagueness, I shall not 
discuss the question of ontic vagueness in detail.

According to epistemicism, the extensions of vague predicates have sharp boundaries, just as 

precise ones do; vague utterances in borderline cases are always either true or false, if they 

say anything at all. There are sharp cut-off points between the application and non-application 

of vague predicates in borderline cases, but we cannot know where these cut-off points are. 
These are the aspects of epistemicism that most philosophers writing about vagueness have 

considered the most counter-intuitive.

The existence of these sharp divisions is not something for which epistemicists provide direct 
positive proof; rather it is something for which they argue by inference to the best explanation.

11 use the spelling 'dialethism' as opposed to 'dialetheism' in this preface and in the chapters that follow.
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In particular, it is claimed that if we want to retain classical logic and semantics and 

disquotational principles about truth and falsity, as epistemicists do for various pragmatic 

reasons, then this makes sharp cut-off points plausible.2 For example, although Williamson 

should not be required to show that the existence of sharp cut-off points is indubitable, his 

defense of the epistemic theory has required detailed criticism of other rival theories of 
vagueness in order to help make it plausible that there are such sharp boundaries, for the 

other theories typically deny this. His criticism of other theories, amongst other things, focuses 

on the problems that they have in dealing with higher-order vagueness. It is claimed that since 

epistemicism predicts and can explain higher-order vagueness, it is to be preferred for this 

reason. Of course, if there were any other theories of vagueness which are not susceptible to 

Williamson's criticisms regarding higher-order vagueness, then the initial counter-intuitiveness 

of epistemicism would no longer be offset by the thought that only it can explain higher-order 
vagueness. I argue that Michael Tye's approach, in particular, offers such an alternative. Also,
I argue that Williamson's own account of higher-order vagueness is problematic, since it relies 
on his problematic margin for error principle.

According to Williamson, classical logic and semantics, and disquotational principles regarding 

truth and falsity, are vastly superior to the alternatives in power, simplicity, and integration with 

well-confirmed theories in other domains. Since epistemicism retains these elements, it would 

be warranted even if there were arguments against it that contained no recognisable fallacy, 
claims Williamson: for not every anomaly falsifies a theory. Williamson's defense of the 

epistemic view is motivated in part by the pragmatic decision that the costs of abandoning 

classical logic and semantics in the case of vagueness are too high; he seeks to show that the 

supposed benefits of non-classical approaches are illusory. Nevertheless, one may feel 
dissatisfied with this pragmatic view, especially if it turns out that the elements that Williamson 

mentions are not without their own problems; although just when it would be justifiable to reject 
epistemicism will depend on the extent and seriousness of the anomalies to the theory.

Although Williamson gives a very comprehensive account of rival theories to epistemicism, 
one possibility that he does not consider is that of a paraconsistent approach to vagueness, 
such as Graham Priest's dialethism, or something along the general lines that Dominic Hyde 

has recently proposed. Of course, one cannot be expected to consider every possible 

alternative to one's own account, and no one has yet put forward a detailed dialethic treatment 
of vagueness.3 Yet despite their obvious differences, epistemicism and a fully worked out 
dialethic treatment of vagueness would seem to have at least one thing in common; they both 

declare that there is always a determinate fact of the matter concerning the correct application

2 Williamson in 'Definiteness and Knowability' argues that it is implausible to deny epistemicism if one also 
wants to retain these elements. However, I think it is possible to be anti-revisionist about these notions, yet 
not espouse sharp boundaries. In particular, I think that Diana Raffman offers an account which is consistent 
with this claim (see chapter three).
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of a predicate in borderline cases. It is just that whereas epistemicism regards this determinacy 
as bivalent, dialethism would regard it as 'glutty'; i.e. in borderline cases, it would be both true 

and false (or perhaps not true) that the vague predicate applies. Just as there are different 
forms of indeterminacy in the context of vagueness, there are at least two different forms of 
determinacy.

In addition to determinacy in the context of vagueness, I shall also consider conceptions of 
determinacy in other domains, viz. the determinacy thesis in the debate about personal 
identity, and the determinacy principle of 'classical realism' in the context of the question of 
interpretation of quantum mechanics. Regarding the former, I argue that the question of 
whether the dialethic notion of determinacy can work in the context of vagueness can be 

approached indirectly by considering how it fares in the debate about personal identity. This is 

done in chapter six, which is used as a test case for different accounts of determinacy and 

indeterminacy. I suggest there that the conclusions that are drawn regarding 

determinacy/indeterminacy in one of these debates are likely to have consequences for the 

same notions in the other debate. I shall conclude that indeterminacy (of one particular form) is 

more plausible than determinacy, despite Williamson's general arguments to the contrary.

3 Graham Priest suggests that dialethism may have application in the context of vagueness in 'Applications of 
paraconsistent logic' in Priest and Routley, 1989.
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Overview

The structure of each chapter is as follows. I begin in chapter one by questioning the 

assumption (usually taken for granted) that we can give an unproblematic initial 
characterisation of what borderline cases are: at least this assumption is questionable if the 

initial sketch must satisfy two plausible requirements. These are that we should not preclude, 
or bias the discussion in favour of any theory, by our initial characterisation of the 

phenomenon; and that we want our initial sketch to distinguish predicate vagueness from 

unrelated phenomena. For example, in their introduction to a recent anthology on vagueness, 
the editors (Keefe and Smith, p. 14, 1996) claim that it is better to try to introduce the idea of 
vagueness by examples (paradigm cases), rather than proposing some explicit criteria (which 
might prejudice the ensuing discussion in favour of one theory or another). Relatedly, (1996, p. 
9) they also draw attention to a general methodological issue raised by Carl Hempel, 
concerning how one is to choose between alternative logics in relation to vagueness. I shall 
argue that giving an implicit characterisation of vagueness risks not adequately identifying the 

phenomenon. Alternatively, although Keefe and Smith suggest that certain phenomena 

(underspecificity, ambiguity, context-relativity) can and should be distinguished from the 

phenomenon of vagueness, they don't seem to recognise that this claim is vitiated by their own 

qualifications to each of these three distinctions. In these qualifications the editors allude to 

theories of vagueness, which if correct, would be counter-examples to the idea that the 

phenomena in question can be sharply distinguished from vagueness. To define vagueness as 

entirely distinct from these notions is therefore to preclude these theories of vagueness from 
the outset.

I look at two of these counter-examples. In chapter three I describe Diana Raffman's view that 
sorites paradoxes can be solved by acknowledging a particular kind of context-dependence. In 

chapter one, I look at Linda Burns' idea that underspecificity cannot be sharply distinguished 

from the 'borderline-case' conception of vagueness. These theories are further illustration of 
the problem described in chapter one, i.e. of giving an adequate initial characterisation of the 

phenomenon of vagueness. I think Raffman's view is particularly important, since if it were 

correct, it would provide a counter-example to Williamson's claim that if one wants to retain the 
elements adumbrated in the preface above, one cannot avoid epistemicism.

Chapter two is devoted to the question of higher-order vagueness. Some philosophers (e.g. 
Dominic Hyde, 1994) argue that a predicate is vague iff it is also higher-order vague (again, 
this harks back to the problem identified in chapter one, concerning precluding certain theories 

by one's initial characterisation of vagueness). As I alluded to in the preface, Williamson takes 

it that epistemicism is at an advantage over its rivals in that it predicts higher-order vagueness, 
and can explain it. Yet it is not universally agreed that predicate vagueness should be so 

defined: since for one thing, Michael Tye has argued that it has not been shown that higher- 
order vagueness exists. Yet this is not to claim that we can adopt a precise meta-language in

v i i i
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order to characterise a vague object language, for Tye's position accords with Williamson's in 

that they agree that our meta-language must be vague too (although they disagree about how 

such vagueness should be conceived). I conclude that the fact that epistemicism predicts 

higher-order vagueness cannot be counted as a factor which pragmatically sways us in favour 
of adoption of the theory.

Chapter three focuses directly on two main elements of epistemicism. Before discussion of 
these, I provide a counter-example to Williamson's argument that adoption of a non-epistemic 

theory of vagueness is implausible if one also adopts classical logic and a disquotational 
theory of truth. I then turn to the first main element of Williamson's epistemicism: his preferred 

'margin for error1 principle. I argue that this principle faces a dilemma: as stated, there is a gap 

in the argument for it, which hides a crucial question begging premiss. On the other hand, in 

revising the argument for the principle, the actual existence of sharp boundaries in borderline 

cases of the application of vague predicates is still not made plausible. Secondly, I argue that it 
is at least very controversial to claim that bivalence is well integrated with well-confirmed 

theories in other domains. I discuss quantum mechanics, the most well-confirmed physical 
theory ever devised, as a possible counter-example. I conclude that Williamson's assertion 

that bivalence is integrated with well-confirmed theories in other domains is unwarranted. 
Therefore, this is another factor which pace Williamson, cannot be viewed as lending 
pragmatic support in favour of epistemicism.

Chapter four deals with issues surrounding a different sort of complaint about epistemicism 

(noted by Williamson himself): i.e. that it seems to sever the link between meaning and use. 
One way of looking at this type of objection is to say that epistemicism cannot offer an 

explanation of the normativity of meaning. In particular, one might object to the very strong 

form of realism that epistemicism embodies.4 Williamson, in the preface to (1994 (C), p. xi) 
claims about the 'standard objections' to epistemicism that it was not clear to him that they 'did 

not assume a suspect connection between what is true and what we can verify'. Williamson's 

response to the above charge is to argue that epistemicism fares no worse than other theories 

of vagueness regarding this objection, and that (1994 (C), p. 209); 'meaning may supervene 

upon use in an unsurveyably chaotic way'. However, one might not feel that this is an adequate 

reply, in the absence of a more general account of the normativity of meaning, which would 

justify the scepticism about the possibility of a systematic theory of word-world relations that 
Williamson alludes to here.

In his 1994 (C), p. 4, Williamson claims: 'The assessment of the epistemic view has ramifications far
beyond the study of vagueness. As already noted, classical logic and semantics are at stake. More
generally, the epistemic view implies a form of realism, that even the truth about the boundaries of our
concepts can outrun our capacity to know it. To deny the epistemic view is therefore to impose limits on 
realism; to assert it is to endorse realism in a thorough-going form.'
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I examine some different possible views about the normativity of meaning, including the 

question of whether we should require truth to be a norm of assertion (and if so, in what 
sense). I assess Crispin Wright's 'argument from .normativity', and the impact that Fitch-type 

arguments have on the latter. I also examine possible anti-realist responses to Fitch (regarding 

the paradox of knowability), including revision of classical logic in favour of intuitionism and 

dialethism. Although I agree with Williamson that no particular problem arises for epistemicism 

from these issues, I suggest that he does owe us a more general account of normativity as 
applied to the epistemic point of view.

Dialethism is then considered in more general terms in chapter five, in which I focus on some 

question begging arguments against it, and also on some more serious objections. In 

particular, what has seemed counterintuitive to many about dialethism is its view that it can be 

rational to accept contradictions. I examine Mark Sainsbury's critique of dialethism (put forward 

in the first edition of his book Paradoxes)5, which involves criticising the dialethist's account of 
rational acceptability and rejectability. Laura Goodship's (ultimately sympathetic) discussion of 
dialethism is also assessed. I argue that Sainsbury (in the first edition of his book) begs the 

question against dialethism. I shall also suggest that Goodship's position misrepresents Priest 
in important respects; however, when these misrepresentations are remedied, the resulting 
reconstruction of dialethism does leave important questions concerning whether it is a 

plausible view of logic. Nevertheless, these criticisms of dialethism should not be regarded as 

insuperable, and certainly do not warrant the view that dialethism can be dismissed without 
serious consideration.

Furthermore, although dialethism has its problems (as do ail the other views of logic and 

semantics in the context of vagueness), the discussion of it highlights one problem with 

Williamson's reductio argument against counter-examples to bivalence for vague utterances. 
The problem is that Williamson just assumes what Priest calls the exhaustion and exclusion 

principles; together, these principles yield the classical view that there is no distinction between 
untruth and falsity. The issue concerns whether the T-scheme connective is a contraposible 

connective or not. The charge against Williamson is that he cannot just assume that the T- 
scheme connective is indeed contraposible. Although Priest is ultimately unclear on this point, 
Williamson needs to provide positive argument for the contraposibility of the T-scheme 

connective in order to avoid the charge that his argument is question begging against deviant 
logicians. Perhaps this can be done; but as things stand, one of Williamson's main arguments 

against non-epistemic theories (which is part of his overall argumentative strategy of inference 

to the best explanation in favour of epistemicism), is left ungrounded. Furthermore, Williamson 

seems to assume that the sort of indeterminacy put forward for reductio is that which involves

5 In the second edition of this book, Sainsbury admits that his criticism of dialethism in the first edition 
was (1995, p. ix) 'very superficial'. I argue in chapter five that although the second edition treatment of 
dialethism is not as superficial, it nevertheless can be challenged at specific points; but this is due to 
unclarity in Priest's position more than anything else.
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a classical, bivalent metalanguage; but as I show, Tye's view on indeterminacy does not make 
this mistake, and is not susceptible to Williamson's argument.

Chapter six uses the context of personal identity as a test case between different accounts of 
determinacy and indeterminacy. I outline what a dialethic account of personal identity may look 

like, and discuss what might be regarded as problems for the theory (depending on one's 
perspective). In particular, the dialethist faces a choice: either he should accept that identity is 

a one-one relation, and reject the transitivity of identity, or accept the latter and reject the 

former. I contrast dialethism in the context of personal identity with the bivalent 'simple view' 
which accords with the determinacy thesis in personal identity. I conclude that not all forms of 
indeterminacy have been shown to be implausible compared to determinacy, and in particular, 
Michael Tye's indeterminacy is more plausible than the two forms of determinacy considered.
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Chapter One: Introduction

1.0: Overview

Despite appearances, there is no currently existing direct initial characterisation of the 

phenomenon of predicate vagueness, which satisfies two plausible requirements. The first 
requirement is that the initial characterisation of the phenomenon is stated in such a way 

that it does not preclude certain theories about it from the outset, as some philosophers 
have noted quite recently.6 Predicate vagueness is such that it is unusually difficult to give 

it an explicit initial characterisation, since the way in which the problem is characterised 

will determine the sorts of solution that are possible, and since one solution may be 

incompatible with another, it is difficult to sketch the problem in a way that does not bias 

the ensuing discussion in favour of one or other theory. The second requirement is that the 

initial characterisation distinguishes the phenomenon of predicate vagueness from other 
unrelated phenomena. However, it seems that the less explicit one's initial characterisation 
is, the more one runs the risk of not being able to uniquely capture the notion. 
Furthermore, it will be a theoretical, and therefore sometimes contentious matter whether 
other prima facie different phenomena can be sharply distinguished from it.7

I say that there is no direct characterisation which satisfies these requirements, because 

as I explain below (in section 1.2), it is usually assumed that we can give an uncontentious 

characterisation of what is generally taken to be a consequence of predicate vagueness, 
i.e. sorites paradoxes. However, this is to take an indirect route which has its own 

problems. In taking the indirect route to characterising vagueness we risk 

misunderstanding it, since (for example) it may be that vague predicates do have 

borderline cases (on some interpretation of what the latter are), but are not such that 
sorites paradoxes are (as Michael Tye puts it in his 1994, p. 189): 'an inevitable 

consequence of the very nature of vagueness' (I discuss Tye's notion of the 'vaguely 

vague' in chapter two). Also, some terms are arguably vague but have no borderline 

cases, and do not yield sorites paradoxes.8 For example, the term 'religious' might be 

vague, in the sense that we are sometimes unsure whether to call someone religious or 
not, yet the set of criteria which govern whether someone is religious might be relatively

6 For example, Williamson 1994, and Horwich 1997 both note that one should not characterise 
predicate vagueness in such a way as to preclude the particular possibility that bivalence applies 
to vague sentences (or utterances, as Williamson prefers). Yet there is nothing special about 
this particular prohibition; other viable theories of vagueness should not be precluded by one's 
initial characterisation of the phenomenon either.
’ I consider the notion of underspecificity, which is central to Linda Bums' notion of 
informational vagueness below.

As Dominic Hyde has noted, Williamson's 'margin for error' principle would not apply to such 
predicates. I discuss this principle in chapter three. The example of'religious' in the text is due 
to Hyde (actually, he discusses the term 'religion' (1995, p.923)).
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precise. (We may not have any idea how many of the individual criteria out of the set must 
be satisfied, in order for the person to be correctly called religious.) Finally, there may be a 

sense of vagueness (i.e. what Linda Burns calls 'informational vagueness') which, though 

it does not explicitly espouse borderline cases, cannot be sharply distinguished from the 
sort of vagueness which does.

In view of the first requirement above, it would be wrong to preclude these types of 
possibility from the start, even if most philosophers agree that one sort of vagueness is 

more interesting than another. It seems problematic to define 'interesting vagueness1 as 
simply whatever it is that gives rise (or could give rise) to sorites paradoxes, for this 

immediately invites the objection from those (in the minority) who find other sorts of 
vagueness interesting, that the proposed definition is not accurate. Even the definition of 
'interesting vagueness' should not rule out some accounts from the start.

Perhaps it is partly due to this first requirement (which I shall sometimes refer to later on 

as the 'no exclusion requirement') that instead of offering an explicit initial 
characterisation, some philosophers (e.g. Roy Sorenson, and in particular Timothy 
Williamson) tend towards introducing the idea by examples (such as asking us to consider 
the statement that 'TW is thin' etc.) together with a general sort of statement, (e.g. that 
vagueness is 'the phenomenon of borderline cases'), without initially elaborating very 
much as to what borderline cases are.9 The hope is that we can glean a distinctive notion 

of the problem from the examples, i.e. that we will recognise the distinctive problem of 
vagueness when we encounter it, even if (in order not to seem biased) we don't want to 

attempt to explicitly describe it's underlying nature, and then go on to offer a philosophical 
theory about the phenomenon.10 For example, Williamson claims that no-one knows 
whether TW is thin - he is not clearly thin and not clearly not thin (1994, p. 185):

The word 'thin' is too vague to enable an utterance of 'TW is thin' to be recognised as true or 

false, however accurately my waist is measured and the result compared with vital statistics 
for the rest of the population. I am a borderline case for 'thin'

However, even this much is controversial. There seems to be a dilemma involved in 

giving an initial characterisation of vagueness, for on the one hand, offering an implicit 
rather than explicit characterisation of the problem (i.e. hoping that we get a distinctive 

idea of vagueness from considering some examples) leaves one susceptible to the 

criticism that one has not satisfactorily distinguished the actual phenomenon (to be

9 In his (1997, p. 921) - Williamson claims that the term 'vagueness' (characterised as the 
phenomenon of borderline cases) is neutral between semantic, epistemic and ontological 
theories.

See also Williamson's (1994 (A)) article; 'Definiteness and Knowability', where he makes a 
similar claim. I look at this in chapter three.
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explained by some particular theory or other) from other distinct phenomena, and 

therefore that one's solution does not go to the heart of the problem. In other words, the 

objection would be that the examples which are supposed to characterise the phenomenon 

are not explicit enough in order to capture that phenomenon. On the other hand, if one 

attempts an explicit characterisation, one must be wary of the possible criticisms that one 

is excluding rival conceptions of vagueness from the start, (and perhaps also that one has 

ruled out certain closely related phenomena, that cannot in fact be sharply distinguished, 
as being completely unrelated to vagueness, i.e. that the characterisation is too explicit).

It may be that there is no genuine dilemma here, regarding drafting an initial sketch of the 

phenomenon. What we need to do is simply say enough in order to distinguish vagueness 

from other (different) phenomena, but not so much as to preclude (or bias the discussion) 
in favour of certain solutions from the start. However, while it may be possible to find an 

initial sketch of vagueness which achieves this, I don't think that any such formulation 

currently exists. I defend this point in the section that follows. Even if there is no genuine 

dilemma, considering the question of whether there is any currently existing initial 
characterisation of vagueness that satisfies the requirements mentioned above is 

worthwhile, since it serves to highlight the problem of giving an initial characterisation of 
vagueness.

Before considering whether there is an initial sketch of vagueness as described above, it 
would be helpful in understanding the phenomenon of vagueness if it were possible to 

sharply distinguish it from some other unproblematically distinct phenomena, that might be 

confused with it. For example, most words are general, but generality is different from 

vagueness. The word 'child' is general in that it does not distinguish between boys and 

girls, yet knowing whether it is a boy or a girl that is being referred to as a child will not 
eliminate the capacity of this predicate for borderline cases.

However, it is not obvious that this sort of sharp distinction can be achieved between 

vagueness and the following notions. First of all, the notion of ambiguity may be thought to 

be completely unrelated to vagueness, as the former is just the phenomenon of a word or 
phrase having two or more different precise meanings, neither of which may give rise to 

borderline cases. A hackneyed example of an ambiguous phrase is the following: 'he went 
to the bank', where 'bank' could refer either to the edge of a river or to a financial 
institution. Even if some terms or phrases are both ambiguous and vague, it might be 

thought that we can always eliminate the ambiguity (by specifying the sense of the term or 
phrase which we mean) without thereby eliminating the vagueness. But as Keefe and 

Smith note in their (1996, p. 6), Kit Fine's supervaluationist account has it that vagueness 

is ambiguity on a grand scale, and that to speak vaguely means leaving unsettled the 
choice between certain precise concepts'.

3



Relatedly, vagueness may also seem completely unrelated to context-relativity. For 
example, having a million pounds makes one rich relative to immigrants to America from 

Mexico, but not to the inhabitants of Beverley Hills. Similar relativity of comparison 

classes can be shown for all other vague predicates. Again, one might think that we can 

eliminate this sort of ambiguity due to relativity by just making clear what comparison 

class one is talking about, without thereby eliminating the vagueness, since there are 

borderline cases (on some interpretation of the latter) within each such class. For 
example, it will not always be clear who is 'rich for an inhabitant of Beverley Hills'. 
Nevertheless, Diana Raffman (1994) proposes that sorites paradoxes can be resolved by 

appeal to a distinctive kind of context-dependence. I examine her account in chapter 
three. If Raffman is correct, then vagueness is intimately related to context-relativity.

Vagueness is usually also thought to be distinct from the notion of underspecificity. To say 

that someone is between 2" and 80" in height is to be very unspecific, but nevertheless 

this does not mean that one can be borderline 'between 2" and 80" in height'. However, 
Linda Bums questions whether 'borderline case* vagueness and what she calls 

'informational vagueness' (which involves underspecificity) can be sharply distinguished. I 
discuss the bearing of her view for the purposes of characterising vagueness later in this 

chapter, in section 1.2. I now turn to the problem of giving a direct initial characterisation 
of vagueness.

1.1: Characterising predicate vagueness - a dilemma?

To illustrate the problem of giving a satisfactory initial sketch of the phenomenon of 
predicate vagueness, I shall begin with two standard sorts of explicit characterisation. One 

of these, (Paul Horwich's) illustrates how an initial sketch can be criticised for reasons 

typical of both horns of the apparent dilemma. Pace Horwich, his initial sketch includes 

contentious theoretical assumptions from the start, which are controversial from the point 
of view of other theorists, and further, it is not explicit enough to distinguish vagueness 
from other separate phenomena.

An explicit standard sort of characterisation of predicate vagueness is as follows.11 
Ordinary language is replete with predicates for which our practice as competent speakers 

of the language (i.e. involving our use of these predicates) does not always settle the 

question as to whether a particular predicate can be correctly applied in certain contexts. 
For example, our use of predicates such as; heap, red, bald, old, small, few, rich, thin, etc. 
does not always guarantee that we can be sure whether they are to be applied in certain 

situations. This may be the case even though the competent user of the language may
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have all the relevant information that would normally be required to answer the question 

whether the predicate applies. This rough specification differs slightly from Paul Horwich's 
(1997, p. 930):

when a predicate is vague then there are (or could be) objects to which we tend (or would 

tend) to be unwilling to apply the predicate, unwilling to apply its negation, and confident 
that no further scrutiny will resolve the matter.

Horwich thinks that this characterisation of the problem does not make the mistake of 
importing contentious theoretical assumptions into the initial sketch of the phenomenon of 
predicate vagueness (unlike the controversial theoretical claim that vague predicates 

satisfy neither the law of excluded middle nor bivalence).12 However, I think that Horwich's 

characterisation is certainly controversial, for it is a controversial theoretical assumption to 

claim (as Horwich tacitly does, in this quotation, and more explicitly elsewhere) that it is 

our 'paralysis of judgement' that is essential to borderline cases (as opposed to our lack of 
knowledge). In any case, the question of whether it is paralysis of judgement rather than 

lack of knowledge that is essential to a borderline case still highlights the inherent danger 
in giving an explicit characterisation of vagueness. Furthermore, Horwich's sketch does 

not distinguish genuine vagueness from the notion of (chronic) evidence-transcendence, in 
Crispin Wright's sense.13

Taking the latter point first, an example of a statement involving chronic evidence- 
transcendence would be: 'The universe has just uniformly doubled in size'. No further 
scrutiny will resolve the matter of whether this statement is true or false - and we are 

normally unwilling to apply the predicate 'just uniformly doubled in size' to the universe, or 
to apply its negation. So perhaps Horwich's initial explicit characterisation here should be 

amended slightly, (made more explicit), replacing the clause 'confident that no further 
scrutiny will resolve the matter1 with the clause 'the competent user may have all the 

relevant information that would normally be required to answer the question whether the 

predicate applies. This latter clause adds the idea that predicates are vague relative to a 

context or comparison class u  Since this clause is not satisfied in the case of whether the 

predicate 'has just uniformly doubled in size' applies to the universe, (since we have no 

idea what would constitute relevant information, normal or otherwise, in this case), the 

sentence is not vague on this amended explicit account of vagueness. However, the more 

explicit one's initial sketch is, the more it faces the problem of importing controversial

This is similar to the initial sketch given by R.M. Sainsbury, in the chapter on vagueness in 
the second edition of his book Paradoxes (1995, p. 24).
12 See Horwich (1997, pp. 929-930).

I say more about evidence-transcendence in chapter four.
Though Diana Raffman argues that it is wrong to think that only one sort of context is 

relevant to vagueness (see Chapter Two).
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theoretical assumptions, possibly resulting in precluding certain theories from the outset, 
or biasing one in favour of one or other theory.

With respect to this problem, it might be replied that Horwich's characterisation above is 

not controversial at all. One might argue that his initial characterisation is compatible with 

different explanations of why we are unwilling to apply the vague predicate in borderline 

cases, and this is where the theory comes in, not before; so it doesn't include controversial 
theoretical assumptions right from the start. In particular, in addition to semantic accounts 

of vagueness, one might think that the characterisation is compatible with any sort of 
epistemicism, i.e. that we are unwilling because although there is a fact of the matter 
regarding the correct application of the predicate, we cannot know that fact. However, 
upon closer examination, one can see that Horwich's characterisation does indeed import 
controversial theoretical assumptions, since Williamson's epistemicist claims that such 

hesitation (or for that matter, conflicting views) amongst competent speakers regarding the 
application of a predicate is inessential to vagueness.

For example, Horwich claims that the Williamson's epistemic theory does not address the 

heart of the problem of vagueness, because it does not explain our paralysis of judgement 
in borderline cases. Horwich regards this paralysis of judgement as essential to vagueness 

- and though it should be noted that Horwich agrees with much else that the epistemicist 
says , his initial sketch is compatible with a semantic account of vagueness, according to 

which there is nothing to know regarding whether a predicate applies in a borderline case. 
In contrast to Horwich, Williamson's view that borderline cases essentially involve lack of 
knowledge, whilst there always is some fact of the matter whether the predicate in 

question applies or not, is incompatible with semantic accounts of indeterminacy.16

Williamson objects to Horwich's characterisation of vagueness, claiming that 'paralysis of 
judgement' regarding the application of a predicate is (1997, p. 945) 'quite unnecessary for 
vagueness'. In other words, Horwich's explicit initial characterisation is at odds with 

Williamsons epistemicism, which has it that what matters for vagueness is absence of 
knowledge. (This criticism, if correct, affects the amended version of Horwich's initial 
sketch too, for it also treats uncertainty regarding application of predicates as essential to 
vagueness).

Williamson argues for this point by describing an imaginary 'macho' opinionated 
community who have frequent conflicts of opinion about e.g. whether someone is bald, 
and do not know the truth-value of their statements reflecting these opinions in borderline

' 5 In particular, that bivalence, and sharp cut-off points in borderline cases, should be retained 
in one's theory of vagueness. Horwich's theory is an epistemic one, but which differs from 
Williamson's in its explanation of our ignorance in borderline cases.

There is no genuine indeterminacy for the epistemicist regarding vagueness.
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cases. (It is important to note that the notion of conflict being employed here is such that 
when two of these speakers disagree, each will say that the other is clearly wrong.) These 

speakers accept that whether or not someone is bald depends just on the distribution of 
hairs on a person's scalp, however, (1997, p. 945); 'vagaries of mood and perception 

cause them often to apply the term 'bald' when the distribution is exactly the same as in a 

previous case which they classified as 'not bald". Williamson argues that on Horwich's 

account, 'bald' is not vague in this community's language, since there are no cases where 

speakers are normally unwilling to affirm/deny that the predicate applies, and are 

confident that no further scrutiny will resolve the matter. But on Williamson's account, 
'bald' is vague in the community's language, since neither 'Jack is bald' nor 'Jack is not 
bald' is clearly true. 'Bald' has borderline cases, even though no speaker recognises this, if 
(1997, p. 946) 'every speaker has about a 50% chance of dogmatically applying the term 
'bald' to Jack and about a 50% chance of applying the term 'not bald".

If one were to accept Williamson's argument here, then it would seem that Horwich's initial 
sketch of vagueness is incorrect. However, Williamson’s attack on Horwich's initial sketch 
of vagueness is question begging, since his 'macho opinionated community' argument 
tacitly appeals to the epistemic theory in order to argue that it is lack of knowledge rather 
than paralysis of judgement that is essential to a borderline case. Horwich can just reply 

that Williamson's argument here does not describe a genuine borderline case, since 

borderline cases must involve some sort of unwillingness (and perhaps, on occasion, 
conflict) amongst competent speakers about the application of the predicate. It is question 

begging for Williamson to appeal to his own epistemic theory of vagueness in order to 

stipulate what a genuine borderline case is (or is not), and if so, Horwich's initial 
characterisation of vagueness has not been shown to be wrong. (Also, this undermines 

Williamson's claim that we recognise vagueness when we encounter it, for evidently we 
don't, if we need to appeal to our preferred theory of vagueness to settle disputes.)

Furthermore, Williamson claims that some writers, citing C. S. Pierce and Crispin Wright, 
characterise borderline cases in terms of conflict of opinion, rather than lack of opinion; 
but that such conflict of opinion is equally inessential to vagueness. With respect to 

Williamson's claim about Wright here, however, two points should be noted. First, it would 

be wrong to claim that the tatter's position concerning borderline cases involves only the 

notion of conflict of opinion rather than lack of opinion; since for Wright, both attitudes 

concerning the application of a predicate are permissible in borderline cases (1994, 
p.138). Second, we should not take Wright's notion of conflict in this context to imply that 
if two competent speakers conflict about the application of a predicate in a borderline 

case, that each will claim that the other's judgement is incorrect (as is the case in 

Williamson's argument above). Rather, it is part of Wright’s notion of a borderline case
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that although speakers may make different judgements about the predicate's application, 
this is consistent with the view that neither of them are wrong.17

In other words, Wright holds what might be called the 'non-gappy' view of borderline 

cases. This is because in the border cases of application of a predicate, there can be 

permissible disagreement of competent judges as to their verdict on whether or not some 

predicate applies. Judges may agree that the case in question is a borderline case, but 
equally, one judge may claim that Jones is bald and another may disagree. This point is 

essential to the phenomenon of vagueness, claims Wright, and conflicts with the idea that 
indeterminacy involves truth-value gaps, since the latter view typically has it that two 

contradictory claims (e.g. 'Jones is bald/ is not bald') fail to have a truth-value. For this in 

turn implies that each polar verdict is mistaken, in that indeterminate situation. Rather, 
Wright claims that (1994 (A), p. 139):

We therefore do better, I suggest, to try to conceive being borderline as a status consistent 
with both the polar verdicts: for an item to be a borderline case on the red-orange border is 
for it to have a status consistent both with being red and with being orange, (so not red), 

precisely because it is for that item to have a status under which it has not been determined 

whether it is red or not. If it has not been settled whether or not x is F, that cannot amount to 

x s having a status inconsistent both with being F and with being not-F; if it were, then 
matters would have been settled after all - x would be neither.

Wright claims that this point tells against a conception of indeterminacy as failure of truth- 
value for each of two contradictory claims. For thinking of the borderline case in such a 

way is to conceive it, not as a matter of things having been left open, but as being 

committed to regarding either polar verdict as mistaken. Rather, Wright thinks, we should 

view indeterminacy in borderline cases as having a status that is consistent with either 
polar verdict - since it has not been determined whether the predicate in question can be 
applied or not.

One problem for Wright here is that the term 'settled' in the above quotation has an 

epistemic connotation, yet Wright does not offer an alternative account of how this term 

(and others like it, especially his 'definitely' operator, in his (1994 (A))) is to be understood, 
as Williamson notes (1996, pp. 43-44). This is not a decisive point against Wright; yet the 

difficulty of providing a non-epistemic account of such terms, and borderline cases in 

general, is taken by Williamson to be evidence in favour of the epistemic view. I shall 
return to the problem of giving a satisfactory non-epistemic account of borderline cases in 
the next chapter (I think that Michael Tye's account looks promising).

1 Diana Raffman also has this notion of conflict regarding the application of a vague predicate 
in a borderline case.



For now, it should be noted that although Williamson asserts that conflict of opinion is just 
as inessential to the notion of a borderline case as absence of opinion is, he does not 
argue for the former point. Although this does not impugn his argument against Horwich, it 
is hard to see how it could be argued that both absence of opinion and conflict of opinion 

are inessential to the notion of a borderline case. As has been seen, Williamson's macho 

opinionated community argument involves the notion of conflict of opinion. A parallel 
argument could perhaps be given in the attempt to show that such conflict of opinion is 
inessential to borderline cases, e.g. consider a parallel community whose speakers are 

always unwilling to apply vague predicates or their negations in the same circumstances 

that Williamson mentions, and never conflict (a 'cautious' community argument). However, 
it seems much harder to simultaneously show that both conflict of opinion and absence of 
opinion are inessential to borderline cases. Of course, one might just claim that what is 

essential to the latter is lack of knowledge, plus the idea that there is no restriction to any 

relevant information that would normally decide the matter, but it seems impossible to 

show this in a non question begging way by appeal to a situation where competent 
speakers neither evince unwillingness nor conflict about the proper application of the 

predicate. Surely, in the problematic circumstances envisaged in which competent 
speakers don't just straightforwardly agree, if such speakers don't have one attitude 

regarding the predicate (e.g. if they don't conflict about it), they will have the other (i.e. 
they will be unwilling to apply it or its negation). And this seems to suggest that pace 

Williamson, at least one of the following must obtain if there is to be a borderline case: 
unwillingness amongst competent speakers to apply a predicate or apply its negation, or 
conflict of opinion amongst such speakers regarding the predicate's application. And if so, 
a Horwich-type criticism of Williamson still stands: that Williamson's epistemicism does 

not attempt to explain our (actual or possible) conflict o f opinion/absence of opinion, in 
borderline cases.

Williamson's overall view is that the epistemic view of vagueness seems to be dictated by 

classical logic, which must be upheld for various pragmatic reasons; so we should interpret 
examples like 'TW is thin' epistemically. Indeed, classical logic and semantics may make 

the epistemic theory of vagueness pragmatically preferable to other theories, for 
considerations that Williamson adduces, such as simplicity, clarity, past success, 
integration with well-corroborated theories in other domains, etc., but this remains to be 

seen, and will be the concern of subsequent chapters.18 I now return to other horn of the 

apparent dilemma mentioned above, regarding implicit characterisations of vagueness.

I will argue against the idea that classical logic and semantics are pragmatically preferable to 
alternatives, due to their integration with theories in other domains, in chapter three.
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In contrast to Horwich, Williamson tends towards an implicit characterisation of 
vagueness. However, although his appeal to examples in order to illustrate that we 

recognise what a borderline case is when we encounter it, (it being understood that 
borderline cases are essential to vagueness) is not objectionable due to importing 

controversial theoretical assumptions, it is objectionable because it does not satisfactorily 
distinguish vagueness from other unrelated phenomena. For example, suppose we 

consider examples such as the question of whether TW is thin. We can agree that nothing 

about the example predisposes us to either a semantic or epistemic theory regarding the 

phenomenon; the example can be interpreted by more than one theory. We may either 
conclude that what is essential to the example is that we are unwilling to apply the 

predicate thin' in this case, or apply its negation. Alternatively, we might conclude that we 

cannot know whether TW is thin or not (i.e. that we lack knowledge, whilst maintaining that 
there is something to know). Other accounts of borderline cases are possible too. In other 
words, on the basis of the example alone, we can equally well adopt the view that it is 

'paralysis of judgement' that is essential to the notion of a borderline case, as we can 

adopt the view that it is 'lack of knowledge' that is essential. But regardless of what is 

essential to the concept (which will be a theoretical notion), Williamson can claim that we 
do recognise this example as a borderline case.

However, the problem with considering examples like 'TW is thin' is that we might take 

from them the wrong clause concerning the idea that there is no restriction to relevant 
information, (which is necessary to distinguish the example as a borderline case from a 

case of an evidence-transcendent statement). For as was seen with Horwich's initial 
sketch of a borderline case, he made this clause explicit in the following terms; that 'we 

are confident that no further scrutiny will resolve the matter1 (as to whether the predicate 

applies or not). But as I have argued, this clause is insufficient to distinguish his initial 
characterisation of borderline cases from the notion of evidence-transcendence. Since 
there is nothing explicit in examples like 'TW is thin' which will make clear that we are not 
to adopt Horwich's type of additional clause just mentioned, but rather one which appeals 

to the notion of there being some normal comparison class or context, the implicit 
approach does not adequately serve to inculcate in us the distinctive notion of a borderline 
case.

For example, imagine Williamson's opinionated macho community expressing views 

about whether the universe has just uniformly doubled in size. In this case as in 
Williamson's original argument, none of the speakers know the truth of what they are 

saying, and neither the statement ('the universe has just uniformly doubled in size') nor its 

negation are clearly true. The predicate 'has just uniformly doubled in size' is vague for 
this community, on Williamson's initial sketch, since for all Williamson explicitly says, it is 

possible to adopt a Horwich-type additional clause of the type I have indicated. Yet 
intuitively, evidence-transcendence and borderline cases of vagueness are different
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phenomena. Of course, in his fully developed account, Williamson argues that (1997, p. 
928) 'the core of the ignorance that constitutes vagueness is ignorance of necessary 

truths'. This formulation is obviously not acceptable as an initial characterisation of 
vagueness, since it precludes other theories from the outset, which is something that 
Williamson agrees should be avoided (e.g. we should not initially characterise vagueness 
as involving failure of bivalence, since this would preclude epistemicism).

Suppose Williamson were to make explicit that a borderline case involves there being a 

relevant comparison class or context, against which the predicate in question is borderline. 
(One may be tall relative to one comparison class or context, such as American men, but 
not tall relative to American NBA basketball players. But still, one can be borderline tall 
once one fixes the background comparison class; one can eliminate the context-relativity, 
but keep the vagueness, at least if one eschews Raffman's account of vagueness and 
what she calls 'internal contexts' - see chapter three). This would make clear that we are 

not to adopt a Horwich type clause, which just states that no further scrutiny will resolve 

the matter of whether the predicate applies or not. As we have seen, the latter is 

insufficient to distinguish borderline cases of vagueness from evidence-transcendence. As 

a result of the addition of such an explicit clause, our characteristion of borderline cases 

would be distinguished from the separate phenomenon of evidence-transcendence. 
However, in adding this explicit clause to the initial sketch, we begin to move away from 

an implicit characterisation of the phenomenon, and risk precluding certain theories about 
it from the outset. In particular, in explicitly claiming that borderline cases always involve a 

relevant comparison class or context, it might be understood from this that only one 

context is in question. And if so, we would be in danger of precluding (or at least biasing 

the discussion against) theories of vagueness which argue for more than one kind of 
context. For instance, as Diana Raffman argues, we are wrong to assume that sorites 

paradoxes constitute single contexts, for although they do involve single 'external' 
contexts, (1996, p. 177): 'further psychological or 'internal' contextual differences obtain 
even relative to a single series'.19

I shall explain the notion of a sorites paradox in the next section. My general point for the 

moment is that although what I called the implicit approach to characterising vagueness 

need not import controversial theoretical assumptions, it is problematic because it is prone 

to be compatible with characterisations of other phenomena, e.g. evidence- 
transcendence. The more explicit one becomes, in order to get round this problem, the 

more one s characterisation faces the danger of precluding certain theories from the start, 
or at least biasing one against them.

19 See chapter three.
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Independently of the question of what is necessary for borderline cases, it is clear that 
Williamson's examples do not provide the sufficient conditions for borderline cases, nor 
does he attempt to provide them.20 However, there is good reason not to attempt to give 

precise sufficient conditions concerning what must obtain for a predicate to have 

borderline cases, for reasons relating to two possibilities. One is the possibility of higher- 
order vagueness. The attempt to characterise vagueness in precise terms is problematic, 
because for one thing, if a predicate's vagueness consists in that predicate having, or 
possibly having, borderline cases (however the latter notion is understood), and if 'has 

borderline case' itself has borderline cases, as many think it does, then we cannot 
characterise what it is for a vague predicate (e.g. 'red', 'thin', 'bald' etc.) in an object 
language to have borderline cases via a precise metalanguage, for the vague terms of the 
object language cannot be translated into the precise metalanguage.

The second possibility is that of the 'vaguely vague' (to use Michael Tye's terminology).21 
Tye agrees that we cannot uncontentiously assume a precise metalanguage in order to 

characterise a vague object language. But he claims that it has not been shown that there 

are borderline cases of borderline cases, i.e. that vague predicates are also higher-order 
vague. Rather, on Tye's semantics, it is indeterminate whether there are borderline cases 

of borderline cases. I look at Tye's semantics in detail in chapter two.

If there is either higher-order vagueness or vague vagueness, we cannot precisely specify 

sufficient conditions for borderline cases. But if what has been said up to now is correct, 
we cannot give unproblematic direct necessary conditions for borderline cases either, in 

view of the apparent dilemma that I have described. In the following section, I consider an 

indirect method that is often employed in the attempt to characterise the phenomenon of 
predicate vagueness; describing sorites paradoxes.

1.2: Sorites paradoxes

One method that is used in attempting to introduce the notion of predicate vagueness is 

just to describe what is generally thought to be a consequence of the latter notion; i.e. 
sorites paradoxes. Vague predicates (or at least those predicates that are thought to be 

vague in a philosophically interesting sense) are usually just defined initially as those 

predicates that can produce paradoxes of the following kind (Roy Sorenson describes this 
conception of vagueness as the 'borderline case conception').

The classical sorites paradox is introduced in a succinct, uncontentious, pre-theoretic way, 
as follows, by Timothy Williamson (1994, p. 8).

20 The lack of knowledge that Williamson has in mind for vagueness in borderline cases is
more akin to contingent evidence-transcendence, rather than chronic evidence-transcendence.
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Does one grain of wheat make a heap? Do two grains of wheat make a heap? Do three 
grains of wheat make a heap? . . .  Do ten thousand grains of wheat make a heap? It is to be 
understood that the grains are properly piled up, and that a heap must contain reasonably 

many grains. If you admit that one grain does not make a heap, and are unwilling to make a 
fiiss about the addition of any single grain, you are eventually forced to admit that ten 
thousand grains do not make a heap.

The term 'sorites' paradox (from the Greek word 'soros' meaning 'heap1), is used in 

connection with any similar sort of argument, not necessarily involving heaps. For 
example, another sort of sorites paradox that is standardly discussed involves colour 
predicates. Imagine that we have a sequence of very many tiles that range from red to 

orange, and each tile is either indiscriminably or just discriminably different in colour from 

its immediate neighbour. The first tile, suppose, is obviously red, and the last tile is 

obviously orange. Since the first tile is red, then apparently, its successor must also be 

red, since (suppose) it is not discriminably different from the first. But then the third tile 
must also be red, since it is not distinguishable from the second, and so on. But if we keep
on applying this method, we seem forced to the paradoxical conclusion that the last tile 
(obviously orange) is red.

At some point along such a series, which will differ from speaker to speaker (and from
occasion to occasion for the same speaker), competent speakers will begin to hesitate as
to whether (for example) there is still a heap or not (the same speaker may start to
hesitate at one point on one run through the series, and at a different point on another
occasion). Alternatively, at such a point, one speaker may confidently assert that there is
still a heap left, while another may confidently deny that there is a heap left. On either
alternative, the speakers of the language would not be competent if they kept saying 'it’s
still a heap' at every stage, right to the end of the series, since zero grains are obviously 
not a heap.

Although these areas of hesitation22/conflict are said to be borderline cases by some 

philosophers, it has already been pointed out that hesitation/conflict is regarded as 
inessential to the notion of a borderline case on the epistemic view. The latter view has it 
that somewhere amongst the borderline cases in sorites-type sequences, there will be a 

sharp cut-off point between application and non-application of the predicate in question. At 
such a point in borderline cases, although it will be either true or false whether the 

predicate applies or not, we cannot know this fact; so the paradox is resolved by denying 

some crucial conditional at a particular (unknowable) stage in the series. The epistemicist 
explanation of why it is impossible for us in principle to locate sharp cut-off points in

22 Tye believes in ontic vagueness - the existence of vague objects. (See his 1990, and 1994.)
In the sense of being unwilling to apply the predicate or its negation.
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sorites series is that any adequate conception of knowledge (not just reliabilism) will 
require that 'knowledge always be cushioned by a margin of error.'

Let us take the above example of a range of tiles ranging smoothly from red to orange, in 

order to illustrate a 'margin for error1 principle. In order to know where the sharp boundary 

falls, my impression that tile x is red must be a reliable indicator that it is so. But this, it is 

argued, will be true only if x is flanked on both sides by patches that are red. Since 

knowledge is factive, neither of those adjacent patches can be known to be orange. So I 
could not know where a sharp distinction occurred between red and orange. Somewhat 
similarly, if n is a natural number which is known to be small, then n+1 is small - "one 

cannot know where the boundary of smallness runs" (Williamson, (1996), p. 40). In order 
to know the conjunction that n is small and n+1 is not, one would have to know the first 
conjunct, but then by the margin of error principle the second conjunct would be false. But 
then the conjunction would be false, and so not known.23 However, it should be noted that 
this explanation does nothing to establish that there are sharp boundaries in the first place.

One common way of explaining why vague predicates yield sorites sequences is to appeal 
to a 'principle of tolerance'.^4 Some claim that vague terms are 'tolerant', for the reason 

that if a predicate applies in a particular circumstance, then it seems it also must apply in 

any relevantly similar circumstances; in particular, ones which differ to only a very slight 
degree. If a collection with 100,000 grains of sand is a heap, then so is any similar 
collection - in particular 99,999 grains. Suppose that 100,000 grains of sand is a heap; 
therefore by modus ponens, so is 99,999 grains. The rfemoval of one grain seems to be 

too small a change to make the crucial difference between something being a heap and 

not being a heap. But then if 99,999 grains make a heap, so do 99,998; 99,999 grains are 

a heap, so 99,998 are too. If similar instances of modus ponens are applied sufficiently 

many times, at each stage in this series, we eventually get to the absurd conclusion that 
one grain of sand makes a heap (or even that no grains of sand make a heap).
As has been seen, the epistemic view of vagueness denies that vague terms are tolerant. 
For the epistemicist, vague terms are like precise ones, in that they draw sharp boundaries 

around their extensions (the set of objects which can truly be predicated by the term in 

question). We should not define vague predicates as being tolerant in the sense described, 
since this precludes the epistemic view of vagueness from the start.

Although perhaps most vague predicates do have the potential to give rise to sorites 

sequences; we still can't define a vague predicate as one which produces sorites

~3 However, Williamson ultimately argues for a different margin for error principle, which 
appeals to limits to our capacity to discriminate conceptually as opposed to perceptually I look 
at this in chapter three.
~4 The terminology of tolerance was introduced by Crispin Wright, in his article 'On the 
coherence of vague predicates' (1975).
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sequences, for this precludes the possibility that some vague terms are not sorites- 
susceptible (e.g. 'religious' seems to be one candidate). It may be suggested nevertheless 

that although we can't characterise vagueness per se as whatever it is that gives rise to 

sorites paradoxes, we can characterise 'interesting vagueness' as such. However, this 

suggestion makes things look like there is a sharp distinction between interesting 

vagueness (the sorites-susceptible kind) and other possible sorts of vagueness, but this 
might not be the case.25

For instance, Linda Bums, in her paper entitled 'Something to do with Vagueness' (1994, 
p. 38-9) claims that certain problems which have to do with lack of information are 'not 
totally unrelated to familiar sorites paradoxes generated by the potential of vague 

predicates for producing borderline cases'. What 'informational vagueness' and 'borderline 

case vagueness' have in common, according to Burns, is that they share a problem 
concerning indefiniteness of information.

For example, Bums distinguishes between two views on the question of whether or not the 

title of her paper is vague. One view is that the underspecificity, indefiniteness, or lack of 
information, inherent in the title is not correctly called vagueness. Philosophers who hold 

this view must therefore explain away as merely confused the usual willingness that 
people would normally have to call the title vague. A different view is that the title is 

vague, but only in a philosophically uninteresting sense. Sorenson, an epistemicist, holds 

to this latter sort of view: the philosophically interesting sort of vagueness is that which 

produces sorites paradoxes. For this latter group of philosophers, the interesting and 

uninteresting senses of vagueness are as unrelated as two senses of the term 'bank' (i.e. 
financial institution and side of a river). They hold what Burns calls a 'strict ambiguity 

thesis.' The existence of disagreement about whether or not the title is vague indicates 

that 'there may be some ways of specifying precisely what vagueness is which count it as 

an instance and alternatives which rule it out. 'Vague' is vague - or ambiguous.' Bums, in 

her paper, argues for the first disjunct here. She claims (1994, p. 24); 'There are various 

sources of the uncertainties identified with vagueness but seen from a certain perspective 

these uncertainties have a significant resemblance to one another. Hence 'vague' is more 

vague than ambiguous.' Failure to sharply delimit the scope of a topic at least creates the 

potential for borderline cases; if so, the two conceptions of vagueness articulated in the 

'strict ambiguity thesis' may not be as distinct as they are usually taken to be. It may be 

objected that since Burns accepts that underspecificity on her view allows for the potential 

for borderline cases, it is not distinct from the borderline case (interesting) conception of 
vagueness after all. For the latter just requires that in order to be vague, a predicate could

25 As 1 indicate next chapter, it is not even universally agreed that 'interesting vagueness' i.e. 
the sort that gives rise to sorites paradoxes, can be characterised by borderline cases.
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have borderline cases, not that it actually does; so, the objection continues, Burns' account 
of vagueness is of the interesting variety - there is no doubt about it.

However, Bums claims that it is plausible that the title of her paper is vague, not as a strict 
ambiguity theorist may suggest, because of possible borderline cases of 'something to do 

with' (rather than any vagueness or ambiguity concerning 'vague'), but just because the 

phrase 'fails spectacularly to specify what the paper is about'. This kind of vagueness 

could therefore be called 'informational vagueness' (and it is this sort of vagueness that is 

held to be philosophically uninteresting by those who adopt the strict ambiguity thesis). 
Providing more detailed information about a topic that is informationally vague may or 
may not remedy the problem in the particular context in question, for 'what counts as 

vague in one context may not do so in another in which different assumptions and 

expectations operate about appropriate amounts of information to be received by a 

conversant' (1994, p. 25). So the problem here is analysed as a communicative defect. 
Contexts generate expectations about informational content, which, to varying extents, 
vague statements fail to meet.

If informational vagueness of the sort Bums describes here can neither be sharply 

distinguished from the borderline case conception of vagueness, nor shown to be part of it, 
informational vagueness would seem to be a borderline case of interesting vagueness. But 
in any case, Burns at least shows that the issue of whether strict ambiguity theorists are 

correct is a theoretical one. She claims that underspecificity could potentially yield 

borderline cases, depending on informational expectations in particular communicative 

contexts, yet the title of her paper is vague independently of such potential. Sorenson 

claims that underspecificity is completely unrelated to the borderline case conception. But 
then to claim, as Sorenson does, that interesting vagueness is completely unrelated to 

underspecificity is to preclude the possibility that informational vagueness is interesting in 

this sense from the start. As Horwich and Williamson agree, this is unhelpful (hence the 
'no exclusion requirement' above).

1.3: The Lakatosian analogy applied to some different accounts of vagueness

As has been seen, different accounts of vagueness give different accounts of borderline 
cases. It will be useful to introduce different theories of vagueness by analogy with the 

idea of a research programme' in Lakatos' terminology. Each theory has its 'hard core' - 
i.e. a set of main ideas, whose abandonment would mean the abandonment of the theory. 
The hard core of each theory is regarded as unfalsifiable by its protagonists - at least, only 

falsifiable at the cost of abandoning the theory in question. For example, abandoning 

either of the theoretical assumptions that bivalence applies for vague predicates in 

borderline cases, or that what is essential to a borderline case is lack of knowledge, would
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also be to abandon epistemicism. Each theory will also have a 'protective belt' of auxiliary 

hypotheses, which may be revised to take into account new data, or apparent anomalies. 
Research programmes may be said to be progressive or degenerating, depending on 
whether they lead to, or persistently fail to lead to the discovery of new phenomena. For 
example, one way in which a theory of vagueness might be thought to be progressive is if 
it predicts and explains higher-order vagueness. However, it should be recognised that on 
at least one account (Michael Tye's) the existence of higher-order vagueness is 

questioned. I examine the issue of higher-order vagueness in chapter two. Perhaps a 

more neutral way of assessing the extent to which a theory of vagueness is progressive is 
by considering whether it can have explanatory utility in a separate (though related) 
domain of enquiry. I think that the debate about personal identity constitutes such a 

domain. I examine how different theories of vagueness impinge upon the debate about 
personal identity in chapter six.

In this section, I employ and defend this Lakatosian analogy mainly in regard to 

Williamson's epistemicism, and I also briefly outline the hard core components of Tye's 

indeterminist view, and Priest's (determinist) dialethism. Making this analogy will also help 

me to advertise problems for theories to be examined in later chapters. Before doing that, 
however, let me just give advance notice that I don't think epistemicism is as 'progressive' 
as Williamson's arguments make it appear, and I don't think that paraconsistent 
approaches, especially Graham Priest's dialethism are as degenerative as most 
commentators think (at least those who think it deserves any serious consideration).

The hard core, in this Lakatosian sense, of Timothy Williamson's epistemicism is classical 
logic and semantics (bivalence), a disquotational principle for truth, together with the idea 
that in borderline cases (which essentially involve lack of knowledge, rather than paralysis 

of judgement), we cannot know where sharp cut-off points occur, or the truth-value of the 

relevant utterances.26 The following passage (1994 (C), p.186) illustrates the 

appropriateness of using the Lakatosian model of a research programme to compare 
different theories of vagueness:

If one abandons bivalence for vague utterances, one pays a high price. One can no longer 

apply classical truth-conditional semantics to them, and probably not even classical logic.
Yet classical semantics and logic are vastly superior to the alternatives in simplicity, power, 
past success, and integration with theories in other domains. It would not be wholly 

unreasonable to insist on these grounds alone that bivalence must somehow apply to vague 
utterances, attributing any contrary appearances to our lack of insight. Not every anomaly

As has been seen, the hard-core of Horwich's epistemicism would, contrary to Williamson's 
view, incorporate the element that borderline cases essentially involve uncertainly, or equally 
possibly conflict, about whether a predicate applies in a borderline case.
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falsifies a theory. That attitude might eventually cease to be tenable, if some non-classical 
treatment of vagueness were genuinely illuminating. No such treatment has been found.

Further evidence of the appropriateness of the Lakatosian analogy is Williamson's remark 

that the epistemic view predicts higher-order vagueness, (the analogy being that a 

research programme is progressive if it predicts novel phenomena, in this case higher- 
order vagueness). In his 'Precis of Vagueness', Williamson claims of the epistemic theory 

of vagueness that, due to the alleged advantages of retaining classical logic and 
disquotational principles about truth and falsity, it (1997, p. 921):

. . .  has a head start over its rivals. The gap is widened by each rival theory's specific 

disadvantages, many of them related to higher-order vagueness. The epistemic view is 
strengthened by an explanation of our ignorance in borderline cases. The explanation 
predicts higher-order vagueness.

Williamson in these quotations can be seen as claiming that our choice of theory about 
vagueness is a pragmatic decision, along the lines of the Lakatosian analogy I mentioned. 
Williamson assumes that, for various pragmatic reasons, the costs of abandoning classical 
logic are too high, and that the counter-intuitiveness of upholding bivalence for vague 

utterances in borderline cases is an anomaly that does not falsify the theory of 
epistemicism. However, one may feel uneasy about adopting a classical approach to 

vagueness if one is uncertain whether the gains of such an approach outweigh the costs. 
In particular, commitment to denial of the sorites premise, i.e. that there are sharp 

semantic boundaries in borderline cases of the application of vague predicates, is counter
intuitive.

Williamson puts forward a 'margin for error' principle, which purports to explain why it is 

that we cannot know where sharp boundaries in borderline cases occur (and which is also 

essential to his explanation of higher-order vagueness). However, there is more than one 

possible formulation of such a principle, and it might possibly need to be revised in the 

light of objections. So although ignorance is part of the hard core of epistemicism, the 

particular margin for error principle at work in the overall theory might be regarded as an 
auxiliary hypothesis, in the sense of the Lakatosian analogy.

Williamson seems to think that even if most theorists find the sharp cut-off points in 

borderline cases which are postulated by epistemicism wildly counter-intuitive, this does 

not mean that we should agree that bivalence fails in these cases. Since bivalence and 

classical logic are part of the hard-core of his theory, he rejects apparent anomalies (such 

as this counter-intuitiveness) as due to our 'lack of insight'. In contrast to Williamson, 
Crispin Wright argues against epistemicism about vagueness, and is in favour of
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continuing the old project of finding an 'indeterminist' solution to sorites paradoxes. Wright, 
in his paper entitled The epistemic conception of vagueness' seeks to adduce reasons 

why, despite the attractive simplicity of epistemicism, we should regard the arguments of 
proponents of the epistemic conception as mere 'tours de force', and continue searching 
for what he terms an 'indeterminist' solution to sorites problems.

I shall argue in the following chapter that one promising indeterminist proposal in this 

respect comes from Michael Tye. The hard-core of Tye's account involves the following 

points, all of which are contrary to epistemicism. First, truth conditions for vague 

sentences must not be stated in a language governed by classical logic. This is related to 

another hard-core idea of his theory; that it is indeterminate whether there are borderline 

cases of borderline cases (i.e. it is indeterminate whether higher-order vagueness exists). 
Also, our formal semantics for vagueness ought to be in accord with our pre-theoretical 
intuitions about it (i.e. that there are no sharp boundaries). On Tye's view, vague 

utterances in borderline cases are neither true nor false, but do say that something is the 
case.

Some hard core elements of Graham Priest's dialethism are as follows. Dialethic logic 

does not diverge from classical logic in consistent contexts. However, although all 
contradictions are false, some are also true (though not all are true) on the dialethic view. 
Furthermore, it can be rational to accept such contradictions. An auxiliary hypothesis of 
dialethism is that the latter must be classical (instead of intuitionistic, say). Another is that 
one particular account of the 'classical recapture', is to be retained (this is the problem of 
explaining why the disjunctive syllogism, (P, ~P v Q y Q) fails for dialethism, despite the 

fact that the syllogism and related forms of argument usually seem to be unproblematic). 
Dialethism has to be able to recapture the reasonable but (dialethically) invalid part of 
classical reasoning: but it emerges that Priest has more than one available strategy for 
this purpose. Also, Priest claims that dialethism does not commit one to any particular 
account of truth (although Priest favours the teleological account).

Despite the initial appearance of dissimilarity between epistemicism and dialethism, there 

are similarities too. Assuming that a detailed dialethic treatment of vagueness could be 

given, (I approach this question indirectly in chapter six) both theories would be 

determinist theories of vagueness, in that they would both claim that there is a fact of the 

matter in borderline cases, regarding the correct application of a predicate. It is just that 
whereas epistemicism regards this fact as either true or false, dialethism would regard it 
as both true and false. Indeterminist theories, in contrast, typically hold that there just is 

no fact of the matter in borderline cases: in some situations, there is no correct answer to
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e.g. whether something is red or not red, bald or not bald, few or not few. I come back to 

this point next chapter, while discussing Mark Sainsbury's account of vagueness.27

1.4: Summary

In this introductory chapter, I have indicated the difficulty of giving a direct initial 
characterisation of vagueness. This difficulty concerns an apparent dilemma: we don't 
want to preclude any theory of vagueness by our initial characterisation, as Williamson 

and Horwich agree, yet we also want that characterisation to distinguish vagueness from 

unrelated phenomena. In the course of the discussion, it was noted that there are different 
conceptions of borderline cases. These considerations will be important in the chapter that 
follows on higher-order vagueness, since, for example, Sainsbury has argued that higher- 
order vagueness cannot be captured by the notion of borderline cases at all.

I also introduced a consequence of vagueness; the sorites paradox. Although I agree that 
if a predicate has the potential to yield a sorites paradox, then it is vague, it is problematic 

to characterise vagueness indirectly as whatever it is that causes such paradoxes. For one 

thing, there are arguably vague predicates which don't give rise to sorites paradoxes. 
Furthermore, there seems to be a kind of vagueness (e.g. Burns' 'informational 
vagueness') for which the relevant items are such that although they do not depend for 
their vagueness on having the potential for sorites paradoxes, they are not completely 

unrelated to such (borderline case) vagueness either. If we were to claim that the only 

philosophically interesting sort of vagueness is the sort which essentially involves 

borderline cases (i.e. espouse the view that this sort of vagueness and others are strictly 

ambiguous), this would not only be to preclude the notion of vagueness which does not 
involve borderline cases from being interesting, it would also be to import controversial 
theoretical assumptions into one's characterisation of philosophically interesting 

vagueness. Finally, I introduced what might be called the 'hard core' and 'auxiliary 

hypotheses' of epistemicism, dialethism, and Michael Tye's semantics of vagueness. I 
discuss the latter, in the context of higher-order vagueness, in the chapter that follows.

27 He argues that all main accounts of vagueness allow for some sort of indeterminacy in 
borderline cases (though he does not discuss epistemicism, which does not allow that genuine 
indeterminacy exists).
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Chapter Two: Higher Order Vagueness

2.0: Introduction

In characterising predicate vagueness, it is commonly (though not universally) held that 
vague predicates admit of borderline (or border) cases. As I pointed out in chapter one, it is 

not universally agreed what borderline cases essentially involve; e.g. Williamson disagrees 

with Horwich on this issue. A further difficulty in initially characterising vagueness is that at 
least one philosopher (R.M. Sainsbury) thinks that vagueness cannot be characterised by 

borderline cases at all. On Sainsbury's view, the latter cannot deal with 'higher-order 
vagueness' (HOV for short - Sainsbury also thinks that there are non-vague terms which 

have borderline cases). This view should not be dismissed out of hand. Remember that one 

of the plausible requirements regarding our initial characterisation of vagueness outlined in 

chapter one, i.e. the 'no exclusion requirement', has it that we should not preclude any prima 

facie plausible theory of vagueness from the outset by our initial characterisation of 
vagueness. Williamson and Horwich insisted on this sort of claim for epistemicism because 
without it, epistemicism is ruled out from the start by the definition of vagueness which has it 
that bivalence does not apply in borderline cases. However, by the same token, we should 

not explicitly define vagueness as the phenomenon of borderline cases (on some particular 
understanding of the latter), since this definition rules out conceptions of vagueness which 
deny that vagueness can be characterised by borderline cases.

I examine Sainsbury's views about vagueness and HOV in this chapter. Sainsbury eschews 

what he thinks of as the borderline case characterisation of vagueness primarily because of 
that characterisation's conception of a boundary. Because of this conception, borderline 

cases cannot do justice to the phenomenon of HOV. I point out that Sainsbury's notion of a 

borderline case is not the only possible such notion; for instance, Williamson's account is not 
susceptible to Sainsbury's criticism.

Williamson's epistemic approach accords with Sainsbury's view in that they both agree that 
the mainstream theories of vagueness cannot adequately deal with the phenomenon of HOV. 
Furthermore, their criticisms of other theories in this respect are very similar. For instance, 
Sainsbury thinks that the problem which mainstream theories have in dealing with HOV 

stems from their implicit assumption that the extensions of concepts have (sharp) 
boundaries. As I explain below, any genuine boundary, in Sainsbury's view, is classical in 

that it always divides the domain of objects to which it applies into sharply defined sets or 
classes, so that it will be bivalent whether a particular object in the domain is in one set or 
another. However, HOV resists such attempts to constrain it into such neat categories - no 

matter how many such classes one postulates to split up the domain in question, there 

(apparently) will either remain further objects in the domain which do not fall into any of the
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postulated categories, or not, in which case the predicate in question is not vague, claims 

Sainsbury. Similarly Williamson, discussing three-valued logic, argues that (1997, p. 922): 
'the attempt to impose the three-way classification on a sorites series faces difficulties 

exactly like those that prompted the rejection of the two-way classification of sentences as 

true or false.' Williamson's general point (which parallels Sainsbury's critique), is that the 

same sort of problem that arises when one is restricted to just two truth-values, arises no 

matter how many truth-values one postulates. When considering only two truth values, 
questions involving the truth value of sentences involving objects in borderline cases will 
have no clear answer. This is what motivates proponents of many-valued logics to increase 

the number of truth values - increasing the number of possible answers. But as Williamson 
argues (1997, p. 923):

however many truth-values we have to choose from, the question still has no clear answer in 

some cases. We must sometimes answer ’It's not clear' instead of adding more truth-values.

But if that response is acceptable now, it could have been given in the original bivalent case; 

the tactic of increasing the number of truth-values is neither necessary nor sufficient to solve 
the problem.

According to Williamson, another main problem that mainstream theories have with HOV 

stems from their assumption of precise metalanguages. So for example, though a theory of 
vagueness may reject bivalence for the vague object language under study, and posit a 

range of cases along a sorites type sequence for which it is neither true nor false that a 

vague predicate applies, typically the theory will incorporate a bivalent metalanguage. 
According to such a metalanguage, it will be either true or false whether statements in the 

object language concerning objects in the domain (e.g. a sorites sequence) fall under the 

vague predicate's positive, negative, or borderline extension (depending on which theory is in 

question, the latter extension may be understood differently). But this assumption is (1994 

(C), p.7) 'an expressive limitation on the metalanguage', for it means that the vagueness of 
terms in the object language cannot be translated into the metalanguage (which is regarded 
as precise).

Although their criticisms of other theories regarding HOV are similar, the solutions proposed 

by Williamson and Sainsbury to the problem of HOV are quite different. Sainsbury urges us 

to reject the classical notion of a boundary (hence the title of his paper 'Concepts without 
Boundaries' (1990)). Alternatively, Williamson embraces this notion, but argues that in 

borderline cases concerning the application of vague predicates, we cannot know the 

boundary s location. According to Williamson, epistemicism is at an advantage over its rivals, 
since it predicts and explains the phenomenon of HOV. The feature that apparently predicts 

and explains HOV is what Williamson calls a 'margin for error1 principle (I look at this in detail 
in chapter three). Margin for error principles are to be expected whenever our knowledge is
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inexact, claims Williamson. On the epistemic view, just as a margin for error principle 

explains why in borderline cases we cannot know that n grains make a heap, but n-1 grains 

do not, (the relevant margin for error here is not small enough; in general, the less acute our 
discriminatory abilities are, the wider the required margin for error in order to provide 

reliability of knowledge) a similar principle explains why we cannot know that n grains are a 

borderline case for heap, and n-1 grains are not. (There are borderline cases for 'borderline 

case for 'heap", and borderline cases for 'borderline case for borderline case for 'heap" etc.) 
If this were the case, then (as I alluded to in the overview above) the research programme of 
epistemicism would be made to seem more progressive. However, as I have indicated, 
epistemicism is not the only option. There are other possible solutions to HOV (which are not 
susceptible to Williamson's criticisms that I mentioned above). Given the initial counter
intuitiveness of epistemicism, these other solutions should be seriously considered 
(especially since as I argue in the next chapter, Williamson's preferred margin for error 
principle is question-begging).

In this chapter, I focus on two possible alternatives (which are inter-related, as I show). They 

are Sainsbury's account, mentioned above, and that of Michael Tye. In section 2.1 I start by 

explaining in as neutral a way as I can what the problem of HOV is, focusing on the accounts 

of Williamson and that of Crispin Wright. I point out that the notion of a 'margin for error1 
principle is central to Williamson's account; I criticise Williamson's preferred margin for error 
principle in chapter three. I end 2.1 by giving Edgington's criticisms of Wright's account. I 
think Edgington is correct in her objection to Wright's approach, and I indicate that what 
might be called her 'preservation of falsity upwards' principle is important in the consideration 

of dialethism in chapter five. In 2.2, I turn to R.M. Sainsbury's discussion of boundaries, 
borderline cases, and HOV. As I alluded to above, Sainsbury claims that vagueness cannot 
be characterised by borderline cases, mainly because the latter involve boundaries which 

cannot adequately deal with HOV (but also because in his view, non-vague predicates have 

borderline cases too). I argue that Sainsbury's account suffers from an impoverished 

conception of different possibilities regarding what a borderline case involves, and that 
Williamson's notion of the latter is not susceptible to Sainsbury's objection. I shall conclude 
that both of Sainsbury's reasons for thinking that vagueness cannot be characterised by the 
notion of borderline cases fail.

Nevertheless, I think Sainsbury's positive proposals about concepts without boundaries have 

some merit, as a way of dealing with HOV. In 2.3, although I agree that Dorothy Edgington is 

correct in her criticisms of Sainsbury's stated account of boundaryless concepts (although it 
should be noted that the latter is not advertised as a fully worked out theory), I show how 

Michael Tye's approach to vagueness might be used to revise Sainsbury's account, so that it 
can avoid Edgington's criticisms. Even if for reasons I indicate, Sainsbury might not want to 

revise his own account in a way consonant with Tye's proposals, the latter are important 
because they avoid the main criticism that Williamson levels at other theories in their attempt 
to deal with HOV, i.e. that a classical metalanguage is assumed. Tye's approach has at least
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the virtue that it employs a vague metalanguage. I conclude that epistemicism as a research 

programme is not as far ahead of all its competitors as Williamson makes it appear.

In section 2.4, I consider Dominic Hyde's discussion of HOV (in his (1994)). Hyde's main 

concern here is to criticise Sainsbury's account of the alleged problem of HOV, and to 

demonstrate that although HOV is a genuine phenomenon (e.g. contrary to Wright's 

suggestion), it is nevertheless unproblematic. I argue that HOV is problematic in the way that 
Sainsbury suggests, and that Hyde’s argument to the effect that HOV is a pseudo-problem 
does not establish its intended conclusion.

In the course of Hyde's paper, the tangential point is made that Michael Tye's proposals 

regarding HOV do not work. I put forward Hyde's objection and consider Tye's reply. I shall 
agree with Tye that Hyde has not shown that all vague predicates are HOV, and also defend 

his argument that Hyde has not shown there to be any HOV. The argument for the latter may 

seem problematic, since it may look as if Tye uses reductio ad absurdum in the form of 
consequentia mirabilis, which is questionable in indeterminate contexts. I point out that Tye's 
argument is not guilty of this charge. Furthermore, independently of Tye's argument against 
Hyde, the latter assumes that vagueness is to be characterised by borderline cases in his 

argument that all vague predicates are also HOV; but this is question-begging given 

Sainsbury's argument that vagueness cannot be so characterised due to the problem of 
boundaries. I conclude that Tye's semantics provide an important alternative to epistemicism 
regarding the question of how to deal with HOV.

2.1: Hiaher-order vagueness

The phenomenon of HOV can be illustrated by analogy to the denial of a principle of the 

modal logic S5, according to which if something is not necessarily true, then it is necessary 

that it is not necessarily true.28 If we are to take HOV seriously, then the analogue of this 

modal principle must be denied. However, in the context of vagueness, different theories will 
make the analogy using different terminology, (given that they do take HOV seriously), 
because the way in which one characterises ordinary vagueness will affect how one 

characterises HOV (if one thinks the latter is a genuine phenomenon at all - as will be seen, 
Tye questions this). For example, Williamson's characterisation of HOV involves a 'clearly' 
operator (following his speculative reconstruction of Stoic logic),29 meaning 'it is clearly the 

case that', where what is known is clear, and what is not clear is not known. (Williamson 

claims (1994 (C), p. 11) that: The central concept of Stoic epistemology was that of a

‘8 Similarly, the S4 schema that if something is necessarily true then it is necessary that it is 
necessarily true is also valid in S5 - according to the latter, it cannot be contingent whether 
something is necessary. S4 is weaker than S5. The analogue of this S4 principle must also be 
denied by those who take HOV seriously.
29 See (1994 (C), pp. 16-18)
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cognitive impression, something like a Cartesian clear and distinct idea'.) Thus Williamson 

claims, for example, that if something is not clearly F (where F is some vague predicate), it 
does not follow that it is clear that it is not clearly F (similarly, if something is not clearly not 
F, it does not follow that it is clearly not clearly not F). Alternatively, other theorists use 

different analogues to the denial of the S5 principle. One example is Wright's use of the 'Def 
operator, meaning 'it is definitely the case that' (I explain how Wright uses 'Def to articulate 

HOV below). The 'Def operator is not to be interpreted epistemically (though as Williamson 
notes, it is not clear how 'definitely' here is to be interpreted).

To elaborate, Williamson claims that for particular vague predicates in a sorites sequence, a 

tripartite division is effected between cases where the predicate clearly applies, cases where 

the predicate clearly does not apply, and cases where the predicate neither clearly applies 

nor clearly does not apply. (In the latter case, the predicate still either does or does not apply, 
but unknowably, on the epistemic view.) In explaining HOV, the epistemicist points out that 
just as it is unclear where the border falls between application of the vague predicate (F) and 

its non-application, it is also unclear where the border falls between clear application and the 

first instance of unclear application. So, just as e.g. fewness is sorites susceptible, so is clear 
fewness, claims Williamson. (1994 (C), p. 17):

One is clearly few; ten thousand are not clearly few (for they are not few). By stoic logic, 

there is a sharp cut-off point for clear fewness: for some number i, /-I are clearly few and i 

are not clearly few. One is in no better a position to say what that number is than to locate the 

cut-off point for fewness itself. The cognitive impression that /-I are few is too relevantly 

similar to the non-cognitive impression that i are few for one to judge reliably that the latter 

is indeed a non-cognitive impression. One cannot discriminate so finely. Although / are not 
clearly few, they are not clearly not clearly few.

Further orders of HOV are possible too. As far as the epistemicist is concerned, however, just 
as there is an unknowable sharp cut-off point in first order borderline cases (between 

application and non-application of the vague predicate), there will also be such unknowable 

sharp cut-off points in relation to HOV, as in the above quotation. Of course, the term 'clearly' 
here has distinct epistemic connotations; and other theorists will not want to use such a term 
in their explication of vagueness and HOV.

For example, Crispin Wright has argued that once we insist upon the inclusion of what he 

calls 'the definiteness operator1, the 'No Sharp Boundaries Paradox' can be resolved, yet a 

similar paradox involving HOV remains, and HOV thus seems inherently paradoxical, unlike 

its first order relation. Briefly, the No Sharp Boundaries paradox is that in a typical sorites 

series, there can be no member of the series which is F immediately adjacent to one which is 

not-F. But if the first member is F, then so must the next, and so must the nth member, so
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the last must be F too. The vagueness of "red" therefore, seems to at least imply the 
following:

(1) ~ (3x) (Fx & ~ Fx')

Wright argues that when one insists upon the definiteness operator, one may deny that (1) is 

any consequence of the vagueness of the predicate in question, and so a fortiori that the 

vagueness of "red", say, consists in the truth of (1). Instead, once equipped with the 

appropriate operator, we can (allegedly) see that the proper expression of the vagueness of F 
is as follows:

(2) ~(3x)[Def(Fx) & Def(~Fx')]

i.e. no member which is definitely F is immediately adjacent to one which is definitely not F. 
This is unparadoxical: Wright argues that the worst we can derive from it (with or without 
classical logic) is 'the means for proving, for successive x',' the innocuous:

(3) Def(~Fx') -»~Def(Fx)

But if there is HOV, then the border between definitely red and not definitely red will not itself 
be precise, but fuzzy, and one will have to assent to the following, even if one is not 
compelled to assent to (1) above:

(4) ~(3x) [Def(Fx) & -Def(Fx’)]

This is what Richard Heck Jr. (1993) calls the 'Strengthened No Sharp Boundaries paradox'. 
In a similar fashion to the original No Sharp Boundaries Paradox, one will now be able to 

prove, by induction, that if the first member of our series is definitely F, the last member too 
must be definitely F.

One might think that we can defuse the strengthened form of the paradox by adopting the 

same sort of strategy as before. Once we include the definiteness operator in order to 
properly express the higher-order vagueness of the predicate, we get:30

30 Mark Sainsbury (1991) objects to Wright's (5) here, and argues that there are other equally 
well-motivated candidates for the characteristic sentence for higher-order vagueness. 
Sainsbury's alternatives are as follows:

(5s) Def (Fx) -»Not Def (Not Fx' & Not Neg Fx')

(5ss) Def(Fx) -* Not Neg Def (Fx')

where Neg A = the proper negation of A, (Neg flips truth to falsity) and Not A = broad 
negation, i.e. Not A is true when A is anything other than true, and false only when A is true, x 
is thus a borderline case of F if: Not Fx & Not Neg Fx

26



(5) ~(3x)[Def(Def(Fx)) & Def(~Def(Fx'))]31

This yields the innocuous:

(6) Def(~Def(Fx') ->• ~Def(Def(Fx))

However, Wright thinks that there is a formal difficulty which confronts this (prima facie 
generalizable) strategy, centring on the inference rule (DEF):

(DEF) Def (A1)..........Def (An) - P

Def (A1),. . . ,  Def (An) - Def (P)32

A crucial question, says Wright, is would a semantics for the definiteness operator validate 

this rule of inference? What DEF says is that if a formula P follows from a set of "definitised" 
premisses, then every consequence of that set is also definitely true. However reasonable 

this appears, it seems that if applied to (5) above (given that (5) is the correct way to capture 
the idea of higher-order vagueness), we get:

(7) Def(~Def(Fx')) -+ Def(~Def(Fx))

According to Wright, the generalization of (7) "will enable us to prove that F has no borderline 

instances if it has definite borderline cases of the first order". Here is Wright's proof:

1 (1) Def ~(3x) [Def(Def(Fx)) & Def (-Def(Fx'))] Ass
2 (2) Def (~Def (Fx1)) Ass
3 (3) Def (Fx) Ass
3 (4) Def (Def (Fx)) 3 , DEF33

Wright argues that both Sainsbury's alternatives will give rise to paradox. However, I just want 
to note here that if one espoused a view of indeterminacy as involving genuine gaps (i.e. the 
absence of any truth value, as in Tye's account described below) then one might think that 
genuine gaps must abide by a 'gap-in/gap-out' principle, so that Not A must be gappy when A is 
not true by virtue of being gappy.
31 Edgington points out (1993, p. 194) that (5) in effect says that, moving along the sequence 
from the definitely-definitely-F, we will come across some not-definitely-definitely-F-and-not- 
definitely-not-definitely-F. before we come to the definitely-not-definitely-F.
32Wright claims that a consequence of DEF is DEF+: Def(A) entails Def (Def (A)). Further, in 
combination with RAA, another consequence is DEF-: ~Def(Def (A)) entaik -Def (A). As 
Edgington points out (pl54): 'Suppose ~Def(Def(A))); suppose for reductio that Def(A); by 
Def+, we infer Def (Def(A)); contradiction; so ~(Def(A)).' However, Edgington’s argument 
(below) reveals the unsoundness of combining DEF with RAA.
33 Richard Heck Jr. (1993) argues that using DEF, we can prove by conditional proof that 

($) Def(P) -  Def (Def(P))
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2,3 (5) (3x) [Def (Def (Fx)) & Def (~Def (Fx'))] 2,4, 3-intro
1 (6) ~(3x) [Def (Def (Fx)) & Def (~Def (Fx'))] 1, Def - elim
1,2 (7) -Def (Fx) 3,5,6, R.A.A.
1,2 (8) Def (~Def (Fx)) 7, DEF
1 (9) Def (~Def (Fx')) -> (Def (~Def (Fx)) 2,8, CP

(7) thus appears to be as much of a problem as (1) or (4). The trouble seems distinctively 
higher-order, claims Wright, since by parallel reasoning (3) gives way only to the innocuous:

(8) Def (~Fx') -  Def(~Def(Fx)).

HOV, i f  DEF is valid, seems to be 'an intrinsically paradox-generating phenomenon' and 

therefore, a delusory one. In other words, unless DEF fails in some relevant way, the strategy 

used to defuse the original No Sharp Boundaries Paradox will not be available for the 

strengthened version, (if higher-order vagueness is coherent at all). Wright is hesitant to 

endorse the conclusion of his argument (1987, p. 139): 'the case - which must, of course, be 

flawed! - for thinking that higher-order vagueness is per se paradoxical is so far unanswered.'

However, one objection to DEF comes from Dorothy Edgington. She agrees with Wright that 
when a proposition of the form "it is definitely the case that P" is true, it is definitely true. This 

is what DEF in effect claims. However, the correctness of this claim is not sufficient to show 
the validity of DEF, for when indeterminacy is at issue (1993, p. 195);

a valid principle of inference must not only guarantee true conclusions from true premisses 
in direct applications; it must not allow the derivation of a false conclusion from a single 

indeterminate premiss: if A entails B and B is false, then A is false.34

If this is correct, then DEF is not valid. Edgington's demonstration of how DEF leads to 

trouble for HOV differs from Wright's (though the crucial moves parallel his), and can be put 
as follows:

and that in Wright's proof of (7), the third and fourth steps constitute such a proof (1993, p. 
203-204): 'Wright's use of the rule DEF allows him, at that point in the proof, to pass perfectly 
freely between 'Def(Fx)' and 'Def(Def(Fx))'. But, Heck continues, 'anyone who takes higher- 
order vagueness seriously is going to want to deny ($) and maintain a distinction between 
'Def(P)' and 'Def(Def(P))'. (Dummett notes this in his suggestion that an appropriate logic for 
vagueness will have to be weaker than S4, i.e. not contain ($) as a theorem.)
34Despite Graham Priest's apparent awareness of this requirement for entailment in non- 
classical contexts (e.g. see his 1987, p. 105), the principle that Edgington describes here is not 
respected by dialethic logic - see chapter five.
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1 (1) Def (-Def (Def (Fx)) & -Def (-Def (Fx)))
1 (2) -Def (Def (Fx)) & -Def (-Def (Fx))
1 (3)-Def (Def (Fx))
1 (4 )-Def (-Def (Fx))
1 (5) -Def (Fx)
1 (6) Def (-Def (Fx))

1 (7) 1
(8) -Def (-Def (Def (Fx)) & -Def (-Def (Fx)))

-  elim, 4,6
-  intro, 1,7

Def elim, 1 
& elim, 2 

& elim, 2 

DEF 3 

DEF, 5

Ass

Line (1) here is the assumption that there is something x which is definitely on the borderline 

between being definitely F and being not definitely F (this follows from Wright's claim (5), in 

conjunction with DEF). In effect, Edgington objects that since line (5) here involves 

indeterminacy and follows from the single assumption of the proof, we cannot soundly derive 

(7), (upon the application of DEF) which is false (for then we would have gone from 

indeterminacy to falsehood). Edgington concludes that HOV is no less coherent than its lower 
order cousin.

I now turn to Edgington's criticisms of Sainsbury's radical approach to vagueness, and inter 
alia, argue that although these criticisms are correct regarding Sainsbury's position as stated, 
the latter account might be modified to avoid her objections.

2.2: Borderline cases, vagueness and hioher-order vagueness

As was seen in chapter one, vagueness is often initially characterised as the phenomenon of 
borderline cases. One problem with this is that there is no consensus on how borderline 

cases are to be characterised (i.e. does the essential point concern unknowability, or the fact 
that speakers conflict/have no opinion about whether a vague predicate applies in a 

particular case?) But further, there are those such as R.M. Sainsbury who claim that 
vagueness cannot be characterised by the notion of a borderline case at all. Sainsbury offers 

two main arguments in support of this claim. First, in his view, there are non-vague 

predicates that have borderline cases. More importantly, he thinks that 'the' borderline case 

conception of vagueness involves (sharp) boundaries, and as such cannot do justice to the 

phenomenon of HOV. Sainsbury put forward these views in his inaugural lecture at King's 

college, London (1990) in a paper called 'Concepts without boundaries'.35 I argue in this 

section that since there are at least three quite different conceptions of borderline cases, and 

since Sainsbury does not recognise different possible such conceptions, both of his 

arguments fail. The three conceptions of borderline cases in question are as follows:

5 Collected in the Keefe and Smith reader (1996, pp. 251 - 264). Page references regarding 
Sainsbury's paper here refer to this 1996 anthology.
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a) the 'conflict/no opinion' view, as described in chapter one (this is perhaps the standard 
conception, employed by most theories of vagueness).

b) The 'ignorance' view, as described in chapter one, and preferred by Williamson
c) The 'stipulation' view, according to which it is stipulated that for a certain precise range of 

cases, there is no fact of the matter about whether the predicate in question applies. This 

differs from a), in that there is no possibility of conflict amongst competent speakers 

regarding the predicate's application, and differs from b) in that there is no fact regarding 

the application of the predicate for which competent speakers are ignorant, for there is 
nothing to be known.

I argue that Sainsbury's first argument above involves the stipulation view of a borderline 

case, and as such cannot be used to show that vagueness cannot be characterised by 

borderline cases, for it is not this notion of a borderline case which is at issue for vagueness 

anyway. Secondly, Sainsbury apparently thinks that there is only one available notion of a 

borderline case in the context of vague predicates (i.e. the same notion as in his artificial 
predicate child*'). However, the ignorance view of borderline cases remains completely 

unaffected by Sainsbury's argument (the ignorance view embraces unknowable sharp 

boundaries); therefore it has not been shown that vagueness cannot be characterised by 
borderline cases.

According to what Sainsbury calls the 'classical picture' (1996, p. 251), classificatory 

concepts have boundaries which separate the things that fall under the concept from things 

which do not. On this classical picture, classes and sets have boundaries (the term 'sharp' in 

the phrase 'sharp boundary' on the classical picture does no work, for the latter has it that all 

boundaries are sharp). Sainsbury claims that since almost all concepts lack boundaries, the 

classical picture is of little use. (However, he still wants to maintain that boundaryless 
concepts, such as ones traditionally thought of as vague, do indeed classify.)

Sainsbury argues that if the only way to classify objects using vague predicates is to assign 

the objects to classes or sets, then since the latter have boundaries of the sort just described, 
vague predicates do not classify at all. He claims (1996, p. 252):

Suppose there were a set of things of which 'red1 is true: it would be the set of red 
things. However, 'red' is vague: there are objects of which it is neither the case that 

'red' is (definitely) true nor the case that 'red' is definitely not true. Such an object 

would neither definitely belong to the set of red things nor definitely fail to belong to 

this set. But this is impossible, by the very nature of sets. Hence there is no set of red 
things.
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Sainsbury further argues that any more complex account of vagueness employing the 

classical picture of classification e.g. involving more boundaries of the sort just mentioned, 
will still misdescribe the functioning of a vague predicate. The argument just given, which 

shows according to Sainsbury that there is no set of red things, also shows that there is no 

set of truths in a language which contains the predicate 'red'. For in a borderline case 

(according to Sainsbury), a sentence involving the predicate will neither (definitely) belong 
nor (definitely) fail to belong to the set of truths in the language containing the predicate 'red'. 
So there is no such set of truths, on the classical picture, claims Sainsbury.

Sainsbury maintains that no amount of iteration of such boundaries will get round this 

problem. (1996, p. 254): 'one cannot do justice to the phenomenon of vagueness, in 

particular to phenomena called 'higher-order vagueness', simply by increasing the number of 
sets of individuals associated with a predicate'. For instance, one might claim that a vague 

predicate is to be associated not with two sets but with three; the set of things which the 

predicate is definitely true of, definitely false of, and a remainder of borderline cases. 
However, Sainsbury claims that a predicate which effects such a threefold classification is 
not vague, for the set corresponding to each division here identifies a set of truths, contrary 

to the above notion of vagueness. This will be the case no matter how high one goes up the 

hierarchy of HOV; no matter how many boundaries a vague predicate is conceived of as 

drawing, it will still not leave room for vagueness (as Sainsbury conceives of vagueness in 

our ordinary linguistic practice). Even if we have an infinite number of boundaries, since they 

all effect a sharp division according to the classical picture, no room has been left for the 

intuitively plausible idea that our linguistic practice does not involve sharp cut-off points in 

relation to vague predicates. Since this is so, attributing even an infinite number of sharp cut
off points to a vague predicate is to misdescribe it.

It is also argued that other main theories of vagueness, such as supervaluationism and 

degrees of truth theories, misrepresent the phenomenon. For it seems that all these main 

views of vagueness allow for some way of distinguishing between the positive extension of a 

vague predicate, its negative extension, and a remainder (however that remainder is to be 

conceived, according to the particular theory under consideration). For example, the 

remainder according to supervaluationists will include those cases which are neither 
'supertrue' nor 'superfalse' (where 'supertrue' means true under all admissible sharpenings of 
the sentence involving the vague predicate, and 'superfalse' is defined in a parallel way). 
Similarly, degree of truth theories will typically describe the extension of vague predicates as 

involving a tripartite distinction between being true to degree 1 (completely true), true to 

degree 0 (completely false) and intermediate values. Sainsbury adds that although there may 

be variations of these theories which argue that the distinction between positive extension 

and remainder (and between remainder and negative extension) of a vague predicate is itself 
vague, they do not fall under the scope of the approach which he wants to attack. The
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motivation for these variations would be to attempt to do justice to HOV. For example, taking 
the possibility of modifying supervaluationism, Sainsbury claims (1996, p. 257):

An attempt to do justice to 'higher order' vagueness by acknowledging vagueness in the 

notion of a sharpening would force one outside the set theoretic language in which the 

theory is supposed to be couched, and would mean that the real work of semantic 
description was being done in a vague language, rather than in a set-assigning one.

However, Sainsbury's general point conspicuously overlooks the counterexample of 
epistemicism. For example, although Williamson would agree with the classical picture of 
sets and classes as Sainsbury describes it, he disagrees with the idea that in borderline 

cases, there will be a remainder of objects which do not fall under the positive and negative 

extensions of the vague predicate in question. According to the epistemic view, the essence 

of borderline cases of the application of a vague predicate is that we just cannot know 

whether the objects in question fall under either the positive or negative extension that 
predicate: yet there is a determinate fact nonetheless.

Sainsbury's other reason for thinking that vagueness cannot be characterised by borderline 

cases involves appeal to artificially stipulated predicates such as 'child*'. He thinks that 
characterising a vague concept as boundaryless is better than characterising it as permitting 

borderline cases, since he thinks non-vague predicates admit borderline cases.36 For 
example he claims (1996, p.257):

If'child*' is defined as true of just those people whose hearts have beat less than a million 

times, false of those whose hearts have beaten more than a million and fifty times, and 

borderline with respect to the remaining people, it has borderline cases but behaves quite 
unlike our paradigms of vagueness.37

Incidentally, another instance of this sort of incomplete stipulation comes from Jamie 

Tappenden (1995). Tappenden cites an actual legal case as an instance of deliberately 

leaving matters indeterminate. His example, briefly, is as follows. A U.S. Supreme Court

36 Sainsbury is thus aware of one horn of the apparent dilemma I drew attention to in chapter 
one: i.e., he is aware of the idea that we want our initial characterisation of vagueness to 
exclude unrelated phenomena. Since he thinks that non-vague concepts admit of borderline 
cases, vagueness cannot be adequately characterised by the latter. Although I am about to 
suggest that the argument he presents for this conclusion is invalid, he is still im p lic itly  aware 
of the plausible requirement I mention.

Williamson admits (1995, p. 189, fii. 24) that he himself once used the case of incomplete 
stipulations against the epistemic view. But he now points out that the stipulation that R does 
not always bring it about that R  in the case of inconsistent stipulations, for one example. Also, 
consistent stipulations may fail to bring it about that R  e.g. stipulating a nonsense word to be 
meaningful without stipulating what it is to mean. Further, a body of stipulations may have the 
desired stipulatoiy effect in ordinary cases without doing so in some anomalous cases -
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order emerged from a series of cases beginning with Brown v Board of Education in 1954 - 
segregated education systems were ordered to be integrated with 'all deliberate speed'. This 

expression avoids describing a sharply delineated period of time, because the Justices 'were 

sensitive to the upheaval the decision was likely to cause, and they wanted to ensure that the 

lower courts charged with monitoring enforcement would have the flexibility to make the 

expression more precise in light of the situations facing them.' The justices, in laying down 

this ruling, were consciously intending to leave certain cases unsettled. Further, the Justices 

could have introduced their own term - 'Brownrate' (say a school's integration would be taken 

to proceed at a Brownrate if it had been completed within one year and not if it took more 

than five years); here (as in Sainsbury's example) there are (1995, p. 198) 'sufficient 
conditions for something to have the predicate correctly applied to it, and sufficient conditions 

for regarding a prospective application as incorrect, with a 'space' left intentionally in the 
middle.'38

However, Sainsbury does not indicate the respect in which he thinks 'child*' differs from 

paradigm cases of vagueness, or what such a paradigm essentially involves. One possible 

reason that 'child*1 differs from such paradigm cases is that in the predicate's borderline 

cases, competent speakers won't disagree or be uncertain about whether to apply the 

predicate (Horwich and many non-epistemicist theorists argue that this is essential to the 

notion of a borderline case). Alternatively, the difference may be that with ordinary vague 

predicates, there is something to be known of which we are ignorant, regarding whether the 

predicate applies or not. But in any case, it is likely that there are different conceptions of a 

borderline case at work in Sainsbury's 'child*' and paradigm cases of vagueness, and 

Sainsbury cannot be justified in assuming that it is the same notion of a borderline case 

which applies to ordinary vague predicates, as does to his artificially stipulated one. If so, it 
does not follow from the fact that non-vague predicates can have stipulatory borderline cases 

that vagueness cannot be characterised by a different notion of a borderline case, viz. either 
the 'conflict/no opinion', or 'ignorance' conception. Furthermore, Sainsbury's view that 
borderline cases involve (classical) boundaries, and as such cannot deal with HOV, is false 

on Williamson's view. For far from requiring the rejection of the classical picture, the latter on 

the contrary embraces it. So in fact, Sainsbury does not show that vagueness cannot be 
characterised by borderline cases.39

especially in the sort of incomplete stipulation that Tappenden discusses in a constitution (see 
below).
38 Roy Sorenson, like Williamson, is critical of the idea that indeterminacy can be stipulated 
into existence. He claims (1995, p. 168): 'since the epistemicist thinks that non-epistemic 
indeterminacy is logically impossible, he will class the attempt to invent such predicates along 
with tasks such as squaring the circle.' The idea that indeterminacy can be stipulated into 
existence arises because it is falsely believed that our ability to construct predicates is as 
limitless as our intentions, thinks Sorenson. This must be false because sometimes we intend 
the impossible (at least unwittingly).
39 Of course, Sainsbury would object to Williamson's epistemicism precisely because of the 
latter's espousal of sharp boundaries in borderline cases. Nevertheless, epistemicism does

33



Dominic Hyde, as I note in 2.4, employs a similar criticism of Sainsbury here, in that the 

former argues that the sort of borderline case which applies to 'child*' is different from the 

notion of a borderline case which applies to ordinary vague predicates. To this extent, Hyde's 

point here is in accord with mine. However, Hyde takes the more specific view that the sort of 
borderline case which applies to 'child*' is not itself vague, whereas the notion of borderline 

case which applies to ordinary vague predicates is itself vague. I only point out that there is 

some difference. For instance, even if it is because the conflict/no opinion view of a 

borderline case applies to paradigm vague predicates, unlike Sainsbury's stipulated view of a 

borderline case regarding 'child*', this does not necessarily mean that Hyde is correct. As I 
indicate below, Tye espouses the conflict/no opinion view of a borderline case, yet argues 

that it is indeterminate whether ordinary vague predicates have borderline cases.

Hyde's view regarding borderline cases is questionable, as Tye notes. I examine Hyde's 

views, and Tye's criticisms of them, in 2.4. I shall also argue that Hyde fails to address the 

main point of Sainsbury's article, regarding borderline cases entailing boundaries in sorites 

sequences. Before that, I turn to Dorothy Edgington's criticisms of Sainsbury, and a possible 
reply to these criticisms from Tye.

2.3: Edoinaton's critique of Sainsburv

I want to begin this section by pointing out that the issue identified in chapter one, regarding 

the danger of importing controversial theoretical assumptions into one's initial 
characterisation of vagueness and related notions, arises in the context of Sainsbury's 
account of the classical picture of classes, as outlined in section 2.2. For example, Michael 
Tye considers the possible objection to his notion of a vague set (in which the axiom of 
extensionality comes out as indefinite) that such entities are not sets at ail. His response is 

that this objection is given from 'a particular theoretical perspective'. (1996, p. 283, fn. 4): 
Tye claims that the objection forgets that 'the term 'set' is a perfectly ordinary one and that in 

its ordinary usage it is not reserved for sharp entities.'40 Obviously, Sainsbury would disagree 

with such a (non-classical) account of a set, as would others. On the classical picture, no sets 

have borderline members, i.e. members which are neither determinately in the set nor 
outside it. As I pointed out in chapter one, philosophers such as Williamson and Horwich 

argue that it would be wrong to characterise vagueness in such a way that the initial sketch 

precluded certain theories of vagueness from the start. This will be true of the notion of a set 
too, I think. We should not define a set according to the classical picture, for this would be to 

preclude the idea that there can be vague sets.

provide a counter-example to Sainsbuiy's idea that vagueness cannot be characterised by 
borderline cases.
40 Tye's paper 'Sorites paradoxes and the semantics of vagueness' is reproduced in the (1996) 
Keefe and Smith reader. Page references to Tye's paper here refer to the 1996 anthology.
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Sainsbury suggests that instead of conceiving of vague concepts as having boundaries, we 

could picture such concepts as (1996, p.258) being rather like 'magnetic poles exerting 

various degrees of influence: some objects cluster firmly to one pole, some to another, and 

some, though sensitive to the forces, join no cluster.' Less metaphorically, he claims that 
whereas on the classical picture there is no difference between its being not mandatory to 

apply a concept and its being mandatory not to apply it, (i.e. it is either mandatory to apply 

the concept or it is mandatory not to apply it) on the view of vagueness Sainsbury proposes, 
(1996, p. 259) 'it can be permissible to draw a line even where it is not mandatory to do so'.

Whereas boundarylessness (on the classical picture) gives rise to a sorites paradox, 
Sainsbury argues that this is not so on his alternative view. Boundaryless concepts are such 

that in a sorites series of objects, (in which each object is very similar to the ones adjacent to 

it), it is never mandatory to apply the concept to one object and withhold it from its immediate 

neighbour. Since on the classical picture, there is no difference between its not being 

mandatory to apply a concept and its being mandatory not to apply it, it is mandatory never 
to apply the concept to one object in such a sequence and yet not apply it to the object's 

immediate neighbour. So if one applies the concept to the first member of the sequence, 
ultimately one is forced to apply it to every other member, including (absurdly) the last. 
However, Sainsbury insists that on his view, the fact that it is not mandatory to apply a 

concept does not entail that it is forbidden to apply it, contrary to the classical picture. So it is 

not the case that if one applies the concept to one member of the sequence one must also 

apply it to its immediate neighbour. However, the immediate question arises: won't there be a 

last object in such a sequence for which it is mandatory to apply the concept, and a first for 
which it is permissible to withhold such application? And if so, isn't there still a boundary in 

the series, contrary to Sainsbury's proposal? Sainsbury's answer is no - 'mandatory' is 

boundaryless also (although he does not explain how this answer can be justified in his 
inaugural lecture).

This is the point at which Dorothy Edgington objects to Sainsbury's account. Although she 

agrees that it can be permissible but not mandatory to apply a vague concept, she disagrees 

that Sainsbury has shown that his talk of boundaryless concepts changes the structure of the 

problem in such a way to show that old approaches to sorites paradoxes do not work, 
whereas the new approach can (see (1993), fn 8, p. 197). For on Edgington's view, even on 

Sainsbury's (apparently) boundaryless approach, there will still be boundaries in the 

traditional sort of sorites sequence. On such a sequence of objects running from red to 

orange, say, one might ask (1993, p. 197): 'At what point does it cease to be mandatory, and 

begin to be merely permissible, to call something 'red'?'. Perhaps there is no such boundary; 
maybe there is a range along the sequence over which it is permissible to hold that it is 

mandatory to call the object red, and permissible to deny that it is mandatory. But then, 
Edgington claims it may be asked (1993, p. 197): 'at what point does it cease to be
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mandatory to hold that it is mandatory?' Taking Sainsbury's metaphor of concepts being like 

magnetic poles, exerting various degrees of influence, Edgington claims that on this account, 
three exclusive classes of objects have been specified. (On Sainsbury's metaphor, some 

objects cluster firmly to one pole, some to another, and some to neither.) She claims that (if 
these objects exhaust the domain) then (1993, p. 197):

there is a least red thing, whose successor is borderline. If they do not exhaust the domain, 

there is a non-empty class of objects intermediate in redness between the first and third, 

and/or the second and third classes specified above. But then there is still a least (clearly) red 
thing. If talk of classes is somehow to miss the point, let us re-express it in Sainsbury's 

preferred terms: consider the concepts 'clusters firmly to the red pole', clusters firmly to the 

orange pole' and 'clusters neither to the red pole nor to the orange'. If every object in our 

domain clusters firmly round one of these three concepts, there is a least (firmly-) red thing; 
if some objects cluster to none of these there is still a least firmly-firmly-red thing.

However, although I think that Edgington does show that Sainsbury's approach, as he states 

it, involves boundaries of the sort she indicates, I think Sainsbury's account can be modified 

very slightly to avoid Edgington's criticism. Sainsbury, in his metaphor of magnetic poles, 
does claim that some objects cluster to neither pole (although they are sensitive to the 

metaphorical magnetic forces). This wording makes it look as if they are definitely neither red 

nor orange. It will be noted that Edgington (correctly) points out that on Sainsbury's stated 

view, it looks like he is forced to agree that either it is true that the objects in the domain fit 

neatly into three exclusive classes, or it is false. If it is true, there are boundaries, contrary to 

Sainsbury's intentions, and if it is false, i.e. one posits extra objects which don't fit into the 

three classes, there will still be boundaries of the sort Edgington mentions. So either way, 
there will still be boundaries.

Yet if Sainsbury had been more careful, he may have wanted just to claim that for some 

objects, there is no determinate fact of the matter about whether they cluster to one pole 

(red) or the other (orange) (and not claim that these objects cluster to neither pole). This 

would still be in keeping with his rejection of the classical picture of classes and sets, yet I 
believe, provide him with a way of resisting Edgington's attack here, for it would be to avoid 

using a classical (bivalent) metalanguage in which it is either true or false that an object in 
the sequence either clusters firmly to one pole or it does not.

In order to see how the revised account of Sainsbury's view can resist Edgington's criticism, it 
will be useful to transpose Michael Tye's semantics of vagueness onto Sainsbury's metaphor 
of magnetic poles - 1 do this presently. But first, it is interesting to note that Sainsbury himself 
does speak favourably regarding Tye's views about vagueness, in some of his other
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publications.41 For instance, in the second edition of his book Paradoxes. (1995, p. 46), 
Sainsbury claims that Tye's approach is promising, and that the latter has it that:

for some sentences there is no fact of the matter concerning how they are treated in the 

semantics: the semantics does not entail that they are true, does not entail that they are false, 

does not entail that they are neither true nor false, and so on. There must also be no fact of 
the matter about just which these sentences are.

Again, Sainsbury writes (1991, p. 179, fn. 9):

Another urgent question is whether boundarylessness entails Sorites paradoxes. The materials 

for a negative reply at the level of formal semantics, within a framework quite congenial to the 
approach here, is given by Michael Tye in 'Vague Objects', Mind XCIX (1990), pp. 535 - 57.42

Tye adopts Kleene's semantics, which agrees with classical semantics when only truth and 
falsity are involved.43 On Tye's semantics (1996, p. 282):

1) The negation of a statement of given truth-value is its opposite in truth-value.
2) A conjunction is true if both its conjuncts are true and false if either conjunct is false. 

Otherwise it is indefinite.

3) A disjunction is true if either disjunct is true and false if both conjuncts are false. 
Otherwise it is indefinite.

4) The truth-value of P-»Q is to be the same as that of -,P v Q

5) The truth-value of P <-» Q is to be the same as that of (P->Q) & (Q-» P).

According to Tye, 'is true', 'is false', 'is indefinite' are predicates, whereas the locution there is 

no determinate fact of the matter about whether1 is a sentence operator, and cannot be
analysed in terms of the predicate 'is indefinite'. Tye also claims (1994, p.285, fn. 9) that
sentences of the type 'There is no determinate fact of the matter about whether P' are 

equivalent to 'It is not the case that it is determinate that P and it is not the case that it is 

determinate that not-P'. Obviously this equivalence doesn't constitute a reductive analysis, 
since it introduces another comparable sentence operator, namely 'it is determinate that', or 
abbreviated, Det. The truth conditions for Det are given as follows: Det p is true if p is true, 
and false if p is false or indefinite. As Williamson would agree (e.g. see 1994 (A) p. 182), the 

fact that no reductive analysis is being given for 'is indefinite' does not show that this notion is

41 See also p. 599 of Sainsbury's (1995) review article of Williamson's book 'Vagueness'. 
Sainsbury claims there that Williamson 'does not consider Tye's theory, which has what many, 
including Williamson, would see as the merit of starting out with an unequivocally vague 
metalanguage.'
42 The relevant material in the 1990 article is the same as in the 1994 one from Tye.
43 Kleene 1952. Kleene did not apply these semantics to vague statements.
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problematic, since most notions have no reductive analysis. Relatedly, in Tye's view, the 
purpose of a formal semantics (1996, p. 287):

is not to give reductive explanations or analyses of the meanings of various sorts of sentences 

in vague terms (or in any other terms for that matter). . . Rather, the purpose of a formal 

statement of truth conditions is, or should be, to explain rigorously how the truth-value 
predicates are to be applied, and to do so in a way that is compatible with our prior, ordinary, 
understanding of the relevant concepts and sentences.

Williamson's point is that in the absence of a reductive analysis, definiteness has not been 

shown not to be an epistemic notion. However, it is surely false to say that classical logic and 

semantics are compatible with our ordinary understanding of vague concepts. Williamson 

counters that denying classical logic and semantics leads to all sorts of difficulties - whether 
this claim can be substantiated will be the subject of the chapters that follow. But for the 

moment, it should be noted how Tye's overall conception of the relationship between formal 
semantics and our ordinary understanding of vague terms differs from Williamson's. The 

former tries to build his semantics around our ordinary understanding of vagueness, whereas 

the latter tries to explain how our intuitive understanding of vague terms (which denies sharp 

boundaries) is incorrect, and show how a correct understanding fits with classical semantics.

I explain Tye's position in more detail in a moment. Before that, let me show how his account 
might be transposed to Sainsbury's notion of boundarylessness. The first point here, which I 
noted at the beginning of this section is that unlike Sainsbury, Tye thinks that there is a non- 
classical notion of a set. For ordinary extensionally vague predicates (like 'red'), given a non
empty domain such as the sorites sequence of objects described by Edgington above, 'red' 
has a positive and negative extension. The positive extension is the set of objects which the 

predicate applies to; the negative extension is the set of objects which it does not apply to. 
Intuitively, if the predicate is vague, there will be some objects in the domain which are 

borderline. Tye describes the borderline members of such a domain as being such that 
(1996, p. 283) 'there is no determinate, objective fact of the matter about whether they are 

inside the set (e.g. of red things) or outside it'. My point as regards Sainsbury's account here, 
is that he can use Tye's idea in this quotation, substituting his own metaphorical notion of 
magnetic poles for Tye's talk of non-classical sets (which Sainsbury doesn't like). In other 
words, Sainsbury could revise his position and claim that that there is no determinate 

objective fact of the matter about whether some objects in the domain in question cluster 
towards one pole or the other (instead of claiming that some objects will cluster firmly to 
neither one pole nor the other).

One might object a la Edgington here that there will still be a boundary between the last 
member of the set of red objects (or in Sainsbury's terms, the last red object that clusters
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firmly to the 'red pole1), and the first object for which there is no determinate objective fact 
about whether it is part of that set (cluster) or not (i.e. there will still be a least firmly firmly 

red object). Tye considers this meta-linguistic sort of objection to his view (see Tye, 1996, p. 
288). We can imagine a list of statements of the form 'A man with N hairs on his head is 

bald', (where N ranges from 0 to 1,000,000). Calling these statements M0, M1,
M1000000, it may be thought that Tye must admit that there is some statement Mk, such that 
Mk is true and Mk+1 is not true (and thereby admit that his view involves sharp boundaries, 
just as Edgington argues that Sainsbury's position described above does). For on the 

supposition that there is no such statement, it seems to follow that for any statement Mk, if 
Mk is true then Mk+1 is true. So since M0 is true, by repeated applications of universal 
instantiation and modus ponens we reach the absurd conclusion that M1000000 is true. 
Given that M1000000 is false, it is argued that there must be a sharp boundary between the 
true statements in the sequence and the indefinite ones.

However, Tye's point is that there will be no determinate fact about whether there are extra 

statements, in between the last true statement in the sequence and the first indefinite one 

(i.e. it is indeterminate whether the borderline cases themselves have borderline cases). 
Similarly, with Edgington's critique of Sainsbury above, Tye would maintain that there is no 

determinate fact about whether there are extra objects in between those that firmly cluster to 

the red pole and the ones for which there is no determinate fact about which pole they cluster 
to. So one cannot truly claim that there is a boundary between these objects, but neither can 

one truly claim that it is false that there is such a boundary (for then there would be a 

straightforward boundary between the positive extension of the predicate and the first object 
for which there is no determinate fact about whether it falls under that extension or not). 
Unlike Edgington in her criticism of Sainsbury, Tye rejects the idea that it must be either true 

or false that there are other objects in the domain that do not fall into the three (vague) 
classes mentioned.

Tye's reasoning for his position can be reconstructed, in general, as follows (I outline this 

reasoning in more detail below). If we consider the sort of domain that Edgington describes 

above, concerning a sorites type sequence of objects running from red to orange, some 

objects will certainly be red, some certainly not red, and some will be such that there is no 

determinate fact about whether they are red or not. Suppose we now ask, are there any other 

objects in the domain? The supposition that this it is true that there are such objects, claims 

Tye, is to postulate more objects than is demanded by our ordinary non-philosophical 
conception of 'red'. More importantly, it would be (1996, p. 283) 'to face a potentially endless 

series of such questions one after the other as new categories . . .  are admitted'. But 
alternatively, to suppose that it is false that there are such objects would be to agree that 
every object in the domain fits neatly into one of the three categories specified, and thus to 

admit that there are sharp boundaries between these categories. Tye claims that (1996, p. 
283) 'pre-theoretically it is not true that there are any sharp partitions here.' He adds:
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What, I think, we should say, then, is that it is objectively indeterminate as to whether there 
are any remaining (objects in the domain in question).

So according to Tye, it is not true that there are sharp boundaries in sorites sequences, but it 
is not false either. More explicitly, Tye's defense of his own view to the meta-linguistic 
objection noted above is to point out that it does not follow from the claim that it is not true 

that 'Mk is true and Mk+1 is not true', that 'if Mk is true then Mk+1 is true' is true. For this will 
not be the case if the untruth of the former claim is due to the fact that it is indefinite. In fact, 
Tye argues that the following claim and its negation are indefinite (1996, p. 288):

For some k, there is a statement Mk such that Mk is true and Mk+1 is not true

In defense of this claim, Tye appeals to something like the conflict/no opinion view of a 

borderline case. He claims that in the sorites type sequence he describes, there are initially 

true statements, then indefinite statements, then false statements. However, analogously to 

the conflict/no opinion view of a borderline case, Tye thinks it intuitively obvious that 
competent language users will not agree upon precisely where the boundaries are to be 

drawn in the sequence between the true, the indefinite, and the false statements. He takes 

this to show that it is not true that there are sharp boundaries in such a sequence. If so, then 

it can be maintained that it is not true that (1996, p. 289): 'any conjunction of the type 'Mn is 

true and Mn+1 is not true' is itself true.' But also, it is not in Tye's view true that every 

conjunction of this type is false, since this would mean that the millionth statement would be 

true given that the first is. So the statement: 'For some k, there is a statement Mk such that 
Mk is true and Mk+1 is not true', is indefinite, according to Tye.

In a similar way, Tye explains how his semantics deals with sorites paradoxes based on 

conditionals (1994, p. 291). Suppose we consider the following such sequence:

A man with zero hairs on his head is bald.
If a man with zero hairs on his head is bald then a man with one hair on his head is bald.
If a man with one hair on his head is bald then a man with two hairs on his head is bald.

If a man with 999,999 hairs on his head is bald then a man with a million hairs on his head is 
bald.

Therefore, by a million applications of modus ponens:
A man with a million hairs on his head is bald.
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Tye argues that since the conclusion here is false, we must accept that not all of the 

premises are true (though obviously the first is true). However, we are not forced to concede 

that there is a first conditional in the sequence which is not true, for on Tye's semantics, we 

should hold that it is neither true nor false that there is a first conditional that is not true. Tye 

claims (1994, p. 291): 'Thus, there are true conditionals initially, and indefinite conditionals 

later, but it is not true that there is a sharp transition from the former to the latter.' Relatedly, 
Tye also points out that on his semantics, it is indefinite whether every conditional in the 

sequence is either true or not true (i.e. false or indefinite). If this were not the case, one could 

argue as follows. The fact that there are indefinite conditionals in the sorites sequence above 

means that not all of them are true. But if so, then surely there must be an adjacent pair of 
conditionals somewhere such that the first is true and the second is not true? However, since 

on Tye's view the truth value predicates are vaguely vague (i.e. it is indeterminate whether 
they have borderline cases), (1994, p. 292):

there is no determinate fact of the matter about whether the schema

If x is a conditional in the sequence then x is either true or not true

is indefinite under any assignments. So, it is not true that (this schema) is true under all 
assignments. Nor is it true that (this schema) is false under some assignments.

If so, the statement 'every conditional in the sequence is either true or not true' comes out as 
indefinite.

To conclude this section, Tye's semantics for vagueness at least provides a prima facie 

plausible alternative to the epistemic view of HOV. Amongst other things, I examine Hyde's 
view of Tye's position in the section that follows.

2.4: Higher-Order Vagueness as unproblematic: Hvde versus Sainsburv and Tve

In this section, I first of all outline Hyde's views in his (1994) paper 'Why Higher-Order 
Vagueness is a Pseudo-Problem'. Hyde's main purpose is to criticise the general sort of 
position that Sainsbury adopts regarding HOV, described above.44 I shall argue that Hyde 

does not show that HOV is a pseudo-problem. I then go on to discuss Michael's Tye's reply to 

Hyde's paper. Hyde presents an argument to the effect that any vague predicate must also 

be HOV (where such HOV is allegedly unproblematic), and that this rules out the possibility 

that it might be indeterminate whether vague predicates have any borderline cases, a view

44 Hyde focuses on Sainsbury's account as given in the latter's 1991 paper. Sainsbury's 1991 
adds to his inaugural lecture mainly by incorporating a critique of Crispin Wright's views in his 
1987. However, Sainsbury's own radical proposals are the same in both his papers, and Hyde's 
points apply equally to both.
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adopted by Tye. Tye makes two points in reply; first, he argues that Hyde has not shown that 
vague predicates must, by virtue of being vague, also be HOV (i.e. that all vague predicates 

are also HOV). Second, Tye argues that Hyde has not shown that any HOV exists. I argue 

that although it may look as if Tye's second argument here takes the form of a reductio 

(which would be questionable in indeterminate contexts), this is not the case. Furthermore, 
Hyde's argument is question begging anyway, since it assumes that vagueness is 

characterisable by borderline cases, whereas the point of Sainsbury's article was to challenge 
this, and Hyde does nothing to address this challenge.

Hyde (1994) argues that the (unqualified) notion of a border case is too broad to accurately 

capture the phenomenon of vagueness, for there are precise predicates such as Mark 

Sainsbury's predicate 'child*', mentioned above, which have border cases (in one sense of 
the notion). In his 1991 paper, Sainsbury suggests that such precise predicates designate 

two properties, and only when both are satisfied is the predicate truly applicable (e.g. when 

P is younger than 16 and younger than 18). Similarly, only when both fail to be satisfied is 

the predicate applied falsely (e.g. when P is older than 18). When one property but not the 

other is satisfied (when P is 17 years old), the candidate counts as on the borderline for the 

predicate 'child*' (1994, pp. 35-36); 'making it vague, even though, intuitively the predicate 

is perfectly precise.' Hyde notes that the common response to Russell's suggestion that the 

penumbra (borderline) region of application of a predicate is itself not precisely definable, is 

to say that the penumbra has borderline cases. This 'extra ingredient' which (proper) vague 

predicates have has thus given rise to the iteration of the paradigmatic concept of 
vagueness (1994, p. 36); 'vague predicates typically fail to draw any apparent sharp 

boundaries within their range of significance.'

Before attempting to explain why HOV is a pseudo-problem, Hyde asks us to acknowledge 

two important points concerning vagueness. First of all, ’vague' is a homological term; an 

argument of Roy Sorenson's (which is described below) is given in support of this claim. 
Since 'vague' is vague, it cannot be defined in purely precise terms; i.e. the notion of a 

border case is itself vague. Secondly, the 'inheritance principle' of Rolfs follows from the 

thought that; 'if all but one of the constituent sub-phrases of a complex phrase are precise 

then, if the complex phrase is vague, so is that one remaining constituent sub-phrase.' The
inheritance principle is then as follows (1994, p. 38):

If all the constituent phrases of a complex phrase are precise then the complex phrase is 
precise. (Rolf 1980, p321, Theorem 3.5)

This means that (1994, p. 39); 'if the definiens is vague then there must be some
vagueness in the definiendum. So 'vague' itself must be characterised in partially vague
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terms/ Hyde argues that when characterising predicate vagueness in terms of border cases 
(1994, p. 39):

we must suppose the notion of a border case (and associated notions like penumbra and 

border region) to be itself vague. This is because there is no other candidate for vagueness 

in the analysans. Predicate-vagueness is characterised by 'there being border cases', yet the 
existential quantifier is precise so the notion of a border case must be vague.

Sainsbury's predicate 'child*' is not vague in this sense - it does not possess a border case, 
at least on the vague sense of border case, says Hyde. Hyde concludes that HOV only 

seems to be problematic, because of the ambiguity of 'border case' (1994, p. 37). In other 
words, once we realise that any genuinely vague predicate has borderline cases in the 

vague sense he identifies, then we will see that such predicates are already HOV - they 

have HOV built into them from the start, so to speak. This is in contrast with Sainsbury's 

predicate 'child*', which does not incorporate this vague notion of a borderline case. It 
appears to be Hyde's interpretation of Sainsbury that the latter thinks that from the point of 
view of the classical picture of a set and its boundaries, ordinary vague predicates such as 

'red' employ the same conception of a borderline case as does the predicate 'child*'. (Hyde 

appears to interpret Sainsbury like this because of the tetter's apparent view that vagueness 

cannot be characterised by borderline cases, since non-vague predicates also have (the 

same sort of) borderline cases.) It is for this reason that, in order to try to avoid sharp 

boundaries inherent in this latter notion of a borderline case, we are forced to iterate the 
number of borderline cases associated with ordinary vague predicates. However, the vague 

notion of a borderline case is not supposed to be problematic in this way, according to 
Hyde.

It is debatable whether Sainsbury should, in general, be interpreted in the way that I have 

speculated that Hyde does. For instance, pace Hyde, Sainsbury would not regard an 

adequate characterisation of the notion of predicate vagueness as involving an infinite 

iteration of borderline cases, since for one thing, this would misrepresent our ordinary 

linguistic practice, on Sainsbury's view (see Hyde, 1994, p. 39). As I explained in section
2.2, Sainsbury complains that the classical picture of a set, which 'the' borderline case 

conception of vagueness embodies, cannot capture the idea that vague predicates fail to 

draw any apparent sharp boundaries. Hyde seems to think that Sainsbury thinks this is so 

because the latter assumes that our paradigm vague predicates have the same sort of 
borderline cases as 'child*' does, i.e. precise ones. Yet arguably, Sainsbury's contrast 
between 'child*' and paradigm cases of vagueness is quite unrelated to his main point about 
the need for vague predicates to avoid boundaries. The property of 'child*' which makes it 
non-vague in Sainsbury's view may just be that there is no possibility of competent 
speakers disagreeing about its correct application, as I pointed out above.
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But even if Hyde is correct in his interpretation of Sainsbury here, it is mysterious why he 

thinks that the acknowledgement that 'border case' is vague dissolves the main problem 

about HOV which Sainsbury raises; regarding the need for vague predicates to avoid 
drawing sharp boundaries. For on Hyde's vague notion of borderline cases, this problem 

still remains. Taking an ordinary vague predicate such as 'red', and imagining a sorites 

sequence for it, some objects will fall under the predicate's positive extension, some under 
its negative extension, and there will be a remainder of borderline cases. The view that the 

notion of a borderline case is itself vague (in the sense that 'borderline case' has borderline 

cases, and so on) does not show that sharp boundaries do not exist along the sequence 

here. For there will still be a boundary between the positive cases of application and the 

first instance of some level of higher-order borderline application of the predicate (perhaps 

an infinite level), for example. If so, Hyde's arguments do not engage with the main point of 
Sainsbury's paper.

In the course of his argument for HOV, Hyde also objects to Michael Tye's approach to 

vagueness. Hyde claims that his own argument for HOV (1994, p. 39):

puts paid to any attempt to avoid the supposed difficulties associated with HOV by either 
denying there to be any higher orders of vagueness (as Wright tried to suggest . . .), or by 

claiming it to be vague whether there are higher orders of vagueness: a line of defence 
presumably advocated by Michael Tye .. .

In response, Tye (1994) makes two main points. First, Tye claims that Hyde's argument 
contains a non sequitur; the conclusion that any vague predicate must also be higher order 

vague does not follow from Hyde's premisses. Hyde uses Roy Sorenson's argument that 
'vague' is vague, in conjunction with Bertil Rolfs 'inheritance principle', to infer that the notion 

of a border case is vague, and that thus all vague predicates are already HOV (given that 
vague predicates are characterised by having border cases). Tye thinks that even if Roy 

Sorenson's argument is correct, all that Hyde shows is that HOV exists somewhere, (but it 
might be quite atypical). However, the second part of Tye's response is to argue that (1994, 
p. 45) 'we can reasonably deny' that Sorenson's argument for the vagueness of 'vague' is 

sound (NB - this is not necessarily to claim that it is false that Sorenson's argument here is 

sound) since Sorenson's conclusion can be used to show that 'vague' is what Tye calls 

'vaguely vague'. Tye claims that it is possible to construct sorites sequences for this latter 
sort of predicate, which are similar to the one Sorenson generates for 'vague'. So it follows 

that an alternative explanation of the Sorenson sequence for 'vague' is that 'vague' is 

vaguely vague. Consequently Hyde has not shown that any higher order vagueness exists45.

45 Bear in mind that Tye does not purport to have shown by his argument against Hyde here 
that it is false that HOV exists, but rather that this is indeterminate.
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Sorenson's argument can be summarised thus. We are able to construct a sorites paradox 

for the predicate "vague", and show that "vague" is itself vague, by defining a sequence of 
predicates on the natural numbers such that the nth predicate on the list applies only to 

those integers that are either small or less than n. If we have the sequence of such 

predicates '1-small', '2-small', '3-small' etc., then we can construct the following sorites 
sequence:

'1-small' is vague.

If 'n-small' is vague then 'n+1 small' is vague.

'10-small' is vague.

'Small' and '1-small' are equally vague, since both clearly apply to 0 and both apply in 

exactly the same way to all other integers, and similarly with '2-small' and '3-small'. Hyde 
notes that (1994, p. 37);

each of these two predicates apply in exactly the same way to all other integers as 'small' 

does with the exception that '2-small' has 0 and 1 as clear instances, whilst '3-small' has 0,

1 and 2 as clear instances; since 0, 1 and 2 are all clearly small it follows that '2-small' and 

'3-small' are as vague as 'small' itself. However, we eventually reach predicates where the 

'less than n' clause has the effect of making some integers clear instances of the predicate 

'n-small' whereas they were border cases for the predicate 'small'. Some border cases are 
eliminated.

A bit further on down the series, (’q-small') all border cases for 'small' have been eliminated 

for the border region of 'q-smalP - that predicate has no border cases at all, and is therefore 

precise. The predicate '10 -small' is such a predicate, and it is clear whether or not to apply 

it to any integer. However, 'it is a vague matter where along the sequence the predicates 

with border cases end and the ones without border cases begin. Consequently 'vague' is 
vague.'

According to Tye, Hyde thinks that:

(1) "F is a vague predicate' may be analysed as "F' has border cases'.

(2) 'Is a vague predicate' is itself a vague predicate.
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From (1) and (2),

(3) 'Has border cases' is vague.

From (3),

(4) 'Border case' is vague.

So,

(5) There are border cases of border cases.

(6) For any vague predicate 'F', 'F' has border border cases.

Tye argues that (6) does not follow from (5), unless (5) is read as saying that for any vague 

predicate, there are border cases of border cases of that very predicate. But if (5) is read 

this way it does not follow from (4). All that follows from the fact that 'border case' is vague, 
according to Tye, is that some border border cases exist. These might be atypical and 

unlike everyday vague predicates.

However, before looking at Tye's further claims about Hyde's argument here, it will be 

noted that (1) above encapsulates the idea that vagueness can be characterised by 

borderline cases. But this is the very thing which Sainsbury wants to object to - because of 
the boundaries which attach to such cases. If what I said above is correct, Hyde does not 
avoid this problem by insisting on the vague notion of a borderline case. If so, 
independently of Tye's argument below, Hyde does not show that any vague predicate is 
HOV, since (1) may be false.

Tye presents a further argument which purports to show that the conclusion of Sorenson's 

argument is indeterminate (N.B. not that this conclusion is false), and that since Hyde relies 

on Sorenson's conclusion in order to establish that 'vague' is vague, Hyde has not shown 

that any vague predicates are HOV. If Tye's argument took the form of a classical reductio 

on the conclusion of Sorenson's argument, (which Tye formulates as (2) above), then it 
would be unsound. As I indicated above, Edgington argues that RAA is unsound in the 

context of indeterminate sentences. It is important to see that Tye's argument does not take 
the form of a classical reductio. Tye claims that:

(7) 'Is a vague predicate' has border cases 

may be inferred, (given that (1) and (2) are true.)
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Given that a border case involves indeterminacy about whether a predicate applies or not in 
a particular context, it follows that:

(8) There is at least one predicate such that it is indeterminate whether 'is a vague 
predicate' applies to it

Given that 'is a vague predicate' applies to some predicate iff that predicate is vague, we 
get:

(9) There is at least one predicate such that it is indeterminate whether it is vague, 

and therefore

(10) There is at least one predicate such that it is indeterminate whether it has any 
borderline regions of application.

The sort of predicate described by (10) is called 'vaguely vague' by Tye. The vaguely vague 

plays an important role in dissolving the sorites paradoxes, on Tye's view, as I pointed out in
2.3. These predicates, which are such that it is indeterminate whether they have border 
cases, are to be distinguished from vague predicates, which have border cases, and higher- 
order vague predicates, which have border border cases. Tye's criticisms of HOV seem to be 

motivated, in part at least, by his view that the existence of higher orders of ontological 

vagueness is problematic - he argues that it is indeterminate whether there are any such 

higher orders (not that it is false) (1990). Once this sort of predicate is admitted, however, 
then since these predicates admit of sorites sequences like the one Sorenson generates for 
'vague', it follows that an alternative explanation of the Sorenson sequence for 'vague' is that 
'vague' is vaguely vague, i.e. that it is indeterminate whether 'vague' has borderline 
instances. So, says Tye (1994, p. 45):

if Sorenson's argument is sound, then we may reasonably deny that his argument is sound.

So, we may reasonably deny that Sorenson's argument is sound. So, Hyde has not 
succeeded in demonstrating that there is any higher order vagueness.

Tye's argument here does not invoke the classical inference RAA in the form of 
consequentia mirabilis, which is unsound in the context of indeterminate sentences. For in 

claiming that we may reasonably deny that Sorenson's argument is sound, Tye need not 
claim that Sorenson's argument is unsound (as would be the case if he was invoking 

consequentia mirabilis, i.e. if it is sound, then it is unsound, therefore it is unsound, i.e. false 

that it is sound), although perhaps Tye could have made this point more pellucidly. For Tye
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does not want to claim that the existence of the vaguely vague shows that it is false that 'is 

a vague predicate' is itself a vague predicate, i.e. that it itself has borderline cases. Rather, 
all that is being claimed is that it is indeterminate whether Sorenson's argument is sound, 
and this is perfectly consistent with Tye's semantics for vagueness given above. On Tye's 

view, vaguely vague predicates are those that are indeterminate whether they have any 

borderline cases (e.g. 'is borderline red' is such a predicate). Since Sorenson's sequence 
can be run for vaguely vague predicates, on the assumption that Sorenson's argument is 

sound, all that follows is that it is indeterminate whether 'is a vague predicate' is itself a 

vague predicate, i.e. has borderline cases (not that it is false). So if his argument is sound, 
it follows that it is indeterminate whether it is sound (hence we may reasonably deny that it 
is true that it is sound). Therefore it is indeterminate whether his argument is sound.

2.5: Summary

In this chapter, I have argued that Edgington is correct in her criticisms about Crispin 

Wright's DEF operator, and also in her criticisms of Mark Sainsbury's stated account of 
concepts without boundaries. However, I have also argued that Michael Tye's semantics of 
vagueness (which Sainsbury himself speaks favourably about) can be used to revise 

Sainsbury's account. If Sainsbury doesn't want to endorse Tye's notion of vague sets, he can 

just use his own metaphor of magnetic poles along with Tye's semantics: the difference is 

purely terminological - both views yield concepts without boundaries. Also, I argued that 
Hyde's account of HOV does not engage with or solve the main problem that Sainsbury 

alludes to: that the borderline case conception of vagueness draws boundaries which cannot 
do justice to HOV. Sainsbury's point applies even if we regard borderline cases as 

themselves being vague, as Hyde does. Since this is so, Hyde does not show that all vague 

predicates are HOV. But even if this were not the case, Tye points out that there is a non- 
sequitur in Hyde's argument, which has the effect of weakening it. More seriously, Tye 

further argues that Hyde has not shown that any HOV exists (due to the possibility of vaguely 

vague predicates). I also defended Tye's latter point against a possible objection.

Although Williamson's epistemic position seems to avoid problems with HOV, his is not the 

only account that does, if I am correct about Tye. Furthermore, Williamson's view that 
epistemicism predicts and explains HOV depends on the cogency of his margin for error 
principle. I argue in the next chapter that Williamson's preferred such principle seems 

question begging, in that the principle presupposes sharp boundaries in one crucial vague 

context. For now, I conclude that Williamson's epistemic view of vagueness is not as far 
ahead of all of its competitors as Williamson argues that considerations about HOV reveal. 
Consequently, the initial counter-intuitiveness of epistemicism is not offset by these 

considerations in the way that Williamson thinks.
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Chapter Three: One determinist conception of vagueness

3.0: Recap: Epistemicism as a research programme

In chapter one, I argued that it is useful to consider different theories of vagueness in terms 

of research programmes, in the sense that Imre Lakatos has developed in the philosophy of 
science.46 Such research programmes have a 'hand core' and a protective belt of auxiliary 

hypotheses; the former cannot be revised without abandoning the research programme, 
whereas the latter can be revised, to allow for new discoveries, anomalies etc. To recap, the 

hard core of (Williamson's) epistemicism includes classical logic, a disquotational principle 

for truth, classical semantics (bivalence), and the idea that there are sharp cut-off points 

between the application and non-application of predicates in borderline cases, but that we 

cannot know where these borderlines are. Its auxiliary hypotheses include Williamson's 

explanation of our ignorance of the location of sharp-cut off points, i.e. his margin for error 
principle.

Some philosophers (e.g. Rosanna Keefe (1995), and R.M. Sainsbury (1995)) have tentatively 

criticised Williamson's preferred margin for error principle. For example, although Sainsbury 

argues that more work needs to be done on the underlying notion of reliability employed in 

the principle, he merely suggests that such work would be required for a complete statement 
of Williamson's position, and does not intend to be understood as claiming that this 

requirement cannot be met. It may seem at first glance that even if Williamson were forced 

to change his particular margin for error principle, this would not necessarily be a serious 

blow to epistemicism as a research programme, since this principle is an auxiliary hypothesis 

- it can be revised without abandoning the theory.

However, although Williamson's margin for error principle is indeed an auxiliary hypothesis, I 
argue that matters are more serious than might at first be imagined. I shall suggest that 
Williamson faces a dilemma regarding his preferred margin for error principle. On the one 

hand, there is a gap in his argument for the principle, involving a hidden assumption which is 

question-begging, not because it presupposes unknowability, but in that it presupposes (and 

requires) the existence of a sharp semantic boundary in one crucial vague context from the 

point of view of the principle. The crucial context concerns the vague matter of whether there 

has been enough change in our overall use of a vague term in order to produce a slight but 
determinate change in that term's meaning. On the other hand, to avoid this charge, his 

argument could perhaps be revised in a way that appeals to the idea of naturalised

461 use this Lakatosian analogy primarily for illustrative purposes: I am not committed to 
Lakatos' ideas about theory change in the philosophy of science.
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epistemology, however this would be of only limited value. The thought would be that 
Williamson might just brazenly beg the question and assume that there are sharp boundaries 

in borderline cases of the application of vague predicates, argue to the conclusion that we 

are unavoidably ignorant of them (invoking notions such as the reliability of knowledge etc.) 
and then apply conditional proof. Although the conditional conclusion that if sharp boundaries 

exist then we cannot know where they are, would have been arrived at independently of 
believing or accepting the antecedent, this should not be enough to convince us that such 

sharp boundaries actually do exist.

Of course, Williamson presents other indirect reasons for thinking that they do. Yet if it could 

also be shown that retaining classical logic is not as advantageous as Williamson makes it 
look, or that his argument against counter-examples to bivalence for vagueness is question- 
begging, or that bivalence is not as well integrated with theories in other domains as 

Williamson claims, then the hard core of epistemicism would be seriously threatened. I 
attempt to show the last of these points in the last section of this chapter. I consider his 

reductio argument against counter-examples to bivalence for vague utterances in chapter 
five.

In this chapter, I argue that Williamson's 'inference to the best explanation' sort of argument 
for epistemicism is weaker than he would have us believe.47 First of all, in section 3.1, I 
describe Williamson's 'orthodox' views, which he sets out in his paper entitled 'Definiteness 

and Knowability' (1994 (A)).48 Here, he considers the question of whether one can plausibly 

adopt a non-epistemic view of vagueness if one also accepts the orthodox combination of a 

disquotational theory of truth and classical logic (which he says is to include theorems like 

L.E.M., and also standard rules of inference). Unsurprisingly, he argues that all the attempts 

to do this which he considers fail. So although it may be possible to espouse orthodoxy yet 
not adopt epistemicism, this position looks implausible, and as a result epistemicism is made 

to look more plausible. However, I point out one position (Diana Raffman's) regarding 

vagueness which is arguably still orthodox, yet which is not epistemic.

Section 3.2 concentrates on Williamson's preferred margin for error principle. I argue that this 
principle faces a dilemma of the sort outlined above. In section 3 .3 ,1 argue that Williamson's

47 Williamson's overall defence of epistemicism takes the form of inference to the best 
explanation since he offers no direct evidence that the sharp cut-off points that epistemicism 
postulates actually exist. Rather he criticises other theories which deny the existence of sharp 
boundaries, and argues that the denial of bivalence for vague utterances leads to absurdity, and 
that bivalence is integrated with well-confirmed theories in other domains.
48 In this paper. Williamson (p. 171) claims that vagueness should not be defined as non- 
epistemic, because it would then become 'controversial whether any expression generally 
classified as vague really is vague in the defined sense.' However, he does think that we should 
define an expression as vague if and only if it is capable of yielding borderline cases. This faces 
the problem identified in chapter one, concerning precluding certain theories from the outset, e.g. 
Sainsbury's view of boundaryless concepts.
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assertion that classical logic and semantics are superior to the alternatives because of the 

former's integration with well-confirmed theories in other domains is not true. Quantum 

mechanics is the most well confirmed physical theory ever devised, yet it is at least very 

controversial whether bivalence applies for quantum mechanical utterances.49

3.1: Orthodoxy and epistemicism

In his paper 'Definiteness and Knowability' (1994 (A)) Williamson seeks to persuade us of the 

difficulty of giving a non-epistemic account of vagueness, given that one accepts the 

orthodoxy of classical logic and disquotational principles about truth and falsity. He concludes 

that there is no plausible way of providing such a non-epistemic account, given we are 

orthodox in the way he describes. Although one may for various reasons want to be 

unorthodox, my concern in the current section is to provide a counter-example to 

Williamson's conclusion here, even assuming orthodoxy.50 I shall first of all describe 

Williamson's 'argument from orthodoxy' against non-epistemic accounts of vagueness.

Williamson recognises the need for some constraints on a disquotational schema for truth, in 

order to deal with problems such as indexicality, the liar paradox, etc., but thinks that handled 

with care, the attribution of truth to sentence types should not distort the issues he discusses 

in connection with vagueness. He works with the following schema, (T+), which (the less 

general) (T) follows from:

(T+) If in a context c a sentence s says that P, then s is true in c if and only if P.51 

(T) 'P' is true if and only if P.

(The immediate rationale for T+, claims Williamson, is to underwrite the biconditional's is 

true if and only if P', rather than some weakened principle (1994 (A), p. 172.))

We are to suppose that P is a vague sentence in a paradigmatically borderline case 

(whatever that is supposed to be!) and that 'not P' is also a vague sentence - 'not P' is

49 Williamson does not explicitly say that bivalence does apply in the realm of quantum 
mechanics - but if he does not have this domain in mind, his claim that bivalence is integrated 
with well confirmed theories in other domains is very misleading. (See his 1997, p. 921.)
50 Williamson does point out (1994 (A), p. 173) that nihilism would be a counter-example to his 
position here which is not formally inconsistent; however he does not argue against it in that 
article (though he does in his (1994 (C))). In the former, it is to be understood that orthodoxy 
includes the proviso that vague utterances must say that something is the case. The points I make 
below are consistent with this proviso.
51 Williamson claims in a footnote that 'A good account of the semantic paradoxes might require 
'says' and 'true' in (T+) to be indexed to a level in a hierarchy of some kind.' However, he does not 
explain how this move will prevent 'superparadoxes', which might take the form of a sentence 
such as the following: 'This sentence is not true at any level in the hierarchy’.



equivalent to the falsity of P. Since 'P' is true iff P, and 'not P' is true iff not P, one can 

classically deduce

(1) Either 'P' is true or 'Not P' is true.

The notion of unknowable truth is now introduced as follows: a sentence is unknowably true 

in a context iff it is true, but not knowably true, in that context. A sentence is knowably true in 

a context if the sentence is true and means are available for ordinary competent speakers of 
the language to come to know that it is true. Williamson points out that a sentence might be 

unknowably true in the specified sense even if by extraordinary means (e.g. divine 

revelation) some normal competent speaker did acquire the relevant knowledge. But in the 

paradigmatic borderline case, normal competent speakers have no means to decide the 

matter (concerning P).

The unavailability of knowledge in such paradigmatic borderline cases can be stated 

metalinguistically:

(2) 'P' is not knowably true and 'Not P' is not knowably true.'

(2) by itself does not assert that either 'P' or 'not P' is unknowably true, since a sentence can 

fail to be knowably true without being unknowably true in the defined sense, by not being true 

at all. However, in combination with the claim that (1D 'either P or Not P is true', argues 

Williamson, we can claim that:

(3) Either 'P' is unknowably true or 'Not P' is unknowably true

(the speaker's ignorance in a particular context c - a paradigmatically borderline case - has 

an object.) This (apparently) shows that those who accept orthodoxy must regard vagueness 

as involving the presence of unknowable truths, but this is not to say that they must accept 
that it is constituted by that presence, for many unknowable truths do not turn on vagueness 

(Goldbach's conjecture in mathematics, say). Unknowable truth is not a sufficient condition 

for a case to be borderline, on the orthodox view. But although a particular epistemic 

condition (the claim that 'P' is not knowably true and 'not P' is not knowably true) turns out not 
to be necessary and sufficient for a case to be borderline, Williamson argues that it does not 
follow that no epistemic condition is necessary and sufficient. Vagueness might consist in a 

specific kind of unknowability. In fact, Williamson contends that the kind of unknowability in 

question is a semantic kind; though one which (allegedly) avoids the implausible position that 
ordinarily competent speakers of a language do not know what its vague expressions mean.



Williamson criticises the view that borderline cases should be characterised in terms of a 

notion of indefiniteness, rather than unknowability. In a paradigmatically borderline case, it 
may be claimed that

(4): 'P' is not definitely true and 'Not P' is not definitely true.

Calling a sentence that is true but not definitely true indefinitely true, one can claim, given 

orthodoxy,

(5) Either 'P' is indefinitely true or 'Not P' is indefinitely true.

On this view, it is the presence of indefinite truths that is distinctive of borderline cases, not 
the presence of unknowable truths. Since the presence of unknowable truth is not sufficient 
for a case to be borderline, as Williamson argued above, and since, by hypothesis, the 

absence of definite truth is sufficient for that, it follows that the former is not sufficient for the 

latter. Thus, the following principle is not generally valid:

(6) If s is definitely true then s is knowably true.

There can be definite truths that are not knowably true. If the principle in question here were 

valid, one could argue contrapositively from the claim that (2) "P' is not knowably true and 

'Not P' is not knowably true' to the claim that (4) "P' is not definitely true and 'Not P' is not 
definitely true' (substituting 'P' and 'Not P' for s in the principle.) However, whereas definite 

truth does not imply knowable truth, knowable truth does imply definite truth. Further, definite 

truth implies truth, but not vice versa. The converse here does not hold because it would 

make the claim

(4) 'P' is not definitely true and 'Not P' is not definitely true

inconsistent with the claim

(1) Either 'P' is true or 'Not P' is true,

and so inconsistent with orthodoxy, whereas (4) was supposed to hold in borderline cases. 
Thus, argues Williamson, definiteness, whatever it is supposed to be, 'lies strictly between 

knowability and truth in extension.' Williamson goes on to examine non-epistemic 

characterisations of definiteness, and to ask whether any of them are consistent with 

orthodoxy. These are found wanting - whilst the absence of a reductive analysis of 
definiteness does not show the notion to be incoherent, definiteness has not been shown not 

to be an epistemic notion.



However, the notion of a context in Williamson's use of (T+) may be questioned, since for 
instance, Diana Raffman develops a different notion of a context in borderline cases. In her 
paper ‘Vagueness And Context-Relativity’ (1996), she puts forward three ideas which she 

regards as facts about the correct application of a vague predicate (1996, pp. 175-6):

Datum 1: The correct application of a vague predicate varies with context.
Datum 2: On any run of applications of a vague predicate ‘P’ to the items in a sorites series, 
the competent speaker must reach a point at which he refuses to apply *P\
Datum 3: Even where the relevant context has been fixed, the location of the last item to which 
‘P’ is applied will vary from speaker to speaker and run to run (by the same speaker on 

different occasions).

What Raffman says in her article is guided by these data. On her view, the sorites is puzzling 

due to our impoverished conception of the manner in which the successive items in the 

series can differ in kind. We assume that differences (e.g. red, not red) establish boundaries 

in sorites sequences -  boundaries are differences in incompatible kind relative to single 

contexts. We also assume that a sorites series does constitute a single context. However, 
one key idea of Raffman’s is that a sorites series does not constitute a single context. At 
least, although it may constitute what she calls a single external context, there are further 
psychological or internal contextual differences even relative to one sorites series. For 
instance, suppose one is faced with a series of coloured patches, progressing from a clearly 

red patch to a clearly orange one, and that the relevant context has been fixed (the entire 

series is present at all times, and other conditions involving lighting etc apply). Somewhere 

along the series, a competent speaker will apply 'red' up to a certain patch (say patch 27) and 

then shift to something else (in accordance with datum 2). The question is, how can the 

competent speaker do what he must do, i.e. apply (1996, p. 177) 'incompatible colour 
predicates to marginally different patches?'

It is Raffman's contention that the speaker undergoes a sort of Gestalt shift at the moment of 
judging patch 27, that includes patch 26 (and maybe some of its predecessors). At the 

moment of shift from application of red to something else, the speaker is disposed to judge 

both patch 26 and 27 plus some patches on both sides as being orange; (1996, p. 178) 
'thereby allowing for a change in kind while preserving the effective continuity of the series.' 
Like the duck-rabbit and the Necker cube, these patches can be perceived either way, as red 

or orange. Raffman (1996, p. 180) claims that when 'marginally different items are assigned 

incompatible predicates relative to the same external context, a Gestalt-like shift has 

occurred so that those predicates are assigned relative to different internal contexts.' Since 

on this view it is never the case that competent speakers assign incompatible predicates 

relative to the same internal context, no paradox arises.
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Obviously, one main problem for Raffman is to make it plausible that the multiple internal 
contexts that she posits actually exist.52 (In this sense, she is in a similar position to the 

epistemicist, as the latter has to make it plausible that sharp boundaries in sorites series 

actually exist.) Part of Raffman's explication of her position involves describing the 

phenomenology of judging the adjacent items in a sorites sequence. She claims that, in 

judging adjacent patches in a sorites sequence, (1996, p. 179); 'when the competent speaker 
shifts from 'red' to 'orange', he knows something has changed yet he finds the 

'phenomenology' continuous; there are no boundaries in the series'. However, on 

Williamson's epistemicist view, even if internal contexts exist, the fact that there are no 

perceived boundaries (i.e. the phenomenology is smooth) does not mean that there are no 

boundaries in fact. The point remains, though, that even if Williamson revises the notion of a 

context which is in use in (T+), so that it still holds true within particular internal contexts, this 

manoeuvre would not yield epistemicism. For Raffman's view does not postulate sharp 

boundaries; in fact it postulates no boundaries at all. According to Raffman, we have an 

impoverished conception of the way items in sorites sequences differ in kind. She claims 

(1996, p. 177): 'we tend to assume that such differences establish boundaries - differences in 

(incompatible) kind relative to single contexts. And we tend to assume that because we 

wrongly assume that a sorites series constitutes a single context.' Although Raffman 

acknowledges that her position needs more work, it at least constitutes the possibility of an 
orthodox alternative to epistemicism.

3.2: Margin for error principles

As alluded to above, Williamson's explanation of why it is impossible for us in principle to 

locate sharp cut-off points in sorites series involves the notion of inexact knowledge, and 

more particularly, the idea that any adequate conception of knowledge will require that 
'knowledge always be cushioned by a margin of error'. The latter idea is central to 

Williamson's discussion of 'margin for error1 principles, which have different possible 

formulations. In this section, I first of all describe the reasoning which leads to Williamson's 

preferred margin for error principle, then put forward an objection to it. I shall argue that there 

is a crucial gap in Williamson's argument for his preferred principle, so it cannot, as it stands, 
perform the role that he needs it to perform. Consequently, epistemicism as it stands is 

further vitiated.

In chapter eight of 1994(C), Williamson begins by claiming that our lack of knowledge in 

borderline cases of the application of vague predicates is subsumed under a much wider sort 
of ignorance, which allegedly occurs whenever our knowledge is inexact. (1994 (C) p. 216-7):

52 She describes her 1996 paper as a 'status report on work in progress'.



The notion of inexact knowledge, like that of vagueness, is best introduced by 
examples. Vision gives knowledge about the height of a tree, hearing about the 

loudness of a noise, touch about the temperature of a surface . . . Memory gives 

knowledge about the length of a walk, testimony about the physical characteristics of a 
criminal. The list could of course be continued indefinitely. In each case the knowledge 

is inexact. One sees roughly but not exactly how many books a room contains, for 

example: it is certainly more than two hundred and less than twenty thousand, but one 

does not know the exact number. Yet there need be no relevant vagueness in the 

number. The inexactness was in the knowledge, not in the object about which it was 
acquired.

Williamson goes on to explain the general notion of a margin for error principle. He begins 

with non-vague contexts, and then gives a version of such a principle for vague contexts 

which appeals to the limitations of our perceptual discriminatory abilities, then one involving 

limitations in our conceptual discriminatory abilities. (The latter is the principle which 

Williamson advocates to explain our ignorance of the location of sharp boundaries in vague 

contexts.) For non-vague contexts, Williamson's example of a margin for error principle 

involves a crowd in a stadium. At any particular moment there are exactly n people in the 

stadium, but one cannot tell by looking exactly how many people there are. Just as in the 

case of the room full of books in the above quotation, one will have some numerical 
knowledge of the relevant number (e.g. that it is between say 10,000 and 100,000, in the 

case of the stadium) but one will not know the exact number. Even if one did have the true 

belief that there are n people in the stadium, this belief would be too luckily true to count as 

knowledge. For one could just as easily (on the basis of just looking) have had the false 

belief that there are n-1 people in the stadium. That is, one's belief that there are n people 

has not been formed in a reliable way, since reliability requires that if there had been n-1 

people, one would not have believed that there were exactly n people.

Williamson claims (1994 (C) p. 226): 'Where our knowledge is inexact, our beliefs are 

reliable only if we leave a margin for error1. So for some number j, one would only know that 
there are not exactly j people if and only if the difference (margin for error) between the 

number of actual people and j is large enough (the size of the required margin for error will 
depend on the circumstances, e.g. quality of the light, keenness of vision, ability to estimate 

numbers etc.; ceteris paribus, the more accurate our cognitive capacities, the narrower the 

required margin to provide a given level of reliability). Since in the case of the stadium 

example the relevant margin for error is too wide for us to acquire reliable beliefs regarding 

whether there are n people in the stadium rather than n-1, one does not know that there are 

exactly n people.



A margin for error principle can explain our ignorance about whether there are n people in 

the example (Williamson claims (1994(C) p. 227) that margin for error principles have the 

form 'A' is true in all cases similar to cases in which 'It is known that A' is true)53 Belief that a 

general condition obtains in a particular case constitutes knowledge (1994 (C) p. 227):

only if it does obtain (whether knowably or not) in all sufficiently similar cases (where the 

degree and kind of similarity depends on the circumstances). If it obtains in a case 

sufficiently similar to a case in which it does not obtain, then knowledge that it obtains is 

unavailable in both cases. It cannot be known to obtain within its margin for error.

A margin for error principle for the present case could be given as follows - that if one knows 

that there are n people in the stadium, then there are n people in all sufficiently similar cases. 
Since there being n-1 people in the stadium is sufficiently similar to the actual case in which 

there are n people (one cannot tell the difference by looking), the principle rules that one 

does not know that there are exactly n people. As Sainsbury points out (1995, p. 591) 
Williamson's example also suggests related principles of a different form (e.g. that 'if I know 

that there are not exactly i people in the stadium, then there are not exactly i-1'). Williamson 

stresses that although one cannot state margin for error principles a priori, one can state the 

meta-principle that where knowledge is inexact, some margin for error principle holds. And 

since our knowledge in vague contexts is inexact, margin for error principles will also hold 

there.

In illustration of a margin for error principle in a vague context, imagine a range of tiles 

ranging smoothly and almost indiscriminably from red to orange. In order to know where the 

sharp boundary falls, my impression that tile x is red somewhere towards the middle of the 

range must be a reliable indicator that it is so. But this, it is argued, will be true Only if x is 

flanked on both sides by patches that are red. Since knowledge is factive, neither of those 

adjacent patches can be known to be orange. So I could not know where a sharp distinction 
occurred between red and orange.

Sainsbury notes that as with the non-vague stadium example, there are different relevant 
margin for error principles that could equally well explain our ignorance of the sharp cut-off 
point here. For example, one might propose the following (1995, p. 591):' if I know that the 

nth tile is red, then the n + 1th tile is also red.' However, alternatively, one might endorse the

53 However, Rosanna Keefe suggests that Williamson's preferred margin for error principle (see 
below) is less plausible than the sort which appeals to limitations in perceptual capacities. For one 
thing, she claims that it is not clear that the new sort of principle which appeals to limits in our 
abilities to discriminate between concepts fits the general form that Williamson proposes here. 
Williamson uses a disquotational account of truth, but whether an utterance A is true (Keefe 
1995, p. 393) 'does not seem to concern whether a different proposition is true in certain 
circumstances.'



principle that (1995, p. 592): 'if the /th tile is known to be red, then the /th tile is red in all 
similar cases'.54 Sainsbury suggests different possibilities regarding what is to be thought of 
as a similar case here, but claims that each of his suggestions can be used in a margin for 
error principle to explain the ignorance which the epistemic theory postulates.

Sainsbury proposes (1995, p. 592) that one might think that the explanation of margin for 
error principles in the context of vagueness might claim that there is a relevant failure of 
(perceptual) discrimination whenever there is the possibility of a sorites argument. However, 
he points out that this is not Williamson's approach. As Rosanna Keefe also indicates, 
Williamson needs to be able to explain generalisations of the following sort; that anyone of 
height x is tall, any (suitably arranged) collection of n grains is a heap, anyone of waist 
dimensions m is thin, etc. Williamson claims (1994(C), p. 230): 'since thinness supervenes 

on exact physical measurements, the generalization 'Everyone with physical measurements 

m is thin' expresses a necessary truth... Since I can be known to have physical 
measurements m, the ignorance postulated by the epistemic view involves ignorance of such 

necessary truths.' So a different sort of margin for error principle is put forward, which 

involves small differences in meaning, rather than small differences in the objects under 
discussion. Although some predicates may have natural boundaries which ensure the stability 

of their extensions, vague predicates are not stable in this way, and slight differences in our 
use of such predicates can (allegedly) alter their meaning. Vague predicates are unstable, 
but have sharp boundaries on the epistemic view. For example, Williamson claims that small 
differences in the overall distribution of a linguistic community's use of the predicate 'gold' 
(e.g. where slightly more people mistake fool's gold for gold) would not thereby change the 

meaning or extension of the word. However, he suggests that vague words are not stabilised 

in this way. He claims that (1994 (C), p. 231):

Suppose that I am on the 'thin' side of the boundary, but only just. If our use of 'thin' had 

been very slightly different, as it easily could have been, then I should have been on the 'not 

thin' side. The sentence 'TW is thin' is true, but could very easily have been false without 

any change in my physical measurements or those of the relevant comparison class.

Moreover, someone who utters the sentence assertively could veiy easily have done so 

falsely, for the decision to utter it was not sensitive to all the slight shifts in the use of 'thin' 

that would make the utterance false.

Williamson claims that a speaker of a language can be unable to discriminate between 

extremely similar yet incompatible (though not obviously incompatible) semantic properties 

e.g. 'heap' and 'heap*'. For example, Williamson claims (1994(A) p. 183):

54 For example, cases in which the tile is a little different in colour, or where a different but 
similar tile is the ith, or where the tile which was the source of the belief was other than the 
actual ith.



An expression with one property would be indiscriminably different in meaning from an 
expression with the other from the point of view of ordinary speakers. Although they know 

that "heap" means heap, they are in no position to infer that it does not mean heap*; for all 

they know, it does mean heap*. No wonder then, that they are bemused by a heap that is not a 

heap*, or a heap* that is not a heap: in other words, by a borderline case.

A disposition manifested by the utterance of a sentence when true in a borderline case could 

very easily have been manifested by the utterance of that sentence when false. A speaker's 

inability to be reliably sensitive to the difference explains their ignorance in borderline cases, 
according to Williamson.

Before presenting my own argument against Williamson's preferred margin for error 
principle, it will be useful to look at some (I believe unsuccessful) objections to Williamson's 

principle from Crispin Wright (1995). (Also, Williamson's reply to the second objection of 
Wright below serves to further illustrate the difference between perceptual and conceptual 
margins for error.) Wright claims that not only does it need explaining why we can't know 

where the postulated sharp boundary in a borderline is, it also needs explaining why we 

cannot know where, in a large class of cases, the boundary is not. According to Wright, 
Williamson has provided an explanation of the impossibility of knowledge of the sharp cut-off 
point in sorites series only if knowledge of Fj & ~Fj' would not merely suffice, but is necessary 

for that knowledge. Wright's point, however, is that it is questionable whether the only way to 

know any problematic instance of Fx & Fx’, or ~Fx & ~Fx' is by knowing the true Fj & ~Fj'. If 
this is correct, then (claims Wright) even prescinding from any worries about reliabilism, 
reliabilist epistemology could not, by the sort of reasoning Williamson sketches, explain why 

we cannot know where the sharp cut-off point is not.55 Even Williamson should agree that in 

some regions of a sorites sequence, we unproblematically know that the predicate applies.

Williamson's reply (1996) is that the margin for error principle generalises; it holds because 

(putting his point in the context of Wang's paradox) (1996, p. 41):

the difference between n and n+1 is less than the relevant margin for error....The 

width of the margin is set by the vagueness of small, which desensitivizes particular 

uses of "small" to the overall pattern of use. Since at least three numbers are 

borderline, the margin for error is greater than one. Suppose, for simplicity, that it is 

two, and that n+1 is small while n+2 is not. Then it is both unknowably true that n is

55 Although as Williamson argues (1996, p. 40), any reasonable account of knowledge will 
involve some notion of reliability, but it does not follow that 'the reliability condition must be 
written into the concept of knowledge.' My argument against Williamson's preferred margin for 
error principle does not depend on accusing Williamson of presupposing a reliabilist conception 
of knowledge.



small and unknowably true that n+1 is small. The explanation in Williamson 1994 
generalizes as it should.

A somewhat related worry of Wright's is that Williamson seems at most only to have outlined 

an explanation why one cannot know where the cut-off for a vague predicate comes, 
provided we are restricted to knowledge acquired by the means of assessment on which we 

actually rely in the application of that predicate. However, there may be other ways of 
locating the sharp cut-off: we cannot, for all Williamson has said, rule out the possibility of 
knowledge of sharp cut-offs tout court. For instance, Wright gives the following example 

(1995, p. 151):

consider, say, a series of canes running from something below 5'6" to something in excess 

of 6'6" in length, each differing by 1/16" from those adjacent to it. Now if I am restricted to 

a merely visual assessment, any knowledge I can achieve of the lengths of the canes will 

certainly be subject to a margin of error in excess of 1/16". So we can explain a la 

Williamson why I will not be able to know the cut-off point for the predicate, "is less than 6' 
long by means of such an assessment. But, of course, it has not thereby been explained why 

- and indeed it is not true that - 1 cannot know the cut-off point at all. For in this case I can 
measure up. I know exactly what property is denoted by "is less than 6' long", and can 

recognise the appropriateness of other methods of assessment besides the visual, par 

excellence measurement, and apply them.

The margin for error principle here prevents us from knowing by 'mere visual assessment' 
where the cane measuring 5'11" and 15/16ths" is, but in this case, we can measure up and 

find out. Why can't we do the same sort of thing for predicates like 'small', 'heap' etc.? 

Williamson's reply to this objection is that 'the margin for error principles distinctive of 
vagueness differ from those distinctive of ordinary perceptual inexactness' because the 

latter, unlike the former, are precisely defined. There are twelve inches in one foot, and 'inch' 
itself is precisely defined. The problem is not about knowing precisely e.g. how many grains 

of sand there are, but whether that number constitutes a heap.

I now turn to my own objection to Williamson's preferred margin for error principle. 
Williamson (1994 (C) p. 232) writes that:

The plausibility of the claim that vagueness gives rise to margin for error principles does not 

depend on the epistemic view of vagueness. Consider the term 'heap' used in such a way that it 

is very vague. Someone who asserts 'n grains make a heap' might very easily have made an 

assertion with that sentence even i f  our overall use had been slightly different in such a way as
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to assign the sentence the semantic status presently possessed by 'n-1 grains make a heap'.56 A 

small shift in the distribution of uses would not cany every individual use along with it. The 

actual assertion is the outcome of a disposition to be reliably right only if the counterfactual 

assertion would have been right. Thus the actual assertion expresses knowledge only if the 

counterfactual assertion would have expressed a truth. By hypothesis, the semantic status of 'n 

grains make a heap' in the counterfactual situation is the same as that of 'n-1 grains make a 

heap' in the actual situation; if the former expresses a truth, so does the latter. Hence, in the 
present situation, 'n grains make a heap' expresses knowledge only if 'n-1 grains expresses a 

truth. In other words, a margin for error principle holds:

(!) If we know that n grains make a heap, then n-1 grains make a heap.

The argument for (!) does not appeal to the epistemic view of vagueness at any point.

I want to argue that the last sentence in the above quotation is false. The italicised sentence 

in the quotation hides the assumption that in this vague context of a slight change in overall 
use, it will be bivalent whether enough change in overall use has occurred, in order to 

produce a change in meaning. We won't be able to detect either such change, but 
nevertheless, the meaning of the term in question will have determinately changed, possibly 

resulting in false utterances involving it.

However, the notion of a change in our overall use of a vague predicate is itself vague. How 

many individual uses have to change, and to what degree, in order for the linguistic 

community's overall distribution of use of the term to shift, so that the meaning of the term 

can be said to have changed? Williamson tacitly assumes that there will be a determinate 

fact of the matter here - perhaps one more person whose use of the term changes will be 

enough to effect the crossing of a sharp threshold from our overall use of the term staying 

the same, to our use of it having changed. But if we reject the (epistemic) view that 
vagueness involves sharp semantic boundaries, then the vague phrase 'enough overall 
change in our use of 'bald' (for example) has occurred in order to produce a change in its 

meaning' is not guaranteed to be bivalent in the borderline cases involving slight changes of 
overall use that Williamson envisages. But if it is not guaranteed to be bivalent, it will not 
necessarily follow that a determinate change in the meaning of the term in question has 

occurred. And if not, the rest of Williamson's explanation of his margin for error principle 

above (the part that is explicitly stated, which concerns reliability) does not get off the 

ground.

The point I am making here, it should be stressed, is not about the unknowability of the 

location of sharp boundaries, but their existence, in borderline cases involving vague

56 My italics.
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predicates. I am suggesting that the notion of 'enough change in our overall use of a vague 

term, in order to produce a change in the term's meaning' is itself a vague notion. As such, 
there are different possible accounts of that vagueness, and we cannot just presuppose that 
there will be a sharp boundary involved somewhere in our overall change of such use, so that 
before a certain point, not quite enough change has occurred for a change in meaning, but 
beyond that point, just enough change has occurred. This point remains even granted that if 
such a sharp boundary exists, its location is unknowable. For instance, there may be just a 

gradual shading off between not enough overall change in use having occurred for a change 

in meaning, and enough such change, such that at no crucial boundary is it true that just 
enough change has occurred. I want to argue that Williamson's preferred margin for error 
principle will not work unless the sharp boundaries posited by epistemicism exist; i.e. there is 

an all or nothing, bivalent fact whether or not our overall use of 'bald' (say) has changed 

enough in order to effect a change in meaning. However, it is question begging to assume 

that such boundaries do exist.

For example, a degree theorist might claim that it is only true to (say) degree 0.6 that our 
overall use of 'bald' has changed enough in order to effect a change in meaning. But in that 

case, it won’t be completely true (degree 1) or completely false (degree 0) that the meaning 

has changed, and then neither will it be completely true (1) nor completely false (0) that the 

truth value of utterances involving 'bald' have changed in borderline cases (even agreeing 

with Williamson that the truth value of these utterances are unknowable). But only if there 

were a determinate change in the meaning of 'bald' could we agree with Williamson that in 

the counterfactual situation in which an unknowable change of our overall use of a vague 

term has occurred, that utterances involving it in borderline cases will determinately have a 

different meaning.

Similarly, a supervaluationist might claim that on some admissible valuations regarding our 
overall use of a vague term, there has been enough overall change in use in order to effect a 

change in meaning, and on others, there has not. But then it will not be supertrue (true in all 
admissible valuations) to say that enough overall change has occurred for a change in 

meaning, hence this will be indeterminate, with the same consequence as in the degree- 
theoretic example just given.

Williamson claims that (1994(C) p. 234): 'Without appeal to the epistemic view of vagueness, 
one can argue that if vague terms have sharp boundaries, then we shall not be able to find 

those boundaries.' In other words, Williamson's margin for error principle is supposed to be 

plausible independently of epistemicism, thereby off-setting the initial counter-intuitiveness of 
the latter. One reason why epistemicism is so counter-intuitive is because we cannot find any 

sharp boundaries for vague predicates; this inability to find sharp boundaries is prima facie 

evidence that they do not exist. Williamson claims that once one sees that margin for error 
principles hold for vague predicates, our inability to find such sharp cut-off points is



explained. However, as I hope to have shown, Williamson's argument for his preferred 

margin for error principle does not show that the latter is plausible independently of the sharp 

boundaries postulated by epistemicism.

It seems unlikely that Williamson could abandon his preferred margin for error principle in 

favour of an alternative one of the sort that Sainsbury describes, which appeals to our limited 

powers of perceptual discrimination, (rather than conceptual discrimination), for these don't 
seem to be able to explain our ignorance of generalisations such as 'anyone of height x is 

tali', which as Williamson notes, expresses a necessary truth. Nevertheless, the quotation at 
the top of the last paragraph suggests a way in which Williamson's argument for his principle 
could be modified, while retaining the idea that it is conceptual rather than perceptual 
limitations that are relevant in explaining our (alleged) ignorance of the sharp boundaries 

posited by epistemicism, in borderline cases of the application of vague predicates. Instead 

of trying to provide justification, as above, for the idea that his margin for error principle is 

plausible independently of epistemicism (and so, it might be thought, is plausible on virtually 

any account of vagueness), Williamson might move to a naturalistic sort of position in the 

following sense. He might argue that we can, in a brazenly question-begging way, assume 

that sharp semantic boundaries do exist in vague contexts, then argue to the conclusion that 
we are unavoidably ignorant of them, and apply conditional proof. If Williamson's argument 
were good, he could then claim to have established that i f  there are sharp boundaries in 

vague contexts (including contexts such as the crucial one mentioned above, involving 

whether there has been enough overall change in our use of a term in order to bring about a 

change in that term's meaning), then we cannot know their location, in a way which everyone 

must accept whether or not they believe the antecedent that sharp boundaries actually do 

exist. This revised argument for Williamson's margin for error principle would have the 

advantage that the latter could then be regarded as plausible independently of the epistemic 

view of vagueness, as Williamson claims it to be.

However, even if Williamson were to make this move, and even if this were to be construed 

as lending epistemicism some independent plausibility, the question remains: does it provide 

epistemicism with enough plausibility in order to off-set the counter-intuitiveness of the idea 

that vagueness involves sharp boundaries? The answer to this seems to be 'no'. Even if we 

can, on the naturalised epistemology view, (brazenly-question-beggingly) prove the 

conditional conclusion that 'if sharp boundaries exist in vague contexts, we can't know where 

they are', this should not be enough to convince us that vague terms do indeed have sharp 

boundaries.

Of course, Williamson provides other reasons for thinking that bivalence applies in the 

context of vagueness. But these are all indirect reasons, e.g. that classical logic and 

semantics are pragmatically too costly to give up, that they are well-integrated with theories



in other domains, that other theories of vagueness have problems, such as coping with 

higher-order vagueness etc. (as 1 call it, his 'inference to the best explanation' collective 

argument for epistemicism). So if these other reasons are not compelling, and if the 

'naturalised-epistemology-brazenly-question-begging idea' is the best Williamson can do to 

answer my charge of begging the question, then epistemicism isn't very compelling. (I 
examine whether classical logic and bivalence are as well integrated with well-corroborated 

theories in other domains in the next section.)

Finally, it is important to note that Williamson cites his margin for error principle as the 

reason that epistemicism can predict and explain higher-order vagueness. In turn, 
epistemicism's apparent ability to deal with higher-order vagueness is cited as an advantage 

that the former has over other theories of vagueness. However, if his stated argument for his 

margin for error principle is question-begging, as I have suggested, it seems that the 

epistemic explanation of higher-order vagueness also question-begging. And if so, 
Williamson cannot still maintain that the issue of higher-order vagueness allows him to claim 

that epistemicism is at an advantage over its rivals in this respect, at least not unless he 

revises his argument for his margin for error principle.

3.3: Epistemicism and quantum mechanics

As I have just mentioned, Williamson claims that classical logic and semantics are superior 
to their rivals due to the former's simplicity, power, past success, and integration with theories 

in other domains. He asserts that (1994 (C) p. 186):

It would not be wholly unreasonable to insist on these grounds alone that bivalence 

must somehow apply to vague utterances, attributing any contrary appearances to Our 

lack of insight. Not every anomaly falsifies a theory.

It is partly because bivalence (supposedly) applies in these other domains that it is not 
unreasonable to think that bivalence must apply in the case of vague utterances; i.e. the idea 

that bivalence applies in well-corroborated theories in other domains is part of Williamson's 

argument by 'inference to the best explanation' for epistemicism. Since rejection of bivalence 

for these other domains is supposed to be counter-intuitive, this makes it harder to reject 
bivalence for vagueness. This in turn is supposed to help to offset the initial counter
intuitiveness of accepting epistemicism. In this section, I want to challenge Williamson's 

assertion here; in particular, I think it is very controversial to claim that bivalence is 

integrated with well confirmed theories in other domains. At least, I argue that this is true in 

the case of quantum mechanics (the most well confirmed physical theory ever devised).57

57 In order to vitiate Williamson's position, I merely have to show that it is controversial whether 
bivalence holds in other domains, e.g. that of quantum mechanics. In this section, therefore, I am



Perhaps the main issue that bears on the question of whether bivalence holds in the context 
of quantum mechanics involves a thought experiment due to Einstein, Podolsky and 

Rosen.58 Their argument is commonly referred to as the EPR argument. According to Bas C. 
Van Fraassen, the structure of the EPR argument is already put forward in the abstract to 

their paper, which he quotes in full, as follows (1991, pp. 338-9):

In a complete theory there is an element corresponding to each element of reality. A sufficient 

condition for the reality of a physical quantity is the possibility of predicting it with certainty, 

without disturbing the system. In quantum mechanics in the case of two physical quantities 
described by non-commuting operators, the knowledge of one precludes the knowledge of the 
other. Then either (1) the description of reality given by the wave function in quantum 

mechanics is not complete or (2) these two quantities cannot have simultaneous reality. 

Consideration of the problem of making predictions concerning a system on the basis of 

measurements made on another system that had previously interacted with it leads to the 

result that if (1) is false then (2) is also false. One is thus led to conclude that the description 

of reality as given by a wave function is not complete.

As Van Fraassen also points out, the terminology used in the original argument needs to be 

clarified; but this can be done by restating the argument, replacing obscure phrases such as 

'element of reality' with more familiar terms like 'value of an observable'. 1 describe the 

argument informally below. First of all, let me give some background to what is at issue for 
the orthodox 'Copenhagen' interpretation of quantum mechanics, which it is the purpose of 
the EPR argument to criticise.

According to the orthodox interpretation of quantum mechanics, the information given by the 

state vector of a system implies that if  a measurement of any observable A is made, then 

there are certain values of that observable which could possibly be found (all other values 

being impossible), and the respective probabilities of those values which are possible are as 

shown by the state vector. Virtual certainty can be reached when vast numbers of particles 

are involved: but this hypothetical information is the basis of it all; i.e. the state function 

expresses information only hypothetically, concerning what will be disclosed if a 

measurement is made. Further, the result of a measurement is generally a sudden partly 

unpredictable change of the state of the system - the reduction of the quantum state - which 

does not accord with the rules of quantum mechanics concerning the progressive and 

deterministic development of quantum states (there are two forms of state evolution in 

quantum mechanics, compared with just one in classical mechanics). For example, in 

quantum mechanics, before a measurement is made, one can have, say, a hydrogen atom in

not attempting to show that bivalence definitely does not apply in the realm of quantum 
mechanics, rather, I attempt to show that it is very controversial whether it does or not.
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such a condition that the probability that it is at one energy level is 25%, and the probability 

that it is at the next energy level is 75%. The problem is that, on the orthodox interpretation, 
one should not think of this as meaning that the atom is (determinately) either at the first 
energy level or the second, but we don't know which. But how should one think of it?

No part of the mathematics of quantum theory defines what constitutes a measurement. This 

would not be a severe problem if there were a clear demarcation between a domain in which 

quantum theory operated (e.g. in relation to atoms and their constituents) and a domain in 

which it did not operate. However, there is no such demarcation: there is no level at which 

quantum effects (such as interference) suddenly disappear; and no level at which 

representation of systems by state functions or state vectors suddenly becomes 

inappropriate. Accordingly, it would seem, there is no reason why measurement (like any 

other interaction) should not be explicable, and expressible, in terms of quantum physics.

One of the main attempts to resolve this 'problem of measurement' was encapsulated in an 

interpretation of quantum mechanics in general, which became known as the 'Copenhagen 

interpretation'. It was substantially adopted in about 1930 by most of the founders of quantum 

mechanics, and was the work particularly of Niels Bohr, at the Bohr Institute in Copenhagen. 
The Copenhagen interpretation claims that the quantum mechanical state description is 

complete, that there are no hidden variables, and that the existence of superposed states 

and the uncertainty relations merely shows that for the microphysical realm classical 
concepts derived from the study of macrophysical phenomena cannot in general be applied. 
So far as the measurement problem is concerned, the Copenhagen interpretation requires 

that measuring systems be considered as classical objects, operating according to classical 
physics; and that the rules of quantum physics be regarded as rules for predicting the 

outcome of experiments. It postulates a 'cut' between the system being measured, and the 

system doing the measuring: on the one side of the cut, quantum physics applies, on the 

other, classical physics. So, a measurement is treated as a classically describable event, with 

the measuring device acting according to classical physics. Quantum physics then correlates 

the results of such measurements. As to what 'happens' (so far as a measured system is 

concerned) between or in the absence of such measurements, one can only refer to the 

mathematical objects used in quantum physics: one should not otherwise attempt to describe 

what, if anything, 'really happens'. The main reason for this approach is that the only 

language available to us for description is the language of classical physics: that language 

alone can describe measurement, but it cannot describe what happens between or in the 

absence of measurements.

58 Put forward in their paper: 'Can Quantum-Mechanical Description of Physical Reality Be 
Considered Complete?' in Physical Review 47, (1935, pp. 777-80).
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The Copenhagen interpretation has proved satisfactory in practice: the predictions of 
quantum mechanics do indeed correspond to the results of measurement which can be 

described in the language of classical physics. But it avoids rather than answers the problem 

of measurement: it does not explain in quantum mechanical terms what measurement is. It 
gives crucial importance to the distinction between the system being measured and the 

measuring device, i.e. to the cut between these systems; yet does not specify in quantum 

mechanical terms where this cut is to be placed. Also, it accepts that interactions of systems, 
including systems being measured and measuring devices, can be represented in the 

quantum mechanical formalism, even though that representation involves only deterministic 

development of the state function, and not the sudden and partly unpredictable change of the 

state function which results from measurement. The sudden and partly unpredictable change 

to the state function brought about by measurement is treated as part of the quantum theory, 
yet there is no explanation why measurement has this effect and other interactions 

apparently do not: it seems wrong to suggest that this effect occurs only in measurement, 
and does not occur if interactions similar to those involved in measurement occur 
spontaneously; yet if the effect arises whenever certain kinds of interaction occur, there is no 

identification of what kinds of interaction have this effect. It seems that we cannot avoid 

seeing macroscopic objects as consisting ultimately of microscopic, or quantum objects. Yet 
it seems very counter-intuitive to say that macroscopic objects can be in superposed states.

Einstein's view of quantum mechanics was opposed to the Copenhagen interpretation, i.e. he 

was opposed to the view that quantum mechanics is complete: the fact that quantum theory 

is irreconcilable with classical mechanics shows that quantum theory cannot really be telling 

the whole truth. The essential idea of the claim that quantum mechanics is incomplete is that 
the state of a particle as given by the theory does not characterise that state fully as it really 

is. A full description of the state of a particle would yield the result that, for example, the 

position variable and momentum variable have a definite pre-existing value. The principle of 
superposition and the uncertainty relations would merely be reflections of our ignorance as to 

what variables precisely determined the motion in reality. There must therefore be some 

'hidden' variables, (hidden from the quantum mechanical description of the particle) whose 

values, when taken into account would entail that, e.g. position and momentum have precise 

real values. The probabilistic aspect of the quantum theoretic prediction, i.e. its assignment 
of at best a probability of locating the particle in a given position in an experiment would be a 

reflection of the fact that quantum mechanics did not capture all the relevant state variables 

which determine the particle's motion.

The EPR argument involves considering the Consequences of the idea that quantum 

mechanics gives a complete description of the state of a microphysical particle, e.g. an 

electron. It has been well confirmed by experiment that certain atoms emit quanta (electrons, 
photons) in pairs such that in virtue of conservation laws the behaviour of the members of 
the pair are highly correlated. Supposing that a particle emits a pair of electrons in opposite



directions (to the left and right), in virtue of conservation of momentum and symmetry 
conditions, a measurement of the position of the left hand electron reveals the position of the 

right hand electron. Similarly, a measurement of the momentum of the left hand electron 

reveals the momentum of the right hand electron (i.e. the same magnitude but opposite in 

sign).

Supposing quantum mechanics is complete, then the emitted electrons do not have definite 
values of position and momentum before they interact with the measuring apparatus. We can 

imagine that the source of the electron pair be separated by a significant distance from the 

measuring apparatus. Further, we can suppose that the experimenter decides which 

dynamical property of the left hand electron (position or momentum) to measure only after 
the source has emitted the electron pair. If the experimenter chooses to measure the 

momentum of the left hand electron, and does so, we can infer with certainty by the 

conservation laws, the right hand electron's momentum. Similar remarks apply in the case in 

which the experimenter chooses to measure the position of the left hand electron. The right 
hand electron which has not been disturbed or interfered with in any way, has a definite 

position or momentum, which measurements on its twin have revealed.

But if quantum mechanics is a complete description, it seems that such definite values must 
have been brought about by the decision to measure and the act of measuring either the 

position or momentum of the left hand twin. We could place the measuring apparatus so far 
from the source of the electron pair that in order for any causal signal to have travelled from 

the left hand electron at the point of its interaction with the measuring apparatus to the right 
hand electron, that signal would have had to travel faster than light. However, such 

information carrying signals are inconsistent with special relativity. So given that quantum 

theory is a complete description, i.e. that there are no hidden dynamical variables which 

actually confer upon both electrons definite position and momentum subsequently detected 

by experiment, and if we want to say that measuring the position or momentum on the left 
hand electron affects the right hand electron in such a way as to confer on it a definite 

position or momentum, then this effect must be non-local.59 It must be action-at-a-distance 

but without causal effect. Alternatively, if one regards such a possibility as unintelligible, and 

insists that all dynamical constraints are local, then (it appears that) one has to give up the 

view, which might be called 'the determinacy thesis' of classical realism, that there is a 

determinate, pre-existing basic structure of physical reality, which is independent of what 
experiments we choose to perform.

Einstein regarded both alternatives as unacceptable, and that quantum mechanics could not 
be a complete theory. The basic reasoning of the EPR argument leads to the conclusion that 
quantum mechanics is incomplete and that some local hidden variable theory is correct.

59 It is this sort of view that the physicist J. S. Bell preferred.
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However, in 1964 J.S. Bell showed that it was possible to perform an actual experiment 
involving the particle-pairs of the EPR argument. He showed that any local hidden variable 

theory predicts that correlations between the values obtained for particle-pairs in a certain 

class of experiments should have a maximal value. Quantum mechanics, however, predicts 

that the observed correlations may well exceed this value. When the experiments were 

actually carried out (the most important being those of Alain Aspect and his co-workers 

reported in 1982) the results were those predicted by quantum mechanics; thus the evidence 

seems to point overwhelmingly to the completeness of quantum mechanics and against the 

local hidden variable account.

However, Huw Price has recently argued (1994, 1996) that there is a way to save both the 

locality and realism mentioned above. In his paper, he points out that Bell's theorem requires 

the assumption that (1994, p. 303) 'hidden variables are independent of later measurement 
settings' (as Price puts it). According to Price, Bell saw that it would be possible in principle to 

defend a local (special relativity friendly) Einsteinian realism by giving up what Price calls 

this 'Independence Assumption'. However, to Bell this alternative was even less plausible 

than challenging special relativity (and arguing that there are signals that can travel faster 
than light, in order to explain the correlations predicted by the EPR argument). Bell thought 
that abandoning the idea that hidden variables are independent of later measurement 
settings entails that there can be no free will. The thought would be that if, for example, the 

future measurement settings of a polarizer are already correlated with the earlier state of a 

photon (say), then the apparent freedom of the experimenter to choose the measurement 
setting in question is illusory. Nonetheless, denying freewill would be one way to resolve the 

mystery of the correlations in the EPR argument. For in the context of the EPR experiment, 
only if the experimenter's choice to measure the momentum of the left hand electron is free 

(in an incompatibilist sense) is it mysterious how the intervention of the experimenter at that 
point has consequences for the definite position or momentum of the right hand electron at a 

remote point. As I have already indicated, this remote point can be far enough away that in 

order for a causal signal to affect the latter, it would have to be travelling faster than light, 
thus violating special relativity.

Of course, as Price points out, it would be possible to just accept that science has shown that 
we have no free will (at least in the incompatibilist, libertarian sense); or accept some 

account of free will which is compatible with determinism. Either way, we can help ourselves 

to the advantages of locality and Einsteinian realism (1994, p. 304) 'at very little real cost'. 
The main idea of Price's paper is that Bell's route to a local realism about quantum 

mechanics is not as implausible as Bell himself believed. Price reinterprets the possibility 

that Bell alludes to in terms of backward causation (this interpretation of quantum mechanics 

is also known as the 'advanced action interpretation'), and attempts to defend the latter 
notion against traditional objections. He also addresses the issue of why the backwards 

causation approach in quantum mechanics still seems implausible, even despite its apparent
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advantages and the (alleged) weakness of the case against it. The second part of Price's 

paper seeks to remedy the aversion against the backwards causation approach, clarifying 

what the latter really amounts to in physical terms given the obscure relationship between the 

notion of causation and physical theory. Price defends the view that (1994, p. 305-6):

the asymmetry of physical dependency - roughly, the fact that the future depends on the 

past but not vice versa - is anthropocentric in origin, a kind of projection of our own 

temporal asymmetry. An attractive feature of this view is that it dissolves the apparent 

tension between the predominant temporal symmetry of physics and the asymmetry of 

dependency: since the latter isn't objective, there is no conflict in re, as it were. The cure 
may seem worse than the disease, however, and much of the work in this part of the 
paper will be devoted to arguing that the view provides a sufficiently close 

approximation to objectivity to account for our intuitions concerning the direction of 

dependency.

However, I think it is still controversial whether Price's defence of backwards causation is 

ultimately successful. He considers two main objections to the advanced action approach; 
the first (being the more important of the two) involving causal paradoxes, the second that 
the approach implies that we have no freewill. The second has already been mentioned 

above. Price calls this the 'fatalist' objection to advanced action, and points out that even if 
the argument were sound, (1994, p. 314): ' it would not show that advanced action is 

physically impossible. Rather it would show that advanced action is physically incompatible 

with the existence of free will. In the interests of theoretical simplicity the appropriate 

conclusion might be that there is no freewill.' Price concludes that the fatalist objection is 

strictly weaker than the causal paradox argument, since the former (if valid) only shows that 
it is incompatible with (libertarian) freewill, whereas the latter would show that advanced 

action is physically impossible.

I now turn to Price's defense against the first objection mentioned above. I want to point out 
that this defense, if allowed, also shows (by Price's own admission) that backwards causation 

is untestable by experiment; like the hypothesis of 'action at a distance', it is empirically 

unverifiable60. Although this might not be enough to show that as a research programme, it is 

degenerative (compared to other available theories), it does suggest that it is controversial. 
Furthermore, Price's advanced action theory is controversial independently of this point, 
since (as he also admits) it abandons the classical notion of measurement, according to 

which observation reads off some aspect of a pre-existing reality. Price has no idea what 
should replace this notion of measurement.

60 Van Fraassen describes action at a distance as the idea that 'we can affect what happens at a 
distance without intervening causal chains' (1991, p. 364).
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The type of causal paradoxes Price considers involve the possibility of someone travelling 

back in time, and bringing about the contradictory result that he or she will not exist at the 

time they left. Price says as for time travel, similarly for backward causation (1994, p. 313): 
'Causing one's young self to have been pushed under a bus is just as suicidal as travelling in 

time to do the deed oneself.' He concludes that (ibid., p. 313): 'the view that backward 

causation leads to causal paradoxes rests on the claim that if there were such causation, it 
could be exploited to allow retroactive suicide and other less dramatic but equally absurd 

physical results.' Price's response to the objection is just to say that the sorts of scenario 

described here may be physically impossible. To illustrate, Price refers to the argument that 
space must be infinite because if it were finite, one could in principle travel to the edge and 

extend one's arm. Just as this might be physically impossible (because a finite space need 

have no edges), we are similarly asked to believe that in general, bringing about the 

paradoxical sorts of scenario described in the causal paradoxes may also be physically 

impossible. In justification of this point, Price appeals to Michael Dummett's defense against 
'bilking' objections to the possibility of backward causation.61 The defense involves an 

epistemological loophole.

Dummett originally illustrated his defense against bilking objections as follows. Imagine that 
every second year, the young men of a tribe are sent on a lion hunt as part of their initiation 

ritual. The young men travel on their outbound journey for two days, hunt for two days, and 

then spend two days returning. Observers accompany the young men, and when the party 

returns, the former report to the chief of the tribe as to whether the latter were brave or not. 
Now, while the young men are away from the village the chief performs ceremonial dances, 
intended to cause the men to act bravely - and performs them for the whole six days that the 

party is away (i.e. including the two days spent on the return journey). The point of this is that 
the chief dances in order that the young men were brave in the past. In order to disprove 

such backwards causation, Price points out that (1996, p. 128):

we need only arrange things so that the claimed later cause occurs when the claimed earlier 

effect has been observed not to occur, and vice versa. In other words, we arrange things so that 

there would be no non-contradictory outcome possible, given the claimed causal links.

In order to bilk Dummett's dancing chief, we could either wait until we know that the young 

men have been cowardly, and then watch the chief dance on regardless, or we could wait 
until we know that the young men have been brave, and make sure that the chief does not 
dance. Suppose we know that the young men have been cowardly. If the chief still dances, 
then dancing is not a sufficient condition for the men's bravery. Alternatively, if the chief does 

not dance, then ail that follows is that bravery causes dancing in the ordinary forward-

61 Dummett, 1964.



directed sort of causation. So if we know the men have not been brave, then whatever the 

chief does, the hypothesis of backwards causation will be falsified.

However, Dummett's 'epistemological loophole' defense to the bilking objection to the 

coherence of backward causation involves the idea that not all types of past event are always 

epistemologically accessible to us. As long as it is not possible to find out whether the 

claimed earlier effect has occurred, before the occurrence of the alleged later cause, then 

claims concerning backward causation are coherent. Similarly, Price argues that in the 

context of microphysical phenomena, we cannot know before making a measurement on 

some microphysical entity what the state of that entity is, so we cannot set things up so that 
the later cause (the measurement) conflicts with the claimed correlation with the state of the 

particle (the earlier effect). Furthermore, whereas Dummett assumes in the macrophysical 
case that the means by which we find out about past events don't disturb those events in any 

relevant way, Price notes that any attempt we make to find out the state of the microphysical 

particle in question (e.g. a photon, <j>) would involve making a measurement - but then that 
would mean that this measurement would cause the particle to be in a different state than it 

would have been, if such an interposing measurement had not been made. As Price puts it 
(1994, p. 327):

if the only way to measure <|> is to pass the photon through a polariser, and the claim in question 

is simply that the value of <|> depends on the orientation of the next polariser it encounters, 

bilking becomes impossible.

So Price's point is to note that the microphysical case is especially suited to exploit 
Dummett's epistemological loophole to the bilking objection to the hypothesis of advanced 

action. However, by the same token, and as Price himself admits (1994, pp. 329-30):

Arguing for a bare possibility is one thing. Arguing that the actual world is like this is quite 

another, of course, but it is worth noting that any such argument is bound to be indirect. The 

kind of backward influence concerned is not likely to be observable case by case, for the simple 
reason that if it were, the bilking argument would again gain a foothold. So the case for such a 

model of the world will have to rely on non-observational considerations - considerations of 

simplicity, elegance and symmetry, for example. . . The argument for the advanced action 

interpretation rested on a number of theoretical advantages of this kind - especially its ability to 

avoid non-locality and hence conflict with special relativity, but also the promise of the 

advantages of'incompleteness' interpretations in general.

One can see here that the structure of Price's argument for defending realism in the context 
of quantum mechanics is similar to Williamson's overall strategy; no direct argument is 

given. However, the point also arises that Price tacitly admits in this quotation that advanced



action has no empirical content. It is untestable by experiment (i.e. we can't even get reason 

to infer, from some indirect observation, such as the evidence of sub-atomic interactions left 
in bubble-chambers, particle-accelerators etc., that backwards causation is real). If advanced 

action were in principle testable, (as Bell showed the EPR experiment to be, for example) 
then as Price admits, it would become possible to use the bilking argument against the 

hypothesis. This is important, for there are alternative interpretations of quantum mechanics 

(not considered by Price) which argue that bivalence fails in that context. Bas C. Van 

Fraassen's (1991) 'Copenhagen variation' of the modal interpretation of quantum mechanics 

is one such view. I argue below that Van Fraassen's view of the EPR 'mystery' is just as 

cogent as Price's. Before that, I indicate how Price's advanced action theory is related to 

contextual and non-contextual hidden variable theories, and point out that the former still 
faces difficult questions, even if we were to accept its main points.

Whereas the inference to the best explanation argument for epistemicism includes 

arguments that other rival views of vagueness don't work, Price's indirect argument (1994) 
for an advanced action interpretation suffers from the lack of criticism of other rival views in 

the case of quantum mechanics (though obviously he can't attempt this in a short paper). 
This issue is dealt with in Price's book (1996).62 In particular, (1996, Chapter 8) Price devotes 

some space to the so called 'no hidden-variable' theorems; including the important results of 
Kochen and Specker (1967)63 and the more recent 'GHZ argument', amongst other rival 
interpretations of quantum mechanics such as the 'many minds' view and the 'decoherence' 
approach.

Michael Lockwood (1991, pp. 202-3) describes Kochen and Specker's result as establishing 

that it is impossible to interpret quantum mechanics by way of non-contextual hidden 

variables. The latter are (1991, p. 202): 'ones that serve, in conjunction with the state vector, 
to determine the results of measuring observables, in a way that is independent of what other 
observables one chooses to measure at the same time.' Similarly, Price claims that one 

important assumption of Kochen and Specker's result is that (1996, p. 211): 'the results 

predicted by the underlying state for a given measurement M should not depend on what 
other measurements are made in conjunction with M.' Price goes on to point out that 
contextual hidden variable theories have been devised, which might provide an escape route 

for hidden variable approaches. In contextual hidden variable theories (1996, p. 211): 'the 

result of a given measurement depends not only on the underlying state, but also on what 
class of measurements, in addition to the given one, are being performed on the system in 

question.' Another assumption of non-contextual no hidden variable theorems is that (1996, 
p. 211): 'preexisting hidden states do not depend on the future measurement interactions in 

which the system in question is to be involved. In terms of our familiar example, this is

62 Entitled 'Time's Arrow and Archimedes' Point' (1996).
63 In their (1967) paper: The Problem of Hidden Variables in Quantum Mechanics'.
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simply the assumption that the true state of the photon does not depend on the setting of the 

future polarizer.' Of course, this is what Price's advanced action view denies. Yet neither is 

Price's view a form of contextualist hidden-variable approach to interpreting quantum 

mechanics, since he wants to abandon the classical view of measurement which the latter 
incorporates, in the sense that it has it that observation simply 'reads off (1996, p. 212): 
'some aspect of a preexisting reality'.

However, Price (1996, p. 260) admits that it is unclear how to replace this classical view of 
measurement. Indeed, in reply to the possible objection to advanced action that it too faces 

the problem of giving a principled account of what constitutes a measurement in the 

microscopic realm, Price's general answer is just to say that no distinct problem arises for 
advanced action, as long as it is made clear that measurement is just to be conceived of as 
some sort of physical interaction. Obviously, this does not provide a satisfactory reply to the 

objection, but is just to claim that advanced action fares no worse than other theories in this 

regard (in the same sort of way as Williamson claims that epistemicism fares no worse than 

other theories in, for example, explaining the connection between meaning and use). 
Furthermore, even if we agree that due to indirect considerations of the sort he mentions, 
that Price's proposals regarding backwards causation are plausible, these do not show that 
observables relating to microphysical particles always have sharp values, and that bivalence 

therefore holds for quantum mechanical utterances. For even if it is true that the 

experimenter's choice to measure one observable (e.g. momentum) affects the prior state of 
the physical system, as in Price's argument, it is still unclear whether such microphysical 
particles have a definite position or momentum in the absence of any such measurement.

Let me now assess the implications of the above discussion of quantum mechanical realism 

for Williamson's epistemic account of vagueness. The main point to be made is that it is not 
sufficient for Williamson's purposes that it can be established that it is poss/b/e that bivalence 

applies in other domains, e.g. quantum mechanics - rather he needs to put forward (or refer 
us to) a stronger argument to the effect that bivalence actually does apply. He needs to do 

the latter in order to convince us that since bivalence actually applies in this paradigm case 

of a well confirmed theory in a domain other than that of vagueness, we should accept that 
the cost of abandoning bivalence for vague utterances is too high. But even if Price's 

arguments are convincing in the case of quantum mechanical realism, the most they 

establish is that such realism cannot be ruled out as a plausible interpretation of quantum 

mechanics. However, as I indicate in a moment, there are other equally plausible 

interpretations, which do not espouse bivalence.

Secondly, and relatedly, it might just be the case that there is no satisfactory interpretation of 
quantum mechanics to be had, in the sense of explaining what is really going on at the most 
basic levels of reality. In this scenario, classical, bivalent semantics may not be applicable,
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not because some other deviant semantics is applicable, but because no semantics is 

applicable at the theoretical level. In this sort of case, one may want to adopt 
instrumentalism, and hold that quantum mechanics is just a formalism that is empirically 

adequate, which is consistent with our observations. But it seems that this sort of position is 

not available for Williamson, from the point of view of his defense of epistemicism. For as I 
just indicated, he needs it to be true that bivalence applies in well-confirmed theories in other 
domains, such as quantum mechanics, in order to be able to claim that abandoning 

bivalence in the context of epistemicism is pragmatically too costly. Although a more 

moderate realist would be able to espouse realism in one particular domain, but not in 

another, this moderate position does not seem to be one that Williamson finds attractive.

Finally, a different sort of reaction to the EPR argument comes from Bas Van Fraassen. He 

argues that none of the standard interpretations of quantum mechanics work, and in 

particular, that none of the traditional explanations of the correlations in the EPR 'mystery' 
are acceptable. Despite this, he asks (1991, p.372):

But is it a mystery? The word 'mystery' is not merely descriptive - to call something a mystery 

is not so much a statement as a demand, a demand for explanation. Demands need not always 

be met. The Aristotelian question about the law of inertia - 'But what keeps a body moving if 

there are no forces impressed on it?' - was not answered but discarded by the seventeenth 

century. It appears to be very hard to treat such demands ruthlessly, for even Newtonians would 
still speak of a vis inertiae, paying lip service to that old demand for explanation.

In general, Van Fraassen claims that (1991, p. 372) 'Each scientific age comes with its own 

philosophical propaganda', (such as Enlightenment propaganda that the 'new physics would 

give a complete and deterministic explanation of all empirical phenomena and that it would 

be unscientific not to demand that sort of theory'). Van Fraassen argues that when such 

propaganda runs into trouble, standards are lowered and some why-questions are discarded. 
To illustrate, Van Fraassen claims (1991, p. 372): 'Newton had still regarded the correlations 
described by his universal gravitation as demanding explanation. But a century later, the law 

itself was accepted as the explanation!' However, it is also argued that these sorts of change 

in attitude should not be regarded as metaphysical cowardice. To understand quantum 

mechanics, we need to understand how reality could possibly be like quantum theory says it 

is, but 'explanations' of the correlations in the EPR argument such as action at a distance just 
adds to the mystery, and are like the talk of vis inertiae to 'explain' the First Law of motion. 
Although Van Fraassen does not explicitly discuss advanced action theories such as that of 
Price, (though he does discuss 'common cause' theories which involve the past rather than 

the future) it seems likely that he would regard this sort of 'behind the phenomena' view as on 

a par with those theories which just add to the mystery. We need not insist that every 

regularity must have a reason, on Van Fraassen's view. If so, we don't need to posit theories
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that cannot be tested, such as advanced action theories, in order to explain the 'mystery' of 

the correlations in the EPR argument.

3.4:Summarv

In this chapter, I have argued that even if we accept Williamson's orthodoxy as described in
3.1, this does not mean that non-epistemicism is as implausible as he suggests. For even 

given this orthodoxy, there are other areas in Williamson's position, especially the notion of a 

context, to which we may object, resulting in a non-epistemic theory. Diana Raffman, for 
example, shows the form such a theory may take, even if it is not fully worked out.

Williamson argued that in the absence of a reductive analysis of 'definiteness', this notion 

has not been shown not to be epistemic. He then goes on to offer an epistemic theory. A 

central part of epistemicism involves his margin for error principle, which purports to explain 

the ignorance postulated by the theory. Although this principle may be regarded as an 

auxiliary hypothesis of the theory, in the sense that it could be revised without giving up 

epistemicism, I argued in 3.2 that the principle faces a dilemma. As stated, there is a gap in 
the argument for the principle, which hides the question-begging assumption that there is a 

sharp boundary in the crucial vague context (for the principle) of there being enough overall 
change in our use of a vague term in order to produce a change in the term's meaning. In 

order to answer this charge, Williamson may just brazenly beg the question, but in that case 

it still has not been made plausible that sharp boundaries exist. Of course, Williamson 

provides other indirect arguments that such sharp boundaries exist. However, if these 

arguments can be undermined, epistemicism is shown to be uncompelling. One such 

argument, that classical logic and semantics are well-integrated with well-corroborated 

theories in other domains, was undermined in 3.3, where I looked at the best corroborated 

physical theory ever devised: quantum mechanics. Other such arguments will be examined 

in the chapters that follow. In the next, however, I look at how the issue of the normativity of 
meaning relates to epistemicism, in the more general context of the realism/anti-realism 

debate.



Chapter Four: IMormativitv. KnowabHitv and Epistemicism

4.0: Introduction

It was noted in chapter two that Williamson argues against other main accounts of 
vagueness, insisting that they cannot adequately deal with higher-order vagueness. Last 
chapter some indirect arguments for epistemicism were considered, and were found to be 

unconvincing.64 In this chapter, I want to assess whether Williamson is correct in thinking 

that some more general considerations about the normativity of meaning do not pose any 

special problem for epistemicism, i.e. that epistemicism is neither superior nor inferior to its 

rivals regarding its ability to deal with these general worries. I shall argue that for various 

reasons, Williamson owes us a more detailed account of the normativity of meaning than he 

gives in his book.

Part of the hard core of epistemicism is the claim that in borderline cases, we are 

unavoidably ignorant whether the predicate in question applies or not, and yet there is a 

determinate fact of the matter. This is obviously a strongly realist view, and one which it 
seems Williamson himself only came to endorse, in the context of vagueness,65 for 
pragmatic reasons, e.g. after consideration of the difficulty of giving a non-epistemic account 
of 'definite' or 'determinate' truth and falsity, and the idea that the notion of a margin for error 
might explain ignorance about the location of sharp boundaries. However, one might object 
to the very strong form of realism that epistemicism embodies, especially if these pragmatic 

reasons are seen to be uncompelling, e.g. in view of the problems which Williamson's 

margin for error principle faces, which I noted last chapter.

Williamson’s form of realism is particularly strong since according to epistemicism, we 
cannot even in principle know where the postulated sharp boundaries lie; in Wright’s 

terminology, their location is chronically evidence transcendent, as I explain below. At least, 
this will be true in the vast majority of cases. Williamson admits that (1994 (C), p. 213) in 

certain highly specific cases we might discover physical facts that would show that what we 

thought was a vague term is not actually vague at all - e.g. it has been proposed that the 

least number of grains needed for a heap is four. This would just show that 'heap' was not a 

good example of a vague term, but would not vitiate the epistemic theory of vagueness (one 

could use 'large heap' etc. in place of 'heap' as one’s example). Williamson claims that

64 Since Williamson's argument for his preferred margin for error principle is invalid, his explanation of 
our ignorance of the location of higher-order boundaries, relating to higher-order vagueness, is also 
vitiated.
65 The pre-epistemicist Williamson, in his review of Sorenson’s Blindspots. writes that (1990, p. 138):



(1994 (C), p. 214): The epistemic view comes under threat only if such arguments can be 

generalised to all borderline cases, for then it could no longer claim to be dealing with the 

genuine phenomenon of vagueness.' However, Williamson claims that there is no prospect 
of such generalisation. Given his position here, (which also applies to cases of artificial 
stipulations, e.g. terms like 'dommal') he would no doubt claim that the same holds true of 
cases in which we may discover not physical facts, but semantic facts concerning e.g. our 

use of what we now take to be vague terms.

One sort of objection to epistemicism that Williamson himself notes is that it may seem that 

(1994 (C), p. 205):

the epistemic theory of vagueness sets truth conditions floating unacceptably free of our 

dispositions to assent and dissent.

It may appear that the epistemic thesis that vague statements are determinately but 
unknowably true or false can be sustained only on the prima facie implausible assumption 

that our use of vague expressions confers on them meanings which determine precise 

applications for them that we ourselves do not know.66 Although Williamson does not put it in 

the following way, one might interpret the objection as involving the thought that no account 
of the normativity of meaning has been offered by the epistemic theory.6 Rosanna Keefe 

hints at this when she says (1995, p. 394):

If meaning supervenes on only actual uses then he must face criticisms he himself levels at Max 

Black's behaviouristic account of vagueness for referring to only non-normative uses.

Although Williamson suggests that 'meaning may supervene upon use in an unsurveyably 

chaotic way', Keefe suggests that increasing the complexity of the nature of dependence 

between meaning and use cannot help to explain the normativity of meaning (1995, p. 394).

I think that there are two related questions that need to be distinguished here. One is a 

general question: what is the epistemicist's general account of the normativity of meaning? 

The other is more specific: how is the connection between meaning and use to be 

explained? Williamson’s response to the second question is that (1994 (C), p. 209) 'meaning 

may supervene upon use in an unsurveyably chaotic way'. His remarks here (especially in

'Sorenson claims 'Resistance to the epistemic theory of vagueness can only be motivated by a prior 
resolve to allow no unknowable truths' (p. 245). The present reviewer is a counter-example, resistant to 
the theory but well disposed to unknowable truths.'
“ The objector claims that (1994 (C), p. 205): 'to postulate a fact of the matter in borderline cases is (it is 
charged) to suppose, incoherently, that the meanings of our words draw lines where our use of them 
does not.'
67 Or even a defense of the view that no such account is needed, if one wishes to adopt a very extreme 
realism.



section 7.5 on 'Meaning and Use')68 indicate that he thinks that scepticism is justified about 
whether there is any systematic semantic theory explaining word-world relations to be had. 
He concludes that since epistemicism fairs no worse than other theories, the sort of 

objection that he alludes to (quoted above) is not decisive.

Nevertheless, one may feel dissatisfied with this answer, if no answer to the first more 

general question has been given. We need some sort of justification for the scepticism that 
Williamson alludes to, i.e. we need a general account of the normativity of meaning from the 

epistemic theory, which will make plausible the scepticism which Williamson describes here. 
However, no epistemic account of the normativity of meaning is provided in (1994(C)). 
Williamson clearly thinks that there has to be some account of normativity in the context of 
vagueness, for he claims that (1994 (C), p. 83) semantic descriptions are normative, 
classifying uses as correct or incorrect. Yet in his discussion of meaning and use in (1994 
(C)) section 7.5, he does not explicitly consider different conceptions of normativity, or tell 
us what the epistemicist's conception of the normativity of meaning is. Williamson does 

suggest a possible realist account of the normativity of meaning elsewhere though 

(1994(B)). I briefly describe this below and assess whether it is to be preferred to other 

accounts of normativity.

This chapter divides into three main sections. In 4.1, after explaining in more detail why I 
think Williamson owes us a more general account of the normativity of meaning, I focus on 

Crispin Wright's 'argument from normativity' (outlined in the introduction of his (1993)) 
against semantic realism, and consider some realist responses to it. The central idea of 
Wright's argument is that truth is a norm of assertion. In particular, I mention two possible 

realist responses to Wright's argument, which are similar in that they deny that the notion of 
aiming at a norm, in Wright's sense, is appropriate in the context of assertion. The first 
realist response to the argument makes the concession that truth is a distinctive norm of 
assertion (pace Williamson), if only in the local sense, i.e. there is one (distinctive) norm 

which governs all true utterances within a domain of discourse. However, the response 

denies that a norm involves aiming at a target of truth in Wright's sense (i.e. with the 

corresponding essential intentions, beliefs etc. in place). I shall also allude to the possibility 

that despite appearances, a realist norm of assertion can allow that one can in some sense 

aim at truth. Later in 4.1, the (Williamsonian) realist suggestion that truth may not be a 

distinctive norm of assertion is considered. In this sense, there could be many different 
norms which govern different true utterances, within a particular domain of discourse.

68 For example, Williamson claims that (1994 (C), p. 207): 'Every known recipe for extracting meaning 
from use breaks down even in cases to which vagueness is irrelevant. The inability of the epistemic view 
of vagueness to provide a successful recipe is an inability it shares with all its rivals. Nor is there any 
reason to suppose that such a recipe must exist.'
Also (ibid. p. 206): 'Although meaning may supervene on use, there is no algorithm for calculating the 
former from the latter.'



In 4.2, I consider the impact that Fitch-type arguments have on Wright's account of 
normativity. Since Wright's (S*) is a 'blindspot statement', if Sorenson, Williamson etc. are 

correct, then Wright's notion of normativity may be inappropriate. I shall attempt to outline 

some problems that defending Wright's account of normativity may involve, in the light of 
these difficulties, and in 4.3 I describe some other possible anti-realist responses to Fitch 
(the paradox of knowability), including revision of classical logic in favour of either 
intuitionism or dialethism. The latter is then considered in detail in more general terms in the 

following chapter.691 shall conclude that it has not been shown that the epistemic theory of 
vagueness, as a strongly realist theory, makes the connection between meaning and use 

more difficult to explain than it already is. However, at the same time, we need some 

justification from Williamson of his view that meaning may supervene on use in an 

unsurveyably chaotic way, and that our use determines sharp boundaries in vague contexts, 

rather than fuzzy ones.

4.1 :The Argument from Normativitv

In his (1994 (C)) section 7.5, Williamson (inter alia) considers the complaint quoted above, 
concerning a severance of the truth-conditions of vague statements from their use, and 

argues that the 'bare complaint is too general to be convincing'. He then draws attention to 

the realist view that (1994 (C), p. 205): 'Environmental factors beyond our dispositions to 

assent and dissent may play a role in fixing truth-conditions'. To illustrate this point, he gives 

the example of the scientific discovery of new sub-atomic particles, which scientists call 'X- 
particles'. Williamson then claims that we can make sense of the further idea that X-particles 

are quite different from other (undiscoverable) existing particles, ('Y-particles') and that the 

latter are humanly indistinguishable from the former, so that if a Y-particle was detected, it 
would be incorrectly classified as an X-particle. Williamson then argues (1994 (C) p. 205) 
that our 'dispositions to assent and dissent from the sentence 'An X-particle is present' do 

not discriminate between X-particles and Y-particles, but the truth conditions of the sentence 

are sensitive to the difference.' If so, the meaning of the sentence in question does not 

depend on dispositions to assent and dissent.

Williamson's point here is that there is a crucial difference between utterances of the sort in 

his story here, which are such that their truth-conditions have stable natural boundaries, and 

the situation with vague utterances, which are unstable. The complaint that Williamson is 

considering is too general because it includes non-vague expressions (whose truth- 
conditions might be fixed by the environment) along with vague ones (whose truth- 

conditions are not stable in this way).

69 In his 1987, p. 87, Priest remarks upon Papineau’s observation concerning the propensity of 
verificationism to produce dialethism as well as intuitionism.
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Williamson reinforces this point by considering a possible revision of the complaint, which 

involves the objector emphasizing that there is no parallel sharp natural division for the 
truth-conditions of 'He is thin' that corresponds with the truth-conditions of 'An X-particle is 

present' (thin things do not form a natural kind). (1994 (C), p. 206):

The thought is that, if nature does not draw a line for us, then a line is drawn only if we draw it 

ourselves, by our use. So (it is held) there is no line, for our use leaves not a line but a smear.

Williamson responds to the revised complaint here by claiming that 'drawing a line' here is 

just a metaphor for 'determining', and (1994(C), p. 206) 'to say that use determines meaning 

is just to say that meaning supervenes on use'. In particular, epistemicism does not entail 

the possibility of a difference in meaning without any corresponding difference in use. He 

claims (1994 (C), p. 206): 'Had 'TW is thin' had different truth-conditions, our dispositions to 

assent to and dissent from it would have been different too' (i.e. the former supervenes upon 

the latter, in perhaps an unsurveyably chaotic way). However, this reply does not seem to 

fully meet the objection, which involved not only the idea that nature does not determine the 

truth-conditions of vague utterances, which Williamson agrees with, but also that our use 

does not determine sharp semantic divisions for the truth-conditions of vague utterances, 

but only indeterminate ones (i.e. 'our use leaves not a line but a smear1). Even if we agree, 
as we should, that meaning supervenes on use in some way, Williamson in his reply here 

does nothing to show that our use determines sharp semantic boundaries regarding our 

vague utterances.

But in that case, this would seem to call for Williamson to give a more explicit account of the 

general nature of the normativity of meaning, rather than just appealing to the scepticism 

about a systematic theory of word-world relations, alluded to above. In order to justify why 

the latter scepticism seems plausible, and just as importantly, in order to show how our use 

determines sharp semantic boundaries, rather than fuzzy ones, it is incumbent on 

Williamson to provide a general account of the normativity of meaning. No such account is 

offered in (1994(C)). Later in this section, I shall examine what Williamson says elsewhere 

about this, in particular, his views on the question of whether truth is a norm of assertion.

Before considering the question of normativity in more detail, it will be useful to note that in 

orxler not to bias the discussion against non-epistemic accounts, it seems preferable to 

characterise semantic realism/anti-realism in the context of vagueness (and in general) in 

terms of the notion of evidence transcendent truth, rather than bivalence. On this view, the 

epistemicist about vagueness is someone who seeks to regard the notion of truth (falsity) 
being employed in giving the meanings of vague sentences as epistemologically unfettered. 
That is, the condition for truth (falsity) constitutive of a vague statement’s meaning what it
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does, according to the epistemicist, is to be thought of as one that can be fulfilled or not, as 

may be, irrespective of any capacity of ours, even in principle, to ascertain whether it is so; 
the notion of truth employed will be such that a statement may be, in this strong sense, 
undetectably true (at least for members of our speech community).70 The fact that there is a 

problematic class of statements in the context of epistemicism can be recognised by 

considering the borderline region of any sorites sequence. Somewhere along such 

sequences, according to the epistemicist, there will be a sharp cut off point, even though 

there is no discriminable difference between the one case and its immediate successor that 
normal competent judges can detect. The location of this sharp cut-off point will then be 

evidence-transcendent, on the epistemicist view.1 Further, we can distinguish between 

contingently evidence-transcendent statements, for which we might have had evidence, but 
as it happens we don’t, and chronically evidence-transcendent statements, (e.g. 'the 

universe has just uniformly doubled in size') for which there could not be any evidence. 
Since the epistemicist claims that the location of sharp cut-off points are unknowable in 

principle (to us), they seem to be chronically evidence transcendent rather than merely 

contingently evidence transcendent. I now turn to Crispin Wright's account of normativity.

The scope of Wright's claim that truth is a norm of assertion might be understood in two 

ways. First, as seems to be suggested in his introduction to his (1993), truth is the goal of all 

assertion, no matter what realm of discourse the assertion is made in. A correspondingly 

strong sort of realist response to this would be to deny that assertion has a goal in general. 
For example, one might agree that there is no normative element in Wright's beetle-box 

case, outlined below, but just deny that this scenario is analogous to the problem of 
meaning. However, a weaker understanding may be that truth is only the goal of assertion 

relative to a particular discourse, e.g. scientific discourse: Wright elsewhere eschews the 

notion of 'absolute realism' i.e. realism regarding all domains of discourse; this indicates that 
he thinks that in science at least, we do have the goal of aiming at truth. Against this weaker 
understanding of the scope of Wright’s argument, the realist might respond that one need 

not be guilty of any irrationality, in the sense of 'failing to hit the target of truth' in making 

some assertion within a particular discourse. The following statements would be examples - 
'Y-particles exist', (given Williamson’s description above) or 'the universe has undergone 

364 oscillations, and will undergo 26 more' (by 'oscillations' I mean continuous 'big bangs' 
followed by 'big crunches' i.e. expansions and contractions of the universe).

Wright claims (1993, p. 24) that:

70 Williamson thinks that we know what vague expressions (e.g. 'n grains make a heap') mean, even 
though we don't know, in borderline cases, whether they are true or false, since they could easily have 
had an indiscriminably different meaning, if our overall use of them had been slightly different.
71 As Williamson notes, Sorenson’s epistemicism has it that (1990, p. 138):
’... some proposition of the form 'n+1 grains make a heap and n grains do not make a heap' is true but 
unknowable; it is a blindspot.'



When the association of particular truth-conditions with a statement succeeds in being meaning- 

constituting, it does so because truth is a regulative ideal: it is what our assertions are, other 

things being equal, aimed at, and its absence is a ground for their criticism. But how can 

undetectable truth discharge this role?

The idea might be summarised thus: to attach a certain meaning to a statement is, in effect, 
to split states of affairs into two classes; those in which it is correct to assert the statement, 
and those in which it is incorrect. Wright argues that to employ a statement with some 

particular meaning is to use it with the intention of asserting it only in states of affairs of the 

first kind. In other words, meaning involves correctness conditions. But it appears quite 

generally to make no sense to suppose that an agent intends to do something if there is in 

principle no means available of telling whether or not he has succeeded. So, in particular, on 

this view, one cannot intend to conform to standards of correct use in cases in which one 

aspires in using those statements to allude to states of affairs that are evidence- 
transcendent. (It is clear that the Wittgensteinian notion of intention plays an important role 

in Wright's account of normativity).

Wright asks us to consider the statement:

(S*) S is true although no evidence in its favour is available.

On Wright's conception, the truth-conditions of this proposition must be subject to normative 

constraints. It seems at least that the truth-conditions associated with (S*)

have the effect that it should be denied if there is either evidence for S's falsity, hence against its 

undetectable truth, or evidence for its truth, hence against its undetectable truth. But that answer, 
so far, does nothing to distinguish the content of (S*) from that of "S is undetectably false", or 

from that of 'No evidence bearing on S's truth or falsity is available'.

The realist will want to regard the differences in these three statement's contents as 

constituted by their being associated with quite different respective truth-conditions. The 

argument is this: how can it be legitimate to regard them as meaning-constituting, if they do 

not impose different constraints on the practice of those whose understanding of such 

statements the realist believes he can correctly describe?

By way of illustration of his account of normativity, Wright uses the analogy of two 

seemingly indistinguishable boxes, one of which has a beetle inside. Wright suggests that 
there is serious doubt whether you can try to pick the right box (the one with the beetle in it) 
for Wittgensteinian reasons regarding intention and related concepts. In the absence of any



normative element in choosing the right box in these circumstances, the very idea of trying 

to pick the right box seems incoherent. (Analogously, a game would make no sense if there 

were no way of checking who had won, or even who was winning the game or losing.) On 

this account of intention, a subject must want the result of implementing the intention, and 

'this want must be intelligible in the context of the more generalised scheme of wants that 
partially determines the subject's character1. Further the subject must have beliefs about how 

to aim at a particular result, and lastly 'there are internal relations between the content of an 

intention ascribed to a subject and his responses, of satisfaction or frustration, as the 

sequence of events unfolds'. Now Wright claims, just as these components of intention are 

lacking in the example of the beetle-box, they are absent in the case of evidence- 

transcendent truth.

One realist response may be that even if we agree that truth is a distinctive norm for 
assertion, (albeit if only in some particular domain of discourse), Wright's argument should 

not worry the realist in her espousal of evidence-transcendent truth. The realist may argue 

that a scientist may make assertions about absolute undecidables simply due to a desire to 

tell the truth, or persuade others of it. This desire need have no further consequentialist 
justification, in the sense of being 'satisfied or frustrated' as the sequence of events unfolds. 
This move is thus to deny that the Wittgensteinian account of intention which Wright insists 

on is appropriate in the context of assertion. So whatever notion of normativity is being 

employed by the realist here, it is not Wright's notion. The realist would seem to be 

advocating a notion of a norm which may be satisfied or not independently of any aiming at 

truth in Wright's sense (a possible realist response, which allows that one can aim at truth in 

some sense, is considered below.)

Indeed, it may seem unclear how the scientist may have firm beliefs about how to achieve 

the aim of persuading someone of evidence-transcendent truth (and especially chronically 

evidence-transcendent truth) if the notion of aiming is appropriate on this account of a norm. 
To persuade someone of a proposition is generally to be able to adduce reasons why one 

should accept it as true; yet it appears that this is just what is impossible in the case in 

question. It may be replied that considerations about simplicity, elegance etc of a theory 

may provide evidence for the truth of one theory over another. However, such 

considerations are only grounds for why we should prefer the theory in question; not directly 

for the theory's truth. Science would then seem to be non-rational, analogous to rhetoric, or 
propaganda - paradigmatically non-rational enterprises. If certain beliefs regarding some 

aspect of theoretical science are made more probable by considerations about theoretical 
simplicity, elegance etc. then they don't seem to be really evidence-transcendent. If they are 

not made more probable, then the anti-realist may argue that it is not rational to go around 

asserting them.



However, the realist might appeal to the distinction between subjective and objective 

probability to escape this dilemma. For although considerations of simplicity, elegance, etc. 
may not confer an objective probability of more than 50% for an absolutely undecidable 

statement p, there may nevertheless be greater than 50% subjective probability conferred 

upon it by a particular scientist. This subjective probability could be given as the reason why 

one tries to persuade others of p's truth; and such belief and persuasion is not irrational, the 

realist may argue, for the belief with greater than 50% subjective probability is involuntary, 
and thus the question of rationality/irrationality does not arise for it. That is, if the rationality 

of holding supposedly evidence-transcendent beliefs is questioned, it can be replied that 
empirical beliefs, if not beliefs in general, are widely held not to be under the control of the 

will. If so, there may be no question of rationality or irrationality in forming or changing 

evidence-transcendent beliefs.

To this it may be replied that we can still impose standards of rationality and justifiability on 

our beliefs, despite the fact that beliefs are involuntary and beyond our direct control. 
Further, as Cohen notes, we may distinguish between acceptance, which is voluntary, and 

belief, which is involuntary:

To accept that P is to have or adopt a policy of deeming, positing, or postulating that P - that is, 

of going along with that proposition (either for the long term or for immediate purposes only) as 
a premise in some or all contexts for one's own and others proofs, argumentations, inferences, 

deliberations, etc. Whether or not one assents and whether or not one feels it to be true that P.

The basic distinction between belief and acceptance, despite other problems it may have, is 

valid and important for the present issue regarding the rationality of holding evidence- 
transcendent belief.72 For even if we concede that the question of rationality/irrationality 

does not apply to evidence-transcendent belief, we can still maintain that the question of 
rationality does arise for acceptances of evidence-transcendent statements. Cohen argues 

that acceptance occurs at will, because it executes a choice - the acceptor’s choice of which 

propositions to take as his premisses. Further, people are held responsible and accountable 

for what they accept, not for what they believe. For example, Cohen claims that a juror is 

culpable for relying on beliefs that he has acquired from what he has heard about the 

defendant outside the court and adopting those beliefs as premisses on which to base 

conclusions about the defendant's guilt. But he is not culpable for having the beliefs, if he 

could not help hearing what he did. If Cohen is right here, acceptances are subject to 

normative constraints in a way that beliefs may not be. If so, the important question will 

become: why should a rational subject accept evidence-transcendent statements?

721 come back to Cohen's ideas here in chapter five.



One realist suggestion might be that voluntary activity directed at evaluating undecidables 

can be rational because it is controlled ultimately by background beliefs. We make 

acceptances (or rejections) on the basis of beliefs which may themselves concern related 

evidence-transcendent propositions. Another sort of realist response might be to admit that 
Wright is correct in claiming that it is irrational to accept such absolutely undecidable 

statements, but this does not prevent one from being an agnostic realist. According to this 

latter view, one should be agnostic about evidence-transcendent propositions, but not about 
excluded middle, and still hold that bivalence applies to absolutely undecidable statements, 
if truth is interpreted minimalistically. It is clear that Wright would not agree that truth should 

be so interpreted. On Wright's view, since truth is a norm for assertion, it must be a 

substantive property, not just a logical device enabling simple sorts of formulation of certain 

sorts of generalisation. (Horwich (1993) rejects this point - he thinks deflationism is perfectly 

consistent with the claim that truth is a norm for assertion.)

A stronger deflationary position is posited by Williamson (1994 (B)), in his review of Wright's 

(1992). This is that truth is not a distinctive norm of assertion, in the sense that there could 

be many different norms which govern different true utterances, within a particular domain 

of discourse. In this sense, assertion of 'grass is green' is governed by a norm that is 

satisfied iff grass is green - but this norm need not be the same one that assertion of 'snow 

is white' satisfies. This is because it may not be the case that one property is common to all 
true utterances. This deflationary position involves a distinction between predicates and 

properties; such that one may predicate 'is white or green' of both snow and grass, but in 
doing so one does not ascribe a common property to them, in a rich sense of the word 

property. Snow and grass do not resemble each other in both being white or green, as 

Williamson puts it.

This would be consistent with Williamson's position regarding vague utterances in borderline 

cases, and the idea that meaning may supervene upon use in an unsurveyably chaotic way. 
To this, however, Wright could reply that even if Williamson were correct in claiming that 
particular utterances (even within a single discourse) may obey different norms, it seems 

that it would still be possible to run the argument from normativity individually, for each 

utterance. That is, even if we cannot gather all disquotational equivalences within a 

discourse into a single schema (thereby giving a uniform account of 'true'), we could still 
maintain that for any particular absolutely undecidable statement, (e.g., a statement 
concerning the location of a sharp cut-off point in a sorites sequence, or a statement 
involving a vague predicate which is close to the borderline of applicability for the predicate 

in question) that it lacks any regulative role.

If Williamson's general account of normativity here is intended to have application in the 

context of vagueness, then it is not clear that it can withstand Wright’s argument from
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normativity, as I have revised it (although as I argue in the next section, Wright's anti-realist 
account of normativity seems problematic due to 'blindspot statements' and the 'paradox of 
Knowability'). In any case, whether it can or not, it is this sort of general account of 
normativity which Williamson needs to supply, in order to provide justification for the 

scepticism which he alludes to regarding the possibility of a systematic theory of word-world 

relations, and just as importantly for the epistemic theory, the claim that our use of vague 

terms determines sharp divisions for the truth-conditions of vague utterances.

4.2: Blindspot statements and the paradox of knowability

Williamson, in his review of Wright's (1992), raises the question whether Wright's notion of 
superassertibility can function as a truth predicate for any but the most limited discourses. 
Wright, in (1994 (B)) section two of his reply to Williamson's review, notes that here 

Williamson employs reasoning which has affinities with that of an argument first published 

by Fitch. This argument was rediscovered by Hart, and is described by Sorenson as 

involving statements which are 'knowledge blindspots'. The Fitch/Hart argument is that the 

idea that there is at least one truth which is never known is inconsistent with anti-realism, if 
the latter is characterisable by the principle that if P is true, then it is logically possible that it 
is known (by someone at sometime) that P. Wright argues that (S*) cannot be used to record 

the truth, for reasons given in the argument from normativity. But (S*) is a blindspot 
statement - and therefore susceptible to a non-factive version of Fitch's argument (in which 

the epistemic operator does not entail the truth of what is verified (P), but only e.g. that there 

exists good evidence for P). Since contradictions can still be derived from non-factive 

versions of Fitch, if these blindspot type objections cannot be defended against, then it 
seems that despite the argument from normativity, our understanding of (S*) may be given a 

realist interpretation after all. If so, Wright's account of normativity would be inappropriate. 
In his (1994 (B) p. 330), Wright considers the following blindspot-type statement:

(*) Q and no one ever has warrant for Q

in the context of whether superassertibility can function as a truth-predicate for a discourse 

(where (*) is a statement in that discourse.) If one had warrant for this statement, there 

would have to be a time at which one has warrant for both Q and 'no one ever has warrant 
for Q'. But this is impossible even though we are interpreting the operator non-factively. For 
(as both Wright and Edgington have maintained), there cannot be good evidence that S is a 

truth for which there is not good evidence. It might be thought that this 'evidence principle' 
might not be universally true (for example, the evidence principle does not relativise 

evidence to context; so we might have warrant for Q, and there being no warrant at a time t 
for Q). However, there seems no way that any counter-examples to the evidence principle 

can arise if we require that warrant for a conjunction requires simultaneous warrant for each 

conjunct.
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The realist maintains that blindspot statements can be determinate^ true or false regardless 

of our cognitive capacities to verify them, whereas the anti-realist argues that any coherent 
notion of truth must be epistemically constrained. It seems that if Wright and Edgington are 

correct in supposing that there cannot be good evidence for something for which there is not 
good evidence, anti-realism seems reducible to absurdity (at least within classical logic), for 
it at least seems committed to the notion that truth be linked to non-factives like warrant, or 

justified assertibility.

Williamson offers a non-factive Fitch-type argument on (*), and claims that if one accepts 

classical logic, one can derive: 'If Q, then someone sometime has a warrant for Q' (which 

Wright agrees is unacceptable). Prescinding from possible Edgingtonian type replies to 

Williamson's argument (see below), Wright concedes that classical logic 'must be a casualty 

in any region of discourse where truth is held to be epistemically constrained' (thus 

abandoning anti-revisionism). This change of heart explicit in Wright's (1992) means that 
Williamson's argument will not go through.

Wright further argues that if Williamson is correct that (*) can never be warranted, then the 

truth of that sentence transcends all possible evidence, and cannot accordingly be modelled 

by superassertibility. Wright claims that this concession does not conflict with any thesis of 
his (1992) - for there superassertibility serves as an 'extensionally adequate model for the 

truth predicate for any discourse all of whose truths are knowable' (1992, p. 332).

However, perhaps Wright does not have to make this concession. Perhaps he may claim 

that the (Dummettian-type) anti-realist must claim that all blindspot-type statements (e.g. 
(S*), (*), etc.) are false. They are false, because if  Q is true, say, in (*), the anti-realist can 

claim that there must have been evidence for it at some time, even if we don't have such 

evidence now. This move is suggested by Wright's remarks at (1992, p. 331) - concerning 

the distinction between the availability and possession of warrant. Wright concedes that the 

distinction will not help if Williamson is correct that 'no one can simultaneously be warranted 

in believing both Q and that no one will ever have warrant for Q' (in this case, the warrant 
would not even be available). Wright suggests that the Edgingtonian type response may get 
one out of difficulty here - if so, the distinction may still be useful for the anti-realist. The 

Edgington type response would be to say that whatever the range of the operator 'no-one' in 

(*)'s second conjunct, it will be consistent with 'each of the subjects who fall within it always 

lacking warrant for Q that there should be another subject who has warrant both for Q and 

for the perennial ignorance on the matter of each of the subjects in the former range' (1992, 

p. 331).

As I have indicated, the problem case for the anti-realist is when both conjuncts of the 

blindspot proposition are true. The realist claims it is intuitively obvious that blindspot 
propositions can be true, and counter-intuitive to deny them, for one would then seem to be



denying a large class of true propositions (in particular, propositions concerning borderline 

cases of sorites sequences, construed epistemically). So what should the anti-realist say 

about this realist intuition? If the realist insists that he is not appealing to philosophical 
intuitions that blindspot statements can be true, but rather the untutored intuitions of the 

masses, it is open to the anti-realist to argue that such intuitions may just be wrong Oust as 

they may also be wrong about scientific matters).
However, more importantly, Wright, in denying that blindspot statements can be true in the 

above manner, seems to be advocating realism about the availability of past evidence - such 

evidence must have been available even if there is no available evidence now that such 

evidence was available in the past. It would therefore seem to be a matter of taste whether 
the resulting position is to be described as moderate realism or moderate anti-realism - if so, 

a stalemate seems to have been reached.

As I noted above, blindspot statements involve reasoning which is similar to an argument 
first published by F.B. Fitch, that seems to show that if semantic anti-realism is 

characterisable by the principle that all truths are knowable, then anti-realism is reducible to 

absurdity within classical logic. I shall now consider this 'paradox of knowability' in more 

detail. The argument is put by Dorothy Edgington (1985) as follows. First of all, the anti

realist principle is stated:

(1) If P is true, then it is logically possible that it is known (by someone at some time) that P.

However, the idea that there is at least one truth which is never known is, according to the 

argument, inconsistent with (1). Such a truth can be decidable, but one which we never 
bother to check. Edgington gives the example of the number of times the letter K appears in 

this volume of Encyclopedia Britannica - we know that if someone does, tediously, (unless 

on CD-ROM!) discover the answer to this question, there will be other such questions, and 

we can't answer them all. So, the anti-realist should accept:

(2) There is at least one truth which is never known.

Let P be such a truth, the answer to the question about the Encyclopedia Britannica, say. 

So,

(21) p & ~Kp

“K” reads: 'it is known by someone at sometime that'. Supposing that (2’) is true, the 

principle (1) applies to it. It is logically possible to know that (2’) is true. That is:

(3) •v>K(p & ~Kp)
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Assuming knowledge distributes over conjuncts, (3) entails

(4) <C>(Kp & K~Kp)

Assuming knowledge implies the truth of what is known, the second conjunct in (4) entails 

'~Kp'. So (4) entails

(5) <>(Kp & ~Kp)

Thus from (1) and (2), we have derived a proposition of the form -0(Q & ~Q) (assuming that 

the notion of “possible absurdity” is itself absurd). The apparently innocuous (1) entails the 

denial of (2), namely the apparently much stronger claim that there is no truth which is never 

known, or, all truths are actually known.

Fitch’s argument makes use of the following assumptions. First, that knowledge is truth 

entailing; neither the actual world nor any possible one contains untrue knowledge, so Kp=>p 

(not just material conditional, but entailment). Secondly, it is assumed that knowledge 

distributes over conjunction, i.e. if it is known that P & Q, then it is known that P and it is 

known that Q. Thirdly, the anti-realist principle is assumed to be non-contingently true. 
Fourthly, we should accept classical logic. Given (1), (2’) must be denied: so the anti-realist 
who accepts classical logic is forced to deny the truism that not all truths are known, i.e. 
deny ~(p)(p-Kp), for the latter classically, (via double negation), but not intuitionistically, 

entails (2’).

Despite the apparent power and simplicity of Fitch’s argument, there have been various 

attempts to show that it is flawed; for anti-realism has been thought too attractive a position 

to be susceptible to refutation by 'swift natural deduction'. These either attempt to show that 
the anti-realist principle cannot adequately be characterised by saying 'all truths are 

knowable*, or that it can, and Fitch’s argument is flawed for some other reason. In what 
follows, some of the main attempts to take the latter route are considered.

At least three kinds of response to the Fitch argument have been proposed.

Responses:

(a) It only refutes a very strong form of anti-realism
(b) It is invalid in modal logic containing certain “actuality” operators

(c) Knowledge does not distribute
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Response (a) is the position adopted by Richard Swinburne; to which J.L. Mackie responds. 
Hart's attack on verificationism proceeds by having us dwell on the existence of unknowable 

truths while evaluating the following argument:

(1) All true statements are meaningful statements
(2) All meaningful statements are verifiable statements
(3) All verifiable statements are knowable statements 

therefore
(4) All true statements are knowable statements

According to Hart, verificationists are committed to all three premisses of the argument, so 

they are committed to (4). Yet Fitch’s original study provides counterexamples to (4). Since 

the essence of verificationism, (2), is the most controversial premiss in the valid argument, 
Hart concludes that it should be rejected. Richard Swinburne has objected that Hart has only 

succeeded in refuting a very strong form of verificationism. Some verificationists could 

escape refutation by maintaining that 'verify' is not a factive. In other words, they could 

maintain that falsehoods could be verified. Under this construal, verification is only a matter 
of acquiring justification. Since people can have false beliefs that are nonetheless justified, 
this nonfactive interpretation of 'verify' would enable the verificationist to deny (3).

However, J.L.Mackie maintains that even modest forms of verificationism are susceptible to 

refutation because we can switch to other forms of Fitch's argument. Mackie points out that 
the weakened operator (which just involves acquiring justification, and is therefore not truth- 
entailing) runs foul of 'p, but it is never verified that p'. There is no time at which this 

modified statement can be verified. Verification of a conjunction requires simultaneous 

verification of each conjunct. If the statement were verified, there would have to be a time at 
which both p and “p is never verified” receive verification. But this is impossible even though 

we are interpreting the operator non-factively. So by slightly deviating from the Fitch recipe, 
Mackie is able to get the required result. Since semantic anti-realism implies at least the 

weak sorts of verificationism that Mackie criticises, it seems that the verificationist cannot 
escape the Fitch/Hart argument by interpreting the operator non-factively. This point is 

nicely summarised by Wright and Edgington who both note that 'there cannot be good 

evidence that S is a truth for which there is not good evidence*.

Response (b) is adopted by Dorothy Edgington in her paper 'The paradox of knowability' 
(1985). Persuaded by the apparent utility of anti-realism in explaining linguistic practice, her 
response to the problem is to suggest that in the argument's premisses, there are some 

suppressed occurrences of an indexical. It is argued that these are appropriate to secure 

rigid reference to how things actually are, when occurring within modal and counterfactual 
contexts. So the anti-realist principle becomes something like the following - for any



proposition which is actually true, evidence can be gathered that it is actually true. The 

second occurrence of 'actually' secures a reference to how matters actually stand, rather 
than to how they would stand if the evidence were gathered. In effect, the state of affairs 
consisting in P’s being true but unknown is something which it is possible to know, as the 

spirit if anti-realism requires, but realisation of that possibility would not put us in position to 

assert 'S is (actually) true but unknown’ which would refer to the circumstances then 

obtaining. The knowledge would have to be expressed in some other way - whatever way 

would make the same claim that we now can make by the use of that sentence. However, 
one problem for Edgington is to specify how the plausible claim that not all true (or 
assertible) statements are supported by presently possessed evidence is to be expressed. 
Edgington’s preferred version of verificationism is formalised by Williamson as follows:

(s) ((in s, p) -* 3s+ (in S+, K(in s, p)))

In this version, the quantifiers range over situations, which should be thought of as non
specific possibilities. Edgington’s version of verificationism says that if p is true in situation s, 
then there is a situation s+, such that it is known that p is true in situation s. However, her 
defense of this depends on the possibility of non-actual knowledge about what is actually the 

case. As Williamson notes, it is not clear what could constitute non-actual thought about 

what is actually the case, let alone non-actual knowledge.

Response (c) is discussed by Williamson in his paper 'Verificationism and non-distributive 

knowledge'. Williamson formalises the idea that knowledge distributes over conjuncts as 

follows:

(*) K(p&q) -» (Kp&Kq) (and this principle is non-contingently true.) Can the verificationist 
plausibly deny this assumption and therefore avoid refutation by Fitch’s argument? For if 
knowledge does not distribute over conjunction, (*) is not necessarily true and the argument 

against (1) above breaks down.

Williamson notes that although many prepositional attitudes do distribute over conjunction, 
not all do. Disbelief does not distribute, for example (disbelief in a conjunction requires only 

that one of the conjuncts is disbelieved). This still leaves open the possibility that all positive 

propositional attitudes distribute over conjunction, or at least knowledge does. However, 
Robert Nozick’s theory of knowledge implies the possibility of rational counter-examples to 

this claim. (A rational counter-example in Williamson’s terminology is one in which although 

it is known that P&Q, it is not known that P, yet it is believed that P, so a person’s failure to 

know that P would need to be accounted for by the failure of some necessary condition for 
knowledge over and above that of true belief. Rational counter-examples do not violate the 

distribution of belief over conjunction. With irrational counter-examples, it is known that
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P&Q, but neither known nor believed that P). According to Nozick, knowledge is belief which 

tracks the truth. There are four conditions in Nozick’s 'conditional theory' of knowledge.

(1) P is true
(2) a believes that P
(3) if P were not true, a would not believe that P
(4) if in changed circumstances, P were still true, one would still believe that P

Nozick’s conditional theory of knowledge takes as its start (as others do) from the defects 

which Gettier exposed in the traditional tripartite analysis. Nozick suggests that the reason 

why we take the justified true belief in Gettier’s examples not to have been known is that 
they would have been believed even if they had been false. Nozick takes it therefore that for 
someone to know that P we require that he would not have believed that P if P had been 

false. Hence we need to add clause (3) to the two standard conditions. Although these three 

conditions may cope with examples that Gettier offers, Nozick thinks that there are other 
examples with which it could not cope. This is because there are two ways in which it can be 

a coincidence that someone’s belief is true, and both need to be ruled out. The first is that if 
the belief were false, one would still believe it (this has been dealt with by clause three). The 

second is that there may be slightly different circumstances in which it remains true, but one 

no longer believes it.

On Nozick’s analysis, belief in a conjunction may track the truth while belief in a conjunct 
does not. For the conditional theory of knowledge can show that you do not know that you 

are not a brain in a vat, since a necessary condition for such knowledge, (3),(that if it were 

not true that you were not a brain in a vat, you would not believe that you were not a brain in 

a vat) fails. For if you were a brain in a vat, being fed all your experiences electronically, you 

would still believe that you were not a brain in a vat.

So, for example, Nozick sometimes knows the conjunction that:

Nozick is in Emerson Hall and Nozick is not floating in an Earth-simulator on Alpha Centauri,

for if the conjunction had been false it would have been because he was somewhere 

mundane other than Emerson Hall, not because he was floating in a tank on Alpha Centauri, 
and he would not have believed the conjunction. At the same time, Nozick does not know 

that he is not floating in an Earth-simulator on Alpha Centauri, for if that (latter) conjunct had 

been false he would have still believed it; i.e. if he were a brain in a vat, he would still 
believe that he was in Emerson Hall, say. Williamson suggests that this kind of case is not 
terribly convincing, however; for the rational cases might well be taken as a reductio ad



absurdum of Nozick’s theory of knowledge. And one might think that it can be shown that 
Nozick’s theory does not work, for independent reasons.

One possible strategy for Nozick might be to defend some version of naturalised 

epistemology - according to which it would be legitimate to just assume certain things about 
experience (that it does not come via being attached to a supercomputer on Alpha Centauri, 
for instance). With such an assumption in place, one would then set out to show how one 

can know it to be true. And it might be argued then that the conditional theory illuminates an 

aspect of our ordinary concept of knowledge, namely that our beliefs should track the truth. 
The naturalised epistemologist may claim that we don’t have to know that we know 

(establish) we are sitting reading, or whatever, in order to know that we are. If this response 

were appropriate, then the anti-realist could espouse naturalised epistemology together with 

the conditional theory of knowledge. In doing so, he could coherently maintain that 
knowledge does not distribute over conjunction, thereby avoiding refutation by Fitch’s 

argument.

Unfortunately, whatever one may think about the chance of success of this line of defense 
for the semantic anti-realist, it seems that there are versions of the Fitch argument that don't 
rely on distributivity. As Williamson notes, it does not seem to have been shown that 
knowledge does distribute over conjunction. A subject may not always make the appropriate 

inference, for this takes time, and a subject may therefore violate the claim before the 

inference is completed (distraction or sudden death may intervene). What needs to be 

shown is that knowledge of a conjunction is already knowledge of its conjuncts; and although 

inference from the premisses P and Q may be the canonical way of coming to know the 

conjunction P&Q, there are others, e.g. from testimony to the conjunction, or by inference 

from the premisses (P&Q) v R and ~R, etc. Further, someone might know a conjunction but 
believe one of its conjuncts for independent and bad reasons; the latter belief would not 
constitute knowledge. In view of these points, Williamson argues that it is prudent to seek 

ways of formulating the anti-verificationist argument so that it doesn’t rely on the assumption 

that knowledge distributes. One such formulation he proposes is as follows. Williamson’s 

strategy here is to deduce something weaker than the absurd proposition 'If P is true then it 
is known' from the anti-realist principle, but to argue that it is nevertheless still absurd.

Say that it is completely unknown that P if no one ever knows a conjunction of which it is a 

conjunct that P. No one can know that: P and it is completely unknown that P. For if someone 

did, it would not be completely unknown that P.

This reasoning relies on the necessity of the claim that knowledge entails truth, but not on 

the necessity of the claim that knowledge distributes. Thus the anti-realist principle (that if P 

is true then it is knowable that P) implies that there are no completely unknown truths. But, 

says Williamson, that is absurd, because:



No one will ever know a conjunction of which it is a conjunct that the number of tennis balls in 

N.N.’s garden on 7th November 1991 is even and no one will ever know a conjunction of which 

it is a conjunct that the number is odd; since one of those propositions about the number of balls 

is true, one of them is a completely unknown truth.

To conclude this section, none of the reactions to the paradox of knowability considered so 

far seem to be able to provide a convincing response to it. In the next section I briefly 
describe one of Williamson's arguments which defends intuitionism against Fitch, and 

mention the possibility that dialethism might also be able to resist Fitch's argument.

4.3: Intuitionism and Dialethism

No friend of anti-realism, Williamson (1988) responds to an argument due to Wright which 

purports to show that there is an intuitionistically valid version of the paradox. Williamson 

denies this, defending intuitionism against Fitch, but maintains that if one is anti-realist, then 

one needs to be revisionist in logic (and reject classical logic in favour of intuitionistic logic). 
Since intuitionistic logic is accepted by almost no-one, this is held to be a further problem for 
anti-realism. However, it might be objected that although the anti-realist must be revisionist 
about logic, this does not mean she must be an intuitionist, for there is also the possibility of 
espousing dialethism. I consider how the dialethist might respond to Fitch later in this 

section.

Intuitionistically, a disjunction is known only if it is possible to know one or other of the 

disjuncts; formally:

(1) (VP)(VQ) [K (P v Q) -* (OKp v OKQ)]

Wright’s intuitionistic version of the argument hinges on the idea that intuitionistically, 
whenever it can be guaranteed that one or other disjunct in a disjunction can be known, (i.e. 
it is recognised to be effectively decidable, and the disjunction is the application to it of 
excluded middle), then intuitionistic practice regards the disjunction as known, even if 
neither disjunct is known. For such a statement, S, we can know each of'S v ~S\ '~KS' and 

'~K~S' (if we have a decision procedure for S, but have not applied it). Assuming 

transmissibility, we have:

(2) K[(Sv~S) & ~KS & ~K~SJ; equivalently, by De Morgan,
(3) K[(S & ~KS & ~K~S) V (~S & ~KS & ~K~S)J; hence

(4) K[(S & ~KS) v (~S & ~K~S)]
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But this, via the above principle (1), provides

(5) <>K(S & ~KS) v OK(~S & ~K~S)

But each disjunct of (4) is absurd, for it implies the possibility of a state of information in 

which one would be justified in claiming both the truth of a statement and the lack of any 

justification for it. Since there are intuitionistically acceptable examples of (2), the paradox is 

independent of the use of non-constructive assumptions like S & ~KS. (Non-constructive, 

because one needs to have an example of S intuitionistically).

However, on Williamson’s view, there is a problem concerning the interpretation of 'K' for 
Wright’s argument. Does KP' mean there is a time at which it is known that P, or does it 
contain a tacit time reference and mean that it is known at t that P? On the first reading, (1) 

and (2) become:

(1.1) VPVQ(3tK t (PvQ)-»  (❖BtKt P v ^3tKt Q))

(2.1) Bt’Kr ((S v ~S) & ~3tKt S & ~3tK t ~S)

(Where 'Kt' abbreviates 'it is known at time t that'.) (1.1) seems to express an 

intuitionistically acceptable sense of (1). (2.1), however, goes far beyond what may be
assumed about people who do not bother to apply their decision procedure for S (Williamson
calls them the idlers). At a time at which they have not yet applied their decision procedure 

for S, they may know that they do not yet know that S and that they do not yet know that ~S. 
Intuitionistically it is only because they are in a position to come to know one or other of 
these in the future that they currently know their disjunction. Yet as Williamson argues, (2.1) 
requires them to know that they will never know that it is not the case that S, in which case, 

the argument fails on the first reading because (2) becomes intuitionistically deniable.

The second reading brings out the sense in which there are intuitionistically acceptable 

instances of (2). On it, (1) and (2) become:

(1.2) VtVPVQ(Kt (PvQ) -  (❖Kt P v OKtQ))

(2.2) 3tKt((S v ~S) & ~KtS & ~Kt~S)

(Williamson points out that 't* is quantified universally in (1.2) but existentially in (2.2) 
because the former was defended as a general principle, the latter as a specific possibility.)



According to Williamson, (2.2) exactly expresses the situation of the idlers who know that 
they have not applied their decision procedure for S. The problem is now with (1.2), 
however, because the intuitionist can refuse to accept that if a disjunction is known at a 

time, then one or other disjunct can be known at that time, as (1.2) requires. Intuitionistically, 
it is enough that one or other disjunct can be known at some later time, in order to know a 

disjunction. For example, as Williamson argues, the application of a decision procedure 

takes time. In Williamson's story, there is no way that the idlers could, counterfactually, have 

applied the decision procedure earlier than the time in question, for the relevant substitutions 

for 'P' and 'Q' ('S & ~KS' and '~S & ~K~S') themselves contain't'; if a proposition has a time 

reference, the decision procedure for it may be applicable only at certain times. Thus the 

argument fails on the second reading because (2) becomes intuitionistically deniable.

Williamson goes on to examine a strengthened version of Wright's argument, but rejects it 
too. However, finally in this section, I want to consider a different possibility, not yet 
considered, which may provide a way of defending against Fitch's argument. This possibility 

involves dialethic logic, to be considered in more detail in the next chapter. The chief reason 

for espousing dialethism (i.e. the view that although all contradictions are false, some are 

also true) is because it promises to provide a solution to the semantic paradoxes. As 

Graham Priest (1987) notes, dialethism has other possible applications too. However, to my 

knowledge, neither Priest nor any other protagonists of paraconsistency have considered 

dialethism as a possible solution to the paradox of knowability. This is surprising, given that 
Priest thinks that dialethias (true contradictions) are to be expected in semantic contexts, 
and Priest adopts a teleological account of truth.

Priest gives the dialethic account of the semantics of extensional connectives (conjunction 

a, disjunction v, and negation ■"■) as follows (a  3  (3 is defined as "•a v p) - (1987, section 5.2). 
In order to allow for the possibility that truth and falsity are not exclusive (since Priest argues 

that some statements are both true and false, or perhaps not true, as will be seen in the next 
chapter), Priest adapts the orthodox conception of a semantic valuation. The latter is a 

function which maps the formulas, F, to two 'truth values', conventionally represented by 0 

and 1. The fact that the evaluation is total captures the idea that truth and falsity are 
exhaustive, says Priest, and exhaustiveness is dialethically required. However, the 

functionality of the evaluation means that truth and falsity are exclusive, contrary to 

dialethism; so Priest claims that we should drop the functionality requirement on an 

evaluation. He claims that we can think of an evaluation as (1987, p. 94):

a function which maps a formula to the set of truth values to which the formula is related, so this 

is how we will proceed. Let n = { {0}, {1}, {0,1} }. Let v  be an evaluation of the prepositional 

parameters, that is, a map from P to it. We can extend this to an evaluation (which by an abuse 

of notation, we will also call v) of all formulas by the following conditions:
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la) 1 e v (-’ a) iff 0 e v (a)

lb) 0 e v (-■a) iff 1 e v ( a )

2a) 1 e v (ocaP) iff 1 e v (a) and 1 e v (P)

2b) O ev  (oiaP) iff 0 e v (a) or 0 e v (P)

3a) 1 e v (avP) 1 e v (a) or 1 e v  (P)

3b) 0 e v (avP) O ev  (a) and 0 e v  (P)

Reading ' l e v  (a)' as 'a is true under v', and ' Oe v  (a)' as 'a is false under v', it can be 

seen that these conditions are the same as in classical semantics, except that in the 

classical case, the second condition of each pair is redundant since truth and falsity are 
exclusive. This is not so with dialethism, for on the latter view, truth and falsity are 

independent of each other to a certain extent (as is described next chapter).

As Priest notes, apart from dropping the assumption that truth-value is unique, these 

semantics are exactly classical; and the sets of logical truths are the same: in particular, 

both contain the law of non-contradiction, -,(a a ~u). (It is just that according to the dialethist, 
this law is sometimes false, as well as always true). (1987, p. 96): '(these) semantics 

subsume those of classical logic. For classical logic is just the special case where no 

parameter (and hence no formula) takes the dialethic value {0,1}. All that is wrong with 

classical semantics for the extensional connectives (and classical logic recognises no 

others) is that it 'forgets' this particular case.'

Given this initial characterisation of dialethism, perhaps enough background has been given 

in order to see how Priest might try to show how Fitch could be defended against. Maybe 

Priest could argue as follows. Given that we accept the anti-realist principle as formulated in 

Fitch’s argument, the assumption for reductio was that there is at least one true proposition 

P, whose truth is decidable, but which is such that as a matter of fact we never bother to 

check it. However, if it were the case that P is false as well as true, then the contradiction at 
the end of the argument would be both true and false. Since Priest rejects the classical rule 

'ex contradictione quodlibet' (from a contradiction, anything may be derived) we could not 
then infer from the contradiction that (2') in the version of Fitch's argument above is false 

(only), yielding the result that all truths are known. Perhaps then it may be replied that the 

assumption is that the proposition in question is true (only); not true and false. However, 
Priest may then claim that we cannot non-question beggingly assume that an arbitrary 

decidable proposition P is true only, in order to make Fitch's argument work. We could do 

this if no proposition could be both true and false, but this is not the case if dialethism is 

correct. For the latter posits decidable sentences that are both true and false (e.g. in areas
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including motion, legal systems, the philosophy of mathematics, and especially the 

paradoxes of self-reference). And if so, perhaps anti-realism is not reduced to absurdity by 

Fitch’s argument. Of course, even if dialethism can defend against Fitch, Williamson would 

not regard this as a point in favour of anti-realism, since dialethism also revises classical 
logic, in 'inconsistent' contexts.73 Nevertheless, given its possible applications (i.e. as a 

response to Fitch, in the context of personal identity, and that of vagueness, amongst 
others) and the fact that it is harder to refute than most have thought (as I indicate next 
chapter), it would be a mistake not to give dialethism serious consideration.

4.4: Summary

In this chapter, the question of whether general considerations about the normativity of 
meaning pose a special problem for epistemicism, as a form of realism, was assessed. In
4.1, some possible realist reactions to Wright's account of normativity were described, as 

potential candidates for helping to develop a general epistemic account of normativity, 
including one possibility put forward by Williamson. I agreed with Williamson that Wright's 

anti-realist account of the normativity of meaning faces problems of the sort raised by Fitch. 
Some attempts to defend the anti-realist principle against Fitch's argument were considered, 
and I put forward the possibility of a dialethic defense against it. I conclude that although 

epistemicism has not been shown to be at a disadvantage regarding its ability to explain the 

connection between meaning and use, I think that Williamson does owe us a more general 
sort of account of normativity, which will justify his idea that meaning may supervene on use 

in an unsurveyably chaotic way, and also, that our use of vague predicates determines sharp 

boundaries for them.

73 Priest (1991, p.321) notes that paraconsistent logic has never been revisionist in the same sense as 
intuitionism: whereas the latter views much of the reasoning of classical mathematics as fallacious, 
(especially concerning infinite totalities), paraconsistent logic (by and large) accepts that the reasoning 
of classical mathematics is correct. However, one problem for paraconsistent logic concerns how to 
reject ex contradictione quodlibet, which does not appear to be central to classical reasoning, without 
also rejecting much more integral parts of the latter, especially the disjunctive syllogism. This is the 
problem of the 'classical recapture' which I return to in the next chapter.



Chapter Five: Dialethism and Determinacy

5.0: Introduction: Why take dialethism seriously?

This chapter will be primarily concerned with assessing one main problem bearing on the 

general coherence of dialethism, concerning the notions of rational acceptance and rational 
rejection. (The question of whether dialethism is plausible as an alternative to epistemicism 

in the context of vagueness is considered indirectly, via the issue of personal identity, in the 

next chapter.) One reason to take dialethism seriously, is the possibility that it may be able to 

provide a solution to the paradox of knowability, a topic which Williamson himself has 

discussed in various papers, as was seen last chapter.

Yet Williamson dismisses paraconsistent logics out of hand, in the context of vagueness. In 

chapter seven, section 7.2 1994 (C), he presents a formulation of bivalence which he claims 

bears directly on problems of vagueness,74 and then puts forward schemata which apparently 

encapsulate at least the central core of our ordinary understanding of the notions of truth and 

falsity, a la Aristotle and Tarski. Williamson then considers an apparent counterexample to 

his notion of bivalence, and proceeds to reduce it to absurdity. Interestingly though, speaking 

about this absurdity, he says (1994 (C), p. 189):

no attempt will be made to argue with those who think it acceptable to contradict oneself.

Of course, dialethism is even more heterodox in its way than epistemicism is, as regards 

vagueness. As Priest notes (1987, p. 167, fn. 5) it may be thought that dialethism 'solves' the 

semantic paradoxes 'in the same way that calling cancer healthy solves the problem of 
cancer1. However Priest points out that there is more to dialethism than just claiming that we 

should accept some contradictions as true. On Priest's view, contradictions can be accepted 

'without the disastrous consequences they are normally taken to have'; analogously if cancer 
could be prevented from having its harmful effects, the problem of cancer would indeed have 

been solved.

Similarly, epistemicism runs counter to 'common-sense', in that it denies the major premiss 

of sorites arguments; and if the truth about vagueness must be strange75 - all the more 

reason for not dismissing dialethism out of hand simply because it conflicts with common-

74 This formulation involves utterances as opposed to propositions - see below.
75 See (1994 (C), p. 166):



sense. This point is especially relevant if the theory in question promises an account of 
determinacy different from Williamson's own bivalent account, (as dialethism does). These 

points on their own suggest that it would be a mistake to dismiss dialethism out of hand, 
either considered by itself or as a serious candidate in the context of vagueness.

What has seemed counterintuitive to many about dialethism is its view that it can be rational 
to accept contradictions. In 5.1 I first of all examine Mark Sainsbury's critique of dialethism 

(put forward in the first edition of his book Paradoxes), which involves criticising the 

dialethist's account of rational acceptability and rejectability. I argue that Sainsbury begs the 

question against dialethism. I also look at Sainsbury's much more tentative proposals 

regarding dialethism in his book's second edition. I indicate that dialethism still has not been 

refuted, and object to some observations of Sainsbury's regarding it. In 5.2, Laura Goodship's 

(ultimately sympathetic) discussion of dialethism is assessed. I shall suggest that Goodship's 

position misrepresents Priest in important respects; however, even if these 

misrepresentations are remedied, Goodship's reconstruction of dialethism still leaves 

important questions to be answered concerning whether dialethism is a plausible view of 
logic. Nevertheless, it is by no means as simple as some have thought to dismiss dialethism.

In 5.3, I outline Williamson's position on the principle of bivalence as it bears on questions 

regarding vagueness, and analyse his reductio arguments against counter-examples to that 
principle. I suggest that his arguments are question begging against the indeterminist (such 

as Tye) who eschews a classical, bivalent metalanguage, and that they are also question 

begging in that they assume that the T-scheme connective is contraposible. Graham Priest's 

'exclusion' and 'exhaustion' principles are pertinent in this latter regard to Williamson's 

arguments. It emerges that despite Priest's claims, he has no convincing argument that this 

connective is not contraposible, and consequently he does not show that there is a distinction 

between untruth and falsity. However, although the contraposibility of the T-scheme 

connective would not necessarily be a disaster for dialethism, it is evident that Williamson as 

a defender of bivalence needs the T-scheme connective to be contraposible in order for 
untruth and falsity to be equivalent, as he takes them to be in his argument against counter
examples to bivalence. Yet he presents no argument for this, but just assumes it to be so.

No logic for a vague language seems wholly congenial to common sense. Indeed, that sorites 
paradoxes expose inconsistencies in common sense is not a far-fetched view. The truth about 
vagueness must be strange.
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5.1: Dialethism

Although Priest reserves the title 'dialetheism' for the explicit claim that some contradictions 

(though not all) are true as well as false (or perhaps are both true and untrue), Mark 
Sainsbury, in the first edition of his book Paradoxes (1987) offers the following conjunctive 

definition, which he gleans from Priest's book (1987, p. 141, Sainsbury):

(a) Some contradictions are true (as well as false).
(b) They can be believed
(c) It is rational to accept them

One major deterrent to holding that a contradiction could be true is the classically valid rule; 
ex falso quodlibet ((EFQ): P, ~P (- Q)) from a contradiction, anything may be derived. If EFQ 

were to be accepted as valid, then accepting a contradiction as true would mean that there 

would be a sound argument for any arbitrary proposition. Dialethists agree that this would be 

trivialising, and therefore reject EFQ. Sainsbury recognises that the dialethist accepts that all 
contradictions are false; what an opponent needs is an argument for the view that no 

contradictions are true. Standard arguments for the latter are rejected, however, since they 

just presuppose the falsity of dialethism. For example, it will not do to argue that "<|>" and 

cannot both be true, given any worthy account of negation. The dialethist will just deny the 

assumption of the argument; if "<(>" is itself both true and false then "(j> and ~<j>" can be true.

Sainsbury focuses on condition (c) above, in his attack on dialethism. That is, he 

concentrates on (1987, p. 142) 'the role that the concepts of truth and falsity have in our 
thinking' and on how they relate to acceptance and rejection. According to Sainsbury, Priest 

agrees that if there is evidence that <}> is true then it should be accepted, but rejects in general 
the view that if it is false then it should be rejected (for it might also be true). But Sainsbury 

complains that there must be a sufficient condition for rejecting a proposition, and that the 

dialethist cannot specify what this sufficient condition is. According to Priest (1987, p. 127):

A sufficient condition for the rational rejectability of a statement is that there are good, or 

very good, arguments against it. ... the following (separately or in conjunction) can be good 

arguments: that it implies something we already have good reason to reject76; that it is 

disconfirmed by the evidence; that it has a low statistical probability, where this is the only 

information we have, and so on.

76 Although this is hardly an adequate explanation of rational rejection.



Since the dialethist claims that falsehood is not sufficient for rejecting a sentence; Sainsbury 

presumes that the dialethist will plump for 'nontruth' as the sufficient condition for rejection. If 
a sentence is both true and false, then it is not nontrue, which is why rejection is not the 

appropriate response. However, on Sainsbury's preferred account of rejection (1987, p. 143:)

There is no room for an intelligible conception of falsehood that differs from nontruth. All 

our semantics, and a proper account of the conditions for rational belief, can be effected in 

terms of a single property, truth which may be present or absent, but not both present and 

absent. To recognise its presence is to accept. To recognise its absence is to reject. To fail to 

recognise its presence and fail to recognise its absence is to be agnostic. Negation turns truth 

into nontruth, nontruth into truth. Nothing can be both true and nontrue. There is no room 

for a distinction between nontruth and falsity.

I come back to the issue of rational acceptability/rejectability in the section that follows. For 
now, it should be pointed out that it is clear here that Sainsbury is just presupposing without 
argument that dialethism is false - the very thing which he rightly claims should be avoided. 
Furthermore, the quotation suggests that Sainsbury is presupposing that gappist positions are 

false too; e.g. the notion that some sentences have no truth value (for reasons other than 

reference failure), and the alternative sort of gappist view that truth-value gaps involve a 

third truth value.

Furthermore, on Sainsbury's account of nontruth, it seems that a paradox arises about 

rejection. Consider the following sentence:

(S) This sentence should be rejected.

For Sainsbury77 (as for Priest) acceptance and rejection are exclusive, but not exhaustive 

(since one can be agnostic.) If sentence S is recognised as true, then on Sainsbury's account 
it should be accepted. But then it follows from Sainsbury's account that it should be accepted 

that (S) should be rejected, since that is what it says. So (S) should be rejected. Hence (S) 
should be both accepted and rejected. Contradiction. Alternatively, if it is recognised as 

nontrue (false), then, on Sainsbury's account, one should reject it. But then one should reject 
the notion that it should be rejected. Since acceptance and rejection are not exhaustive, this 
could either mean that (S) should be accepted, or that one should be agnostic about it. If the 

former, then one should both accept and reject (S), so a contradiction arises. If the latter, one 

should positively refuse to reject it (being agnostic). Hence one should both reject (S) and 

refuse to reject it. This is just as much a contradiction as claiming that one should both 

accept and reject something. So again,contradiction arises.

7 In the first edition of Paradoxes.
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But how then can Sainsbury, on the account just given, avoid paradox with sentence (S)? On 

his account, (if the sentence is non-defective) it can only be true or nontrue. Calling (S) 
nontrue, on Sainsbury's account, is the same as saying it is false. To fail to recognise the 

presence or absence of truth in (S) means that one should be agnostic, in Sainsbury's view, 
but it is clear that Sainsbury does not wish to allow that agnosticism involves a third semantic 

value. He thinks that truth and falsity are exhaustive and exclusive - but if so, he would seem 
to be espousing epistemicism about sentence (S), on the view that one is agnostic about it; 
i.e. it is determinately true or false, but we don't know which. But in any case, even if we don't 
know which truth value (S) has, we still cannot escape paradox, for if we reason classically, 
(as Sainsbury wishes to do) we know it must be either true or nontrue. Sainsbury writes from 

the perspective of one trying to avoid paradox, yet ironically, his claims about the sufficient 
condition for rejection lead him into paradox, if I am correct about (S).

Sainsbury's discussion of dialethism in the second edition of his book is much more tentative, 
reflecting the difficulty of criticising dialethism in a non question begging way. For example, 
Sainsbury now tacitly admits that it would be question begging to claim that no sentence can 

be both true and untrue (e.g. 1995, p. 143). Nevertheless, one main concern in Sainsbury's 

second edition discussion of dialethism is with the connection between truth, falsity, untruth, 
and the notions of acceptance and rejection, and of rational acceptance and rejection. 
Sainsbury points out that on Priest's view, acceptance and rejection are exclusive, yet no 

argument is presented for this. One observation he makes is that Priest is sympathetic to the 

idea that quite possibly, one might be rationally obliged to both accept and reject something, 
(even though it is impossible to accept and reject something at the same time), for he rejects 

the principle that 'ought implies can'. Sainsbury indicates that Priest himself notes (1993, pp. 
40-1) that if he took this line (and agreed in general that untruth is the 'telos' of rejection), 
then he would have to modify some of his earlier views in his (1987). I discuss this delicate 

and complex issue in the next section, for it is more serious than Sainsbury realises.

Before that, I want to point out that Sainsbury's argument against the dialethic view that one 

can be rationally obliged to accept and reject something does not establish its conclusion. 
Sainsbury first of all claims that on Priest's account, if a proposition is both true and false, we 

can accept it without having to criticise the reasoning that led to it (because Priest denies that 
all falsehoods should be rejected; rather it should only be rejected if it is not also true). But if, 
in the circumstances in which the proposition is also false (1995, p.140):

we were asked in addition to reject the dialetheia, then presumably it would be incumbent 

on us to criticise the reasoning: reasoning from premises which must be accepted to a 

conclusion which must be rejected cannot be good. So adopting this strategy would leave 

dialetheists with at best a partial response to the paradoxes; they would have to go on, like 

everyone else, to say what is wrong with the reasoning.
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First of all, on the view Sainsbury rehearses here, it is proposed that if something is both true 

and false, then it can be accepted (though one is not rationally obliged to accept it). 
However, the phrase concerning being 'asked' to reject the dialetheia in the quotation above 

is suspect. After all, who is doing the asking? It seems that this phrase, in order to make 
symmetrical sense of Sainsbury's thought here (for it does not make such sense to suppose 

that one can accept something but one also be rationally obliged to reject it) must mean that 
on the proposed revision of Priest's view, if something is true and false then one can accept 
and can reject it. But if so, then it does not follow that it is incumbent on one to 'criticise the 

reasoning'. One is not rationally obliged to do so, the most that follows is that one can do so. 

But I don't even think that this follows, if such criticism means indicating where a mistake has 

been made in the reasoning, for there is no mistake, according to the dialethist.

For instance, Sainsbury goes on to suggest that this point about 'criticising the reasoning' 
also applies regarding being rationally obliged to reject as well as accept dialetheias (true 

contradictions). For, he thinks, if we rationally ought to reject dialetheias as well as accept 
them, we ought rationally to criticise the reasoning which led to them; but then we would no 
longer have a satisfactory response to the semantic paradoxes. Accordingly, Sainsbury 

thinks that dialethists have reason to hold that not only is it impossible to accept and reject 
something (which Priest agrees with), it is also impossible that someone be rationally 

required to both accept and reject the same proposition at the same time (which Priest 
disagrees with). However, Priest would claim that it is just not true that being rationally 
obliged to reject something in general entails criticising the reasoning that led to it, in the 

sense of admitting that a mistake has been made somewhere, i.e. that an invalid inference 

has been employed in the argument. This would just be to beg the question, by assuming 

consistency, but the whole point of Priest's dialethism is to show how inconsistency can be 

accommodated.

So I don't think Sainsbury's remarks regarding rational obligation and acceptance and 

rejection serve to undermine Priest's dialethism. In the next section, I look at a related 

discussion of these notions, which raises the stakes somewhat for Priest.



5.2: Laura Goodship on Priest's Principle R78

In his (1987), Priest makes the following claims:

(1) that rational acceptance and rejection are mutually incompatible (1987, p. 128); and

(2) that one could be rationally obliged to accept and reject the same proposition, even 

though such joint acceptance and rejection is impossible (1987, p. 247) (Priest rejects the 

principle ‘ought implies can' (1987, p. 240, ff.)).

One philosopher who seems to have thought that these claims are incompatible is Laura 

Goodship (1996). At least, she has implied that (1) is equivalent to the following:

(3) one cannot be rationally obliged jointly to accept and reject the same proposition.

For example, Goodship claims that (1996, p. 153):

According to Priest, . . .  not only are acceptance and rejection incompatible, but rational 

acceptance and rejection are also incompatible. That is, one cannot be rationally obliged to both 

accept and reject something. Let us call this the Incompatibility Thesis.

So apparently, Goodship names claim (3) the 'Incompatibility Thesis' (IT), and argues directly 

against (3) in her (1996). However, as the quotation above suggests, she thinks that claims 

(1) and (3) are equivalent, and thus also apparently believes that the IT refers to claim (1). 
However, I argue here that claims (1) and (3) are not equivalent, and it is crucial to 

distinguish them.79

Goodship defends Priest’s dialethism considered as a research project, but uncovers what 
she believes to be two weak points in his central position. Having presented arguments to the 

effect that the IT (in this case, claim (3)) is false, Goodship goes on to argue how the IT's 

failure (now claim (1)) poses problems for Priest’s account of rational revision of belief, (even 

if certain contradictions may be rationally accepted as true). But more importantly, says 

Goodship, if the IT (claim (1)) fails, then so does Priest’s Principle R, which is as follows 

(1987, p. 141):

78 Most of this section is taken from my paper 'Laura Goodship on Priest's Principle R' 
(Australasian Journal of Philosophy, September 1998).
79 In what follows, in order to avoid the confusion caused in certain contexts by Goodship's 
conflation of claims (1) and (3), I shall explicitly state the particular claim to which I think the 
IT refers in the contexts in question.
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Principle R: If a disjunction is rationally acceptable and one of the disjuncts is rationally 

rejectable, then the other is rationally acceptable.

The alleged failure of R results in what Goodship diagnoses as the first weak point in Priest’s 

position - i.e. his inadequate response to the challenge to explain why the disjunctive 

syllogism (P, ~P v Q (- Q) fails for diaiethism, despite the fact that the syllogism and related 

forms of argument usually seem to be unproblematic. Dialethism has to be able to recapture 

the reasonable but (dialethically) invalid part of classical reasoning (and not only in relation to 

the disjunctive syllogism but also to standard mathematics). The second weak point in 

Priest’s dialethism, not directly related to the alleged failure of the IT, is his (separate) 
treatment of Curry paradoxes.80 Goodship finally attempts to rectify matters, concerning 

these weak points, in a dialethically acceptable way.

The primary purpose of this section is to sort out some confusions that I believe are inherent 
in Goodship’s discussion of what she argues is the first weak point noted above. In particular, 
to conflate claims (1) and (3) is a crucial misunderstanding of Priest. Both of Goodship’s 

arguments against the IT attempt to show that one is rationally obliged to both accept and 

reject a particular proposition81 -  i.e. that claim (3) is false (and Priest’s one argument in 

favour of (1) is accordingly rejected as invalid). She then equates the (alleged) failure of 
claim (3) with the notion that something can be both rationally acceptable and rejectable -  

i.e. that claim (1) is false.

Before examining Goodship’s arguments in detail, however, let me make explicit what I take 

to be the relationship between claims (1) -  (3). In my view, (2) is equivalent to ~(3) & (1). 
Since Priest rejects the principle 'ought implies can’, he will also deny that ~(3) entails -(1), 
and thus deny their equivalence: at least, Priest upholds ~(3) and also upholds (1). This 

makes sense classically - (nowhere does Priest also uphold (3)). In his (1987, p. 128), Priest 
argues that since it is impossible jointly to accept and reject something (and Goodship agrees 

with that claim), a fortiori, one cannot do this rationally, ‘hence rational acceptance and 

rejection are mutually incompatible’ (this is claim (1)). So there is a practical problem about 
rationally accepting and rejecting something, since it is impossible jointly to accept and reject 
the same thing. But this is quite different from claiming that one cannot be rationally obliged 

to jointly accept and reject something (claim (3)). What one may be obliged to do does not 
depend on what one can or can’t do, given that ‘ought implies can' is rejected. Relatedly, (1) 
is perfectly compatible with saying that one can be rationally obliged to accept and reject 

something, even though this is impossible (claim (2)).

80 Priest talks not unfavourably of the alternative view Goodship presents of the way that the 
dialethist should respond to Curry paradoxes, in his (1996 (A) and (B).
81 Goodship’s main argument against the IT involves an apparently paradoxical sentence put 
forward by G. Littman in his (1992).



Goodship claims that if the IT fails, then so does Principle R (at least in an absolute form). 
Her reasoning is as follows: suppose that P is rationally both acceptable and rejectable (i.e. 
contrary to claim (1) above). Then (1996, p.156)82; “whatever Q is, P v Q is rationally 

acceptable (since it is entailed by P). Hence, by Principle R, so is Q. Triviality thus ensues.’ 
But if Principle R is false, (one of) Priest’s explanations of the classical recapture fails. 
Basically, Priest claims that the syllogism breaks down only when premise P of the syllogism 
is both true and false. So if we aren’t dealing with such a sentence, it is reasonable to use the

83syllogism, since (though not formally valid) it will be truth-preserving on this occasion. 
Therefore, Priest claims that if we are rationally entitled to:

(a) P, and
(b) ~P v Q
we are entitled to
(c) (P & ~P) v Q

since this inference is valid dialethically. So, in just those cases in which we are in a position 

rationally to reject the contradiction (P & ~ P), we are rationally entitled to Q, by Principle R. 
But if the IT (claim (1)) fails, then it seems that R does too, and with it this account of the 

classical recapture. Goodship’s solution is that as the inconsistent situation that invalidates 

the syllogism is unusual, we can take the syllogism as a default inference, to be applied 

unless something funny is going on. She then notes (1996, p. 157) that Priest himself has 

proposed a non-monotonic logic in his (1991) 84 which will ‘provide exactly what is required’ 
for the classical recapture.85 Actually, I agree with Goodship that the account of the classical 

recapture in Priest's (1987) should be rejected, but not for the reasons that she gives.86 I

82 Here, I have substituted 'P' and'Q' for Goodship's 'A' and 'B', in order to avoid confusion in 
the present paper (since I discuss Littman’s claim 'B' below).
83 As was seen in chapter two, Dorothy Edgington makes the point which is particularly 
germane in non-classical contexts that (1993, p. 195): ‘a valid principle of inference must not 
only guarantee true conclusions from true premisses in direct applications; it must not allow the 
derivation of a false conclusion from a single indeterminate premise: if A entails B and B is 
false, then A is false’ (i.e. not indeterminate). But Edgington's principle is not respected by 
dialethic logic; for if P is an arbitrary truth and Q a necessarily glutty sentence, (e.g. the liar 
sentence) P dialethically entails Q, though there is falsity in the conclusion but not in the 
premiss.
84 I don’t think that it would be correct to report Priest in his (1991) as claiming that mi- 
validity will work as a means to attaining the classical recapture. For instance, even if the non
monotonic logic ‘m in im a lly  inconsistent L F  is  formally satisfactory, there are other problems 
that the strategy for recapture (i.e. ‘limiting the domain’) faces, e.g.; how should we understand 
the import of the claim that ‘provided we stay within the domain of the consistent, classical 
logic is perfectly acceptable’? (1991, p. 322).
85 Goodship also notes (1996, p. 157 fn. 11) that Priest indicates in his (1993) that this is now 
his preferred account of the classical recapture.
86 In fact, I don’t think the alternative account of the classical recapture that Goodship proposes 
(relating to Priest’s (1991)) works either; but I won’t discuss this now since I am more 
concerned here with assessing her arguments relating to the IT and principle R. However, my
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shall now begin to assess Goodship’s motivation for seeking an alternative account of the 

classical recapture; i.e. the (alleged) failure of the IT.

Two criticisms of the IT are offered by Goodship, the first being weaker than the second. We 

are asked to assume that dialethism is correct regarding the semantic paradoxes, and that 
some propositions are both true and false (or perhaps not true). For example, one version of 
the (strengthened) Liar paradox; This sentence is not true', apparently furnishes us with 

evidence that it is both true and not true. Goodship claims that if we have evidence that 
something is true we ought (rationally) to accept it, and if we have evidence that it is not true 

we ought (rationally) to reject it (1996, p. 154) (i.e. she argues that claim (3) is false). 
However, she concludes that on the basis of this, something can be both rationally 

acceptable and rejectable, i.e. claim (1) is false (I will come back to this weaker argument 

later).
Goodship’s main argument against the IT concerns G. Littman’s 'irrationalist’s paradox'

(1992), which goes as follows (1996, p. 154):

Consider the proposition: it is irrational to believe this proposition. Call this A. Suppose that 

someone believes A. Then they believe A and, at the same time, believe that it is irrational to 

believe it. This is irrational. Hence, it is irrational to believe A. But this is just A. Hence, we 

have demonstrated A, and so it is rational to believe it.

Goodship claims that the only premise of this argument is that (1996, p. 154); ‘it is irrational 
to believe something and, at the same time, believe that it is irrational to believe it - 
something with which it is hard to take issue.’ I shall take issue with A in a moment. Goodship 

concludes that if Priest claims that this is just another true contradiction, then he can’t be 

right about the IT (claim (1)). For if the irrationalist’s paradox is coherent, then given we have 

indeed demonstrated A, we ought, rationally to accept it. But similarly, says Goodship, since 

we have demonstrated that it would be irrational to believe A, we ought rationally to reject it. 
So if this is correct, Goodship shows that claim (3) is false. However, she again concludes 

that there are propositions that are rationally both acceptable and rejectable (1996, p. 154), 

hence the IT (claim (1)) is false.

reason for being sceptical of the account of the classical recapture in Priest's (1987) that 
Goodship also criticises (but for different reasons) is as follows. Priest claims that (1987, p.
144) ‘we can allow ourselves the use of a quasi-valid inference provided we may reject its 
crucial contradiction, or assign it sufficiently low probability (which, arguably, comes to the 
same thing).’ However, this seems problematic as it (probably(!)) will require a theory of 
subjective probability being brought into play (given the lack of success of the research 
programme into objective probability). This may have the effect that, for example, if I assign a 
low subjective probability to the crucial contradiction (see (1987, p. 143)) of a quasi-valid 
inference, e.g. the disjunctive syllogism, then for me, the contradiction is rationally rejectable, 
hence by principle R, the other disjunct is rationally acceptable and the inference is 
‘reasonable’. But if you assign a high subjective probability to the crucial contradiction, the 
contradiction is rationally acceptable for you, and the inference is not valid.
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In response to Goodship, it should first of all be noted that even if Liftman’s proposition here 

is genuinely paradoxical, it does not follow that rational acceptance and rejection are 

mutually compatible, (contrary to claim (1)), as Goodship requires. The most that follows is 

that at least one proposition ought rationally to be accepted and rejected. But this is perfectly 

compatible with (1), for as (2) clearly states, if one rejects the principle ‘ought implies can’ (as 

Priest does) a situation might arise in which one could be rationally obliged to accept and 

reject the same proposition, even though such joint acceptance and rejection is impossible. 
In other words, one could be put in a rational bind;87 i.e. a situation in which whatever one 

does, one will fail to fulfil one or other obligation.

This means that even if claim (3) fails, Principle R has not thereby been shown to fail. For 
suppose (contra (3)) some proposition P ought rationally to be accepted and rejected; then 

whatever Q is, P v Q ought rationally to be accepted, since it is entailed by P. However, it 
does not follow that P is thereby rationally rejectable and by Principle R that Q is rationally 

acceptable, which would lead to triviality as Goodship argues.88 For if we reject the principle 

‘ought implies can’, one may be rationally obliged to reject P without being rationally able to 

reject it (e.g. in the situation in which one is also rationally obliged to accept it).
One might object here that although in a rational bind one cannot rationally both accept P 

and reject P, one can rationally do one or the other, in which case P is rationally rejectable, 

thus Q is rationally acceptable by Principle R. However, as Goodship agrees, (1996, p. 155) 
it will be impossible to rationally resolve genuine rational binds. One might just arbitrarily 
decide to reject P, and thus flunk one’s rational obligation to accept it, but this would not 
show that one was acting rationally in rejecting P rather than accepting it. So it still would not 
have been shown that P is rationally rejectable.
Furthermore, it is questionable whether there is a genuine paradox here at all. Earlier in her 
paper, Goodship reports Priest as claiming that to accept a proposition is to believe it (1996, 
p. 153). However, L.J. Cohen gives an alternative account of acceptance, in his (1992). 
Cohen there argues that acceptance is voluntary, and under rational control, whereas belief 
is involuntary, and not under rational control (belief is non-rational). One can accept a 

proposition for the sake of argument, even if one does not believe it (say for example in a 

court of law, as a juror). For Cohen, to accept that P is to ‘go along’ with that proposition (in a 

way that needs further clarification), whether or not one assents or feels it to be true that P. 
Acceptance of P can be for short or long term purposes in this sense, as a premise in varying 

contexts.89

87 Priest alludes to the possibility of the existence of rational binds in (1987, Ch. 13).
88 By the same token, the fact that P v Q ought rationally to be both accepted and rejected does 
not show that that disjunction is rationally acceptable to begin with, as Principle R requires.
89 Though see Heal, (1993) and Radford (1995) for some criticism of Cohen.
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independently of what one thinks of Cohen's views here, the main point for present purposes 

is that if not all belief is subject to rational standards, then the irrationalist’s paradox is 

seriously threatened, for it may involve involuntary and arguably non-rational belief.90 In 

believing A, and believing that this belief is irrational, it will not necessarily follow that it 
actually is irrational as the argument requires, since one’s belief that A may be non-rational. 
But if so, A will not have been demonstrated; thus it will not have been shown that it is 

rational to believe A, in which case no paradox arises.

To summarise, Priest does not endorse (3), but even if he did, and even if (3) fails, (1) has 

not thereby been shown to fail as well. However, Goodship needs to show that (1) fails, in 

order for her argument against Principle R to work. And if Principle R is not refuted, then her 
argument against one version of the classical recapture does not succeed either. Also, I have 

questioned whether Littman’s irrationalist’s paradox is genuine. I shall now look at some other 
apparently paradoxical sentences which are considered by Priest. Again, I argue that even if 
these are genuinely paradoxical, they don't show that Principle R should be abandoned.

In (1993, p. 40), Priest considers the argument that 'if something is true one ought to accept 
it; if something is not true one ought to reject it; but one cannot do both, so something cannot 
be true and not true.' Contrary to this argument, Priest thinks that something can be both true 

and not true, even though one cannot both accept and reject it. He argues that this argument 
is flawed, because both conditionals are false -  ‘evidence of truth (or untruth) is required’. 
However, in at least the following two places Priest considers arguments that might be seen 

by some as raising problems for Principle R.91 First of all, in his (1995, p. 61), Priest 
considers the following version of Littman’s paradox, which involves assertion now, rather 

than belief:92

Consider the claim B: it is irrational to assert ‘B’. Suppose that someone asserted B. They 
would then be asserting something, and at the same time asserting that it is irrational to assert 

it. This is irrational. Hence asserting B is irrational. But this is just B, and we have established 

it. Hence it is rational to assert B.93

One might argue a la Goodship here that if it is rational to assert B, one ought to accept it, 
and if it is irrational to assert B, one ought to reject it, and conclude that B is rationally

90 For the purposes of the argument here, I do not require that all involuntary belief is non- 
rational, just that there exists some involuntary belief which is non-rational.
91 Priest himself is not concerned with criticising R with these arguments.
92 Priest notes that Littman's claim B here is not a performative paradox, and does not depend 
on anyone actually asserting B. He contrasts this with the following performative: ‘I cannot 
utter this sentence.’
93 Priest gives a very similar argument in (1996, p. 645). There, he considers the sentence ‘It is 
irrational to assert this sentence’. I don't think that these supposedly paradoxical sentences are 
genuinely paradoxical, but I won't argue for this here.
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acceptable and rejectable. However, Priest claims that as far as the glut theorist is 

concerned, B is just another true contradiction, and although it poses a practical problem it is 

not triviality-generating. But the fact that it does pose a practical problem shows that it is 

consistent with claim (2), which states that one can be rationally obliged to accept and reject 
the same thing, even though this is impossible ('ought implies can' having been rejected). So, 
an exactly parallel response applies here as that which applied to Littman’s argument. That 
is, even if B were genuinely paradoxical, it would not sustain the conclusion that at least one 

proposition is rationally acceptable and rejectable.

Similarly, as Goodship notes,94 in his reply to Timothy Smiley, Priest (1993) considers the 

following argument, concerning the sentence X: X is untrue95:

Suppose that untruth is the telos of rejection. If X is both true and untrue, and we have 

evidence of this fact, should one accept or reject it? An answer is implicit in IC, Ch. 13. There,

I argued that we can be put in a bind where we are obliged to do the impossible. The main 
kind of obligation discussed there is legal obligation, but I made it clear that there is nothing 

special about this. Maybe rational obligation can produce similar binds too; rationally, we are 

damned if we do and damned if we don’t. X then, should be both accepted and rejected. This is 

impossible. C ’est la vie.

(Priest here alludes to the possibility of rational binds, but it is clear that he explicitly denies 

the view that untruth is the telos of rejection; and for this reason he denies that the extended 

liar involves a rational bind.) Concerning this argument, Goodship notes that Priest claims 

(1993, p. 41, fn. 9):

If we took this line then Principle R (IC, pl41) would have to go. despite what is said in IC, 

on pain of a triviality argument of Smiley’s second kind. (See Section VII.) I think it can be 
argued that this is both reasonable in the context, and does no significant damage to the main 

claims of IC. But I cannot take on this issue here.96

94 (1996, p. 155, fh. 7)
95 (1993, p. 40-41). It is this passage that Sainsbury (1995, p. 139) alludes to, as I noted last 
section, in claiming that Priest admits that now admits that some of his views in his (1987) 
would have to be changed; i.e. Principle R would have to go. As I have claimed in this section 
though I don't think Principle R as it stands is threatened by arguments which show that 
something ought rationally to be accepted and rejected. However, I argue next section that 
Principle R should be revised.
96 I italicise ‘kind’ here, to emphasise that Priest isn’t talking about the actual argument that 
Smiley gives, but is referring to an argument of the same sort.
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Goodship claims that this footnote seems to indicate that Priest now concedes that Principle 

R fails. She goes on to argue that this concession is damaging for Priest’s account of the 

classical recapture in (1987), despite what he says here. Notwithstanding this, it is 
questionable whether Priest should be interpreted here as Goodship does interpret him. The 

question depends on what Priest means by this line'. If his point is that we would have to 

abandon Principle R on the assumption that untruth is the telos of rejection, on pain of a 

triviality argument of Smiley's second kind, then Goodship's interpretation here would not be 

accurate. For as I already said, Priest denies that untruth is the telos of rejection. So he 

would deny that he is rationally obliged to reject X. However, even if Priest were to be 

interpreted as conceding that Principle R fails, I don’t think he is forced to concede this by ‘a 

triviality argument of Smiley’s second kind’. For given that the sort of argument in question 

involves a Littman-type sentence, it does not show that rational acceptance and rejection are 

mutually compatible, (as, for instance, Goodship's argument against Principle R requires).

Smiley's objection is an alleged paradox about provability, which involves the statement A: 

this sentence is disprovable'. According to Smiley, the argument (which I quote in full) ends 

in the proof of an arbitrary statement. Provability is what rational acceptability amounts to 

‘when the context of enquiry is one of demonstration’ (1993, p. 29);97

(I) If A is disprovable, ‘A is disprovable’ is provable, i.e.

(II) If A is disprovable, A is provable
(III) If A is disprovable, A is provable and disprovable, but

(IV) ‘A is provable and disprovable ’ is disprovable, so

(V) ‘A is disprovable ’ is disprovable, i.e.

(VI) A is disprovable. Hence

(VII) A is provable, and so

(VIII) ‘A or B’ is provable. But
(IX) If ‘A or B’ is provable and A is disprovable. then B is provable; so

(X) B is provable, so

(XI) B

97 I have used Roman numerals in Smiley’s argument here, and in the remarks that refer to it 
below, in order to avoid confusion in this chapter.
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Smiley (1993, p. 30) claims that:

Step (I) is best considered together with its twin (IB): if A is provable, ‘A is provable’ is 
provable. It would be wrong to offer them as instances of general iterative principles about 

acceptability and rejectability, for in general I can have grounds for accepting or rejecting 

something without having grounds for recognising that I have those grounds. But 

demonstration is a special case, since ‘it is part of the very notion of proof that a proof should 

be effectively recognisable as such’

Smiley's argument here is one of three ad hominem arguments which attempt to show that 
all contradictions are acceptable, on dialethically acceptable reasoning. Priest raises various 

objections to Smiley's argument. For example, he questions the use of the principle (1993, p. 
48) ‘If a then b; b is disprovable; hence a is disprovable’ at line (V), arguing that this only 

works if a entails b, but the relevant conditional is inherited from line (I), (if a is disprovable 

then ‘a is disprovable’ is provable) and this is not an entailment, in Priest's view. However, 
for present purposes, the most relevant objection is Priest's last. He claims that it may be 

asked (1993, p. 49) why we can’t just run Smiley’s argument here replacing 

‘provable/disprovable’ with ‘rationally acceptable/rejectable’? On this formulation of the 

argument, the last step would fail, but nevertheless, it would still show that everything is 

rationally acceptable. However, Priest notes that Smiley himself observes that on such a 

formulation of the argument, it would fail elsewhere, as is evidenced in the above quotation 

from (1993, p. 30).98

At any rate, as I hope will be clear, the fact that Priest raises various objections to Smiley’s 

argument suggests that the triviality argument that he thinks would pose a problem for 
Principle R is not this particular argument from Smiley, but rather one involving a Littman- 
type sentence, (i.e. one which involves showing that some proposition ought rationally to be 

accepted and rejected) though he does not explicitly say so. But if this is the case, then as I 
argue above, since Littman-type sentences cannot be used to show that rational acceptance 

and rejection are mutually compatible, it would be a mistake to claim that this sort of 
argument can be used to show that Principle R should be abandoned.

I shall now argue that there are important ambiguities in Priest's formulation of Principle R, 
concerning the notions of rational accept ability and reject ability. These ambiguities also affect 
Goodship’s discussion, since she fails to make them explicit. I expose these ambiguities, and

98 Priest claims that something (e.g. ‘a’) is rationally acceptable if there is evidence for it, but 
(1993, p. 49); ‘this evidence is not necessarily evidence that it is rational to accept a. There is 
good evidence for the General Theory of Relativity; but the bending of light in a gravitational 
field has no consequences for rationality at all.’
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offer a reformulation of the principle. I shall then argue that the revised principle is still open 

to a Goodship-type argument.
The crucial claim of Goodship’s (main) argument against Principle R, (assuming the IT, i.e. 
claim (1), fails) is that something (p) is both rationally accept able and reject a b le "  

Remember, R states that:

R: If a disjunction is rationally acceptable and one of the disjuncts is rationally rejectable, then 

the other is rationally acceptable.

Suppose we work with an intuitively obvious formalisation of these notions, via diamonds and 

boxes, in analogy with ‘rationally permissible’ and 'rationally obligatory’ respectively, so:

p is rationally acceptable =df ♦  A(p) (i.e. it is rationally permissible to accept p)

where ♦A(p) is equivalent to ~B~A(p) and «A(p) is interpreted as 'it is rationally obligatory 

to accept p' (leaving □  to represent the standard sort of alethic, metaphysical, or logical 
necessity). On these interpretations, the IT (claim (3) above) gets formalised as follows:

IT: Vp (M (A (p )  & R(p))

However, the claim that some propositions are rationally both acceptable and rejectable is 

innocuous, if interpreted by

♦  A(p) & ♦  R(p)

for even a classical logician can accept this; it poses no more problem than the fact that <>(p) 

& <0>~(p) can be true (p can be rational to accept on some evidence but not on others). So it 
appears that the interpretation of the claim that some propositions are both acceptable and 

rejectable (which is supposed to be made true by Littman-type paradoxes, or perhaps the 

Extended Liar) is

(4) ♦  (A(p) & R(p))

But this still won't cause a problem with the IT (claim (3)). Standard modal principles give us, 

from (3):

(5) ~«(A(p) & R(p))

99 That something can be both rationally acceptable and rejectable is also the conclusion of 
Goodship’s weaker argument against the IT, involving the extended Liar (see below).

115



However, (4) and (5) are compatible: the former states that it is rationally permissible to 

jointly accept and reject p, whilst the latter states that it is not rationally obligatory to jointly 

accept and reject p. Furthermore, Principle R is false on the latter interpretation (i.e. (4)) of 
joint rational acceptability and rejectability. If we take as our disjunction ‘0=1 v it's raining', 
then clearly it is rationally permissible to accept it in some circumstances (when it is raining). 
But ‘it's raining’ is also rationally rejectable, in different circumstances.100 So R on this 

interpretation would lead us to conclude that 0=1 is rationally acceptable, which even Priest 
wouldn't want.

So Priest's formulation of Principle R and Goodship's discussion of it in terms of rational 
acceptability/rejectability is misleading. However, what she really has in mind is rational 
obligatoriness: paradoxical sentences such as Liftman's are supposed to be ones such that 
one is rationally obliged by argument both to accept and reject them. Then instead of (4), i.e. 
♦(A(p) & R(p)), we get B(A(p) & R(p)), and a direct contradiction with what we can 

unproblematically derive from claim (3), the IT. So suppose we rework Principle R in terms of 
rational obligatoriness, rather than acceptability/rejectability. We then get Principle R*:

R*: If a disjunction ought rationally to be accepted, and one disjunct ought rationally to 

be rejected, then the other ought rationally to be accepted.

Reworking Goodship’s argument in terms of rational obligatoriness, it seems that whatever Q 

is, P v Q ought rationally to be accepted since it is entailed by P (given that there is some 

sort of paradoxical sentence, p, which shows that it ought rationally to be both accepted and 

rejected, even though such joint acceptance and rejection is impossible). So by Principle R*, 
Q ought rationally to be accepted, and this is enough for triviality. Even supposing that 
Littman’s arguments A and B above are questionable, Priest cannot be certain that there are 

no other arguments which show that one rationally ought to both accept and reject 
something. And if so, he cannot be certain that Principle R* is true. For example, what about 
the extended liar paradox (i.e. This sentence is not true’) which, as I indicated that Goodship 

notes above, seems to show that it rationally ought to be both accepted and rejected?

In respect of the extended Liar, Goodship in her first (weaker) argument against the IT claims 

that as already alluded to, Priest would say that one should reject if there is evidence that 
something is not true, and no evidence that it is also true. Goodship has no knockdown

100 The point here is not that 'it's raining' is both true and not true in any context, but that it is 
rationally accepted in some circumstances (so rationally acceptable) and rationally rejected in 
others (so rationally rejectable). So on the interpretation of (4) above, it is both rationally 
acceptable and rejectable, hence by Principle R, 0=1 is rationally acceptable.
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argument against this point, except to say that it seems implausible because of Priest's 

insistence on his teleological account of truth. On Goodship's gloss, the latter has it that 
propositions are to be divided up between the true and the untrue. If there is evidence that a 

proposition is not in the set of true propositions, we have reason to ‘aim away from it' - and 

this metaphor is mysterious unless it is cashed out in terms of rejection. One might reply (as 

Priest, in effect, does in his reply to Smiley, (1993, p. 40)) that if something is true and not 
true, in order to hit the target of truth, one cannot in those circumstances aim away from it, 
i.e. reject it. But still, perhaps one ought to, even if one can't (if one rejects ‘ought implies 

can’, as Priest does). And if so, the extended liar would involve a rational bind, and thus 

show Principle R* to be false (though as I have already indicated, Principle R* cannot be 

trusted anyway).

It seems that Goodship agrees with Priest that dialethisms that are true and false (e.g. the 

ordinary Liar) are not both acceptable and rejectable (although as I have already explained, 
these notions are ambiguous). At least, Priest claims that truth is dominant over falsity (1987, 
p. 124). So if one has evidence that a sentence is both true and false, then it is rationally 

acceptable (and not also rejectable). Goodship conspicuously does not contradict Priest 
about this, and claims that the extended Liar is unusual in that it is true and not true. 
However, as just noted, she argues against Priest that the extended Liar is rationally both 

acceptable and rejectable. In the next section, I argue that Priest has no convincing 

argument in support of his distinction between untruth and falsity. One consequence of this is 

that Goodship’s position regarding which dialethisms are both acceptable and rejectable 

becomes unstable. If untruth and falsity are not distinct, then contrary to her apparent view, 
either the extended Liar and the ordinary Liar are each both rationally acceptable and 

rejectable, or neither are.

To conclude this section, my primary purpose has been to sort out some confusions inherent 
in Goodship’s discussion of the IT in relation to Principle R and the classical recapture. 
Although I do not wish to defend the programme of dialethism in general, I think it can 

survive Goodship’s attack on Principle R. I have argued that Priest does not endorse claim
(3) above, nor would he agree that (3) is equivalent to (1), contrary to Goodship’s implication. 
Furthermore, Goodship’s arguments concerning the ‘irrationalist’s paradox’ and the extended 

Liar, even if successful, do not show that (1) is false. Yet Goodship needs to show that (1) is 

false, in order for her argument against Principle R to succeed. I have also challenged 

Goodship's suggestion that Priest now concedes that Principle R should be abandoned, and I 
have argued that Priest would be mistaken to suppose that it would have to be abandoned 

due to a triviality argument of Smiley's second kind. In the next section, I turn to the question 

of how Priest's discussion of untruth and falsity bears on Williamson's reductio arguments 
against counter-examples to bivalence. I also focus on how Tye's semantics, examined in 

chapter two, can be used to defend against Williamson's arguments.

117



5.3: Untruth, falsity, bivalence, and epistemicism

In his (1987, section 4.9), Priest holds that truth and falsity are exhaustive but not exclusive. 

He describes the ‘exhaustion’ and ‘exclusion’ principles respectively as follows:101

[a] ~Ta -» T

[b] T ^a. ~ Ta

Classical logic endorses these principles, and thus takes falsity and untruth to be equivalent. 
Classical dialethism (i.e. Priest's own brand) endorses exhaustion but not exclusion. Priest 
first of all rehearses arguments for the rejection of the exclusion principle, which he finds to 

be ‘less than conclusive’ (1987, pp. 88-89). Importantly for Priest, (and contrary to (1980, 
section 26)) a natural language can give its own semantics - but we should reject the idea 
that this must be consistent. He claims that ‘semantics is a paradigm of an inconsistent area.’ 
If so, it is quite possible for a dialethist to accept both exhaustion and exclusion principles.

However, Priest then rehearses what he claims is perhaps the strongest argument for 

dialethist acceptance of [b]: the T-scheme gives T~a ~a, and the contraposed T-scheme 

gives: ~Ta ~a. The argument is that these with transitivity give both exhaustion and 

exclusion, i.e.:

~Tot -* ~a , ~a -* T~a. f- ~Ta -»T~a (exhaustion)

T~a -* ~a , ~ a  ~Ta, |- T~a —*■ ~Ta (exclusion)

Priest thinks this is less than conclusive, since the crucial question about this argument is 

whether the connective of the T-scheme is an entailment (which Priest thinks is 

contraposible), or a non-contraposible implication. Priest in (1987) section 4.9 defers 

discussion of this question until section 5.4. But in that section, no argument for the non- 
contraposibility of the T-scheme connective is given! Priest in 5.4 focuses on assessing 

which semantic conditions the truth predicate of a natural language should satisfy. For
present purposes, we need only note that he claims that the truth predicate should satisfy the

101 Priest uses underlining as a name-forming device. (I have changed the numbering of 
Priest’s principles here to letters.)
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exhaustion principle ([a] above), but not the exclusion principle, [b].102 But disappointingly, 
Priest then admits that if the T-scheme were fully contraposible, then exclusion would hold, 
but offers absolutely no discussion of the question of whether the T-scheme actually is 

contraposible or not, despite what was said in section 4.9.103 So for all Priest says, untruth 

and falsity are not distinct after all.104

In (1987) 8.4, Priest claims that contradictions should not be multiplied beyond necessity. In 

(1987) 4.9, Priest argues that the exclusion principle spreads contradictions beyond 

necessity, and this is taken as further reason why the exclusion principle should be rejected. 
However, without positive convincing argument against the contraposibility of the T-scheme 

connective, this move is useless. For as Priest admits, if the T-scheme connective is 

contraposible, the exclusion principle does hold. That there would then be more 

contradictions than Priest wanted would just be another hard fact of dialethic life. However, 
apart from the consequences for dialethism, Priest's discussion here of the T-scheme 

connective also bears on Williamson's reductio argument against counter-examples to 

bivalence in the context of vagueness, as I will now show.

It will be useful to look at Williamson's informal argument for thinking that counter-examples 

to bivalence in the context of vagueness lead to contradiction, before giving his more general 
formal argument. The informal argument is given in Williamson's paper 'Vagueness and 

Ignorance' (1992, p. 145). Here, Williamson notes that the majority of the work on vagueness 

denies that there is an unknowable fact of the matter regarding borderline cases of the 

application of a vague predicate. He begins to cast doubt on this 'majority view1 as follows:

102 For his reasons, see his (1987, pp. 99-100).
103 At 4.9, Priest also advertises that he will consider some non-contraposible intensional 
conditionals at section 6.5 (1987, p. 109). Priest claims there that ‘there are certainly non- 
contraposible conditionals as I noted in 4.9, and as I also argued there, the main connective of 
the T-scheme is one such.’ However, in 4.9, Priest offers no such argument. He merely claims 
that he will defer consideration of the question until 5.4.
104 If this is correct, then it is not clear that Goodship can maintain that the extended Liar is 
both rationally acceptable and rejectable, without also maintaining that the ordinary Liar is both 
rationally acceptable and rejectable. For if there is evidence that a proposition (P) is true and 
also false, then according to Priest, one should accept P since it is true. But if falsity and untruth 
are not distinct, and if one should reject P if it is untrue, (even if it is also true, as Goodship 
argues) then one should also reject P if it is false. So, it’s possible that the ordinary Liar ought 
rationally to be accepted and rejected, on this account. Alternatively, if one agrees with Priest 
that truth is dominant over falsity, so that the ordinary Liar ought only to be rationally accepted, 
then if untruth and falsity are not distinct, it seems that truth is also dominant over untruth (by 
virtue of being dominant over falsity). So on this account, the extended Liar is not rationally to 
be rejected, just as the ordinary Liar is not. (This, of course, is compatible with Priest’s position 
in his (1987).) So either way, Goodship’s (apparent) position regarding which dialethisms are 
rationally to be both accepted and rejected is unstable.
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Why doubt the majority view? Well, suppose that 'TW is thin' is neither true nor false. If I 

were thin, 'TW is thin' would be true; since it isn't, I'm not. But if I'm not thin, 'TW is not 
thin' is true, and so 'TW is thin' false. The supposition seems to contradict itself. Yet on the 

majority view it is true.

However, this informal argument seems question begging, in that it seems that Williamson is 
assuming that the notion of indeterminacy involved in the claim that "TW is thin' is neither 
true nor false' is of the sort which assumes a bivalent metalanguage. In other words, 
Williamson invites us to assume that the only available notion of indeterminacy for this 

clause is one in which it is true or false that "TW is thin' is neither true nor false'. Williamson 

rightly argues against these forms of indeterminacy, on the grounds that they cannot do 

justice to the phenomenon of higher-order vagueness. However, as was seen in chapter two, 
Michael Tye's account of indeterminacy is not guilty of this charge, as Sainsbury also notes. 
And on Tye's semantics, it appears that Williamson's informal argument here will not go 

through. To illustrate this point, I will now reconstruct Williamson's informal argument a bit 
more formally; (this will also serve to expose non-sequiturs in his argument which are 

independent of the question of whether Williamson presupposes a bivalent metalanguage). 

Given a = 'TW is thin', we are to suppose that

(1) 'It is not true that 'TW is thin', and it is not false that 'TW is thin" 

is true. We then, by conjunction elimination on (1), have:

(2) It is not true that 'TW is thin', and

(3) It is not false that 'TW is thin'.

From (2), since the contraposed T-scheme gives: ~Ta <-> ~a, we can derive that it will also 

be true that

(4) TW is not thin

Then since the T-scheme gives T~a ~a, we can derive that it is true that:

(5) If TW is not thin, then 'TW is not thin' is true

so from (4) and -♦ elimination on (5), Williamson apparently thinks that we get that it is true 

that

(6) 'TW is not thin' is true
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But then, by T~a <-» ~a, if I am reconstructing Williamson’s reasoning correctly, he 

apparently thinks that we get from (6) that it is true that

(7) It is false that TW is thin

and contradiction then follows from (3) and (7). However, independently of the question of 
whether Williamson assumes a bivalent metalanguage in this informal argument, it is clear 
that (7) does not follow from (6) without some bridge principle to the effect that a is false iff a 

is not true. To assume such a bridge principle is question begging in this non-classical 
context (and in any case, even if such a principle is assumed, (7) does not seem to formally 

contradict (3), for the latter includes quotation marks, unlike the former).

In any case, suppose we do not assume, as Williamson does, that (1) is true, but suppose 

that it is rather neither true nor false. The latter will be the case on Tye's semantics, which 

provide an alternative way of giving a counter-example to bivalence in the context of 
vagueness. In this case, since (7) is derived from (1), which is neither true nor false, (7) will 
also be indefinite; i.e. it will be neither true nor false that 'it is false that TW is thin'. Similarly,
(3) will be indefinite, i.e. it will be neither true nor false that 'it is not false that 'TW is thin". So
(3) and its negation (7) are both indefinite, but this is acceptable on Tye's semantics, for on 
his view, if a sentence is itself indefinite, then so is its negation. Of course, this means that 
Tye's semantics allow that there are non-false contradictions, and Williamson would 

undoubtedly object to this. However, the point is that it would be question begging to assume 

that the indeterminacy in Williamson's argument here must involve a bivalent metalanguage. 
Further, it would also be question begging to claim that since only classical semantics are 

appropriate in the context of vagueness, any other semantics that allow that there can be 

non-false contradictions must be wrong.

It will also be noted that in the course of the reconstruction of Williamson's informal 
argument, appeal to the contraposed T-scheme was made (at line (4)). As Priest notes, as I 
indicated above, the assumption that the T-scheme is contraposible is contentious, in non- 
classical contexts. If the contraposibility of the T-scheme were not allowed, then the 

argument would fail (though as I have argued, it fails anyway); so it is incumbent on 

Williamson to provide an argument for its contraposibility, since his argument depends on it. 
In effect, as I note below, Williamson gives the impression of providing an argument for the 

contraposibility of the T-scheme connective, by issuing a challenge to deviant logicians 

(which I describe after giving Williamson’s formal reductio argument). However, I think that 
since it is Williamson who is claiming that counter-examples to bivalence are impossible, the 

onus is on him to show why the T-scheme connective is contraposible (and thus that untruth 

and falsity are equivalent), rather than pointing to the difficulty for his opponents of showing 

that it is not contraposible. I now turn to Williamson's formal reductio argument.
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Williamson offers the following account of bivalence, (1994 (C), p. 187 ff.), in terms of 
utterances (u) rather than propositions.

(B) If u says that P, then either u is true or u is false.105

The notions of truth and falsity in (B) are given as follows:

(T) If u says that P, then u is true if and only if P.

(F) If u says that P, then u is false if and only if not P.

It is stipulated that the role of 'u' and 'P' in (T) and (F) is as in (B). 'u' is to be replaced by the 

name of an utterance and 'P' is to be replaced by a declarative sentence whose inscription 

says that something is the case (e.g. 'TW is thin'). For Williamson, the truth-bearers are the 

utterances themselves, not propositions, or declarative sentences (he admits this is 'a little 

artificial'). His reductio argument is then as follows. He argues that if u is a counterexample 

to (B), it must verify the antecedent of (B), and falsify the consequent. So assume that

(0) u indeed does say that P (TW is thin).

In falsifying the consequent of (B), we get:

(1) Not: either u is true or u is false.

Using (0), we can detach the consequents of (T) and (F):

(2a) u is true iff P.

(2b) u is false iff not P.

(2a) and (2b) allow us to substitute their right-hand sides for their left-hand sides in (1), giving

(3) Not: either P or not P

However, by one of De Morgan's laws (i.e. the negation of a disjunction entails the 

conjunction of the negations of its disjuncts), we get

(4) Not P and not not P.

105 Tye would disagree with (B). He claims (1996, p. 281, fn.l): 'Where a gap is due to 
vagueness, I maintain that something is said which is neither true nor false.'
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(4) is a contradiction; hence it seems to have been shown that the denial of bivalence is 
absurd.

Peter Simons has expressed the opinion about Williamson's epistemicism (and the inherent 
bivalence regarding vague utterances) that it is simply incredible, and therefore this reductio 

argument must go wrong somewhere (1997, p. 201):

the reductio argument must. . . contain a fallacy, and I saw and still see the fallacy' as 

turning on an equivocation in the concept of truth. At any rate, the opponent of 

bivalence will see it as in some way begging the question against her: whether I have 

put my finger on the place is a more specific matter.

Pace Simons, it does not follow from the fact that one finds epistemicism incredible that the 

reductio argument must go wrong. However, I believe that in fact it does go wrong, and is 

question begging against opponents of bivalence in the context of vagueness, not for the 

reason that Simons gives, but for similar reasons to those which I noted above in the context 
of Williamson's informal reductio argument. The main difference between the two arguments 

is that the latter involves the explicit notion of saying that something is the case. The notion 

put forward for reductio is that an utterance can say something which is neither true nor false. 

However, it is again tacitly assumed that it must be either true or false that whatever is said is 

neither true nor false, i.e. a bivalent metalanguage for indeterminacy is assumed to apply. 
For in (1) above, it is assumed that 'Not: either u is true or u is false' is itself true, hence, 
assuming bivalence, true or false. But if (1) is supposed to be the expression of the 

indefiniteness of u, then on Tye's semantics (1) is itself neither true nor false. But then as 

before, since (1) in the formal reductio argument is indefinite, (3) is also indefinite, and thus 

so is (4). Hence once again, what is proved is not a classical contradiction, but what Tye calls 

a quasi-contradiction, which is non-false. If so, the same remarks that applied regarding the 

conclusion of the informal reductio argument (as far as Tye is concerned) also apply 

regarding the formal one.

Williamson may object that if (1) is indefinite, then it is not true that 'Not: either u is true or u 

is not true', contrary to his intention to falsify the consequent of (B) for his reductio. However, 
if in order to satisfy this intention, we must presuppose that the only notion of indeterminacy 

available is one which involves a classical, bivalent metalanguage, then Williamson's 

argument only goes through by begging the question against those, like Tye, who reject this 

presupposition. Furthermore, it seems that Williamson cannot consistently hold that a 

bivalent metalanguage must be assumed in indeterminate contexts, for he himself criticises 

theories which make that very assumption, claiming (rightly) that this makes them unable to 

deal with higher-order vagueness. So, on the assumption that any coherent theory of 
semantic indeterminacy must involve a non-classical metalanguage, then it seems, at least
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prima facie, that what has been shown is that reductio arguments against counter-examples 

to bivalence in the context of vagueness, which attempt to derive classical contradictions, are 

not possible.

Williamson claims that the objection may be made to his argument that (1994 (C), p. 190):

if u says that P and is neither true nor false, then 'u is true' is false while 'P' is neither true nor 

false, so that the two sides of (2a) do not match in semantic value, and neither (2a) nor (T) is 
true. A parallel reply might be made to (2b) and (F).

The problem with this reply, according to Williamson, is that it does nothing to show how 

there is any way that (1994 (C) p. 190); 'u could fail to be true, other than by TW failing to be 

thin, or of any way in which u could fail to be false, other than by TW failing to be not thin'. 
Williamson claims that the sort of objection he alludes to here, in which P is not bivalent, 
would undermine his argument against counter-examples to (B) (and (T) and (F)) only if it 
((1994(C) p. 190): 'exposed limitations in the argument for those principles, but they do no 

such thing. The arguments against (T) and (F) from the supposition of a counterexample to 

(B) completely miss the point of the rationale for (T) and (F). The argument against the 

supposition is therefore not undermined.'

So Williamson challenges deviant logicians to explain how there could be any way in which 

an utterance which says that something (P) is the case could be non-bivalent, without (P) or 
its negation failing to be the case. This may be a difficult challenge to meet, but it is not clear 
that, for the purposes of replying to Williamson's reductio argument, that the onus is on 

Williamson's opponents to meet it. Rather, to make his argument work, the onus is on 

Williamson to explain why, for example, the only way that u could fail to be true is by TW 

failing to be thin, and that the only way that u could fail to be false is by TW failing to be not 
thin. For after all, it is Williamson who is arguing that counter-examples to bivalence are 

impossible. In effect, to say that such counter-examples are impossible is to say that there is 

no difference between untruth and falsity i.e. that the T-scheme connective is contraposible. 
But as I mentioned above, surely the onus is on Williamson to explain why the T-scheme 

connective is indeed contraposible, since he assumes that it is in his argument (I made this 

point explicit in the informal reductio, and Williamson is in effect appealing to it here in his 

response to the possible objection). It is not sufficient for Williamson's purposes that his 

opponents cannot establish the negative claim that the T-scheme connective is not 
contraposible, for all that follows in that case is that his reductio argument has not been 

refuted. In order to establish that no counter-examples to bivalence are possible, Williamson 

needs to establish the positive claim that the T-scheme connective is contraposible.
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5.4: Summary

I have argued in this chapter that dialethism is not as easily dismissable as many 

philosophers have thought. I focused mainly on the question of whether it can be rational to 

accept contradictions, examining the discussions of Sainsbury and Goodship regarding this 

issue. I pointed out that Sainsbury's discussion of dialethism in the first edition of his book is 

unsatisfactory for various reasons, and that although his second edition treatment is more 

cautious, some of his observations are incorrect. One observation in particular, indirectly 

relating to Priest's Principle R, is also made by Goodship. Goodship goes further than 

Sainsbury and argues that if Principle R fails, then one of Priest's strategies for the classical 
recapture also fails. I argued that although Sainsbury and Goodship are both incorrect in their 
interpretation of Priest, and that Goodship's arguments do not show that Priest's Principle R 

should be abandoned, the latter principle does seem incorrect, on one natural reading of 
rational acceptability and rejectability. I then argued that if Priest's principle is revised in 

terms of rational obligation, then it is susceptible to a triviality argument of the sort Goodship 

indicates. This would not be a disaster for dialethism, however, as Priest has other strategies 

for the classical recapture.

I then indicated how Priest's considerations about the contraposibility of the T-scheme 

connective are relevant to Williamson's reductio argument against counter-examples to 

bivalence for vague utterances. I argued that Williamson is not entitled to assume without 
argument that the T-scheme connective is contraposible. I also pointed out that Williamson's 
reductio argument does not work against a conception of indeterminacy such as Michael 
Tye's, which eschews a bivalent metalanguage. In the next chapter, I consider the question 

of how different conceptions of determinacy and indeterminacy fare in the context of 
vagueness. The question is examined indirectly, by considering which of these conceptions is 

most plausible in the test case of personal identity.
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6.0: Introduction

Perhaps the most surprising thing about the body of literature on vagueness, and that 
concerning personal identity, is that the overlap between the two topics has not attracted more 

attention. This is surprising since whichever particular theory one espouses concerning inter
related matters that are central to (one or other) notion of vagueness, such as indeterminacy 

(e.g. gappy/non-gappy, semantic indecision); determinacy (epistemicist, glut theorist); logic 

(e.g. classical, paraconsistent, intuitionist), semantics (realist, anti-realist) etc., it seems that it 
will be informative about which sort of theory of personal identity is to be preferred. For 
instance, if one eschews the idea of gappy indeterminacy, one will probably not be persuaded 

by Derek Parfit's reductionist account of personal identity, according to which sharp cut off 
points in sorites type sequences are regarded as implausible. And one who is sympathetic 

towards an epistemic view of vagueness (a strongly realist view), say, will probably also have 

an affinity for the 'simple view' (see below) of personal identity.106 Another possible position 

(that has not received much discussion) is to treat the phenomena of personal identity, and 

vagueness,107 in a dialethic way.

Some philosophers write as if problems about sorites paradoxes and the vagueness that gives 

rise to them can be safely ignored in discussions about personal identity: e.g. it seems to be 

assumed that different perspectives on vagueness will not throw light on considerations such 

as diachronic personal identity, or diachronic identity in general. One of the clearest examples 

of this sort of disregard for the possibility of a more thorough and well argued theory of 
personal identity arising from an informed analysis of alternative conceptions of vagueness, is 

provided by Derek Parfit. Of course Parfit, in his 'combined spectrum' thought experiments 

(described below) mentions sorites paradoxes; however he does not consider different 
accounts of vagueness or indeterminacy, nor how these differing accounts may affect issues 

about personal identity. For example, he claims that we do not have to solve the sorites in

Chapter Six: Determinacv. Vagueness, and Personal Identity: a test case

106 Interestingly, Timothy Williamson, in his paper cited by H.M. Cartwright (see 6.2 below) 
diverges from a full-blooded realism, in the context of counterfactual claims like 'If there had been 
nothing but a silver or gold sphere, it would have been silver' or 'If there had.... It would have been 
gold'. He claims these are statements are false. However, surely a thoroughgoing realism should say 
that in the case of either one of these counterfactuals, for all we know it may be true? If so, it would 
be wrong to say of each of them that they are false; we just can't know whether they are true or false 
(yet they must be one or the other). Of course, his position regarding vagueness has changed so that 
it accords with the thoroughgoing form of realism just mentioned. I argue below that he should also 
change his view about the above counterfactual claims, which (Cartwright argues) are analogous to 
certain claims regarding personal identity. Williamson's position would then be quite similar to 
what Derek Parfit calls the 'simple view' in that context (see below).
107 One philosopher who advocates a paraconsistent treatment of vagueness is Dominic Hyde 
(1997) (though he does not comment on the plausibility of such a treatment of personal identity).
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order to respond to an argument from Bernard Williams (see below, 6.1). Of course, 
presenting a thoroughly adequate solution to sorites paradoxes would be too large a task, in 

the context of replying to a particular objection like Williams'. But in fact it emerges that Parfit 
relies on nothing more than his 'indeterminist' intuitions, in his reply to Williams, without any 

argument to back these intuitions up. Although Parfit may be forgiven for going along with the 

prevailing anti-epistemicist Zeitgeist of the late eighties, it is less forgivable to just assume 

that determinacy in the context of personal identity must be false, since the question whether 
or not this is so is the very point at issue.

At the same time, few philosophers discussing vagueness suggest how their findings might be 

related to problems regarding personal identity; for example, Timothy Williamson only gives a 

very perfunctory mention to the topic of personal identity. Although no one can be expected to 

discuss all the implications of their views in every area, one might feel that Williamson owes 

us some corroboration of his view that bivalence, classical logic etc. are well integrated with 

theories in other domains. The context of diachronic identity, or identity through time, seems 
particularly suited for giving such corroboration.

The primary purpose of this chapter is to use the context of personal identity as a test case for 
examining different conceptions of determinacy (epistemicist, dialethist) and indeterminacy 

(semantic indecision, truth-value gap). In the process of examining different conceptions of 
these notions, the question of whether bivalence is well integrated in a domain other than 

vagueness will also be considered. Secondly, in discussing these different conceptions, the 

link between the debates on personal identity and vagueness is made more explicit.

Section 6.1 is mainly concerned with the second goal just mentioned. It introduces some main 

players from the debate about diachronic personal identity, and describes the role that they 

play, wittingly or unwittingly, in the debate about determinacy/indeterminacy. We have Derek 

Parfit, as the gappy indeterminist108, Harold Noonan, as the semantic indecision 

indeterminist, Bernard Williams, as the dialethic determinacy theorist,109 and Chisholm, 
Swinburne, and defenders of the 'simple view' of personal identity (see below) as the 

epistemic determinacy theorists. 6.1 also provides some illustration of the lack of overlap 

between the two debates noted above by highlighting why anyone who endorses realist 
semantics should be wary of reductionism about personal identity, for it emerges that the at 
least one philosopher who espouses the latter sort of view (Parfit) seems sympathetic to

108 At least, in Helen Morris Cartwright's opinion, he plays this role. This opinion is 
questionable, as I explain below.
109 Williams does not explicitly endorse dialethism as an approach to personal identity; yet as I 
argue below, his arguments could be seen as making the dialethic case appear more deserving of 
exploration.



verificationism.110 Yet more illustration of the need to bring an understanding of alternative 

approaches to sorites paradoxes and vagueness to discussions about personal identity is 

provided by J.M. Goodenough; concerning Parfit's physical spectrum.
In the process of introducing the main players, 6.1 also introduces the notion of the 

'determinacy thesis' in the context of personal identity (i.e. the idea that statements made 

about the diachronic identity of persons always have a 'determinate' yes or no answer). This 

equation of the determinacy thesis with the notion of bivalence in the context of personal 
identity can be challenged, for as I argue in section 6.2, the dialethic account of determinacy 

needs to be given consideration. I examine Helen Morris Cartwright's discussion of Parfit's 

science-fiction type arguments for the indeterminacy of personal identity111, in 6.2, and 6.3, in 

order to bring what I regard as contentious issues surrounding the determinacy thesis, into 

greater focus.112 I conclude that determinacy (of either the bivalent or glutty kind) does not 
seem to be obviously preferable to indeterminacy in the context of personal identity. This fact 
is consistent with the idea that as I have argued in previous chapters, determinacy (at least of 
the bivalent form), pace Williamson, is not obviously preferable to indeterminacy in the 
context of vagueness.

Before embarking on the task of 6.1, however, there is a possible objection that should be 

mentioned. One might hold the view that the reason the two debates have not generally been 

seen as needing to be explicitly connected is that (one might claim) vagueness is a purely 

linguistic phenomenon (i.e. there is no 'ontic' vagueness - as Mark Sainsbury argues, for one), 
whereas the debate about personal identity is about how persons actually are in the world, 
and is 'extra-linguistic'. For example, to say that personal identity can sometimes be 

indeterminate might (on one view) be to say that there really are fuzzy boundaries in the 

world, and that these fuzzy boundaries are a fact about persons, in the same way that other 
objects have fuzzy boundaries.

However, first of all, it seems prima facie odd to say that fuzzy boundaries (spatial or 
temporal) can account for the indeterminacy of diachronic personal identity (e.g. as I point out 
in 6.1, Noonan thinks that the only coherent account of diachronic indeterminacy (in both 

personal and non-personal contexts) is semantic indecision). And secondly, if one did want to 

take this view, one would be adopting a position contrary to at least one of the main players in 

the debate. For example, it would be contrary to the claims of Parfit, who explicitly states that

110 It should be noted that having anti-realist leanings does not necessarily imply sympathy for 
indeterminacy - for as I argue below, Priest's dialethism (with its teleological account of truth) has 
anti-realist leanings, yet is a form of determinacy.
111 J.M Goodenough's point that Parfit's sorites-type arguments are disanalogous to actual sorites 
arguments like the classical paradox of the heap (since they depend upon replacing body cells, not 
removing them.) is also made independently by Cartwright. See below - 6.2.
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the indeterminacy of personal identity over time is a linguistic matter (I discuss his concept of 
an 'empty question' in 6.1). Of course, Parfit and others may be wrong about this, but we need 

to hear the argument against their position.
But more importantly, any such argument for the supposed division between ontic and 

linguistic indeterminacy may not be as clear as might have been thought. Hence, it is not 
clear that the objection succeeds in marking a sharp division between 'indeterminacy in the 

world' and 'indeterminacy in our language', and if so, this vitiates the force of the complaint 
that we cannot coherently argue that the indeterminacy of diachronic personal identity is a 

linguistic matter. For example, one might claim that it is indeterminate as to where the 

mountain becomes the valley, and suggest that such indeterminacy is to be accounted for by 

the existence of fuzzy boundaries in the world. However, it is not clear that the statements of 
a theory about fuzzy boundaries in the world cannot be cashed out in linguistic terms. That is, 
one could claim that the indeterminacy surrounding the issue of where the mountain becomes 

the valley is due to the indeterminacy of the predicate: 'x is part of the mountain'.

6.1: Parfit and the Sorites

Derek Parfit has noted the similarity between the sorites paradox and problems regarding 

personal identity in his book Reasons and Persons (1987. pp. 231-232); however, he does not 
explicitly discuss different accounts of vagueness and their bearing on personal identity. 
Nevertheless, he does adopt a position regarding personal identity which implicitly rejects the 

epistemic view of vagueness.113 This section will briefly explore Parfit's reductionist account 

of personal identity, in particular, its rejection of the 'determinacy thesis' in that context.114 
The determinacy thesis, it emerges, incorporates assumptions which are closely related to the

112 Cartwright thinks that Parfit's sci-fi type arguments are to be understood counterfactually: the 
issues surrounding whether bivalence holds in these cases depends on which theory of counterfactual 
truth-conditions one espouses
113 As does, for example, David S. Levin, in his paper 'Abortion, Personhood and Vagueness.' There 
Levin argues that 'foetuses are on the borderline of personhood - they are not persons, yet neither are 
they non-persons.' (1985, p. 199) For Levin, vagueness involves borderline cases in which the law of 
excluded middle does not apply. He claims that this means that 'we cannot hope to solve the 
personhood question, if by such a solution we mean the discovery of a sharp dividing line between 
persons and non-persons' (1985, p. 201) Such a discovery cannot be made just because there is no such 
dividing line, Levin suggests. Levin does accept that vagueness is a linguistic phenomenon, but just 
assumes that the epistemic conception of vagueness is false. This is probably symptomatic of the fact 
that, like Parfit, Levin was writing at a time when the epistemic view of vagueness was widely 
considered to be false (but it is now certainly clear that, since Williamson's defence of it, epistemicism 
is not as easily dismissable as was then thought). Further, if Williamson's argument that rejection of 
LEM (not just agnosticism about it) leads to contradiction were correct, then Levin's argument here 
would seem to be invalid.
114 Fairly recent essays which discuss Parfit's reductionism mention the notion of indeterminacy in the 
context of Parfit's thought-experiments such as the combined spectrum argument. However, they do 
not examine different conceptions of the notion, and typically assume that such indeterminacy is of the 
truth-value gap variety. See for example, Mark Johnston; 'Human concerns without superlative selves' 
and Judith Jarvis-Thomson; Teople and their bodies': both collected in Reading Parfit, 1997.
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assumptions of epistemicism. Before discussing the determinacy thesis, however, it will be 

useful to clarify Parfit's distinction between personal identity and personal survival.

Parfit has argued that a person could survive in ways which would exclude personal 
identity.115 The most fundamental conclusion which Parfit argues for, and on which he says 

his other three main conclusions in relation to personal identity depend, (Parfit 1987, pp. 216- 

217) is that:

We are not separately existing entities, apart from our brains and bodies, and various interrelated 

physical and mental events. Our existence just involves the existence of our brains and bodies, 

and the doings of our deeds, and the thinking of our thoughts, and the occurrence of certain other 

physical and mental events.

The second part of this fundamental conclusion claims that our identity over time is 
constituted by psychological connectedness and/or psychological continuity, (i.e. Relation R) 
with the right kind of cause, provided that this relation does not take on a 'branching form (In 

an account of what matters for survival, the cause of Relation R could be any cause - Parfit 
adds this claim separately since it is more controversial). Parfit draws our attention to the 

case described by David Wiggins (1980), in which a person's brain is split in two, and each 
half housed in a new body. Assuming that the operation is successful, Parfit suggests that if 
the resulting persons have the memories, hopes, intentions etc. of the original person, then 

we should say that the original person has survived the operation in the form of these two 

people; yet we can't say that they are identical with the original person, since there are two of 
them, each of which is not identical with the other, and each of which can go on to form new 

character traits which the original person didn't have. In such a case, Parfit would say that the 

original person has taken a 'branching form'. There is no such thing as strict personal identity 

for Parfit: the term 'identity' is reserved for instances of the psychological continuity of one 

person in non-branching cases. Survival, (not identity) takes a branching form in cases like 

the 'branch-line' teletransportation case described by Parfit, or in cases like brain hemisphere 

transplantation, where both hemispheres (which are equipollent in linguistic and other 
abilities) of a brain are transplanted into different bodies. Parfit argues that it is in imaginary 

cases like these that we can best decide whether what matters for survival is his Relation R, 

or personal identity.

Now that Parfit's distinction between personal identity and survival is in place, we are now in a 

better position to understand his views on the determinacy thesis. The determinacy thesis, 
roughly, is that statements about the diachronic identity of persons always have determinate 

yes or no answers. The thesis implies that bivalence is always assertible in the context of 
personal identity - either it is true that the person in question is the same as before, or it is

115 In the sense that a person p at time t could be survived by person q at time t', where p * q.
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false (but not both). However, Parfit claims that the only way that our identity could be 

determinate (an 'all or nothing' affair) is if we are Cartesian egos (the central point, as far as 

Parfit is concerned, of the analogy between persons and nations is to draw attention to the 

fact that a person is not a being whose identity is an 'all or nothing' matter.) Only if persons 

are like Cartesian egos, distinct from their brains, bodies, and experiences, can we defensibly 

believe that personal identity matters. Since we have good reason to believe that we are not 
such separately existing entities, we ought to conclude that personal identity is not what 

matters for our continued survival, says Parfit.116

Parfit thinks it is implausible that our identity is determinate and that there are sharp cut-off 
points in borderline cases. He would thus claim that the epistemic view of vagueness is 

implausible. However, if there were sharp cut off points, then it would be determinate whether 
the person in question is the same person as before, or not. This would be so, despite the fact 
that we could never know where the sharp cut off point is. The determinacy thesis could still 
hold, even if it held in this unknowable sense. Williamson's position is a realist one, as noted 

in previous chapters - part of his criticism of non-epistemic views of vagueness is that they 

seem verificationist in spirit.

By contrast, the determinacy thesis is defended by proponents of the 'simple view' of personal 
identity (Parfit's term). Like the epistemic view of vagueness, it is realist in character. One of 
the main motivations for the simple view is that it can deal with Bernard Williams' 
reduplication problem, whereas other proposed theories of personal identity cannot. Briefly, 
the reduplication problem is as follows. Imagine very good evidence for a case of genuine 

reincarnation. Williams argues that it would be vacuous to describe such a case as 

reincarnation, because if good evidence held that say, Charles was the reincarnation of Guy 

Fawkes, equally good evidence might exist that his brother Robert is the reincarnation of Guy

116 It would be wrong to interpret Parfit here as arguing that since personal identity can be 
indeterminate, personal identity does not matter; as one might (incorrectly) argue that since 'poor' is 
vague, poverty does not matter. As I have already indicated, Parfit reserves the phrase 'personal 
identity' for cases of non-branching psychological continuity, and he thinks that persons can survive 
without identity. What is unclear, however, is why one should think that the only way to maintain 
bivalence about statements about personal identity is to espouse Cartesianism. As Quassim Cassam
(1993) notes, Parfit's construal of the realist (non-reductionist) position in the context of personal 
identity is too narrow. Parfit ignores the animalist view, for instance. Cassam argues that what the 
non-reductionist options of Cartesianism, animalism, and the brain theory all have in common is a 
commitment to the view that personal identity is a form of substantial identity, (and animalism is 
the best type of non-reductionist position.) 'Animalism' is a view of persons (espoused by Snowdon 
1991) which claims that a person is an animal of a certain kind, and that it is necessary and 
sufficient for the persistence of a person that the animal with which he or she is identical persists. 
The continuity of an animal is no doubt to be understood as involving some kind of physical 
continuity, says Cassam, but this continuity is constitutive of the persistence of the substantial 
animal with which one is identical, not just one of a range of physical continuities which are 
constitutive of the persistence of a notional being or artefact.
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Fawkes.117 Since two people cannot be one person (prescinding from considerations 

concerning Lewis' 'multiple occupancy' argument), neither candidate could be Guy Fawkes. 
Hence, Williams argues, one should not claim that Charles is Guy Fawkes in the situation 

where there is no reduplication, for the absence of other candidates from that case has 

nothing to do with the intrinsic relations between Charles and Guy Fawkes. This presupposes 
Williams' 'only x and y' principle, i.e. that it is absurd to suppose that whether a later person 

P2 is identical with an earlier person P1 can depend upon facts about people other than P1 

and P2. Whether one accepts this principle or not, it seems that the simple view can deal with 

Williams’ argument, for the former claims that there is a determinate fact of the matter 
whether Charles is identical with Guy Fawkes or not, though we can never get into a position 

to know this fact. No matter how good the evidence is that Charles is Guy Fawkes, it is 

fallible, and compatible with the two not being identical. And in the scenario where two or 
more persons are equally plausible candidates for identity with an earlier person, the simple 

view has it that in one case the evidence is misleading, although we won't know in which 

case.

The criteria which other theories regard as constitutive of personal identity, e.g. psychological, 
physical, etc, (versions of the 'complex view' - that there is some criterion that constitutes 

personal identity) are only evidence for identity, according to the simple view. Indeed, on the 

simple view, there is nothing (else) that personal identity consists in; it is an ultimate, 
unanalysable fact, distinct from everything observable or experiencable that might be 

evidence for it (this is the main feature that Parfit's reductionism objects to). The main 

defenders of the simple view are Richard Swinburne and Roderick Chisholm; they hold that 

there is a radical difference between personal identity, and the identity of other things. 

Personal identity is in some sense a strict and precise notion, not admitting of degrees; 
whereas for convenience of speech, we can talk about the identity of other objects, but this 

sense of identity is looser than in the former case.

However, if one accepts the simple view, and in particular, one construes its distinction 

between personal identity and the identity of other things as endorsing indeterminacy for the 

identity of other objects, then the following way of approaching the question of how 

vagueness and personal identity are related (suggested by Williamson, unpublished)118 would 

seem to be ruled out. One might have supposed that personal identity has borderline cases in 

whatever sense identity for other kinds has, but then one could let those issues interact with 

the token-reflexive rule for "I". Williamson suggests;

117 The essential point about this thought experiment, i.e. the notion that there may be 
equally good evidence for both alternatives, is related to Timothy Williamson's 'symmetry 
condition' for counterfactuals - see 6.2.
118 In an e-mail to my Ph.D supervisor.
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After all, who is in a position to say "It is indefinite what "I" in my mouth refers to? If x says it,
119the answer is: x

However, to construe the simple view as claiming that there is something mysterious about 
the identity of persons, which makes their identity special compared to other sorts of identity, 
would be to misunderstand it. It is clear that the simple view theorist and the epistemicist 
employ the same notion of determinacy (a bivalent one) and of a borderline case (i.e. as 

involving ignorance, not any indeterminacy). The simple view theorist is just claiming that the 

diachronic identity of other objects is strictly a fiction, but we can talk as if this is not the case; 
it is just a facon de parler to claim that one thing is the same as it was before. So actually, 
there is no difficulty from the point of view of a simple view theorist in agreeing with 

Williamson's suggestion. In both non-personal and (it seems, given Williamson's remark here) 
personal contexts, both the simple view theorist and Williamson agree that borderline cases 
exist, they just don't involve indeterminacy.

Williamson claims, in the context of the question of whether the epistemic view can allow that 
there is vagueness in the world, (independently of our mode of representing it) that (1994 (C), 
p. 257):

Someone who takes it for granted that vagueness is a form of indeterminacy may take the 

epistemic view to deny vagueness, simply because it denies the relevant indeterminacy. If 
vagueness does not occur at all, then it does not occur in things in themselves. That line of 

thought rests on a misinterpretation already corrected. The epistemic view allows that vagueness 
occurs, merely denying that it is a kind of indeterminacy.

For Williamson, borderline cases involve ignorance, not indeterminacy, as implied in Parfit's 

view. It is clear that these two conceptions of borderlinehood are mutually incompatible. As 

far as Parfit has a clear conception of indeterminacy, it would seem to be just that certain 

statements can be neither true nor false (he does not prefix the latter notions by a 

'determinately' operator) - his notion of an "empty question" applying to nations and clubs, as 

well as persons.120 Parfit does not explicitly claim that this indeterminacy involves degrees of

119 This thought has a resemblance to Gareth Evans' argument against the indeterminacy of identity 
(see 7.4). Howev er, as I argue in 6.2ff, the suggestion here ignores the possibility of dialethism. 'I am 
x' may be true in the dialethic scenario, but also not true; so matters are not quite as straightforward 
as Williamson's suggestion implies.
120 Some empty questions have no answer, says Parfit. Other empty questions do have an answer, 
but this just involves giving the best description of the outcome of whatever procedure one is 
considering. Quassim Cassam (1993) illustrates the distinction as follows. He asks us to consider 
Shoemaker's example in which Brown's brain is transplanted into Robinson's debrained body, so that 
the resulting person, Brownson, wakes up claiming to be Brown. Is Brown the same person as 
Brownson? For Parfit, says Cassam, this is not an empty question; it is straightforwardly true that
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identity, or something else, e.g. semantic indecision. On the latter view, which Harold Noonan 

favours, the only way it can be (synchronically) indeterminate whether some predicate applies 

or not is because we have not made the term precise enough to give it a determinate 

application in the particular case in question. He thinks it is obvious (1989, p. 133) that 
synchronic indeterminacy can only be due to semantic indecision, citing the case described 

by Shoemaker (Alpha/Beta Hall; see below) as evidence for this obviousness. But, he notes 

that matters are more complicated in the case of diachronic indeterminacy both in personal 
and non-personal contexts (indeed, if it is even allowed that diachronic indeterminacy is 

possible for personal identity). Noonan concludes that: (1989, p. 137):

whatever might be thought to be the implausibility of the ontological commitments involved in 

regarding indeterminacy in statements of diachronic identity as due to semantic indecision, they 

must none the less be accepted as necessary commitments of the only coherent account of such 
indeterminacy available to us.

Noonan rejects the view that objects themselves can be vague, with fuzzy boundaries. But he 

does not even consider the epistemic conception of borderlinehood, which excludes 
indeterminacy. If the epistemic view were correct, we would not need a theory of 
indeterminacy, at least for the purposes of explaining borderlinehood or vagueness. The 

implausible ontological commitments that Noonan refers to here are that persons, clubs, etc. 
have temporal parts, as well as physical parts. In Shoemaker's example of Alpha and Beta 

Hall, being linked by a flimsy corridor, the indeterminacy concerning whether both halls are 

part of one building, or are independent buildings is due to our semantic indecision about the 

term 'building'. But we know what the parts of the entire structure are; Alpha Hall, Beta Hall, 
and the corridor, so we can make the vague term building more precise by either saying that 
the whole structure is a building, or that each individual hall is a building. However, imagine a 

club that lasts for five years, then disbands for a period of time, after which the original

they are the same person, because both reductionist criteria (physical and psychological) give this 
result.
However, suppose that an animalist were to object that on his criterion, Brown and Brownson cannot 
be the same person because they are different animals. Perhaps the best reductionist response would 
be to concede that the question whether Brown is Brownson is another example of an empty question 
with a best description of the outcome; the best description by the reductionist's lights would be that 
Brown is Brownson. The point seems to be that we can know all the "natural" facts about the 
relationship between Brown and Brownson without giving an answer. The difference between an 
empty' question which has an answer and one which does not is that in the former case, but not in the 
latter, the natural facts, in conjunction with what we mean by "the same person", yield a best 
description. If someone who knew all the "facts" about the physical and psychological continuity 
between Brown and Brownson nevertheless refused to describe them as the same person, his error 
would consist in failing to choose the best description. Since, after all the natural facts have been 
described, the question of whether Brown is Brownson is linguistic or verbal, the reductionist 
concludes that even if there is a best description, this cannot be what matters - if we are merely 
choosing one of several descriptions of a single outcome, "our choice of description is irrelevant to 
the question of how I should regard this outcome." However, Cassam argues that this way of 
thinking about the issue of personal identity' is incompatible with regarding persons as substances.
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members decide to reconvene. In this case, it seems indeterminate whether the earlier club is 

identical to the later club. But it is not obvious that this indeterminacy can be explained by our 
semantic indecision over the term 'club', in a parallel way to the explanation of the 

indeterminacy of the term 'building' in Shoemaker's example above. That is, it is not obviously 

correct to say that there are two candidates for the denotation of 'the earlier club' (and similar 
considerations apply to the later club') unless one thinks of persisting entities as having 

temporal parts. Noonan, following Quine's general thesis about how entities persist, claims we 

should accept that persons perdure, i.e. they persist by having temporal parts which exist at 
different times - these parts are to be distinguished by the times at which they exist. Although 

this perdurance thesis is implausible on Noonan's account, he claims we are forced to accept 
it if we adopt the semantic indecision view of indeterminacy. (Quine's view is to be 

distinguished from the view that persons endure; i.e. when a person is present at two times he 

is wholly present at those times - he has no temporal parts, but only spatial ones.)
However, even if Parfit and Noonan do differ over their interpretation of indeterminacy, it is 

still clear that in neither case is there now a fact of the matter concerning whether a particular 
predicate determinately applies or not. On the other hand, the epistemic conception has it that 
borderline cases are a matter of our ignorance - there is always a determinate fact of the 

matter whether or not the predicate in question applies, even if we can't know whether it does 
or not.

The epistemic conception of borderlinehood may seem plausible in the case of personal 
identity, identity of objects, and ordinary predicate application (e.g. whether something or 
someone is tall, fat, bald, red, old, etc.) but perhaps not in the case of the identity of nations 

or clubs. It seems strange to say that there is always a determinate fact of the matter whether 
or not say, a club is the same as one that existed five years earlier (in the absence of any 

rules the original club might have had about subsequent clubs that come into existence, and 

the question of whether they are identical or not). However, whatever one’s intuitions about 
this sort of scenario, it seems that if one is attracted by the epistemic view, there is no reason 

why one should allow that the epistemic conception of determinacy and of borderlinehood 

applies to personal identity, but not the identity of other kinds.121

Yet, pace Williamson, it does, at least prima facie, seem possible to construct scenarios in 

which it is indefinite what T, uttered by oneself, refers to. For example, Parfit contends that in 

his thought experiment in which we replace 51% of my body cells not with exact duplicates of 
cells from my body, but from someone else's, we know in advance that somewhere along the 

spectrum, there would be the first case in which the resulting person would believe that he or

121 I come back to the issue of the epistemic conception of determinacy in personal and other 
contexts later, and especially in section 6.3, in relation to Williamson's symmetry condition.
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she was not me.122 But, says Parfit, we would have no reason to trust this belief, since he 

thinks that it is hard to believe that the deep difference between my life and death in these 

central cases could consist in the replacement of some critical set of a few cells, and some 

critical degree of psychological change, since this change would be trivial. In this kind of case, 
argues Parfit, who someone is cannot be shown by who he thinks he is. Of course, Parfit here 

is in the process of defending a reductionist (possibly verificationist) view of personal identity, 
according to which indeterminacy is possible. In a moment, I examine Parfit's own views 

more closely. First of all, it is worth pointing out that perhaps some theorist about personal 
identity who thinks that such critical changes can be effected by replacement of a few cells as 

in Parfit's example might try to explain why we can't know where such a boundary occurs, by 

appealing to a form of margin for error principle, analogously to the sort of principle that 
Williamson appeals to in the context of vagueness. However, it seems that a 'simple view' 
theorist could not adopt such a principle, since (apparently) according to that account, there is 

no supervenience between physical or psychological facts on the one hand, and the identity of 
the person in question on the other, whereas there is a (possibly unsurveyably chaotic) 
supervenience relation between meaning and use, on Williamson's account. Personal identity 

for the simple view theorist is unanalysable, in the way described above. The main disanalogy 

between the epistemic view of vagueness, and the simple view of personal identity, would 

then be that at least Williamson attempts to explain why we cannot know where sharp 

semantic boundaries fall in borderline vague contexts, whereas simple view theorists don't 
even attempt to explain why personal identity is unanalysable. Thus this is another reason to 

concur with Parfit that the simple view of personal identity is (at least prima facie) implausible.

Parfit contends that the trivial change in one's psychological constitution affected by the 

changing of just a few of one's psychological characteristics can never account for the deep 

change from being one person to being someone else. (He objects to the idea of determinacy 

in physicalist accounts of personal identity for the same sort of reason).123 One of his main 

argumentative strategies is to set up puzzle cases in which it is alleged to be an 'empty 

question' whether we have the same person before and after some operation or procedure. 
Some empty questions have no answer. Other empty questions do, in a sense, have an 

answer, but this is just a matter of finding the best description of the outcome. An empty 

question in this sense is 'Will it still be me?' in the central (borderline) cases of the physical 
and psychological spectrum. These spectra resemble the sorites paradox, as Parfit notes. I 
now briefly describe them.

122 However, Parfit seems to be ignoring the possibility of higher-order indeterminacy in the context 
of personal identity here. Just as there may be no sharp boundary between being the same person and 
being a different person, there may be no sharp boundary between being the same person and the first 
instance along the spectrum of it being indeterminate who one is.
123 This idea is analogous to the so-called 'principle of tolerance', which is the major premiss in 
sorites arguments, and is rejected by epistemicism.
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Parfit develops his thought experiments concerning the physical, psychological, and 

combined spectra, as a response to an objection of Bernard Williams, who presents an 

argument which could be used by a defender of a physical criterion of identity.124 Williams 

claims that even if there were a total break in the psychological continuity of a person, as long 

as the person's body and brain were still alive and supported consciousness, the same person 

would exist as before the break occurred. Williams (1970) argues that it cannot alleviate my 

fear, if I am to be tortured by a malevolent neuro-scientist, to be told that before the event I 
will undergo a total psychological change; it will still be me. Williams takes this argument to 

show that the physical criterion, and not the psychological criterion, is sufficient for personal 
identity. Implicit in Williams' argument is an acceptance of the determinacy thesis; in 

borderline cases, there will always be a correct answer to the question whether the resulting 
person is the same as before, or is someone else. Yet, in other places, it is important to note 

that Williams seems to suggest that there is an antinomy at the heart of personal identity. 
Although I cast Williams as a dialethic determinacy theorist in the context of personal identity, 
it may be objected that this role is wrong for Williams. He certainly does not explicitly 

condone dialethism. However, the question of whether Williams should be described in the 

way that I hint at as a possibility, does not affect the argument that I give for a dialethic 

account of determinacy, in the context of personal identity. (I come back to this in 6.2ff.)

Parfit responds to Williams' argument by revising it in the following way. He discusses a 

spectrum, or range of cases (1987, p. 231) which involve all of the possible degrees of 

psychological connectedness.125 At the near end of the spectrum, the malevolent neuro
scientist flips only a few switches, and only a few psychological changes would occur to the 

person being experimented upon (me). At the far end of the spectrum, I would be in no way 

psychologically connected with the person I am now. Only a few changes are made at a time. 
Would the original person continue to exist even at the far end of the spectrum, when all of 
his psychological characteristics have been replaced by someone else's? Between any two 

adjacent points along the spectrum, there are only a few psychological differences. Parfit 
claims that it is hard to believe that one would survive up to some point in the spectrum, but 
in the next case, with only a few more psychological changes made, one would cease to exist. 
He adds (1987, p. 231):

If no small change could cause me to cease to exist, I would exist in all of these cases. I would 
continue to exist even at the far end of this spectrum. In this case, between me now and the 
resulting person, there would be no psychological connections.

124 Actually, though, Williams' position is not straightforwardly that a physicalist account of personal 
identity is correct.
125 In the psychological spectrum, physical characteristics are held constant: similarly, in the 
physical spectrum, psychological characteristics are held constant. In the combined spectrum, both 
physical and psychological characteristics are altered together.
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The similarity with the traditional sorites paradox is obvious. If no small change in one's 

psychological characteristics can result in one's ceasing to exist, then one would be the same 
person at the far end of the psychological spectrum as one is at the near end. This would be 

paradoxical if one defends some psychological criterion of personal identity (as Parfit does, as 

one version of the reductionist view), for the person at the far end of the spectrum will be 

completely unrelated psychologically to the person at the near end.

Parfit argues that we do not have to solve the sorites paradox in order to respond to this 

version of Williams' argument.126 For, claims Parfit, we can say that in the central (borderline) 
areas of the psychological spectrum, it is neither true nor false whether the person is still me, 
or is someone else. It is just an empty question whether I am or not. However, how does this 

point confute Williams? It is just a dogmatic rejection of Williams' intuition that it is 

determinately me at either end of the spectrum. Parfit is just relying on an intuition which 

assumes indeterminacy here - but this is the very point at issue. Contra Parfit, we cannot 

ignore proposed solutions to the sorites paradox, in the context of the spectra he describes.127

Of course, we can just stipulate that after a certain point along the spectrum, the original 

person ceases to exist, just as we can stipulate that ten grains make a heap, but not nine 

grains. But since such a stipulation about the location of a sharp cut-off point along the 

spectrum would be purely arbitrary, it cannot justify any claim about what matters (for Parfit, 
personal identity is not what matters in survival; what matters is that there is someone who is 

related to you as you are now by certain links of psychological continuity and connectedness.) 
However, such a stipulation does not solve problems about vagueness in either context; it 
merely replaces an old vague term with a new precise one.

Parfit explicitly denies that our inability to answer the question of whether I still exist, or 
whether I have ceased to exist in these borderline areas, is due to any ignorance, for we know 

all that has happened, including the degree to which one is psychologically related to the 

person at the near and at the far end of the spectrum. Importantly, Parfit claims that we do not 
think that in the context of borderline cases of heaps, that every instance of the question 'is it 
still a heap?' must have an answer. And despite our reluctance to admit that our own 

continued existence is like the continued existence of a heap, Parfit claims that this 

reluctance is ill-grounded, and that in borderline cases of the psychological spectrum, there is 

no correct answer to the question 'is it still me?' On this reductionist view, our identity is not 
determinate. Yet given the choice between this view, the view that our identity is determinate 

(and there is a sharp borderline somewhere along the spectrum after which the person ceases

126 Although in fact, Parfit's indeterminist response is an attempted solution of this particular 
version of the sorites.
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to exist, although we could never know where it is), and the view that our identity is 

determinate (and is accounted for by a physical criterion for identity, in the present case, as 

Williams argues), Parfit admits that the latter non-reductionist position is the least implausible.

This argument, which implicitly rejects the epistemic view of vagueness in the context of 
personal identity, can also be run for Parfit's physical spectrum. There will be empty questions 

in central (borderline) areas of this spectrum of all the different possible degrees of physical 
continuity. The idea that the person at the far end of the physical spectrum is the same person 

as the one at the near end, despite being in no way physically continuous with that person, 
should be unacceptable to someone who endorses a physicalist criterion of personal identity. 
Regarding the physical spectrum, Parfit admits that the least implausible alternative is that 
our identity is determinate (a non-reductionist view), and that the psychological criterion is 
sufficient for our identity.

Parfit claims that we could accept both non-reductionist conclusions, in the cases of the 

physical and psychological spectra. However, problems arise if we join the two arguments for 
these conclusions together. For in the combined spectrum, which considers all possible 

degrees of physical and psychological continuity, the person at the far end would be neither 
physically nor psychologically connected to the original person, so they could not be the 

same. In this spectrum, we must decide between just two alternatives128 - the reductionist 
alternative (which has it that our identity is sometimes indeterminate), or the alternative which 

has it that there is a sharp borderline (corresponding to the epistemic view of vagueness). 
Parfit claims that the latter of the two is the least plausible, and claims that we now should 

accept the reductionist view. He has two reasons in support of this claim. Firstly, he says it is 

hard to believe that the difference between life and death could consist in any of the very 

small differences involved between any two points along the spectrum. For the difference 

between a future person's being me, and his being someone else is a deep difference, we 

believe; yet the differences between adjacent points on the spectrum are trivial (this is the 

analogue to the premise of the traditional sorites paradox, i.e. that removal of one grain of 
sand from a heap is too trivial to result in something less than a heap). Secondly, it is hard to 

believe that there must be some such sharp borderline along the spectrum, even though we 

could never have any evidence where the borderline was. Parfit claims (1987, p. 239):

Some would claim that, if there could never be such evidence, it makes no sense to claim that 
there must somewhere be such a line.

127 A different illustration of this fact, in the context of Parfit's physical spectrum, is 
provided by J.M Goodenough, and is described below.
128 Though see section 6.3.
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Taken together, Parfit says that these two claims are extremely implausible. However, it 
seems that Parfit is showing some sympathy for anti-realism, in his claim quoted here, and as 

has been seen from the discussion of chapter four, those that are sympathetic to such a view 

face severe problems. And it is obvious that the same reasons for hesitation that Parfit 
mentions here, regarding endorsing non-reductionist views of personal identity, have also 

been cited in connection with the epistemic view of vagueness.

Furthermore, as J.M. Goodenough points out, Parfit's sorites type arguments are problematic 

in that they depend on replacing psychological/physical characteristics, not removing them, 

which would be required for the spectra to be fully analogous to the paradox of the heap.129 
Goodenough focuses on Parfit's physical spectrum for clarity, and presents a (slightly more 

formal) version of it. He goes on to note that Parfit must be committed to the view that 
removing (instead of replacing) one percent of cerebral tissue will not result in my becoming 

someone else (given that he also thinks that people have survived the destruction through 

illness or injury of an entire brain hemisphere). He quotes Parfit as claiming that (1996, p. 
239):

The Physical criterion should require only the continued experience of enough of my brain to be 

the brain of a living person, provided that no one else has enough of this brain .... It is in fact 

true that one hemisphere is enough. There are many people who have survived, when a stroke or 
injury puts out of action one of their hemispheres.

However, this implicit commitment of Parfit's, together with his general endorsement of the 

idea that there are no sharp dividing lines in sorites type sequences such as his spectra, 
mean that Parfit should accept the premisses of another sorites type argument which involves 

removing one's brain/body cells, not replacing them. Goodenough calls this argument the 

Subtraction Argument, and it is (allegedly) pernicious for those (including Parfit) who endorse 

any sort of materialist view of the world. The Subtraction Argument is presented by 

Goodenough as follows (1996, p.117):

Let N be the number of cells in my brain and body and let P be my personal identity.
(51) N sustains P.

(52) N-l%-cells sustains P.

(53) If (N-x%-celIs sustains P) then (N-(x+l)% cells sustains P).
(54) (N-2%-cells) sustains P.

(55) (N-3%-cells) sustains P.

(S*) (N-100%-cells) sustains P

129 Helen Morris Cartwright makes the same point in her article (see section 6.2).
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('Sustains' is chosen by Goodenough as a neutral term to describe (1996, p. 115): 'the 

relationship between a person's physical instantiation and their personal identity', as Parfit 
himself is uncommitted to any particular relationship between the mental and physical, apart 
from a general physicalist perspective.)

One disanalogy between Goodenough's argument here, and Parfit's physical spectrum, is that 
it is impossible just to consider physical continuity alone (and keep psychological 
characteristics constant); given that on a broadly physicalist outlook that Parfit endorses, 
removing (not replacing) a critical percentage of brain cells will result in psychological 
characteristics being lost. So in fact, Goodenough's argument is more akin to Parfit's 

combined spectrum, than the physical spectrum considered by itself. However, this point does 

not vitiate the force of Goodenough's argument; nor the need for Parfit (and others writing on 

personal identity) to evaluate different accounts of vagueness.

It seems that in response to Goodenough's argument, Parfit cannot object to (S2), given that 
he thinks that people have survived the destruction of a complete brain hemisphere, and also 

that it is even less problematic to imagine people surviving amputations of limbs etc., which 

will result in more than one percent of their total body cells being removed.130 And 

Goodenough argues that if Parfit wants to object to (S1), reformulating it to make more 

explicit the connection between physical bodies and personal identity, he will be faced with 

the problem of showing how such a reformulation is acceptable in the case of his ordinary 

physical spectrum, but not in Goodenough's Subtraction argument. Further, Goodenough 

claims that if Parfit were to object to (S3), he would then be rejecting the tolerance principle 

which he previously accepted, and also endorsing the view that there is a sharp cut-off point 
somewhere along the spectrum.

However, perhaps Parfit need not endorse sharp cut-off points in the way Goodenough 

indicates here, if he were to adopt a view of indeterminacy like Michael Tye's, described in 

chapter two. For according to Tye, it is not true that there are sharp boundaries in sorites 

sequences, but it is not false either. If (S3) were indefinite, then it would also be indefinite that 
'(N-x%-cells sustains P) is true and (N-(x+1)% cells sustains P) is not true' But then, it does 

not follow from the claim that it is not true (i.e. that it is indefinite) that '(N-x%-cells sustains P) 
is true and (N-(x+1)% cells sustains P) is not true', that 'if (N-x%-cells sustains P) is true then 

(N-(x+1)% cells sustains P) is true' is true, which would lead to paradox. For this will not be 

the case if the untruth of the former claim is due to the fact that it is indefinite, as I noted in 
chapter two.

130 Actually, Goodenough doesn't make it clear that Parfit should agree that removal of one 
percent of brain and body cells will not result in a different person (Goodenough just makes 
this point in relation to cerebral tissue) - though to be accurate, he should mention both.
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Although Goodenough's subtraction argument here can be resisted, it is clear that Parfit 
seems forced by considerations like the one just discussed into the debate about vagueness 

and the sorites, despite his initial reluctance, in order to defend his position regarding personal 
identity. This will surely involve taking some sort of explicit detailed position on indeterminacy 

(e.g. defending gappy indeterminacy, or non-gappy indeterminacy), and also adopting some 

view about higher-order indeterminacy in the context of personal identity (e.g. perhaps Tye's 

semantics for vagueness, may have application here), if he wants to maintain that personal 
identity can be indeterminate.

6.2 Cartwright on Parfit's first argument

The previous section was primarily concerned with establishing the connection between the 

debate on personal identity and vagueness (and attendant issues such as semantic realism 

and anti-realism). It also served to introduce different notions of indeterminacy and 

determinacy: the present section develops these notions, still using personal identity (Parfit's 

first argument) as a test case.
As outlined in 6.1, Derek Parfit rejects non-reductionism about personal identity. In her paper, 
Helen Morris Cartwright notes that such non-reductionism states that identity is a one-one, 'all 
or nothing' relation. Consequently, questions about personal identity always have a 

determinate yes or no answer; and this is taken to be synonymous with claiming that 
statements of personal identity are bivalent. Cartwright's view is that two arguments given by 
Parfit are ineffectual in impugning the latter part of this non-reductionist claim. In what 
follows, I argue that there is a different way to impugn the idea that statements of personal 
identity are bivalent, which involves a wider notion of determinacy than Cartwright employs. 
This wider notion involves a dialethic account of personal identity. Cartwright thinks that either 
there is a disanalogy between Parfit's combined spectrum argument, and the classical 
paradox of the heap, or the most that Parfit's argument shows is that existence (not identity) 
can sometimes be indeterminate. In what follows, I shall disagree with Cartwright in her 
criticism of Parfit's arguments against determinacy in the context of personal identity. 
However, there is also the further question to be considered, concerning the legitimacy of 
Cartwright's assumption that the 'determinacy thesis' in the context of personal identity is to 

be equated with bivalence. What of the dialethic alternative? This section shall expand upon 

what has already been said in 6.1, in further analyzing this option. I begin by describing the 

salient features of what Cartwright calls the 'obvious response' to Parfit's first argument. 
However, I question the obviousness of this response.

Cartwright asks us to consider the following claim, which captures the counterfactual situation 

described by Parfit's case of 'My Division' (briefly described in 6.1). Just to recap, we are to 

suppose that person A's brain is split and rehoused in two other bodies (and we are to assume 

that each hemisphere of A's brain is equipollent in all relevant ways, and the resulting two 

people are perfectly normal in all other respects). If this were to happen, and our normal
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criteria for identity break down, would person A be identical with person B (Lefty), or person C 

(Righty)? Chisholm (N.B.: a 'simple view' theorist, in Parfit's terminology) claims that these 

questions would have determinate yes or no answers, even though the imaginary case here 

involves a relation that is normally necessary and sufficient for the identity of A with B, and A 

with C. Yet, it is not one-one, since Lefty and Righty are different persons. Any reason one 

has for saying yes to the question 'is person A Lefty?' would equally be a reason for answering 

yes to the corresponding question about Righty. But since Lefty and Righty are different 
people, one can’t answer yes to both.*131

Before considering Cartwright's response, it should be noted that the reason Chisholm thinks 

that there would be a determinate yes or no answer in this case is because, as noted in 6.1, 
he thinks that personal identity is an ultimate unanalysable phenomenon - and that any 

evidence for whether person A would be identical with Lefty or Righty is defeasible; and that A 

could be Lefty, even though there is equally good evidence to suggest he would be Righty. Of 
course, we won't know which person A would be, but there is a determinate fact nonetheless.

Parfit claims that the 'best' answer a non-reductionist can give is to claim that neither Lefty 

nor Righty is identical with A (whereas Parfit claims that person A can 'survive' without being 

identical with either Lefty or Righty; identity is not what is important in survival.) However, this 

seems at odds with the general trend of thought in the 'simple view' as defended by Chisholm, 
for example. For the latter view has it that personal identity is an unanalysable fact - not 
constituted by the sorts of criteria that are alluded to by other theories. The simple view 

should reject the 'best answer* prescribed by Parfit, for the latter implies that consideration of 
such criteria, understood as constitutive of (rather than mere evidence for) identity was 

involved in giving it. That is, one considers the fact that the constitutive criteria for A being 

identical with someone holds equally for Lefty and Righty, and since the same criteria cannot 
possibly yield contradictory results, we should conclude that A would be neither Lefty nor 
Righty. But if personal identity is indeed unanalysable, then for all we know, 'A is Lefty' (or 'A 
is Righty') is true.

It is also interesting to note that the case of 'My Division' is very similar to cases which Priest 
describes as 'rational binds', discussed in the previous chapter. There seems to be compelling 

evidence to suggest that person A would be Lefty, and equally good evidence to suggest that 
A would be Righty. However, although the case of 'My Division' may involve a glut, it seems 

that it does not involve a rational bind. A dialethist might want to claim here that we should 

rationally accept that A would be Lefty, since there is compelling evidence for this, and also

131 According to Cartwright, there are just four possibilities here (1993, p. 251):
He will be Lefty, he will be Righty, he will be neither, or he will be both.'
However, there are two other possibilities: that he will be Lefty and he will not be Lefty, or 
that he will be Righty and he will not be Righty. These are not the same as saying that he 
will be Lefty and Righty, as I argue below.
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rationally accept the statement that A would not be Lefty (since there is equally good 

evidence for this too; i.e. there is evidence that A would be Righty).132 However, as was seen 

in the previous chapter Priest argues that in general, to accept something is not the same as 
rejecting its negation. In accepting that A would not be Lefty, one is not thereby rejecting the 

statement that A would be Lefty. So it seems that one is not forced to both accept and reject 
the statement that A would be Lefty. On the other hand, there is evidence that it is not true 
that A would not be Lefty, and if there is evidence that something is not true, it should be 

rationally rejected, according to one dialethist view (i.e. Goodship's).133 So perhaps the case 

is a genuine rational bind after all. As I argued last chapter, if rational binds exist, then a 

revised version of Priest's Principle R leads to triviality, and thus should be rejected. As 

Goodship noted, rejecting Principle R has serious consequences for one of Priest's accounts 

of the 'classical recapture'. However, even if we are dealing with a rational bind here, this by 

itself does not necessarily pose an insurmountable problem for the ingenious dialethist.

Nevertheless, I think there are problems for the dialethic view in the present context, even if 
the case of 'My Division' does not involve a rational bind, but is only a glut. For although the 

dialethist need not claim here that two persons can be identical with a previously existing 

person (i.e. that A would be identical with Lefty and with Righty) - only that A both would and 

would not be identical with Lefty (and that A both would and would not be identical with 

Righty), this would be at the cost of rejecting the transitivity of identity. For example, the 
dialethist could argue that the contradiction that A is both Lefty and Righty ought to be 

rationally rejected, for accepting it would violate the condition that identity is a one-one 

relation. The claim that it is both true and not true that A would be Lefty violates no such 

restriction, and might be dialethically acceptable, at least if  the transitivity of identity is 

rejected. For if the dialethist is claiming that it is both true and not true that A would be Lefty, 
and also that it is both true and not true that A would be Righty, then by transitivity of identity, 
it follows that the claim is being made that it is true that A would be Lefty, and that it is true 

that A would be Righty, thus violating the 'one-oneness' of identity after all. So the dialethist 
seems to face a choice here, either keep the idea that identity is oneione, and reject 
transitivity, or accept transitivity, and reject the idea that identity is a one:one relation. In what 
follows, I will describe a possible dialethist view in which transitivity of identity is rejected, 
since this seems to me to be the less unattractive of the two options (and there is evidence 

that Priest would favour this option, as I shall later indicate). However, I will come back to the 

question of this choice for the dialethist at the end of section 6.3.

In any case, it is clear that such dialethic claims are determinate: it is determinately true that 
A would be Lefty (and also determinately false), and similarly for the parallel claim about

132 A parallel argument can be made for the statement that A would be Righty.
133 Although as I pointed out in chapter five, Priest explicitly denies that untruth is the telos 
of rejection, so he would deny that the case in question involves a rational bind.
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Righty. This is true, despite Cartwright's assertion (1993, p. 251) that if personal identity is 

determinate, it cannot be true that A would be both Lefty and Righty, since 'this person will be 

Lefty' and 'this person will be Righty' are incompatible. I shall come back to this idea at 
various points below.

Cartwright wants to consider the argument that no other answer (than the ones she mentions, 
which neglect dialethism) is available to the question concerning the identity of A. 
Emphasising the point that the force of Chisholm's claim is counterfactual (so the question 

'Will I be Lefty?' and the corresponding question about Righty would have determinate 

answers, even if our normal criteria of identity should break down) she asks us to consider the 
following subjunctive conditional:

(1) Were this person to be either Lefty or Righty, he would be Lefty or he would not134

Cartwright suggests that it is Parfit's idea that since in these counterfactual circumstances 

there is no way of deciding which of the two statements ('Chisholm is Lefty' or 'Chisholm is 

Righty') would be true, and which false, we are to infer that 'neither would have a truth value 

in those circumstances' (1993, p. 244). If the following were indeterminate (in this gappy 
sense);

(2) Were this person to be Lefty or Righty, he would be Lefty135

then (1) would be either indeterminate or false; either way, there are problems for the 

defender of determinacy (who, as Cartwright reports Parfit, needs (1) to be true, unless he 

adopts what Parfit calls the 'best response', i.e. that the resulting person would be neither 
Lefty nor Righty - though as I have indicated above, I don't think Parfit's suggestion for a 

defender of determinacy such as Chisholm here is consistent with the tetter's overall position). 
However, Cartwright claims the 'obvious response' to Parfit's argument is that (2) is not 
indeterminate, but false. Similarly, the following is false;

(3) Were this person to be either Lefty or Righty, he would not be Lefty136 

Assuming that (2) and

(4) Were this person to be Lefty or Righty, he would be Righty137

134L v R D - L v ~L

133 L v R □-» L

136 L vR  □~>~L
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belong to the same class of examples as the classic pair involving Bizet and Verdi, the 

possibilities described by the consequents of (2) and (4) are 'equally possible', in David Lewis' 
sense. It is important to see how Cartwright introduces the notion of a tie, for it is crucial to her 
arguments. The examples involving Bizet and Verdi are (1993, p. 245):

If Bizet and Verdi had been compatriots, both would have been Italian.

If Bizet and Verdi had been compatriots, both would have been French.138

Cartwright claims that (1993, pp. 245-6):

We are to assume that the circumstances described by the antecedents of these two counterfactual 
conditionals are possible, and though their consequents cannot both hold true in circumstances in 

which their antecedents are true, there is no way o f  deciding which o f  them holds in those 

circumstances. The possibilities they describe are tied . . .

(My italics.)139

Similarly, in the set of possible worlds in which person A will be either Lefty or Righty, a world 

in which the consequent of (2) is true is no more like the actual world than a world in which 

the consequent of (4) is true; and vice versa. In the circumstances in which the antecedent of
(2) and (4) is true, the possibilities described by the consequences of (2) and (4) are tied. 

Cartwright then points out that Lewis' theory of counterfactuals differs from its rivals because 

of a difference in the treatment of ties. Lewis' account of counterfactuals, and his 'preferred 

account' of truth conditions, supposedly leads to what Cartwright calls 'the obvious response' 
to Parfit's first argument (which has it that the consequents of the counterfactuals describing 

the tie in question are not indeterminate, but false). The preferred account is as follows (1993, 
p. 247):

A □-* B is true iff there are no possible worlds in which A is true or, if there are, those in which 

B is true are more like the actual world than those in which ~B is true.140

Given the description of the case, says Cartwright, (2) and (3) are not true. So they must be 

either indeterminate or false. According to the 'obvious response' they are (supposedly) false, 
hence either true or false, and hence determinate. Although the falsity of (2) and (3) would be

L v R  □-*R
138 Originally given in Quine. (1950).
139 The italics here are to highlight the fact that Cartwright is using the epistemological 
notion of decidability in her account of a tie, rather than a metaphysical notion.
140 Lewis' box-arrow symbol here is to be read as follows: 'If x were to be the case, then y 
would be the case'.
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enough to falsify (1) if they followed from it, Michael Dummett provides a counterexample to 

the assumption that "a subjunctive conditional with a disjunction as consequent entails the 

corresponding disjunction of conditionals" (1993, p. 244).141 So the inference from the 
falsehood of (2) and (3) to that of the falsehood of (1) is invalid.

However, why is it obvious that (2) and (3) are false? The intuition seems to be that since one 

has just as much reason to say that A would be Lefty as one has to say that A would be 

Righty, it is false to say A would be one rather than the other. However, it is not obvious that 
the fact that we believe that there is no reason to be known relevant to showing who A would 

be, or relatedly, that we cannot decide whether A would be Lefty or Righty, implies that there 

is no determinate fact of the matter. Cartwright's description of ties involves the notion of 
decidability, which is an epistemological notion. However, such a notion of a tie is compatible 

with there being some (perhaps unknowable, undecidable) fact about the actual world which 

would make it more likely that if the envisaged procedure was successfully carried out, A 
would be Lefty rather than Righty (or vice versa).
For as Chisholm and the 'simple view' theorists suggest - there is such a fact, in cases like 

this, even if as in the case of Williams' example of Guy Fawkes mentioned in 6.1, there are 

two equally good candidates for identity with a previous person. The simple view has it that 
physical, psychological facts etc. are only evidence for identity, and do not constitute it. Such 

evidence may appear to be symmetrical (i.e. equally good for both candidates), but this is 

consistent with there being a fact of the matter that e.g. A would be Lefty, rather than Righty. 
Of course, this position is more strongly realist than Cartwright's. If one were to adopt this 

strongly realist view, it will not be obvious that (2) and (3) are false - for one of them will be 
true (although one won't know which).

Interestingly, Cartwright cites Timothy Williamson in defense of her views. She mentions his 
discussion of the following tie:

[P] Had there been nothing but a gold or silver sphere, it would have been gold, 

and

[Q] Had there been nothing but a gold or silver sphere, it would have been silver.

This tie is taken to be analogous to the one in the case of My Division; and just as the obvious 

response to the case of 'My Division' has it that (2) and (4) are false, Williamson (relying on 

Lewis' square arrow) argues that [P] and [Q] are not indeterminate, but false. Cartwright notes

141 (Cited by Cartwright 1993, p. 244):
If Fidel Castro were to meet President Carter he would insult him or speak politely to him;
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that Williamson isolates an interesting consequence of the fact that they describe a tie (1993, 
p. 254):

it is crucial that we regard the case as being symmetrical between [P] and [Q]; not only do we 
know of no reason why the solitary sphere should be gold rather than silver or vice versa, we 
believe that there is no reason to be known.

Cartwright argues that Williamson's (pre-epistemicist) symmetry condition here is equivalent 
to the assumption that P and Q are equally possible in Lewis' sense, and suspects that it may 

help to explain dissatisfaction with the restriction of truth conditions for counterfactuals to 

those suited to ones that are useful. Neither (2), (4), [P], or [Q] is a useful counterfactual, but 
this does not deprive any of them of a truth-value. Yet it is prima facie odd why someone with 

strongly realist views like Williamson should say what he does about [P] and [Q], For given 

the realist intuition that truth is not epistemically constrained, even if we believe that there is 

no reason to be known concerning which alternative would obtain in the situation he 

describes, our belief might be incorrect, and there may still be a fact of the matter. (I shall 
come back to this point in 6.3.) In terms of Lewis' preferred account of the truth-conditions of 
counterfactuals above, the possible worlds in which the relevant consequents of (2), (4), [PJ 
and [Q] are true may be undecidably closer to the actual world than the consequent of the 

other relevant counterfactual. Even though (2) and (4), [P] and [Q] are still tied in the 

(epistemological) sense that Cartwright describes, this is consistent with there being a fact of 
the matter that one alternative is (undecidably) the case.142

Cartwright claims that the issues surrounding whether bivalence holds in the counterfactual 
situations that Parfit describes depends on which theory of counterfactual truth-conditions one 

espouses. Such theory choice, in Cartwright's view, in turn depends on whether one thinks 

that there can be genuine "ties" (i.e. 'equally possible' mutually exclusive consequents of 
counterfactuals with possible antecedents.) A large section of Cartwright's paper is devoted to 
examining alternative theories, that are more appealing from Parfit's perspective. Not 
surprisingly, she argues against these, and defends Lewis' 'preferred account', on which ties 

are possible, and the principle of conditional excluded middle (C.E.M.): (A □-> B) v (A □-* 

~B) is invalid.143

If Fidel Castro were to meet President Carter he would insult him or if Fidel Castro were to 
meet President Carter he would speak politely to him.
,4“ Further, the notion of one possible world 'being more like the actual world' than another is 
itself vague.

143 One way of looking at Cartwright's paper is that it argues that the failure of conditional 
excluded middle does not call for revision of classical logic (bivalence).
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According to Cartwright, the validity of the C.E.M. depends on how negation is to be 

construed in counterfactuals. On what Cartwright calls the 'simple account', C.E.M. holds, and 

there are no ties. And if this principle is valid, the obvious response to Parfit's argument is 

inconsistent. Lewis concedes that there is some support in common linguistic practice for 
conditional excluded middle. The issue turns on how negation is to be construed in 

counterfactuals; for C.E.M. is equivalent to (1993, p. 248) 'the assumption that when negation 

turns up in a counterfactual whose antecedent is not impossible it always has small scope; 
and Lewis, in effect, concedes that 'the normal way to contradict a counterfactual is to 
contradict the consequent, keeping the same antecedent." Lewis provides a 'simple account' 
of truth conditions, for construing negation the normal way, as follows (1993, p. 248):

Simple Account: A □ -+ B is true iff in the set of possible worlds in which A is true, B is true in 
the world most like the actual world, if there is one.

(The simple account here does not support ties because for the latter to occur, it cannot be 

the case that there is a world in which A holds that is most like the actual world.) This part of 
Cartwright's paper is probably inconclusive, for it seems perfectly possible to devise some 

theory of counterfactuals that will suit one's own point of view, whether that view is determinist 
or not.144 For present purposes, my main point is that even if we agree with Cartwright that we 

should adopt Lewis' preferred account of truth-conditions for counterfactuals, and that there 

are genuine ties, her conclusions regarding (2) and (3) are false. For as I argued above, even 

if Williamson’s symmetry condition applies for these counterfactuals, this does not imply that 
they are both false; rather one of them will be true (though we won't know which). 
Furthermore, since Williamson's symmetry condition applies, a dialethist might claim that if 
the evidence for the consequent of each counterfactual is compelling, then each consequent 
will be both true and false. In such circumstances, the counterfactuals overall will both be true 

(in the sense that they are both truth-preserving),145 and determinately so.

So it seems that a different account of the 'determinacy thesis' is prima facie possible; 
depending on the coherence of dialethism. The previous chapter dealt with dialethism in 

general terms; one main problem arising for it concerned its handling of the notions of rational 
acceptability and rejectability. However, perhaps these difficulties are not insurmountable for 
the dialethist, and it may have other attractions (e.g. in dealing with Fitch's paradox of 
knowability - as was suggested in chapter four). However, is dialethism a coherent option in 
the particular context of personal identity? Bernard Williams seems to suggest that there is an 

antinomy at the heart of the concept of personal identity; for, he claims, there are arguments

1441 should point out that there are probably different ways in which a dialethist might treat 
counterfactuals; however even if some particular account is settled upon, the dialethist still 
faces questions which I pose in section 6.4.
145 Although they do not respect Edgington's principle mentioned in the previous chapter, 
since they have falsity in their conclusions but not in their premisses.
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which suggest that some physical criterion constitutes personal identity, which there is nothing 

obviously wrong with, but the same can be said of some arguments for a psychological 
criterion. Perhaps this in itself does not make an investigation into a dialethic treatment seem 

plausible; but coupled with the type of thought-experiments that Parfit, Williams, Chisholm, 
Wiggins, etc. put forward, such as those considered in this chapter, then such an investigation 

is made more appropriate. As was noted in the previous chapter, dialethism is harder to refute 

than might have been originally supposed. The next section continues to examine different 
conceptions of the determinacy thesis; this time in the context of Parfit's combined spectrum 
argument.

6.3: Dialethism. Cartwright, and Parfit's combined spectrum argument

The second argument that Cartwright considers involves Parfit's 'combined spectrum', which 

he claims is analogous to the paradox of the heap. If we let 'Pm' mean 'the result of replacing 

m% of Parfit's cells is Parfit’ and 'Qm' mean 'the result of replacing m% of Parfit's cells is a 

replica of Greta Garbo at age 30', then, for some m, Pm and Qm satisfy Williamson's 

symmetry condition. That is to say, we believe that there is no reason to be known why Parfit, 
after the procedure, should be Garbo rather than still Parfit. According to Cartwright, Parfit 
claims that if we are defenders of determinacy, we must believe in the existence of a sharp 

borderline somewhere along the combined spectrum, and we must say that either.

(11) Pm v Qm Pm 

or

(12) Pm v Qm □-» ~Pm

is true. Parfit's view is that (11) and (12) are indeterminate. Cartwright claims that the correct 
response is the obvious one: i.e. both are false.

However, just as with the case of 'My Division', I disagree that it is as obvious as Cartwright 
claims that (11) and (12) are false, for, as I alluded to in the previous section, the 'obvious 

response' seems inappropriate, since it relies on the epistemological notion of decidability; 
whereas the notion of a tie needs to be interpreted metaphysically. But if so, it is implausible 

to think that (2) and (4), [P] and [QJ, or (11) and (12) are tied. For all we know, they aren't tied; 
there may be something undetectable about the actual world which makes one consequent 
more likely than the other in the relevant counterfactual pair, in which case one of them would 

be true. Of course, in the circumstance in which the counterfactuals are not tied, it might also 

be the case that they are indeterminate, as Parfit suggests.
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Also, there is a different possible account of determinacy, which Cartwright doesn’t mention. 
On the dialethic view, one could hold that for each of (11) and (12), its assumption is true, and 

its consequent is both true and false, On the situation in which Pm is both true and false) 
hence the counterfactual overall moves from a premiss which contains no falsity to a 

conclusion which is true and false. So overall, the counterfactual is true. Further, in the 

envisaged circumstances the dialethist will also maintain that the following is true:

Pm v Qm Pm v ~Pm

As I outlined in 6.1, Parfit claims that in the cases of his physical and psychological spectra, 
we could accept the non-reductionist conclusion that our identity is determinate. However, 
problems arise if we join the two arguments for these conclusions together. For in the 

combined spectrum, which considers all possible degrees of physical and psychological 
continuity, the person at the far end of the spectrum would be neither physically nor 
psychologically related to the original person, so they could not be the same. Cartwright notes 

(1993, p. 264) that Parfit claims of the person at the far end of the spectrum that 'I shall cease 

to exist, and the person waking up will be someone else.' As I already outlined in 6.1, Parfit 
argues that in the combined spectrum, we must decide between just two alternatives - the 

reductionist alternative, which has it that our identity is sometimes indeterminate, or the 

alternative which has it that there is a sharp borderline, and our identity is determinate. Parfit 
claims that the latter of the two is the least plausible, and that we should accept the 

reductionist view, for the reasons mentioned in 6.1.

However, it should now be clear that there are more possible alternatives to be considered 

here than Parfit thinks. First of all, there are other conceptions of indeterminacy to be 

considered, for example Crispin Wright's non-gappy conception, and Noonan's 'semantic 

indecision' conception (which I looked at in section 6.1). Also, there is an alternative 

conception of determinacy, to the classical, bivalent one; viz. dialethism.

There are two disanalogies between Parfit's second argument here and the classical paradox 

of the heap, claims Cartwright. The first is not very important, regarding the heap's reliance 

on mathematical induction,146 which Parfit's argument does not share. But the second 

disanalogy is important, and turns on the fact that, as Goodenough also notices, (see 6.1) in 

contrast to Parfit's argument, the heap is not based on replacing grains of sand, but removing 

them. Cartwright formulates the sorites premise as follows:147

146 However, not all sorites paradoxes rely on mathematical induction; for instance, such a 
paradox can be formulated in terms of a very long finite chain of steps of modus ponens.
14 One might well deny that the conditional in the sorites premise is a counterfactual, or any 
sort of subjunctive conditional; but I shall ignore this complaint in order to assess what 
follows from Cartwright's claims even if she is correct about the formulation of the sorites 
premise here.
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H □-» Hn

H means that h is a heap, and Hn says that there will be some heap that is the result of 
removing n grains of sand from h. If n is small enough we have a true premise, and if n is 

large enough, a premise that is clearly false. If a premise in between is indeterminate, argues 

Cartwright, this must be because its consequent is indeterminate. In the case of the paradox 

of the heap, she says, the obvious response is not available to the defender of determinacy 

(as, she claims, it should not be.) Suppose m is a number such that it is undecidable whether 

the result of removing m grains of sand from h is a heap, so that 'according to the obvious 
response' (1993, p. 262:)

(13) H □-* Hm 

and

(14) H □-» ~Hm

are both false; and suppose H is true. Then, (1993, p. 263:)

since to say (13) is false is to say that it is not the case that if H were true there would be a heap 

on removal of m grains, it follows that if H is true there will not be a heap in this case and Hm is 
false. And since to say (14) is false is to say it is not the case that if H were true there would not 

be a heap after a removal of m grains, it follows that ifH  true it is not the case that there will not 

he a heap in this case and Hm is true. So if H is true, Hm is both false and true, and the heap 

both will and will not be destroyed. Hence H is not true: h is not a heap, and since h is a heap if 
anything is, there are no heaps. This is absurd.

Cartwright further argues that on the assumption that the case is analogous to Parfit's 

combined spectrum, then Hm and its negation satisfy Williamson's symmetry condition and
(13) and (14) are equivalent to:

(15) Hm v~Hm □-» Hm 

and

(16) ~Hm v Hm □-» ~Hm

Cartwright then argues that, by the argument given for the falsehood of H when (13) and (14) 
are false, if (15) and (16) are false, Hm v ~Hm is false, so bivalence fails, and Hm is 
indeterminate.
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It will be noted that it is Williamson's symmetry condition (paralleling Lewis' preferred view of 
counterfactuals and ties) that gives rise to the appropriateness of the obvious response. On 

the assumption that the obvious response is appropriate in the case of the paradox of the 

heap, this would mean that Williamson's symmetry condition leads to the view that the sorites 

paradox involves indeterminacy. But this is contrary to Williamson's current (determinist) 

position of epistemicism.148 So presumably, Williamson would not now want to endorse 

Cartwright's view that the symmetry condition yields the obvious response, for surely the 

symmetry condition does apply in the paradox of the heap, i.e. we believe that there is no 

reason to be known why Hm would be true, rather than false, or vice versa. And further, to be 

consistent, Williamson ought now to agree that the same thought applies in the case of 
Parfit's combined spectrum; i.e. that though the symmetry condition applies in the cases 

Cartwright indicates, this does not mean that both relevant counterfactuals are false, as the 

obvious response would have it. Rather, just as in the case of the paradox of the heap, one or 
other counterfactual will be true, although we won't know which.

Alternatively, on the assumption that Cartwright mentions here regarding Williamson's 

symmetry condition, a dialethist will claim that the failure of (15) and (16), due to their 
consequents being glutty, does not show that Hm is indeterminate. For the dialethist, Hm will 
be both true and not true. So just as in the case of the combined spectrum, the dialethist will 
claim that determinacy prevails (i.e. a broader notion of determinacy than the classical 
bivalent one).

Parfit's ceasing to exist at the far end of the combined spectrum was supposed to be a 

consequence of the resulting person being identical with Greta Garbo at age 30 (call the latter 

Garbo 2). However, Cartwright claims that perhaps Parfit's first reason cited above149 for 
rejecting non-reductionism means that Parfit's ceasing to exist at some point along the 

spectrum 'is not a consequence of the identity of the resulting person with someone else, but 
only due to causes that happen also to have that effect. The surgeons might as well have 

been engaged in nothing other than Parfit's possible destruction' (1993, p. 264). If so, the 

disanalogy with the heap argument is only apparent: the obvious response would make both

(17) Pm v ~Pm □-» Pm 

and

(18) ~Pm v Pm □-» ~Pm

148 Williamson's symmetry condition is explained in his 1988 (pre-epistemicist) paper, 
'Bivalence and Subjunctive Conditionals' (Synthese, 75). Cartwright's paper was published in 
1993.
149 That the deep difference between life and death can't be accounted for by trivial changes.
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false, ~Pm v Pm fails, and so Pm is indeterminate; i.e. the statement that the resulting person 
is Parfit is neither true nor false, in the mth case.

But then, if the disanalogy is only apparent and the obvious response is not available (for the 

defender of determinacy) in the combined spectrum argument (construed as an argument for 
the indeterminacy in some circumstances of a person's simply ceasing to exist), the point that 
Cartwright emphasizes is that the issue would no longer be one about personal identity. If Pm 

is neither true nor false, what is indeterminate is not Parfit's identity but his existence. If Qm is 

read just as the denial of Pm, then in all cases the resulting person will be Parfit if it is 

anyone. Even if this point is granted to Cartwright, it is not clear that Parfit is forced to use the 

classical paradox of the heap in illustrating why his reductionist view is to be preferred to non- 
reductionism. For example, Parfit might construct an alternative sort of thought-experiment in 

which the indeterminacy of personal identity is illustrated by comparison with the standard 

type of colour spectrum sorites sequence. Perhaps it might then be claimed that one end of 
the colour spectrum represents Parfit's existence, and the other end represents Garbo's, and 

with in between shades, it is indefinite whether Parfit still exists or not. Perhaps this sort of 
analogy is not as graphic as Parfit's, which involves the classical paradox of the heap, but the 

point is that Parfit's analogy between the indeterminacy of personal identity and 

indeterminacy in the context of vagueness can be illustrated in different ways.

In any case, for the dialethist, analogously with (15) and (16), Pm is both true and false, hence 

although ~Pm v Pm is false, this does not show that Pm is indeterminate - rather it is a glut. 
But in those circumstances, the question still seems to be one about identity, not only about 
existence, contra Cartwright.

Finally, I want to return to the question of what the dialethist should say in the case of 'My 

Division', described above, in which Williamson's symmetry condition applies. In such a case, 
there is compelling evidence that A would be Lefty, i.e. that all their physical and 

psychological attributes would be qualitatively identical. Given the symmetry condition, there 

is also (equally good, and equally compelling) evidence that A would be Righty. It seems that 
the dialethist should then accept that A would be Lefty, and also accept that A would be 

Righty. A problem then arises, if we also both accept that identity is a one-one relation, and 
that identity is transitive.

For suppose one claims that A both would and would not be identical with Lefty (and that A 

both would and would not be identical with Righty). The dialethist might argue that this claim 

is compatible with rejecting the contradiction that A is both Lefty and Righty, for accepting the 

latter would violate the condition that identity is a one-one relation. However, if the dialethist 
also accepts the transitivity of identity, then if it is claimed that it is both true and not true that 
A would be Lefty, and also that it is both true and not true that A would be Righty, it follows
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(by transitivity) that the claim is being made that it is true that A would be Lefty, and that it is 

true that A would be Righty, which would violate the 'one-oneness' of identity after all.

Alternatively, if transitivity is accepted, the dialethist might claim that in these very special 
circumstances, the one-oneness of identity breaks down, and that A is both Lefty and Righty. 
This option seems very implausible to me, which is why I sketched the alternative view 
above, in which transitivity is rejected. But in any case, there is a clear choice facing the 

dialethist; either he should accept that identity is a one-one relation and reject transitivity, or 
accept transitivity and reject that identity is one-one.

It seems that Priest shows some sympathy for the former alternative, involving rejection of 
transitivity, in his (1991). At least, in that paper, he expresses sympathy for the view that the 
validity of the substitutivity of identicals in the form

a=b, Fa |- Fb

should be rejected, as a plausible approach to solving non-standard sorites paradoxes 

couched in the form of identity statements, rather than involving conditionals. However, he 

notes that rejecting this would have (1991, p. 296): 'all kinds of implications for the debate 

about the existence of fuzzy objects', and consequently does not want to fully endorse such 

rejection, in the absence of a detailed examination of the question, though he does think that 
such rejection has the 'right feel' about it. So although rejecting the substitutivity of identity as 

invalid would show how transitivity of identity could also be rejected (since if the former fails, 
it will not be a valid inference that A=B, B=C f- A=C), it might turn out, due to considerations 

about vague objects, that both ideas are implausible. If so, a dialethic treatment of personal 
identity would also appear to be implausible: and this, at least prima facie, would make a 
dialethic treatment of vagueness implausible too.

6.4: Summary

In this chapter, I argued that there are parallels between the debates about personal identity 

and vagueness, and in particular, that one's views about indeterminacy in the latter will be 

likely to be illuminating for the former debate. I began by introducing some main players from 

the former debate, and indicated the roles that they would be most suited for in the debate 

about vagueness, given their views on determinacy and indeterminacy. I then introduced the 

'determinacy thesis' in the context of personal identity (i.e. the idea that statements made 

about the diachronic identity of persons always have a 'determinate' yes or no answer). I 
pointed out that an alternative view of determinacy in the context of personal identity was 

possible: a dialethic one. My overall strategy was to use the context of personal identity as a
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test case for different conceptions of determinacy and indeterminacy. This primarily involved 

examination of Helen Cartwright's discussion of two of Derek Parfit's arguments against 
(bivalent) determinacy. I argued against Cartwright's 'obvious response' to Parfit's arguments, 
and concluded that although Parfit does not espouse any particular form of indeterminacy, 
and needs to take some explicit view on the issue, Cartwright does not show that (bivalent) 
determinacy is preferable to indeterminacy in the context of personal identity.

I conclude that indeterminacy of the sort that Michael Tye proposes has definite application in 

the context of personal identity, e.g. in providing a means to escape the conclusion of 
Goodenough's 'Subtraction argument' against Parfit, and as a way of explaining higher-order 
indeterminacy in this context. Tye's indeterminacy is therefore more progressive as a 

research programme than the two determinist programmes considered here. This conclusion 

is consistent with the idea that, as 1 have argued in previous chapters, determinacy has not, 
pace Williamson, been shown to be preferable to indeterminacy in the context of vagueness.
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Conclusion

Upon distillation of the foregoing discussion, it emerges that Williamson employs a three- 
stranded approach in his defense of the epistemic view of vagueness, 'Strand one', perhaps 

the major part of his argumentative strategy, is concerned with the negative task of 
highlighting the shortcomings of other main views about vagueness. This task is of 
paramount importance for Williamson, since the epistemic view has been widely regarded 

as very counter-intuitive. In these cases, Williamson generally concludes that epistemicism 

is not so far behind the rest of the field as might have been imagined. Arguments in 'strand 

two' are concerned with attempting to provide epistemicism with independent support. In 

these cases, Williamson concludes that epistemicism is far superior to its rivals. Lastly, in 

'strand three', Williamson argues that certain problems that seem to arise for the epistemic 

theory are indeed problems, but concludes that the other theories of vagueness are no 

better placed to solve them than is epistemicism. So epistemicism fares no better or worse 

in these cases than other theories.

The arguments of this three-stranded approach, were they to be accepted, would bring 

about a different state of equilibrium amongst theories of vagueness, to that which existed 
before Williamson's ingenious defense of the epistemic view. In contrast to the situation 

before his defense arrived on the scene, when epistemicism was widely dismissed as 

obviously wrong, strand one serves to level the playing field to a great degree. Strand two 

would then reinforce these changes in the balance between the different theories, tipping 

the scales further in the direction of epistemicism. Finally, strand three would then be 

neutral, and leave the apparent overall gains that epistemicism had made over the other 
theories untouched, serving neither to tip the scales further in favour of epistemicism nor 

against it.

My strategy in response to Williamson's three-stranded approach here has first of all been 

to agree that his first strand does succeed somewhat in levelling the playing field in favour 
of epistemicism. Strand one cannot be completely convincing though, since there are other 
non-epistemic theories that Williamson does not discuss. However, I also agree with many 

other philosophers that we should resist the temptation of moving towards epistemicism, 
since I think that the positive proposals of strand two that Williamson makes are not 
compelling, and strand three is neutral between epistemicism and the status quo.

For example, I think Williamson succeeds in his (strand one) arguments against many other 
theories that espouse indeterminacy, in relation to e.g. their inability to do justice to higher 
order vagueness, and for their inability to provide a non-epistemic account of their own 

operators used in vague contexts, like 'definitely'. However, I also point out that where the 

theories that Williamson criticises in strand one are vitiated, other non-epistemic theories
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are waiting in reserve which promise to succeed where Williamson showed that the other 
non-epistemic theories failed. For instance, I indicated that Michael Tye's semantics of 
vagueness does not make the mistake of adopting a classical, bivalent metalanguage. 
Williamson rightly criticises other non-epistemic theories for making this mistake, since 

such a bivalent metalanguage causes problems for these theories regarding higher-order 
vagueness. Another non-epistemic theory is presented by Diana Raffman; her theory is 

non-epistemic, and posits no sharp boundaries regarding our application of vague 

predicates in borderline cases, yet is orthodox in that it does not involve rejection of 
classical logic or disquotational principles about truth.

Williamson's main argument in strand two involves his explanation of why we cannot know 

the location of the sharp boundaries posited by epistemicism. This explanation, as was 
seen in chapter three, involves the notion of a margin for error, of which there are different 
possible formulations. The sort that Williamson prefers appeals to limitations in our ability 

for conceptual (rather than perceptual) discrimination. I argued that there is a gap in 

Williamson's argument for his preferred margin for error principle: if I am correct, his stated 

argument for the latter is invalid, and must be revised. This task is important not just in 

order for Williamson's theory to be in a position to explain our ignorance regarding the 

location of first-order sharp cut-off points in borderline cases of the application of vague 

predicates, but also regarding higher-order boundaries relating to higher-order vagueness. I 
suggested a way in which Williamson's argument here could be revised, which would 

provide epistemicism with at least some of the independent support that it badly needs.

However, even this would still not be a direct argument for the existence of sharp semantic 

boundaries, and Williamson is then forced to turn to other indirect arguments to make it 
plausible that such boundaries actually exist. I then argued that these arguments are 

uncompelling; e.g., contrary to Williamson's account, classical logic and semantics are not 
as well integrated with well-confirmed theories in other domains as he suggests. I looked at 
perhaps the clearest example of a well-confirmed theory in another domain that we have; 
that of quantum mechanics. Bivalence is certainly not well integrated into this area of 
enquiry, even on perhaps the most sympathetic interpretation (for Williamson's purposes) 

of quantum mechanics.

I pointed out that a more moderate realist than Williamson could adopt instrumentalism in 

the context of quantum mechanics. Endorsing realism in one domain of enquiry need not 
commit one to realism in other areas. However, instrumentalism does not seem to be a 

position that Williamson can adopt. He wants to argue that bivalence is well integrated with 

well-confirmed theories in other domains. Since giving up bivalence in the context of these 

theories would be counter-intuitive, this is supposed to make it harder to give up bivalence 

in the context of vagueness. This in turn is supposed to offset the initial counter
intuitiveness of the sharp semantic boundaries posited by the epistemic view. Although this
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does not mean that he is committed to bivalence everywhere, quantum mechanics is the 

paradigm of a well-confirmed theory. It seems that if there is any domain other than that of 
vagueness where bivalence ought to apply, it is here. But if quantum mechanics does not 

constitute a domain of the sort that Williamson has in mind, then it is not clear what does.

I focused on strand three of Williamson's overall strategy in chapter four, where I 
considered more general questions concerning the normativity of meaning, and the debate 

between realism and anti-realism concerning the so-called 'paradox of knowability1. Here, I 
agreed that Williamson is correct in that no special problem has been shown to arise for 
epistemicism, which would show it to be at a disadvantage compared to other theories of 
vagueness. It was seen that Williamson defends constructivist logic against the paradox of 
knowability, but since he views revision of classical logic as unacceptable, this is not a point 
in favour of anti-realism, in his view. However, it emerged that dialethism may also be able 

to withstand the paradox. Although the latter also has links with anti-realism (at least 
Priest's version does, in his adoption of a teleological theory of truth); from the point of view 

of the vagueness debate, it is a determinist type of theory, as is Williamson's. That is to 

say, in borderline cases, there will be a determinate fact of the matter as to whether the 

predicate in question applies or not. It is just that with dialethism, in borderline cases, rather 
than being bivalent whether the predicate applies, it may be true but also false that it does. 
This led me to a general discussion of dialethism, in chapter five. It was found that the 

question of whether the main connective of the T-scheme is contraposible has importance 

for another of Williamson's strand one arguments; his reductio argument that counter
examples to bivalence in the context of vagueness lead to (classical) contradiction. 
Williamson just assumes without argument that the T-scheme connective is contraposible; 
but this is a controversial assumption in the context, since his reductio argument relies on 

it. Further, Williamson begs the question against indeterminist views such as Tye's, in 

tacitly presupposing that the sort of indeterminist position that is put forward for reductio 

(i.e. in which some vague utterance is neither true nor false) is the sort which assumes a 

bivalent metalanguage. I pointed out that Tye's indeterminist position can evade 

Williamson's reductio argument.

Finally, in chapter six I considered a test case for various sorts of indeterminacy and 

determinacy, involving the debate about personal identity, I argued that there are parallels 

between the debates on vagueness and personal identity, which mean that conclusions 

drawn in one debate are likely to have consequences for the other. Bivalent determinacy in 

the context of personal identity seems implausible, since if it is claimed that identity is 

unanalysable, (as for example simple theorists claim) then there does not seem to be any 

way in which we can explain why we cannot know the location of sharp boundaries between 

(borderline cases of) one person's continued existence and the existence of another person. 
For example, no margin for error principle seems possible for such a theory of personal 
identity. In a parallel fashion, Williamson's epistemicist claim, that meaning may supervene
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upon use in an unsurveyably chaotic way, seems tantamount to claiming that the 

supervenience relation is unanalysable. It is no surprise therefore, that there was a gap in 

Williamson's argument for his preferred margin for error principle, since it draws on this 

(apparently) unsurveyable connection between our overall use of a vague term and that 
term's meaning.

By and large, given the overlap between the two debates, problems (or advantages) for a 
form of determinacy or indeterminacy in one debate are likely to mean that the parallel 
conception in the other will also face similar problems (or have similar advantages). 
Regarding the possibility of adopting a dialethic treatment of personal identity (or 
vagueness), I argued that such a treatment (in either context) seems implausible. In the 

context of personal identity, a dialethic treatment involves either giving up the transitivity of 
identity whilst retaining the one-oneness of identity, or rejecting the latter and accepting the 

former. Due to the overlap between the two debates, it is likely that a dialethic treatment of 
vagueness will face similar sorts of problems. However, Tye's indeterminacy is more 
plausible in the context of personal identity than the determinist alternatives just mentioned, 
given the applications that the former has in that context. Again, this conclusion parallels 

the conclusions which I had already reached directly in the context of vagueness, regarding 

the juxtaposition of Tye's indeterminacy and epistemicism.
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