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Abstract

The research presented in this thesis is an attempt to tackle the problem

of trust in classifications using Sum-Product Networks. A method of gaug-

ing the reliability of a classification through perturbing model weights using

Credal Sum-Product Networks and creating a metric in the form of robust-

ness to represent this is presented and demonstrated empirically to be of use

in this context. We propose a practical use for this tool as a key component of

an ensemble Hierarchical Sum-Product Network model, formally define such

an approach and then empirically show that it can improve model accuracy.

Further to this, other possibilities for improving the accuracy in spn classi-

fications were investigated in the form of a novel modification, associating

weights with product nodes.

As with other probabilistic models, conclusions drawn from Sum-Product

Networks are often sensitive to small perturbations in the numerical param-

eters, indicating lack of statistical support. Background is provided on the

concept of Credal Sum-Product Networks, a class of imprecise probabilistic

graphical models that extend spns to the imprecise case. Detail is presented

of algorithms and complexity results for common inference tasks. We intro-

duce the concept of robustness as a metric for prediction reliability, obtained

1



2

through perturbing the weights of the spn within a credal using cspns. Ex-

periments are performed, using standard categorical datasets and a real world

case study, that show empirically that cspns can distinguish between reli-

able and unreliable classifications of spns. Thus robustness can be seen as

providing an important tool for the analysis of such models.

An extension of cspns to facilitate robustness analysis over datasets con-

taining continuous variables is achieved through altering the leaf nodes to

propagate density values. Experiments across several continuous datasets

are used to demonstrate that cspns are still an effective tool for measuring

model robustness, with conclusions made using categorical data continuing

to hold in the presence of continuous data. We introduce the concept of

adding weights to the children of product nodes in the base spn structure as

exponents to the value computed for each child. A number of methods for

calculating this method during the learning process are investigated along-

side methods of scaling such values. Some modest but limited potential is

observed for gaining accuracy at the risk of losing model explainability.

We then expand on our work on robustness measurements by investigating

their utility for deferring classification across an ensemble of classifiers. We

demonstrate that performance gains can be obtained with such an approach

in an ad-hoc hierarchical setting. From this, we develop a new method of

ensemble learning using spns through the systematic creation of a hierarchy

of learned classifiers. In testing time, this hierarchical approach defers the

classification of the ensemble model to the hierarchical layer deemed most

confident according to its robustness value computed by a cspn. A proof is

presented to show that our approach can only improve classification accuracy
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with respect to the initial classifier in the ensemble hierarchy. This proof is

given empirical weight through multiple experiments using a large selection

of standard categorical datasets. Further to this, the behaviour of the hier-

archical spn continues to be observed with variations to the number of layers

and strongest learners of the hierarchy. This approach is shown to be more

powerful than a number of state of the art ensemble-strategy competitors.
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mo chairde go léir fosta a chur spraoi i mo shaol fiú nuair a bh́ı mé róghnóthach.
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chun an tráchtas a chŕıochnú gan dul as mo mheabhair.

A special thanks is needed for Cassio who made the initial mistake of taking

me on. And for his guidance and collaboration through the years, especially over

long distance. His relaxed life philosophy did much to make each hurdle less

daunting and the conferences more fun. An equally special thanks is due of course
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1

Introduction

“Is fearr stuaim ná neart”

– gan ainm

From its beginning in the 1980s, the field of Probabilistic Graphical Mod-

els has been driven by the application of probabilistic methods in the attempt

to tackle the age old challenge of creating artificial human-like intelligence.

Since the time of Ancient Greece humans have imagined machines capable of

acting of their own will. This dreaming gave way to more serious inquiry with

the dawn of computing, and with it the fields of Artificial Intelligence and

Machine Learning in the latter half of the 20th century. Many approaches to

this question were explored over these decades but few made explicit use of

probabilities for denoting uncertainty in reasoning and those few successful

applications were seen as too limited in their flexibility and scalability. With

the combination of probabilities and a graphical representation of underly-

ing dependencies between variables came a resurgence in interest and the

probabilistic graphical model was born [Nilsson, 2009].

10



1. INTRODUCTION 11

A probabilistic graphical model is a graph based representation that com-

pactly encodes a complex distribution over a high-dimensional space. Spear-

headed by the Bayesian network, probabilistic graphical models were able to

represent more complex uncertainties than before by taking dependencies be-

tween factors1 in the distribution into account and avoiding the overemphasis

of certain of these factors which could reappear multiple times through such

causal relations. While not the first time graph structures had been used to

map probabilities, it would consolidate with a few other key developments at

the right time to make an impact. However, this approach while flexible and

interpretable was not without its flaws. When applied to complex tasks these

graph networks could quickly become so large as to make certain inference

tasks2 intractable to compute exactly [Darwiche, 2009, Koller and Friedman,

2009].

Various methods to approximate these inference tasks have been devel-

oped over the years in order to expand the capabilities of graphical models to

address larger, more complex problems. Some successes have also been made

through exploiting topographical properties of the underlying graph struc-

ture. Many event-level independences, dependency relationships that exist

for only certain realisations of variables, which take place in the model are

not captured explicitly in the graph structure of Bayesian networks but often

present within the Conditional Probability Tables associated with the graph

structure. This has lead some to design approaches more readily capable

1A factor is a smaller subset of probabilities the product of which obtains the overall
joint distribution.

2By inference task we refer to the process of using a trained machine learning algorithm
to make a prediction.
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of exploiting these topographical properties [Boutilier et al., 1996, Chavira

et al., 2006, Zhang and Poole, 1996]. This line of investigation would prove

important in the development of the models used in our work.

Other machine learning approaches such as neural networks have seen

substantial success in tackling complex problems and applications which

probabilistic graphical models still struggle to cater to efficiently [Schmid-

huber, 2015]. In spite of their success, these non-probabilistic approaches

have been critiqued due to their lack of a probabilistic interpretation and ex-

plicit modelling of the problems to which they have been applied [Darwiche,

2018, Pearl, 2019].

With overcoming inference intractability while retaining a probabilis-

tic interpretation as their motivation, two closely interrelated approaches

would arise. First, the arithmetic circuit which proposed a further graphical

structure to complement the Bayesian network [Darwiche, 2003] and then

the Sum-Product Network (spn) which proposed an entirely self-contained

graphical model, learned directly from the data, based on similar principles

to the arithmetic circuit, which allows for explicit representation of certain

event-level independences [Poon and Domingos, 2011]. This Sum-Product

Network allows for the computation of marginal inference in linear time to

the model’s size and can represent complex multidimensional distributions

while retaining a probabilistic interpretation that is missing in popular neural

network approaches. spns would prompt many variations over the years since

their development as well as accumulate a number of real world applications

ranging from scene recognition [Yuan et al., 2016] and robotics [Pronobis

and Rao, 2017] to speech and language modelling [Cheng et al., 2014]. It is
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within the context of this branch of probabilistic graphical models that the

work presented here is situated.

1.1 Enhancing Sum-Product Networks

As is the case with most probabilistic graphical models, Sum-Product Net-

works when presented with incomplete or scarce data may have difficulties

in learning a sufficiently generalisable model. In the real world of applying

machine learning to novel tasks, this is often the case and so if a model such

as the spn is to succeed as a practical choice rather than a theoretical cu-

riosity then it must be able to demonstrate its reliability. Sectors which can

make use of machine learning will be sensitive to the use of tools which they

cannot fully trust. The ability to measure just how reliable a model is, a con-

cept we define as robustness, has previously been explored in the context of

other probabilistic graphical models. Imprecise probability models, designed

to tackle inherent factors in machine learning such as noisy data or mistaken

expert learning, have been proposed as methods of achieving an analysis of

model robustness and applied to Bayesian networks [Cozman, 2000]. Such

an approach adapted for the purpose of analysing Sum-Product Networks

has the potential to bear fruit.

Considering that probabilistic graphical models must compete for recog-

nition in a busy field of diverse machine learning algorithms, it is worthwhile

to explore varied ways of wringing further potential out of the existing mod-

els. As has been mentioned, models with underlying graph structures have

often achieved increased accuracy through the exploitation of the topology
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of their graph structure. Having an interpretable graph structure like other

graphical models, the Sum-Product Network could possibly see some po-

tential benefits with decisive and intuitive adjustments to this topological

structure.

Another powerful set of approaches to dramatically improve inference in

a model comes from the field of ensemble learning. Central to this field is

the idea of combining multiple weak learners into a single and more potent

ensemble learner [Sagi and Rokach, 2018]. However, in order to do this many

methods pre-learn their ensemble model with training data before applying

it to unseen data. But this is not the only solution and by fully relying on the

training data it runs the risk of overfitting and thus not achieving the best

combination of its component parts. It is possible that, through the utili-

sation of imprecise probability models, an ensemble Sum-Product Network

could be fashioned in testing with its choices informed by robustness analysis

which could be obtained in real time thus tailoring each ensemble model to

suit new data as it is encountered. Such an approach would be dependent

upon first demonstrating a correlation between model robustness and model

accuracy but if effective it could have potential for many real world applica-

tions requiring strong and flexible predictive power with minimal learning.

With these ideas and intuitions in mind, we explore a number of meth-

ods by which the performance of Sum-Product Networks might be enhanced.

Examined first is the potential to be gained by extending Sum-Product Net-

works to the imprecise case and its use in measuring initial model robustness

while attempting to demonstrate this capability empirically. We then seek

to ensure that these findings hold true for all types of input data as well as
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analysing the improving potential of adjusting model structure. Finally, we

aim to implement an ensemble learner for Sum-Product Networks which ex-

ploits our findings to their fullest and demonstrate any improvement through

comprehensive experimentation.

1.2 Research Objectives

Here we lay out a formal series of research questions and sub-questions which

define the objectives and course of the investigation:

� Can credal sets of Sum-Product Networks provide a measurement of

the reliability of spn classifications over discrete variables?

– Does this measurement provide a better metric than possible al-

ternatives?

– Does a high measurement of robustness correlate with correct clas-

sification?

– Do the observations hold in the case of a real world problem with

scarce data?

– Do the observations hold for instances with continuous variables?

� Does the addition of weights to the children of Product Nodes in a

Sum-Product Network lead to a change in SPN accuracy?

– Does the means by which such weights are calculated have an

observable effect on model accuracy?

– Is this effect a positive outcome?
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� Is the measurement of reliability provided by Credal spns capable of

discriminating between reliable and unreliable predictions?

– Is it possible to utilise this measurement of robustness in an en-

semble learning method for spns?

– Can such an ensemble method improve the accuracy of spn clas-

sifications?

– Does the accuracy of such a model compare favourably to viable

alternatives?

1.3 Structure

The thesis is divided into a number of chapters. Chapter 2 presents the

background work which has brought the field, as it relates to our work, to

its current stage. The background of inference and its limitations in proba-

bilistic graphical models is introduced alongside an overview of Sum-Product

Networks from a research and applications perspective. The separate back-

grounds of imprecise probability models and ensemble models are also ex-

plored. This is then followed in Chapter 3 by a detailed introduction to

the theory underlying the Sum-Product Network to provide the necessary

foundation for the work presented in later chapters. Chapter 4 presents the

theoretical background of Credal spns, a method for utilising these mod-

els to measure classification robustness and a discussion of empirical results

obtained. In Chapter 5 the analysis of Credal spns as a method for measur-

ing robustness is extended to datasets containing continuous variables. The
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chapter then discusses the possibilities of adding weights to Product nodes

in the spn structure and analyses the effects of such weights using a range of

possible calculations. Chapter 6 then builds upon the findings pertaining to

model robustness and explores how such a method can be used practically

as part of an ensemble learning model to increase overall accuracy. The em-

pirical results comparing this ensemble method against other state of the art

competitors are discussed in the final section of this chapter. Finally, the

results and outcomes of this investigation are assessed in Chapter 7 against

the objectives presented and we discuss the consequences and future of this

research.
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1.4 Publications related to the thesis

Some of the work presented here includes content which has appeared previ-

ously in a number of publications undertaken over the course of the investi-

gation. These include the following:

Peer Reviewed Journal Papers

� “Robustifying Sum-Product Networks”, Denis Deratani Mauá, Diar-

maid Conaty, Fabio Gagliardi Cozman, Katja Poppenhaeger, and Cas-

sio P. de Campos. In International Journal of Approximate Reasoning

101 (2018): 163-180.3

� “A Hierarchy of Sum-Product Networks using Robustness”, Diarmaid

Conaty, Jesús Mart́ınez del Rincon, and Cassio P. de Campos. In

International Journal of Approximate Reasoning 113 (2019): 245-255.4

Conference Papers

� “Cascading Sum-Product Networks using Robustness”, Diarmaid Conaty,

Jesús Mart́ınez Del Rincon, and Cassio P. de Campos. In International

Conference on Probabilistic Graphical Models, pp. 73-84. 2018.4

� “Robustness in Sum-Product Networks with continuous and categori-

cal data”, Rob de Wit, Cassio P. de Campos, Diarmaid Conaty, and

Jesús Mart́ınez del Rincon. In International Symposium on Imprecise

Probabilities: Theories and Applications, pp. 156-158. 2019.5

3Corresponds to work presented in Chapter 4
4Corresponds to work presented in Chapter 6
5Corresponds to work presented in Chapter 5
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Literature Review

“Is trom an t-ualach an t-aineaolas”

– gan ainm

2.1 Probabilistic Graphical Models

Probabilistic graphical models such as Bayesian networks and Markov net-

works allow for the compact specification of uncertain knowledge through

a graphical language that represents variables as nodes and dependences as

graph connectivity [Darwiche, 2009, Koller and Friedman, 2009]. They arose

in the 1980s with the growing acceptance of probabilistic methods for han-

dling uncertainty, which had fallen out of fashion in the years prior. This

happened in part because of a belief that human reasoning does not rely

on probability calculations and that any AI approach should base itself on

human methods of reasoning [Koller and Friedman, 2009]. The development

of Bayesian networks by Judea Pearl was a watershed moment in bringing

19
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probabilistic methods to the fore again [Pearl, 1988]. Building on the pre-

sumption that “human intuition invokes some crude form of probabilistic

computation” [Pearl, 2006], he presented the key insight that these prob-

abilistic beliefs had causal links to other beliefs and that this could be ex-

pressed through a graphical structure in simplified form compared to previous

methods of representation [Nilsson, 2009].

This ground breaking work was complemented that same year by the

demonstration of an innovative new approach to uncertainty in expert sys-

tems by Lauritzen and Spiegelhalter. Through exploiting decomposable

graphical representations of the joint probability distribution they proposed

efficient methods for performing inference tasks such as computing marginals

over arbitrary network structures. Their influential paper was recognised as

tying together both the role of structural models in statistical analysis as

well as the role of probabilistic methods in expert systems [Lauritzen and

Spiegelhalter, 1988]. As research progressed it was clear that not only does

this graphical approach facilitate knowledge elicitation and communication,

but it is key to achieving efficient inference by computing probabilities in-

duced by the model.

The topology of the induced graph structure was shown to be of key

importance for efficient computation. While a compact representation of

knowledge, it could easily become too complex for efficient inference except

in small cases. The general problem of inference in Bayesian networks has

long been shown to be NP-Hard [Cooper, 1990] with specific cases such as

marginal inference in Bayesian and Markov networks shown to still be #P-

hard computation problems even in many restricted cases [Roth, 1996]. How-
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ever, networks of low treewidth, roughly meaning that their graphs resembles

trees, admit polynomial-time inference [Dechter, 1999, Lauritzen and Spiegel-

halter, 1988] and are necessary conditions for efficient inference in arbitrary

instances [Kwisthout et al., 2010].

Moreover, many of the most popular approximate inference algorithms

are based on passing messages through the graph structure described as be-

lief propagation or sum-product message passing. The properties of these

algorithms are known to depend heavily on the graph topology. As an exam-

ple, Bayesian and Markov networks can be represented in the form of factor

graphs which can then be used in conjunction with these approximation algo-

rithms to carry out inference tasks [Kschischang et al., 2001]. But while these

approximation algorithms can be powerful when applied to such graph struc-

tures, whether or not a sum-product message passing algorithm can converge

over a given graph will depend mainly on the graph topology [Wainwright

and Jordan, 2008].

On the other hand, properties of these structures can also be utilised to

improve inference performance. For instance, by exploiting the relationship

between fixed points in belief propagation on a factor graph and stationary

points within a Bethe approximation, Yedida et al. were able to propose a

generalised belief propagation algorithm which improved upon accuracy of

standard belief propagation [Yedidia et al., 2005]. Thus graph topology can

be both a limiting factor and a source of further gains.

In spite of the expressive structure of Bayesian networks, many event-

level independences are not properly captured by this graphical representa-

tion. As Bayesian networks represent each variable with a single node and
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the independence relationship between these varaibles as graph edges, any

independences which occur, not at the variable level, but in the confines of

specific events are not encoded in this graph. These are variously called lo-

cal structure [Chavira and Darwiche, 2005], causal independence [Zhang and

Poole, 1996] or context-specific independence [Boutilier et al., 1996]. For

each node of a graphical model there exists a Conditional Probability Ta-

ble (CPT) which specifies the conditional probabilities associated with that

node [Koller and Friedman, 2009]. It is here that further properties of the

distribution, not encoded in the global graphical structure, can be observed

and often exploited to improve efficiency of inference. This line of investiga-

tion in Bayesian networks would prove important in the later development

of Sum-Product Networks.

Causal independence is the earliest form of local structure to have been

exploited in inference algorithms. The concept dates back to the introduction

of the noisy OR-gate model in 1961 [Good, 1961] and formalised as a general

concept by Heckerman in 1993 [Heckerman, 1993]. In simple terms it refers

to such cases where an effect has multiple independent causes contributing

to it. This can result in many permutations and a large number of repetitive

computations. Zhang and Poole were able to exploit these causal indepen-

dences by factorising conditional probabilities and increasing the efficiency of

inference [Zhang and Poole, 1996]. Still in the context of Bayesian networks,

Chavira and Darwiche demonstrate that the number of edges in the over-

all graphical structure could be greatly reduced by exploiting forms of local

structure [Chavira and Darwiche, 2005]. The achieved this through compli-

mentary approaches of encoding determinism and collapsing indistinct CPT
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parameter variables into one another to simplify the Conjunctional Normal

Form encoding of the network.

Distinct from causal independence, we have context-specific independence

(CSI) wherein certain independence relationships exist only under specific

assignments of the variables involved. First proposed by Boutilier et al, it

is based upon the observation that among the parameters calculated in a

specific node’s CPT there are often cases where one binary parent variable,

among several, overrules the others in defining the parameter value, under a

certain assignment for the overruling parent variable [Boutilier et al., 1996].

However, under a different assignment for this overruling parent we find that

the rest of the parent variables now have an effect on the parameter out-

come. Thus it can be said that the child variable is contextually independent

from the other variables as it is functionally independent in the context of

certain assignments of the overruling parent. Methods to speed up inference

were proposed, such as decomposing the structure of the network in order to

improve clustering performance, as well as making a case for tree representa-

tions of the CPTs for more compact representation and the making explicit

of CSI relationships in the CPT.

In all these cases the standard representation as a Bayesian network or

Markov network hides away these event-level independences inside the con-

ditional probability table or factor. However, as we can see, despite the fact

that such event-level independences are “hidden” in the representation, they

can still be harvested to speed up computations. There have been many

varied approaches proposed to achieve this including the quickscore algo-

rithm [Heckerman, 1989], combining causal independence with hidden vari-
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ables [Takikawa and D’Ambrosio, 1999], value elimination [Vomlel, 2002],

exploiting implied deterministic information [Bacchus et al., 2003], weighted

model counting [Larkin and Dechter, 2003], algebraic decision diagrams [Sang

et al., 2005] and treating CPTs as tensors to be decomposed [Vomlel and

Tichavský, 2014]. However, these methods still must contend with the fact

that Bayesian networks were not created with event-level independences in

mind. The later explicit representation of the context-specific independences

in the structure of Sum-Product Networks would be a major factor in its

expressiveness as well as its compactness.

We have seen how probabilistic graphical models like Bayesian networks

provide a valuable way of encoding independences over random variables

and are an intuitive method for representing knowledge but struggle when it

comes to key inference tasks. This would put them at a disadvantage when

competing with other state of the art approaches like neural networks which

provide very powerful inference without encoding a graphical representation

of the probabilistic relationships between variables at play. The contempo-

rary success of neural networks has led many researchers to look for new

ways of approaching inference in Bayesian networks and other PGMs to im-

prove performance while still representing knowledge associated with the task

in a model-based approach and providing a probabilistic interpretation of a

problem.

One such avenue for inference in Bayesian networks was spearheaded by

the work of Adnan Darwiche on subsets of negation normal forms (NNF)

such as decomposable NNFs (DNNF) [Darwiche, 1999] and later network

polynomials and deterministic DNNFs [Darwiche and Marquis, 2001] which
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paved the way for the arithmetic circuit. This was a graphical representation

of a Bayesian network’s network polynomial, itself a multivariate factored

polynomial compiled from the network. This approach created a framework

which takes two passes of the polynomial for each piece of evidence allowing

then for constant time responses to various inference tasks once the second

pass is complete and all partial derivatives computed [Darwiche, 2003]. An

efficient method for learning a Bayesian network with arithmetic circuits di-

rectly from data was produced by Lowd and Domingos [Lowd and Domingos,

2012] and then taken further to learn Markov networks with arithmetic cir-

cuits by Lowd and Rooshenas [Lowd and Rooshenas, 2013]. This method was

presented with a view to exploiting its simple encoding of Bayesian networks

in a cost-effective manner on various software and hardware platforms but

it would also heavily influence our chosen probabilistic method, the Sum-

Product Network.

2.2 Sum-Product Networks

Sum-Product Networks (spns) are a class of precise probabilistic graphi-

cal models introduced by Poon and Domingos in 2011 Poon and Domingos

[2011] which allow for the explicit representation of context-specific indepen-

dences. As a deep architecture utilising layers of hidden variables it would

be expected that inference would be intractable, especially as further layers

are added to the structure [Bengio, 2009]. However, in the case of SPNs

inference is always tractable if certain general conditions are met and expres-

siveness is increased with added layers without losing this tractability [Gens
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and Domingos, 2013]. The internal nodes of an spn perform weighted sums

and multiplications, while the leaves represent variable assignments. The

sum nodes can be interpreted as layers of latent variables, while the prod-

uct nodes can be interpreted as encoding the context-specific probabilistic

independences. The spn is defined recursively in this manner and as such

consists of smaller spns with a univariate distribution as the base case. Thus

spns can be seen as a complex class of mixture of univariate distributions

with tractable inference [Gens and Domingos, 2013, Peharz et al., 2016, Zhao

et al., 2015]. They can also be viewed as mixture models with the sum nodes

representing mixtures over subsets of variables and product nodes represent-

ing mixture components [Poon and Domingos, 2011].

In terms of complexity, as we have already discussed, marginal inference

in Bayesian networks and Markov networks requires #P-hard effort to com-

pute Darwiche [2009]. However, spns allow marginal inference computations

in linear time in their size [Poon and Domingos, 2011]. With efficiency of

inference being tied to the size of the model it is interesting to note also that

spns are inherently able to exploit context-specific independences to achieve

a more compact structure. While the tractability of this task of marginal

inference does indeed make spns quite formidable in terms of performance,

for the inference task of maximum a posteriori (MAP) or most likely expla-

nation (MPE) it is a different story. The NP-hardness of this task in spns

has been proven including for cases of approximation [Conaty et al., 2017,

Peharz, 2015].

spns are also known to be closely related to arithmetic circuits, partic-

ularly when constrained in a way which ensures that the distributions they
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represent are valid. Both of these approaches allow for marginal inference in

the size of the circuit. It could be said that an spn encodes an arithmetic

circuit whose evaluation produces a marginal inference. In the other direc-

tion an spn can be seen as an arithmetic circuit compiled without enforcing

the property of determinism wherein each sum node must have no more than

one non-zero input when being evaluated [Choi and Darwiche, 2017]. In fact

one can be converted into the other in linear time and space [Rooshenas

and Lowd, 2014]. To differentiate more clearly between the two, Gens and

Domingos re-stated spns as complex mixture distributions [Gens and Domin-

gos, 2013]. Here they stated that any univariate distribution is in itself an

spn. Any weighted sum of spns of the same scope with non-negative weights

is also an spn. And finally that any product of an spn with disjoint scopes

is an spn. The properties and definitions relating to spns will be explored

in more detail in Chapter 3.

2.2.1 SPN Applications

As a result of their ability to represent complex and highly multidimensional

distributions, while still enabling linear time marginal inference, spns have

become increasingly popular and competitive in a number of machine learn-

ing applications, including some which have long been the domain of the

neural network. These have ranged widely, from robotics to language mod-

elling to simple data analysis in medical contexts.
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Image completion and classification

The first of these applications was the task of image completion which was

used as proof of concept by Poon and Domingos when introducing spns for

the first time [Poon and Domingos, 2011]. Here they applied their generative

spn to an image completion problem of occluding half of an image before

reconstruction using existing Caltech-101 and Olivetti datasets [Li Fei-Fei

et al., 2004, Samaria and Harter, 1994]. They evaluated the capabilities of

spns by comparing them to deep belief networks (DBNs), deep Boltzmann

machines (DBMs), principal component analysis (PCA) and nearest neigh-

bour (NN). When comparing mean squared errors on completed image pixels

it was found that spns outperformed all other state of the art approaches

by a wide margin across all datasets. The closest competitor to the spn

was PCA which the authors reported as producing noticeably more blurred

images despite a more impressive mean squared error than other methods.

Dennis and Ventura would repeat these experiments using a new clus-

tering architecture which learned more of the spn structure from the data

itself, in a manner that finds subsets of variables that are highly dependent

on one another before combining them under a set of latent variables [Dennis

and Ventura, 2012]. In this way they ideally capture and represent more of

the dependences between them. Once again the Caltech-101 and Olivetti

datasets are used alongside an artificial dataset generated by themselves and

a randomly shuffled variation of the Olivetti dataset. Their results showed

that, for Caltech-101 and Olivetti, while the initial fixed spn achieved a bet-

ter log-likelihood over the training set, the cluster method achieved a better
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log-likelihood over the test set as well as mean squared error. On the artificial

and shuffled datasets, the cluster method outperformed across all metrics.

Peharz et al. proposed a greedy bottom-up algorithm for learning the

structure and parameters of spns by merging models of small variable scope

into larger more complex models guided by a dependence test [Peharz et al.,

2013]. Once again they applied their method to the Olivetti dataset and

compared it to both the Poon and Domingos and Dennis and Ventura meth-

ods. In their comparisons they saw that while their approach performed

quite similarly to the other two, their merge method often generalised better

to the task and seemed to be more robust against overfitting with the highest

log-likelihoods over the test set of any approach.

More recently, Butz et al. applied their Deep Convolutional spn to the

problem of image completion using the Olivetti and Caltech-101 datasets as

well as the problem of image sampling. [Butz et al., 2019]. They defined a

set of conditions for convolutional neural networks which define valid spns

and could be implemented using augmented tensors while retaining its prob-

abilistic properties. In experimental comparisons they demonstrated that

their model resulted in much lower mean squared error over the Olivetti and

Caltech-101 datasets than the spns employed by both Poon and Dpmingos

and Dennis and Ventura.

Another early application of spns was in simple image classification. Gens

and Domingos proposed a discriminative alternative to the original Poon and

Domingos learning algorithm using an efficient backpropagation inspired al-

gorithm [Gens and Domingos, 2012]. This approach allows for a wider variety

of architectures than the original generative spns and allows for greater flex-
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ibility when dealing with larger numbers of features making it more suited

to the task of image classification. The standard classification benchmark

datasets of CIFAR-10 and STL-10 were used to test this approach against

other state of the art methods. It was found that a discriminative spn could

achieve higher performance using half as many features as the next best

approach. On both datasets the discriminative spn achieved the highest

accuracy levels yet recorded at the time.

Rather than simply classifying an image it is also possible to segment it

into component parts. This has many uses and one case where it has been put

to work through the use of spns is in segmenting retinal scans for the purpose

of detecting, assessing and monitoring certain retinal diseases. Rathke et al.

utilise spns to find the optimal combination of regions and modification and

use the spn structure to combine them into a final segmentation capable of

highlighting local pathological regions [Rathke et al., 2017].

In a similar vein to image segmentation, spns have also been applied to

the problem of scene understanding. Here the aim is to label a scene image

pixel by pixel into a given class while also segmenting the image into the

multiple objects which comprise the scene. In their work Yuan et al. apply

spns to the spatial layout modelling task of this problem and for their purpose

design a new architecture they call Multiscale spns Yuan et al. [2016]. Here,

the MSPN models the joint probability of multiscale, rather than single unary

potentials (a means of representing the relationship between local features

and labels), and image-level labels. This approach is designed to model

the spatial layouts of the image content in a hierarchical way. In doing

so it models the correlations between adjacent patches within a the scene
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image and integrates them via the sum nodes into larger regional patches.

Experiments were performed testing this approach against the state of the

art over the MSRC-21 [Shotton et al., 2009] and SIFT Flow [Liu et al., 2009]

datasets. Their MSPN was found to perform better than other methods

while also achieving a simpler time complexity.

One existing framework for dealing with the problem of scene recognition

is Attend-Infer-Repeat (AIR) Eslami et al. [2016] which models the appear-

ance of individual objects in a scene. However, inference over this model

is highly intractable. Stelzner et al. approach this and attempt a solution

through the application of spns to this framework by replacing the variational

autoencoders used to represent objects with spns to form a new framework

they dub SuPAIR [Stelzner et al., 2019]. The exact and efficient inference of

spns allows this model to treat object occlusion consistently and is robust

in the face of background noise. In experiments over the Multi-MNIST and

MNIST-digit AIR benchmark datasets it was found that SuPAIR models

were an order of magnitude faster to learn than AIR and achieved higher

accuracy overall.

Robotics

Related to problems of scene understanding we have spatial awareness tasks

that are crucial to the field of robotics. This is another sphere where spns

have been applied with some success. In their work Sguerra and Cozman as-

sessed the viability of using spns as image classifiers for the purpose of simu-

lating the choice of pilots in micro aerial vehicles such as quadcopters [Sguerra

and Cozman, 2016]. For such a task the speed of inference is crucial. Through
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combining spns with arithmetic circuits in certain cases, they were able to

demonstrate that once learning is complete, inference is tractable enough to

be viable for the task.

Key to the field of robotics is the modelling of the environment that sur-

rounds the robot and in their work, Pronobis and Rao utilise spns as part of

a framework for learning a single universal model of the spatial environment

in a single joint distribution rather than combining a series of models [Prono-

bis and Rao, 2017]. Their approach was able to tackle a range of relevant

inference tasks and with better performance than state of the art alternatives

like SVM and Generative Adversarial Networks. Pronobis et al. would go

on to further this research and integrate their spn based Deep Generative

Spatial Model as a crucial component of their framework for representing

spatial knowledge about robot environments [Pronobis et al., 2017]. With

this in place they were able to build semantic representations of large-scale

environments.

Graph structured data is commonly found in the field of robotics where

robots exploring new environments build global semantic maps of their sur-

roundings. Zheng et al. propose their Graph spn method for bolstering

inference in tasks where dependencies between latent variables are encoded

as graphs [Zheng et al., 2018]. They were able to demonstrate that spns

outperformed existing Markov Random Field based models for this task.

Language and speech

Alongside image based problems, language- and speech-based are a common

application of spns. The first investigation into the suitability of spns for
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such tasks came with Chen et al. and their paper discussing the manner in

which its hidden layers are capable of modelling the complex dependencies

between words and the likelihood of words arising during automatic speech

transcription [Cheng et al., 2014]. They made comparisons with state of

the art methods like log-bilinear models, feedforward neural networks and

recurrent neural networks over the Penn Treebank Corpus with strong results

for spns.

spns were quite quickly applied to the more specific speech related task

of artificial bandwidth extension. Peharz et al. were motivated to use spns

for the purpose of completing missing high frequency parts of speech signals

after the promising initial performance shown for the task of image comple-

tion Peharz et al. [2014b]. Here they integrate the spn as observation models

within a hidden Markov model (HMM) to specifically model the temporal

evolution of the log spectrum of speech signals. This approach was shown

by them to be consistent and a significant improvement over state of the art

alternatives. In a more systematic study of representation learning for the

bandwidth extension task, Zöhrer et al. compared this HMM-SPN approach

to generative stochastic networks and other state of the art methods [Zöhrer

et al., 2015]. They found that HMM-SPNs obtained the most natural high

frequency reconstructions and that both methods enhance the content better

than the state of the art while also handling certain types of sounds more

realistically.

Sequence labelling, a type of structured prediction task that ranges in use

from speech recognition to handwriting recognition, has been successfully

solved by a number of methods, one of which is linear-chain conditional
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random fields (LC-CRFs). Ratajczak et al. extended this approach to make

use of spns by replacing local factors, which model the relationship between

input observations and output labels, with discriminative spns [Ratajczak

et al., 2014]. This extended model as applied to phone classification and

optical character recognition tasks with competitive results compared to the

state of the art. In a more recent paper they further expanded on this topic

by utilising discriminative spns, this time to represent higher-order input and

output dependent factors in higher-order LC-CRFs [Ratajczak et al., 2018].

By enabling the modelling of rich dependencies between several observations

and output labels they achieve a far more expressive model than common

practice. When tested over the same classification and recognition tasks as

before this HO-LC-CRF also performed competitively with other popular

methods such as hidden conditional random fields, large-margin GMMs and

conditional neural fields.

Activity Recognition

The task of activity recognition is an application to which spns were ap-

plied in their initial years. Amer and Todorovic attempted to utilise spns in

order to recognise complex activities with multiple actors and objects inter-

acting [Amer and Todorovic, 2012]. Using bags-of-words (BoW) to represent

visual words in the video frame the spn creates a mixture across these BoWs.

The product nodes of the spn structure encode particular configurations of

primitive actions whereas sum nodes encode alternative configurations of said

actions with each terminal node being represented by a BoW. This structure

is suitable for the task as it can encode exponentially large numbers of al-
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ternative arrangements compactly. In their experiments they validated their

approach and found that it performed better than state of the art competi-

tors using SVM or LDA based methods in terms of accuracy, precision and

recall over the VIRAT [Oh et al., 2011], UT-Interactions [Ryoo and Aggar-

wal, 2009] and KTH [Schuldt et al., 2004] benchmark datasets as well as their

own newly compiled dataset.

Wang and Wang proposed a new type of spn they termed a hierarchical

spatial spn for the purposes of modelling an action class as a flexible number

of spatial configurations of body parts [Wang and Wang, 2016]. In doing so

they introduced four application specific types of indicator nodes specifically

for product nodes with whose immediate children represent a pair of image

parts. These new indicator nodes would encode the spatial relationships be-

tween the image parts. A hierarchy of source image partitions were used to

simplify the overall spn structure being learned so that it would only con-

sider image part pairs which occur together in the same sub image. In their

comparisons with other basic spn structures they found that their approach

performed better over the Willow 7 human actions [Delaitre et al., 2009] and

Stanford 40 human actions [Yao et al., 2011] benchmark datasets for action

recognition.

In a later paper Amer and Todorovic would revisit their previous work to

expand their use of spns with BoWs for activity recognition with increased

emphasis on the counting grids which formed the BoWs [Amer and Todor-

ovic, 2016]. They explored the utility of relaxing deterministic constraints on

the graph connectivity and explicitly inferring the most probable graph struc-

ture. They then provided further experimental results which they believed
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their previous publication was lacking. Specifically, using the same bench-

mark datasets as their previous paper they examined the sensitivity of their

model to input parameters and number of training examples; they compared

valid spn graph structures to invalid structures; measured the performance

of supervised versus weakly supervised spn learning; and then attempted to

detect complex events in a particularly challenging TRECVID [Over et al.,

2011] benchmark dataset. Once again their approach of combining spns with

BoWs and counting grids outperformed state of the art methods in terms of

accuracy, recall and precision of activity detection.

Miscellaneous applications

spns have also been applied to a diverse range of other problems. Weizhuo

Li utilised spns alongside a Noisy-Or model for the purpose of ontology

matching, a task relating to ensuring semantic interoperability while building

the Semantic Web [Li, 2015]. Their GMAP framework use an spn to encode

similarities based on individuals and disjointness axioms before using MAP

inference to calculate the contributions. spns were chosen because of their

tractable inference and ability to represent context-specific independences.

In testing it was found to improve the overall precision in a complimentary

way with the Noisey-Or and perform competitively against top OAEI ranked

systems for matching quality.

Nath and Domingos built upon their own work in Relational spns Nath

and Domingos [2015] to propose a framework based on such an spn for au-

tomatically isolating bugs in computer systems [Nath and Domingos, 2016].

This Tractable Fault Localisation Model framework was capable of mod-
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elling a set of instances together, allowing each to influence the other and

thus model relations between objects while retaining tractable inference. In

their experiments they found their approach could isolate bugs more effec-

tively than previously used statistical methods as well as the widely used

TARANTULA approach.

Cognitive architecture is a means of modelling mechanisms underlying

human-like cognition. A recent development in this field is the Sigma cog-

nitive architecture which bases itself on graphical models. Joshi et al. were

able to show in their work that Sigma was capable of encoding any valid spn

and through an extension to the architecture it is possible for Sigma to solve

any valid spn exactly and tractably [Joshi et al., 2018]. They demonstrated

this over experiments dealing with probabilistic context free grammars.

Finally, a simple application of spns to other fields has been their use

by Butz et al. for studying the relationships between different kinds of soil

bacteria in a large scale study across more than 3500 diverse datasets [Butz

et al., 2018a]. The spn was used for conditional probability and MPE queries

alongside a Bayesian Network used for reading independencies in the data.

Using these models for their efficiency they were able to confirm relationships

known to hold in certain individual datasets as holding over thousands of

datasets paving the way for similar studies in other fields.

2.2.2 SPN Models

Since their introduction, spns have inspired a broad range of extensions,

generalisations and variations on the original architecture. These models
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enhance the capabilities of the spn in various ways to suit new domains by

adjusting one or more aspects of the model structure ranging from creating

new types of nodes to adjusting the constraints over model structure.

Quite a number of approaches attempt to introduce different types of spn

node to the model with the most influential approach being that of Factored

spns, coined by Stuhlmüller and Goodman, which acts as a representation

of a recursive probabilistic program [Stuhlmüller and Goodman, 2012]. This

Factored spn makes dependencies explicit between what are known as sub-

problems and mainly differ from standard spns by their inclusion of what

they term reference nodes, a type of leaf node which links the values of

other nodes across the structure. Another influential example which makes

adjustments to the leaf nodes is that of Poisson spns introduced by Molina

et al. which allow the spn to make use of univariate Poisson distributions

and thus model count data [Molina et al., 2017]. While these examples

look at types of leaf node, other approaches put Max nodes [Melibari et al.,

2016c], first introduced alongside the original spn, to new effect in the form

of decision nodes or add entirely new types of nodes to the structure such as

Quotient nodes [Sharir and Shashua, 2018], Gating nodes [Shao et al., 2019],

Variable nodes [Desana and Schnörr, 2020] and Utility nodes [Melibari et al.,

2016c]. Compared to leaf node variations, these more general kinds of nodes

have not had quite the same impact owing in part to their more narrow uses

as well as their relatively recent development.

Another impactful set of alternatives to the traditional spn has been ap-

proaches which adapt the constraints of the model structure being learned

over the data. In their work Molina et al. elaborate Mixed spns as an exten-
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sion of spns to hybrid domains by adding new conditioning and decomposi-

tion approaches tailored towards mixed models [Molina et al., 2018]. These

are provided through the use of the Rényi Maximum Correlation Coefficient

in both cases. Their approach also overlaps with the node based changes al-

ready discussed by using piecewise polynomial distributions in each leaf node

in order to approximate univariate distributions. The second method, that of

Selective spns by Peharz et al. [Peharz et al., 2014a], applies a constraint to

the spn they term selectivity but is also previously known as determinism in

an arithmetic circuit context [Darwiche, 2003]. This constraint allows each

sum node to have no more than one non-zero child for each possible input.

This makes the latent random variables associated with the sum nodes of

an spn a deterministic function of the observable random variables used as

input. This improves the ease with which maximum likelihood parameters

can be computed.

Other popular spn model variations have modified other aspects of the

internal spn structure. Merlibari et al. proposed the Dynamic spn as a gen-

eralisation of spns to deal with sequence data of variable length [Melibari

et al., 2016b]. To achieve this they made use of what they termed a template

network which could be stacked and repeated as many times as needed to

model the data sequences of any length required. Due to the linear inference

of spns these Dynamic spns thus posed an advantage over Dynamic Bayesian

networks. Relational spns proposed by Nath and Domingos generalise spns

to jointly model sets of instances, taking influence from Markov Logic net-

works [Nath and Domingos, 2015]. Classes are defined for the sets of objects

which specify the relations and attributes of the instances within the set.
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Through learning distributions over these classes it allows instances to influ-

ence each other’s distribution as well as model the relationships between these

objects. Zheng et al. proposed Graph spns as we saw previously to model

spatial knowledge for the field of robotics [Zheng et al., 2018]. Their approach

is similar in ways to the Dynamic spns in terms of its use of template spns

but is more influenced by Relational spns choosing to directly model each

output variable associated with a graph node and construct a template spn

structure for each specific graph instance rather than summarise multiple

variables with an aggregate as per RSPNs.

Aside from these more established spn variants altering internal struc-

ture other recent models such as Random spns [Peharz et al., 2018] and

Deep Convolutional spns [Butz et al., 2019, van de Wolfshaar and Pronobis,

2019] have been proposed, both of which seek to delve further into the un-

derdeveloped deep learning side of spns. Peharz et al. attempt to dispense

with typical requirements for the structure of spns in favour of a more deep

learning approach to learning spns in a randomised way while still achiev-

ing an interpretable model in the end. This RAT-SPN model demonstrated

performance similar to deep neural networks over some image classification

datasets. Meanwhile Butz et al. explored the relationship between convolu-

tional neural networks and spns as seen in Section 2.2.1.

Rather than adjust the internal workings of the spn there have been

other attempts made to combine spns with other existing tools as a com-

ponent in order to enhance performance. Examples of this include the LC-

CRF [Ratajczak et al., 2014] and HO-LC-CRF [Ratajczak et al., 2018] used

in sequence labelling as has been discussed previously. Another such model is
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the Autoencoder-Enhanced Sum-Product Network proposed by Dennis and

Ventura which uses an autoencoder alongside two SPNs which model the

variables being encoded and decoded by the autoencorder functions [Dennis

and Ventura, 2017]. We also see certain models not explicitly make use of

spns but still be inspired by the sum-product theorem which underlies the

spn model in the case of Compositional Kernel Machines proposed by Gens

and Domingos [Gens and Domingos, 2017].

2.3 Imprecise Models

Imprecision can easily occur in probabilistic models, as conditional proba-

bilities are learned from data which itself could be prone to noise or learned

from experts who are not infallible. Imprecise probability models have been

used to extend precise probabilistic models to accommodate the represen-

tation of incomplete and indeterminate knowledge [Augustin et al., 2014,

Walley, 1991]. They mainly differ from standard Bayesian approaches by

utilising sets of probability measures to represent this incomplete knowledge

rather than a single measure [Cozman, 2000]. The theory behind these con-

vex sets of measures have gone by a number of different names from credal

sets [Levi, 1980] to imprecise probabilities [Walley, 1991] to Quasi-Bayesian

theory [Girón and Ŕıos, 1980].

One example of such an imprecise model are credal networks which extend

Bayesian networks by allowing sets of conditional probability measures to be

associated with nodes in lieu of single conditional probability measures [Coz-

man, 2000]. Thus while in a standard Bayesian network each variable is
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associated with a conditional probability measure, that is dependent on the

variable’s parents, in a credal network these variables can also be extended

to include a probabilistic inequality which defines the set of measures. This

method of using sets of probability measures has long had a practical ap-

plication in robust Bayesian statistics where such sets are used to represent

perturbations in probabilistic models. The credal network first came into

being through the combination of these sets with acyclic graphs [Cozman,

2005].

This addition to representation power, however, comes at an increased

computational cost for inferences. Computing tasks generally in credal net-

works have been found to be NP-hard with the exception of two topology

dependent cases; tree shaped models under epistemic irrelevance and poly-

tree shaped models under strong independence [Mauá et al., 2014]. The best

exact and approximation algorithms for credal networks tend to only be used

in very small settings either having a significant problem in efficiency in the

case of exact inference or lacking any guarantee of accuracy in the case of ap-

proximate inference [Antonucci et al., 2013, de Campos and Cozman, 2007,

Mauá et al., 2012].

Given its properties as a probabilistic model related to the Bayesian

network and its explicit encoding of conditional probabilities in sum node

weights, attempting to extend spns to the imprecise case was a natural step.

The proposal of Credal Sum-Product Networks laid the theoretical founda-

tions for this imprecise extension of spns [Mauá et al., 2017]. Preliminary

tests using this model over an image classification dataset suggested an abil-

ity to distinguish between correct and incorrect classifications. This analysis
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was limited in scope but encouraging. No proposals had yet been made to

exploit this ability for gains in accuracy.

2.4 Ensemble Learning

In spite of their relative success, and on par with other probabilistic graphical

models, spns learned from data may generalise poorly for configurations of

the variables that do not appear often in training. Through overfitting or

underfitting in response to such data, such a model can easily find itself

producing unreliable and overconfident conclusions when applied to new and

unseen instances. This interplay between overfitting and underfitting is of

course one of the key challenges in machine learning.

One way in which these problems have been dealt with, in the case of

a number of other machine learning algorithms, has been through the use

of ensemble learning techniques. The approach of ensemble learning begins

by taking several base learners and then combining these individually weak

models into a composite strong learner which makes up for their individual

weaknesses. This amounts to a machine learning interpretation of the prin-

ciple of the wisdom of crowds [Sagi and Rokach, 2018]. As with crowds it

often achieves surprising levels of accuracy while not being wedded to any

particular component and the poor generalisation that it may bring in isola-

tion. The combination of many individuals with a wide and diverse array of

modest information to hand often outperforms a single individual attempting

to know a lot about everything.

Much of the modern work in this area owes itself to initial achievements
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such as of Schapire, who proposed the first provable polynomial-time bounded

boosting algorithm [Schapire, 1990], and Hansen and Salamon, who first re-

duced the generalisation error when testing neural networks by using an

ensemble of differing networks trained over the same dataset before voting

collectively on the classification [Hansen and Salamon, 1990]. These begin-

nings would go on to give us the three most significant classes of ensemble

methods which include Boosting [Freund, 1995], Bagging [Breiman, 1996]

and Random Forests [Breiman, 2001]. In each of these the basic premise of

combining a number of learners together to create a stronger model is shared

but the techniques used can differ in a number of ways.

Boosting as an ensemble technique involves the weighting of certain in-

stances that have been misclassified by the initial weak learner. Once the

data has been re-weighted a second weak learner is produced and the data

is once again re-weighted to account for misclassified instances. Correctly

classified instances can also have their weightings decreased with each iter-

ation and each weak learner is weighted based on its accuracy [Freund and

Schapire, 1999]. Once complete the method then outputs a combined strong

learner based on a majority vote from each weighted weak learner, as is

the case for the popular Adaboost algorithm proposed by Schapire and Fre-

und [Freund and Schapire, 1997]. As the output of each weak learner has a

knock on effect on the weightings for the next there is a dependency between

each weak learner.

In bagging, meanwhile, weak learners are created independently from

their respective outputs. Multiple versions of the weak learner are obtained

through varying the input data. This is achieved by creating multiple boot-
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strap replicates or “bags” of the original training set with repetition and using

each of these as a training set for a weak learner. These weak learners are

then combined in a final stage through majority voting to produce a single

aggregated strong learner [Breiman, 1996]. Such an approach is more easily

parallelised than boosting algorithms because of the independent manner in

which the weak learners are created.

Random Forests, like bagging, also achieve their weak learners indepen-

dent of each other. The approach here is to create and grow a series of

decision trees by selecting random subsets of features for each. Ideally these

subsets of features should have low levels of correlation with one another in

order to maximise the potential of the combined decision tree. This approach

is once again easily parallelised due to the independence in learning each weak

learner and performance has been favourably compared to the previous two

approaches in terms of both accuracy and speed [Breiman, 2001]. This has

made Random Forests one of the most popular and widely used ensemble

methods thus far.

One commonality of note between these three primary approaches to

ensemble learning is that the combination rules, which govern the manner

in which weak learners are combined, are learned in training. An approach

which can utilise information in testing for its combination rule could be quite

flexible. Outside of ensemble learning there have been attempts to apply

data augmentation techniques in test time to boost accuracy [Simonyan and

Zisserman, 2014, Szegedy et al., 2016, Wang et al., 2018] but these are heavily

focused on image based domains and rely upon artificially augmenting the

test dataset rather than obtaining new exploitable information from the test
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data.

In the specific context of spns, there have been very limited applications

of ensemble techniques. Vergari et al. proposed an extension to the Learn-

SPN algorithm that incorporated bagging to enhance the mixture models of

the spn to produce a simpler and more robust model [Vergari et al., 2015].

Meanwhile, Ventola et al. developed Random Sum-Product Forests, an en-

semble of randomly generated spns which are then mixed together via a

single sum node at the root of the structure [Ventola et al., 2019]. These

can then be trained jointly using stochastic gradient or expectation maximi-

sation. There is still a wide range of possibilities for extending spns with

ensemble techniques which remain open.

2.5 Conclusion

We have seen how the search for efficient approaches to inference in Bayesian

networks led to the development of a class of probabilistic graphical models

known as the Sum-Product Network. By allowing for tractable inference in

linear time to the size of the model while retaining a probabilistic interpre-

tation, it has shown itself to be a useful model with large potential. We

have seen this potential applied enthusiastically across a number of varied

applications and explored in relation to combinations with complementary

techniques to produce new classes of spn. There are still many avenues open

to improvement and further research for spns. Due to their potential, we ex-

plore some of these avenues in the following chapters, such as extensions to

imprecise probability (Chapters 4 and 5); alterations to its internal structure
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(Chapter 5); and ensemble learning (Chapter 6). For another overview of

spns, a recent survey by Paŕıs et al. provides a thorough review of the archi-

tecture and its variations as well as providing an alternative set of definitions

and notation also commonly seen in the field [Paŕıs et al., 2020].



3

Sum-Product Networks

“Breithnigh an abhainn sula dtéigh ina cuilithe”

– gan ainm

3.1 Introduction

In order to set the stage for our proposals we must take a deeper dive into the

inner workings of Sum-Product Networks. Over the course of the following

chapter we will examine the definition and structure of spns as pertains to

our work as well as introducing the language and notation which will recur

throughout the text.

As we have seen, probabilistic graphical models allow for the compact

specification of uncertain knowledge through a graphical language which fa-

cilitates elicitation, improves interpretability, and achieves good performance

on tasks like inference [Darwiche, 2009, Koller and Friedman, 2009]. Sum-

Product Networks (spns) are a class of probabilistic graphical models that

48
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allow for the explicit representation of context-specific independence. They

became popular due to their ability to represent complex distributions while

retaining efficient marginal inference [Nath and Domingos, 2016, Poon and

Domingos, 2011, Rathke et al., 2017].

Put simply, an spn is a weighted, rooted, acyclic directed graph repre-

senting a probability distribution. The internal nodes of an spn alternate

between sum and product nodes which perform summing and multiplica-

tions of values propagated upwards via their children. The edges between

sum nodes and their children are associated with weights. Leaf nodes rep-

resent variable assignments. The sum nodes can be interpreted as latent

variables inducing mixtures of distributions, while the product nodes can

be interpreted as encoding probabilistic independences [Gens and Domingos,

2013, Peharz et al., 2016].

In this chapter we will first give a more precise definition of spns in 3.3

before taking a look at the learning algorithm used throughout our work in

3.4.

3.2 Notation

Before formally defining spns, let us define some contextual notation and

terminology. We write integers in lower case (e.g., i, j, k), and sets of integers

using capital calligraphic letters (e.g., V , E). A collection of random variables

indexed by a set V is denoted by XV = {Xi : i ∈ V}. When the index set

is not important, we denote a collection of variables simply by X. There

is no ambiguity as individual random variables are denoted always with a
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subscript (e.g., X1, Xi). As usual, we write a realization of a collection of

random variables as, for example, XV = xV or XV = z. The set of all

realizations of a collection of random variables XV is denoted as xV ∈ XV , or

simply as xV , when clear from the context (e.g., as in the range of sums).

In this chapter, we will initially assume that random variables take only on

a finite number of values. Random variables with continuous values require

an alternative approach which will be addressed in Chapter 5. For now, this

allows us to associate every individual (finite-valued) random variable input

Xi, taking values in {1, . . . , |Xi|}, with a set of indicator variables (used

to configure signals propagated through the network to match the observed

data) {λi,j : j = 1, . . . , |Xi|}, each taking on values 0 and 1 to represent

either the presence or the absence of that possible value in Xi. We denote

an arbitrary specification of the indicator variables associated with random

variables XV as λ. For any realization XV = xV we write λxv to denote

the configuration of indicator variables such that λi,xi = 1 and λi,j = 0 for

all j 6= xi. For reasons that shall become clear later, when the realization

mentions only a subset of all the variables, say XE = e for E ⊂ V , we write

λe to denote the configuration of indicator variables that assigns λi,j = 0 if

i ∈ E and ei 6= j and λi,j = 1 otherwise. That is, λe is the configuration

of indicator variables that is consistent with the realization and assigns 1 to

indicator variables associated to unrealized random variables.

Any discrete probability measure P induced by random variables XV can

be represented as a multilinear polynomial on the corresponding indicator

variables [Gens and Domingos, 2012] by
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P (λ) =
∑
xV

P(XV = xV)
∏
i∈V

λi,xi . (3.1)

The probability of a realization X = x of the variables can thus be re-

covered by evaluating the polynomial P at λx. For example, a Bernoulli

distribution can be written as P (x, x̄) = P(X = 1)x + P(X = 0)x̄ where x̄

is the negation of x. The probabilities of X = 1 and of X = 0 are given,

respectively, by P (1, 0) and P (0, 1).

3.3 Definition

An spn is a concise graphical representation of the multilinear polynomial

in Equation 3.2 specifying a (discrete) probability measure [Darwiche, 2003].

spns have been extended since their initial proposal to allow for continuous

random variables [Gens and Domingos, 2013] but for the most part we will

focus on discrete spns in our following chapters. In more detail, an spn is a

weighted, rooted and acyclic directed graph where internal nodes are labelled

as either sum or product operations and leaves are associated with indicator

variables. These indicator variables serve the purpose of propagating whether

a random variable is in a given state or not by activating when the input or

observation matches the indicator variable in a given leaf node. It is assumed

that every indicator variable appears in at most one leaf node. Otherwise the

information being propagated in the structure may not be consistent and the

end result not correct. Every arc from a sum node i to a child j is associated
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with a non-negative weight wij which encodes a probability. Given an spn

S and a node i, we denote Si the spn obtained by rooting the network at

i, that is, by discarding any non-descendant of i other than i itself. We call

Si the sub-network rooted at i. If w are the weights of an spn S and i is

a node, we denote by wi all the weights in any node of the sub-network Si

rooted at i, and by wi the vector of weights wij associated with arcs from

i to children j. The height of a (sub)network S equals the longest path, in

number of arcs, from the root to the deepest internal node, hence we do not

count leaves as for the height.

The value of an spn S at a given configuration λ of its indicator variables,

written S(λ), is defined recursively in terms of its root node i. If i is a leaf

node associated with indicator variable λi,xi then

S(λ) = λi,xi . (3.2)

Else, if i is a product node, then

S(λ) =
∏
j

Sj(λ), (3.3)

where j ranges over the children of i. Finally, if i is a sum node then

S(λ) =
∑
j

wijS
j(λ), (3.4)

where again j ranges over the children of i. For example, the value of the

spn in Figure 3.1 at the configuration λ = (x1, x2, x̄1, x̄2) = (1, 0, 0, 1) is 0.15.

The scope of an spn with a single leaf node is the respective random
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Figure 3.1: A sum-product network over Boolean random variables X1 and
X2.

variable. The scope of an spn with a root node which is not a leaf is the

union of the scopes of the sub-networks rooted at every child of such root

node. Figure 3.1 shows an example of a spn with scope {X1, X2}, where X1

and X2 are Boolean variables.

Every joint distribution over categorical random variables can be repre-

sented by an spn. In order to ensure that any spn computes a valid distri-

bution and its marginals, we impose the following properties [Peharz et al.,

2015]:1

Completeness: The scopes of children of a sum node are identical;

Decomposition: The scopes of children of a product node are pairwise

disjoint;2

1Poon and Domingos originally required only that spns satisfy completeness and con-
sistency, a seemingly weaker condition than decomposition Poon and Domingos [2011].
Perhaz et al. Peharz et al. [2015] later showed that any consistent spn over discrete ran-
dom variables can be transformed in an equivalent decomposable and normalized spn with
polynomial effort.

2This means that no two pairs of scopes will contain the same random variables.
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Normalisation: Weights are positive and the sum of the weights of arcs

leaving a sum node is one (the latter is without loss of generality).

Every spn specifies a probability measure P such that P(X = x) = S(λx)

under such conditions, and a marginal probability can be computed by

setting all indicator variables of the summed out variables to one. Let

E ⊆ V and consider some evidence XE = e. Then P(XE = e) can be

computed as S(λe) [Poon and Domingos, 2011]. Hence, it follows that

S(λe) =
∑

x∼e S(λx), where x ∼ e represents all configurations of X = x

that agree with evidence XE = e.

The evaluation of an spn for a given configuration λ of the indicator vari-

ables can be performed by a bottom-up message propagation scheme where

each node sends to its parent its value. P(X = x) can also be computed by

partial propagation over a subset of the SPN nodes rather than a full prop-

agation over all nodes in the SPN [Butz et al., 2018b]. The whole procedure

takes linear time and space in the SPN size. Conditional probabilities can

also be obtained in linear time either by evaluating the network at query

and evidence then dividing the result or by applying Darwiche’s differential

approach, that propagates messages up and down the network [Darwiche,

2003, Peharz et al., 2016]. Other inferences such as maximum-a-posteriori

inference are however NP-hard to compute or even to approximate [Conaty

et al., 2017].

The sum nodes in an spn can be interpreted as hidden (latent) variables

in a mixture model, and the product nodes can be seen as defining context-

specific independences Peharz et al. [2016], Poon and Domingos [2011]. The

number of values of the hidden variable corresponding with a sum node
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is the number of outgoing arcs. For example, the spn in Figure 3.1 can

be interpreted as specifying a mixture distribution over observed variables

X1, X2, and hidden variables H1, H2, H3, H4, H5. According to the probabil-

ity measure induced by the network, when conditioned on H1 = 1, X1 is

(probabilistically) dependent on H2 while independent of H3, H4, H5 and X2;

similarly, conditional on H1 = 3, X1 is dependent on H3 while independent

of H2, H4, H5 and X2. This is an example of context-specific independence

being represented by an spn.

Alternatively, certain valid spns can be interpreted as a bilevel bipar-

tite3 Bayesian network with an upper layer of latent variables H1, . . . , Hm

corresponding to sum nodes of the spn, and a bottom layer of leaf variables

X1, . . . , Xn corresponding to scopes of indicator variables. There is an arc

Hj → Xi if and only if Xi is in the scope of the sum node associated with

Hj. Each variable Hj has as many values as children, and its unconditional

probabilities are specified as the associated weights. The conditional prob-

abilities associated with a node Xi are specified as the weights entering the

corresponding indicator variable (which depend on the value of the respective

latent variables) [Zhao et al., 2015]. However, it should be noted that a given

variable Xi can have a large number of parents in practice, so that obtaining

a network of this form is usually impracticable for complex applications.

3A bipartite graph is one in which the graph vertices can be divided into two disjoint
sets of vertices with no edges directly connecting the vertices within the set.
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3.4 Learning from data

Many algorithms have been devised to “learn” spns from data [Adel et al.,

2015, Dennis and Ventura, 2015, Gens and Domingos, 2013, Lee et al., 2014,

Peharz et al., 2013, 2014a, Rahman and Gogate, 2016, Rooshenas and Lowd,

2014, Zhao et al., 2016]. A well-used approach is to employ a greedy search on

the space of spns augmenting the network in either a top-down or bottom-

up fashion. For instance, Gens and Domingos [2013]’s LearnSPN algorithm

starts with a single node representing the entire dataset, and recursively adds

product and sum nodes that divide the dataset into smaller datasets until

a stopping criterion is met. If columns are variables and rows are samples,

then sum nodes can be seen as horizontal partitions that cluster samples,

while product nodes are vertical partitions that split variables according to

their independence. Product nodes are created by using independence tests,

while sum nodes are created by performing clustering on the row instances.

In the case of product nodes the pairwise tests will form a dependency graph,

and variables in distinct components of the graph become the scope of the

children of the product node. The weights associated with sum nodes are

learned as the proportion of instances assigned to a cluster.

In principle any independence test and clustering method can be used as

part of the algorithm. In this work, we are primarily focused on studying

the effects of model robustness and ensembles in tasks such as classification.

As such we decided to employ efficient and well-known existing approaches

to independence tests and clustering. As independence test we employ the

G-test Sokal and Rohlf [1981]. During clustering throughout, we run an
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improved partition around medoids Kaufman and Rousseeuw [1987, 2008]

method for its superior efficiency in comparison to the EM and the original

partition around medoids algorithm suggested in previous approaches Butz

et al. [2018b], Dennis and Ventura [2012], Gens and Domingos [2013], Vergari

et al. [2015]. This allows for faster and efficient learning for larger datasets.

We leave the exploration of other methods for future work. In spite of that,

these choices have been shown to yield good accuracy, as we will also see in

the experiments.

3.4.1 Classification

One of the possible uses of spns is in building probabilistic classifiers, that is,

in estimating a probability distribution over class and attribute values, which

can then be used to classify samples into classes by maximising the class

conditional probability Gens and Domingos [2012]. This task will be the main

focus of our work as we explore the robustness of classifications produced by

spn models and attempt to achieve higher classification accuracy through

the ensemble use of spns.

Throughout the work we employ two slight variations to learning that

can be valuable for classification: (1) we allow the spn learning to start with

either a product or a sum node through the use of a controlling parameter;

(2) we may force the first sum node containing a target variable, which in

classification problems is the class variable, to be partitioned based on the

values of that variable. We clearly describe spns used in our experiments to

specify exactly which are in use at any given time. If by (1) the root of the
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spn is a product node then we label it a product-rooted spn, and sum-rooted

spn otherwise. While sum-rooted spns are the norm, a product-rooted spn

can have a feature selection effect due to the disjoint scopes of each child and

only one such scope containing the target variable. This is in contrast to the

weighting effect of a sum-root which weights children based on relative size

of clustered learning instances or frequency of values in the case of univariate

distributions. Models forced to partition by the class values as in (2) will be

labelled as class-discriminative spns. It should be noted that these variations

are not mutually exclusive and that each of the four combinations are utilised

at some point in our work.

Finally, for certain experiments we also control the maximum height of the

learned spn. If we define an upper bound height h, then when, as we build the

graph starting from the root, a node reaches depth h−1, it is forced to become

a product node with all variables independent of each other in order to bring

the partitioning process to an immediate end. At this point each child will

be a single sum node situated at height h with univariate scope defining an

univariate probability distribution for that variable. Each of these will in

turn have the relevant indicator functions as children. The height control

is intended to analyse if the learned spns are prone to overfitting related to

their depth, but it also allows us later to demonstrate a clear equivalence

relationship between spns and other classifiers. The learning algorithm is

displayed below.
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learn(D, product-first, class-discriminative, max-height, height): returns an

spn

Inputs: D: dataset; product-first and class-discriminative: Booleans, max-height:

controls the height; height: starts at 0 for the main root node

1. If D contains a single variable, then

(a) Create a sum node S with children as the leaf nodes corresponding to the val-

ues of that variable, and weights according to their frequencies (with possible

regularisation) in the data.

(b) Return S.

2. If height equals max-height−1, then

(a) Create a product node S and partition the dataset into D1, . . . , Dt (where t

is the number of variables in D), with one single variable per Di.

(b) For i = 1, . . . , t, call learn(Di, false, false, max-height, height+1) and

add these spns as children of S.

(c) Return S.

3. If product-first, then

(a) Create an empty product node S. Create an empty (undirected) graph.

(b) For every i, j, compute G-test(D,Xi, Xj) and if the p-value is below pval-

threshold (a global parameter), include an edge (i, j) in the graph.

(c) Compute the connected components C1, . . . , Ct of the graph, and partition

the dataset D into D1, . . . , Dt based on the variables that appear in each

component (Di shall contain all data related to variables in Ci).

(d) For i = 1, . . . , t, call learn(Di, false, class-discriminative, max-height,

height+1) and add each returned spn as a child of S.

(e) Return S.
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4. Create an empty sum node S.

5. If class-discriminative (and the class variable is part of D), then

(a) Partition the dataset D into D1, . . . , Dt, with t the number of classes, based

on the values of the class variable in D.

(b) For i = 1, . . . , t, call learn(Di, true, false, max-height, height+1) and

add each returned spn as a child of S with associated weight proportional to

the number of occurrences (with a possible regularisation) of i in the class

variable.

(c) Return S.

6. Partition the dataset D into D1, . . . , Dt, using a call to the partition-around-

medoids clustering algorithm, where samples are seen as multi-dimensional vectors.

7. For i = 1, . . . , t, call learn(Di, true, false, max-height, height+1) and add

each returned spn as a child of S with associated weight proportional to number of

samples in cluster i.

8. Return S.

In each iteration, this generative method for learning spns approaches

the current node as if it is a root node, either of the network itself or a

subnetwork thereof. This root node is initialised as a product or sum node

depending on the parameters provided followed by the recursive application

of the learning method across each of the node’s children. Each iteration

begins by checking if the current node’s associated scope contains only a

single variable. This would mean that the network is simply representing a

univariate distribution over the variable in question or that this subnetwork is

at the leaf level of a larger network. In either case the approach is the same.

A sum node is created with each child representing the distinct possible
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values of the variable in scope with weights assigned to each in accordance

with their frequencies in the data.

If there is more than one variable in scope then the current height is

checked against the maximum height set by parameter. In the event that the

height is one level from the maximum, provisions must be made to facilitate

the network arriving at a leaf node in the next recursive step. As such, the

algorithm initialises the current node as a product node which partitions the

current scope vertically into univariate scopes which will each be associated

with a child node. It then calls the function once more for each of these chil-

dren which will at this point create leaf nodes as outlined above. Throughout

the algorithm, a further call to the learning function will increase the current

height of that pathway by one.

With these cases out of the way, the next check to be performed is whether

or not the current node has been designated as a product node by parameter.

The same parameter used to create a product-rooted spn is used recursively

to create a product node at the root of a subnetwork. Once initialised as

an empty product node, an empty dependency graph is also created which

will be added to on the basis of independence test results between each of

the variables within scope. As edges are added to the graph, denoting some

dependency between variables, a series of independent connected graph com-

ponents are formed. These components are then used to partition the dataset

vertically based on variables contained within each component. These par-

titions are then used as the basis for each child node scope and the learning

function is called again for each. The parameter relating to product root

nodes is set to false to ensure alternation between sum and product nodes.
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At this point in the algorithm, if all other options have been exhausted

then the current node is initialised as an empty sum node. This sum node

can then partition the dataset horizontally based on one of two options set

by parameter. If the parameter for class-discrimination has been set to true

from the very beginning and the class variable is within scope for the current

node then the samples will be partitioned based on their respective distinct

values for the class variable in a similar manner to the sum nodes at the leaf

level splitting samples by distinctive values. Each child is assigned a weight

in proportion to the number of occurrences of each associated distinct class

variable value. The learning function is called for each child with the product-

root parameter set to true thus ensuring that the next node will be a product

node, providing other conditions are not met first.

Finally, if the spn being learned is not class-discriminative then, rather

than partition the samples in scope by the class variable, the samples will be

clustered using a partition around medoids algorithm, wherein each cluster

forms the data subset to be associated with each child. This time it is the

proportional number of samples within each cluster which provide a child’s

accompanying weight. At this point the learning function is once again called

for all children as in the class-discriminative case.

It should be noted that, as the algorithm progresses, the partitioning of

the training dataset into smaller and smaller subsets can have an unintended

consequences for the final model. As weights in the network are obtained

proportionally either to the number of samples in clustering or the frequency

of distinct values, a lack of datapoints in the context of scarce data may make

the weights learned less reliable. This is particularly the case at lower levels
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in the network, although it may also become an issue for reliability in the

context of scarce data in general.

By using particular settings when calling the learning algorithm, we ob-

tain variations/generalisations of some Bayesian network classifiers. In this

sense we can say that spns naturally encompass the Naive Bayes classifier,

partially justifying their good performance in classification tasks [Peharz,

2015].

Lemma 1. Let a Bayesian network classifier be defined as a model where

the class variable is the only root node and has all features (that is, non-class

variables) as children. A class-discriminative sum-rooted spn generalises

a Bayesian network classifier, that is, it can encode the same model as a

Bayesian network classifier.

Proof. Because the class variable of the Bayesian network classifier is a par-

ent of every single variable, their conditional probability tables will be in-

dexed by the values of the class variable, and hence will be learned using

the data related to that class only. Each child of the root node of the class-

discriminative sum-rooted spn can represent the conditional probability of

the features given that particular value of the class, so it can encode the

same distribution as the Bayesian network classifier (since an spn can repre-

sent any distribution, even if that may be resource demanding). Finally, the

marginal probability of the class, which is encoded in the root node of the

Bayesian network classifier, can be encoded in the weights of the sum node

which is the root of such spn.

Lemma 2. A class-discriminative sum-rooted spn of height 2 generated by
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Algorithm learn is equivalent to a Naive Bayes model.

Proof. The result follows from Lemma 1 and the height restriction, since ev-

ery node which is a child of the root node will reach the limit of the height

and will become a product node that makes all variables independent. There-

fore, the sum nodes of the next layer represent the conditional probability of

each feature given the class (for the appropriate value of the class according

to the path from the root of the spn).

Lemma 3. A class-discriminative product-rooted spn of height 3 generated

by Algorithm learn is equivalent to a Naive Bayes model over variables that

were not discarded by a feature selection procedure (based on components of

the independence graph constructed by pairwise tests).

Proof. There are two points to realise here:

1. The product root node will act as a feature selection procedure, since

the scopes of the children are disjoint, only one of them will have the

class variable; during testing, the messages coming from all other chil-

dren will be irrelevant, since they will be the same whichever is the

class value, and thus they could be safely ignored (computing them

does not cost much in spns, but crucially they do not interfere in the

class prediction).

2. The only child of the product root node containing the class will be a

class-discriminative sum-rooted spn of height 2, because (by the learn-

ing algorithm) the child of a product node cannot be another product

node (it is redundant to have a product node as child of a product
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node). Finally, by Lemma 2 this sub-network is equivalent to a Naive

Bayes model.

3.5 Conclusion

Here we have seen how spns are structured as well as some properties of the

model. We have also defined some terminology that will be used extensively

throughout this work. The exact process of learning spns from the data

used in this work has been described fully alongside a brief discussion on

the relationship between spns and Bayesian classifiers. With all this as our

foundations we are ready to examine these models more closely and present

a number of means to build upon them and their strengths while attempting

to alleviate their weaknesses.



4

Robustness

“An té a bh́ıonn iontaofa faoin mbeagán, b́ıonn sé iontaofa fán

mórán fosta”

– gan ainm

4.1 Introduction

Sum-Product Networks have increased in popularity in recent times due to

their ability to efficiently represent complex multidimensional distributions.

However, in spite of its relative success, and on par with standard probabilis-

tic graphical models, Sum-Product Networks learned from data can general-

ize poorly on regions with insufficient statistical support. This can produce

unreliable and overconfident conclusions as a consequence [Liao and Ji, 2009].

With spns becoming increasingly used for various applications, it becomes

important to address this, particularly in the context of certain domains

where such overconfident conclusions can become a serious liability. Aside

66
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from domains featuring incomplete or noisy data, unreliable conclusions are

also an issue where any data is scarce to come by or expensive to obtain.

We use one such application involving limited astrophysics observations as a

case study later in this chapter.

To mitigate this limitation it would be of benefit to be able to quantify

the reliability of any conclusions produced by such a model. We refer to

this quantification of reliability as the measurement of robustness or simply

robustness for short. Were it possible to accurately measure such a thing, it

would give us insights to the model’s stability over the data, the adequacy

of the data used to learn the model as well as providing us with a metric

which could be exploited to improve the model. Perfect measurement of this

reliability is however, not achievable. In order to attempt a measurement we

look to the utility of imprecise probability models.

Imprecise probability models extend precise probabilistic models to ac-

commodate the representation of incomplete and indeterminate knowledge

[Augustin et al., 2014, Walley, 1991]. For example, (separately specified)

credal networks extend Bayesian networks by allowing sets of conditional

probability measures to be associated with nodes in lieu of conditional proba-

bility measures [Cozman, 2000, 2005]. This addition in representation power,

however, comes at an increased computational cost for inferences, and the

best exact and approximation algorithms can only be used in small set-

tings [de Campos and Cozman, 2007, Mauá et al., 2014, 2012]. An extension

of this approach to spns would need to contend with this challenge.

Credal Sum-Product Networks (cspns) are a class of imprecise probability

models which extend spns to the imprecise case [Mauá et al., 2017]. A cspn
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is simply an spn where the weights associated with sum nodes (i.e., the nu-

merical parameters of the model) are allowed to vary between and including

two fixed boundaries, in other words a closed and convex set. Among other

things, cspns can be used to analyse the robustness of conclusions supported

by spns and thus provide a means to quantify the reliability of the model.

Similar to credal networks, certain inference tasks have been shown to be

computationally expensive in cspns but with the right constraints to the

networks topology some tasks have been shown to take polynomial time.

In order to do so we will demonstrate a method of perturbing the weights

of discrete models via a cspn until such point as the model classification

changes at a critical perturbation threshold which we will call robustness and

use as a measurement. By bounding the number of classes for classification

and forcing the internal graph structure of the spn to be a tree this process

can be performed in linear time.

The contributions of this chapter are as follows:

� Presenting a method to robustify discrete spns that builds on Credal

Sum-Product Networks

� Demonstrating empirically that cspn are effective in assessing the re-

liability of spn classifications

� Presenting a case study application of robustifying spns regarding the

prediction of the ages of stars with scarce data

This chapter is organized in the following manner. We begin by presenting

some basic background about cspns in Section 4.2. We also present cspn
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properties useful to the task of analysing spns before proposing our method

to utilise cspn to specifically measure the robustness of an spn in Section

4.3. We then focus on showing empirically in Section 4.4 that cspns are

effective in assessing the reliability of classifications made with spns learned

from data. We perform experiments using benchmark datasets from the

UCI repository, as well as presenting a case study application regarding the

prediction of the age of stars. The latter case is an illustrative example of

where data is inherently scarce (due to its cost) and reliability of results are

essential. Finally, we conclude the chapter with a review of findings and

assess the possible uses of this method in Section 4.5.

4.2 Credal Sum-Product Networks

Before delving into the utility of using cspns as a means of analysing ro-

bustness in spns let us first take a look at the definition and some of the

properties of cspns which will prove useful for spn analysis.

Recall that in this work we consider only spns that are complete, decom-

posable and normalized. Let Sw denote a spn whose weights are w. We can

investigate the robustness of the network to perturbations in the parameters

(or equivalent, to the data from which the parameters were learned) by vary-

ing the weights w inside some fixed space, subject to the constraint that they

still define a (normalized) spn. To this aim, we define a Credal Sum-Product

Network (cspn) as a set {Sw : w ∈ C}, where C is the Cartesian product

of probability simplexes (ie. a set of elements which sum up to 1), and each

probability simplex constrains only the weights associated with a single sum
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node. It is clear that (i) an spn is a cspn where weights take values in a

singleton C, and that (ii) every choice of weights w inside C specifies an spn.

Since each spn induces a probability measure, the cspn induces a credal set,

that is, a (not necessarily convex) set of probability measures [Levi, 1980].

In order to vary weights a variable called an ε-contaminant is used. For

any real value 0 ≤ ε ≤ 1, the ε-contamination of a vector u is given by

Cu,ε =

{
(1− ε)u+ εv : vj ≥ 0,

∑
j

vj = 1

}
. (4.1)

where v is represents the possible variations of the weight vector w. . For

example, if u = (u1, 1− u1) is a single point in the one dimensional simplex,

i.e. where u1 is a single weight associated with a child of a sum node as

seen in Fig 3.1, then ε-contamination of u is given by Cu,ε = {(w1, 1− w1) ≥

0 : (1 − ε)u1 ≤ w1 ≤ (1 − ε)u1 + ε} giving us a range for the new set of

weights w1 independent of any set of values for v. The sum of all of the

weights within vector u must be equal to 1 but the precise values of each

for every possible configuration in the range is regulated by v as seen in

Equation 4.1. The simplest form of obtaining a cspn out of a spn is by

independently ε-contaminating each vector of local weights associated with

sum nodes. Figure 4.1 shows a cspn obtained by ε-contamination of the spn

in Figure 3.1, with ε = 0.1. Note correspondence between w1, w2, w3 and

Equation 4.1 and also the later weights with our example above.

Just as with spns, the sum nodes in an cspn can be interpreted as latent

variables, so that the whole model can be seen as a set of mixture mod-

els. Alternatively, we can interpret sum nodes as the latent variables in a
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Figure 4.1: A credal sum-product network over variables X1 and X2 based
on the SPN previously depicted in Figure 3.1.

bipartite credal network whose leaves are the observable variables. This net-

work is obtained exactly as the Bayesian network for spns as mentioned in

Section 3.3, except that conditional probability distributions are replaced by

conditional credal sets. Note that credal networks obtained in this way are

usually computationally expensive and form a very special case.

4.2.1 CSPN Analysis

Once we obtain a cspn we can then utilise it in a number of ways to analyse

models. Here we will outline a number of possibilities open to cspns in the

realm of likelihood, conditional expectations and credal classification. The

latter is of great importance to our work in this chapter and will form the

basis of the experiments to follow.

Likelihood

The simplest analysis of the robustness and reliability of a model that one

can perform with cspns is arguably to compute the minimum and maxi-

mum network output values obtained by an induced spn for a given value
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λ of the input indicator variables: minw Sw(λ) and maxw Sw(λ) subject to

w ∈ C. For the sake of readability throughout this work, we often omit

the constraint on the weights when they are optimized; these should always

be considered constrained in the appropriate space. When λe is consistent

with some realization XE = e where E ⊂ V , this computation corresponds

to computing the lower/upper likelihood of evidence optwPw(XE = e) with

opt ∈ {min,max} representing either option. In any case, the computation

of minimum and maximum values can be performed in much the same way as

the computation of marginal probabilities in spns, with the additional extra

effort of solving a linear program at each sum node. In other words, one

can visit nodes in reverse topological ordering, evaluating the corresponding

expressions based on the type of node. So let likelihood Li(λ) be the output

value of node i as computed by the algorithm with children indexed by j

(in the case of sum and product nodes) and associated indicator variables

indexed by xj. Then,

Li(λ) =


λj,xj if i is a leaf with indicator variable λj,xj ;∏

j L
j(λ) if i is a product node;

minwi∈Ci
∑

j wijL
j(λ) if i is a sum node.

To see why the above procedure finds the correct value, first consider the

simpler case of a tree-shaped cspn {Sw : w ∈ C} with root i. Since the

structure is a tree, the subnetworks S1, . . . , Sk rooted at the children of node
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i do not share any weights with each other. Hence, we have that

min
w∈C

Sw(λ) = min
wi

k∑
j=1

wij min
wj

Sjwj(λ)

when i is a sum node, and

min
w∈C

Sw(λ) =
k∏
j=1

min
wj

Sjwj(λ)

when i is a product node. In either case, the problem of computing the

minimum or maximum of a value λ decomposes into the smaller equivalent

problems of computing minwj S
j
wj

(λ) for each child j of i. A much simi-

lar argument applies to cspns with structures containing cycles rather than

meeting the definition of a tree; simply break the cycles by duplicating nodes

until the structure is a tree, and perform optimizations from the leaves to-

ward the root. Every duplicated network receives the same values from the

(duplicated) children; thus the optimizations are the same whether we “tie”

the weights of identical parts or not. A more formal argument is presented

in Appendix A.1.

Conditional Expectations

A more sophisticated analysis one can carry out with cspns is to obtain

upper and lower bounds minw Ew(f |XE = e) and maxw Ew(f |XE = e) on

the expected output value of some function f of X, conditional on evidence

XE = e. Recall that each choice of the weights w of a cspn {Sw : w ∈ C}

defines an spn and hence induces a probability measure Pw. It is possible
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therefore to use the cspn to compute bounds on the conditional expectations

of a function:

min
w

Ew(f |XE = e) = min
w

∑
x

f(x)Pw(X = x|XE = e) . (4.2)

The equations above are only defined if minw P(XE = e) > 0. It is assumed

here that if this is not the case then the computation fails with some arbitrary

value being returned. Note that verifying whether minw P(XE = e) = 0 takes

polynomial time (more detail can be found in Appendix A.2). Note also that

it is possible to focus on the computation of the lower expectation, as the

upper expectation can be obtained from maxw Ew(f |e) = −minw Ew(−f |e).

Provided that minw Pw(XE = e) > 0, computing the lower conditional ex-

pectation in Equation 4.2 is equivalent to finding the unique value of µ that

solves the equation:

min
w

∑
x∼e

[f(x)− µ]Sw(λx) = 0 , (4.3)

where the sum is performed only over assignments x that agree with the

evidence e. It turns out that computing such type of inference is intractable

under the common assumptions in complexity theory, the proof of which is

provided in Appendix A.2. If, however, we restrict the structure such that

each internal node has at most one parent then computing lower and upper

conditional expectations of a univariate function takes at most polynomial

time. The proof of this is also provided in the appendix.
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Credal Classification

As noted in Chapter 3, one of the most frequent uses of spns is in build-

ing probabilistic classifiers, estimating a probability distribution over class

and non-class values, which can then be used to classify unseen objects by

maximizing the class conditional probability.

In order to obtain more robust classifiers, we can replace spns with cspns.

However, since cspns define not a single but a set of probability measures,

there is no clear criterion to issue a classification. Many criteria have been

devised for decision making with imprecise probability models; examples in-

clude interval dominance, maximality, e-admissibility and maximin [Huntley

et al., 2014]. For simplicity, we adopt a very popular criterion, based on

the principle of maximality, often called credal classification in the context

of probabilistic classifiers [Zaffalon, 2002]. We leave the study of robustness

analysis under other criteria for future work.

Given a distinguished set of class variables XC, evidence XE = e, and a

set of probability measuresM, we say that an assignment c1 for XC credally

dominates any other assignment c2 if [Zaffalon, 2002]

min
P∈M

[
P(XC = c1, XE = e)− P(XC = c2, XE = e)

]
> 0 . (4.4)

To put it differently, class c1 credally dominates another class c2 if P(XC =

c1|XE = e) > P(XC = c2|XE = e) for all P ∈ M where these conditional

probabilities are defined.1 Note that a class is defined as an assignment of a

possibly multi-dimensional vector of class variables (so that in our definition

1If minw P(XE = e) = 0, then no class credally dominates another class.
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the standard single-label classification is a special case).

In the setting of cspns, credal dominance amounts to establishing whether

min
w

[
Sw(λc1,e)− Sw(λc2,e)

]
> 0 , (4.5)

for any two given classes c1 and c2, and evidence e. The following two results

establish the complexity of this task:

Theorem 1. Deciding if a class c1 credally dominates a class c2 is in coNP.

Proof. To prove membership, consider the complementary problem of decid-

ing if

min
w

[Sw(λc1,e)− Sw(λc2,e)] ≤ 0 . (4.6)

If the inequality above is true, then there is a polynomial certificate w for

which Sw(λc1,e)−Sw(λc2,e) ≤ 0. Since it is possible to compute this difference

in polynomial time, the problem is in NP. Membership in coNP follows by

noticing that class c1 credally dominates c2 if and only if the inequality above

is false.

It is possible to further prove that this problem is coNP-hard by using

a polynomial-time reduction from the partition problem: given a list of

positive integers, determine if there is a partition into two sets with equal

sum. The reduction consists in encoding any instance of partition as the

minimization of a multilinear function over the weights of the network, where

each weight takes either value 0 or 1 corresponding to the inclusion of a cer-

tain integer in the first or in the second set of the partition. The multilinear

function, obtained as the result of a credal dominance query, is convex with
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respect to the difference of the sums of the partitions, and attains its mini-

mum value of zero if and only if the corresponding partition problem has

a solution. The formal theorem and full proof is presented in Appendix A.3.

Credal classification usually consists in finding all non-dominated classes,

so the remaining dominating class is the predicted classification. As has been

mentioned, if the number of classes is unbounded (as in multilabel classifica-

tion tasks, where multiple labels can be assigned to each instance), computing

the set of non-dominated classes is coNP-hard. When the number of classes is

small, it is possible to perform credal classification by deciding Equation 4.5

for every pair of classes. Though as before, in the case of the number of

classes being bounded and the network topology constrained, credal classi-

fication can be achieved efficiently in polynomial time. The proof of this

follows from that of constrained topologies in Section 4.2.1 as the problem

can be recast as a computation of an expectation. A formal presentation of

this is also to be found in Appendix A.3.

4.3 Robustifying SPNs

In many real applications of classifiers, practitioners are often interested in

a confidence estimate of each classification being issued in testing time; this

can be used for instance to motivate additional data gathering, to resort

to alternative methods, or simply to suspend judgment and prevent possi-

ble catastrophic failures. When using probabilistic classifiers, a commonly

adopted approach is to measure the difference between the probability of the

most probable and the second most probable class labels. Large differences
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are used to support a “confident classification”, while small differences can

support alternative behavior. This approach however cannot distinguish be-

tween aleatory uncertainty and vagueness. That is, when the data supports

the thesis that the respective instance is associated with more than a single

class with high probability, compared to when there is no sufficient statistical

support for issuing a classification.

Following the ideas from De Bock et al. [de Bock et al., 2014], we now

provide an alternative, arguably more principled, approach to measure the

robustness of classifications made with discrete spn-based classifiers using

cspns. So assume an spn has been learned from categorical data, and used

to issue a classification based on the maximum probability class label. Given

a value ε > 0, we say that a classification is ε-robust if the respective class

label is not credally dominated by any other class label in the cspn obtained

by ε-contamination of the spn. We define the robustness of a classification

as the largest value of ε for which the maximum probability class is robust.2

Intuitively, robustness measures the amount of perturbation that would be

necessary to cause the spn to change its current classification. Note that

the same value for robustness would be obtained if we used e-admissibility

[de Bock et al., 2014], as mentioned in 4.5, in lieu of credal dominance as

our decision making criterion. According to Theorem 7 in Appendix A.3,

when the number of classes is bounded and the internal graph of the spn is

a tree, we can determine whether the classification is robust in polynomial

time; thus we can perform a linear search to find the robustness value in

2De Bock et al. [de Bock et al., 2014] have termed this value the critical perturbation
threshold; we prefer the smaller and easier to remember name of robustness.
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polynomial time.

4.3.1 Methodology

In order to implement our method of measuring robustness we begin with a

single spn with no ε-contamination which will be the model under robust-

ness analysis for each instance in testing. Having received a configuration

associated with the observed values of the current testing instance, the spn

has already computed the log probabilities of each class and selected the

class with the maximum log probability as its chosen classification for this

instance. We then apply our robustness algorithm for this instance. From

the beginning our final tally robustness measurement is initialised to zero

alongside a function which contains a 0 for each class in the class variable

with the exception of the chosen max class which is set to 1. An upper and

lower bound are created for traversing the range of values for ε which are

initialised to 1 and 0 respectively.

While a simple linear search is possible, we employ a form of binary

split search across the space and exploit certain properties of the problem

to increase efficiency. At this stage we begin an iterative process while the

upper and lower bounds of robustness have not yet converged. These bounds

do not converge exactly but rather within a predefined window h, in our

case 0.005. With each iteration of this loop the robustness value is set to the

midpoint of our upper and lower bounds as we begin a search for the point at

which contaminating the spn weights with noise will change our classification.

In other words, when we arrive at a cspn whose ε-contaminant allows for
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so much variation that a new class other than max class becomes credally

dominant.

For each point along the search we then iterate over each other possible

class aside from the max class. In doing so we set this class in the function to

-1 before passing it to be queried by our value interval method, which will be

explained in greater detail in this section, along with the current robustness

midpoint value which will provide the size of the interval for perturbing the

weights of our spn. This value interval method is the point at which the

cspn is realised and where credal dominance is tested. If at any point the

minimum log probability returned by this method is a non-positive value then

we know that the current class being considered in the function is credally

dominant over our max class for this value of ε. We thus break the credal

testing loop and set a flag to signal the direction our search is to continue.

At the end of the iteration of our search loop we then check to see

whether or not the credal dominance flag has been set. If it has then the

ε-contamination at this point was sufficient to cause a change in the model’s

classification and thus we can reduce our search by setting our potential ro-

bustness upper bound to the current midpoint. If the flag has not been set

then our search still needs to increase the amount of noise being added to

the weights by setting our lower bound to be the midpoint.

ROBUSTIFY(c, S,m, F ): returns a value r, representing the measurement of robustness

for a given classification by the spn model and equivalent to the largest ε such that the

cspn still yields a single class that credally dominates all the other classes .

Inputs: c: configuration associated with the current instance; S: spn learned from the

training data; m: Class with maximum log probability for c; F : function to be applied
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with f associated with m set to 1 and all other classes initialised with 0.

1. Initialise robustness r to 0

2. Initialise a robustness upper bound u to 1 and lower bound l to 0

3. While u− l > h:

(a) Set r to the midpoint of u and l

(b) Set flag to true

(c) For each class f in F not including m:

i. Set f to -1

ii. Call VALUE INTERVAL(S, c,m, r, F )

iii. Reset f to 0

iv. If VALUE INTERVAL(S, c,m, r, F ) returns amin which is non-positive

then set flag to false

(d) If flag true then set l to r

(e) Else set u to r

4. Return r

Within the value interval method begin a recursive process, defined in

terms of its root node, which propagates values up the tree structure of the

spn taking note of both the mininum and maximum log probability returned

by each recursive call. We begin by calling this method on the root node of

our model at which point we ascertain whether it is a sum, product or a leaf

node.

If the node is an indicator leaf node we check if the indicator variable

is part of our function passed in, in other words that it is associated with

the class variable. By propagating a value of 1 for the max class, -1 for the
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comparison class and 0 for the others in the class variable it has the effect

of comparing log probabilities as laid out in Equation 4.5. For all other

variables a value of 1 is returned unless the variable is not compatible with

the evidence configuration of the current instance.

If the current node is a product node then the method is recursively called

for all children. Once the values of all children have been obtained we can

identify whether the minimum or maximum value of any child containing the

class variable is negative. If that is the case, then the value this product node

will return is obtained by getting the product of the minimum or maximum

of the child with the maximum or minimum respective possible value of the

other remaining children. For example, if the minimum value returned for a

class associated child was negative then this node would return the product

of that minimum and the maximum values of all remaining children. This

will ensure that the node has the lowest possible value for its minimum and

largest possible value for its maximum. If either of these values is positive

for the class variable child then that respective value for the current node is

obtained by getting the product of that value for all of the children. Similarly

if the class variable is not present among the child nodes then both minimum

and maximum values are obtained in this way. These also are not mutually

exclusive and both maximum and minimum values may be negative at the

same time for a class variable child.

Finally, if the node is a sum node we calculate this sum node’s lower

weights by dividing each child’s original node weight by the sum of all weights

multiplied by 1− eps where eps is the ε-contaminant value for this cspn as

decided by the current search position. In the case of the upper weights the
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process is the same only with eps added to the sum of all weights alongside

this multiplication. We then recursively call the method for each of the child

nodes and begin to obtain our minimum and maximum values. Because we

are considering both an upper and lower weight as well as a minimum and

maximum value for child nodes, we calculate all four combinations before

finally selecting the larger of the two maximum values and smaller of the two

minimum values as the max and min to be returned by this node.

VALUE INTERVAL(S, c, q, e, f): returns a min and max log probability representing

minimum and maximum likelihoods possible by varying the weights within the spn struc-

ture within the bounds of the interval defined by e.

Inputs: S: spn learned from the training data beginning with root node n; c: configura-

tion of the current instance without the class column; q: the column to be queried, in this

case the class column; e: the interval size for perturbing the weights; f the function to be

applied to q.

1. If node n is an indicator leaf node then:

(a) If scope of n is q then return the associated value from f .

(b) Else if scope of n is in c then return the associated value from c.

(c) Otherwise return 1.

2. If n is a product node then:

(a) For i = 1,. . .,j call Value Interval(Si, c, q, e, f) where j is the number of

children at n.

(b) If mini of child i with scope containing q is negative:

i. Get product of mini and max1,...,j where i 6= .

(c) If maxi of child i with scope containing q is negative:
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i. Get product of maxi and min1,...,j where i 6= .

(d) Else get product of remaining min1,...,j and remaining max1,...,j .

(e) Return min and max.

3. If n is a sum node then:

(a) Create an upper weight wu and lower weight wl using e.

(b) For i = 1,. . .,j call Value Interval(Si, c, q, e, f) where j is the number of

children at n.

(c) Get sum of weighted mini values for all i using different combinations of wu

and wl as weights.

(d) Get sum of weighted maxi values for all i using different combinations of wu

and wl as weights.

(e) Return lowest min sum and largest max sum.

By the end of this recursive process we return a final minimum and maxi-

mum signed log probability which has in the process compared the probability

of the max class with that of the comparison class passed by the function.

By varying the weights with our current ε-contaminant we created a range

of probabilities across every spn in the cspn for both classes. In doing so

we are able to ascertain whether or not the max class credally dominates

over the comparison class in question. The larger the ε or “noise” needed

to cause this change in credal dominance, the higher our final robustness

measurement will be and the greater degree of reliability we ascribe to the

initial spn classification in our analysis.
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Data Sum Product Networks
Dataset Instances Features Classes Nodes Sum Prod Height

Cars 1728 6 4 74 7 8 8
Chess 28056 6 18 3416 187 186 19
Connect4 67557 42 3 42120 105 104 42
Flare 1389 12 3 141 22 21 8
Mushrooms 8416 22 2 1224 40 39 22
Nursery 12960 8 5 885 39 38 19

Table 4.1: Left: Characteristics of the datasets used in the experiments.
Right: Characteristics of the learned spns using the corresponding datasets
(these are median values over all the experiment repetitions): Number of
nodes, sum nodes, product nodes and height.

4.4 Assessing Robustness of Classifications

We first evaluate the ability of using robustness to predict the accuracy of

classifications in a collection of benchmark datasets from the UCI Machine

Learning Repository [Lichman, 2013]. The datasets used were curated and

contain only categorical variables. These datasets were chosen for large num-

bers of instances while also providing some variation in terms of the quantity

of features and small to medium number of classes allowing us to obtain a

number of varied levels of spn model complexity. Table 4.1 contains the

characteristics of the datasets used.

For each dataset, we run the experiment in this section as follows. We

randomly select 10% of the data for testing and use the remaining 90% for

training. An spn is then learned by the LearnSPN algorithm [Gens and

Domingos, 2013] using the training data. In the terminology of our variation

on LearnSPN in Chapter 3, this is a non-class discriminative product-rooted

spn without height restrictions. Note that LearnSPN learns networks whose
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internal nodes have at most one parent, hence satisfying the conditions of

Theorem 7. A robustness value is computed for each testing instance by

generating a cspn by ε-contamination from increasingly larger values of ε

into small discrete steps until the most probable class is not robust as laid

out in Section 4.3. For each instance, the robustness is defined as the largest

ε such that the cspn still yields a single class that credally dominates all the

other classes. This procedure is repeated 30 times with different random seeds

for each dataset and averages are presented. In the case of graphs examining

the correlation between robustness and accuracy, each point on the graph

represents the cumulative accuracy of those classification instances with an

associated robustness value that is below the threshold given by the x-axis.

This is to give a representation to whether or not the accuracy increases as

more robust instances are considered. Only robustness values with at least 10

classification instances below that threshold are displayed, hence why some

curves do not start at zero.

4.4.1 Analysis of robustness

To verify if robustness can distinguish between accurate and inaccurate pre-

dictions, we computed the mean and standard deviation of the distribu-

tions of robustness values grouped according to their association with cor-

rect and incorrect classifications. Please note that these robustness values

are dataset specific and not normalised. The critical perturbation point can

vary substantially between datasets. We then perform a Wilcoxon rank-sum

test [Mann and Whitney, 1947] to verify if the difference in the groups is
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statistically significant (i.e., whether the chance of a value of a group being

greater than the value of the other group is 1/2 or not). The results are shown

in Table 4.2. For comparison, we also applied the same analysis to a simple

but natural method utilising the difference between the probability of the

most probable and second most probable classes. These results are in Table

4.3. Overall, we see based on these tests that the robustness values obtained

for correct classifications are, in most datasets, distinct from those obtained

for incorrect classifications. Thus robustness is an indicator capable of distin-

guishing between correct and incorrect classifications but these tests do not

reveal whether it is any stronger as an indicator than the method of using the

probability difference. In fact the probability difference approach marginally

outperforms robustness in terms of distinctiveness in these tests. On the

other hand, robustness values would appear to be grouped more tightly with

consistently smaller standard deviation values across the datasets.

All results in Table 4.2 are significant (i.e., very small p-values), with the

exception of the Flare dataset, where the mean robustness of correct and

incorrect classifications are approximately the same, and standard deviation

is relatively high. As we will see throughout the experiments, assessing relia-

bility in this dataset is particularly difficult. If we compare this to the Chess

dataset, where mean robustness is also approximately the same across correct

and incorrect classifications, we find that the variation in standard deviation

of robustness between datasets makes a difference. While these mean mea-

surements in Chess are very similar, the very low standard deviation suggests

that the values behind these averages vary very little while there is at the

same time a noted difference between these two sets of robustness figures as
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Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Cars 0.08± 0.04 0.02± 0.02 ≈ 0
Chess 0.01± 0.01 0.01± 0.01 ≈ 0
Connect4 0.03± 0.02 0.02± 0.01 ≈ 0
Flare 0.46± 0.07 0.48± 0.06 0.994
Mushrooms 0.21± 0.05 0.04± 0.08 5 · 10−5

Nursery 0.04± 0.02 0.02± 0.02 ≈ 0

Table 4.2: Mean and standard deviation for the distribution of robustness
values grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.

evidenced by its p-value. For this complex network the difference between a

robust classification and a non-robust classification is small but distinctive.

Looking to the competitor, this approach takes the maximum class probabil-

ity being substantially higher than other possible classes to mean that this

classification is reliable. All differences recorded in Table 4.3 are statistically

significant (including the Flare dataset) showing a distinction between the

probability differences of the correct cases and incorrect cases. As mentioned

already, the probability difference approach slightly outperforms robustness

here in terms of distinctiveness but we will approach this comparison from a

few more directions.

We now compare the ability to predict accuracy as a function of the

robustness value. The curves in Figure 4.2 show the cumulative accuracy

(number of correctly classified instances/number of instances) of the spn

for instances whose robustness is a given threshold as defined by the x-axis.

The purpose of this is to visually demonstrate whether or not an increase in

cumulative accuracy is associated with considering increasingly robust clas-
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Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Cars 0.67± 0.29 0.22± 0.16 ≈ 0
Chess 0.16± 0.13 0.10± 0.10 ≈ 0
Connect4 0.54± 0.21 0.35± 0.21 ≈ 0
Flare 0.98± 0.02 0.96± 0.04 8 · 10−5

Mushrooms 0.98± 0.04 0.33± 0.21 5 · 10−7

Nursery 0.62± 0.25 0.28± 0.22 ≈ 0

Table 4.3: Mean and standard deviation for the distribution of the difference
between the probability of the most probable and the second most probable
classes, grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.

sification instances. Such a relationship would suggest a correlation between

classification accuracy and classification robustness. The same idea is ap-

plied to create the curves of Figure 4.3, but rather than the robustness value

produced by the cspn, the difference between the probability of most proba-

ble and second most probable classes is used so that each point on the curve

shows the accuracy over the instances that have at most that given difference.

The values for robustness and probability difference have been normalized,

i.e. subtracted from the minimum and divided by its amplitude, to allow for

comparison across datasets. When compared, the curves of both approaches

do not appear too dissimilar but some observations can be made. In Fig-

ure 4.2, up until the midway threshold of 0.5, we can see that robustness has

steeper and mostly monotonic curves. Beyond this point accuracy remains

flat suggesting that robustness is no longer correlated after a point. As we

can see later in Figure 4.4, the vast majority of instances have a robustness

below 0.6. Meanwhile, probability difference curves are not as monotonic nor

as steep.
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Figure 4.2: Relation of robustness and accuracy: each point shows the aver-
age accuracy of instances that have up to the given robustness.
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Figure 4.3: Relation between difference in probability of the best minus sec-
ond best class and accuracy: each point shows the accuracy over all instances
that have up to that given value in difference.
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To better analyse these curves, we also computed the proportion of clas-

sifications considered unreliable versus the threshold defining said reliability

for each method. That is, the cumulative number of classifications whose

associated robustness value does not exceed the threshold at a given point

defined by the x-axis. A proportion of 0 shows that not a single classifica-

tion instance has a robustness value below the current threshold and thus

all are robust. Meanwhile a proportion of 1 considers that all instances are

below the threshold and are thus not robust. We use the term, determinacy

to describe this relationship. A value may be described as determinate if

the proportion of classifications considered rises steadily in tandem with an

increased threshold. This gives a sense of the distribution of values across

instances in the test set.

The results appear in Figures 4.4 and 4.5. Overall, robustness is more de-

terminate than probability difference, since it shows quite a strong correlation

between robustness and the proportion up to around 0.6 as a threshold, at

which point almost all instances are considered unreliable. This demonstrates

a relatively even distribution of instances with robustness values between 0

and 0.6, except for the Flare dataset. Here it still shows some distribution

of values among instances below a threshold of 0.9 but the overwhelming

majority of instances have values between 0.9 and 1. Thus for most robust-

ness thresholds, many instances in Flare are considered to be robust. Recall

that robustness values were not able to distinguish accurate and inaccurate

instances in the Flare dataset.

When looking to our alternate method of probability difference, the datasets

Mushrooms and Flare are the most noticeable. In these cases, using proba-
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Figure 4.4: Proportion of instances with robustness less than given threshold.

bility difference leads to considering almost all instances to be robust until

the very highest thresholds are used. Note that the correlation of probability

difference and accuracy is worse exactly in these datasets. Robustness fares

much better than probability difference in the Mushrooms dataset, according

to both determinacy and correlation with accuracy, as per Figure 4.2. The

Flare dataset is particularly challenging as we already saw in Tables 4.2 and

4.3. Here, both robustness and probability difference are highly indetermi-

nate and correlate weakly with accuracy.

Since they use different scales, there is difficulty in using the previous

results to directly compare both approaches and their ability to assess the re-

liability of classifications. Even while normalising the total robustness values

of each dataset, two identical normalised robustness values for two different

datasets may not directly equate to equal levels of classification reliability

relative to their datasets. Moreover, it is not possible in testing to use a

normalised value for robustness. In order to have a direct and more quanti-
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Figure 4.5: Proportion of instances with probability difference less than given
threshold.

tative measure of the relative performance of both approaches, we employed

a betting scheme where robustness or probability difference values are used

to make decisions. In this betting schema, a score is obtained through “bets”

placed on the correctness of a classification made by the spn. If a bet is en-

tered and is successful then the score will increase whereas an unsuccessful

bet will lose the points wagered. However, no change is made to the overall

score if no bet is entered for a given instance. A similar scheme has been

proposed by Zaffalon et al. [Zaffalon et al., 2012] to evaluate credal classifiers

(i.e., classifiers that can output multiple classes to indicate indeterminacy).

We slightly deviate from their approach as our goal here is not to output a

credal classification (i.e., a set of non-dominated classes), but to distinguish

between reliable and unreliable classifications and compare our reliability

metrics by using them to decide whether or not to place a bet.

Table 4.4 shows the performance of the different betting strategies. The

total profit and number of bets accepted by each method is given in the
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Robustness > 0.05 Prob. Diff. > 1/C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Cars 98.1 60.5 90.3 78.1 79.4
Chess 353.7 0.2 214.7 64.7 179.0
Connect4 59.3 11.9 47.0 73.2 38.9
Flare 66.3 100.0 66.3 100.0 66.3
Mushrooms 33.4 99.8 33.4 99.9 33.3
Nursery 125.2 28.8 125.3 88.4 119.4

Table 4.4: Results of the betting scheme comparison for different strategies.
Profit is the total profit of each classifier, Bets is the proportion of bets
accepted by each method, and C is the number of classes.

Robustness > 0.01 Prob. Diff. > 1/2C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Cars 83.1 91.0 85.1 88.4 79.4
Chess 224.1 49.9 197.5 79.8 179.0
Connect4 44.2 81.9 42.7 87.5 38.9
Flare 66.3 100.0 66.3 100.0 66.3
Mushrooms 33.3 100.0 33.3 100.0 33.3
Nursery 124.4 90.7 112.8 94.3 119.4

Table 4.5: Results of the betting scheme comparison using less restrictive
thresholds.

respective columns Profit and Bets. Since we want to remain agnostic to

the data, we set thresholds for betting based on the interpretation of each

method. For the robustness-based strategy, we adopt a threshold of 5% cor-

responding to robustness in betting when the parameters are subject to an at

most 5% perturbation. For probability difference, we adopt a threshold sim-

ilar to the uniform class distribution (i.e., one above the number of classes).

Although the class features of the datasets are not perfectly balanced, we

make this assumption to ensure dataset independence. We perform a third

strategy of forced betting for every instance regardless of metrics.
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Tests were also run with slightly less restrictive thresholds of 1% for ro-

bustness and one over twice the number of classes for probability difference.

The results presented in Figure 4.5 are qualitatively the same. For each

dataset, the winning strategy (i.e., the one with higher profits) is highlighted

in bold for each dataset. We see from these results that using a threshold-

based strategy utilising robustness obtained higher or equal profits in total

than both the threshold-based strategy using probability difference and the

always betting strategy on all datasets but Nursery in Figure 4.4 and all

datasets but Cars in Figure 4.5. For the Nursery dataset, while the strat-

egy based on probability difference obtained a slightly higher profit with a

much higher number of bets, one might prefer to bet fewer times to reach a

comparative level profit. In fact, the threshold-based strategy using proba-

bility difference accepted a much higher number of bets in nearly all datasets,

suggesting that robustness is a more cautious approach. This is further evi-

denced by the reduction in profits noticed in all datasets as the threshold for

betting with robustness is relaxed and number of bets taken increased.

4.4.2 Case Study: Ages of Stars

We also evaluate the use of cspns to establish robustness of classifications by

taking as a case study, the more involved task of predicting stellar age based

on stellar spectra features where complete data is difficult to obtain without

great expense. Our goal here is to show how such a measure of reliability

could both function practically with a real world problem as well as compare

its results against our initial findings about the general utility of robustness.
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This work was motivated by our collaboration with Dr. Katja Poppenhaeger,

then of the Astrophysics Research Centre at Queen’s University Belfast, who

provided the data.

Accurately determining the age of a star, for example, by asteroseismol-

ogy is a time consuming process which takes typically more than a month of

(usually) space-based observations to estimate the age of a single star [Chap-

lin et al., 2013]. Stellar age can instead be estimated more quickly but less

accurately using more easily acquired data such as stellar high-resolution

spectra. By establishing the reliability of age predictions based on stellar

spectra, we can thus guide the collection of more costly data and improve

the effectiveness of stellar age determination.

We repeat the same methodology used in the previous experiments with

a dataset of 102 stars (instances) taken from a previous study [Bruntt et al.,

2012]. The stellar spectra have been recorded via observations using the

NARVAL [Aurière, 2003] and ESPaDOnS [Manset and Donati, 2003] spec-

trographs as appropriate for each star, and the ages of the stars have been

determined through the work of the Kepler mission [Basri et al., 2005]. To

simplify the task, we discretise the ages into young and old by the median

age value (thus, the age labels are uniformly distributed in the dataset, that

is, 50% of stars are labeled young/old).

After standard pre-processing to align the spectra, the software ARES

(Automatic Routine for line Equivalent widths in stellar Spectra) [Sousa

et al., 2007] was used to locate and measure sets of commonly found absorp-

tion lines for each star. Absorption lines, visible as steep decreases in the

spectrum, give information about trace elements in the stellar atmosphere
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Figure 4.6: Absorption lines in stellar spectrum from 6020 to 6030 Ångström.

and other properties such as the atmospheric temperature and pressure. Fig-

ure 4.6 depicts an example of a fragment of a stellar spectrum with three clear

absorption lines.

We use the equivalent width or area of each absorption line found in a

star’s spectrum to produce a vector of 4947 features for each star [Sousa

et al., 2007]. The features were selected from larger datasets of raw spectro-

gram data using a list of absorption lines with known significance present in

our own sun. The wavelengths of these lines can be predicted from atomic

physics. Each feature was then discretised into four quartiles (so our resulting

dataset contains 4947 discrete features and a binary class).

As with our previous experiment we randomly select 10% of the data

for testing and use the remaining 90% for training. An spn is then learned

using the training data, and a robustness value is computed for each testing

instance. This procedure is repeated 30 times with different random seeds

and an average is presented. As before only robustness values with at least
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Data Sum Product Networks
Dataset Instances Features Classes Nodes Sum Prod Height

Stars 102 4948 2 17266 38 39 11

Table 4.6: Left: Characteristics of the dataset used in this case study. Right:
Characteristics of the learned spns using the corresponding datasets (these
are median values over all the experiment repetitions): Number of nodes,
sum nodes, product nodes and height.

Accuracy
Method %

SPN 67.0
Naive Bayes 66.77
Random Forest 67.01
RandomTree 54.96
J48 63.91
ZeroR 49.09

Table 4.7: A collection of results using a range of classifiers for this classifi-
cation problem.

10 instances below that value are displayed.

The spn learned from the training dataset portion had in median 17266

nodes, of which 38 were sum nodes and 39 were product nodes; the median

height of the networks was 11. The spn-based classifier achieves an accuracy

of 67%, which is comparable to previous results using this dataset and differ-

ent classifiers as seen in Figure 4.7. The relatively low accuracy for a binary

problem suggests that even distinguishing between young and old stars is

already a difficult problem.

We compare robustness as defined previously and the difference in proba-

bility of the most probable and the second most probable classes in predicting

accuracy of a classification (i.e., labeling a star as either young or old). The
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Correct Incorrect Rank-sum
Method Mean ± Std.dev. Mean ± Std.dev. P-value

Robustness 0.05± 0.04 0.04± 0.04 7 · 10−5

Probdiff 0.37± 0.19 0.34± 0.22 0.151

Table 4.8: Mean and standard deviation first for the distribution of robust-
ness values and secondly for the distribution of the difference between the
probability of the most probable and second most probable classes, grouped
by correctly and incorrectly classifications. The last-column informs the p-
values for a Wilcoxon rank-sum test.

result is shown in Figure 4.7. As can be seen from the plots, there is a much

stronger correlation of small robustness value and low accuracy than a small

difference between best and second best probabilities. In the case of robust-

ness we see a lower accuracy at its lowest threshold before rising at a steady

rate and levelling off at maximum accuracy from 0.5 robustness onwards.

Meanwhile in the case of probability difference, the rate of accuracy fluctu-

ates less predictably as the threshold rises. Initially beginning at a very low

level and rising quite quickly, it then lowers in accuracy before rising once

more. A lower threshold in this case does not always mean a lower accuracy.

Higher values of robustness on the other end of the scale did not display a

clear correlation with accuracy, and this was also the case with probability

difference. These accuracy readings remained essentially unchanged for both

methods from thresholds 0.5 to 1.0. This might be justified by the particular

composition of the dataset not having enough instances beyond a certain

threshold to make a fair conclusion. As we see in the figure, the relation of

robustness and accuracy is monotonic, while the relation of the difference in

probabilities and accuracy is not, which also indicates that the former is a

more consistent estimate of classification accuracy than the latter. As we
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Figure 4.7: Accuracy against maximum robustness value and difference be-
tween the probability of most probable and second most probable classes.

can see in Table 4.8, for this dataset the robustness values on instances that

were correctly classified have mean robustness value of 0.05 with standard

deviation of 0.04. For incorrectly classified instances the mean robustness

is 0.04 with the same standard deviation. In spite of that, the Wilcoxon

rank-sum test produces a p-value of 7 · 10−5, indicating a strong distinc-

tion between the two groups. The same is not observed with probability

difference, which has a mean value of 0.37 with standard deviation of 0.19

for correctly classified instances and mean of 0.34 and standard deviation of

0.22 for incorrectly classified instances. The p-value 0.151 for the same test

demonstrates that there is not as significant a difference between correctly

and incorrectly classified instances.

We also used the betting scheme to compare the different approaches as

seen in Table 4.9. The strategy to bet only if robustness is greater than 0.05

obtains a gain of 20.0 and participates in a bet for approximately 37.3% of

the instances, while the strategy to bet only if the probability difference is

higher than 0.5 obtains a gain of 11.0 and participates in 21.7% of the possi-
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Robustness > 0.05 Prob. Diff. > 1/C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Stars 20.0 37.3 11.0 21.7 11.6

Table 4.9: Results of the betting scheme comparison for different strategies.
Profit is the total profit of each classifier, Bets is the proportion of bets
accepted by each method, and C is the number of classes.

Robustness > 0.075 Prob. Diff. > 1/C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Stars 19.8 16.0 11.0 21.7 11.6

Table 4.10: Results of the betting scheme for stars using a more restrictive
threshold for betting with robustness.

ble bets. For comparison, taking all bets leads to a total gain of 11.6. Unlike

the experiments with datasets from UCI, the robustness-based threshold for

this data was able to obtain a higher gain participating in a higher number

of bets than probability difference. This might be caused by the high di-

mensionality of the problem relative to the dataset size, 4947 variables over

150 instances, suggesting that robustness is particularly more effective than

probability difference in situations of scarce data, which is after all our main

motivation in this case study. We also tighten the threshold for robustness

in Table 4.10, to be more restrictive so as to achieve a smaller proportion

of bets than probability difference. Here we see that once again the gain

obtained by the robustness strategy is still significantly higher.

4.4.3 Further results

As part of our work presented in later chapters, we cultivated a larger col-

lection of categorical datasets and were able to perform our tests again com-
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paring the analytical qualities of robustness and probability difference. A

total of 47 datasets, once again from UCI [Lichman, 2013], were used and

the accuracy of each spn obtained using a 10-fold cross-validation which was

repeated 6 times and averaged. All datasets were curated and contain only

categorical variables. The spn models were each learned with identical learn-

ing parameters. While obtained as part of experiments in the next chapter,

these spns do not make use of any of the topographical changes to the spn

structure that feature in that chapter. As such they could be described as

non-class discriminative product-rooted spns without height restrictions. In

Table 4.11 we see that these datasets generally range from very small to

medium in terms of the number of instances with a diverse range of features

and classes. Our goal here is to see if our previous observations hold true

when tests are carried out on a wider range of datasets than was available to

us at the time.

As before we performed a Wilcoxon rank-sum test to verify if the dif-

ference in the metrics of the set of correctly classified instances and set of

incorrectly classified instances is statistically significant. In Table 4.12 using

robustness we see that in all but three datasets the distinction is statisti-

cally significant. In these three cases we are dealing with extremely diffi-

cult datasets wherein the average spn accuracy was no better than random

chance. By comparison in Table 4.13 using probability difference we see

that all but the same three cases are also statistically significant. Both mea-

surements are thus broadly capable of distinguishing between correct and

incorrect cases.

However, in order to more clearly observe which of the two performs the
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Data
Dataset Instances Features Classes

Audiology 226 70 24
Autos 205 26 2
Balance-scale 625 5 3
Breast-cancer 286 10 2
Bridges 107 11 6
Cars 1727 7 4
Cmc 1473 10 3
Colic 368 23 2
Cylinder-bands 540 33 2
Dermatology 366 35 6
Diabetes 768 9 2
Ecoli 336 6 8
Flags 194 29 8
Flare-new 1388 10 6
Glass 214 8 6
Haberman 306 4 2
Hayes-roth 132 5 3
Heart-h 294 12 2
Heart-statlog 270 10 2
Hepatitis 155 20 2
Hypothyroid 3772 28 4
Ionosphere 351 34 2
Iris 150 5 3
Kr-vs-kp 3196 37 2
Labor 57 17 2
Liver-disorders 345 7 2
Lung-cancer 32 57 3
Lymph 148 18 4
Molecular-biology 106 58 2
Mushroom 8124 22 2
Page-blocks 5473 11 5
Postoperative-patient-data 90 9 3
Primary-tumor 339 18 21
Segment 2310 17 7
Shuttle-landing-control 15 7 2
Sick 3772 28 2
Solar-flare 1066 12 6
Sonar 208 61 2
Soybean 683 36 19
Spambase 4601 8 2
Tae 151 6 3
Tic-tac-toe 958 10 2
Vehicle 846 19 4
Vote 435 17 2
Vowel 990 14 11
Waveform-5000 5000 41 3
Zoo 101 17 7

Table 4.11: Characteristics of the datasets used in the experiments.
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Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Audiology 0.05± 0.04 0.03± 0.04 7 · 10−06

Autos 0.14± 0.08 0.08± 0.08 8 · 10−05

Balance-scale 0.10± 0.05 0.02± 0.03 ≈ 0
Breast-cancer 0.16± 0.08 0.11± 0.08 6 · 10−06

Bridges 0.13± 0.07 0.12± 0.07 0.157
Cars 0.08± 0.04 0.03± 0.02 ≈ 0
Cmc 0.04± 0.03 0.04± 0.03 3 · 10−06

Colic 0.08± 0.04 0.05± 0.04 1 · 10−05

Cylinder-bands 0.06± 0.04 0.04± 0.04 2 · 10−06

Dermatology 0.09± 0.05 0.04± 0.04 7 · 10−05

Diabetes 0.09± 0.06 0.04± 0.03 ≈ 0
Ecoli 0.13± 0.07 0.07± 0.04 ≈ 0
Flags 0.06± 0.06 0.03± 0.03 2 · 10−05

Flare3 0.08± 0.04 0.04± 0.03 ≈ 0
Glass 0.11± 0.05 0.08± 0.06 1 · 10−04

Haberman 0.23± 0.08 0.20± 0.08 0.027
Hayes-roth 0.02± 0.02 0.03± 0.03 0.93
Heart-h 0.14± 0.06 0.07± 0.06 ≈ 0
Heart-statlog 0.10± 0.05 0.06± 0.04 2 · 10−07

Hepatitis 0.16± 0.07 0.09± 0.06 3 · 10−05

Hypothyroid 0.14± 0.05 0.10± 0.05 ≈ 0
Ionosphere 0.10± 0.06 0.04± 0.05 ≈ 0
Iris 0.17± 0.08 0.11± 0.06 2 · 10−05

Kr-vs-kp 0.06± 0.03 0.02± 0.02 ≈ 0
Labor 0.16± 0.07 0.04± 0.05 0.002
Liver-disorders 0.07± 0.04 0.06± 0.04 0.011
Lung-cancer 0.02± 0.04 0.04± 0.05 0.886
Lymph 0.08± 0.04 0.04± 0.04 4 · 10−05

Molecular-biology 0.06± 0.04 0.02± 0.02 3 · 10−06

Mushroom 0.20± 0.03 0.01±NA 0.042
Page-blocks 0.18± 0.06 0.12± 0.06 ≈ 0
Postoperative-patient-data 0.30± 0.02 0.32± 0.02 1
Primary-tumor 0.06± 0.04 0.04± 0.03 9 · 10−08

Segment 0.08± 0.04 0.04± 0.03 ≈ 0
Shuttle-landing-control 0.14± 0.05 0.20± 0.02 0.994
Sick 0.15± 0.06 0.10± 0.06 ≈ 0
Solar-flare 0.09± 0.05 0.04± 0.03 ≈ 0
Sonar 0.05± 0.05 0.02± 0.02 1 · 10−06

Soybean 0.10± 0.05 0.03± 0.03 ≈ 0
Spambase 0.08± 0.05 0.05± 0.04 ≈ 0
Tae 0.07± 0.04 0.05± 0.04 0.006
Tic-tac-toe 0.06± 0.03 0.03± 0.02 ≈ 0
Vehicle 0.07± 0.05 0.04± 0.03 ≈ 0
Vote 0.17± 0.07 0.05± 0.05 ≈ 0
Vowel 0.06± 0.04 0.04± 0.03 ≈ 0
Waveform-5000 0.05± 0.03 0.02± 0.02 ≈ 0
Zoo 0.18± 0.07 0.07± 0.06 6 · 10−06

Table 4.12: Mean and standard deviation for the distribution of robustness
values grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.
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Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Audiology 0.47± 0.27 0.27± 0.22 2 · 10−08

Autos 0.88± 0.15 0.62± 0.29 2 · 10−06

Balance-scale 0.72± 0.32 0.17± 0.21 ≈ 0
Breast-cancer 0.58± 0.19 0.50± 0.24 0.005
Bridges 0.54± 0.27 0.37± 0.22 0.002
Cars 0.79± 0.28 0.30± 0.22 ≈ 0
Cmc 0.30± 0.20 0.24± 0.17 1 · 10−08

Colic 0.75± 0.20 0.57± 0.26 3 · 10−08

Cylinder-bands 0.52± 0.27 0.39± 0.25 1 · 10−08

Dermatology 0.88± 0.21 0.44± 0.31 5 · 10−07

Diabetes 0.55± 0.30 0.31± 0.23 ≈ 0
Ecoli 0.65± 0.32 0.32± 0.21 ≈ 0
Flags 0.31± 0.22 0.20± 0.17 2 · 10−04

Flare3 0.72± 0.34 0.29± 0.19 ≈ 0
Glass 0.44± 0.19 0.36± 0.20 0.004
Haberman 0.50± 0.23 0.38± 0.20 0.026
Hayes-roth 0.04± 0.08 0.05± 0.11 0.932
Heart-h 0.67± 0.19 0.43± 0.27 2 · 10−11

Heart-statlog 0.56± 0.26 0.40± 0.23 1 · 10−05

Hepatitis 0.73± 0.26 0.41± 0.32 7 · 10−06

Hypothyroid 0.88± 0.16 0.65± 0.22 ≈ 0
Ionosphere 0.77± 0.23 0.62± 0.33 1 · 10−04

Iris 0.67± 0.29 0.38± 0.23 2 · 10−06

Kr-vs-kp 0.86± 0.21 0.49± 0.29 ≈ 0
Labor 0.90± 0.20 0.55± 0.40 0.003
Liver-disorders 0.34± 0.26 0.26± 0.21 0.007
Lung-cancer 0.10± 0.09 0.17± 0.11 0.937
Lymph 0.68± 0.23 0.61± 0.28 0.155
Molecular-biology 0.78± 0.24 0.53± 0.33 0.001
Mushroom 1.00± 0.02 0.29±NA 5 · 10−06

Page-blocks 0.90± 0.15 0.64± 0.26 ≈ 0
Postoperative-patient-data 0.44± 0.03 0.47± 0.03 1
Primary-tumor 0.29± 0.20 0.18± 0.16 1 · 10−07

Segment 0.73± 0.25 0.46± 0.28 ≈ 0
Shuttle-landing-control 0.17± 0.07 0.25± 0.03 0.994
Sick 0.90± 0.17 0.57± 0.27 ≈ 0
Solar-flare 0.77± 0.30 0.30± 0.21 ≈ 0
Sonar 0.60± 0.29 0.55± 0.28 0.085
Soybean 0.63± 0.26 0.36± 0.22 ≈ 0
Spambase 0.68± 0.27 0.42± 0.29 ≈ 0
Tae 0.17± 0.14 0.14± 0.15 0.007
Tic-tac-toe 0.52± 0.25 0.31± 0.21 ≈ 0
Vehicle 0.57± 0.33 0.29± 0.28 ≈ 0
Vote 0.92± 0.15 0.67± 0.29 7 · 10−08

Vowel 0.31± 0.23 0.19± 0.16 ≈ 0
Waveform-5000 0.65± 0.29 0.35± 0.25 ≈ 0
Zoo 0.77± 0.26 0.33± 0.21 4 · 10−06

Table 4.13: Mean and standard deviation for the distribution of the difference
between the probability of the most probable and the second most probable
classes, grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.
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strongest as a means of assessing reliability of a classification we return again

to the betting scheme framework outlined in Section 4.4.1. In Table 4.14 we

see quite clearly that using the robustness method when choosing whether

to bet or not performs overwhelmingly better than the probability difference

method with robustness coming out on top outright in 42 out of 47 datasets

with a further three ties. For two datasets we find that no profit is made.

This is because, as can be seen in the tables above, both their robustness

values and probability differences were very low on average. So low that for

no instance was it able to pass the threshold set in betting in order for it to

make a bet. Thus no costs to the total profit are incurred but similarly no

profit is made. However in the case of always betting we see that one makes

a slight profit while the other actually suffers a loss.

It seems we can at this point conclude that while probability difference

has some merit as a metric and is quite simple to implement, the stronger

metric is that of robustness. The ability of robustness to provide the most

benefit when it comes to choosing a reliable classification will prove quite

useful to us in the following chapters as we explore its utility in deferring

between the classifications of ensemble models.

4.5 Conclusion

As with other probabilistic models, conclusions drawn from Sum-Product

Networks are often sensitive to small perturbations in the numerical param-

eters, indicating lack of statistical support. In this chapter we provided

background on the concept of Credal Sum-Product Networks, a new class of
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Robustness > 0.05 Prob. Diff. > 1/C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Audiology 1700 8.8 1207 94.2 1206.2
Autos 87.1 68.3 79.8 96.6 76.6
Balance-scale 194.8 45.9 161.1 71.5 117.4
Breast-cancer 56.7 67.8 47 87.1 41.3
Bridges 286.8 71 282.4 95.3 270.1
Cars 300 23.8 261.7 94.3 251.8
Cmc 171.4 1.4 60.7 62.6 49.1
Colic 79.8 26.9 68.6 93.5 65.2
Cylinder-bands 66.3 15.4 45.5 75.4 35.9
Dermatology 496.7 49.7 480.1 98.9 477
Diabetes 80 29.9 50.5 70.4 34.9
Ecoli 569.9 49.4 463.1 93.5 450
Flags 655.6 9.3 269.6 81.4 250.5
Flare-new 460.9 27.7 348.1 91.1 332.7
Glass 312.2 53.7 249.7 93 244.9
Haberman 51.7 87.9 46.5 84.3 47.1
Hayes-roth 0 0 0 0 -9.1
Heart-h 79.7 63.6 64.5 88.1 51
Heart-statlog 73.3 38.9 53.6 81.5 45.2
Hepatitis 74.5 71 75.8 85.2 63.9
Hypothyroid 281.7 77.8 269.4 99.3 268.5
Ionosphere 91 44.4 67.4 90.9 61.8
Iris 147.7 72.7 138.7 94.7 130
Kr-vs-kp 100 6.4 88.6 95.1 85
Labor 95.2 73.7 88.9 94.7 82.5
Liver-disorders 37.2 24.9 25.8 43.8 19.4
Lung-cancer 0 0 0 0 3.1
Lymph 261.9 28.4 215.5 95.9 213.5
Molecular-biology 100 11.3 73.2 91.5 66
Mushroom 100 99.3 100 100 100
Page-blocks 378.2 86.7 369.8 99.6 369.3
Postoperative-patient-data 113.3 100 113.3 100 113.3
Primary-tumor 1135.3 10 691.9 87.6 624.8
Segment 568.1 30.4 477.1 96.4 468.5
Shuttle-landing-control 7.7 86.7 0 0 20
Sick 92.8 80.8 88.5 98.5 87.4
Solar-flare 478.4 31.3 338.3 92.2 318.8
Sonar 93.3 14.4 48.6 86.1 48.1
Soybean 1722.2 42.9 1352.8 97.7 1329.9
Spambase 86.2 35.5 68.7 83.1 58.2
Tae 40 19.9 47.4 37.7 13.2
Tic-tac-toe 92.7 8.6 67.4 76.2 55.3
Vehicle 239.8 22 180.2 77.8 152
Vote 97.1 80 89.7 97.9 89
Vowel 602.1 9.5 406.3 86.5 383.3
Waveform-5000 197.6 5.1 149.1 87 137.1
Zoo 557.8 82.2 516.8 100 516.8

Table 4.14: Results of the betting scheme comparison for different strategies.
Profit is the total profit of each classifier, Bets is the proportion of bets
accepted by each method, and C is the number of classes.



4. ROBUSTNESS 108

imprecise probabilistic graphical models that extend spns to accommodate

imprecision in the numerical parameters. Detail was presented on algorithms

and complexity results for common inference tasks such as computing upper

and lower bounds on the probability of evidence, computing conditional ex-

pectations and performing credal classification. We performed experiments

using standard datasets that showed empirically that cspns can distinguish

between reliable and unreliable classifications of spns, introducing the con-

cept of robustness in their predictions. Thus robustness can be seen as pro-

viding an important tool for the analysis of such models. We also showed in

a realistic task of predicting the age of stars, an open question in the field

of Astrophysics, how cspns could improve classification accuracy, evaluate

reliability and point towards the utility of the existing collected data.

There are many open questions left regarding cspns. While verifying

maximality is coNP-hard when the query involves multiple variables, the

problem admits an efficient solution if the internal nodes have at most one

parent and the test is over a single variable. In fact, a polynomial algo-

rithm for computing conditional expectations in networks of that structure

exists, which subsumes maximality. There remains to establish the complex-

ity of verifying maximality and computing conditional expectations for single

variables in general structures, and for multiple variables in tree-shaped net-

works.

Of course, there are other type of inferences not addressed yet. For ex-

ample, one might be interested in obtaining bounds for the likelihood of

a dataset induced by a cspn. This might be used to select more robust

structures during learning from data. One might also be interested in ob-
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taining the most likely configuration (given some evidence) under the most

pessimistic scenario (i.e., following a maximin strategy).

We have only considered discrete random variables in this chapter. spns

have already been extended to allow for continuous random variables [Gens

and Domingos, 2013]. In principle, we could extend the current framework to

cope with continuous variables if we assumed that imprecision only appears

on weights, so that precise densities are associated with the leaves. Exploiting

such a strategy is partly the basis for the next chapter. In a later chapter

we intend to perform an examination of the potential of cspns applied to

robustness analysis of spns to obtain an exploitable metric with which the

model accuracy of the spn can be improved.
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Weights

“Tóg a bhfaighidh tú is b́ı ag iarraidh tuilleadh”

– gan ainm

5.1 Introduction

The internal structure of Sum-Product Networks consists of an alternating

series of sum nodes representing partitions in the learned data by row in-

stances and product node representing partitions by feature columns. The

former are given varying learned levels of significance in the form of weights.

This gives extra prominence in the model to certain clusters of instances in

the data. Little has been said, on the other hand, about the possibility of

introducing an extra set of weights to this structure via the product nodes

and the potential effects such a change could have on the model.

In this chapter we will examine the uses and consequences of adding a

set of weights to the calculation of each product node value. We will also

110
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extend the use of cspns for measuring robustness of model classification to

datasets with continuous variables. Through a series of experiments we will

demonstrate, as proof of concept, the results of using product node weights

calculated through a varied of proposed methods.

Node variations in Sum-Product Networks

There have been many alternative methods proposed for modelling Sum-

Product Networks, sometimes tailored to particular applications. For in-

stance, altering leaf nodes to utilise Poisson distributions [Molina et al.,

2017]; linking values of nodes within the existing structure [Stuhlmüller and

Goodman, 2012]; adapting model constraints such as determinism [Molina

et al., 2018, Peharz et al., 2014a]; and adding types of nodes with entirely

new functions to the network such as Max nodes [Gens and Domingos, 2013],

Quotient nodes [Sharir and Shashua, 2018], Gating nodes [Shao et al., 2019],

Variable nodes [Desana and Schnörr, 2020] and Utility nodes [Melibari et al.,

2016a]. Only a handful of attempts have been made to make major changes

to existing sum and product nodes.

Max nodes and Gating nodes could both be viewed as a variation of the

sum node. A Max node alters the functionality of a sum node by propagating

the maximum weighted value of its children rather than summing over the

vales. It was first proposed alongside the original Sum-Product Network as a

replacement to the sum node for computing the MPE [Gens and Domingos,

2013]. It was later elaborated as a means of decoding spn representations

back into their original input [Vergari et al., 2017]. While in these cases it was

used to replace the functionality of the sum node, it has also been combined
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with sum and product nodes in the form of Sum-Product-Max Networks

which utilise the max node as the root of the network in a way that chooses

between entire branches of child nodes [Melibari et al., 2016a,c]. A Gating

node, on the other hand, extends the sum node to include a function in its

computation which encodes certain dependencies as part of a Conditional

spn. While this gating node replaces the sum node, the traditional sum

node can still be realised by choosing a constant gating function [Shao et al.,

2019].

Quotient nodes invert the concept of the product node by computing the

division of two inputs to encode conditional probabilities when combined with

the existing sum and product nodes [Sharir and Shashua, 2018]. Variable

and Utility nodes, are further removed from the traditional sum and product

nodes. These nodes display a more unique functionality by providing internal

nodes associated with variables and capable of being linked to child nodes

in the vase of Variable nodes [Desana and Schnörr, 2020], or by encoding

hidden variables as a leaf node with no association with known variables in

the case of Utility nodes [Melibari et al., 2016a].

While the Quotient could be seen perhaps, as a variation of the product

node, the product node has seen fewer attempts to alter or extend its func-

tionality. Thus far there have been no proposals to modify existing nodes

through the addition of further weights to the spn and no investigation has

been made into the possible effects of weighted children influencing the com-

putation of product nodes in a model. Given the way in which the product

nodes of an spn split variables in accordance to their independence, the ad-

dition of weighting to the children of a product node would in effect increase
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or decrease the importance of certain features or sets of features in the fi-

nal computation. It is possible that the overall accuracy of the model could

improve if given the right weightings.

In summary, the contributions of this chapter are as follows:

� Extend the ability to measure robustness of classification using cspns

to datasets with continuous variables.

� Introduce the concept of adding weights to the children of product

nodes.

� Propose several means of learning the weight for each child.

� Investigating the effects of such changes to the structure.

This chapter comprises of four parts. First we will take a brief look at

how it is possible to extend quite simply a cspn to be used with datasets

consisting of continuous variables. Then we will turn our focus to product

nodes and in Section 5.3 we will discuss the theory around it as well as

make our proposals and explain the rationale behind them. Following this

we will present the experimental results before summing up in the concluding

section.

5.2 Continuous CSPNs

In this thesis, we have proposed that Credal Sum-Product Networks, a class

of imprecise probability models, can be used to perform a computationally

efficient robustness analysis of discrete spns for classification [Conaty et al.,
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2018, Mauá et al., 2018, Mauá et al., 2017]. Nevertheless, the algorithms

and theory presented in the previous chapters thus far are only valid for cat-

egorical variables. Often, however, real-world data comes with both discrete

and continuous variables, which can be used to infer an spn. In this section,

we extend cspns towards domains with continuous variables. A cspn is an

spn where the weights associated with sum nodes are allowed to vary inside a

closed and convex set. Continuous variables are represented in leaf nodes and

are assumed to be normally distributed for simplicity as continuous variables

may take any distribution.

5.2.1 Continuous and Categorical CSPNs

The evaluation of an spn, meaning the computation of its value, for a given

configuration of variables can be performed by a bottom-up message propa-

gation scheme whereby each node sends to its parent its value. Leaf nodes

send a density value (continuous variables) or the result of the indicator func-

tion (categorical variables). The indicator function defined in Equation 3.3

is complemented by the density function

S(x) =
1

σx
√

2π
e−

1
2

(
x−µx
σx

)
(5.1)

where µx is the mean value across the variable x in training and σx is the

standard deviation across the same variable.

In both cases, the whole procedure takes linear time and space. Condi-

tional probabilities for categorical variables can be obtained in linear time

by evaluating the network for each value of the query variable and the given
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evidence (then normalising the result). For cspns, more intricate algorithms

have been devised to compute the expectation of any function over a single

categorical target variable. They can be promptly adapted to handle con-

tinuous variables, since the propagation of density values is similar to the

propagation of probability values.

In particular, spns and their inferences do not need to be normalised, so

one needs simply to adapt the leaf nodes for continuous variables to use a

density function associated with the variable in scope. This density function

is learned in training and is used to compute the density values for the asso-

ciated variable in each observed instance. These values are then propagated

up the network to their parents in the spn. Note however that, as the task

is classification, the target class variable is still categorical.

This change to the leaf node is the only required adaptation, while the

procedure in the internal nodes remains the same as for categorical cspns and

the algorithms for credal classification work just as described in Chapter 4.

In fact, this equivalence can be proven by realising that observed continuous

variables act similarly to an observed binary categorical variable, and so we

obtain the following theorem.

Theorem 2. Computing lower conditional expectations of a function over a

single categorical variable (ie. in classification applications) in cspns with

both categorical and continuous variables takes at most polynomial time when

each internal node has at most one parent.

Because of this, credal classification can be done in polynomial time too.

On par with our previous chapter, we use cspns as means to define the
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robustness level of an issued classification as the largest ε-contamination of

weights such that the cspn still yields a single class which credally domi-

nates all other classes. We also define some contamination for the continu-

ous leaves, for instance by placing an interval of length ε around the precisely

learned mean of the Gaussian distributions. The overall procedure runs a

bisection with ε-contaminated cspns as outlined in Chapter 4, until con-

verging to the numerically approximate maximum ε such that the prediction

from the model is still unique, that is, such that all spns represented by the

cspn yield the same class prediction [Conaty et al., 2018, Mauá et al., 2018].

5.3 Introducing Weights

In order to modify our product nodes to involve weights we must first reflect

on what exactly this might achieve. Product nodes, as we have noted in

previous chapters, are created in the learning process through the use of

independence tests across the variables within the scope of the current node.

Through this, it partitions the columns into independent sets of dependant

features each of which begin the recursive process again as the scope of a

new child node.

To attach weights to these children in the value calculation of the product

node is to effectively weight certain features (and/or groups of features) in

the model over others. While sum node weights are introduced by directly

multiplying with the value of the child node, this approach could not work

for product nodes as multiplication is the operation taking place in the first

place. Any weight applied to product nodes in this manner will simply adjust
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the overall total independent of what child it is associated with. Thus an

exponent is used to achieve the effect. More formally, this is achieved by

introducing the exponent weight α to our existing Equation 3.3 for computing

the value such that we now obtain the following:

S(λ) =
∏
j

Sj(λ)
αj (5.2)

Through this exponent a functionally identical spn model can be achieved

through the use of a constant value of 1 for each α, making the conventional

spn a particular case of our generalised model. If we were to set any of these

α values to 0 this would be the equivalent of pruning these children from

model. It is quite possible that for a given set of α weights there may be

little change in terms of values propagated through the product nodes and

it may even impair the model overall. As such it is crucial that we learn

these weights in a meaningful way which suitably prioritises certain child

nodes over others rather than the extremes of equally weighting each node

independent of data or disregarding children which may have insight for the

model to exploit. In order to achieve this we examine three ways in which

a meaningful weight could be learned based on certain metrics pertaining to

the scope of variables associated with each product node child and allow us to

differentiate between them. We also examine ways in which the calculations

involved can have their insights scaled to more effectively influence the model.
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Gini

One such way to differentiate between the collections of features is to measure

the average distribution of difference between the values contained within

each feature column through the use of the Gini Index [Handcock and Morris,

1999].

Initially proposed as a measure of income inequality in the field of eco-

nomics, the Gini Index, or Gini Coefficient is a measure of inequality among

values in a distribution. A higher value represents greater disparity between

the values in the distribution and similarly a lower value represents greater

equality of values.

g(di) =
1

n

n+ 1− 2

n∑
j=1

(n+ 1− i)dij
n∑
j=1

dij

 (5.3)

α =

m∑
i=1

g(di)

m
(5.4)

For our purposes we use the Gini coefficient as defined in Equation 5.3.

The set of all feature variables associated with the scope of a child node is

denoted by D. The number of variables assigned to D is m. Single variables

d are indexed by i where i = 1, . . . ,m. Within each di there are n instances

associated with this child which are indexed by j where j = 1, . . . , n. The

Gini coefficient is measured across each variable di in the scope D before

summing and dividing by m to get an average Gini coefficient for the set of

variables to use as this node’s weight.
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If the average index of the columns within a scope is low then this would

suggest this collection of columns grouped in the learning process has some

degree of cohesion. Whereas a high average would suggest that one or more

columns are less cohesive and the partitioning of the dataset thus far has not

been ideal.

Variance

Another means of differentiating between these collections of features is to

measure the variance within each variable in the child node’s scope D [Upton

and Cook, 2008]. Rather than measure the difference between values in the

feature variable as with the Gini coefficient, variance measures the degree of

difference between a set of values and its average value.

v(di) =
n∑
j=1

(dij − 〈di〉)2

n− 1
(5.5)

α =

m∑
i=1

v(di)

m
(5.6)

As with Gini we calculate the variance metric for each feature variable

di in the child node’s scope where dij is an instance of that variable and

n is the total number of instances in di. We use a variance formula with

Bessel’s correction, shown in Equation 5.5, to compute the metric for each

before averaging them over all m columns in D to achieve our α weighting

as seen in Equation 5.6. It is hoped that collections of weights would have

similar internal values for variance but at the same time distinct averages in
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comparison with other children of the product node.

Entropy

Finally, our third proposal for computing product node weights involves the

Shannon entropy metric [Hausser and Strimmer, 2009]. While often used

for measuring uncertainty it can also be used to measure the diversity of a

distribution of instances. One real world use for this has been as a mea-

sure of biodiversity by measuring the relative frequency of various species

populations within the whole of a particular habitat or ecosystem. For our

purposes we instead wish to measure the frequency of each value in a column

by counting the unique occurrences of each value dij of the feature variable

di. This count is denoted by qj and is then divided by the total number of

unique values u in di. While possible to bucket these values in various ways

and count those frequencies to avoid the risk of each unique value having an

occurrence of 1 we found in practice that this was at least not the case in our

experiments presented in the next section. In doing so we achieve a set of

frequencies which we can then pass into our Shannon entropy formula seen

in Equation 5.7.

e(di) = −
u∑
j=1

qj
u

log2

qj
u

(5.7)

α =

m∑
i=1

e(di)

m
(5.8)

Here once again we obtain the average entropy value across all m columns
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within the child node’s scope of D before taking it as our α weight. In doing

so we should now have, for each child node, an average measurement of

the internal diversity of values for columns within the scope which should

hopefully provide some distinction between these children.

5.3.1 Scaling

Once we have obtained a measurement that can, in theory, differentiate be-

tween the features within the scope of two product node children, we want

to ensure that these differences impact the model in a sensible way. To do

so we need to explore different means of applying our learned weights so

that their effects are pronounced enough to make a difference to the output

without simply hindering the model. For this we examined a range of simple

curves which would adjust our α before applying it as an exponent within

the node calculations. For example by adjusting our α value by replacing it

with
√

1− α we create a curve of weights which assigns final weights close

to 1 for children with low average variance, gini or entropy values and allows

the weights to trend towards 0 as our differentiating metric trends towards

1. In the following section we will present the numerous simple variations of

this that were attempted in our experiments.

Thresholds

As an alternative to scaling the α values in proportion to a given metric,

we can take a harsher approach using thresholds. An α value of 0 effectively

removes a given child from the model along with the features within its scope.
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As a form of feature selection this has potential to have a positive impact

on model classification accuracy. Thus we propose using a threshold based

on one of our proposed metrics (in our case entropy) whereby all children

are given an α value of 0 by default unless this metric surpasses a given

threshold. In the following section we will observe the effects of this using

entropy as our metric and a range of thresholds.

5.3.2 Interpretability

There is one immediate drawback to introducing such weights to an spn

model. Without weights in product nodes an spn model is interpretable

as a graph structure that defines context specific independences. However,

while the graph structure in this case stays the same the presence of the

weights will result in different classification outcomes based on weights that

may not be immediately understandable on their own. In this manner our

proposal reduces the overall interpretability of the spn model in the hope of

perhaps arriving at an approach which can increase classification accuracy

in exchange.

5.4 Experiments

We begin our experiments here by gathering datasets with continuous fea-

ture (input) variables and categorical class variables. As in previous chapters

these were obtained from UCI [Lichman, 2013] and curated to ensure that

they consisted of continuous features. We then ran each experiment using

the same learning constraints for each spn. spns used in these experiments
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Data
Dataset Instances Features Classes

Audit 775 25 2
Banknote 1372 5 2
Breast-tissue 106 11 6
Drugs 1885 13 7
Ecoli 336 8 8
Electric-grid 10000 13 2
Fertility 100 10 2
Frogs 7195 23 10
Proof 3059 52 2
Sonar 208 61 2
Transfusion 748 5 2
Trial 775 17 2

Table 5.1: Characteristics of the datasets used in the experiments.

were each sum-rooted and class-discriminative, without height restrictions

and a p-value threshold of 0.01 for independence tests in learning. Each

spn is learned through 10 fold cross-validation and repeated 6 times using

6 different random seeds with the results averaged. The general character-

istics of the data can be seen in Table 5.1. With the exception of datasets:

Electric-grid, Frogs and Proof, all experiments were run sequentially without

parallelisation. With these datasets the necessary parallelisation due to time

constraints effected the randomness and thus the eventual outcome to a very

minor degree not affecting the overall results and conclusions.

Continuous CSPN

With cspns expanded to be compatible with continuous variables we can now

perform the same analysis as before in Chapter 4 on our continuous datasets

to see if similar conclusions can be supported. As in our previous analysis
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of classification robustness we split our classifications into subsets of correct

and incorrect classifications and obtain the mean and standard deviation of

the robustness value obtained for each instance. We then perform a Wilcoxon

rank-sum test for each dataset to see if the robustness values of correct and

incorrect classifications differ significantly. The tables of these results are

left to Appendix B.1. It is observed that for all but 2 of the 12 datasets

the p-value obtained is significant. For the datasets Ecoli and Fertility we

obtain p-values of approximately 1. In the case of the Fertility dataset we

see that the robustness value for this dataset is essentially identical across

all classified instances. We will see later in this section that accuracy in this

dataset is never improved upon nor is it easy to disrupt the model enough

to impair the accuracy. The Ecoli dataset on the other hand is unusual in

that the average robustness of incorrect classifications were higher than that

of the corrects. These values in both cases have high standard deviations

suggesting that the distributions for correct and incorrect instances are quite

similar despite the averages.

As a comparison we once again repeat this process with the probability

difference between the probabilities of the most probable and second most

probable classes in classification. The mean, standard deviation and p-values

of this approach are once again left to Appendix B.1. In it we see that, as

with robustness, the difference between correct and incorrect classifications in

terms of probability difference is significant. As before, the Fertility dataset

shows itself to be unusually difficult to handle with identical probability

difference values for both correct and incorrect cases and a standard deviation

of 0. The Ecoli dataset this time has a higher mean probability difference
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value for correct cases than incorrect.

Just as we have seen in Chapter 4, both these methods of analysing

model robustness are similarly capable of differentiating between correct and

incorrect classifications to some degree but this does not tell the whole story

nor which of the two perform the best and most consistently. We saw from

our previous tests in Chapter 4that by using a betting scheme we were able

to demonstrate that robustness was a more consistent and effective means

of deciding when to bet that a classification was correct thus demonstrating

a stronger correlation with accuracy. Here we repeat this test with these

continuous datasets to see if this still holds.

We can see in Table 5.2 the result of re-using the same thresholds for both

methods as in Chapter 4 (ie. a 5% perturbation in the case of robustness

and one above the number of classes in the case of probability difference).

In all cases the method using robustness has either obtained the highest

score or matched the competitors. It is immediately apparent that these

thresholds are far too lenient for the datasets involved, especially in the case

of probability difference where at no point did the probability difference value

of a classification instance fail to meet the threshold set to enable a bet. This

ensured that this method could not determine bets of greater risk and avoid

placing a bet which would incur a loss. Thus for all datasets the robustness

strategy has led to the most profit by virtue of being the only method to

avoid betting in a very small proportion of losing bets.

In order to more fairly compare the two we increased the severity of

the thresholds used in the betting scheme until the probability difference

approach ceased betting in every instance. This required a threshold of
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Robustness > 0.05 Prob. Diff. > 1/C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Audit 15.4 95.2 14.6 100.0 14.6
Banknote 15.4 95.5 14.7 100.0 14.7
Breast-tissue 23.9 100.0 23.9 100.0 23.9
Drugs 40.4 80.4 38.7 100.0 38.7
Ecoli 65.9 96.5 65.1 100.0 65.1
Fertility 12.7 100.0 12.7 100.0 12.7
Proof 8.4 81.1 7.2 100.0 7.2
Sonar 11.1 95.3 10.7 100.0 10.7
Transfusion 10.2 67.7 7.7 100.0 7.7
Trial 16.6 99.6 16.6 100.0 16.6

Table 5.2: Results of the betting scheme comparison for different strategies
using continuous variables. Profit is the total profit of each classifier, Bets
is the proportion of bets accepted by each method, and C is the number of
classes.

7 over 4 times the number of classes. In order to make the results more

comparable we also increased the robustness threshold to 20% to achieve a

similar proportion of bets taken. In doing so we find that robustness still in all

cases manages to outperform probability difference by taking better decisions

on each bet despite betting in similar proportions. In the case of Fertility the

probability difference approach surprisingly manages to make less profit than

always betting despite the difficulty in obtaining any variation in results for

that dataset. It would appear that any approach other than always betting

in this case leads to a reduction in score, something that robustness was

capable of avoiding despite the higher threshold.

Overall we can see that the conclusions made in Chapter 4 hold up for

continuous datasets. Once again while both methods are capable of differenti-

ating between correct and incorrect classifications to some degree, robustness
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Robustness > 0.2 Prob. Diff. > 7/4C Always Bet
Dataset Profit Bets (%) Profit Bets (%) Profit

Audit 16.0 87.8 15.4 94.7 14.6
Banknote 16.6 84.9 16.6 84.3 14.7
Breast-tissue 24.1 99.5 23.9 100.0 23.9
Drugs 39.3 39.4 38.7 100.0 38.7
Ecoli 66.2 86.9 65.5 99.3 65.1
Fertility 12.7 100.0 11.7 40.0 12.7
Proof 9.8 52.0 8.1 85.4 7.2
Sonar 12.2 80.9 11.2 94.9 10.7
Transfusion 12.8 16.4 12.5 22.4 7.7
Trial 16.6 98.7 16.6 98.8 16.6

Table 5.3: Results of the betting scheme comparison using more stringent
thresholds. Profit is the total profit of each classifier, Bets is the proportion
of bets accepted by each method, and C is the number of classes.

has been demonstrated to be more consistent in its correlation with classifi-

cation accuracy and thus it is more precise and of greater utility for the task

of analysing the robustness of a learned spn model.

Product Node Weights

We turn now to investigating the effects of the application of weights to the

internal product nodes of an spn as described in Section 5.3. Experiments

are performed on the continuous datasets as described at the beginning of

this section for each form of weight computation proposed. In the case of our

implementation a sum-rooted class-discriminative spn without product node

weights is achieved by implementing a weight of 1 as using this exponent

will result in an exact equivalent model. Aside from product node weights,

the learning parameters of this spn are identical to all others used in these

experiments with the exception of a height restricted spn used later on.
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With our first experiment we compare the merits of our three proposed

metrics from Section 5.3, the Gini coefficient, variance and entropy. For each

metric a range of methods for scaling the exponents relative to the metric

were used and the most suitable one selected for each metric. In Table 5.4

we see the accuracy across all continuous datasets for each metric using their

most effective scaling, which was demonstrated empirically. In the case of

Gini the exponent used is
√

1− α; for Variance it is 1 − α and for Entropy

it is
√
α. Observing the average accuracy across all datasets we can see that

the use of both Gini and Entropy has achieved a modest increase in average

accuracy compared to the classic spn. Variance on the other hand has lead

to a very slight decrease in overall average accuracy. However, these averages

cannot tell the whole story.

If we look at the individual cases of each dataset we see that Gini performs

worse than the classic spn on four occasions and matches the original in three

more cases. These three cases are datasets which are very difficult to improve

on. In five cases the Gini spn manages to outperform the original by as much

as 2 percentage points in the case of Transfusion where Gini obtained the

highest accuracy of any metric. Taking a closer look at Variance we see that

it performs much worse and in half of all datasets it obtains a lower accuracy

than the original. In three more cases it matches the classic spn and in

the remaining three it manages to outperform it. For datasets Banknote and

Trial the variance metric actually outperforms all other metrics. Finally with

Entropy we see that there are just three cases where it has performed worse

than the original spn and by quite slim margins in two of those cases (in

Banknote it underperforms by more that 2 points). On two more occasions
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Dataset SPN Gini Variance Entropy

Audit 93.89 95.83 94.88 96.62
Banknote 94.08 93.93 94.19 91.46
Breast-tissue 40.57 40.57 40.57 40.57
Drugs 47.43 50.09 46.51 50.62
Ecoli 61.31 61.56 61.31 61.80
Electric-grid 61.03 61.42 60.92 61.51
Fertility 88.00 88.00 88.00 88.00
Frogs 57.65 57.65 57.58 57.57
Proof 72.76 72.50 71.68 72.79
Sonar 82.21 81.33 81.81 82.45
Transfusion 73.19 75.69 73.13 75.67
Trial 99.74 99.22 99.85 99.10

Average 72.66 73.15 72.54 73.18

Table 5.4: Accuracy by dataset for a range of possible weights. For each
metric the strongest performing method of scaling has been chosen to repre-
sent it here. For Gini it is

√
1− α; for Variance it is 1− α; and for Entropy

it is
√
α.

it matches that of the original, again on datasets where it is unlikely any

further improvement is possible. This leaves us with the remaining seven

datasets wherein Entropy manages to beat the original and obtain the highest

accuracy of any metric in six of these seven cases. From this we can see that

both Gini and Entropy appear to have some potential that can be developed

in future while Entropy stands out as being clearly the more beneficial of the

two.

While we have looked at the differences between the metrics performing at

their optimum, we also wish to look at the process of choosing their optimum

usage by examining the effects of different types of scaling for achieving the

desired effect of our exponent. In Table 5.5 we see the effects of different

types of scaling on average accuracy for our Gini and Entropy metrics. It is
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immediately noticeable that these forms of scaling have distinctly different

effects when applied to each metric due to the very different natures of these

values. If we take for example the highest performing options for each metric

we can see this quite clearly. In the case of Gini using the scaling
√

1− α

we see an accuracy of 73.15% only to see it drop almost 7 points to 66.5%

when the same scaling is applied to Entropy. Similarly with the scale
√
α we

observe an accuracy of 73.18% for Entropy only for it to drop to 62.98% when

applied to the Gini metric. These stark differences arise from the fact that

the curves of these scalings trend in opposite directions. As the GINI value

increases from 0 to 0.5 using the scaling
√

1− α we would see the exponent

reduce itself from 1 to 0. And if the entropy value were to increase from

0 onwards using the
√
α we would see the exponent continuously increase

from 0 at a an initially rapid but decelerating pace thus creating greater

difference in the model between smaller entropy values. While results using

these metrics are promising and improvement has been achieved across many

datasets and repetitions, the overall improvement is still slim.

When models are learned using these datasets they are often quite com-

plex with many levels of nodes and children. With the features spread across

many children each with smaller subsets of both features and instances we

could find that, while weighting some children over others, the overall ef-

fect of these weights become minimised by the structure already learned.

Perhaps then with a more shallow spn structure we may find product node

weights eliciting a more substantial effect on final accuracy. To this effect

we conducted an experiment comparing our previous results to a sum-rooted

class-discriminative spn with height restricted to 2 levels with added product
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Scaling Gini Entropy

1 72.66 72.56
α 62.19 73.00
α2 59.70 70.28√
α 62.98 73.18
1

1+α
73.045 70.78

1− α 72.74 63.13√
1− α 73.15 66.50
1

1−α 67.39 62.38

e−α 73.04 68.88
eα 69.76 66.22

Table 5.5: Average accuracy across all continuous datasets for each method
of scaling attempted while using the Gini and Entropy metrics.

node weights. Such a model is equivalent to a Naive Bayes classifier. Early

results showed no evidence to suggest that product node weights would be

of greater advantage in the case of more shallow network structures. These

results can be viewed in greater detail in Appendix B.2.

While scaling our metrics to directly form the exponents is one possible

method for implementing weights in the product node, another more dis-

criminative approach might be to apply an exponent based on whether or

not the metric exceeds a given threshold. To investigate this we implemented

a threshold p which must be exceeded by the α value, in our case using en-

tropy as our metric, at which point an exponent of 1 will be applied to the

child node ensuring that it is still active within the model. If this threshold

is not met then the child is effectively removed from consideration in the

model by applying an exponent of 0 as the child’s weight. This fully removes

the features within that child’s scope from the model. The experiments were

conducted as before using non-height restricted product-rooted spns each
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run six times using different random seeds with results averaged across those

six. We proceeded to do this in increments of 0.05 for the entropy thresh-

old between 0 and 1. In Table 5.6 we can see the average results across all

datasets for each threshold attempted. It is quite clear from these figures

that average accuracy was only increased by to a very slight degree with the

maximum accuracy overall being no more than 0.10 points higher than when

the threshold was set to 0.00 leaving all exponents at 1. Further to this as

the threshold increased and more features removed from consideration we see

the accuracy go into serious decline. It would seem that such an approach

is much too harsh in its feature discrimination cutting too many children

from the models in a manner that brings no benefit. Among most individual

datasets we saw accuracy peak at a threshold of 0 only to decline further

as the model was tampered with. There were however two datasets which

bucked this trend. With the datasets Transfusion and Drugs we saw accuracy

peak around a threshold of 7.0 and 0.75 leading to increases in accuracy of 3

and 4 percentage points respectively. Ultimately however, it would seem that

this approach is, as with limiting the height of the model, too harsh and not

subtle enough to have a positive effect on accuracy. It is also possible that

metrics like Gini and Entropy do not provide enough relevant information

for feature selection such as this.

5.5 Conclusions

Overall we can say that robustness as a metric for analysing the reliability

of an spn still proves itself to be an effective tool when used with contin-
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p Average p Average p Average

0.00 72.56 0.35 72.69 0.70 61.18
0.05 72.66 0.40 72.48 0.75 60.67
0.10 72.65 0.45 72.39 0.80 59.73
0.15 72.64 0.50 62.27 0.85 57.86
0.20 72.51 0.55 62.21 0.90 57.69
0.25 72.60 0.60 62.11 0.95 57.65
0.30 72.59 0.65 61.97 1.00 57.40

Table 5.6: Average accuracy across all continuous datasets for each entropy
threshold level p used for choosing between a weight exponent of 0 or 1.

uous variables. The extension of cspns to be capable of measuring model

robustness over datasets with continuous variables can be achieved quite eas-

ily by propagating density values from the leaf nodes of continuous variables

rather than the values from indicator functions already used for categorical

variables. This extension of cspns was then employed for the analysis of sev-

eral datasets consisting of continuous variables as part of our experiments.

Through this we observed that our conclusions with regard to the utility of

robustness as a tool of analysis in Chapter 4 still held quite strongly across

these continuous datasets.

In this chapter we also introduced the concept of adding weights to the

children of product nodes in the base spn structure as exponents to the value

computed for each child. A number of methods for calculating this method

during the learning process were proposed, specifically using Gini coefficient,

entropy and variance metrics on features within the scope of each child. To

tune the effects of these metrics on the final weight exponent, an array of

methods for scaling these metrics to better suit our purpose were proposed.

We can say that the concept of applying weights to our product nodes and
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using metrics such as Gini and Entropy to calculate these exponent weights

has some promise for modest improvements in accuracy. Through these ex-

periments across a number of datasets with continuous variables it was found

that modest improvements in accuracy could be gained through the use of

both the Gini and Entropy metrics using suitable methods of scaling, with

Entropy performing the strongest overall and across the majority of datasets.

The scaling methods of these metrics where shown to vary in effectiveness de-

pending on the nature of the metric. Combining this with matching a metric

to a suitable method of scaling was key to achieving gains in accuracy. Other

approaches to utilising product node weights such as limiting the height of

the model, using the metric with a threshold for more discriminative weight-

ing and using variance as a metric for calculating the exponent were shown

to have little to no positive effects on the overall outcomes.

To conclusively demonstrate the full potential of product node weights

would require more experimentation and method proposals to thoroughly

investigate the concept. For now as a proof of concept we can say that there

is some evidence of untapped potential. It is quite possible, however, that

this potential has its limits. One major drawback being the loss of explain-

ability when new weights are added. Given the advantages of interpetability

that spns have over common deep learning approaches, loss to this property

without sufficient reward would make this a futile line of enquiry. Perhaps

with different metrics or complex means of learning product node weights,

the gains to accuracy would be of enough benefit to be worth implementing.

This however, will have to be left to future research.
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Hierarchy

“Tch́ıonn beirt rud nach bhfeiceann duine amháin”

– gan ainm

6.1 Introduction

Ensemble learning techniques, as described in Chapter 2, have been used

with a number of machine learning algorithms but never in conjunction with

a measurement of each learner’s robustness in order to inform the ensemble

process in the context of spns. The main contribution of this chapter is

to investigate and introduce an ensemble approach based on a hierarchy

of multiple spn classifiers which defers the decision to the next classifier

when the current prediction is deemed unreliable. As differentiation factor,

this deferral is performed in real time using robustness information obtained

during testing rather than training. Therefore, this new Hierarchical Sum-

Product Network approach builds an ensemble model that is not fully pre-

135
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learned with training data. Through the use of a robustness measurement in

the procedure of combining our independently created weak learners as part

of the ensemble learning process we seek to overcome some of the sensitivity

to overfitting of pre-learned ensembles and provide an accurate and reliable

technique for classification.

In order to measure such reliability, we make use of the algorithms pro-

posed for credal spns [Mauá et al., 2017] and utilised in Chapter 4 to measure

the robustness of spns. Such robustness measurements can be computed

both at training and testing time and we show it is capable of discriminating

reliable versus unreliable predictions, but it requires the tuning of its thresh-

old parameter (used to split between reliable and unreliable predictions).

For that, we propose to learn the threshold from data, and we empirically

show that this framework increases classification accuracy with small extra

effort and performs no worse than the strongest component spn, that is,

we theoretically and empirically verify that the accuracy of the Hierarchi-

cal Sum-Product Network increases with respect to its strongest component.

The hierarchy of spns decides, based on their robustness measure, whether

to defer the responsibility of prediction to another spn in testing time. We

also explore the effects of parameter tuning such as the impact of various

criteria for learning a robustness threshold as well as the behaviour when the

number of layers used in the ensemble model are increased.

In summary the contributions of this chapter are as follows:

� Demonstrate the capability of robustness in discriminating reliable ver-

sus unreliable predictions
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� Presenting a hierarchical method of ensemble learning using spns that

builds on our robustness measurement, learns its thresholds from data

and utilises information in testing time for deferral.

� Demonstrating empirically that these hspns can improve the accuracy

of spn classifications across a wide range of datasets.

� Proving empirically that our method does not do any worse than the

strongest component spn.

The chapter is organised in the following manner. Section 6.2 demon-

strates our initial investigation into the concept of deferring predictions and

the benefits which may be gained through such a process. Section 6.3 builds

on these findings and describes our arrived upon method of deferring the deci-

sions within an ensemble of spns when the prediction is not reliable enough.

Section 6.4 presents our experimental setup and the obtained results, and

finally Section 6.5 evaluates the work presented in the chapter.

6.2 Initial Investigation into Deferring Pre-

dictions

In order to obtain a measure of robustness for issued predictions, we make

use of our work in Chapter 4 and allow parameters of the model to vary

within a fixed space and verify whether the predicted class remains the same

using Credal Sum-Product Networks. As we have seen, the cspn induces a

set of probability measures known as a credal set [Levi, 1980]. In this chapter
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we are particularly interested in cspns formed as follows: for each sum node

with local weights w, we use an ε-contamination of w (with 0 ≤ ε ≤ 1) as

seen in Equation 4.1. As before, given a class variable Xc, evidence XE = e,

and a cspn, we say that an assignment c1 for Xc credally dominates another

assignment c2 if Equation 4.5 is satisfied.

As we have seen, this task can be performed efficiently in polynomial

time when the number of classes is bounded and the internal graph of the

spn is a tree. Following the proposals of de Bock et al. [de Bock et al., 2014],

assume an spn has been learned from data, and used to issue a classification

based on the maximum probability class label. Given a value ε > 0, we say

that a classification is ε-robust if the respective class label is not credally

dominated by any other class label in the cspn obtained by ε-contamination

of the spn. The robustness of a prediction is the largest value of ε for which

the maximum probability class is robust. In this chapter, we will employ this

robustness of a prediction to decide whether to defer the decision to another

model.

Our initial approach is based on cascading two or more cspns until one

of them is confident in providing a decision. In other words, a list of spns

S1, . . . , St (with t ≥ 2) is learned from data and a list of robustness thresholds

τ1, . . . , τt−1 is constructed. These spns are then used in order to predict the

class variable, in sequence. When Si is employed, we compute the robustness

value ε of the issued prediction, and if ε < τi, then we ignore the prediction

and increment i, moving to the next spn (if i = t, we issue a prediction no

matter the robustness measure). The robustness thresholds can be manually

set (since the contamination has a clear meaning, an expert could for instance
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choose 0.01 to lean towards accepting predictions, or for instance 0.5 to only

issue very certain predictions). In the case of manually set thresholds, we

use the same threshold at each stage in sequence.

We also implemented an approach of learning the threshold from data:

by applying the cascading model of spns to the training data using different

thresholds and fixing them based on the maximum accuracy over the training

samples. We argue that this does not overfit, because we are only learning

when to defer decisions.

6.2.1 Experiments on initial deferral

In our opening investigation we limit the use of learning a threshold from the

data to the first model in the sequence and as such this learned threshold is

only applied when choosing between the first and second layers of cascading.

There are obviously multiple reasonable approaches to choosing thresholds,

since there is a clear trade-off associated with their decisions and which spn

will end up making the final classification. As for the choices of spns to

include in the sequence, in Chapter 3 we discussed some insights about the

relation between spns and other classification approaches. With that in

mind, a possible strategy is to select spns that relate to different models,

or to select spns with different amount of fitness to include in the list and

hence a diverse balance between under and overfitting. We experiment with

multiple options in this section, limited to pairs of two models except for

a final case which investigates the effects of adding further layers to the

sequence.
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To begin, we create a collection of spns based on different learning con-

straints. Table 4.11 describes the datasets from UCI (http://archive.ics.

uci.edu/ml/) used in Chapter 4 and again in these experiments. Table 6.1

contains the accuracy results of multiple spn variants using a 10-fold cross-

validation (each run 6 times). These results help to visualise the distinctions

between stronger and weaker spn learners to be later combined in the hier-

archy. All datasets were curated and contain only categorical variables, as in

Chapter 4.

Constraints used to the achieve models in these experiments are, as out-

lined in Section 3.4.1 of Chapter 3, allowing the root node to be either a

sum or product node (sum-rooted and product-rooted), forcing the first sum

node containing the class variable in its scope to partition based on that

variable (class-discriminative), and allowing a maximum height constraint to

be set for the learned spn. Minor parameters varied in the final experiment

include the p-value threshold used in independence tests during the vertical

partitioning of learning. This is set to 0.05 unless otherwise specified.

We aim to show different accuracies that might be obtained depending

on the combinations of constraints, and not to select a best spn against

others. In spite of that, the class-discriminative/general spns can be seen to

perform better in Table 6.1 than the Naive Bayes-like spns which are more

restricted in height. In the case of general spns with height restrictions,

stronger constraints on the height seem to produce poorer classifiers.

Our primary goal in this section is to examine the effects of cascading

layers of networks. In these first experiments only a hierarchy of two levels

is used. We performed experiments with a variation of constraints. In each

http://archive.ics.uci.edu/ml/
http://archive.ics.uci.edu/ml/
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Model NB FS+NB SPN Dis.SPN Height3 Height5 Height9
Audiology 30.09 29.79 54.13 57.52 29.72 39.16 50.52
Autos 88.94 87.89 88.37 87.97 88.62 87.24 88.21
Balance-scale 67.57 72.11 72.45 71.65 73.60 73.87 72.48
Breast-cancer 69.81 71.16 72.09 73.08 70.69 73.08 73.02
Bridges 56.85 57.17 56.85 57.63 56.70 55.92 56.85
Cars 70.15 70.79 87.87 83.54 70.35 74.58 82.86
Cmc 42.24 43.47 50.07 49.40 43.09 45.89 48.80
Colic 69.43 71.38 81.34 80.84 72.69 78.17 80.21
Cylinder-bands 56.42 56.51 66.08 68.55 56.73 59.69 65.65
Dermatology 48.18 48.64 94.08 94.35 49.87 65.03 85.43
Diabetes 67.06 68.34 70.14 70.09 67.90 68.60 70.42
Ecoli 60.17 62.35 72.17 71.68 62.15 66.97 71.13
Flags 37.80 38.57 40.72 42.70 38.32 39.95 40.38
Flare3 40.02 51.43 72.06 72.26 51.23 65.16 71.48
Glass 38.08 39.88 57.87 55.38 40.34 49.92 56.70
Haberman 73.80 73.53 73.53 73.10 73.53 73.53 73.53
Hayes-roth 42.30 35.10 35.36 51.90 34.98 34.60 35.10
Hearth 74.77 74.60 79.59 79.87 73.81 79.14 78.46
Heart-statlog 73.33 73.39 71.85 72.78 72.22 72.47 72.04
Hepatitis 79.35 79.35 81.18 80.11 79.46 81.08 80.76
Hypothyroid 92.29 92.29 92.12 92.02 92.29 92.29 92.29
Ionosphere 64.15 72.79 80.30 79.25 75.07 81.86 81.06
Iris 66.34 67.11 80.56 80.56 65.67 78.56 79.56
Kr-vs-kp 54.12 53.48 92.48 92.97 54.50 60.75 72.74
Labor 80.70 76.61 88.31 88.89 73.39 80.12 91.81
Liver-disorders 54.06 54.01 62.42 63.72 54.49 62.08 62.22
Lung-cancer 35.94 44.27 42.19 44.79 40.11 42.71 33.85
Lymph 69.03 71.06 76.01 75.00 71.85 74.78 76.24
Molecular-biology 48.74 52.20 71.54 72.80 51.73 67.92 72.49
Mushroom 71.90 87.64 99.99 99.99 86.17 92.49 98.15
Page-blocks 89.77 89.97 93.75 93.72 89.85 91.81 93.48
Postoperative 70.74 71.11 71.11 70.37 71.11 71.11 71.11
Primary-tumor 26.45 26.79 35.60 34.51 26.79 30.63 33.68
Segment 26.36 46.00 81.31 81.14 46.85 63.53 76.16
Shuttle-landing 55.56 60.00 60.00 52.22 60.00 60.00 60.00
Sick 93.88 93.88 93.73 93.71 93.88 93.88 93.81
Solar-flare 45.53 47.81 73.11 73.86 50.99 64.46 73.08
Sonar 60.02 62.18 68.19 67.47 60.90 63.94 65.31
Soybean 20.21 20.13 75.67 75.21 20.11 33.87 57.76
Spambase 73.48 76.02 79.66 79.68 75.48 77.31 78.78
Tae 33.11 32.78 41.61 42.39 35.43 41.50 43.60
Tic-tac-toe 65.32 65.78 80.48 81.12 65.29 66.89 77.40
Vehicle 35.76 38.50 62.37 62.55 39.08 44.78 57.80
Vote 87.90 87.74 95.09 94.94 87.86 91.99 94.56
Waveform5000 61.81 61.76 78.37 77.44 61.80 70.49 78.21
Zoo 59.74 60.24 85.98 86.14 60.24 74.59 85.15

Table 6.1: UCI datasets and classification accuracy (%) for different learned
spns based on constraints during the training are presented. NB is the Naive
Bayes-like spn, FS+NB is the Naive Bayes-like spn preceeded by feature
selection, SPN is the product-rooted network with no constraints on learn-
ing, Dis.SPN is the sum-rooted class-discriminative spn, and those labelled
Height are general spns restricted by maximum height of 3, 5 and 9 (height
7 is omitted for the sake of space).
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Figure 6.1: Boxplots cascading two spns which differ by structural con-
straints. From left to right: (i) SPN and Dis.SPN, (ii) Dis.SPN and SPN,
(iii) NB and SPN, and (iv) FS+NB and SPN. Results shown using a fixed
robustness threshold and from learning the threshold from data. Difference
ratio measures the improvement of the cascaded accuracy over the accuracy
of first level alone.

cascading experiment, we learn the spns using the training set, and then

apply the cascading method using a chosen robustness threshold to defer the

decision. In this case of only using two layers of hierarchy, this is simply a

matter of deferring between the two models but in a more generalised sense,

the spns are evaluated in sequence until one issues a reliable prediction or

the list of spns is exhausted.

Figure 6.1 presents the results each of using four distinct spns, defined

by the constraints discussed above, as first model in the cascading sequence.

From left to right they are: (i) SPN, a product-rooted spn without further

constraints; (ii) Dis.SPN, a class-discriminative sum-rooted spn; (iii) NB, a

class-discriminative sum-rooted spn of height 2 (equivalent to a Naive Bayes

classifier); and (iv) FS+NB, a product-rooted class-discriminative spn of

height 3 (similar to feature-selection based on independence tests followed

by a Naive Bayes classification approach). As deferring model in the second
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layer, we employed the product-rooted spn without learning constraints for

models (ii),(iii) and (iv) and a class-discriminative sum-rooted spn for (i)

(otherwise it will be deferring to an identical model). Results of this exper-

iment are depicted in Figure 6.1, where each box plot shows the percentage

gain averaged over all the datasets (that is, cascaded accuracy divided by

single spn accuracy of the first level over each dataset). For each graph, we

show both the gain with a fixed threshold at 0.01, and with a learned thresh-

old from training data (as discussed in the previous section). All results show

a gain in accuracy through the use of cascading, with more prominent results

when the threshold is learned. Naturally models (iii) and (iv) see greater gain

by deferring to a second model due to the fact that their first models, NB

and FS+NB, are generally much weaker than the second. In the cases of (i)

and (ii) we still see modest gains made when deferring between two compara-

bly accurate single models. This suggests that cascading by this robustness

measure approach can improve the classification accuracy regardless of the

learning constraints that employed in the models.

We have further investigated the cascading approach by combining two

spns of different maximum heights. Clearly the maximum height relates to

the amount of fitness of the model, and might related to the trade-off between

underfit and overfit in classification. We have chosen to run experiments

using varied combinations of four product-rooted spns with different height

constraints as the two layers in cascading. Figure 6.2 shows the results of

cascading two layers, starting with maximum height 3, 5, 7, and 9 (from left

to right) as the first spn in the cascading, followed by the spn of maximum

height equal to 7 (except for itself, which is followed by the spn of maximum



6. HIERARCHY 144

Figure 6.2: Boxplots cascading two spns which differ by height constraint.
From left to right: i) Height 3 and 7, ii) Height 5 and 7, iii) Height 7 and 9,
and iv) Height 9 and 7. Results shown using a fixed threshold and learning
the threshold from data. Difference ratio measures the improvement of the
cascaded accuracy over the accuracy of first level alone.

height of 9). Again, we show results with robustness threshold to defer

decisions of 0.01, and also with a learned threshold using the training data.

All results show superior performance of cascading with respect to the single

spn classification (that is, the boxplots are all above the ratio of 1). If we

compare these results to Table 6.1 we can see that models of less restricted

height tend to perform better and here, as would be expected, we observe

that greater gains are made in accuracy when the second layer in cascading

is a significantly stronger model than that of the first layer. We must take

care not to overstate this however, as these gains are relative to the accuracy

of the first model and so a weak model may be significantly improved on by a

stronger second model but the combination may still be weaker overall than

may have been the case if the reverse ordering had been used. Of greater

note is the fact that, regardless of ordering with models of height 7 and 9,

both combinations saw an increase in overall accuracy.
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Finally, we empirically investigate whether cascading is useful if we do

multiple layers instead of only two. We have used a new set of four spns

with learned threshold and forced it to stop both at layer two or at layer

four. We decided to use a combination of strongly performing spns for the se-

quences using a selection of product-rooted, sum-rooted, class-discriminative,

and different p-values for independence tests in learning for variation in the

models. For the sake of space, in the plots we show only some results:

from left to right, the cascading sequences are (a),(d),(c),(b); (b),(a),(d),(c);

(c),(b),(d),(a); (d),(b),(a),(c), where: (a) product-rooted spn with p-value

0.05, (b) product-rooted spn with p-value 0.01, (c) product-rooted class-

discriminative spn with p-value 0.05, (d) class-discriminative sum-rooted

spn with p-value 0.05. These spns and combinations are chosen arbitrar-

ily to demonstrate that any potential gains are not highly dependent on the

chosen models. The results are shown in Figure 6.3. Results are always

superior to the single spn classifier, and never decrease significantly by the

four layers. In most combinations there is an increase. Of the four displayed

cases, accuracy has been increased for two leftmost models but not the right-

most two. We can see then that increasing the number of layers from two to

four involved can lead to continued increase in accuracy.

Overall it is clear that there is something to be gained through the use

of robustness in deciding when to defer between multiple spn classifiers. It

was found that learning the threshold allowed for stronger performance and

should be further investigated. We can also see that it is possible to get

interesting results by significantly varying the spn structures within the pool

of models to be cascaded. As we continue we will seek to develop a more
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Figure 6.3: Boxplots of cascading two/four spns which differ by their
structural constraints. From left to right they are: i) (a),(d),(c),(b); ii)
(b),(a),(d),(c); iii) (c),(b),(d),(a); and iv) (d),(b),(a),(c).

formal and systematic algorithm for exploiting these findings.

6.3 Hierarchical Sum-Product Networks

In this section, we propose a more formal approach of cascading spns into

what we term a Hierarchical Sum-Product Network (hspn). This is achieved

through a combination of ensemble learning methods and the deferring of

predictions using multiple spn models achieved through the use of a Credal

Sum-Product Network (cspn) with the intended goal of expanding the ability

of spns to successfully classify in the presence of noisy or complex data.

To begin with, our approach takes the existing data and generates a train-

ing and test set through cross-validation. Within each split, the training set

is used to generate a predetermined number u of smaller subsets of equal

size as part of a bagging process with repetition. For each of these generated

bags, a different spn Si is learned with i = 1, ..., u, all with identical param-

eters in order to produce a diverse set of models in a generalisable way (the
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spns vary because they are trained in different subsets of the training set).

As the next step, a criterion needs to be applied in order to combine or

order these models and their decisions. Existing common approaches based

that decision solely in their training or validation accuracy [Sagi and Rokach,

2018]. While this is logical, it is also susceptible to overfitting to the training

data. Instead, we propose a schema where the models are ordered by the

expected training accuracy, and the final decision (about which model to use

for prediction of a given test instance) is taken on the basis of the estimated

robustness of the given test instance. This allows to generalise better to new

unseen samples and circumstances and mitigate severe overfitting to training

data.

Once again, in order to obtain a measure of robustness for issued pre-

dictions, we allow parameters of the model to vary within a certain set and

verify whether the predicted class remains the same whichever choice of pa-

rameters we make as described in Chapter 4. The robustness of a prediction

ρ is the largest value of ε for which the maximum probability class is robust.

In this section, we employ the robustness of a prediction ρ to decide

whether to defer the decision to another model. Our approach here is based

on the cascading of two or more cspns obtained through earlier bagging until

one of them is confident in providing a decision or the last cspn is reached.

Because the cspns issue the same prediction of the corresponding spn, from

now on we call them spns (but bear in mind that they are equipped to issue

a robustness value). In other words, a list of spns S1, . . . , St (with t ≥ 2 and

t ≥ u where spns learned through bagging are reused or complimented with

alternative spn models) has been learned from data and a list of robustness
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thresholds τ1, . . . , τt are also constructed during training. These spns are

then used in order to predict the class variable, in sequence. When Si is

employed to predict instance x, we compute the robustness value ρSi(x) of

the issued prediction, and if ρSi(x) ≤ τi, then we ignore the prediction and

increment i, moving to the next spn until we reach the last level of our

hierarchy (in that case, the last spn is used regardless of its robustness value).

Before doing this however, we order our list of spns in a meaningful way

to attempt to make the most out of their respective strengths. Firstly we

sort our models by their training accuracy Acc so that the spn Sb with the

highest accuracy is selected as initial level:

Sb = arg max
∀i=1...t

{Acc(Si|Di)} . (6.1)

where Acc(S|D) means the accuracy of classifier S over instances in training

set D. This initial level is followed by the rest of the models in decreasing

order of accuracy, repeating the process with the remaining spns. The mar-

gin of improvement that our hierarchical ensemble can gain regarding this

first level is defined as the difference between the maximum possible accu-

racy (that is, 100%) and Acc(Sb|Db). From this difference we then take a

percentage 0 ≤ g ≤ 1 (given as parameter) to represent the gain we wish to

see from each following weaker model in the hierarchy:

Acc(Sb|Db) +
(

1− Acc(Sb|Db)
)
· g . (6.2)

If g = 0, we want accuracy better than Acc(Sb|Db), while g → 1 tends to
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100% accuracy as goal (g = 1 would ensure that specific classifier is never

used to classify). Let D(S, τ) = {x ∈ D : ρS(x) ≥ τ}, that is, D(S, τ) is the

subset of instances of D over which S has robustness at least τ . Since those

weaker models are only deemed to be used in those cases where there is some

extra confidence on their prediction, their prediction will only be considered if

the robustness value ρ is above a model’s robustness threshold τi. Thus, these

thresholds values τi are learned during training as the minimum threshold

for which the accuracy of the subset of predictions fulfilling the robustness

condition is such that Acc(Si|Di(Si, τi)) > Acc(Sb|Db)+
(

1−Acc(Sb|Db)
)
·g.

This is obtained by algorithms hspn learn and hspn predict.

hspn learn(D, t, g): returns the learned models and thresholds required for the Hierar-

chical SPN

Inputs: D: training dataset; t: number of of spns to be learned through bagging. g:

improvement percentage used to calculate the expected gain in the hierarchy.

1. For i = 1, . . . , t

(a) Create a subsampled dataset Di using bagging.

(b) Train Si ←learn1(Di, product-first, class-discriminative, max-height,

height) using global pre-defined parameters.

2. Estimate the spn of maximum accuracy Sb = arg maxi {Acc(Si, Di)},∀i ∈ 1, . . . , t.

3. Sort the spn models in decreasing order of accuracy S′ = Si1 , . . . , Sit , with i1 = b.

4. Add Sb also to the end of the list S′. (A possible add-on here is to replace this

last layer or even first and last layer with a different model, for instance with the

spn learned from the full training data Sfull =learn(D, product-first, class-

discriminative, max-height, height).)

1See learn Algorithm in Section 3.4
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5. For i over the indexes of spns in the list:

(a) Select τi as the smallest τ ∈ [0, 1] so that Acc(S′i|Di(S
′
i, τi)) > Acc(Sb|Db) +(

1−Acc(Sb|Db)
)
· g (if that never happens, then τi ← 1).

6. Return the learned set of sorted models S′ and associated list of τs.

hspn predict(D,S′, τ): returns a set of classifications

Inputs: D: test dataset; S′: set of spns learned in training and sorted by accuracy; τ : set

of learned thresholds

1. For Dj as the samples in D:

(a) For i over indexes in the list S′:

i. If ρS′
i
(Dj) > τi or S′i is last in the list S′, then

A. Take the prediction from S′i: pred(Dj) = arg maxC PrS′
i
(C|Dj).

B. break the internal loop

2. Return the set of hspn classifications pred.

When defining the order of our cascading we again sorted the models by

accuracy ranging from the best model to the weakest by training accuracy

with our strongest spn being repeated again as the last model in cascading

(so as to become the surrogate model if no other has issued a prediction).

In doing so we sought to create a model which discriminated heavily against

weaker models except when they were very confident in their predictions,

surpassing in robustness the (expected) better models in the initial levels of

the hierarchy and only if those already did not issue a prediction. The initial

model accepts only the most confident of classifications from its strongest



6. HIERARCHY 151

spn in the list before then deferring to the next strongest if the first model’s

threshold is not met. This repeats with each weaker model. To deal with

those cases where no decision is taken with sufficient robustness throughout

the full hierarchy, a final level is added at the bottom of the hierarchy. This

could be either the model with the highest accuracy in training (that is, re-

peating the first layer of the hierarchy) or a new model with access to all

of the data in training. The result of this combination is that the interme-

diate levels of the hierarchy (which are potentially weaker models) are only

used on the condition that they are extremely confident. Our intuition is

that in doing this our model should only ever improve with cascading with

additional layers. In deciding whether to use a model with access to all the

information or a bag which performed the strongest in training as the final

layer is something that we leave for the experimental section. An alternative

to this method, using a hierarchy order beginning with the weakest model

and choosing an increasingly accurate model in training with each layer, is

also investigated in Section 6.4.

The following lemma shows that our hspn approach can only improve

classification accuracy (in asymptotic terms) with respect to the best classi-

fier in the collection.

Lemma 4. Let S ′ = S1, . . . , St (with St = S1) be a list of classifiers and cor-

responding τ as obtained by the method hspn learn, D the training data

and Dval the validation data, both sampled independently and identically dis-

tributed. Let C be the classifier as defined by the method hspn predict

with S ′, τ and data as input. As |D| and |Dval| go to infinity, we have

Acc(C|Dval) ≥ Acc(S1|Dval).
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Proof. As |D| and |Dval| go to infinity, Acc(Si|Dval(Si, τi)) approaches the

value Acc(Si|D(Si, τi)) > Acc(S1|D) for every i (by construction, except

for the last surrogate layer, which equals S1). We also have Acc(S1|Dval)

approaching Acc(S1|D), and hence all classifiers, whenever they are used,

obtain accuracy equal or superior to that of S1, and the result follows.

6.4 Experiments

We begin the experiments by creating a collection of spns based on iden-

tical learning constraints but obtained via random bagging of the initial

training set with repetition. In all experiments a total of 47 datasets from

UCI (http://archive.ics.uci.edu/ml/) were used and the accuracy of the

multiple spns obtained using a 10-fold cross-validation (repeated 6 times and

averaged). All datasets were curated and contain only categorical variables.

Our primary goal is to compare our final deferring hierarchical model against

state of the art competitors. We also aim to perform ablation experiments

for our method in order to examine the effect of different parameters on the

outcome and deferral process among the hspn layers.

We present a brief preliminary investigation to the utility of our layer

ordering strategy compared to an alternative approach as well as some varia-

tions to our layer ordering strategy. We then explore the effect of the thresh-

old parameter g on classification accuracy and compare this hspn approach

to state of the art competitors. We also look at further ablation experiments

focused on possible improvements to the approach via changing the number

http://archive.ics.uci.edu/ml/
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of layers in the hierarchy and varying the value of g dynamically between

layers rather than fixing it for all layers.

6.4.1 Layer Order Strategies

During the development of our approach we investigated an alternative po-

tential model order for the hierarchical structure before choosing the strongest

of these options. Both approaches consisted of four product-rooted spns with

no class discrimination or height constraints created via bagging of the train-

ing set. The Best to Worst approach involves the ordering of models from

strongest to weakest based on training accuracy, with our strongest model

repeating again as a final layer and is the approach chosen and developed

upon in later sections. Meanwhile the Worst to Best approach orders the

models from weakest to strongest with no repetition of any model. It was

expected that through this ordering the more robust instances in classifica-

tion would be accurately handled by the weaker models while more difficult

instances would be handled by the stronger performing spns.

Tests were carried out across all datasets and averaged. Three varied

values for g were tested to examine the consistency of results. As shown in

Table 6.2, the Best to Worst approach outperforms its alternative for each

value of g tested. While both approaches constituted improvements over

the individual component spns, it would seem that by using the weakest

model first, we were increasing the risk of incorrectly classifying more robust

instances which might be classified correctly by the strongest model. In fact

these perfectly capable stronger models may end up being ignored altogether
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g Best to Worst Worst to Best

75 70.67 70.62
50 71.11 70.94
20 71.20 70.85

Table 6.2: Average accuracy across all datasets for i) Best to Worst with
best layer repeating and ii) Worst to Best. Three values for threshold g were
tested.

in favour of weaker models except for instances deemed more difficult. Even

if the weakest initial layer were to defer to another, there are still a number

of deferrals to take place before the strongest model is utilised. With this in

mind we decided to focus on a strategy of Best to Worst with a final stronger

layer in future investigations.

While a strategy of repeating the best model in the hierarchy after a Best

to Worst approach has shown itself to be the stronger option, perhaps an

alternative but comparably strong model can be used in its stead. Here we

compare two variations of the Best to Worst strategy: (i) best-best, wherein

the best spn learned through bagging is reused again as the final layer, and

(ii) best-full, where a separate spn is learned using the full training set and

used as a final layer after each layer learned through bagging. These ex-

periments were again carried out across all the datasets and their results

averaged. It can be seen in Figure 6.4, that best-full has performed sub-

stantially better for all values of g. Both of these variations are used in

comparison to our state of the art competitors in later experiments.
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100 70.22 72.23
95 70.45 72.52
90 70.54 72.58
80 70.73 72.67
70 70.95 72.79
60 71.14 72.78
50 71.25 72.71
40 71.39 72.69
30 71.37 72.44
20 71.34 72.17
10 71.09 71.76

Figure 6.4: Average accuracy across all datasets for best-best (blue) and best-
full (orange) hspn strategies.

6.4.2 Threshold gain and comparison with state of the

art

For our purposes, some alternative well-performing methods were designed

to act as state of the art comparison in our experiments. The goal of this

initial experiment is to demonstrate that the hspn approach performs on

par with state of the art approaches. Specifically, we compare hspn against

three alternatives. As the first competitor, we use the best learned individual

spn out of all the bagged models in each fold of the cross-validation, called

Best spn. Our second competitor is an spn obtained using the entire train-

ing set (respecting the folds, obviously), called Full-train spn. Note that

these two approaches are equivalent to our hspn with threshold parameter

g set to 100% and an appropriate last layer, that is, where all decision are
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referred to the last level of the hierarchy, which could be defined as either

the best bagging model or the one with the full training set. Finally, the

third comparative approach was implemented comprising of a voting system

whereby the classification which received the most votes from the spns gen-

erated through bagging would be issued with tie-breakers resolved randomly,

called Voting spn.

Since it is possible to use strongly performing models other than the best

performing spn as first or last layer and still observe an increase in accuracy

as by Lemma 4, three variations of our hspn are tested where the stronger

classifier used for the first and last layers are respectively: the best spn

out of the bagging Sb (best-best) in both layers, the best spn Sb and a spn

trained with the full dataset D before bagging Sfull (best-full), and a spn

trained with the full dataset D Sfull in both layers (full-full). All our hspn

versions in these experiments are composed of four spns created by bagging

with the addition of an spn trained over the entire training set in the case

of best-full and full-full. This results in a hspn comprising of five layers,

a stronger classifier or classifiers which make up the first and final layers

combined with three of the weaker spns created by bagging. In the case of

full-full only three of the spns produced through bagging are used in the

hierarchy. The comparison is performed ensuring the same random seed for

all compared methods so that the datasets in each fold are exactly the same.

The threshold learning parameter g is varied between 10% and 100%. Each

layer is learned as a product-rooted spn without learning constraints with

regard to height or class-discrimination.

In Figure 6.5 we show the average accuracy across all datasets showing
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Figure 6.5: Five-layer hspn average accuracy across all 47 UCI datasets.
Threshold g as defined in Expression 6.2. Voting is by majority, full-train
spn uses all data and no cascading, while best-full, full-full and best-best
indicate which spn is used in the first and last layers of the hspn model.

that on average the hspn model using the full training set as first and last

layers performed the strongest overall with accuracy increasing as the thresh-

old for deferral was relaxed and more models were utilised in predicting the

classes. Moreover, it can be observed that, while maximum accuracy for our

chosen model is obtained using a threshold g around 20%, this parameter is

not critical and easy to tune since no large decrease is produced for a large

range of values. We also observe that all hspn models obtain average accu-

racies higher than that of their initial layer model for all values of g. Since

the full-full hspn model (that is, the one with first and last layer equal to

the spn trained with the full training data, while other layers are produced

by bagging) performs best, we have decided to proceed with it from now on.
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In Figure 6.6 we see the percentage of datasets for which the full-full hspn

obtained a better result than its competitor (hence values above 50% means

that it performed better overall). A sample dataset by dataset breakdown

of accuracy for each strategy at a given g threshold of 50% is presented in

Appendix C.1.
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Figure 6.6: Percentage of datasets for which the five-layer full-full hspn wins
(in terms of overall accuracy for a dataset) against competitors. Therefore,
higher values are better.

6.4.3 Analysis of HSPN Behaviour

The expanded use of other layers can be observed in Figure 6.7 whereby

as threshold gain is decreased the number of instances being attempted by

each layer increases in proportion to that model’s position in our hierarchy.

Eventually, however the increase in accuracy, seen in Figure 6.5, levels off to

varying degrees as the threshold continues to become more and more flexible.
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This is more apparent as instances are increasingly classified using weaker

layers without the same level of confidence in that layer’s ability to classify it

correctly. However if both first and last layers are the same then this levelling

of accuracy becomes more protracted.
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Figure 6.7: Number of attempts per layer of a five-layer full-full hspn at
different thresholds.

If we look back then to Figure 6.7 it can be seen clearly how as the thresh-

old is reduced, while each bag layer increases the number and proportion of

instances it classifies, the first layer takes on the vast majority of new in-

stances initially deferred to the end. Even at a threshold g of 0 we should

not expect to see all of the instances being classified by the initial layer.

Most interestingly, the varying value of the threshold has mostly shifted pre-

dictions between first and last layer, while the intermediate layers take care

of a somewhat similar number of predictions where they are confident enough
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to issue a classification.

In Figure 6.8 we also note the accuracies achieved on the instances clas-

sified by those layers. This may suggest that these layers are only classifying

instances for which they are quite certain of a correct answer. Meanwhile, it

is apparent from averaging over the accuracy of all datasets that our hspn

does not perform much stronger than that of a single spn trained using the

full training set. However, Figure 6.6 shows the number of individual cases

in which our model outperformed each competitor, making it clear that the

hspn succeeded in outperforming each competitor including the full train

spn in considerably more than 50% of the 47 datasets.
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Figure 6.8: Average accuracy achieved by each layer in a five-layer full-full
hspn.
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6.4.4 Increasing the number of layers

Further to this we compare the behaviour of our method when the number

of layers is increased from 5 to 11. A collection of 9 spns are learned through

bagging as above alongside an spn with access to the full fold training set

and together these constitute a larger hspn. We recorded the accuracy across

values for g from 100% to 40% and compared the percentage of victories

for the hspn against the Voting spn and Full-train spn. The Best spn

competitor, as the weakest of the three in previous experiments, was omitted.

In our results we observed that the overall behaviour noted with five layers

held for extra layers. The behaviour of the proportions of deferral between

layers across threshold values and the relative accuracy of each layer is much

the same as with 5 layers. Graphs of these attempts per layer and layer

accuracies in the context of increased layers can be found in Appendix C.2.

The main point of difference when compared to the smaller hspn is that

there appears to be a lower gradient in the accuracy changes relative to

the threshold value as the number of layers increases, as seen in Figure 6.9.

However, this levelling off is inevitable and it would seem that with additional

layers comes less requirement for the threshold to be strict. The number of

cases in which the hspn outperforms the Voting spn model reducing with

the increased layers suggests that adding additional layers will add to the

overall complexity of the model and that the improved performance will

not grow linearly with the number of layers. The process of learning larger

numbers of spn also brings with it proportionally increased time costs for

relatively little performance gain over a more compact hspn. Our model



6. HIERARCHY 162

Layers Small Large

5 32s 6m53s
11 1m13s 14m49s

Table 6.3: Representative runtimes for small and large datasets in our ex-
periment selection

using 5 layers already achieves similar levels of accuracy without the increased

computational cost. Meanwhile, approaches such as Voting spn gain more

significantly from extra layers and appear to require additional layers to

catch up with our 5 layer approach. In Table 6.3, we see the runtime for a

representative dataset of both small and larger sizes, relative to the selection

used in these experiments. As would be expected, more than doubling the

number of models to be learned as part of the ensemble leads to a more than

doubling of the runtime. In total, each experiment across all datasets took

around 10 days to complete using a single modern CPU.
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Figure 6.9: Eleven-layer hspn analysis. On the left, average accuracy against
voting and full train spns, with superior performance. On the right, percent-
age of victories against the same competitors.
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6.4.5 Fixed g and dynamic g

Here we alter our approach slightly to add an element of variability to our

learning thresholds. Whilst our presented approach applies a constant g as

the gain sought after in our threshold learning process, we experiment with

a more dynamic form of g which varies between layers. To achieve this we

adjust our algorithm slightly such that for each level we take our current g

and divide it by 0.9. This has the effect of gently increasing the gain sought

after with each layer. The basis for this was the intuition that as we continue

along the hierarchy from strongest layer to weakest layer we should want our

threshold to only select the most robust of each layer with increasing severity

as the layers get weaker.

These experiments were conducted using the same set up as our full-full

approach in Section 6.4.2 and results were averaged across all datasets. Our

findings, shown in Figure 6.10, were that broadly the two approaches produce

very similar results. However, a more dynamic approach performs slightly

weaker at higher values for g than a fixed one. This is due to the fact that the

starting threshold is already very high and, by dynamically increasing the

severity of this threshold with each layer, we only ensure that weaker layers

are overlooked. While with fixed thresholds, a reduction in the threshold

quickly leads to the deferral of fewer instances to the final level and thus

the use of each of the weaker levels, this does not happen as quickly in the

case of dynamic thresholds. Instead, instances are indeed attempted by the

first layer rather than defer to the final layer but the intermediate layers are

ignored due to the increasing severity of the threshold. This continues to be



6. HIERARCHY 164

the case until g is as low as 80. Due to the use of the full-trained spn as

both first and final layers of this hierarchy, the result is that the same model

classifies all instances and accuracy remains constant.

It is also observed that as g decreases the disparity between these two

approaches reduces. At this point the proportions of instances being classified

by each layer in the hierarchy become almost the same. Here the dynamic

approach has more room in which to not impede the model by becoming too

restrictive too quickly.
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Figure 6.10: Average accuracy across all datasets for full-full using both fixed
(blue) and dynamic (orange) g thresholds.

On a dataset by dataset basis it was found that the two approaches would

often obtain the same level of accuracy on datasets where the dynamic thresh-

old was not a significant enough change to make an impact on the overall

behaviour. However, the fixed threshold approach achieved higher accuracies

across a significantly higher portion of the datasets for all levels of g with
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exception of 95 and 10 where the this lead is reduced to less than 10% of

the datasets. At these lower stages of g we saw the number of datasets in

which a dynamic threshold performed the best rise to a height of 14 out of

47. Even then, this is still less than the number of datasets where the fixed

threshold performed the best. Overall it would seem that this approach is

not beneficial, particularly in the context of the extra tuning required. A

table containing the percentage of wins across the datasets for each value of

g is presented in Appendix C.3.

6.5 Conclusions

In this chapter we expanded on our work in Chapter 4 on robustness mea-

surements and investigated the utility of robustness for deferring classification

between multiple classifiers. We then demonstrated that there were perfor-

mance gains to be obtained with such an approach in an ad-hoc hierarchical

setting. This also included positive results in the direction of learning de-

ferral thresholds from training as well as having more variation in the spn

models in the pool for deferring.

We also developed a new method of ensemble learning using spns through

the systematic creation of a hierarchy of learned classifiers. In testing time,

this hierarchical approach defers the classification of the ensemble model

to the hierarchical layer deemed most confident according to its robustness

value. This robustness having been computed by a Credal Sum-Product

Network, obtained by perturbing parameters of the original Sum-Product

Network.
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A proof was presented to show that our approach can only improve clas-

sification accuracy with respect to the initial classifier in the ensemble hi-

erarchy. This proof is given empirical weight through multiple experiments

using UCI datasets. Further to this, the behaviour of the hierarchical spn

continues to be observed when the number of hierarchical layers is increased

substantially and also when using different types of models for its initial and

final layers. These experiments also suggest that this approach can be more

powerful than a number of state of the art ensemble-strategy competitors.

There is certainly the potential for much further research into the possi-

ble uses of measuring robustness and cspns to increase accuracy or reduce

overfitting in learning. It is possible that other methods of creating variation

among the ensemble learners exist. Would they be more capable of capturing

different information from the training data. How can we know a measure-

ment of robustness is able to distinguish when one of these, otherwise weak,

learners truly has an edge over the rest. Other means of ordering the hierar-

chy of learners in could be used to more dynamically react to the unobserved

instances in training.

Other uses for robustness to improve classification accuracy could be ex-

plored such as the use of robustness within the learning process itself in a

manner similar to boosting. Our existing approach too can be extended

to cater to datasets with continuous variables through the use of the small

variations described in Chapter 5. With this extension and any necessary

modifications it might also be possible to test this approach against other

tasks such as image completion. If an imprecise probability approach to mea-

suring classification robustness is viable in another probabilistic model, this
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method of ensemble learning could easily be adopted using this alternative

model.



7

Conclusion

“An rud a bh́ıonn, b́ıonn sé”

– gan ainm

The research presented in this thesis has been an attempt to tackle the

problem of trust in an spn model and its classifications. A method of gaug-

ing the reliability of a classification through perturbing model weights using

cspns and creating a metric in the form of robustness to represent this was

presented and demonstrated empirically to be of use in this context. A prac-

tical use for this tool as a key component of an ensemble Hierarchical spn

model was proposed, formally defined and then empirically shown to improve

model accuracy. Further to this, other possibilities for improving the accu-

racy of spns were investigated in the form of a novel modification, associating

weights with product nodes, with modestly positive results. A more formal

assessment of our research compared to the goals defined at the outset is

presented in this chapter.

In Chapter 1 we introduced a number of research questions which guided

168
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our work in subsequent chapters. Returning to these questions again, they are

assessed in turn against our experimental findings. In Section 7.1, we look at

those research questions addressed in Chapters 4 and 5 regarding the utility

of using credal sets for measuring classification robustness. In Section 7.2,

we examine the questions addressed in Chapter 5, pertaining to the possible

effects of introducing new types of weights to the classic spn structure. In

Section 7.3, we examine the outcome of our experiments in Chapter 6 and

how they answer our questions regarding the use of a potential metric for

robustness as part of an ensemble learning model consisting of spns. In

Section 7.4, we take a brief look at some recent trends in the field of spn and

discuss the potential future paths which can be taken from each key branch

of enquiry in our research.

7.1 Providing a measurement of reliability

The formal questions and sub-questions pertaining to reliability and model

robustness in Chapter 1 were as follows:

� Can credal sets of Sum-Product Networks provide a measurement of

the reliability of spn classifications over discrete variables?

– Does this measurement provide a better metric than possible al-

ternatives?

– Does a high measurement of robustness correlate with correct clas-

sification?
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– Do the observations hold in the case of a real world problem with

scarce data?

– Do the observations hold for instances with continuous variables?

Using Credal Sum-Product Networks, an extension of spns to the impre-

cise case, we performed experiments using standard discrete datasets that

showed empirically that cspns were capable of providing a metric which

could distinguish between reliable and unreliable classifications of spns. This

metric obtained through perturbation of weights within a credal set and then

measuring the point at which a given class variable ceases to credally domi-

nate, is defined as robustness.

Our robustness metric was compared in our experiments to an alterna-

tive approach of measuring the difference in probability between the first and

second most probable classes in classification. This too was capable of dis-

tinguishing between correct and incorrect classifications, however, through

further experimental comparisons, it was found to be less consistent as a

metric. When these experiments were expanded to take into account a much

larger number of datasets, the initial observations held.

While what constitutes a high measurement of robustness is relative to

the dataset in question, overall it was found that accuracy was correlated

with this robustness metric. It was observed that this correlation with ac-

curacy was present roughly as far as the median measurement for a given

dataset, after which point accuracy no longer in tandem with robustness.

It was also the case that the majority of instances across all datasets had

robustness values below that of the median value. Thus on a practical level
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the correlation is quite noticeable for most instances.

When applied to the real world application of predicting the ages of stars

using scarce and potentially noisy data in our case study, the same obser-

vations were made as with discrete standard datasets. This case study was

conducted using datasets obtained through our collaboration with Dr. Katja

Poppenhaeger, then of the Astrophysics Research Centre of Queen’s Univer-

sity Belfast, and is representative of the data used in real world problems

of that field. However, it should be noted that our attempt has simplified

the problem at hand, difficult as it is even then, into a task of classification

between classes of age descriptions rather than a regression problem as it

is originally. To prove this research question fully, it would be necessary to

attempt other complex real world problems.

Our experiments were repeated again in Chapter 5, this time with stan-

dard continuous datasets having made the small but necessary adjustments

to the cspn to accommodate continuous values. Once again the same pattern

of results were found.

After our investigation and experimentation we can answer affirmatively

to each of the research questions posed relating to robustness and its utility,

with further research needed to conclusively show that these results hold

across real world problems more generally.

7.2 Product node weights and SPN accuracy

The formal questions and sub-questions pertaining to weights associated with

product nodes in Chapter 1 were as follows:
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� Does the addition of weights to the children of Product Nodes in a

Sum-Product Network lead to a change in SPN accuracy?

– Does the means by which such weights are calculated have an

observable effect on model accuracy?

– Is this effect a positive outcome?

A series of experiments using a number of standard continuous datasets

were conducted using three methods of calculating product node weights,

that of variance; entropy; and the Gini coefficient, and using several methods

of scaling the effects each these metrics. Through these experiments it was

found that by using the right metric for learning such product node weights,

it was possible to achieve a modest improvement in accuracy. Consequently,

it was also possible to more significantly impair accuracy given an unsuitable

metric for weight learning. Thus we can also say that the method of calculat-

ing the weights in learning itself can have an effect on the model’s accuracy.

It was also noted that of the more successful metrics attempted, entropy saw

greater improvements in accuracy than the Gini coefficient whereas variance

often lead to a decrease in accuracy.

Alternative approaches to utilising product node weights such as limit-

ing the height of the model or using the metric with a threshold for more

discriminative weighting were shown to have little to no positive effects on

the overall outcomes. Thus overall, we can say that the effects of product

node weights, while usually resulting in a change in accuracy, if slight, do

not always have a positive effect on accuracy and can easily have a negative

effect. However, more experimentation and method proposals are needed to
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conclusively demonstrate the potential of product node weights. Through

our proof of concept there is at least some evidence of untapped potential. It

may be however, that this potential is likely small and it comes at the cost

of undermining the interpretability of the spn model, one of the properties

of spns which drew us to its usage in our research.

7.3 Discriminating between reliable and un-

reliable predictions

The formal questions and sub-questions pertaining to ensemble learning using

robustness metrics in decision making in Chapter 1 were as follows:

� Is the measurement of reliability provided by Credal spns capable of

discriminating between reliable and unreliable predictions?

– Is it possible to utilise this measurement of robustness in an en-

semble learning method for spns?

– Can such an ensemble method improve the accuracy of spn clas-

sifications?

– Does the accuracy of such a model compare favourably to viable

alternatives?

By the results observed in Chapter 4, there is clear evidence that robust-

ness as a measurement is capable of distinguishing between a correct and

incorrect classification in testing to some degree and thus give us a measure-

ment of the reliability of classifications. If reliability can be measured then
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it follows that such a measurement should be able to discriminate between

reliable and unreliable predictions but to put this to the test we would need

to experiment using a number of spn models to discriminate between.

To achieve this, a method of layering a number of spn models in a hi-

erarchical manner was used in experiments to demonstrate that there were

performance gains to be made over each component spn by using their respec-

tive robustness measurements in each instance to defer to a stronger model

in the hierarchy. Also observed, were the potential benefits from selecting a

threshold for deferral in learning rather than attempting to tune this manu-

ally as well as the benefits of variation in the models used in the hierarchy.

It would seem by the accuracy gains, that this measure of robustness can

indeed discriminate between reliable and unreliable predictions.

To take things further, a formal method of ensemble learning utilising

robustness was proposed, as detailed in Chapter 6. This method would use

spns through the systematic creation of a hierarchy of learned classifiers.

In testing time, this hierarchical approach defers the classification of the

ensemble model to the hierarchical layer deemed most confident according

to its robustness value. This value of course, having been computed by a

Credal spn, obtained through perturbing parameters of the original spn.

A proof was presented to show that our approach can only improve clas-

sification accuracy with respect to the initial classifier in the ensemble hier-

archy. This proof was then given empirical weight through multiple experi-

ments using standard discrete datasets. Thus showing definitively that it is

possible to improve the accuracy of spn classifications through an ensemble

method using robustness. This Hierarchical Sum-Product Network was then
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put through rigorous experiments across a wide array of discrete standard

datasets and in competition with a number of state of the art ensemble-

strategy competitors. It was observed that, across the vast majority of

datasets, this hspn approach outperformed all competitors in accuracy. The

same patterns of behaviour for hspns were also observed as the number of

layers in the ensemble hierarchy were more than doubled and variations using

different models as first and last layers were attempted.

Overall, we can confidently assess that the answer to each of our research

questions in this regard is a resoundingly positive one.

7.4 Future work

Looking to the what lies ahead for our work, there are many pathways which

present themselves at each level. Regarding cspns, there are many open

questions left on the theoretical level. Proofs to establish the complexity

of verifying maximality and computing conditional expectations in the case

of single variables in a general cspn structure and then again for multiple

variables in a tree-shaped cspn network have yet to be worked out.

There are other types of inferences which could be addressed by cspns

with their own potential utility explored. For example, one might be inter-

ested in obtaining bounds for the likelihood of a dataset induced by a cspn.

This might be used to select more robust structures during learning from

data. One might also be interested in obtaining the most likely configura-

tion, given some evidence, under the most pessimistic scenario by following

a maximin strategy. There is also the possibility of investigating other prob-
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abilistic models open to being extended to the imprecise case in such a way

as to allow for measurable variations within a credal set and thus a new

model specific robustness obtained. Given its relationship to both the spn

and the Bayesian network, arithmetic circuits would seem suited to a credal

extension [Choi and Darwiche, 2017].

In our analysis of robustness and its utility, while reasonably clear at this

point, there may be some benefit to look at combinations of continuous and

categorical variables. Perhaps too, an analysis of robustness, its application

and its utility in spn tasks beyond classification. Regression is an obvious

next step but poses some difficulties in that our measurement of robustness

relies on perturbing the set of weights until the credal domination of one class

over all others ceases. In order to “measure” the robustness of a model we

need there to be a stopping condition linked intuitively to the model output

showing significant change. In the context of regression this could perhaps

be linked in some way to confidence intervals across the set of output values

produced. If a means of measuring robustness in regression can be obtained

it would be interesting to examine the relationship between robustness and

mean squared error.

To expand the utility of robustness to other practical spn applications

such as image completion [Poon and Domingos, 2011] or language model-

ing [Cheng et al., 2014]; it would be necessary to develop suitable variations

to credal domination for each. For more complex applications, tailored alter-

ations to the existing spn structure may pose a challenge for credal extensions

to integrate with.

In terms of real world applications, the problem of predicting the ages of
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stars featured in our case study remains to be fully explored. The dataset

produced for the purpose of the case study was simplified and there is the

possibility of much richer feature extraction. Recent work into learning al-

gorithms for cspns in the context of missing data [Levray and Belle, 2020]

enhances the utility of cspns in developing a solution to this real world

problem.

In terms of our investigation into new weights within the spn structure,

more metrics will need to be examined or possibly combined in order to fully

explore the potential of such weights. More complex methods of learning

such a weight may prove fruitful, perhaps one that makes use of concepts

such as eigenvectors from linear discriminant analysis [Song et al., 2010].

There is certainly the potential for much further research into the possi-

ble uses of measuring robustness and cspns to increase accuracy or reduce

overfitting in learning. It is possible that other methods of creating varia-

tion among the ensemble learners exist. Within the field of neural networks,

several methods of weighting training instances have been proposed which

could provide an alternative approach to learning varied weak learners [Chang

et al., 2017]. It would remain to be seen if these models could be more capable

of capturing different information from the training data.

Is it possible for a measurement of robustness to distinguish when one of

these, otherwise weak, learners truly has an edge over the rest.

Other means of ordering the hierarchy of learners in the ensemble could be

used to more dynamically react to the unobserved instances in testing. This

hierarchical approach could be attempted with other probabilistic models

which might be extended to the imprecise case using credal sets in future.
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Further uses for robustness to improve classification accuracy could be

explored such as the use of robustness within the learning process itself in a

manner similar to boosting. Existing boosting algorithms such as AdaBoost

pass through a number of iterations of learning and adjust weighting of the

data based on training errors and accuracy before arriving at a final com-

posite model [Freund and Schapire, 1999]. It is possible that this could be

combined with cspns to utilise robustness measurements in training to re-

weight data and models within the ensemble. A random forest extension of

spns has also been recently proposed which creates a mixture of weak spns

connected by a root sum node [Ventola et al., 2019]. Whether or not compo-

nent spns could be individually extended to the imprecise case or if the entire

ensemble would be suitable for robustness analysis could be explored. Our

existing approach too can be extended to cater to datasets with continuous

variables through the use of the small variations described in Chapter 5.

Another interesting avenue of research would be to investigate the util-

ity of using cspns for model explainability. There are a number of popular

approaches to this problem such as Shapley Additive Explanations (SHAP)

which focuses on assigning importance values, called SHAP values, to fea-

tures [Lundberg and Lee, 2017]. Interestingly, others operate in a similar

manner to robustness, such as Local interpretable model-agnostic explana-

tions (LIME), which uses variations in the data, rather than pertubations of

internal weights, to attempt to observe how predictions alter [Ribeiro et al.,

2016]. Recent proposals in spns such as Random Tensorised spns Peharz

et al. [2018] or Deep Convolutional spns [Butz et al., 2019], which take a

more deep learning oriented approach to spns, may call for an spn focused
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method to be developed for model explanability, if interpretability becomes

strained. If these models are suitable for extension to imprecise probability

then cspns could form the basis for such a method.

Since the proposal of spns in 2011, there has been a flurry of research

investigating and expanding the limits of this new class of probabilistic graph-

ical model Paŕıs et al. [2020]. This deep probabilistic architecture provided a

chance to surmount the limitations of popular existing graphical models when

representing more complex distributions with efficiency [Poon and Domin-

gos, 2011]. It was also able to compete with dominant non-probabilistic

approaches to deep learning in accuracy while also combining the strengths

of both with its probabilistic interpretability, efficient inference and competi-

tive performance in applications often dominated by neural networks. Before

concluding, let us take a brief look at some recent tends within the field of

spns.

In Table 7.1 we see the citations by year for each of the ten most cited

papers within the field of spns. The strong growth of interest in spns in their

early years is quite evident in the numbers presented. Obviously, while it

has not achieved the kind of interest afforded to the established mainstream

approaches that are hugely popular today, there is still a stable interest

that can be seen by both the continued growth of citations and the growing

number of papers utilising spns each year. While the yearly growth may be

modest compared to the beginning of its first decade, it still suggests that a

dedicated field of research has coalesced around this model, keen to further

exploit its potential.

It is interesting to observe the delayed interest in one of the very earliest
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Paper Total 2011 2012 2013 2014 2015 2016 2017 2018 2019

Poon 2011 514 5 19 36 43 80 70 75 65 79
Delalleau 2011 264 0 3 4 11 29 29 39 60 60
Gens 2012 212 0 1 15 32 36 34 31 25 24
Gens 2013 207 0 0 2 22 30 34 37 23 41
Rooshenas 2014 125 0 0 0 6 18 28 24 16 26
Amer 2012 90 0 3 7 19 18 18 11 4 5
Cheng 2014 79 0 0 0 1 12 14 21 14 11
Dennis 2012 78 0 0 5 7 15 11 13 6 15
Peharz 2013 71 0 0 0 10 14 12 10 9 11
Vergari 2015 73 0 0 0 0 1 12 17 14 23

All 1713 5 26 69 151 253 262 278 236 295

Table 7.1: Breakdown of citations [Amer and Todorovic, 2012, Cheng et al.,
2014, Delalleau and Bengio, 2011, Dennis and Ventura, 2012, Gens and
Domingos, 2012, 2013, Peharz et al., 2013, Poon and Domingos, 2011,
Rooshenas and Lowd, 2014, Vergari et al., 2015] by year for top cited papers
within the field of spns ranked by total number of citations.

papers on the topic of spns from Delalleau et al, examining the relation-

ship between shallow and deep spn architectures and their representative

power [Delalleau and Bengio, 2011]. Despite being both the second paper to

be published in the field and second most cited paper within the field, much

of its numerous citations come from the end of the decade. Combined with

more recent work such as Random Tensorised spns [Peharz et al., 2020], Con-

ditional spns [Shao et al., 2019], Deep Convolutional spns [Butz et al., 2019]

and Deep Generalised Convolutional spns [van de Wolfshaar and Pronobis,

2019], there has been a trend of more broadly examining the relationship

between spns and Deep Learning from some within the field.

While spns have not broken into the mainstream yet, they continue to

be a promising architecture and one which combines a number of desirable
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benefits regarding probabilistic interpretability and efficiency over complex

distributions not currently facilitated by more popular approaches. The field

of artificial intelligence is home to many examples of promising ideas simply

needing to await the right circumstances to reach their full potential. In the

meantime, we hope that our work in spns has contributed to cultivating that

potential.



Appendix A

Credal SPN Theorems and

Proofs

Here we present a number of theorems and their proofs referenced in Chap-

ter 4 for their relevance to cspns and their properties. These theorems fea-

tured as part of the journal paper Robustifying Sum-Product Networks [Mauá

et al., 2018] and are reproduced in full with context for the purpose of com-

pleteness.

A.1 Likelihood

These theorems and corollaries pertain to the complexity of calculating the

minimum and maximum values obtained by an spn for a given input value

of indicator variables.

Theorem 3. Consider a cspn {Sw : w ∈ C}, where C is the Cartesian prod-

uct of finitely-generated polytopes Ci, one for each sum node i. Computing

182
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minw Sw(λ) and maxw Sw(λ) takes O(|S|C) time, where |S| is the number

of nodes and arcs in the network, and C is an upper bound on the cost of

solving a linear program of the form minwi
∑

j cijwij subject to wi ∈ Ci.

Proof. Consider the computation of minw Sw(λ) (the case for max is analo-

gous). We will derive an algorithm that solves the problem by propagating

messages upward in time O(|S|C). Write L(λ) to denote the value computed

by this algorithm for a cspn {Sw : w ∈ C}, that is, the value of Lr(λ) where

r is the root of the network S. Start at the leaves; there are no weights asso-

ciated, so these nodes simply propagate the value of the associated indicator

variable in λ as in spns. Now consider an internal node i. If i is a product

node, then propagate Li(λ) =
∏

j L
j(λ), where j ranges over the children of

i. Otherwise, suppose i is a sum node, and propagate minwi
∑

j wijL
j(λ).

Note that this denotes a linear program of the form minwi
∑

j cijwij subject

to wi ∈ Ci, where Ci is a finitely-generated polytope.

As proof it is first show that minw Sw(λ) ≥ L(λ) by induction on the

height h of S. The base case for h = 0 is immediate. Assume that the result

holds for networks of some height h ≥ 0 or smaller, and consider a network

of height h+ 1 whose root is i. If i is a sum node, then

min
w

∑
j

wijS
j
wj

(λ) ≥ min
wi

∑
j

wij min
wj

Sjwj(λ) ≥ min
wi

∑
j

wijL
j(λ) = Li(λ) ,

where j ranges over the children of i. Similarly, it can be shown that if i is
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a product node then

min
w

∏
j

Sjwj(λ) ≥
∏
j

min
wi

Sjwj(λ) ≥
∏
j

Lj(λ) = Li(λ) .

The value computed by the algorithm is also an upper bound on minw Sw(λ),

since every sum node i selects weights wi ∈ Ci, and the propagated value is

the value of the corresponding spn. Thus L(λ) = minw Sw(λ). If the values

of each node during propagation are cached, then computing the value of a

node takes at most time O(kC), where k is the number of nodes and arcs in

the spn rooted at that node. Hence the total cost of this computation takes

time O(|S|C).

Since linear programs can be solved in polynomial time, the upper and

lower bounds can be computed in time polynomial in the size of the input

(which includes a description for the local polytopes). This leads to the

following result:

Corollary 1. Computing minw Sw(λ) and maxw Sw(λ) takes at most polyno-

mial time in cspns specified by finitely-generated polytopes. If local polytopes

Ci are specified by (finitely many) constraints of the form lij ≤ wij ≤ uij for

reals lij ≤ uij, then the problem can be solved in time O(|S|2 log |S|).

Proof. When local polytopes take the form lij ≤ wij ≤ uij, then the local

optimisations minwi
∑

j wijL
j(λ) are equivalent to fractional knapsack prob-

lems [Korte and Vygen, 2012], which can be solved in time O(k log k), where

k is the number of children of node i. The overall running time is thus

O(|S| · |S| log |S|).
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In fact, O(|S|2 log |S|) is usually a very loose bound if the network has a

small number of children per node.

A.2 Conditional Expectations

Here a number of theorems are reproduced in relation to the complexity of

obtaining upper and lower bounds for the expected value of some function f

of X conditional on evidence XE = e. Some of the theorems are interlinked

with those in the following Appendix A.3 and as such the formal proof is

presented there.

Theorem 4. Assuming that f is encoded succinctly (e.g., sparsely by its

non-zero terms only), computing lower/upper conditional expectations of f

in cspns is NP-hard.

The proof of this is deferred to Appendix A.3, where the case of credal

classification (that can be posed as the computation of a conditional expec-

tation) is addressed. The requirement of a succinct representation for f is

necessary because an exponentially large input would give too much power to

any algorithm (since polynomial time in the input would allow exponential

time computations with respect to the network size).

While the general case is NP-hard, there is a polynomial-time algorithm

to compute lower conditional expectations when the network obtained by

discarding the leaves is a tree and f : Xq → Q is a univariate function of a

random variable Xq (q 6∈ E). This type of network topology is particularly

common, since it is generated by the most popular family of spn structure



APPENDIX A. CREDAL SPN THEOREMS AND PROOFS 186

learning algorithms [Gens and Domingos, 2013, Rooshenas and Lowd, 2014,

Vergari et al., 2015]. The algorithm performs a binary search for the value of

µ that solves Equation 4.3. For each step of the binary search, the algorithm

traverses the network from the leaves towards the root, and computes the

values V i(λ) and V
i
(λ) for each node i as follows. If i is a leaf node associated

with indicator variable λj,xj , then

V i(λ) = V
i
(λ) =


λj,xj if j 6= q ,

f(xj)− µ if j = q .

If i is a product node then

V i(λ) =



∏
j V

j(λ) if Xq is not in the scope of i, or if Xq is

in the scope of both i and its child k

and V k(λ) ≥ 0 ,

V k(λ)
∏

j 6=k V
j
(λ) if Xq is in the scope of i and child k,

and V k(λ) < 0 ;
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and

V
i
(λ) =



∏
j V

j
(λ) if Xq is not in the scope of i, or if Xq is

in the scope of both i and its child k

and V
k
(λ) ≥ 0 ,

V
k
(λ)
∏

j 6=k V
j(λ) if Xq is in the scope of i and child k,

and V
k
(λ) < 0 .

Finally, if i is a sum node then

V i(λ) = min
wi∈Ci

∑
j

wijV
j(λ) and V

i
(λ) = max

wi∈Ci

∑
j

wijV
j
(λ) .

The soundness of this algorithm leads to the following result:

Theorem 5. Computing lower and upper conditional expectations of a uni-

variate (rational-valued) function in cspns takes at most polynomial time

when each internal node has at most one parent.

Proof. As before, let λe be the assignment of indicator variables that is con-

sistent with evidence. By Theorem 3, it is possible to efficiently compute

maxw Sw(λe) = maxw Pw(XE = e) and minw Sw(λe) = minw Pw(XE = e),

and decide what to return in case any of these is zero. So assume that

minw Pw(XE = e) > 0, and let gµ(xq) = f(xq) − µ. By Equation 4.3, the

lower conditional expectation of f is the unique µ such that

min
w

∑
x∼e

gµ(xq)Sw(λx) = min
w

∑
xq

gµ(xq)Sw(λxq ,e) = 0 ,
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where λxq ,e denotes the configuration of the indicator variables that is con-

sistent with both xq and e. Since all numbers in the cspn and in f are (by

assumption) rational, if it is possible to compute minw

∑
xq
gµ(xq)Sw(λxq ,e)

efficiently, then it is also possible to compute µ efficiently by performing a

binary search in the interval [minxq f(xq),maxxq f(xq)]. So consider a fixed

rational µ, and a cspn whose internal nodes have at most one parent. Call

the root of the network 0, and let 1, . . . , k denote the children of the root

node. The correctness of the algorithm is proven by induction in the height

of the network. That is, assume that for height h ≥ 0, we have that

V 0(λe) = min
w

∑
xq

gµ(xq)Sw(λxq ,e) and V
0
(λe) = max

w

∑
xq

gµ(xq)Sw(λxq ,e) ,

if Xq is in the scope of 0, else

V 0(λe) = min
w

Sw(λe) and V
0
(λe) = max

w
Sw(λe) .

Assume also (without loss of generality) that if Xq is in the scope of 0 and 0

is a product node, then only node 1 has also Xq in its scope. If 0 is a product

node (of height h+ 1) then, because the scopes of children of product nodes

are disjoint, we have that

min
w

∑
xq

gµ(xq)Sw(λxq ,e) = min
w

∑
xq

gµ(xq)S
1
w1

(λxq ,e)

 k∏
j=2

Sjwj(λ
e) ,
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which equals

min
w1

∑
xq

gµ(xq)S
1
w1

(λxq ,e)

 k∏
j=2

min
wj

Sjwj(λ
e) = V 1(λe)

k∏
j=2

V j(λe)

when V 1(λe) = minw1

∑
xq
gµ(xq)S

1
w1

(λxq ,e) ≥ 0 (where the inductive hy-

pothesis has been used), and equals

min
w1

∑
xq

gµ(xq)S
1
w1

(λxq ,e)

 k∏
j=2

max
wj

Sjwj(λ
e) = V 1(λe)

k∏
j=2

V
j
(λe) ,

if V 1(λe) = minw1

∑
xq
gµ(xq)S

1
w1

(λxq ,e) < 0. If node 0 is a sum node (of

height h + 1) with Xq in its scope, then because the internal graph of the

cspn is a tree

min
w

∑
xq

gµ(xq)Sw(λxq ,e) = min
w0

k∑
j=1

w0j min
wj

∑
xq

gµ(xq)S
j
wj

(λxq ,e) ,

which by the inductive hypothesis

= min
w0

k∑
j=1

w0jV
j(λe) .

If Xq is not in its scope, then the inductive step is trivial. The base case for

h = 0 is obtained when 0 is a leaf node associated with indicator variable

λj,xj . Then,

min
w

∑
xq

gµ(xq)Sw(λxq) = f(xq)− µ = V 0(λ) ,
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if Xq is in the scope of 0 (i.e., j = q), and otherwise

min
w

Sw(λe) = λej,xj = V 0(λe) = V
0
(λe) .

All these computations can be performed in polynomial time by scheduling

computations so that children are computed before their parents.

Note that the values of V
i
(λ) need only be computed for nodes that do not

contain Xq in its scope, and that in this case they equal the values produced

by the upper likelihood algorithm (left implicitly in Section 4.2.1).

A.3 Credal Classification

Here a number of theorems are presented with their proofs relating to the

task of classification in credal sets of probability measures obtained by a

cspn.

Theorem 6. Deciding if a class c1 credally dominates a class c2 is coNP-

hard.

Proof. We prove hardness by a reduction from the NP-hard problem par-

tition: Given a set of positive integers z1, . . . , zn, decide if there is a set

S ⊆ {1, . . . , n} such that
∑

i∈S zi =
∑

i 6∈S zi. First note that we can scale

the integers to become rationals in the unit interval without affecting the

complexity of the problem. So let vi = 2zi/z, where z =
∑

i zi. Then set S

solves the original problem if and only if
∑

i∈S vi = 1.

The strategy of the reduction is to encode an instance of partition as

the minimisation of a multilinear function over the weights of the network,
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where each weight corresponds to a choice of selecting or not an integer zi

to be part of the set S. The multilinear function, obtained as the result of a

credal dominance query, is convex with respect to the quantity
∑

i∈S vi, and

attains its minimum value of zero if and only if the corresponding partition

problem has a solution.

So given an instance of partition, construct a cspn as in Figure A.1. To

avoid cluttering, we depict every leaf duplicated in the figure (so the network

is not really a tree, but only its internal graph). The variables X1, . . . , Xn

denote binary class variables, and the variables Xn+1, . . . , X2n denote binary

evidence variables fixed at Xn+i = 1, for i = 1, . . . , n. The network has a

sum node as root, with two sub-networks. The left subnetwork Sth models

a fully independent distribution over all variables, with a uniform distribu-

tion over X1, . . . , Xn and a degenerate distribution over Xn+1, . . . , X2n. This

subnetwork is used to impose an additive constant to the overall value of the

network, for reasons that will become clear later. So focus on the right sub-

network S0 for the moment. This network encodes the partition problem

as the product of subnetworks S1, . . . , Sn. Each one of these subnetworks Si,

with i = 1, . . . , n, has scope {Xi, Xn+i} and encodes the trade-off between

adding item zi to the set S or adding it to the complement of S. The weights

wi1 vary in [0, 1] (with wi2 = 1 − wi1) and represent such a choice: wi1 = 1

adds zi to S. The nodes labeled as ei denote two-layer sub-networks with a

sum node as root and indicators xn+i and x̄n+i. The weights of these sub-

networks are specified such that their value when evaluated with evidence

Xn+i = 1 is the number associated with the edge from the product node to

the respective node ei in the figure (which is 2−2vi , 2−vi or 1). This way, when
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+

Sr

×
Sth

+

x1 x̄1

. . .

+

x2n x̄2n

1/2 1/2 1 0

×
S0

S1 S2

. . .

Si+1

...

Sn

+

Si1

× ×

+

Si2

× ×

xi ei x̄i ei xi ei x̄i ei

1/2 1/2 1/2 1/2

+

Si

wi1 wi2

2−2vi 2−vi 1 1

wr1 wr2

Figure A.1: Fragment of the sum-product network used to solve partition.
We duplicate leaves for the sake of clarity.

zi ∈ S then the network Si contributes with a value of (2−2vixi + 2−vix̄i)/2

to the product in S0; and when zi 6∈ S then Si contributes with (xi + x̄i)/2.

Let c1 be the class that assigns Xi = 1 for i = 1, . . . , n, and c2 be the class

that assigns Xi = 0 for i = 1, . . . , n. One can easily check that Si1(λc1,e) =

2−2vi/2, Si1(λc2,e) = 2−vi/2 and Si2(λc1,e) = Si2(λc2,e) = 1/2. Thus, we have

that

min
w

(
S0
w(λc1,e)− S0

w(λc2,e)
)

=

1

2n
min
w

(
n∏
i=1

[
wi12

−2vi + (1− wi1)
]
−

n∏
i=1

[
wi12

−vi + (1− wi1)
])

.

The last term in the equation above defines a multilinear program over the

weights; hence the solution lies at the boundary of the feasible set [Drenick,

1994, Proposition 2.1]. In our case, this is achieved by setting each weight
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wi1 to either 0 or 1. Hence,

min
w

(
S0
w(λc1,e)− S0

w(λc2,e)
)

= min
w

2−n[2−2
∑
i wi1vi − 2−

∑
i wi1vi ]

Define t = 2−
∑
i wi1vi . Then, the objective of the minimisation on the right

can be rewritten as the second-order polynomial on t:

2−n(t2 − t) = 2−nt(t− 1) .

This polynomial is convex and achieves its minimum at t = 1/2, which

corresponds to
∑

iwi1vi = 1, or equivalently, to
∑

i∈S vi = 1, where S = {i :

wi1 = 1} (see Figure A.2 for an example of such a polynomial). Thus, if such

a set exists (i.e., the partition problem is a yes-instance), then

min
w

(
S0
w(λc1,e)− S0

w(λc2,e)
)

= −2−(n+2) .

Now if no such set S exists, then |
∑

i∈S zi −
∑

i 6∈S zi| ≥ 1 for any set S,

because zi are integers. Hence, in this case, the minimum is obtained at the

w such that |1−
∑

iwi1vi| ≥ 1/z. It follows that

min
w

(
S0
w(λc1,e)− S0

w(λc2,e)
)
≥

2−n min{2−(1+1/z)(2−(1+1/z) − 1), 2−(1−1/z)(2−(1−1/z) − 1)}

= 2−n2−(1−1/z)(2−(1−1/z) − 1) > −2−(n+2) .

The first inequality follows from the integer gap in the sum of the numbers.

The equality can be obtained by analysing the derivative of the difference
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−5 · 10−2

t = 2−
∑
i∈S vi

t2
−
t

Figure A.2: The polynomial used in the proof of Theorem 6 for a random
instance of partition with 10 numbers. Each point plots the value of t for
a subset S of the integers.

of 2−(1−1/z)(2−(1−1/z) − 1) and 2−(1+1/z)(2−(1+1/z) − 1); one can check that

this derivative is monotonically increasing, hence the difference is always

positive.1 Finally, the last inequality follows since 2−(1−1/z)(2−(1−1/z) − 1) is

monotonically decreasing and achieves its minimum at z → ∞. Therefore,

deciding whether minw (S0
w(λc1,e)− S0

w(λc2,e)) ≤ −2−(n+2) solves partition.

There are two issues to be fixed in order to turn this result into a proof

of coNP-hardness of credal dominance. First, credal dominance is defined as

verifying if the minimum difference between the values of two classes is non-

positive, but our threshold is currently −2−(n+2). Second, the encoding of the

weights 2−vi requires exponential space/time in the size of the encoding of

partition (which requires only the representation e.g. in binary if integers

1Let h(x) = 2−(1−x)(2−(1−x) − 1)− 2−(1+x)(2−(1+x) − 1). Then h′(x) = 2−1−2x(−1 +
2x)2(1 + 2x + 22x) ln(2), which is positive for any value of x 6= 0. Also, we have that
h(1/2) > 0. The argument follows by taking x = 1/z ∈ [0, 1/2].
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z1, . . . , zn), so the reduction is not polynomial. We start by addressing the

latter issue.

So approximate each number 2−vi by a rational ri ≥ 2−vi such that ri −

2−vi ≤ ε and r2i − 2−2vi ≤ ε, for some small ε > 0 (we will explain how to

specify such rationals in polynomial time later). Call this new network S̃r,

and its subnetworks similarly (e.g., S̃0, S̃i, S̃i1). We have that

0 ≤ S̃0
w(λc1,e)− S0

w(λc1,e) =
1

2n

(∏
i

r2wi1i − 2−2
∑
i wi1vi

)

≤ 2−n

(∏
i

[2−2wi1vi + ε]− 2−2
∑
i wi1vi

)

= 2−n
∑

k∈{0,1}n,k 6=1

∏
i

2−2kiwi1viε1−ki < ε .

Similarly, one can show that

0 ≤ S̃0
w(λc2,e)− S0

w(λc2,e) < ε .

Hence,

∣∣∣[S̃0
w(λc1,e)− S̃0

w(λc2,e)]− [S0
w(λc1,e)− S0

w(λc2,e)]
∣∣∣

=
∣∣∣[S̃0

w(λc1,e)− S0
w(λc1,e)]− [S̃0

w(λc2,e)− S0
w(λc2,e)]

∣∣∣ < ε .

Thus, to decide partition we need to select ε such that

2−n2−(1−1/z)(2−(1−1/z) − 1)− ε > −2−(n+2) + ε ,
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or, equivalently, that

ε < 2−n−1[2−(1−1/z)(2−(1−1/z) − 1) + 2−2] .

The Taylor expansion of the term inside the square brackets around 1/z → 0

is
∑∞

i=1(2
i − 2) ln(2)i/(4i!)z−i. Hence, by truncating the series at i = 3 and

using 1/2 < ln(2), we get

2−4z−2 + 2−8z−3 < 2−(1−1/z)(2−(1−1/z) − 1) + 2−2 .

Let b denote the size of a reasonable binary encoding of partition (e.g.,

as the one described in the Footnote 5 in [Mauá et al., 2013]). Assuming b

encodes each number using at least dlog zie bits, we have that z < 2b and

b > 2 (note that z ≤ nmaxi zi). Thus,

2−8b < 2−4−2b + 2−8−3b < 2−4z−2 + 2−8z−3 .

Thus, by selecting e.g. ε = 2−10b we can decide partition in polynomial

timeby checking whether minw S̃
0
w(λc1,e) − S̃0

w(λc2,e) ≤ −2−(n+2) + ε. The

specification of values ri can be done in polynomial time by Taylor expanding

2−vi , since the required bit precision (10b) is polynomial in the input size b.

It remains to solve the first issue, that is, to decide by comparing only

the sign of the difference. To fix that, we can do a simple manipulation of

the result of our network using node root Sr and the left sub-tree:
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S̃0
w(λc1,e)− S̃0

w(λc2,e) > −2−(n+2) + ε ⇐⇒

wr1 + wr2

[
S̃0
w(λc1,e)− S̃0

w(λc2,e)
]
> wr1 + wr2(−2−(n+2) + ε) ⇐⇒

S̃rw(λc1,e)− S̃rw(λc2,e) > wr1 + wr2(−2−(n+2) + ε)

Thus, in order to check only the sign and since wr1 = 1− wr2, we need

1− wr2 + wr2(−2−(n+2) + ε) = 0 ⇐⇒ wr2 =
1

1− (−2−(n+2) + ε)
.

Hence, we can decide partition by verifying if minw S̃
r
w(λc1,e)− S̃rw(λc2,e) >

0, and returning “yes” if the latter is false and “true” otherwise.

Theorem 7. Credal classification (i.e., computing the set of non-dominated

classes) can be done in polynomial time in cspns when each internal node

has at most one parent and the number of classes in bounded.

Proof. Note that credal classification can be cast as the decision of

max
w

∑
λ

f(λ)Sw(λ) > 0 ,

where f(λ) = 1 if λ = λc1,e, f(λ) = −1 if λ = λc2,e and f(λ) = 0 otherwise.

This equation describes the computation of an expectation, hence the result

follows from Theorem 5.



Appendix B

Continuous CSPNs and weights

Here we present a number of extended tables and experiments referenced in

Chapter 5. These provide further detail to the testing of robustness over

continuous variables and less insightful experiments investigating the effects

of product weights.

B.1 Standard deviation and Wilcoxon tests

Table B.1 and B.2 provide the mean and standard deviation of robustness

values for each continuous dataset in our experiments alongside the p-values

obtained through Wilcoxon Tests examining the distinctiveness of correct

and incorrect classifications.

B.2 Height restrictions and product weights

This experiment aimed to investigate the effects of varied model height re-

strictions when combined with product node weights. Given that these

198
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Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Audit 0.70± 0.30 0.28± 0.38 ≈ 0
Banknote 0.75± 0.31 0.08± 0.07 ≈ 0
Breast-tissue 1.00± 0.00 0.96± 0.13 3 · 10−11

Drugs 0.24± 0.25 0.22± 0.23 4 · 10−05

Ecoli 0.66± 0.33 0.75± 0.35 1
Electric-grid 0.18± 0.07 0.17± 0.08 4 · 10−14

Fertility 0.43± 0.00 0.43± 0.00 0.993
Frogs 0.99± 0.04 0.67± 0.32 ≈ 0
Proof 0.46± 0.39 0.29± 0.34 ≈ 0
Sonar 0.58± 0.31 0.36± 0.28 ≈ 0
Transfusion 0.14± 0.16 0.09± 0.15 ≈ 0
Trial 0.85± 0.24 0.19± 0.31 4 · 10−11

Table B.1: Mean and standard deviation for the distribution of robustness
values grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.

Correct Incorrect Rank-sum
Dataset Mean ± Std.dev. Mean ± Std.dev. P-value

Audit 0.99± 0.06 0.84± 0.18 ≈ 0
Banknote 0.96± 0.10 0.67± 0.12 ≈ 0
Breast-tissue 1.00± 0.00 1.00± 0.03 ≈ 0
Drugs 0.83± 0.16 0.81± 0.17 2 · 10−08

Ecoli 0.96± 0.10 0.93± 0.16 0.996
Electric-grid 0.64± 0.05 0.64± 0.05 6 · 10−09

Fertility 0.88± 0.00 0.88± 0.00 0.986
Frogs 1.00± 0.00 0.99± 0.06 ≈ 0
Proof 0.96± 0.10 0.92± 0.13 ≈ 0
Sonar 0.99± 0.06 0.95± 0.11 ≈ 0
Transfusion 0.77± 0.15 0.68± 0.13 ≈ 0
Trial 0.99± 0.03 0.69± 0.24 8 · 10−09

Table B.2: Mean and standard deviation for the distribution of the difference
between the probability of the most probable and the second most probable
classes, grouped by correctly and incorrectly classifications. The last-column
informs the p-values for a Wilcoxon rank-sum test.
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weights were essentially weighting model features, the effects of this on a

shallower network structure may have had some interesting consequences.

Overall this did not provide any benefits.

This experiment made use of a sum-rooted class-discriminative spn with a

height restricted to 2 levels which was established previously as the equivalent

of a Naive Bayesian classifier. Using otherwise identical parameters and

averaging over three runs with different random seeds selected, a model was

learned for each dataset and each method of scaling for our exponent with

the first preliminary experiment making use of the Gini as its metric for

weighting. Due to the unremarkable results no further experiments were

conducted using other metrics.

In Table B.3 we can examine and compare the results of various height

restricted spns against their non-height restricted counterparts to see how

product node weights may affect them differently. In the first column we

see the difference between the two with no weights being applied to either

(achieved with an exponent of 1). Naturally, the restricted model performs

worse on average as seen in the experiments on height described in Chapter 6.

We then observe the effects of the Gini metric on its own and note that

accuracy has significantly decreased for most datasets with little difference

between the unrestricted and shallow models. However, as we have observed

above, the α alone without any attempt to scale its effects on the exponent

is unlikely to improve our model. If we go on then to compare against the

best scaling method for either type of spn we can see the potential gains in

accuracy of using product node weights in cases of shallow model height. In

the case of an unrestricted spn the scaling used was
√

1− α as established
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No α Gini α Gini Best
Dataset SPN NB SPN NB SPN NB

Audit 93.89 88.41 89.33 88.36 95.83 93.57
Banknote 94.08 82.19 55.54 55.54 93.93 81.44
Breast-tissue 40.57 40.57 40.57 40.57 40.57 40.57
Drugs 47.43 51.61 51.78 51.78 50.09 51.78
Ecoli 61.31 63.89 47.82 45.04 61.56 63.79
Electric-grid 61.03 66.49 63.80 63.80 61.42 66.40
Fertility 88.00 88.00 88.00 88.00 88.00 88.00
Frogs 57.65 57.56 48.34 48.34 57.65 57.54
Proof 72.76 64.97 60.39 65.16 72.50 65.23
Sonar 82.21 69.15 53.93 62.42 81.33 69.71
Transfusion 73.20 75.93 76.22 76.31 75.69 76.78
Trial 99.74 99.25 70.56 69.78 99.22 99.25

Average 72.66 70.67 62.19 62.92 73.15 71.17

Table B.3: Accuracy by dataset comparing the effects of weights when model
height is very limited. The first column presents both approaches without
weights (ie. an exponent of 1). The second makes use of a weight of α
without scaling. The third presents the strongest performing scale for both
height approaches.

and in the case of the height restricted spn an exponent of 1−α was used. We

can see from the table, however, that the average accuracy gains from using

additional weights with either spn is practically identical at 0.49 and 0.5 for

unrestricted and restricted respectively. Product node weights outperform

their original spn over 5 datasets in both approaches. The unrestricted spn

with weights matched that of the original on 3 occasions to the restricted spnś

two occasions with the originals being superior in all remaining datasets. As

such, no evidence was found to suggest that using product node weights

would be of greater advantage in the case of more shallow spns.



Appendix C

Hierarchical SPNs

Presented here are a number of graphs relating to minor experiments using

our hspn ensemble approach in Chapter 6.

C.1 Comparison with state of the art

In order to give a sample of the experimental results obtained in Chapter 6,

we present the accuracies by dataset of each strategy used in the state of

the art comparisons at a chosen g threshold value of 50% in Table C.1.

This threshold was chosen on the basis of being near the high-water mark of

accuracy for each variable strategy. As such it demonstrates each strategy

at a relatively strong performance.

C.2 Increasing the number of layers

Figures C.1 and C.2 demonstrate the proportion of attempts made by each

layer in the ensemble hierarchy when the number of layers is increased to 11

202
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and the relative accuracy achieved by each layer respectively.

0 20 40 60 80 100

95

90

80

70

Attempts (%) per layer

T
h
re

sh
ol

d
g

Layer1 Layer2 Layer3 Layer4 Layer5 Layer6

Layer7 Layer8 Layer9 Layer10 Layer11

Figure C.1: Number of attempts per layer of an eleven layer hspn at different
thresholds.

C.3 Fixed g and dynamic g

The results presented in Table C.2 represent the percentage of datasets, out

of a total of 47, where each method achieves the highest accuracy. There

percentages do not add up to 100 there are datasets wherein both methods

of adjusting g achieve the same level of accuracy.
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Figure C.2: Average accuracy achieved by each layer in an eleven layer hspn.
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Dataset Voting Best Full-train best-full full-full best-best

Audiology 49.26 50.81 58.63 59.95 59.95 52.95
Autos 88.05 88.54 88.05 88.70 89.51 88.37
Balance-scale 73.95 71.89 73.07 72.96 72.48 72.45
Breast-cancer 71.51 69.41 73.20 73.25 73.43 69.99
Bridges 56.54 54.83 58.88 58.41 58.25 55.92
Cars 84.66 84.13 87.40 86.05 87.85 85.14
Cmc 50.07 48.97 50.06 50.16 50.66 49.08
Colic 80.93 79.53 81.11 81.52 81.93 80.94
Cylinder-bands 63.43 63.18 69.04 70.46 69.78 65.40
Dermatology 92.99 90.53 93.90 93.67 94.81 92.94
Diabetes 70.62 70.23 70.16 70.57 70.92 70.59
Ecoli 63.24 63.64 70.83 68.06 72.17 63.79
Flags 45.53 41.07 44.42 45.70 44.76 42.61
Flare-new 72.84 71.75 72.72 73.34 72.68 72.47
Glass 55.53 56.85 56.86 57.71 57.87 57.16
Haberman 72.50 72.60 73.53 73.53 73.42 72.71
Hayes-roth 44.57 46.21 31.06 34.09 39.40 47.35
Heart-h 76.19 79.25 80.10 80.27 80.33 79.31
Heart-statlog 73.70 72.53 72.65 73.27 73.70 72.84
Hepatitis 81.40 78.92 80.32 81.51 81.51 80.97
Hypothyroid 92.22 92.09 92.19 92.19 92.28 92.15
Ionosphere 82.00 79.25 82.39 82.96 83.67 82.05
Iris 65.67 72.11 78.55 78.22 78.45 72.56
Kr-vs-kp 89.80 88.33 92.31 91.67 93.03 90.35
Labor 89.18 89.18 85.97 89.18 88.01 90.94
Liver-disorders 61.87 61.02 60.77 61.74 63.09 61.50
Lung-cancer 37.50 43.75 43.75 40.62 39.58 42.71
Lymph 74.89 76.01 78.72 80.63 79.84 78.72
Molecular-biology 62.11 65.56 80.66 80.66 80.66 66.35
Mushroom 99.82 99.88 99.99 99.98 99.99 99.90
Page-blocks 93.77 93.80 93.68 93.70 93.89 93.81
Postoperative-patient-data 70.93 70.74 71.11 71.11 71.11 70.93
Primary-tumor 35.15 33.53 36.48 37.22 38.30 33.53
Segment 81.57 80.53 80.99 81.66 81.48 81.48
Shuttle-landing-control 50.00 50.00 60.00 60.00 60.00 50.00
Sick 93.74 93.50 93.68 93.79 93.88 93.73
Solar-flare 73.00 72.50 73.20 73.83 73.73 73.53
Sonar 66.03 68.35 66.83 71.15 71.07 69.87
Soybean 69.98 65.91 75.62 75.11 77.31 71.47
Spambase 77.59 77.86 79.49 79.63 79.57 77.96
Tae 42.05 44.92 39.07 39.51 43.05 45.48
Tic-tac-toe 73.30 74.69 77.93 77.54 78.67 75.04
Vehicle 62.37 60.17 63.85 64.28 64.07 62.18
Vote 94.71 94.75 95.02 95.40 95.55 94.98
Vowel 41.74 36.88 42.26 46.68 44.53 40.79
Waveform-5000 77.59 75.33 78.99 79.05 78.99 77.74
Zoo 85.48 84.66 85.15 86.47 85.32 86.14

Average 70.46 70.22 72.23 72.71 73.07 71.25

Table C.1: Accuracy by dataset for Voting spn, Best spn, Full-train spn,
best-full, full-full and best-best strategies using a g threshold value of 50%.
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g Fixed Dynamic

100 0 0
95 8.5 0
90 61.7 8.5
80 59.6 10.6
70 65.8 10.6
60 59.6 21.3
50 59.6 21.3
40 48.9 29.8
30 53.2 29.8
20 48.9 25.5
10 34 27.7

Table C.2: Percentage wins across all datasets for full-full using both fixed
and dynamic g thresholds.
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