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ABSTRACT
As network policies are becoming increasingly nuanced and com-
plex, so too are the mechanisms required to ensure that the network
is functioning as intended. In particular, since the dawn of software-
defined networking and the shift towards high-level descriptions of
intended network policy, traditional tools such as ping and traceroute
have been insufficient to test that complex data plane configurations
have been correctly implemented. As a result, novel data plane ver-
ification solutions have been proposed that use formal methods to
ensure that network policies are adhered to and that the data plane
is free of bugs. While the number of these verification solutions
continues to grow, only a few are equipped to verify the data plane
when a malicious adversary is present. As research continues to
expand the remit of data plane functionality, these solutions may
become key to securing an increasingly valuable attack target. In this
survey, we review the work that has been dedicated to preventing
and detecting attacks on data planes in software-defined networks
and discuss some of the unsolved problems in this field that must be
addressed in future adversarial verification solutions.
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1 INTRODUCTION
The centralised control of network forwarding devices made possible
by software-defined networking (SDN) has revolutionised network
application development by enabling a shift towards logically cen-
tralised applications such as load balancers [43] and firewalls [19]
with network-wide visibility. The implementation of network-wide
policies (which often required individual configuration of network
devices) can now be described centrally at a high level (e.g. by
using a network programming language such as NetKAT [1]) and
compiled down to data plane (DP) device-level implementations.

These programming languages not only make it straightforward
for a network operator to define network-wide behaviour, but the
sound equational theory underpinning languages such as NetKAT
allow the existence of certain network properties to be proven math-
ematically. The network operator can prove, for example, that no for-
warding loops exist in the network, before the configuration changes
are applied. In addition, these languages allow for several programs
to be composed together, before their sum effect is checked for cor-
rectness properties. This has the potential to significantly reduce the

impact of programs undermining each other’s goals by installing
contradictory rules in the DP, a recognised problem in SDN [36].

While invariant checking before deployment of network programs
is invaluable, bugs in compilers and switch software have the poten-
tial to cause errors in forwarding behaviour, even when the network
program is correct. This problem has led to the development of run-
time DP testing solutions that complement compile-time correctness
checking by observing the network’s actual behaviour. The format
of these solutions varies. For example, BUZZ [16] automatically
creates test traffic based upon the intended network policies and runs
this test traffic through the network to detect discrepancies between
expected and observed traffic. Another method used in DP testing is
the collection of so-called postcards, which report the exact path that
packets have traversed through the network and the flow rules that
each packet has matched along the way. NetSight [18] is an example
of a system that does this.

Assuming the effectiveness of the chosen solutions, the combina-
tion of compile-time and runtime checking mechanisms should be
able to detect a wide range of bugs that may cause DP errors. How-
ever, the two main approaches (1) expecting consistent behaviour
in the case of packet probes, and (2) trusting the DP devices to self-
report the rules that they have applied to packets in the case of DP
postcards, rely on an implicit trust of the DP to behave faithfully. As
a result, many runtime DP verification solutions are vulnerable to the
threat of an adversarial DP, where one or more of the DP devices are
under the control of a malicious actor, who not only wishes to alter
the network’s forwarding behaviour, but actively attempts to conceal
these policy breaches from the network operator. To date, a relatively
small number of defence mechanisms have been proposed that seek
to detect DP forwarding anomalies without assuming the trustwor-
thiness of any individual DP device. We refer to these solutions as
adversarial data plane verification (ADPV).

While the techniques used by state-of-the-art ADPV solutions
vary, the different solutions are often similar in scope, with more
recent solutions failing to improve substantially on either the scala-
bility or security guarantees of previous solutions. In addition, with
the growing research interest in programmable DPs and the growing
array of applications that are being designed to take advantage of DP
statefulness, the motivations and capabilities of an adversary with
control of a modern DP device are changing rapidly. More recent
ADPV solutions have failed to fully reflect this trend.

With this in mind, the purpose of this work is to summarise the
state-of-the art in ADPV, with a focus on contrasting the practicality
and security guarantees offered by each solution. In addition, we aim
to identify the major open questions within the field of ADPV, and
discuss how these may be addressed in future work. The structure



of the paper is as follows: next, we provide a background of current
SDN verification solutions in Section 2, before discussing previously
identified DP security risks in Section 3. Section 4 presents a detailed
review of the state-of-the-art in ADPV and Section 5 identifies
the outstanding issues with ADPV mechanisms. Finally, we offer
concluding remarks in Section 6.

2 SDN VERIFICATION
The term SDN was coined at Stanford following the publication of
the Ethane paper [9], in which the authors demonstrated how the
management of the campus network could be dramatically simpli-
fied by replacing the control planes (CPs) found on each network
switch with a single, logically centralised CP running on a Linux
server. This abstraction encouraged a rapid increase in the number of
performance and security-enhancing applications, which were able
to avoid the constraints of distributed control in traditional networks
by locating their more complex, stateful functionality at the CP.

While the CP greatly simplified application development by pro-
viding a global view of the DP at a centralised controller, the im-
plementation of DP policy was still complicated by the need for
application developers to manage flow rules on individual switches.
In response to this, the idea of defining network policy using a
domain-specific language, with the device-level implementations
abstracted away by compilation of these programs to device-specific
implementations (as argued for in [22]), soon took hold. The lan-
guages (such as NetKAT [1] and SNAP [2]) that were developed for
this purpose allowed for logical reasoning about properties of the
network that should always hold true, known as invariants. These in-
variants include properties such as loop-freedom (that packets don’t
get stuck in an endless DP forwarding loop) and reachability (that
packets from node A can always reach node B).

These verification-friendly programming languages introduced
assurance that contradictory policies were never installed in the DP.
However, by design, these mechanisms cannot guard against com-
piler and switch-level bugs, which can cause incorrect DP behaviour
despite provably correct policy. To guard against this, DP testing and
monitoring mechanisms have been developed as a complement to
CP verification. These take a variety of forms, such as the sending of
generated probe packets through DP devices (e.g. BUZZ [16]) and
the monitoring of packet histories to ensure that they correspond to
policy (e.g. NetSight [18]). The verification of both DPs and CPs
using formal methods is surveyed extensively in [28].

Early research work on SDN almost universally assumed the use
of the OpenFlow (OF) protocol [30] as the standard for communi-
cation between the DP and CP. Some verification solutions, such
as Veriflow [24], relied specifically on the monitoring of OF mes-
sages to extract the network configuration. OF proved popular due
to its compatibility with existing network switches, whose capabil-
ities were immutably defined in packet processing hardware such
as ASICs. However, as new paradigms such as the Reconfigurable
Match Table (RMT) switch architecture [6] showed that switch
chips could be made programmable without sacrificing performance,
interest in programmable data planes grew.

The P4 language [5] has been adopted as the de facto standard
for programming this new generation of programmable switches. P4
offers programmers the ability to define custom protocol parsers, edit

arbitrary packet header fields and define stateful network functions
within the DP. This new DP representation has radically changed the
landscape for DP verification, as flow tables have been replaced by
programs that specify precisely the intended behaviour of the DP
device. This has given rise to program verification solutions such as
p4v [29], which feeds a first order logic expression of the P4 program
into a theorem prover to find inputs that would violate its intended
properties. P4-specific DP testing and monitoring frameworks have
also been developed, such as p4pktgen [32], which generates probe
packets for P4 programs and [25], which annotates P4 programs to
efficiently produce postcards with encoded program paths.

3 DATA PLANE SECURITY ISSUES
While SDN has facilitated better DP testing and verification than
was practical in traditional networks, it has not eradicated attacks
on network DPs. Indeed, the SDN architecture itself has introduced
some novel attacks involving the DP. [21] describes how the cen-
tralised CP is vulnerable to denial-of-service (DoS) attacks caused
by an excessive number of PACKET_IN messages from the DP. In
[8], a more novel DoS technique is described, where hosts connected
to the DP saturate the specific DP links that are also used to transport
control traffic. In addition, lack of effective authentication mecha-
nisms (particularly in early SDN implementations) have allowed for
host location hijacking attacks [35] and man-in-the-middle attacks
between the CP and DP [4]. While still relatively new, some work
has focused on vulnerabilities associated specifically with P4 net-
works. For example, [14] analyses how bugs in P4 programs can
be exploited on different switch architectures for purposes such as
DoS and information disclosure. [36] surveys many of the threats
brought by the SDN architecture, along with solutions that have been
proposed to combat these issues.

While the described attacks may all be launched by a malicious
host connected to the network DP, other works have recognised the
potential threats posed by an attacker that has directly compromised
a DP device. [7] describes how a compromised switch can be used to
launch a middlebox bypass attack, where the switch appends falsified
tags to DP packets to falsely declare that they have passed through a
particular middlebox. [11] describes a number of possible attacks
that may be launched from a compromised OF switch including
packet injection and duplication.

Despite the potential range of attacks that can be launched from
a compromised SDN switch, there have been few works showcas-
ing direct switch exploitation. [41] is a prominent example of one
such attack. In this attack, the authors show that by fuzzing the OvS
software switch, they were able to find two vulnerabilities that they
could exploit to obtain a remote shell on the switch. Pickett [33]
showcased how the culmination of several vulnerabilities in white-
box switches, e.g. lack of secure boot, could be used by an attacker
to stay persistent in one of these SDN-ready switches after gaining
access via a compromised network administrator.

4 ADVERSARIAL DP VERIFICATION
The key idea behind ADPV is that an attacker’s goal is to modify
the network behaviour by altering the forwarding behaviour of the
switches, and that by examining actual network behaviour against a
model of expected behaviour, it is possible to discover the presence



of an attacker-controlled DP device. The distinction between non-
adversarial and adversarial DP verification is important, given that
our above definition could apply equally to both finding an attacker
and finding bugs in the network. The distinguishing feature of ADPV
is the added assumption that an attacker may attempt to hide their
violations of policy, for example by falsifying packet counters when
requested by the CP. This is in contrast to non-adversarial verification
where buggy switches are expected to faithfully report their actual
behaviour. To account for this, ADPV solutions tend to treat all
data originating from the DP with suspicion, employing techniques
such as redundancy or cryptography to increase confidence in the
legitimacy of the data1. We refer the reader to [28] for a survey of
the state-of-the-art in non-adversarial DP verification.

It is also important to distinguish between ADPV and mechanisms
that use DP switches to detect compromised hosts directly attached
to these switches. A prominent example of such a mechanism is
presented in [3], where a system of trusted OF switches and middle-
boxes are used to collect forensic records about the behaviour of the
end hosts on the network. In ADPV, these switches are considered
attack targets and cannot be trusted.

We also note that other works that we have not included in our
discussion have considered the impact of compromised switches in
SDNs, but are interested in more restricted threat models than the
general capabilities of compromised switches that are considered
here. The most prominent example of this is the consideration of
middlebox bypass attacks in [7] and [39], where an attacker in
control of a compromised switch adds a tag to a packet to indicate
falsely that the packet has been processed by a middlebox. These
solutions prevent this attack by trusting the middleboxes themselves
to verify packet tags cryptographically. While these solutions provide
a degree of path confirmation and prevent illegal modification of
packet tags, they are not intended to prevent more general violations
of network policy, which the solutions we focus on attempt to do.

Table 1 summarises the current state of the art in ADPV by both
attack coverage and detection techniques used2.

4.1 Verification by Trusted Components
In NetCo [17], the authors attempt to reduce the potential impact
of a malicious DP switch by deploying redundant switches to de-
tect anomalies. Each switch/router is replaced by a trusted hub, k
switches and a compare function. The hub forwards received packets
to all k switches, which perform identical operations on the packet,
before sending it to the compare function, which makes a major-
ity decision based upon the outputs of the switches. In this way,
malicious behaviour can be detected and prevented as long as the
number of compromised switches per hub remains below k/2. While
the concept of NetCo is sound in its use of redundancy to both de-
tect and prevent attacks, it relies on the hubs and compare devices
being uncompromisable, and on limited collusion between switches
connected to the same hub.

1In the case of probing, this distinction is less clear, as different solutions use probing
to test for both bugs and attacks. We survey here only solutions with the goal of attack
detection, to enable fair critique of their attack coverage.
2In Table 1, Illegal Packet Modification refers to the ability to distinguish legal modifi-
cation (in line with network policy) from illegal modification and thus does not include
solutions that regard any packet modification as a potential attack.

4.2 Verification through Cryptography
The concept behind the use of cryptography in DP verification is
that by arming each switch with a secret key that is inaccessible to
other switches, it is possible for the CP to verify which switches
have truly been traversed by a particular packet. The first solution to
leverage this idea in the context of ADPV was SDNSec [34], which
uses a combination of source routing and Message Authentication
Codes (MACs) to verify packet traversal. MAC-protected forwarding
entries are embedded into each packet at the ingress switch, before
the packet is forwarded to the core switches in the network. These
are reduced to two operations: verifying that the applicable flow
rules are genuine, and forwarding the packets to the ports indicated
by the flow rules, if so. The egress switches are then responsible for
forwarding each packet to the correct end hosts.

REV [45] does not use source routing like SDNSec, but rather
uses a compressive MAC that is continuously updated by each switch
in a packet’s traversal. This is done through the use of a secret key
assigned to each switch by the SDN controller. Once a packet reaches
the egress switch, the final MAC is reported to the controller, which
then verifies its correctness. The use of a compressive MAC in this
solution is its main innovation, as it allows for the traversals of
several packets to be merged into a single report to the controller,
which reduces the volume of traffic destined for the CP.

The major benefit of these solutions is their coverage of all packets
in the network, allowing them to detect low volume attacks that may
be missed by checking per-flow counters. However, performing
cryptographic operations on every packet and increasing packet
sizes with tags can significantly limit throughput. In addition, these
solutions do not account for network policies that may legitimately
edit packet headers, and so would erroneously report anomalies for
common network operations such as network address translation.

4.3 Verification using Probe Packets
Chi et al. [11] propose an OF-based mechanism to detect switch
misbehaviour using probe packets. In this approach, switches for-
ward controller-injected probe packets matching a pre-identified,
suspiciously underutilised flow rule back to the controller. If the
packet is not received at the CP, or received from the wrong switch,
the presence of an attacker is assumed.

Chiu et al. [12] use crafted probe packets to trigger multiple match
rules at once, with the intention of significantly reducing the number
of probe packets that need to be sent to cover all installed flow rules.
The major limitation of these solutions is that they cover only pre-
installed, legitimate flow rules and thus do not cover attacks where
an attacker adds their own additional rules.

Finally, Chao et al. [10] propose a detection mechanism that
combines probing with the checking of counter values at each switch
(similar to [13]), and the encryption of packets traversing a suspect
switch. This technique is intended to ensure that an attacker cannot
tailor their attacks to manipulate packets with a particular feature,
e.g. a particular DNS response. While this work combines detection
mechanisms and analyses different attacks, the individual detection
mechanisms are seen in isolation in previous works.



Table 1: Comparison of Attack Coverage & Techniques of ADPV Solutions

NetCo
[17]

SDNSec
[34]

REV
[45]

Chi et
al. [11]

Chiu et
al. [12]

Chao et
al. [10]

FlowMon
[20]

FOCES
[46]

SPHINX
[13]

White
Rabbit

[38]

Preacher
[40]

Wedge
Tail
[37]

DynaPFV
[27]

Attack
Coverage
Inter-Switch
Collusion

✓ ✓ ✓ × × ✓ × × ✓ ✓ ✓ ✓ ✓

Drops &
Redirects

✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Packet
Injection

✓ ✓ ✓ × × ✓ × ✓ ✓ ✓ ✓ ✓ ✓

Illegal Packet
Modification

✓ × × × × × × × × × ✓ ✓ ×

Edge Switch
Attacks

✓ × × × × × × × × × × × ×

Stateful
Attacks

✓ × × × × × × × × × × × ×

Detection
Techniques
Trusted
Hardware

✓ × × × × × × × × × × × ×

Cryptographic
Operations

× ✓ ✓ × × ✓ × × × × × × ×

Probe
Packets

× × × ✓ ✓ ✓ × × × × × × ×

Distributed
Statistics

× × × × × ✓ ✓ ✓ ✓ ✓ × × ✓

Packet/Hash
Collection

× × × × × × × × × × ✓ ✓ ✓

4.4 Verification by Distributed Statistics
The most popular approach to ADPV to date is the use of distributed
statistics collection across multiple switches. The rationale is that
packets of a particular flow should follow a defined path through
the network and thus the number of packets seen at each switch
should be consistent with the correct path being taken by each of
these packets. Otherwise, an attack may be taking place.

FlowMon [20] uses packet counters at each switch port to detect
packet dropping and redirection attacks. However, the impact of
false statistics reporting is not considered and the use of crude per-
port packet counts to detect packet drops does not consider attacks
where a device swaps equal numbers of packets between flow rules,
maintaining correct packet counters.

This packet swapping attack was subsequently addressed by FO-
CES [46], which monitors per-flow statistics rather than the per-port
statistics, which rendered the attack possible in the presence of Flow-
Mon. In addition, FlowMon uses a network slicing algorithm to
improve the performance of statistics processing at the controller.

SPHINX [13] more broadly considers the potential actions of
a malicious switch in an OF network; attempting to detect packet
dropping, redirection and injection attacks, and attacks on the CP
such as the creation of fake links in the network. SPHINX does
this by intercepting OF messages between the data and CPs and
checking them for anomalies such as requests that indicate Address
Resolution Protocol (ARP) spoofing attacks. This is augmented
by a byte consistency check, which checks that counter values are
preserved in the same fashion as FlowMon.

The authors of WhiteRabbit [38] improve upon the accuracy of
byte consistency checks in SPHINX by proposing a time synchro-
nisation protocol that ensures delays in statistics collection at the
controller are accounted for in consistency calculations. However,
WhiteRabbit and other counter-based solutions rely on quite crude
estimates of compromise, relying on the breach of threshold packet
counts by attacks and are quite heavily coupled to the OF protocol.

4.5 Verification by Packet or Hash Collection
Verification by packet or hash collection improves upon the effec-
tiveness of statistics collection solutions by gathering and comparing
actual data plane packets rather than just statistics about them. This
allows for detection of more advanced attacks, such as payload mod-
ification. Preacher [40] collects hashed DP packets by assigning
random hash values to each switch in the network and instructing
switches to forward any packets with matching hashes to the CP.
Preacher then compares expected and received hash values, with any
discrepancy indicating a potential attack. Given that the memory of
each switch is insufficient to store all possible hashes, each switch’s
hash list is periodically rotated to enable eventual coverage of all
hash values. While Preacher is one of the more complete solutions,
its major disadvantage is its probabilistic nature, requiring hashes to
be located at the right switches at a given time to detect an attack.

WedgeTail [37] operates similarly to Preacher in that it processes
packet hashes (or alternatively packet histories provided by NetSight)
to detect anomalous forwarding. WedgeTail, however, is light on
the details of the overhead of its packet collection mechanism and



claims to be able to detect attacks even when every switch in the
network has been compromised, a clear impossibility.

Finally, DynaPFV [27] combines the dynamic collection of full
packets at ingress and egress switches with analysis of packet coun-
ters. When a PACKET_IN is received for a new flow, the verification
engine adds flow rules, which instruct the ingress and egress switches
to randomly clone a subset of packets of this flow to the control plane.
Once these are received, the verifier compares the packets received
at ingress and egress to ensure that they are equal. If they are, the
verifier reduces the probability of further collections by changing
a weight variable, as trust in the network builds. Once each flow
rule expires, the verification then collects counter values rather than
packets for verification. While this solution is innovative in its ability
to reduce overhead whilst maximising detection probability, it does
not consider networks where modifications can be legally made to
packets, instead regarding all modifications as potential attacks.

5 DISCUSSION
5.1 Performance Impact of Verification
A potential objection to the adoption of ADPV mechanisms within
a network is the processing overhead associated with verifying that
observed DP behaviour corresponds to network policy. This can gen-
erally be divided into two categories: CP overhead and DP overhead,
which will be discussed separately in the following subsections.

5.1.1 CP Overhead. CP overhead is generally the result of two ac-
tivities: calculation of expected network behaviour and processing
of reports received from the DP. The impact of these is not always
investigated thoroughly, but some solutions do provide some insight.
For example, the maximum processing rate achieved by Preacher
is just below 3000 samples per second, while FOCES reports com-
putation times of over 5000 seconds when 12,000 flows are used
(however, this is reduced by 80% with slicing). This overhead in
statistics gathering techniques can be a security issue, particularly
when the number of reports sent to the CP is driven by the DP, as end
hosts overwhelm the controller with statistics reports. The controller
does have the ability to control the sampling rate to reduce controller
burden by, for example, reducing the percentage of packets sampled.
However, this would reduce the probability of attack detection.

Recalculation of expected network behaviour is critical to the
correctness of all ADPV solutions, as DP activity must be verified
against the policy that applied at the time of the traversal to avoid
false positives. Despite this, many solutions don’t effectively analyse
the performance impact of rule updates on their solutions. For ex-
ample, Chiu et al. [12] rigorously investigate the impact of different
network topologies and flow rules per switch on their coverage time,
finding that switches with over 100 flow rules can require 1 minute
to probe exhaustively. It is not clear how the alteration of forwarding
rules by the CP over the course of this time may impact the flow cov-
erage, which is carefully calibrated to reduce the required number
of probe packets. SPHINX attempts to ensure that it keeps track of
the current network state by intercepting OF FLOW_MOD messages
before they reach the DP. However, this degrades DP throughput due
to the resultant delay in installing new flow rules.

5.1.2 DP Overhead. Given the substantial effort by network op-
erators to increase DP throughput, ADPV solutions that impose

significant DP overhead are unlikely to achieve widespread adop-
tion. While some overhead is inevitable (as evidenced by Table 2,
in which we present a comparison of DP overhead between the
ADPV mechanisms), some solutions perform better in this regard
than others. The cryptographic ADPV mechanisms, SDNSec and
REV, for example, are particularly affected by DP overhead, as they
both append tags to data plane packets. In addition, the lengths of
these tags increase with the packet path length in SDNSec, as it
embeds a forwarding rule for each DP switch in every packet.

Some verification mechanisms reduce throughput by adding addi-
tional packets to the DP, reducing the capacity for the links to handle
regular packets. For example, the probing mechanism proposed by
Chao et al. requires up to 25,000 packets to test a single set of flow
rules. NetCo requires each packet to be duplicated multiple times
and forwarded through the comparison hardware, doubling round
trip time in some configurations. Finally, the additional overhead
associated with packet hashing and collection solutions can have an
impact on the capacity of the data plane to forward packets. This
effect is directly measured in DynaPFV, which reports degradation
of just over 37% if all packets are sampled. However, the authors
do advocate dynamic sampling, which reduces this by over 30%.
Impact on throughput is not directly measured in Preacher or Wed-
geTail. However, a variant of WedgeTail does rely on NetSight [18]
to collect packet histories for analysis, which reports a 31% increase
the volume of DP traffic if the packet histories are reported in-line.

Apart from direct performance impact on DP traffic, an additional
concern with ADPV solutions is the use of scarce switch memory
resources through flow rules and counters required for statistics
gathering. However, the authors of FlowMon, for example, claim
that the counters used by their solution would already be present as
they are associated with existing flow rules. On the other hand, the
probing mechanism proposed by Chiu et al. can require hundreds of
additional flow rules to be installed on switches.

5.2 Probabilistic Detection
Despite the often significant performance penalties associated with
ADPV mechanisms, the security guarantees they provide are prob-
abilistic for most detected attacks. A major contributor to this for
all solutions is benign packet drops, which are virtually guaranteed
in all networks and indistinguishable from malicious packet drops
performed by an attacker. This creates a dilemma as to whether or
not to flag these drops as potential attacks. The general consensus
among ADPV mechanisms has been to use threshold values for drop
attacks, which allow a small number of drops to happen without
raising an alarm. For counter-based statistics analysis solutions such
as FlowMon, a formula for calculating this threshold is explicitly
outlined by the authors, while other solutions such as Preacher sim-
ply advise disregard of low-volume drops. The authors of FOCES
investigate its accuracy under different rates of packet drops, notic-
ing that its detection capability is greatly reduced by packet loss
rates of greater than 10%. REV is distinctly affected by packet loss,
as it batches packets of a single flow and calculates a cumulative
hash on all of them to reduce the number of report packets sent to
the controller. The loss of any of these packets will render the hash
incorrect, invalidating the entire batch.



Table 2: Comparison of DP Performance Overhead for Different ADPV Solutions

NetCo
[17]

SDNSec
[34]

REV
[45]

Chi et
al. [11]

Chiu et
al. [12]

Chao et
al. [10]

FlowMon
[20]

FOCES
[46]

SPHINX
[13]

White
Rabbit

[38]

Preacher
[40]

Wedge
Tail
[37]

DynaPFV
[27]

Affected
Switches

All All All
Single
Switch

Flow
Chain

All All All All All All All All

Increased
Packet Size

× ✓ ✓ × × × × × × × × × ×

DP Hashing/
Crypto

× ✓ ✓ × × ✓ × × × × ✓ ✓ ×

Additional DP
Traffic

✓ × × ✓ ✓ ✓ × × × × × × ×

Requires Flow
Rules/Counters

× Rules at
Edge

Rules at
Edge

Rules Rules Both Counters Counters Counters Counters Rules Rules Both

The wider impact of packet drops on ADPV solutions is that they
inevitably have to sacrifice detection accuracy to achieve usability.
For all of the previously mentioned solutions, an attacker could sub-
tly degrade network performance by launching low volume dropping
attacks. While this may not be particularly effective when deployed
at random, these attacks may be applied to packets with particular
characteristics, such as those carrying the data of a specific protocol,
potentially significantly degrading that service.

Another probabilistic element of ADPV that reduces detection
rates is the inability of the network to simultaneously investigate
all flow rules at once. This limitation is particularly prevalent in
probing and packet hash gathering solutions, as attempting to probe
all flows at once would create a large degree of DP traffic and
simultaneously gathering all DP packets would easily overwhelm
processing capacity at the CP. The probing solution proposed by Chi
et al. relies on a pre-identified malicious flow rule to avoid the need to
probe all packets in the network, inevitably reducing detection rates.
Chiu et al. probe every flow rule, but this can require up to 2 minutes
when each switch has 200 flow rules. In practice, high performance
DP switches can have several times more flow rules than that [26].
Not only could this make total flow coverage infeasible, but the
greater time between probes for a given flow rule also raises the
possibility of a time-based attack, launched when an attacker knows
their flow rule of interest is not being probed. The success of such an
attack relies on efficient detection of probe packets, but this is often
possible as probe packets may identify themselves, e.g. by setting a
magic number in VLAN tags as proposed by Chao et al. In Preacher’s
case, a very low percentage of packets are sampled by the controller
at any given time (just 0.9% and 1.3% in the experiments). Although
cycling ensures eventual full coverage, it remains vulnerable to the
same time-based attacks as probing mechanisms.

5.3 Reliance on Trusted Components
The Achilles heel of all current ADPV mechanisms is the inability
to detect attacks on certain intrinsically trusted components should
they be compromised. With the exception of NetCo (which trusts the
hubs and comparison hardware), it is the network’s edge switches
that are trusted. The necessity of edge switch trust stems from their
unique position in the network, being both the first and last switches
to forward DP packets, giving them free reign to silently edit or

Figure 1: Illustration of Impact of Compromised Edge Switch
on Distributed Statistics ADPV Mechanism

drop these packets. This attack is particularly evident in DynaPFV,
as the verification engine relies on packets received from ingress
and egress switches to differ for attacks to be detected. An attacker
could easily avoid detection by DynaPFV by simply replaying the
original packet to the controller while forwarding an altered version
to the end host. Fig. 1 shows how a simple packet hash collection
ADPV mechanism would be unable to detect such a packet dropping
attack. Once the ingress switch drops the packet, it is not received by
either the next hop switch or the CP. As a result, both the CP and the
remaining DP switches are oblivious to the existence of the packet
and thus cannot verify its correct traversal.

This problem cannot be easily overlooked, especially considering
that edge switches may be the first to process packets from untrusted
end hosts, who have been shown to be able to compromise switches
using specially crafted packets [41]. Despite this, no current ADPV
solutions offer a potential path to finding a solution and often dis-
regard edge switch attacks for simplicity. While the most obvious
solution lies in extending the reach of the network this may not
always be practical and simply shifts the problem to an arguably
more easily exploitable network component.

5.4 Inadequate Consideration of P4 Data Plane
No ADPV solution surveyed addresses the implications of P4 DPs
on verification. This is problematic, as P4 DPs have the potential
to greatly increase the required complexity of ADPV solutions,
largely due to the support for stateful packet processing in some



P4 programmable switch chips, such as Intel’s Tofino [42]. This
statefulness is provided in P4 by array-like data structures called
registers, which can store arbitrary data beyond the processing of
a single packet. This functionality has had a major impact on the
development of applications for SDNs with P4 DPs, as it allows for
previously centralised stateful processing to be relocated onto the
DP switches and carried out at line rate. This includes the ability to
fully offload stateful security policies, as done by the authors of [23],
or to partially offload statistics processing as advocated by [31].

These novel DP applications have opened up an entirely new
class of attack on a compromised switch, whereby state variables are
manipulated to alter stateful DP forwarding behaviour. For example,
for applications that require statistics processing at the DP such as
[31], the attacker could subtly alter the packet ratios reported to
the machine learning engine, potentially causing it to overlook an
ongoing DoS attack.

The ability of current ADPV solutions to detect these subtle at-
tacks is weak, with NetCo the only mechanism that could detect
them in its current form. It has this ability as it simply replicates the
required operations across several switches, which should produce
the same result regardless of whether these operations are stateful
or not. For all other solutions, some form of extension is required
to adapt to stateful forwarding policies. Fig. 2 shows how ADPV
solutions that rely on the collection of distributed statistics are im-
pacted by a stateful attack. In this case, the middle switch has a crude
stateful policy which causes it to drop packets if the throughput is
too high. The attacker, who has compromised this switch, changes
the policy to drop packets at a lower threshold rate, causing net-
work degradation. When the network operator observes this packet
dropping activity, it is impossible for them to distinguish between
legitimate drops in line with their policy and malicious drops, which
are caused by an attacker’s alteration of the P4 program (assuming a
subtle enough change to the program by the attacker). This impos-
sibility is caused by the fact that the DP switches have the ability
to falsify their statistics reports to the CP, which can be changed to
match the state variable to the observed forwarding behaviour. One
mechanism that may be used to combat this would be to replicate the
state across multiple switches, before collecting and analysing it at
the CP. However, not only would this be difficult due to differences
in observed traffic at each switch, it would also lead to redundant
usage of register memories on switches. Other work on stateful DPs
[2, 44] has recognised the scarcity of these memories as a limitation
on the development of DP applications and has proposed distribution
of state amongst as many switches as possible to solve this problem.
The issues with DP state are equally applicable to ADPV solutions
that use DP cryptography, as the CP relies on a real-time view of
networking forwarding policy to check for correctness.

In the case of probing solutions, the state problem also necessi-
tates an overhaul of their functionality. The most obvious impact is
the massive increase in possible forwarding configurations in the
network, as each flow rule may have its behaviour changed by a
state variable. Achieving scalability for non-adversarial stateful DP
testing tools is already a major research area, as noted in [28], with
FlowTest [15], for example, being unable to scale to networks with
more than 5 nodes. Even if a tractable solution were to be found, it
would be necessary to send enough probe packets through a switch to
trigger the state change to be tested, which would not only increase

Figure 2: Illustration of Impact of P4 DP on Distributed Statis-
tics ADPV Mechanism

DP overhead, but would also interfere with the state used by regular
DP packets, if probing was carried out on a live production network.

6 CONCLUSION
As SDN continues to mature, it is critical that there is continued
focus on the potential security issues associated with it. Adversarial
DP verification mechanisms have so far provided an important con-
sideration of the potential damage posed by an attacker with control
of a DP forwarding device in an SDN, and have offered a wide
variety of mechanisms to detect and prevent such attacks. However,
there is a need for improvements to both the security guarantees
and scalability of these solutions. In addition, the lack of consider-
ation of P4 DPs leaves a significant gap in attack coverage, which
will become increasingly important as the popularity of P4 grows
further. With this work, we highlight the relative capabilities and
outstanding issues associated with state-of-the-art adversarial DP
verification, enabling researchers to improve upon these solutions
where necessary.
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