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Abstract

Substantial advancements have been made in the field of object detection
in the past number of years. The presented thesis focuses on multi-modal
(RGB-LWIR) object detection for surveillance in a Security and Defence con-
text. At present, the current state-of-the-art in object detection use convo-
lutional neural networks (CNNs). CNNs require large datasets for training;
however, there is a severe lack of labelled LWIR datasets available, un-
like the RGB modality. Collecting, preprocessing and annotating a large
dataset is exceptionally time-consuming and expensive. Therefore, we aim
to develop novel techniques to achieve high detection rates in small LWIR
datasets using unsupervised techniques. Our ultimate aim is to achieve
multi-modal object detection in non-corresponding RGB and LWIR imagery.

First, a supervised scenario with only a small low-resolution LWIR dataset
available for training is considered. We propose to exploit another larger
high-resolution LWIR dataset using transfer learning and fine-tuning tech-
niques usually only used within the RGB domain. This work’s originality lies
in our approach focusing on transfer learning across LWIR datasets taken
at different locations, angles, resolutions, and target classes at varying dis-
tances from the camera. Also, we show that pre-training detection algo-
rithms with the ImageNet RGB dataset significantly improve detection rates
in the LWIR imagery by up to ∼ %. These results lead us to go a stage
further and prove transfer learning between the RGB and LWIR modality is
possible. We show that an RGB trained detection algorithm produces some
LWIR invariant features. Subsequently, an unsupervised adaptation to this
detection network is proposed to increase detection in LWIR imagery. For
this adaptation, the distance between the source (RGB) and target (LWIR)
distributions is minimised during training to create modality invariant fea-
tures. This technique can also be applied to non-corresponding imagery,
i.e. imagery that is not lined up in space or time. Not only are high detection
rates achieved in LWIR imagery, but high RGB F1 scores are maintained,
thereby creating a multi-modal detection algorithm.

Next, the potential of using synthetic imagery to enhance detection in the
LWIR modality in an unsupervised manner is investigated. Synthetic RGB
imagery is translated from real LWIR imagery by training CycleGANs. The
requirement to adapt an RGB trained object detection network for LWIR im-
agery is removed. In addition, CycleGANs use non-corresponding imagery
that is easy to obtain and is applicable to real-life scenarios. This translation
approach results in a multi-modal detection system, using a generator as a
first step to translate the LWIR imagery to the RGB modality. Additionally,
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we translate RGB to the LWIR modality to create synthetic LWIR imagery for
training proposes. We use the labels from the RGB imagery and the syn-
thetic LWIR imagery to fine-tune the RGB trained detection network. This
method produces the best results of all the unsupervised approaches in real
LWIR imagery, with F1 scores of up to . %.
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INTRODUCTION 2

Figure 1.1: The left-hand image shows a colour image of an urban street scene in Glas-
gow. Given the poor illumination and sensor band, it is hard to observe the scene content.
The right-hand image captures the same view but using a low-resolution LWIR image,
revealing a person and vehicle in the scene.

The world around us can be captured by our eye and by a digital colour

camera. Another common name for the colour/visible band is the RGB band,

named after the RGB colour model. This model is an additive colour model

in which red, green, and blue light are added together in various ways to

reproduce a broad array of colours. The RGB colour model’s primary pur-

pose is to represent and display images in electronic systems, such as TVs,

computers, video cameras, digital cameras, andmobile phone displays. The

choice of red, green and blue is related to the human eye’s physiology, which

can perceive these colours [Hurvich and Jameson (1969)].

When visual cameras detect andmeasure the reflected light from objects,

they convert the light data into an electronic image that shows the apparent

surface colour of the object it measures. The big advantage of RGB sensors

against others is their capability for remote sensing, i.e., collecting data at

a distance. They are passive; in other words, they do not drive or transmit

power or signals. Furthermore, given imagery of sufficient quality, the RGB

modality offers the advantage of immediate comprehension for humans in

many situations. This is because they use the same spectrum for sight and

will have little difficulty understanding the content. The major drawback of
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Figure 1.2: The left-hand image captures a scene using an RGB band sensor, where we
cannot see anything behind the smoke. The right-hand image is taken with an LWIR im-
age of the same scene, where a pedestrian is revealed to be standing behind the smoke,
showing the benefits of this modality.

this modality and the human eye is that they become useless in low illumina-

tion and at night. Consider the scene shown in figure 1.1. Analysts observing

the colour image cannot determine if there is a credible threat. In terms of

signal acquisition, this is because the human eye and colour camera are

limited to sensing light only in the visible band of the Electromagnetic (EM)

spectrum. When an analyst is presented with the extra long-wave infrared

(LWIR) band information, only then is the presence of a pedestrian and ve-

hicle revealed. The reason for this is that LWIR sensors do not suffer from

illumination issues like RGB do. They are widely used for night-time sensing

and are therefore beneficial for 24-hour surveillance.

The practicality of LWIR based sensing towards low light surveillance was

demonstrated earlier in figure 1.1. However, a LWIR imager can also offer a

distinct advantage for seeing through obstructions such as fog or smoke, as

shown in figure 1.2. LWIR cameras measure the heat emitted from a body,

and the cameras convert the emitted data into an electronic image to show

the apparent surface temperature of that object. Hence LWIR cameras can

be referred to as thermal cameras.

LWIR sensors can also be described as passive, and there are many

existing sensor types to choose from. A relevant example would be the
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Figure 1.3: Catherine MP LWIR imager manufactured by Thales UK and used for captur-
ing some of the imagery used in this thesis.

Catherine Megapixel (MP) camera produced by Thales [Perrin et al. (2008)],

depicted in figure 1.3, which operates over the − μm spectral band. Such

sensors are not without their limitations. The obvious issue is trying to de-

tect objects at the same temperature as the background. A high-quality ther-

mal imaging camera, such as Catherine MP, has an imaging sensor that is

integrated with a cryocooler. This device lowers the sensor temperature,

which is necessary to reduce thermally induced noise below that of the sig-

nal from the imaged environment. Thermal infrared also suffers from limited

texture information to help differentiate objects [Davis and Sharma (2005)].

It is evident now that using an RGB and LWIR sensor to complement each

other, should lead to a more robust system [Shopovska et al. (2019); Choi

et al. (2016); Zheng (2011b)]. Therefore, in this thesis, we utilise sensors

which capture the visible (wavelength of - nm) and LWIR (wavelength

of − μm) bands [White (1987)] due to their potential for 24-hour surveil-

lance.

However, even with the additional LWIR camera information, humans do
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not always perform detection optimally, for example, when they require rest

or when resources are low. In addition, humans may not immediately com-

prehend the contents of an image, especially in the thermal modality. This

is not ideal in situations where permanent situational awareness is critical,

and decisions have to be made instantly, for example, in the Security and

Defence industry. One such technique towards obtaining an immediate un-

derstanding of the image signal lies within the field of Computer Vision (CV),

namely Object Detection (OD). State-of-the-art OD techniques use digital

images from cameras and deep learning models to accurately localise and

classify objects in real-time to aid human decision making.

OD’s most popular solution is using deep convolutional neural networks

(CNNs), which have produced state-of-the-art results in recent times. The

ultimate goal for these detection algorithms would be to surpass human-level

detection capabilities that operators could not replicate in speed or accuracy.

However, existing algorithms are far from achieving human-level accuracy

in object detection tasks. In the short-term, the goal would be to aid hu-

mans to make better decisions. There are lots of reasons why OD is compli-

cated, such as occlusion, clutter, low-resolution images, long-range targets

and infinitely many shapes, positions and angles of objects and background

scenes. Additionally, there is a lack of research that involves OD in LWIR

images due to the scarcity of labelled LWIR imagery. Exploiting the persis-

tent surveillance capability offered by LWIR sensors to create a multi-modal

detection algorithm, is a crucial focus of this PhD project. This output will

help overcome human vision limitations in a Security and Defence context.

This introductory chapter captures the critical research themes present

throughout the thesis and lays it out as follows: Section 1.1 introduces some

crucial definitions for understanding this thesis. Section 1.2 outlines the over-

all problem statement and underlyingmotivation for conducting the research.
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We consider these from an academic and industrial viewpoint to convey the

commercial value of the research. Section 1.3 presents the PhD project’s

specific aims, while Section 1.4 defines the novel research contributions.

Section 1.5 details the publications and section 1.6 gives an overview of the

hardware available. The outline for the remaining thesis chapters are given

in Section 1.7.

1.1 Definitions

The work in this thesis discusses corresponding and non-corresponding im-

agery. Corresponding refers to imagery which is lined up in both space and

time, i.e. taken at the same time and angle and containing the same field of

view. This is an arduous task to achieve and is an ongoing problem in CV.

Consider the scenario of two cameras (for example an RGB and LWIR

camera) taking images of the same scene simultaneously. No matter how

close they are to each other, it is impossible to take the same image and

have total pixel per pixel correspondence. To achieve correspondence be-

tween the imagery, features in one image are matched with the correspond-

ing points or features in another image. Lining the images up will also have

to consider parallax. Parallax describes the phenomenon where objects look

different when viewed at different angles. Some cameras are collimated to

minimise the effect of parallax. If the field of view from one camera is larger,

it can be cropped and resized to contain the same field of view as the other

camera. Figure 1.4 shows two images of different resolutions and fields of

view. The RGB image can be cropped and resized to line up in time and

space with the LWIR image. Non-corresponding imagery does not line up

in time and space. Therefore, this type of imagery is much easier to collect,

saving both time and money and is more suitable for real-life scenarios.
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Figure 1.4: Example of RGB (left) and LWIR (middle) imagery taken from FLIR dataset
F.A.Group. The right image shows the new RGB imagery which has been cropped and
resized to correspond with the LWIR image.

In addition, this thesis considers supervised and unsupervised training

categories for our object detection algorithms. Supervised training occurs

when an algorithm is fed data, and the desired output/solution/label is given.

On the contrary, unsupervised learning does not have access to labels

for training. Supervised training concerning generative methods describes

training scenarios where imagery in two different domains are correspond-

ing. Therefore unsupervised training of generative models considers im-

agery which is non-corresponding across two domains.

1.2 Motivation

Thales UK [Thales-UK (2020)] sponsor this PhD and provide resources in

exchange for novel solutions to their clients’ problems. Overall the research

must be both academically novel and relevant to Security and Defence. In

this work, we address multi-modal object detection using RGB and LWIR

imagery as Thales UK have a market for an OD algorithm which could be

applied to their state of the art thermal imagers. This would be particularly

useful in situations such as war. Conflict worldwide is continually changing

and becoming more diverse. Presently, the world is dealing with invisible

but widespread threats of terrorism in urban areas and the more traditional

view of national and international wars. Although not all forms of conflict
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will require planes, submarines, boats and drones, all will more than likely

require a land army. One of the principal weapons of a land army is the land

vehicle which is predicted to play an essential role in any future conflict. The

UK’s current land vehicles are due to be in service until - and so it

is vital to look at what technologies we will need in them for the future.

One of the main issues with current land vehicles is their inability to be

deployed effectively in low visibility. At present, thermal cameras provide

night vision capabilities within the land vehicle. These cameras allow those

within the vehicle to see objects such as people and vehicles at night. How-

ever, there are additional types of sensors such as colour cameras, radar,

lidar, GPS and communication systems in a land vehicle. Simultaneously

monitoring them can overwhelm the crew and lead them to make decisions

that could cause fatalities, especially at night.

Military applications are one of the largest areas for CV, such as de-

tecting enemy soldiers or vehicles and guiding missiles [Svenmarck et al.

(2018)]. Also, modern military concepts, such as “battlefield awareness”,

use various sensors, including colour and thermal sensors, to provide infor-

mation about a combat scene which can support strategic decisions. The

Security and Defence industry is becoming increasingly reliant on intelligent

CV methods to achieve constant surveillance capabilities. This reliance on

CV is due to the increase in computer processing power and the increase

of the data which is collected and stored. Therefore, military and civilian

intelligence analysts are increasingly overwhelmed by the amount of data

recorded. Human resources are stretched and need new technologies to

deal with the volume of data. Employing many analysts to take on this job

instead would not be cost-effective or practically feasible. The automatic

processing of the data reduces complexity, and fusing information from mul-

tiple sensors (multi-modal) increases reliability. Creating CV algorithms for
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multi-modal detection to flag threats would help alleviate the burden on the

human analyst further and allow them to make safer, more informed deci-

sions. However, producing such a system is a difficult task for many reasons.

In the past decade, IR detection in CV research has had a relatively lower

interest than RGB. This is due, in part to high sensor costs, low-resolutions

and poor image quality. Therefore, there is a lack of models and training

data for detection in IR imagery which subsequently leads to lack of multi-

modal surveillance capabilities. Currently, IR sensory technology is advanc-

ing rapidly, and the sensor cost is dropping dramatically. Therefore, they

have started to appear in a growing number of applications ranging from au-

tomotive domains to home and office security. Although costs of IR cameras

have come down, collecting, processing and annotating large IR datasets

for training detection algorithms purposes would be time-consuming and ex-

pensive, if not impossible given a defence scenario. Training algorithms with

small datasets is not an option as this can cause over-fitting, which means

that the algorithms do not generalise well to new data outside the training

dataset. Therefore, it is necessary to explore new ways, including unsuper-

vised techniques, of detecting in IR imagery without requiring large anno-

tated datasets. In addition, as collecting corresponding RGB-LWIR imagery

is difficult and expensive and not representative of real-life scenarios, our

approaches must apply to non-corresponding imagery. Moreover, many de-

tection algorithms are not robust or reliable as they stand. This is because

training datasets are usually RGB imagery taken under controlled environ-

ments and therefore, would fail under real-life scenarios, especially at night.

For our scenario, these systems need to operate in the authentic Security

and Defence environments.

Although the land vehicle scenario is used as a motivational scenario,

these methods can be applied to any scenario where RGB/LWIR is used,
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for example, in-home security systems. Also, the demand for thermal cam-

eras continues to grow due to the surge for fever detection systems due to

the COVID-19 outbreak. Therefore, thermal cameras and detection algo-

rithms will become an everyday occurrence, making the work presented in

this thesis even more relevant.

1.3 Aims

The overall aim of this work is to achieve multi-modal object detection using

non-corresponding RGB-LWIR imagery in an unsupervised manner with re-

spect to LWIR labels. We will now address the specific questions we aim to

answer in this thesis on route to our overall aim:

1. Can information learnt from training a detector with a large LWIR dataset

help detection in another smaller LWIR dataset of different resolution,

domain and which is taken at different angles?

2. Can pre-training algorithms with large scale RGB data improve detec-

tion in LWIR imagery?

3. Can detection networks trainedwith RGB imagery detect in non-corresponding

LWIR imagery?

4. If so, can we adapt this network to further enhance LWIR detection

without using LWIR labels?

5. Can we create synthetic RGB-LWIR imagery for detection in real LWIR

imagery in an unsupervisedmanner using non-corresponding imagery?

We explore the first two questions in chapter three, where we investigate

transferable information between LWIR data and if RGB pre-training helps

enhance detection rates in LWIR detection problems. We consider the third
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and fourth question in chapter four, where we explore if an RGB trained

detector can be modified in an unsupervised way for enhanced detection

in LWIR imagery. Chapter five explores question five by using translation

networks to convert LWIR to RGB for detection with an RGB trained object

detection network. In addition, we use labelled RGB imagery and translate it

to LWIR for fine-tuning an RGB trained object detection network for detection

in real LWIR imagery.

1.4 Contributions

The work presented in this thesis serves as a useful indicator of methods

to overcome the problem of small datasets within CV for our specific aim of

multi-modal surveillance capabilities. A summary of the essential contribu-

tions outlined in this thesis are as follows:

• We prove that common supervised adaptation techniques used within

the RGB modality apply to the LWIR modality. We also show that RGB

initialisation weights are beneficial for LWIR detection problems for the

first time.

• We show the transfer of feature information betweenRGB-LWIRmodal-

ities is possible for object detection tasks. Additionally, we create an

unsupervised adaptation to an RGB detection algorithm for detection in

LWIR imagery, while maintaining RGB performance, thereby creating

a multi-modal object detector. In addition, we show that this technique

applies to real-life non-corresponding imagery.

• We propose an unsupervised object-specific adaptation to a popular

translation network. This adapted network results in improved detec-

tion rates when testing the synthetic RGB imagery on an RGB trained
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object detector. Moreover, we are the first to fuse synthetic RGB and

real LWIR imagery to further improve detection rates. The detection

algorithms use both RGB and LWIR imagery and therefore constitutes

a multi-modal system. Lastly, we create synthetic LWIR in an unsuper-

vised manner and show, for the first time, that this imagery effectively

trains object detection algorithms for improved detection in real LWIR

data.

1.5 Publications

Some of the work in this thesis has been published at several conferences:

• Conference paper “Deep object classification in low-resolution LWIR

imagery via transfer learning” [Abbott et al. (2017)] was presented at

the Proceedings of the 5th IMA Conference on Mathematics in De-

fence, 2017. This paper was awarded the best paper prize and is ex-

plored in Chapter three.

• Conference paper “Multi-modal object detection using unsupervised

transfer learning and adaptation techniques” [Abbott et al. (2019)] was

presented at the 2019 SPIE Security and Defence Conference in Stras-

bourg, France. This paper was awarded the best student paper award

and is discussed further in chapter four.

• Paper “Unsupervised object detection via LWIR/RGB translation” [Ab-

bott et al. (2020)] was presented at the CVPR workshop Perception

beyond the Visible Spectrum in June 2020. We explore the contents

of this paper in chapter five.
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1.6 Hardware

Throughout this thesis we use an NVIDIA GeForce GTX 1080 Ti Founders

Edition, an Intel Xeon E3-1620 v3 CPU (Quad-Core 3.5GHz) and 32 GB

of Memory. This was sufficient for the computation involved in chapters 3

and 4. However, training the algorithms associated with chapter 5 took a

considerable amount of time with processing times taking up to 5-7 days.

As a result the algorithms had to be trained using small datasets, although,

the results were not affected significantly by this limitation.

1.7 Thesis Outline

We outline the remaining chapters as follows. Chapter 2 discusses related

academic and commercial publications while identifying deep neural net-

works as the state-of-the-art method for object detection and generative ad-

versarial networks as the latest powerful unsupervised learning technique.

Chapter 3 signals the first experimental chapter, where we demonstrate

conventional methods overcome the problem of small datasets in the LWIR

modality with equal success. Chapter 4 extends the notion of RGB pre-

training by exploiting RGB trained object detection algorithms, enabling the

detection of thermal hotspots without using LWIR labels. Chapter 5 dis-

cusses another way to make use of RGB data for detection in LWIR imagery.

This chapter uses unsupervised generative adversarial networks to translate

RGB/LWIR imagery for detection and training purposes, ultimately detecting

in RGB and LWIR imagery.

Throughout three experimental chapters, we show that high detection

rates in LWIR are possible using several unsupervised techniques that ex-

ploit labelled RGB data. Ultimately, we create two multi-modal object de-



1.7. THESIS OUTLINE 14

tection algorithms for 24-hour surveillance capabilities. To the best of our

knowledge, we are the first to present these deep learning approaches to

multi-modal RGB-LWIR data using unsupervised techniques for detection

across a variety of challenging target classes and scenarios.

Chapter 6 concludes the thesis by highlighting the key points from each

chapter and summarising the findings. We also include a brief discussion of

future work.



2
Related Work
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Object detection (OD) algorithms aim to create bounding boxes around

the objects in imagery and subsequently classify them. By accurately de-

tecting objects within imagery, OD seeks to gain high-level understanding

from digital images or videos and is a highly desirable capability in the 21st

century. This goal is currently the focus of academia and industry, supported

by large numbers of publications and heavy investment by commercial en-

terprise. OD capabilities encompass many important fields within the overall

field of Computer Vision (CV), which we review in this chapter to identify and

address any current gaps. In this chapter, we discuss three topics critical to

achieving our multi-modal OD objective; they include:

• Object detection algorithms

• Domain adaptation techniques

• Generative networks

However, first, we introduce the topic of mutual information (MI) as it is

highly relevant to CV when wanting to register multi-modal data or classify

imagery. We do not make use of MI in this thesis as we work with imagery for

detection. Nonetheless, it is important to acknowledge this research area.

2.1 Mutual information

In order to understand MI, we must explain the concept of entropy. Entropy

can be defined as a measure of information. High entropy will describe a

large amount of information contained within the system measured. Entropy

can also be viewed as a measure of uncertainty. For example, consider the

scenario where there are two young children. One has a vocabulary of ten

words and the other five words, each with equal likely-hood. The entropy

for the child who can speak ten words is greater as the uncertainty of the
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word they speak next is greater. However, we know that most outcomes

are not equally likely. Hence Shannon (1948) introduced “Shannon entropy”

which weights the information per outcome by the probability of that outcome

occurring. Given events E , ...,Em occurring with probabilities p , ..., pm, the

Shannon entropy is calculated as follows:

H = −
∑
i

pilogpi (2.1)

The joint entropy of images A and B (H(A,B)) with a joint distribution

pAB(a, b) is defined as:

H(A,B) = −
∑
a,b

pAB(a, b)logpA,B(a, b) (2.2)

Entropy will be at a minimum between two images A and B when they

have a one-to-onemapping between the pixels (i.e. they are corresponding).

The entropy will start to increase as the statistical relationship between the

imagery decreases. By finding the transformation that minimises their joint

entropy, images should become registered.

Using joint entropy on its own as a measure of similarity can cause is-

sues. One problem is that some complete misregistrations can produce low

entropy values. For example, when comparing imagery which contains the

same background and nothing else. MI was introduced to avoid this problem

and represents a better way to measure how much information is shared.

Viola and Wells (1997b) and Maes et al. (1997) introduced the concept

of using MI with imagery as a measure of similarity. One of the main advan-

tages of using MI is that it assumes a statistical relationship which can be

calculated by analysing the image’s joint entropy.
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MI includes the individual marginal entropies which are defined as:

H(X) = −
∑
x

pX(x)logpX(x) (2.3)

These entropies will have small values when the overlapping part of the

images contains background information only. High values will be produced

when the images contain structure. The marginal entropies penalise trans-

formations that decrease the amount of information in the separate images.

Therefore, MI is less sensitive to overlap than joint entropy.

MI for two images A and B is defined as:

MI = H(A) +H(B) +H(A,B) (2.4)

Maximising the MI between two images A and B attempts to find the

most complex overlapping regions of the imagery such that they explain each

other well. MI has had much success within medical imaging where images

taken in different modalities need to be aligned for classification/diagnosis

purposes [Pluim et al. (2003)]. For example, different scans detect different

properties, and so a combination of two scans which are aligned can help

improve accuracy. There are numerous other publications which use MI for

image registration in the medical field [Maes et al. (1997); Ritter et al. (1999);

Freire and Mangin (2001); Holden et al. (1999); III et al. (1997)].

Outside of the medical field, MI can be used to register a wide range of

imagery such as multi-spectral satellite imagery [Kern and Pattichis (2007)],

SAR imagery registration [Suri et al. (2009)] and aligning 3D models to real-

life scenes [Viola and Wells (1997a)].

MI can not only be used to register multi-spectral imagery, but it can also

be used as a means to classify data by selecting the most discriminative
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features for ultimate classification. For example, Meng et al. (2015) use a

novel approach to extract discriminative spatial and spectral features from

raw electroencephalography (EEG) signals by maximising mutual informa-

tion. Doquire and Verleysen (2013) also use MI for feature selection to help

classify multiple objects. In addition, KRIER et al.; Hoque et al. (2014) use

MI for non-image based classification. MI is not a popular choice for se-

lecting features in image-based classification. However, some researchers

who have implemented it include Wu et al. (2009). They use MI to choose

the best features possible for optimal classification of satellite imagery. Va-

rade et al. (2017); Guo et al. (2006) use similar approaches for hyperspectral

imagery. Although MI itself cannot be used for OD, it can help exploit infor-

mation within the imagery to aid the detection process itself (Grzeszick et al.

(2018); Li et al. (2018b)).

We will now introduce the traditional methods used for OD before moving

on to the current state of the art approaches.

2.2 Object Detection

Traditional CV techniques for OD include Histogram of Oriented Gradients

(HOG) [Dalal and Triggs (2005)]. This technique counts occurrences of

gradient orientation in localised portions of an image. It is not sensitive to

changes in illumination and small amounts of offset. HOG descriptors cap-

ture outline information and are fast to train; however, it will fail in complex,

cluttered scenes. Another feature-based method is Scale-Invariant Feature

Transform (SIFT) [Lowe (1999)]. The SIFT method extracts the key-points

of objects from reference images and stores them in a database. An object

in a new image is recognised by comparing each feature in the new image

to this database’s features. Matches are based on Euclidean distance of
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their feature vectors. A calculation is computed to find the probability that

a particular set of features indicates an object’s presence. SIFT is simple

to implement, fast and good for identification tasks. However, it does not

generalise well and is not robust to non-linear transformations.

Although the popularity of CV and it’s now interlinked relationship with

convolutional neural networks (CNNs) exploded in 2012 when the AlexNet

architecture [Krizhevsky et al.] won the ImageNet competition, it has been

a topic of interest for over 60 years. For example, in 1988, a researcher

named LeCun applied a backpropagation learning algorithm to Neocogni-

trons [Fukushima (1980)] CNN architecture [Lecun (1988)]. Later, LeCun

released LeNet-5 [Lecun et al. (1998)], the first modern convolutional net-

work that introduced concepts we still use today. LeCun applied his invention

to character recognition and released a commercial product for reading zip

codes. Another example includes Geoffrey Hinton’s 2006 paper [Hinton and

Osindero (2006)], which explains how to train a neural network to recognise

handwritten digits with state-of-the-art precision. This network was branded

“deep” as it consists of several layers and so the term “deep learning” (DL)

was coined. The sudden revival of these ideas was due to:

• Large quantities of data available

• Increased computational power

• Improved algorithms

CNNs are more accurate than the previous traditional methods for de-

tection in image data and generalise much better to new data. However,

they have high processing demands for training, are much slower and re-

quire large datasets for training. Despite these drawbacks, CNNs remain

the most popular choice for object classification and detection tasks.
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The DL CNN Faster RCNN network [Ren et al. (2015)] has arguably been

the most significant influence on OD algorithms in the past decade. How-

ever, more recently, the YOLOv2 architecture [Redmon and Farhadi (2016)]

has rivalled this previous network due to its simplicity and speed. We will

examine these architectures, specifically in chapter three, when we imple-

ment them. For now, it will suffice to give a review of the previous versions

of these algorithms, the problems associated with them and the evolution

to their current form. We will also discuss current applications of these net-

works, where they fail, and the current gaps in research.

2.2.1 DL Object Detection Algorithms

In this section, we will review DL algorithms for OD. Please note that knowl-

edge of CNNs and object classification algorithms will be assumed. For

an introduction to artificial neural networks, CNNs and classification, please

see appendix A.1 and A.2. Therefore, we will start with a brief introduction

to adapting an object classification network into an OD algorithm.

OD algorithms need to create an unfixed number of bounding boxes rep-

resenting different objects of interest within the image. Therefore, it is not

possible to use a standard classification CNN followed by a fully connected

layer outputting the bounding box and class information. This is because the

output length will be variable and depend on the number of objects present.

A naive solution would be to take different regions of interest from the image

and classify them. However, there are many potential regions of different

shapes and sizes that would be computationally intensive. The algorithm

Regions with CNN’s (RCNN) [Girshick et al. (2013)] was developed to find

regions of interest fast.
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Figure 2.1: RCNN system overview: (1) takes an input image, (2) extracts around 2000
bottom-up region proposals, (3) computes features for each proposal using a large con-
volutional neural network (CNN), and then (4) classifies each region using class-specific
linear SVMs. Figure taken from Girshick et al. (2013).

2.2.2 RCNN

To overcome the problem of selecting a huge number of regions, Girshick

et al. (2013) proposed a selective search method to extract regions

from the image calling them region proposals. The region proposals are

converted to a fixed size in order to be compatible with the fixed CNN ar-

chitecture. Of the many transformations possible to reshape the regions, a

simple square is chosen. These reshaped regions are then passed through

the CNN and classified using a Support Vector Machine (SVM) model. The

RCNN algorithm predicts the presence of an object within a region proposal

and four offset values to increase the precision of the bounding box. An

overview of this RCNN network is shown in figure 2.1.

There are two main problems with this algorithm:

1. regions per image is computationally expensive and therefore

cannot be implemented in real-time.

2. The selective search algorithm does not learn through training as it is

fixed, which means region proposals may not be optimal.
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Figure 2.2: Fast RCNN architecture. An input image and multiple regions of interest
(RoIs) are input into a fully convolutional network. Each RoI is pooled into a fixed-size
feature map and then mapped to a feature vector by fully connected layers (FCs). The
network has two output vectors per RoI: softmax probabilities and per-class bounding-box
regression offsets. The architecture is trained end-to-end with a multi-task loss. Figure
taken from Girshick (2015)

2.2.3 Fast RCNN

The first update to the RCNN network is Fast RCNN [Girshick (2015)]. This

network solved some of the drawbacks previously mentioned in terms of

speed. The approach is similar to the RCNN, but instead of feeding the

region proposals to the CNN, the input image is passed straight to the

CNN to generate a convolutional feature map as shown in figure 2.2. From

the feature map, we identify the region proposals and transform them into

squares using a region of interest (RoI) pooling layer. Again, this is so that

the regions are of fixed size and fed into a fully connected layer. A softmax

layer is then used to predict the proposed region’s class and the offset val-

ues for the bounding box. Figure 2.2 gives an overview of the architecture.

Fast RCNN is computationally faster than RCNN because the convolution

is performed once per image, instead of the times per image for the

RCNN method. Both the previous RCNN and Fast RCNN algorithms use

selective search to find out the region proposals. Selective search is a slow

process affecting the speed of the network.
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Figure 2.3: Faster RCNN is a single, unified network for object detection. Figure taken
from Ren et al. (2015).

2.2.4 Faster RCNN

The Faster RCNN algorithm [Ren et al. (2015)] removes the selective search

algorithm and lets the network learn the region proposals itself. The image

is provided as an input to a convolutional network which produces a con-

volutional feature map. A separate network is used to predict the region

proposals as shown in figure 2.3. The predicted region proposals are then

reshaped using a RoI pooling layer, the output of which is then used to clas-

sify the image within the proposed region and predict the offset values for

the bounding boxes. Faster RCNN is much faster than it is predecessors

and can be used for real-time OD. However, it consists of separate localisa-

tion and classification networks which add to the complexity of the network.

More details on the Faster RCNN network are given in chapter three.
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2.2.5 YOLOv2 Detector

YOLOv2 (You Only Look Once version 2) is one of the latest detection algo-

rithms which combines both localisation and classification into one network,

i.e. a single convolutional network predicts the bounding boxes and the class

probabilities for these boxes. YOLOv2 uses a CNN to create an SxS feature

map, as shown in figure 2.4. Each grid cell in this SxS feature map has B

anchor boxes. When training, the YOLOv2 network produces confidence

scores for each of the anchor boxes. These confidence scores represent

the probability of an object class being present in that box multiplied by the

intersection over union of the anchor box and the ground truth bounding box.

Offsets for each of the anchor boxes and classification of the object within

the box are also outputted by the network. At test time, if the anchor box

has a confidence score over a certain threshold, then that anchor box is

used to locate and classify the objects within the image. If multiple anchor

boxes from the same grid cell are over the threshold, the one with the largest

confidence is chosen. In addition, if predicted anchor boxes from different

cells are classifying the same object then the one with the largest confidence

score is again chosen. YOLOv2 is orders of magnitude faster than other OD

algorithms due to its combined localisation and classification network. The

limitation of the YOLOv2 algorithm is that it struggles with small objects within

the image due to the algorithm’s spatial constraints.

2.2.6 Applications ofObject Detection Systems
in Literature

The field of OD has and continues to be heavily researched due to the num-

ber of industries that can benefit from their applications. For example, OD

plays an important role in the visual perception system of autonomous driv-
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Figure 2.4: YOLOv2 models detection as a regression problem. It divides the image into
an S× S grid and for each grid cell predicts B bounding boxes, confidence for those boxes,
and C class probabilities. These predictions are encoded as an S × S×(5B+C) tensor.
Figure taken from Redmon et al. (2015).

ing cars [Chen et al. (2017)], allowing them to avoid people and other vehi-

cles whilst also obeying road signs and signals. Papers covering pedestrian

[xu et al. (2017); Chen et al. (2018b)] and vehicle [Yi et al. (2019); Guan

et al. (2019); Bhatnagar and Liu (2015); Zhao et al. (2019)] detection are

widespread. However, this is still a challenging problem due to the uncon-

trolled and complex environments they must navigate.

Healthcare and medicine stand to benefit immensely from DL detection

algorithms because of the sheer volume of data generated daily. Detec-

tion algorithms can help flag potential threats and aid doctors to make more

informed decisions. Some examples include detection in radiology [Bar-

reira et al. (2018)] and x-ray imagery [Sa et al. (2017)], tumour detection

[Charoentong et al. (2017)] and breast cancer lesion detection in mammo-

grams [Kooi et al. (2017)].

There are numerous other applications for OD systems that range from

fruit detection [Wan and Goudos (2020)] to fault detection in manufacturing
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[Essid et al. (2018)] and robotics [SÃŒnderhauf et al. (2018)].

In some cases, current OD algorithms are not adequate and need to

be adjusted, and additional information added. For example, in Ren et al.

(2018), they highlight that small objects are often difficult to detect using cur-

rent algorithms. They propose adapting the parameters of the Faster RCNN

network to adjust for feature map and anchor sizes. In addition, they incorpo-

rate contextual information, i.e. information contained within the background

of an image. However, this method may not work well in cluttered and com-

plex environments where background details may not be clear.

2.2.7 Multi-modal Object Detection in Litera-
ture

Some researchers have begun to use multiple data sources to enhance OD

capabilities, also known as multi-modal OD. Data sources that have pre-

viously been combined include: RGB and depth imagery [Hoffman et al.

(2016a); Gupta et al. (2015); Chen et al. (2017)], text and visual data [Karpa-

thy et al. (2014)], appearance and motion [Xu et al. (2017b, 2015)] and gray-

scale, RGB and text [Christoudias et al. (2010)]. Inspired by successes like

these, some researchers have extended these ideas to RGB and IR imagery

which is especially useful for Security and Defence scenarios.

Liu and Liu (2017) address the problems faced in military domains using

only visual imagery. To detect long-range targets, high-resolutions must be

used to obtain possible features, otherwise, the objects shown in the image

may be only few pixels in size which is extremely difficult to extract any infor-

mation from. The researchers fuse thermal, spatial and temporal data from

the SENSIAC database [SENSIAC (2013)] to create a three-channel image.

The fusion of these data sources improves detection rates by up to % over
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visual imagery.

Knyaz and Zheltov (2018) addressesmulti-spectral imagery for unmanned

aerial vehicles. The problem of effective visible and infrared data fusion for

object recognition is studied. They evaluate two approaches involving data-

level fusion and results-level fusion. For results-level fusion, two detection

networks were trained separately using IR and RGB imagery. The results

from these networks were then added together. This method showed bet-

ter performance characteristics than the data-level fusion technique and in-

creased precision rates by up to % over using only visible imagery.

Many other researchers also find that fusion of RGB/IR imagery help im-

prove results [Bhatnagar and Liu (2015); Farahnakian et al. (2019); San-

tos and Bhanu (2018)]. However, these data fusion methods require corre-

sponding imagery which, as mentioned before, is difficult to collect especially

in military domains. In addition, using multiple data types and networks will

increase computational requirements, time and money.

Research by Rodger et al. (2016) develop aCNN trained on high-resolution

infrared images taken by Thales Catherine MP thermal imager. This network

was initially very successful at classifying short-mid range objects in unseen

images but struggled to generalise to long-range targets. Follow up research

in Rodger et al. (2017), use spatial context from RGB imagery to help im-

prove detection rates with long-range targets in LWIR imagery. Although this

technique yields impressive results, it again requires corresponding LWIR

and RGB imagery, with the RGB imagery taken during the day.

It is important to note that even though there is a lack of papers using

RGB-IR imagery within DL for OD, there are many examples where these

two modalities are fused for enhanced detection by human analysts. A fused

image using multiple modalities can combine complementary information

from the imagery for better interpretation, improved low-light navigation and
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situational awareness. This is especially relevant to the Security and De-

fence sector, where fusion from different modalities has been extensively

researched. For example, some of the most recent work includes Hickman

(2020) who fuse RGB and NIR imagery together for surveillance capabili-

ties. In addition, Zheng (2011a) combine many types of images from the EM

spectrum, including RGB and LWIR for enhancing detection at night. There

are many more much older examples of real-time fusion of RGB and thermal

imagery including Fay et al. (2000); Aguilar et al. (1999, 1998);Waxman et al.

(1999, 1995). In addition, Waxman et al. (1998a,b) extend these methods

to include RGB, IR and SAR imagery.

2.3 Domain Adaptation

DL OD algorithms can be trained to high accuracies, given enough comput-

ing power and labelled data. However, in practice, very few researchers train

their CNNs from scratch (i.e., random initialisation) even in a single modality

such as RGB. This is because it is very hard to obtain a large enough dataset

to do so without over-fitting.

2.3.1 Over-fitting

A core problem in all supervised algorithms is over-fitting. Deep neural net-

works contain many non-linear hidden layers, meaning they can learn very

complicated relationships between inputs and outputs. When training data

is scarce, many of these complicated relationships will be specific to the

training data. These relationships will not exist in the test data, even if it is

drawn from the same distribution. This leads to the over-fitting phenomenon.

Figure 2.5 explains under-fitting, appropriate-fitting and over-fitting in graph

form. The over-fitting visualisation shows the best fit with training data, how-
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ever, it is too specific to that data and is likely to have a high error on unseen

data. A common sign of over-fitting is obtaining a far greater error for the

testing dataset than the training dataset. Looking at the under-fitting visual-

isation, the model does not learn enough patterns in the data to produce a

good fit. The appropriate-fitting model will generalise well to new data as it

does not over-fit or under-fit to the training data.

Figure 2.5: Under-fitting, appropriate-fitting and over-fitting visualisations.

There have been many methods developed for reducing over-fitting, in-

cluding:

• Increasing the size/diversity of the training dataset.

• Introducing validation datasets.

• Reducing the complexity of the model.

• Early stopping, i.e. making sure the model does not become too spe-

cific to the training dataset.

• L1 and L2 regularisation.

• Dropout [Srivastava et al. (2014)].

In addition, there has been an incentive to leverage large labelled datasets

from relevant source domains to help detection in target domains, in a pro-

cess that is called domain adaptation (DA). Next we will present the three

most popular approaches for DA.
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Figure 2.6: Example of source imagery (train) and target (test) imagery for domain adap-
tation classification tasks. The source imagery is synthetic imagery with no background
and the target is real with background information present. Unsupervised Domain Adap-
tation methods aim to use labelled imagery from the source domain and unlabelled sam-
ples from the target domain to reduce prediction errors on the target domain. Figure from
Peng et al. (2017).

2.3.2 Fine-tuning-based Domain Adaptation

Consider the scenario where we have a large dataset of labelled source

imagery and a small dataset of labelled target imagery. We aim to detect in

the target domain. Figure 2.6 shows some examples of source and target

classification imagery. We can pre-train a neural network on an extensive

source dataset and then use the trained weights as initialisation or a fixed

feature extractor for the target domain. Using weights from a pre-trained

network is called transfer learning (TL). In other words, TL is the process

of transferring information learnt in one situation (source) to another (target)

situation. The pre-trained network weights are then fine-tuned with the new

data by continuing back-propagation with samples from the target domain,

commonly just a smaller number of them. This process is known as fine-

tuning (FT) and is a supervised domain adaptation technique. It is possible

to fine-tune all the neural network layers or freeze some early layers to avoid

over-fitting.

The theory behind the freezing of early layers is that low-level or inter-



2.3. DOMAIN ADAPTATION 32

Figure 2.7: Features learnt from Pascal VOC dataset showing general features in the
low-level layers versus object specific features in the high-level layers. Features taken
from Zeiler and Fergus (2013).

mediate features learned through training may be relevant across objects

and tasks as they represent general features. The higher-level features are

more specific to the source dataset’s details, so these are usually the lay-

ers we fine-tune to the target dataset. Figure 2.7 details some of the low

and high-level features learnt when a network [Zeiler and Fergus (2013)]

is trained using the Pascal VOC dataset [Everingham et al. (2010)]. The

closer the source and domain, the more effective transfer learning will be.

This technique shows impressive results on several vision tasks [Donahue

et al. (2013); Razavian et al. (2014); Yosinski et al. (2014)].

Choosing which layers to freeze and fine-tune usually depends on the

target dataset’s size and the similarity between it and the source dataset.

When target data is taken in a very different domain to the source, it is good

practice to freeze only the first few layers in the network. It is necessary to

be careful as although the datasets are different, we only have access to a

small number for fine-tuning, and we risk over-fitting to the training data if

we fine-tune too many layers. The optimal number of layers to freeze when

fine-tuning is usually found empirically, which can be very time-consuming.

Long and Wang (2015) address this issue and investigate TL across do-
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mains in more detail. They note that feature transferability drops off signifi-

cantly in higher levels. They create a new network named Deep Adaptation

Network (DAN) which generalises deep convolutional networks specifically

for the adaptation scenario. Rosenfeld and Tsotsos (2020), Li et al. (2018a)

and Long et al. (2019) make use of this network to enhance detection rates.

These papers may produce good results but require labelled target data and

are still inferior to training with a large labelled target dataset.

2.3.3 Divergent-based Domain Adaptation

When labelled target data is scarce, UnsupervisedDomain Adaptation (UDA)

methodsmitigate the domain shift in data distributions. UDA include divergence-

based domain adaptation techniques to create domain-invariant features

which allow detection in more than one domain, both source and target.

These methods have so far been restricted to classification tasks. Many

domain invariant adaptation techniques learn correspondences in features

between two different domains by minimising the difference between the

source and target feature distributions, thus achieving domain-invariant fea-

ture representation. Several researchers [Ghifary et al. (2014); Liu et al.

(2018a)] have used the maximum mean discrepancy (MMD) [Gretton et al.

(2012)] loss for this purpose.

In 2016, Sun and Saenko introduced the network Deep CORAL, a cor-

relation alignment for deep domain adaptation using an unlabelled target

dataset. The coral loss, defined as the covariance of source and target fea-

tures, is integrated into the classification network AlexNet [Krizhevsky et al.

(2012)] as shown in figure 2.8.

Other works that consider UDA to create domain invariant features in-

clude Ben-David et al. (2010, 2007); Bruzzone andMarconcini (2010); Saenko
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Figure 2.8: The Deep CORAL architecture is based on a CNN with a classifier layer. For
generalisation and simplicity, here we apply the CORAL loss to the fc8 layer of AlexNet
Krizhevsky et al. (2012). Figure taken from Sun and Saenko (2016).

et al. (2010). They concentrate on minimising the domain discrepancy with-

out taking class information into consideration which may lead to sub-optimal

results, as shown in figure 2.9. To address this issue, Kang et al. (2019)

create a contrastive adaptation network (CAN) to perform class-aware align-

ment across domains. Only the intra-class domain discrepancy is minimised

to avoid misalignment. In addition, the inter-class domain discrepancy is

maximised to enhance the model’s ability to generalise. This research uses

clustering methods to group the object classes for minimisation using the

MMD loss function. The researchers produce good results; however, this

method may not work optimal for all types of datasets, for example, when

there are only fine-tune details available to discriminate classes.

Damodaran et al. (2018) also tackle UDA between domains while taking

into account class information. They create Deep Joint Distribution Optimal

Transport (DeepJDOT) to measure the discrepancy of joint deep represen-

tations based on optimal transport. DeepJDOT learns data representations

between the source and target domain and simultaneously preserves the
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Figure 2.9: Comparison between previous domain-discrepancy minimisation methods
and CAN. Left:The domain shift exists between the source and target data before adapta-
tion. Middle:Class-agnostic adaptation aligns source and target data at the domain-level,
neglecting the class label of the sample. Right: CAN method performs class-aware align-
ment across domains. Figure taken from Kang et al. (2019)

classifier’s discriminative information.

Rozantsev et al. (2016) show that imposing domain, invariant features

are detrimental to discriminative power. They, therefore, introduce a two-

stream architecture. One stream operates on the source domain and the

other on the target domain, meaning all weights are not shared between the

source and target networks. Additionally, they introduce a criterion to de-

termine which layers should share their weights automatically. This method

consistently yields higher accuracies than methods which share all weights

across a diverse dataset range. However, this method, along with the others

mentioned, has only been applied to classification tasks.

2.3.4 Adversarial-based Domain Adaptation

In 2015, Ganin and Lempitsky presented a new approach to UDA using a

domain classifier, as shown in figure 2.10. The network is invariant to shifts in

the domain by adding a gradient reversal layer. Through adversarial training,

the domain classifier finds it harder to distinguish between domains as the
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Figure 2.10: Figure taken from Ganin and Lempitsky (2015) showing gradient reversal
layer incorporated into classification network to create domain invariant features.

features learn to become more invariant to changes in the domain. Brock

et al. (2018); Tzeng et al. (2017); Ye et al. (2019); Chen et al. (2018a) take

similar routes.

Adversarial-based DA techniques are among the top-performing deep

architectures. However, these methods mainly align the whole source and

target distributions. They do not consider the complex multi-mode structures

underlying the data distributions. Pei et al. (2018) address this issue and use

multiple adversarial discriminators to use complex structures of the target do-

main and improve performance. The discriminator’s task is to distinguish if

the image is from one domain or the other for each of the K classes. This

will ultimately produce invariant features between source and target domains

with improved performance over using one discriminator. However, this net-

work’s pitfall is its size and complexity, meaning training times will be longer

than networks with just one discriminator. In addition, they are applied to

classification tasks only.

2.3.5 Modality Adaptation

Recently DA techniques have been applied to RGB and IR imagery. We

refer to this adaptation as modality adaptation to differentiate it from domain
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adaptation between RGB imagery.

TL techniques across modalities have been explored using RGB, and

thermal imagery [Bosilj et al.; Liu and Liu (2017); Herrmann et al. (2018)] and

thermal/RGB and depth imagery [Hoffman et al. (2016b); Chen and Huang

(2019); Hoffman et al. (2016a)] to improve detection results. In addition,

Johnston et al. (2009) use models pre-trained using RGB imagery for de-

tection in multi-channel imagery consisting of thermal, spatial and temporal

information.

Some methods [Zou et al. (2018); Xie et al. (2018)] use pseudo labels for

training on the target domain in a semi-supervised manner. Pseudo labels

are the predicted class labels of the object with the maximum probability,

used as if they are correct. Results can be unstable when there are few

labelled examples [Xie et al. (2018)]. Training algorithms with false-positive

pseudo labels will result in noisy networks that produce inaccurate classifi-

cations.

Xu et al. (2017a) present an approach using both RGB and IR KAIST im-

agery [Zhang et al. (2018b)] for pedestrian detection under adverse weather

conditions. They propose leveraging information from thermal data to im-

prove detection in RGB. With the proposed framework, thermal data is used

as a form of supervision for learning features from RGB images. The intu-

ition is that it is easier to distinguish hard negative samples in thermal images

than in colour images. So with the thermal imagery helping guide the CNN

detection network to learn these features in the RGB imagery, detection will

improve. In this paper, corresponding imagery is used, and so this approach

is difficult to replicate for real-life scenarios.
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2.4 Generative Modelling

Previously, discriminative (e.g. classification/detection) algorithms were the

driving force behind DL as it is easy to monitor their performance. However,

in the past number of years, the most interesting advances in the DL field

have come from generative models. The job of the generative model is to

mimic the training distribution data. Therefore, when we sample new data,

it looks as though it belongs to the training dataset. Generative models are

often difficult to train and evaluate given that their outputs are largely sub-

jective. However, when trained correctly, generative modelling can increase

the number of images for training algorithms and hence represent another

way to overcome small datasets.

These generative methods have not only been used for imagery [Karras

et al. (2018)] but also text generation [Vaswani et al. (2017)]. There are

clear applications here which industries are now picking upon. In our case,

they are useful for overcoming the lack of LWIR data. In this section, basic

generative knowledge will be assumed. An example of a simple generative

model is given in appendix A.3. We will now introduce autoencoders which

were used for image generation in the past, before moving onto generative

adversarial networks (GANs) which are the current state-of-the-art method

in image generation.

2.4.1 Autoencoders

Autoencoders can be used for image generation. They consist of an encoder

and decoder network. The encoder reduces the high-dimensional input data

into a lower-dimensional feature representation vector. This feature repre-

sentation is then scaled up to the original form and size using a decoder as

depicted in figure 2.11. The decoder can be a mirror image of the encoder’s
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Figure 2.11: Autonecoder framework which consists of encoder and decoder networks to
transform the input into a representation vector and then reconstruct it again.

structure except it contains convolutional transpose layers instead of convo-

lutional layers. These transpose layers increase the size of the input; details

are shown in appendix A.4. When training this encoder and decoder net-

work, usually the root mean squared error (RMSE) loss between the real

and reconstructed imagery is minimised. After training, the decoder can

generate new imagery from any point in the representation space.

There are several concerns with autoencoders; for example, they do not

equally represent the different types of imagery they are given. For exam-

ple, if they are given a dataset of digits such as MNIST [LeCun and Cortes

(2010)], each digit should have an equal chance of being produced from the

representation space, but this is not guaranteed. In addition, autoencoders

do not cover the whole representation space, and it is not continuous. There-

fore some random inputs produce poorly formed data. Variational autoen-

coders [Kingma and Welling (2013)] address these issues, helping to make

better generative imagery. Instead of the input image mapping to one point

in the latent space, the variational autoencoder maps the image to a multi-

variate normal distribution. In addition to the RMSE loss between the real

and reconstructed images, an additional Kullback-Leibler (KL) divergence

is added. Variational autoencoders have had much success [Mishra et al.

(2018); Gregor et al. (2015); Salimans et al. (2014)], including domain adap-

tation tasks [Inoue et al. (2018); Benaim andWolf (2018); Inoue et al. (2017)]
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Figure 2.12: Overview of generative adversarial network. Random noise is input into the
generator network to produce synthetic imagery. The discriminator network predicts if the
imagery is real or synthetic.

and cross-modal tasks [Schonfeld et al. (2019); Pandey et al. (2020)]. How-

ever, these models can produce poor results for more complicated image

generation tasks [Larsen et al. (2015); Lamb et al. (2016); Dosovitskiy and

Brox (2016)]. This is because firstly, minimising the distance between the

images can produce blurry predictions as the L1/L2 loss is scalar and is an

average quantity of all the pixels. Secondly, it is impossible to produce diver-

sity in the imagery. Generative adversarial networks resolve these problems

and are the current state-of-the-art in image generation.

2.4.2 Generative Adversarial Networks

Generative adversarial networks (GANs), created by Google Brain [Good-

fellow et al. (2014)], represent the best way to create synthetic imagery.

GANs consist of a generator and a discriminator network which are trained

end-to-end. For the task of image generation, the generator’s job is to con-

vert an input image/random noise into an image which looks as though it

came from the original training dataset. The discriminator’s task is to try and

distinguish if the image is real or synthetic, as shown in figure 2.12.

When training the generator, the output tries to produce the value (like a

real image) from the discriminator, even though the examples are synthetic.
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This happens because the objective is just to fool the discriminator. The

discriminator weights are frozen during this generator training. On the other

hand, the discriminator is trained to push the prediction of the real image to

and the prediction of the generated image to . In this stage, the generator

weights are frozen.

Despite some good results using these GAN methods, they can be very

difficult to train due to:

• Non-convergence: The parameters of the GAN model oscillate, desta-

bilise and never converge. This can happen as some cost functions

will not converge with gradient descent [Barnett (2018)].

• Mode collapse: The generator only produces limited varieties of sam-

ples [Metz et al. (2016)]. For example, producing only ’s and ’s from

the entire MNIST dataset of digits − .

• Diminished gradient: When training, the discriminator becomes too

successful and the generator learns nothing [Goodfellow et al. (2014)].

• Unbalance between the generator and discriminator can cause over-

fitting resulting in the model not generalising well to new data [Arora

et al. (2017)].

• GANs are highly sensitive to the hyper-parameter choices [Radford

et al. (2015)].

Since in the original GAN from Goodfellow et al. (2014) does not use

ground truth information, Mirza and Osindero (2014) proposed the condi-

tional GAN (cGAN) to incorporate additional information like class labels in

the image generation process. For clarification, we will refer to the original

GAN as unsupervised, in contrast to the supervised cGAN. In the cGAN,
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the generator is presented with an input z, jointly with some prior information

c. The prior knowledge c is passed into the discriminator together with the

corresponding real or synthetic data. The authors showed that conditioning

the GAN not only improves the generation of detailed features in the target

image but also helps training stability.

GANs are still a very active field of research with some astounding re-

sults. We will now look at some successful supervised and unsupervised

adaptations to the GAN.

2.4.3 Image Translation

Many image processing, graphics, and vision problems involve translating

an input image into a corresponding output image. Some translation ap-

proaches have found it beneficial to combine the cGAN objective with a tra-

ditional loss, such as L1 distance [Pathak et al. (2016)]. The discriminator’s

job remains unchanged, but the generator is tasked to fool the discriminator

and be near the ground-truth output image with respect to the L1 loss. For

example, in 2016, Isola et al. demonstrate their Pix2Pix approach for many

image-to-image translation tasks including, the translation of photos from the

night to day, black and white to colour, sketches to colour photographs, satel-

lite imagery to google map imagery and semantic imagery (buildings and

cityscapes) to photographs. Other supervised translation networks include

pix2pix-HD [Wang et al. (2018)], TextureGAN [Davis and Sharma (2005)]

and BicycleGAN [Zhu et al. (2017b)]. These methods work well; however,

they are supervised and therefore require corresponding datasets.

The famous translation network named CycleGAN [Zhu et al.] was cre-

ated in 2017 and is considered unsupervised as it does not require ground

truth data for training. In this work, they present an approach for translating
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an image from a source domain X to a target domain Y without correspond-

ing imagery. The goal is to learn a mapping G : X → Y such that G(X) is

indistinguishable from Y using an adversarial loss. As this mapping is highly

under-constrained, it is coupled with an inverse mapping F : Y → X and a

cycle consistency loss is introduced to enforce F(G(X)) ≈ X (and vice versa).

The current architecture for CycleGANs may struggle with certain tasks

and require some adaptations [Armanious et al. (2019)]. For example, one

limitation of the CycleGAN is that it only learns one-to-one mappings. In

other words, the model associates each input image with a single output im-

age. However, most relationships across domains are much more complex,

and this model is ineffective for tasks where there is more than one mapping

[Almahairi et al. (2018)]. In addition, content information in the original im-

age, like shape, colour and structure of each are not always well recovered

[Park et al. (2019)]. More network details will be provided in chapter five,

where we employ an adapted version of the CycleGAN network. There are

also many other different types of unsupervised image translation networks

such as UNIT [Liu et al. (2017)], MUNIT [], DRIT [Lee et al. (2018)] and INIT

[Shen et al. (2019)].

We will now review some interesting applications of GANs to help de-

velop an intuition for the types of problems where GANs can be useful within

the image domain.

2.4.4 Applications of GANs in Literature

Creating synthetic imagery is an arduous task considering the number of

possible ways in which pixels can be arranged, and the relatively small num-

ber of ways pixels can be arranged to represent the object we are trying to

create. There are many papers on the topic across a variety of applications,
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some of which we will detail here.

Goodfellow et al. (2014) use GANs to generate examples for the MNIST

handwritten digit dataset, the CIFAR-10 small object photograph dataset,

and the Toronto Face Database. In 2015 Radford et al. also create plausible

examples of data by introducing the deep convolutional generative adversar-

ial network (DCGAN). This network demonstrated how to train stable GANs

at scale for generating new examples of bedrooms. In 2017, Karras et al.

demonstrated the generation of convincing photographs of human faces.

Both unsupervised GAN and cGAN frameworks have been exploited in

various ways for synthesising different types of medical images [Kazem-

inia et al. (2018)]. DCGAN can be used to synthesis realistically looking,

small patches of prostate lesions [Kitchen and Seah (2017)], retinal images

[Schlegl et al. (2017)], lung cancer nodules [Chuquicusma et al. (2018)] and

CT liver lesions [Frid-Adar et al. (2018)] to much success. In addition, Nie

et al. (2017) use cGANs to synthesis CT images from corresponding MR

images. Wolterink et al. (2017) also use cGANs for the opposite transla-

tion: CT to MR. Chartsias et al. (2017) successfully leverage CycleGANs to

generate pairs of cardiac MR images and their corresponding segmentation

mask.

Huang et al. (2017) demonstrate the use of GANs for generating face-

on images of human faces given images taken at an angle. The generated

face-on photos can then be used in face verification or identification sys-

tems. Ma et al. (2017) provide an example of generating photographs of

human models with new poses. Taigman et al. (2016) use a GAN to trans-

late images from one domain to another, including from street numbers to

MNIST handwritten digits, and from photographs of celebrities to emojis or

small cartoon faces. Perarnau et al. (2016); Liu and Tuzel (2016); Brock et al.

(2016) use GANs to reconstruct photos of faces with specified features, such
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as changes in hair colour, style, facial expression, and even gender.

Another popular use of GANs is for increasing the resolution of imagery.

Ledig et al. (2016) demonstrate the use of their SRGAN model, to create

output images with much higher pixel resolutions. Bin et al. (2017) use GANs

for improving the resolution in photographs of human faces and Vasu et al.

(2018) improve resolutions in street scene photography. Costa et al. (2018)

utilise a slight adaptation of the Pix2Pix framework [Isola et al. (2016)] for

the generation of high-resolution retinal images.

Despite this previous progress with GANs, successfully generating high-

resolution, diverse samples from complex datasets such as ImageNet re-

mained an elusive goal until recently. In the 2018 Brock et al. illustrate the

generation of synthetic photographs with their technique BigGAN. These im-

ages are practically indistinguishable from real photographs. BigGAN scales

and trains models with up to four times as many parameters and a batch size

eight times larger than the previous state-of-the-art. This approach is com-

putationally very heavy and requires large datasets for training.

Even though GANs have been applied to many problems, very little work

has addressed translation across modalities. Some research has attempted

text to image translation using cGANs [Zhang et al. (2016); Reed et al.

(2016b,a)], where RGB photographs are generated from textual descrip-

tions of easy objects like birds and flowers. However, research regarding

RGB and IR imagery for complex real-life scenes taken under uncontrolled

conditions remains scarce.
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2.4.5 Applications of Image Translation using
IR/RGB data

Translation between RGB datasets has dominated the field due to their avail-

ability; meaning modality translation between RGB and IR has been rel-

atively overlooked. However, some researchers have had success trans-

lating IR into RGB imagery, with most investigating near-infrared (NIR) to

RGB translation [Sun et al. (2019), Perera et al. (2017), Limmer and Lensch

(2016), Mehri and Sappa (2019), Suarez et al. (2017), Dou et al. (2019)]. Ad-

ditionally, the field of facial recognition is also making use of GAN algorithms

for modality translation [Zhang et al. (2018a); Riggan et al. (2018)].

Kniaz et al. (2017) propose the GAN network Thermalnet to translate

RGB imagery into thermal. The training dataset consisted of corresponding

RGB (resolution x ) and thermal (resolution x ) images of various

objects. They find that their method is able to create realistic synthetic ther-

mal imagery. However, this approach uses corresponding imagery and is

trained to produce very low-resolution imagery.

Nyberg et al. (2019) use the CycleGAN for colourising thermal imagery

using the Zhang et al. (2018b) pedestrian detection dataset. Although, they

do not evaluate the image quality on its detection capabilities. Instead they

use the ground truth image and the RMSE similarity metric.

So far, only a few papers have used translated imagery for detection

problems. For example, Liu et al. (2018b) address mid-wave IR (MWIR) to

grey-scale translation for datasets with long-range targets. They introduce

a structure connection to the CycleGAN network to help overcome the in-

correct mapping problem and translate the background more accurately. In

summary, they propose passing the MWIR image through a one-layer con-

volutional layer and the CycleGAN network, then fusing their outputs. This is
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to maintain background structure in the synthetic image and improve detec-

tion rates in long-range imagery. However, this structure connection may not

be useful for close-range imagery as background details will not dominate

the imagery.

Zhang et al. (2018b) and Ahlberg and Felsberg (2018) have had some

success addressing a much harder problem of LWIR to RGB translation us-

ing the Kaist dataset [Hwang et al. (2015)] which consists of corresponding

imagery taken in urban scenes. This dataset represents a much more stren-

uous problem for GANs as it is cluttered with objects at short-medium ranges.

Therefore, it is much harder to create synthetic imagery for this dataset. In

addition, using LWIR over NIR is also more difficult to translate into RGB be-

cause of the larger differences in wavelengths. Therefore, combining these

types of datasets with detection equates to a challenging problem since there

are more discriminative high-level details to translate, which are crucial for

the subsequent localisation and classification. However, this paper uses

corresponding imagery means these methods are not applicable to real-life

scenarios where collecting corresponding data is extremely difficult.

It should be noted that althoughRGB-IR translation usingGANs is scarce,

there has beenmuch research colourising IR imagery using older techniques

within the military domain. Colouring IR imagery is often helpful for human

analysts surveying a scene and can improve their reaction times and the

ability to classify objects. False-coloured imagery that combines imagery

from different parts of the spectrum into a three-channel image can also

help humans classify more accurately. However, this requires specific train-

ing as they have an unnatural appearance. IR imagery rendered with natu-

ral colours should allow users to readily recognise and identify objects and

threats in the surrounding environment. Toet (2003) propose a colourisation

method for IR imagery. They transfer the natural colours of day-time imagery
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to multi-spectral imagery. Their proposed colourisation method matches the

statistical properties, including the mean and standard deviation of the IR

image to that of the RGB. However, the accuracy of this method is low as

it depends mainly on the scene content. This method is therefore biased

and incorrectly colours images which differ significantly from the source im-

agery. Toet and Hogervorst (2012) also use statistical methods to colour IR

imagery.

Anothermethod to colour imagery is known as segmentation based colouri-

sation [Zheng and Essock (2008)]. This method addresses the bias as-

sociated with the previous statistical approach by segmenting the image.

This method is computationally heavy as it has many processes such as

histogram analysis, colour space transform, image segmentation and pat-

tern classification. Therefore, it is not able to be used for real-time deploy-

ment. This is especially not useful in Security and Defence scenarios where

delays in processing data could be fatal. Therefore, Zheng (2011b) intro-

duce channel-based colour fusion which can be deployed in real-time. This

method is much faster than colourising imagery, but this is at the expense

of resembling natural scenery/colour realism, which is further backed up by

Zheng et al. (2012).

2.5 Conclusion

From this literature review, it is clear that there is a lack of research using

IR imagery in OD, domain adaptation and generative adversarial networks.

Therefore, current solutions do not fully solve the problem we address in this

thesis; multi-modal OD.

In chapter three, we first address the gap in OD research using LWIR

imagery. After reviewing the current literature, we decide to explore the use
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of Faster RCNN and YOLOv2 for our detection algorithms. These networks

provide real-time detection capabilities and are, therefore, perfect for our

surveillance needs. We use both these networks and choose to investigate

if TL and FT techniques are applicable between different resolution LWIR

datasets.

In addition, this literature review details the many UDA techniques avail-

able when only small datasets are accessible for training. Although these

UDAmethods have achieved many successes, there are a number of issues

that must be addressed. For example, only a few papers address adaptation

beyond classification. Addressing OD with no or a minimal amount of data

is one of the main challenges that should be addressed by UDA. Inspired by

this gap in research, in chapter four, we propose using a divergent-based

domain adaptation approach for OD. We use these ideas to create modality

invariant features for our RGB-LWIR OD problem.

This literature review also highlights the usefulness of the unsupervised

CycleGAN translation network. In chapter five, we choose this network to

create synthetic RGB-LWIR imagery as it is most applicable to real-life sce-

narios; non-corresponding imagery is easier to obtain. The synthetic im-

agery created is ultimately used for multi-modal OD purposes which is our

ultimate goal. It should also be noted that we adapt this network for our spe-

cific detection purposes. This is because the network as it stands will not

produce imagery from our specific datasets to a high enough standard for

accurate detection rates.

Having explored the thesis motivation and placed it in the context of cur-

rent literature, we can now begin to discuss efforts contained within the thesis

towards achieving our overall multi-modal OD goal. The next chapter exam-

ines TL and FT techniques between high and low-resolution LWIR imagery.



3
Deep Object Detection in

Low-Resolution LWIR Imagery via

Transfer Learning
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Abstract

Deep learning computer vision algorithms are rapidly gaining traction in the

Security and Defence domain to help analyst decision-making in complex

environments. Object detection in IR imagery, specifically LWIR, is essential

for night time and low light surveillance. Current state-of-the-art detection al-

gorithms require large labelled datasets for training; however, there is a cur-

rent lack of IR data available. This chapter outlines an approach commonly

used within the RGBmodality and shows that it applies to the LWIRmodality.

Specifically, we show transfer learning and fine-tuning can be used for de-

tection in a small low-resolution LWIR dataset given a large high-resolution

LWIR dataset. We test two different object detectors; namely, Faster RCNN

and YOLOv2, to investigate if architecture affects transferability. In addi-

tion, we show that RGB ImageNet initialisation weights significantly improve

detection, by up to ∼ %, in the LWIR imagery.

3.1 Introduction

The Security and Defence industry is becoming more reliant on intelligent

signal processing techniques to achieve constant surveillance. For this ca-

pability, it is essential to be able to detect in both RGB and IR modalities.

Despite recent advances in detection algorithms for RGB imagery, IR is still

relatively understudied due to the data’s scarcity. To address this identified

gap, we begin the experimental part of this thesis by focusing on object de-

tection, given a small dataset of low-resolution LWIR training images. It is

crucial to detect low-resolution thermal cameras as they are less expensive

and are therefore in greater abundance than high-resolution cameras in mil-

itary domains. These cameras are also used in hand-held portable devices
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that soldiers use to find targets in low light scenarios.

In our related work section, we learnt that supervised learning requires

massive labelled training data. However, although abundant labels may

be available for a few pre-defined domains, such as ImageNet [Deng et al.

(2009)], insufficient training data is an inescapable problem in some special

domains like Security and Defence. The accumulation of data is complex

and expensive andmeans it is challenging to build a large-scale, high-quality

annotated dataset. The dearth of labelled data prevents the creation of mod-

els which generalise well in many real-world problems. Domain Adaptation

(DA)methods have emerged tomitigate the shift between the source and tar-

get data distributions in the absence of labelled target data. Transfer learning

(TL) between datasets followed by fine-tuning (FT) to avoid over-fitting is a

popular supervised choice. To recap, TL involves transferring information

learnt from a source domain to a new target domain so that over-fitting does

not occur. In other words, given a learning task Tt in the target domain Dt,

we can use information from Ts in the source domain Ds. TL strives to im-

prove the predictive function’s performance ft for target task Tt by transferring

knowledge from a source task Ts. In most cases, the source dataset is much

larger than the target dataset. These techniques are used in all types of data

from RGB imagery [Oquab et al. (2014)] and SAR imagery [Li et al. (2017)]

to text [Huang et al. (2013)]. Despite the numerous papers which cover TL

and FT, little to no research considers the LWIR modality. A google scholar

search on / / resulted in one piece of research Ding et al. (2016).

They use a network trained with MWIR imagery to assign pseudo labels in

the LWIR modality for training purposes.

This chapter considers the scenario where only a small labelled dataset

of the low-resolution LWIR images is available for training. We aim to achieve

high detection rates in this dataset. We also have access to a large labelled
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dataset of high-resolution LWIR imagery. We take the existing TL and FT

approaches and explore if they can be applied to our high and low-resolution

LWIR imagery containing the object classes; people and land vehicles and

taken at different angles, locations and distances from the camera including

occlusions and clutter.

We compare the TL and FT techniqueswith two detection systems, YOLOv2

and Faster RCNN and evaluate them using our own Thales dataset and the

publicly available FLIR dataset [F.A.Group]. In addition, we investigate how

initialising the first number of layers of these detectors with ImageNet RGB

weights affects F1 scores. These ImageNet weights are created when train-

ing a classification network with the ImageNet dataset, consisting of RGB

imagery. These weights are commonly used as initial weights in both clas-

sification and detection problems within the RGB modality.

This chapter contains key initial experiments which go towards achieving

our ultimate thesis goal of a multi-modal detection algorithm. In this chapter,

we aim to answer the following research questions:

• Can we use information learnt from training a detector with a LWIR

dataset help detection in another LWIR dataset of different resolution,

taken in a different domain and at different angles?

• Can pre-training algorithms with large scale RGB data improve detec-

tion in LWIR imagery?

The rest of this chapter is laid out as follows. Section . describes the

method, section . explains the datasets we use and our experimental and

evaluation approach. Finally, section . concludes our findings.



3.2. METHODOLOGY 54

3.2 Methodology

Our investigations compare TL and FT on two state-of-the-art object detec-

tors: YOLOv2 and Faster RCNN.Wewill first explain the architecture of each

network before detailing how we implement TL and FT.

3.2.1 Faster RCNN Architecture

Figure 3.1: Faster RCNN network with first 13 layers of the VGG16 network as the fea-
ture extractor. Blue represents the convolutional layers and red represents the max pool-
ing layers. The region proposal network consists of a fully connected (FC) layer followed
by a Softmax layer for objectness score and and anchor box regressor layer. The Evalu-
ation layer takes the regions of interest and classifies the objects within them and refines
the bounding boxes.
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As we briefly discussed in chapter two, Faster RCNN (FRCNN) contains a

feature extraction network, a region proposal network (RPN) for localising

where an object is in an image and an evaluation network for classification

as shown in figure 3.1. The feature extraction network consists of the first

13 convolutional layers from the VGG16 network [Simonyan and Zisserman

(2014)]. The feature extraction layer’s output feature map is then passed

to the RPN, which uses pre-determined anchor boxes to create regression

values. These make more exact locations for the suspected objects. The

network also produces an objectness probability score to show how confi-

dent the network is that an object is present in the current anchor box.

The Anchor loss A is expressed mathematically as:

A = λ
NA

∑
i=

p∗i Lreg(ti, t∗i ) (3.1)

where Lreg is the smooth L1 loss function, ti represents the vector containing

the coordinates of the proposal anchor box i, t∗i is the ground truth box asso-

ciated with a positive anchor box i. NA is the total number of anchor boxes

and λ is a balancing weight and has a default value of ten.

The ground truth p∗i is if the anchor contains an object and if it does

not. Note only anchors which contain an object are used for training. pi is the

predicted probability that the anchor box contains an object. The objectness

loss is described as:

O =
Ncls

∑
i=

Lcls(pi, p∗i ) (3.2)

where Lcls is the log loss over two class objects i.e. object present versus no

object present. This loss is normalised by the batch sizeNcls that the network

is trained with.
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The anchor boxes associated with objects, now called regions of interest

(RoI) are passed to the evaluation network. Here they first go through a RoI

pooling layer. The RoI pooling layer uses max pooling to convert the fea-

tures inside any valid RoI into a small feature map with a fixed spatial area

of H × W. H and W are layer hyper-parameters and are independent of any

particular RoI. Next, this feature map passes through two fully connected

(FC) layers to produce a feature vector. The feature vector is fed into two

sibling FC convolutional layers and output layers: one that produces Soft-

max probability and another layer that outputs four bounding box regression

offsets. Each set of four values encodes refined bounding-box positions for

one of the RoI.

In more detail, a discrete probability distribution, expressed as prob =

(prob , ..., probK) for each of the K+ object classes (including the background

class) , indexed by k, is produced. The prob is computed by a Softmax layer

over the K+ outputs of a FC convolutional layer.

Each training RoI is labelled with a ground truth class u and bounding

box regression v = (vx, vy, vw, vh). probu is the predicted probability and Bu =

(Bu
x ,Bu

y ,Bu
w,Bu

h) is the predicted bounding box regression values for ground

truth class u.

The Bounding Box loss B, and Classification loss C are described as:

B = [u ≥ ]Lloc(Bu, v) (3.3)

C = −log(probu) (3.4)
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where Lloc is:

Lloc(Bu, v) =
∑

iεx,y,w,h

(smoothL (Bu − v)) (3.5)

and the smooth L1 loss function is given by:

smoothL (x) =

 . x if |x| <

|x| − . otherwise
(3.6)

By convention the background class is u = . For the background RoIs,

there are no ground truth bounding boxes, and so the Lloc is ignored.

At test time, if the objectness score is greater than a certain threshold,

the associated anchor box will be passed to the evaluation network.

3.2.2 YOLOv2 Architecture

YOLOv2 unifies both classification and localisation in one network. The

YOLOv2 architecture consists of 24 convolutional layers and two FC layers,

as shown in figure 3.2.

The YOLOv2 network uses convolutional layers to extract features and

produce a feature map of grid size SxS. The network in figure 3.2 produces

a feature map grid of size x as an example. Each grid cell produces B

bounding boxes, with five predictions: tx, ty, tw, th and a confidence score t .

The values tx, ty, tw, th represent four offsets for the centre of the bounding

box relative to the top left corner of the grid cell, as shown in figure 3.3. The

function σ ensures the offsets are between and . If the cell is offset by the

top left of the image by cx and cy and the bounding box priors have width and

height pw and ph as shown in figure 3.3, then the bounding box coordinates

(b) for the predicted box are:
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Figure 3.2: YOLOv2 architecture has 24 convolutional layers followed by 2 FC layers. In
this case S=7 and B=2 to give a final output tensor of size 7x7x30.

bx = σ(tx) + cx (3.7)

by = σ(ty) + cy (3.8)

bw = pw exptw (3.9)

bh = ph expth (3.10)

and the confidence score is given by:

Cs = Pr(object) ∗ IOU = σ(to) (3.11)

where Pr(object) is the probability of predicting the object class and IOU

is the intersection over union of ground truth and predicted bounding boxes.

If no object exists, the confidence should be zero. If an object does exist we

want Pr(object) = and the predicted bounding box and ground truth to be

completely overlapping, i.e. IOU = , therefore, Cs = .

Each grid cell also predicts K conditional probabilities P(k|obj), i.e. the

probability of class k given there is an object present in the grid cell. These

probabilities are conditioned on the grid cell containing an object. The net-

work predicts one set of class probabilities per grid cell regardless of the
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Figure 3.3: Bounding boxes predictions using bounding box priors and offset predictions.
Figure taken from Redmon et al. (2015) paper.

number of boxes.

The predictions including the bounding box offsets, the confidence scores

and the class probabilities are produced when the feature map of size SxS

goes through two FC layers to produce an output S x S x (B*5 + K) tensor.

Figure 3.2 produces an output of size x x with B=2, S=7 and K=15 as an

example.

During training, the following loss function is optimised:

loss = λcoord
S∑
i=

B∑
j=

obj
ij (xi − bxi) + (yi − byi)

+λcoord
S∑
i=

B∑
j=

obj
ij (

√
wi −

√
bwi) + (

√
hi −

√
bhi) +

S∑
i=

B∑
j=

obj
ij (GTCsi − Csi)

+λnoobj
S∑
i=

B∑
j=

noobj
ij (GTCsi − Csi) +

S∑
i=

obj
i

∑
k∈K

(GTPi(k|obj)− Pi(k|obj))

The sum squared error is used in this loss function as it is easy to op-

timise. The first two terms of the loss calculate the error of the bounding

boxes. obj
ij equals 1 if the jth bounding box predictor in cell i is responsible for
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that detection. The values x, y, w and h are the x-coordinate, y-coordinate,

width and height of the ground truth bounding box respectively. In order

to show that small deviations in large boxes are less important than small

boxes, the square root of the width and heights are taken. The third and

fourth terms penalise the difference in the confidence of having an object in

the grid, with GTCs representing the ground truth confidence score. The final

term is penalising the difference in class probability for each of the k classes.

GTPi represents the ground truth class probability. The parameters λcoord and

λnoobj are equal to 5 and 0.5 respectively as empirically determined in Red-

mon and Farhadi (2016). The value of λcoord is to ensure a larger contribution

of the bounding box and classification error to the overall cost function, and

λnoobj is set to penalise less for the confidence of identifying an object when

there is not one present. The value obj
i equals 1 if an object appears in the

cell. S represents the number of cells that YOLOv2 splits the image into for

the detection process.

3.2.3 Weight Initialisation, Transfer Learning
and Fine-tuning

We will now detail the weight initialisation process and how to freeze and

fine-tune object detection networks.

Weight Initialisation

Most classification and detection networks are not trained from scratch, i.e.

their weights are randomly initialised. Usually, classification networks em-

ploy weights created when training with the ImageNet classification dataset.

Using these weights help the network generalise to new data and produce

more accurate results. Although FRCNN and YOLOv2 are detection al-
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gorithms, we can also use features learnt from training with the ImageNet

dataset. As we have seen, FRCNN consists of a feature extraction network,

in our case, the first 13 layers of the VGG16 classification network. This al-

lows VGG16 to be trained on the ImageNet dataset. The first 13 layers can

be extracted and used for weight initialisation in our FRCNN network. The

latter layers are randomly initialised. A similar idea is possible with YOLOv2,

where the first 19 layers can be initialised with RGB weights as it can be

trained as a classification problem. When training from the ImageNet ini-

tialisation, all weight layers are updated. This is because the ImageNet im-

agery, which contains over , different classes, is very different from our

dataset. The weights provide a better starting point than random weights;

however, the features are too different from our LWIR dataset to have any

frozen.

Transfer Learning and Fine-Tuning

In this work, we use a large dataset of high-resolution LWIR images for pre-

training detection algorithms. After training, weights for every layer are trans-

ferred for detection in the low-resolution imagery. An example is shown in

figure 3.4 for the FRCNN network. The weights in the first number of lay-

ers in the detection algorithms will contain universal features (e.g. curves

and edges) that are also relevant to our new domain. We want to keep

these weights intact. Instead, we will focus the network on learning dataset-

specific features in the subsequent layers. Therefore, when transferring fea-

tures from the high-resolution dataset to the low-resolution dataset, only the

first number of layers from FRCNN and YOLOv2 are frozen. The number of

layers to freeze is found experimentally. The rest of the weights will be fine-

tuned and updated in the training process. Note when FT, we use a smaller

learning rate to train the network. We anticipate that the pre-trained weights
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Figure 3.4: The first number of layers in the FRCNN network are frozen and the final
layers are fine-tuned.

will be quite good compared to randomly initialised weights. We do not want

to distort these weights too quickly or too much. We, therefore make the

learning rate 10 times smaller than the initial rate used when training from

scratch.

3.3 Experiments and Results

In this section, we explain the setup for training the detectors towards the

task of object detection in a small dataset of low-resolution LWIR images.

We implement TL and FT between two LWIR datasets of different resolu-

tions, taken at different angles and in different domains. We also look into

the effects of using ImageNet RGB weights for initialisation over random

weights. In addition, we explore if architecture plays any role in TL and FT
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process. Sufficient evidence of a well-tuned network is presented using a

variety of tools including feature visualisation. Given this is one of the first

attempts to construct a CNN for LWIR target detection using TL and FT,

there is no existing dataset or method to reliably compare our results. We

first describe the datasets used in this work, then detail the experiments and

finally analyse the results.

3.3.1 Datasets

We have access to a large high-resolution LWIR dataset and a small low-

resolution LWIR dataset on which we want to perform detection. Our large

dataset of high-resolution ( x ) imagery, taken using Thales Cather-

ine Megapixel (CMP), consists of 3,240 images. The object classes labelled

are people and land vehicles. There are many images taken at long range

from a rooftop and so have a top-down perspective of the objects. In some of

these images, the people are obscured by trees and other buildings. Several

scenes where a van is at long range in different positions in a large empty

car park. In addition, there is imagery of a variety of vehicles travelling along

a road taken at long range and from a face-on perspective. Table 3.1 gives

a summary of the statistics. We can see that there are around ten times

more vehicles than people. This unequal number may cause a bias towards

vehicles when training; however, we are using this dataset for feature ex-

traction, and TL, so uneven numbers of classes are not critical. In summary,

the Catherine MP images are of vehicles and people at long range from both

a face on and top-down perspective.

Our small dataset of low-resolution ( x ) images, taken using Thales

Foxhound (FH), show close and long-range people and land vehicles all

taken from a face-on perspective. The imagery contains people at close
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Dataset No. of Images No. of People No. of Vehicles
High-resolution 3,240 2,377 24,992
Low-resolution 512 866 524
ImageNet 14M 952K 374K

Table 3.1: Statistics for high-resolution, low-resolution and ImageNet dataset.

Figure 3.5: Imagery taken from high-resolution (left-hand side) and low-resolution (middle
column) LWIR and ImageNet (right-hand column) dataset [Deng et al. (2009)]. Images are
resized for display purposes.

range in an office setting and long and close-range images of people out-

side. Again the statistics for this dataset are shown in Table 3.1. Although

there is an unequal number of people and vehicles, the difference is negli-

gible. There are 512 images in total.

The RGB ImageNet dataset [Deng et al. (2009)] which is used for weight

initialisation consists of around million images over , class cate-

gories which include people, planes, cars, animals, sports and food cate-

gories. The image sizes in this dataset vary, with an average resolution of

x .

3.3.2 Experimental Setup

FRCNN and YOLOv2 are trained using a learning rate of − and a learning

rate decay of − . The YOLOv2 method was developed using the Dark-

net, an open-source neural network framework in C and the FRCNN was

developed using PyTorch.

We assess our different methods by performing object detection and



3.3. EXPERIMENTS AND RESULTS 65

comparing F1 scores. The F1 score requires first finding the precision and

recall values. The precision and recall are given as follows:

precision =
tp

tp+ fp
(3.12)

recall =
tp

tp+ fn
(3.13)

where tp is the true positive detection i.e. a correctly identified object, fp

is a false positive i.e. a false alarm and fn is a false negative i.e. a missed

detection. Note, a detection is considered correct if the predicted bounding

box has an IOU of greater than a threshold of . and the correct class is

assigned.

The F1 score is the harmonic mean of the precision and recall:

F =
precision ∗ recall
precision+ recall

(3.14)

3.3.3 Experiments

We train and test three different scenarios A, B and C, starting with random

and RGB weight initialisation, as shown in Figure 3.6. There is, therefore, a

total of twelve experiments to consider for both FRCNN and YOLOv2.

Tests 1-3 represent scenarios A-C respectively starting with random ini-

tialisation weights. For our baseline F1 score, the detection networks are

trained from scratch, (i.e. random weight initialisation) using images from

the small low-resolution dataset, represented by test 1 in the results table.

We test this detection network with the remaining images from the small

low-resolution dataset.

Next, we train the detector from scratch using the large LWIR high-resolution
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Figure 3.6: The three scenarios we consider for training our detection networks.
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dataset. We test this detector with the same of the low-resolution im-

ages, as shown by test B in figure 3.6 and referred to as test 2 in the results

table. Training scenario C involves FT the detector from scenario B with

images from the low-resolution LWIR dataset. When FT, we choose to freeze

the first 3 layers of the FRCNN and the first 4 layers of YOLOv2 networks,

Table 3.3 shows how these numbers were chosen. The network produced

is again tested using the low-resolution images and referred to by test 3

in the results table.

Tests 4-6 represent scenarios A-C respectively starting with RGB initial-

isation weights.

3.3.4 Results

Results from these six scenarios are displayed in Table 3.2 for both FRCNN

and YOLOv2. Test 1 results show that FRCNN over-fits when trained with a

small dataset of images as it has a low F1 score of . %. The YOLOv2

network achieves an F1 score of around %more than FRCNN. This differ-

ence in performance is due to the architecture of the two networks. FRCNN

performs a region of interest-based search and then classification, whereas

YOLOv2 combines them into one network. With such a small dataset for

training, FRCNN over-fits the training data due to its more complicated net-

work. YOLOv2 is a more simple architecture and does not have as many

parameters. However, YOLOv2 produces an F1 score of . %, which is

still low and shows that some over-fitting is still occurring. Despite test 2

producing low F1 scores for both YOLOv2 and FRCNN, it shows that TL be-

tween two LWIR datasets taken in different domains/at different resolutions

and angles is possible. Features common between the two datasets are

present, allowing several correct detections to occur. This is the first time
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Test RGB PT High-res PT Low-res FT FRCNN F1 YOLOv2 F1
1 X X ✓ 36.6 56.4
2 X ✓ X 15.9 14.3
3 X ✓ ✓ 61.6 66.6
4 ✓ X ✓ 68.6 71.1
5 ✓ ✓ X 24.5 17.0
6 ✓ ✓ ✓ 79.5 75.2

Table 3.2: F1 scores for both FRCNN and YOLOv2 trained and tested as described in the
six scenarios. LF=Layers Frozen, PT = Pre-training and FT = Fine-Tuning.

this has been proven within the LWIR modality.

Test 3 shows that FT the weights produced from test 2 with as little as

low-resolution images significantly improves the F1 scores by up to ∼ %.

Test 3 outperforms test 1, indicating that pre-training on the high-resolution

LWIR data is necessary to reduce over-fitting and improve F1 scores. The

F1 scores from tests 4, 5 and 6 are greater than those produced in test

1, 2 and 3 respectively, across both object detectors. This proves that RGB

initialisation weights are beneficial, with increases in accuracy of up to∼ %

from test 3 to 6. Features produced from the RGB modality are shown to

be transferable to the LWIR modality for the first time. When training from

scratch with no RGB initial weights available, it is best to use the YOLOv2

architecture. When RGB weights are available to use, both FRCNN and

YOLOv2 produce very similar results, but YOLOv2 has the advantage of

faster training times due to its more simple architecture. Figure 3.7 show

detections in the testing dataset before and after FT with the low-resolution

dataset and random weight initialisation using YOLOv2, i.e. test 2 and 3.

It is also interesting to note that RGB pre-training has a larger positive ef-

fect on the target low-resolution dataset than the high-resolution pre-training

(without RGB initialisation). For example, in the FRCNN network, RGB pre-

training improves F1 scores from . % to . %, and LWIR pre-training
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Figure 3.7: This figure shows low-resolution images that have been tested on YOLOv2
trained with high-resolution images from scratch i.e. test 2 (top row) and then fine-tuned
with low-resolution images i.e. test 3 (bottom row).

with the high-resolution data improves F1 scores from . % to . %. The

YOLOv2 detector shows the same observation. This is most likely because

the ImageNet dataset is nearly times larger than our LWIR pre-training

dataset. Therefore, ImageNet can create many more features, some of

which will be transferable to our target LWIR dataset, despite the cross-

modality aspect. Combining the RGB and LWIR pre-trained weights rep-

resents the best F1 scores. This shows that pre-training with large datasets,

regardless of modality, is key for TL and FT to work optimally.

Table 3.3 shows the F1 scores produced when different numbers of lay-

ers are frozen for test 6. We see that when ten layers are frozen, the F1

score does not increase greatly from test 5, showing that there are too many

layers frozen. Freezing layers 1-5 produces a small increase in F1 with re-

spect to freezing none and FT all the weights with the target dataset. This

shows that although there are transferable features between the low and

high-resolution datasets, they require FT on nearly all the layers to produce

optimal results. This is most likely because the high-resolution dataset was

taken in a different domain and only contains a few thousand images. In-
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No. LF RGB PT High-res PT Low-res FT FRCNN F1 YOLOv2 F1
10 ✓ ✓ ✓ 25.3 21.6
5 ✓ ✓ ✓ 75.3 73.4
4 ✓ ✓ ✓ 77.5 75.2
3 ✓ ✓ ✓ 79.5 75.1
2 ✓ ✓ ✓ 79.3 74.1
1 ✓ ✓ ✓ 77.9 74.9
0 ✓ ✓ ✓ 78.4 73.6

Table 3.3: F1 scores for both Faster RCNN and YOLOv2 detectors trained for scenario
six with different numbers of layers frozen. PT = Pre-training, FT = Fine-Tuning and LF =
layers frozen.

creasing the size and diversity of the dataset would decrease the number of

layers which would need to be fine-tuned.

Feature Visualisation

Interpretability of these detection systems is incredibly important, especially

in a Security and Defence context. In order to build trust in detection sys-

tems, we must explain why they make their predictions. It is also important

to show that the detection networks produce weights that are transferable

between the two LWIR datasets used in this work and not making some ran-

dom correct decisions. We view some visual explanations for our detection

networks’ decisions to make them more transparent. We visualise the fea-

ture maps produced from the output of the VGG16 feature extractor part of

the FRCNN network. Figure 3.8 shows the feature maps produced when two

low-resolution images pass through the FRCNN network trained with high-

resolution imagery only and when fine-tuned with low-resolution images.

Both options were pre-trained using RGB ImageNet images, i.e test 5 and

6 from table 3.2. Blue bounding boxes show the regions of interest created

by the FRCNN network in figure 3.8. In test 5, we can visualise a number

of the object classes which indicate that the network is making an informed
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Figure 3.8: The feature maps produced from FRCNN trained with just high-resolution
imagery and tested with a low-resolution image (left column) is shown in the middle col-
umn. The far column shows the feature maps produced when the same image is passed
through FRCNN fine-tuned with low-resolution imagery. The regions of interest are shown
with the corresponding regions of interest highlighted by blue boxes.

decision based on the transferable features between the datasets.

Also, from the feature maps created from test 5, we can see that the

bounding boxes are not large enough to cover the entire object class, po-

tentially adding to the low F1 score of . %. This is because the Cather-

ine MP images contain long-range targets, which are therefore smaller, so

the bounding boxes do not fit the full object class in low-resolution imagery.

When we fine-tune (test 6) this detection network with low-resolution im-

agery, we produce better fitting bounding boxes. In addition, FT the network

helps create more of the features required for accurate localisation and clas-

sification in the low-resolution imagery. This can be seen from the first row

of figure 3.8 and is supported by the increase in F1 score to . % as shown

in figure 3.8.
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3.4 Conclusion

This chapter selects two state-of-the-art object detection systems, FRCNN

and YOLOv2, and implements TL and FT techniques for detection. Our goal

is to achieve detection in low-resolution LWIR imagery when only a small

dataset is available for training. We show TL is possible between high and

low-resolution LWIR imagery taken at different angles and domains. FT the

network trained with high-resolution imagery with as little as low-resolution

LWIR images significantly improve F1 scores up to . %. We find that the

YOLOv2 architecture is preferred to FRCNN when training from scratch as

its network is less susceptible to over-fitting. In addition, we find a first in-

dication that RGB initialisation improves F1 scores across both detectors,

up to ∼ %. A disadvantage of this approach is that it is supervised. La-

belled LWIR data is required, which is not always possible in real-life sce-

narios, particularly in Security and Defence. Also, this detector is not trained

for detection in RGB and does not constitute a multi-modal system which

is the ultimate goal of this thesis. However, this research shows transfer-

able weights produced between modalities, despite the different nature of

the physical phenomenon they capture. This leads us to our next chapter:

investigating TL across RGB-LWIR modalities and adaptation using unsu-

pervised techniques.



4
Multi-modal Object Detection using

Unsupervised Adaptation

Techniques
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Abstract

Exploring new ways to produce high detection rates in LWIR imagery that

do not require large amounts of labelled data is essential for multi-modal

(RGB-LWIR) detection capabilities. This is due to the lack of labelled LWIR

data currently available for training. Unsupervised domain adaptation (UDA)

techniques seek to improve performance without using labels of the tar-

get domain. These techniques are usually used for classification tasks and

rarely for cross-modality data such as RGB-LWIR imagery. In this chapter,

we propose to use a UDA technique to create RGB-LWIR modality invari-

ant features in our detection network. The mean squared error loss function

is used to minimise the difference between RGB and LWIR feature maps.

We produce a multi-modal object detection algorithm with improvements in

LWIR F1 scores of up to ∼ %.

4.1 Introduction

As we know, multi-modal object detection is essential for constant surveil-

lance capabilities and is the ultimate goal of this thesis. In the previous chap-

ter, we investigated transfer learning followed by fine-tuning, a supervised

domain adaptation (DA) technique, to overcome the lack of labelled LWIR

datasets. This method works well; nonetheless, it requires labelled LWIR

data which is difficult to obtain, especially in Security and Defence scenar-

ios. Therefore, it is necessary to explore unsupervised approaches for LWIR

detection as this would be more applicable to real-life scenarios. The last

chapter presented evidence that pre-training LWIR detection algorithms with

ImageNet RGB data significantly improved detection rates.

Therefore, in this chapter, we leverage labelled RGB data (with similar
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backgrounds and object classes as LWIR) and investigate if RGB trained

models produce modality invariant features which can be used for detection

in LWIR imagery. Additionally, we adapt this network for enhanced LWIR

detection using unsupervised techniques.

As discussed in our related work section, there are several UDA tech-

niques, namely, adversarial DA [Tzeng et al. (2017); Ye et al. (2019); Chen

et al. (2018a)] and divergent-basedDA [Ghifary et al. (2014); Sun and Saenko

(2016); Ben-David et al. (2010)]. To recap, divergent-based DA techniques

aim to reduce the shift between source and target domain distributions us-

ing loss functions such as maximum mean discrepancy. They aim to create

domain invariant features for enhanced classification in the unlabelled tar-

get domain. Figure 4.1 shows the source and target domains do not occupy

the same area in the feature space and results in misclassification of the

target domain. The difference between the feature maps can be minimised

to bring the source and target together in the feature space. This leads to

more accurately classified target domain imagery.

Consider the example shown in figure 4.2, a source dataset has images

containing cats with blank backgrounds, and the target dataset contains cats

with backgrounds. Normally for divergent-based DA, the feature maps pro-

duced from the last convolutional layers of the feature extraction part of the

network are chosen to be minimised, e.g. the 13th layer of the VGG16 net-

work as shown in figure 4.2. The difference between the feature maps is

calculated using, for example, the mean absolute error loss or maximum

mean discrepancy. The chosen loss function LUDA is then added to the origi-

nal classification loss Lclass for updating the network’s weights during training.

The total loss is:

Totalloss = Lclass + αLUDA (4.1)
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Figure 4.1: Diagram of domain adaptation feature space. The triangles and circles de-
note two different classes. Before domain adaptation, the source and target domain are
apart in the feature space, meaning that the source domain classifier (dashed line) is not
optimal on the target domain. After domain adaptation, the classifier is able to classify
both source and target domains to equal success.

where α is a hyper-parameter that can be introduced to control the do-

main adaptation’s learning process. The feature maps produced from the

last extraction convolutional layer will ensure that all the weights from the

previous layers will be updated to create invariant features through back-

propagation and gradient descent.

These methods have only been applied to classification problems and,

until recently, did not consider class information which can cause inferior

results [Kang et al. (2019)]. Additionally, researchers have not yet inves-

tigated unsupervised adaptation across RGB-LWIR modalities or detection

problems.

Detection problems require structured outputs as it is essential to keep

the spatial information in the feature map. Creating modality invariant fea-

tures for detection using corresponding RGB-LWIR imagery could be achieved

using these divergent-based DA methods. This would be logical as each

modality’s pixels would be lined up in both space and time. Minimising the
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Figure 4.2: Figure showing two images of cats taken from different domains. To create
domain invariant features in the classification network we calculate the difference be-
tween the feature maps produced and add this to the original classification loss.

Figure 4.3: Example of non corresponding imagery taken using Thales thermal imager
and Balser RGB camera. Images are rescaled for display purposes.

difference between them to create domain invariant features would therefore

be possible. However, it is challenging to fully align the distribution for tasks

that require these structured outputs; in other words, it is challenging to align

objects and background in space and time to perform pixel per pixel com-

parison. In addition, we want our approach to apply to non-corresponding

RGB-LWIR imagery as this is more achievable for real-scenarios in Security

and Defence. The feature maps produced from non-corresponding imagery

contain one or several objects and background information which do not line

up in time or space with each other. Figure 4.3 shows an example of non-

corresponding imagery.
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We propose using these divergent-based techniques to create modality

invariant RGB and LWIR features for non-corresponding imagery by empir-

ically adjusting the hyper-parameter of the RGB-LWIR shift during training.

As the imagery is non-corresponding, we do not want to create completely

invariant features which are not useful for localising and classifying objects

within the imagery.

To summarise, in this chapter, we answer the following questions:

• Can detection networks trainedwith RGB imagery detect in non-corresponding

LWIR imagery?

• If so, can we adapt this network to enhance LWIR detection further in

an unsupervised manner?

The rest of this chapter is laid out as follows. Section . describes our

unsupervised adaptation to the detection network, section . explains the

datasets used and section . details our experimental and evaluation ap-

proach. Finally, section . concludes our findings.

4.2 Methodology

In this section, we detail our modality adaptation of the RGB detection net-

work to create RGB-LWIR invariant features.

4.2.1 Our Unsupervised Modality Adaptation

We plan to use divergent-based DA for the unsupervised LWIR adaptation

to an RGB trained object detection system in this work. We choose Faster

RCNN (FRCNN) as our detector as it consists of a feature extraction network

similar to that in the classification networks used in previous divergent-based

DA approaches.
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Figure 4.4: Our proposed adaptation to the FRCNN network. RGB and LWIR images
are passed separately through the feature extractor of the FRCNN network. The distance
between the features maps produced is measured using the mean squared error loss
(Mloss). The RGB feature map is passed through the rest of the FRCNN network as usual.
The Mloss is added to the original FRCNN loss when training.

When RGB and LWIR images are input into an RGB trained FRCNN

detector, they will produce different feature maps. This is because RGB

imagery has pixel values from 0-255 across three channels (red, green and

blue), whereas the LWIR image is made up of one channel of pixel values

from 0-255. In addition, the RGB and LWIR sensors are detecting different

wavelengths of the EM spectrum, as detailed in chapter one. When the

LWIR modality feature map is passed to the region proposal and evaluation

network, objects will not be found and classified correctly at the same rate

as RGB. It is, therefore, necessary to adapt the RGB trained detector for

detection in LWIR imagery.
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In our proposed scenario, we have only labels for the RGB imagery;

therefore, the LWIR image cannot go through the region proposal or eval-

uation network of the FRCNN network, as shown in Figure 4.4. To create

modality invariant features, we measure the difference between the RGB

and LWIR feature maps produced from the feature extraction network. We

then add this difference to the original FRCNN loss function to update the

network during training. As discussed earlier, this UDA technique is usually

used for classification tasks only. This is because the location of objects

in the imagery will be centred with little background present. In detection

problems, the location of objects (i.e. spatial information) is important, and

so minimising the difference between feature maps that are not correspond-

ing between the source and target datasets may lead to the network learning

noise. However, we propose using this technique for our non-corresponding

RGB and LWIR imagery. We observe that the feature maps produced from

RGB and LWIR imagery are very far apart when using dimensionality reduc-

tion techniques and viewing in a 2D space, as shown in Figure 4.5. Each

point in this figure represents the feature map of one image transformed into

a 2D representation. The aim will be to minimise these modality changes be-

tween the feature maps rather than the changes in specific object classes,

thereby improving the LWIR imagery’s detection rates. This will require em-

pirically tuning the network so that the difference in feature maps are min-

imised to just the correct level; we will discuss this in more detail later in the

experiments and results section.

Among the multiple ways to measure the difference between the two fea-

ture maps, we use the mean squared error (Mloss) for our task as it is a simple

but effective way to measure the difference. The Mloss loss is shown in the
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Figure 4.5: 2D feature space representation of our approach to modality adaptation. The
figure shows the RGB and LWIR sub classes inside the modality class feature space.
Each red star and black square represent a feature map from one image transformed
into a 2D representation. We use the mean squared error loss to decrease the distance
between the two modality sub classes as shown by the green arrow.

following equation:

Mloss = r ∗ t

s∑
l=

r∑
m=

t∑
n=

(Xl
m,n − Yl

m,n) (4.2)

where r and t are the height and width of the featuremap, s is the total number

of feature maps (i.e. depth), Xm,n and Ym,n are the values of a point m, n in a

RGB and LWIR feature map respectively. Figure 4.4 shows where we apply

the Mloss in the FRCNN network architecture when training.

Figure 4.4 shows how the RGB and LWIR images are passed through

the same extraction network and produce feature maps at layer 13. The

Mloss of these features maps are calculated and added to the original FR-

CNN loss function, which has been explained in detail in chapter three. The

RGB feature map produced then passes into the region proposal network.

This network creates proposals (i.e. bounding boxes) for suspected objects.

These proposals combine with the feature map produced after extraction.

After region of interest pooling is performed, the object within the region is

then classified. When training, the network is updated with the FRCNN loss
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plus the MSE loss Mloss.

Final Loss

The final loss is formulated as the sum of the FRCNN loss (FRCNNloss =

Anchorloss + Objectiveloss + BoundingBoxloss + Classificationloss) and the mean squared

error loss (Mloss) such that:

Finalloss = FRCNNloss + αMloss (4.3)

where α is a weighting factor to balance the influence of the modality adapta-

tion during training. While perfect correspondence between RGB and LWIR

will make the adaptation more successful, this schema can also work for

non-corresponding images, as we demonstrate in the experimental section.

The value of α can be tuned according to this and is determined experimen-

tally, as shown in the results section.

4.3 Datasets

Thales Dataset

We create our RGB-LWIR dataset usingmilitary-grade defence cameras and

capture unsynchronised (cameras did not start and end at the same time)

RGB and LWIR imagery. Cameras were mounted next to each other on a

tripod, so the fields of view are similar but not identical. The RGB camera

has a resolution of x , and Thales LWIR imager has a resolution of

x . The weather in the imagery is cloudy, dull and dry, and the back-

ground consists of the sky, trees, bushes and a paved light coloured road.

There are a stationary vehicle and trailer to the left in all the imagery, with

the number of object classes in the imagery range from one to five. People
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Figure 4.6: Examples of imagery in Thales dataset from the RGB and LWIR cameras.
Images are rescaled for display purposes.

travel on random walks and are regularly occluded by each other, the ve-

hicle, the trailer, and when they walk out of the field of view of the camera.

There are instances of people lunging, crouching, making irregular shapes

with their bodies and hiding behind the trailer and vehicle. Object classes

included in labelling are people and land vehicle. The dataset contains

labelled RGB and labelled LWIR images. Examples from this dataset

are given in Figure 4.6.

FLIR dataset

The FLIR dataset [F.A.Group] consists of synced (in time) annotated thermal

imagery ( x ) and RGB imagery ( x ) taken in Santa Barbara,

California. Cameras were approximately cm apart and collimated to min-

imise parallax. The RGB imagery has a larger field of view than the LWIR

imagery; the field of view for the LWIR imagery is contained within the RGB

field of view. Therefore, to use the LWIR annotations provided for the RGB

imagery, some preprocessing of the RGB imagery was required. , la-
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Figure 4.7: Examples of imagery in FLIR dataset from the RGB and LWIR cameras. Im-
ages are rescaled for display purposes.

belled images taken in the day-time were used in our experiments, some of

which are shown in figure 4.7. Although we were unable to use the entire

dataset due to computational issues, it is important to show that this method

is applicable to small datasets.

4.4 Experiments and Results

To reiterate, this work aims to create modality invariant features for detection

in non-corresponding RGB and LWIR imagery in an unsupervised manner

with respect to the LWIR labels. To produce these modality invariant fea-

tures, we use our novel unsupervised modality adaptation network. In this

section, we will explain the details of our experiment and discuss the results.
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4.4.1 Experiment: Creation of Modality Invari-
ant Features

To train our unsupervised modality invariant adaptation network, a LWIR and

RGB image are passed through the feature extraction part of the FRCNN

network one at a time. The resulting feature maps produced are minimised

using the mean squared error loss function during the training process, as

explained in the methodology section. The test set RGB, and LWIR images

are used to assess the adapted network using F1 scores as the evalua-

tion metric. This experiment is repeated three times, and an average F1

score is taken to ensure consistency. The FRCNN network trained with only

RGB labelled imagery and tested with the LWIR imagery is our baseline for

comparing our adapted network. Note the VGG16 part of both networks is

pre-trained using the ImageNet dataset as detailed in chapter three.

We randomly select % of each of the datasets for training the detection

networks and % for testing. Of the available classes, we use both vehicle

and people. For the FLIR dataset, we have access to corresponding im-

agery, so we use this for comparison purposes only and show the effect of

using our adaptation when RGB and LWIR imagery are lined up in time and

space.

4.4.2 Thales Dataset Results

Figure 4.8 shows F1 scores over five epochs for different values of α. We can

see that when α = − , the F1 scores decease through the training epochs.

Both α = − and α = − help improve F1 scores from the baseline values,

however − achieves consistently higher F1 scores. Therefore, we choose

alpha to be − for the Thales dataset. Our network is sensitive to the value

of α because if theMloss is excessively large, it will overpower the FRCNN loss
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Figure 4.8: F1 scores produced when testing Thales LWIR imagery on adapted network
trained with different values of α.

and only learn modality invariant features without learning how to localise

and classify the object classes.

F1 Scores

Table 4.1 shows the average F1 scores produced with and without our unsu-

pervised modality adaptation using both the Thales RGB and LWIR dataset

at each of the five training epochs. By looking solely at the non-adapted

FRCNN version, it can be seen that F1 scores for the LWIR imagery de-

crease after every epoch when training on RGB data. This is because, with

every passing epoch, the features are becoming more specific to the RGB

imagery. When using our proposed metric combiningMloss and Floss, the RGB

F1 score remains relatively the same while the F1 score for LWIR improves

with nearly every epoch. We choose to compare the F1 score from the fifth

epoch as this is when training for the RGB maximises. Adding the Mloss to

our training process consistently improves the LWIR F1 scores on average

by ∼ %. We conclude that the network is adapting to the object detec-



4.4. EXPERIMENTS AND RESULTS 87

Loss Epoch RGB F1 LWIR F1

FRCNN 1 86.8 67.8

FRCNN 2 87.1 66

FRCNN 3 92.9 64

FRCNN 4 93.8 59.5

FRCNN 5 95.3 60.2

Ours 1 79.3 71.3

Ours 2 88.5 74.6

Ours 3 91.9 78.3

Ours 4 91.6 74.3

Ours 5 93.8 79.3

Table 4.1: F1 scores produced when training the normal FRCNN network and our unsu-
pervised adaptated FRCNN network using the Thales dataset.

tion task and learning more modality invariant features with every epoch,

thanks to the use of our proposed unsupervised modality adaptation. Fig-

ure 4.9 shows some Thales detections produced using the FRCNN network

and our adapted version. It is clear that our unsupervised adaptation greatly

increases the number of correctly labelled object classes.

4.4.3 FLIR Dataset Results

Figure 4.10 shows that the FLIR dataset requires more training than the

Thales dataset to saturate. This is because the FLIR data containing more

diverse and complex imagery. From figure 4.10, an α value of − causes

the F1 scores for all epochs to fall to zero, implying that the Mloss is domi-

nating the weight updating process and causing the original FRCNN loss to

be insignificant. Hence the network cannot learn how to detect and classify

the imagery correctly. By reducing the α value to − , we see that the Mloss
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Figure 4.9: Thales dataset with detections produced by FRCNN trained with the original
Floss only (top row) and with our additional Mloss (bottom row).

influence is still detrimental to the overall learning process as it produces

lower F1 scores than the network trained with solely RGB imagery. How-

ever, it shows an improvement upon the − value, so we next experiment

with α = − . This value of α improves the F1 scores over the baseline,

representing the best compromise between learning only features best for

RGB imagery and total modality invariant features which are not capable of

accurate detection.

F1 Scores

We find that training with the RGB imagery from the FLIR dataset maximises

around − epochs. F1 scores for , and epochs are displayed in Ta-

ble 4.10. Note that when training FRCNN, the RGB F1 score increases with

every epoch, while the LWIR drops by only . %, much less than the Thales

dataset. This could be due to the FLIR dataset containing a more diverse

range of images with changing backgrounds, more object classes, clutter

and occlusions. This means that the features learnt do not over-fit as much

to training RGB data as the Thales dataset. When incorporating theMloss into
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Figure 4.10: LWIR F1 scores with α when trained on FLIR dataset.

training, the F1 scores increase with every passing epoch as they do with

the Thales dataset. At training epoch , theMloss can increase the F1 score

on LWIR imagery by % and % when using non-corresponding and corre-

sponding RGB-LWIR imagery, respectively. Corresponding imagery shows

the biggest improvement in F1 scores, but our method still works otherwise.

This is a great advantage in most situations as it is extremely difficult, time-

consuming and expensive to collect and prepossess corresponding imagery.

From the result tables 4.1 and 4.2, we can see that the Mloss significantly

improves the detection rate in LWIR imagery whilst maintaining RGB per-

formance. The FLIR dataset has lower F1 scores overall than the Thales

dataset as this imagery is more complex and represents a more difficult

detection problem. These images are incredibly cluttered, have changing

backgrounds and object classes are continually occluded. Some scenes

have ten plus objects classes per image with many objects overlapping.

At the time of writing, state-of-the-art methods trained with FLIR imagery

produced amean average precision (mAP) of . % over three object classes:

person, bicycle and vehicle [F.A.Group]. They trained RefineDet [Zhang
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Network trained Data type Epoch RGB F1 LWIR F1

FRCNN - 5 46.6 30.8

FRCNN - 10 64.5 29.7

FRCNN - 15 64.2 29.7

Ours non-corresponding 5 51.9 27.6

Ours non-corresponding 10 64.3 32.0

Ours non-corresponding 15 64.5 38.7

Ours corresponding 5 43.2 29.6

Ours corresponding 10 63.8 42.9

Ours corresponding 15 63.9 42.3

Table 4.2: F1 scores produced when training the normal Faster RCNN (FRCNN) and
our unsupervised adaptation network using the FLIR dataset. We make use of FLIR’s
correspondence between the RGB and LWIR imagery for comparison purposes.

et al. (2017)], a single shot detection network, using the FLIR LWIR imagery.

So our F1 scores for LWIR imagery are excellent considering no LWIR labels

were used for training, and we used a much smaller subset of the data.

We use the FLIR dataset in this thesis to show that transfer learning, and

unsupervised adaptation is possible even in cluttered scenes. This has been

proved in two different datasets to avoid extracting the conclusion that this

method is dataset-specific. With the FLIR dataset, we also can show the im-

portance of correspondence between the RGB and thermal imagery. Having

corresponding imagery maximises the adaption process, as shown in Table

4.2. This was expected given the definition of Mloss in equation 4.2, where

pixel by pixel comparison is performed. However, corresponding imagery is

not always possible, so the fact that this method works in non-corresponding

imagery means that it is more applicable to real-life situations.
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Figure 4.11: Representation of our approach to the optimization of the MSE loss and its
overall effect on the feature space for FLIR imagery. Red stars and black squares rep-
resent the RGB and LWIR feature maps respectively. The black arrow represents the
direction we want the RGB features to move in.

4.4.4 Learned Feature Space

To support our results and prove that the network weights are becomingmore

invariant to changes in modality and the features are coming together in the

feature space, we use t-distributed stochastic neighbour embedding (T-SNE)

[van der Maaten and Hinton (2008)] to view the feature maps produced. T-

SNE is a non-linear dimensionality reduction technique used for embedding

high dimensional data (in our case, featuremaps) to a low dimensional space

of two or three dimensions for visualisation purposes. T-SNE converts high

dimensional euclidean distances between data points into conditional prob-

abilities that represent similarities. More details can be found in appendix

A.5.

Figures 4.11 and 4.12 show the 2D feature space produced when us-

ing T-SNE on feature maps from FRCNN trained with and without the Mloss

function for the FLIR and Thales datasets. As we can see, training without

Mloss produces a feature space with the RGB and LWIR feature maps at a

distance to each other. The Mloss loss function influences the feature space,

so changes in modalities are less pronounced. If the α hyper-parameter of

the MSE loss is too large, it can create a feature space with the RGB and
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Figure 4.12: Representation of our approach to the optimization of the Mloss and its over-
all effect on the feature space for Thales imagery. Red stars and black squares represent
the RGB and LWIR feature maps respectively.

LWIR completely overlapping, but this can cause detection rates to fall to

zero. This is because the Mloss overpowers the other losses, and the net-

work learns only to create modality invariant features and not how to detect

and classify objects. Figures 4.11 and 4.12 represent the compromise be-

tween creating modality invariant features and learning to detect objects and

classify them correctly.

4.5 Conclusion

This chapter shows that common divergent-based domain adaptation tech-

niques usually used for classification tasks can be applied to RGB-LWIR

multi-modal detection problems. This approach presents an unsupervised

method to address scenarios when only small labelled LWIR datasets are

available for training.

Firstly, we demonstrate that RGB trained detection networks can pro-

duce modality invariant features, thereby proving transfer learning is pos-

sible between RGB and LWIR images. In addition, we create an unsuper-

vised modality adaptation to an RGB trained detector for detection in LWIR

imagery and show that this technique applies to realistic non-corresponding
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imagery.

The unsupervised modality adaptation is achieved by minimising the dif-

ference between featuresmaps produced fromRGB and LWIR imagery. The

mean squared error loss is used to measure this difference and is subse-

quently added to the other FRCNN losses when training. The network pro-

duced is capable of high detection rates in LWIR imagery, up to ∼ % over

baseline results, while maintaining its RGB performance, thereby creating a

multi-modal object detection algorithm.

Despite the high detection rates using this method, it is limited in how

well it can perform as all the features required for % detection in LWIR

cannot be learnt via this method. In addition, object class information was

not included in the adaptation, so this solution may not be optimal. The

fine-tuning technique could push the detection rates higher; however, this is

a supervised approach and would require labelled LWIR imagery. Another

con of this method is that the RGB and LWIR datasets were taken in the

same domain, i.e. with the FLIR dataset, the imagery was taken on a bright

sunny day in California. This means that this technique may not work as well

when, for example, the RGB dataset contains imagery taken in bright sunny

California weather, snowy winter weather in Montreal and dull wet weather

in Britain. Minimising differences in both domain and modality may cause

this method to fail with such small datasets available for training.

To conclude, this work shows that high detection rates can be achieved in

LWIR imagery by simply leveraging RGB labelled imagery taken in a similar

domain. These results will be of particular interest to those in the defence

sector who do not have access to large labelled LWIR datasets. In the next

chapter, we will explore generative methods to solve the lack of labelled

LWIR datasets.



5
Unsupervised Object Detection via

LWIR/RGB Translation
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Abstract

Generative modelling has created some of the most interesting advances in

deep learning; in particular generative adversarial networks have produced

state-of-the-art results for synthetic data. Synthetic imagery can augment

datasets when there are only small datasets available for training, thereby

improving generalisation and testing accuracy. Translation networks, which

translate imagery from one domain to another, are top-rated for this task.

However, these networks rarely translate acrossmodalities, especially RGB-

LWIR. In addition, synthetic imagery has seldomly been used for detection

purposes. This chapter proposes a novel unsupervised adaptation to the

CycleGAN translation network for non-corresponding RGB-LWIR imagery.

We aim to translate LWIR to RGB imagery for detection on an RGB trained

detection algorithm. In addition, we translate RGB to LWIR for fine-tuning

an RGB trained detector for detection in real LWIR imagery. This method

produces the best results in real LWIR imagery, with F1 scores of up to . %.

5.1 Introduction

In this chapter, we again tackle the dearth of LWIR data available for training

object detection algorithms. In the previous chapter, we covered an unsu-

pervised modality adaptation approach by availing of labelled RGB data.

Specifically, we minimised the difference between RGB-LWIR feature maps

to create modality invariant features, thereby producing a multi-modal object

detection system. Although this approach produced acceptable results, it is

not optimal as the best results still require large training datasets and labels.

From our related work section, we saw that generative adversarial net-

works (GANs) [Goodfellow et al. (2014)] are the current state-of-the-art method
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for creating synthetic imagery. Good quality synthetic imagery would al-

low algorithms to be trained on larger datasets hence improving accura-

cies. GANs have had colossal success [Karras et al. (2017); Kazeminia

et al. (2018)]; however, creating synthetic LWIR imagery from random noise

would be an incredibly difficult task. Leveraging RGB imagery taken in a

similar domain and using it for translation would make LWIR image gener-

ation easier. From the literature review, we learnt that conditional GANs

[Mirza and Osindero (2014)] could be used for supervised image-to-image

translation. However, it is the unsupervised translation network CycleGAN

[Zhu et al. (2017a)] that we are interested in as we have a dataset of non-

corresponding RGB-LWIR imagery available.

Although translation networks have been successfully implemented for

synthetic image generation for training classification algorithms [Kong et al.

(2019)], very little work has created synthetic imagery for detection. In addi-

tion, limited work has considered translation across modalities, particularly

RGB-LWIR. One paper that does cover this topic is Liu et al. (2018b). They

train generative networks to translate MWIR into grayscale imagery for de-

tection on grayscale trained networks. However, they use corresponding

imagery and therefore supervised learning. This leads us to answer the fol-

lowing question in this chapter:

• Can we create synthetic RGB-LWIR imagery for detection in LWIR im-

agery in an unsupervised manner using non-corresponding imagery?

In this chapter, we address unsupervised RGB-LWIR translation using

non-corresponding datasets which are cluttered and have objects at short-

medium ranges. We realise that current translation networks do not translate

the high-level features of the object classes well. Therefore subsequent de-

tection rates will be adversely affected. We, therefore, propose an novel
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unsupervised object-specific CycleGAN [Zhu et al. (2017a)]. We investi-

gate two approaches which produce synthetic RGB/LWIR imagery using our

novel CycleGAN adaptation. These approaches ultimately lead to high de-

tections rates in cluttered LWIR imagery in a completely unsupervised man-

ner with respect to labelled LWIR imagery.

The rest of the chapter is laid out as follows. Section . explains our

adapted CycleGAN network, section . describes our experimental and

evaluation approach. Finally, section . concludes our findings.

5.2 Methodology

In this section, we detail a conventional CycleGAN framework, its training

procedure and our unsupervised object specific (UOS) extension to enhance

detection in the translated images.

5.2.1 CycleGAN Framework and Training Pro-
cedure

For our experiments, we use the CycleGAN [Zhu et al. (2017a)] as our base-

line translation network. A systematic flow diagram of the CycleGAN is

shown in figure 5.1. This architecture is unsupervised in the sense that it

allows us to use non-corresponding RGB/LWIR datasets.

Training a CycleGAN is achieved using two sets of n images; IRGBi : i =

, , .., n and IIRi : i = , , .., n where IRGBi and IIRi are non-corresponding. To

translate IIRi to its RGB version, we use a generator G, so the translated RGB

image can be represented by G(IIRi ). Generator F translates RGB to IR:

G : IR −→ RGB
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Figure 5.1: CycleGAN flow diagram. A real LWIR image is input into the CycleGAN as
shown in step 1. This image is passed through an LWIR to RGB generator G to create a
synthetic RGB image. This synthetic image is the passed through an RGB to LWIR gener-
ator F to produce a recovered or cyclic LWIR image. The cycle loss is calculated between
the real and recovered images to ensure the structure is maintained from the real image.
In addition, the real and synthetic images are passed to discriminators to decide if they
are real or synthetic. The exact opposite process occurs for the real RGB image shown in
step 2.

F : RGB −→ IR

Each generator has a corresponding discriminator, which seeks to tell

the difference between the real and synthetic imagery:

DRGB : distinguishes IRGB from G(IIR)

DIR : distinguishes IIR from F(IRGB)

The output of these discriminators will return a value describing how cer-

tain they are that the input image was real or synthetic. An output value of

will mean that the discriminator is certain that the image is real, and an
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output of will mean it is certain that it is synthetic. The discriminator will

want to output a for real imagery and a for synthetic imagery. Therefore,

the discriminator training is done using both the real and synthetic sets of

images by solving the following adversarial losses:

Disloss(G,DRGB, IRGB, IIR) = n

n∑
i=

(DRGB(G(IIRi ))) + (DRGB(IRGBi )− ) (5.1)

Disloss(F,DIR, IRGB, IIR) = n

n∑
i=

(DIR(F(IRGBi ))) + (DIR(IIRi )− ) (5.2)

On the other hand, the generator will want to produce imagery that will

fool the discriminator and produce a for synthetic imagery. However, a

generator could output an RGB image that was an excellent example of that

modality but would not have the structure or object classes of the IR. The

cycle consistency loss addresses this issue by comparing the real image with

the recovered image (also called the cyclic image). The recovered image is

produced when the real image is converted to one modality and then back

again. The recovered image should be similar to the original image and the

cycle loss enforces that F(G(IRGB)) ≈ IRGB and G(F(IIR)) ≈ IIR. The cycle

consistency loss is:

Cycleloss(G, F, IRGB, IIR) = n

n∑
i=

||G(F(IRGBi ))− IRGBi || + ||F(G(IIRi ))− IIRi ||

(5.3)

The generative loss Genloss is added to a weighted cycle consistency loss

by hyper-parameter α which is normally [Zhu et al. (2017a)] set to . The
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Figure 5.2: Overall systematic of our unsupervised object specific CycleGAN framework.
Note this illustration needs to be duplicated for training in the CycleGAN way with the
RGB image as input.

total CycleGAN loss is:

CycleGANloss = Genloss + αCycleloss (5.4)

where Genloss = n
∑n

i= (DIR(F(IRGBi ))− ) +
n
∑n

i= (DRGB(G(IIRi ))− ) .

5.2.2 UnsupervisedObject-specific CycleGAN
Framework

We now move to explain the rationale behind our adaptation to the Cycle-

GAN network. While the previous CycleGAN loss may be sufficient to adapt

to similar domains, we observe that they struggle to solve non-corresponding

adaptation across modalities, particularly on the fine-grain details of the ob-

jects of interest in detection imagery. We postulate that the imagery pro-

duced using the original CycleGAN architecture does not translate the classes

of the objects contained in the images to a high enough standard to be de-

tected well, given the complexity and intrinsically difference between RGB
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and LWIR imagery.

In this scenario, we can constrain the adaptation to focus on the objects

of interest which will be later detected, since detection is our final goal. The

emphasis on the object of interest regions during adaptation is made by in-

troducing a new loss function, which we call Object Specific Loss (OSloss).

This loss is minimised simultaneously with the original CycleGAN losses.

Since we aim to find where the objects are in an unsupervised manner, we

assume the object location/presence is not available and we use the out-

put of the detection algorithm rather than the ground truth. The real LWIR

and RGB images pass through an RGB-trained FRCNN network adapted for

LWIR in an unsupervised manner described in the previous chapter. Note,

although this network is adapted for LWIR imagery, it maintains its RGB per-

formance, so it can be used in both modalities simultaneously. The image

passes through the feature extraction and region proposal network of the

FRCNN network (architecture shown in figure 2.3). Here an objective score

and RoI are produced. Normally we only use RoIs with an objectness score

of greater than . . However, the objects in the image which we want to

enhance for detection will not produce such a high objectness score, so we

lower it to . . These RoIs are then passed to the evaluation network where

bounding boxes are produced, and classification is performed. We then use

the bounding box detections (BBD) and L1 loss to minimise the difference

between these areas in the real and recovered images, we call this loss the

OSloss. The OSloss is used to compare the pixel values of the bounding boxes

areas for the real and recovered images. This will help improve the transla-

tion of these objects to the generated image. Figure 5.2 shows a systematic

flow diagram of our proposed network, which includes the original CycleGAN

network plus our new unsupervised object specific (UOS) adaptation. The

OSloss is multiplied by a hyper-parameter λ and added to the original Cycle-
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GAN loss. The BBD function is given as BBD() and the total OSloss is given,

as shown:

OSloss = n

n∑
i=

[BBD(G(F(IRGBi )))− BBD(IRGBi )]

+
n

n∑
i=

[BBD(F(G(IIRi )))− BBD(IIRi )]

(5.5)

where n is total number of images. Thus, the final loss function of our

proposed approach is:

AdaptedCycleGANloss = Genloss + αCycleloss + λOSloss (5.6)

Algorithm 1 gives the training procedure our UOS CycleGAN.

5.3 Experiments and Results

This work aims to produce synthetic RGB/LWIR imagery using our UOS Cy-

cleGAN. Firstly, we use our UOS network to translate LWIR to RGB imagery.

The synthetic RGB images can be used for detection in RGB trained algo-

rithms. Secondly, we fuse synthetic RGB and real LWIR, also for detection
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on RGB trained networks. Finally, we repurpose our UOS network with a

different aim. Thus, we create synthetic LWIR from annotated RGB images

and use this imagery for effective training of deep learning detectors for im-

proved detection in real LWIR data. In this section, we describe the imagery

in the two datasets, the experimental setup and the details of our two exper-

imental methods, the results produced, and the conclusions that are drawn.

5.3.1 Datasets

Two datasets are used to validate our approach, namely, Thales and FLIR

[F.A.Group]. The Thales dataset is a subset of the imagery used in chap-

ter 4 containing 233 LWIR images and 233 RGB images of size x ,

which are non-corresponding. A subset of the images in chapter 4 are cho-

sen where the background remains constant to confine the problem and in-

vestigate translation between modalities. In addition, due to computational

issues, the dataset had to be kept small. To recap, this dataset contains

people which move in and out of the field of view of the camera. Occlusions

do occur, and there is little clutter. The dataset was recorded during the day

in Glasgow UK with observation distances from 1-50 meters.

In our second dataset, we choose 200 LWIR images of size x and

200 RGB images of size x from the FLIR online dataset. Again a

small subset of the data in chapter 4 is used for computational reasons. The

FLIR dataset is recorded using a dashboard camera on a vehicle driving

the streets of Santa Barbara CA and, therefore has a constantly changing

background with high numbers of objects per frame present and cluttered

scenes. We take a selection of daytime imagery and use object classes

person and vehicle. The RGB and LWIR imagery is corresponding; however,

we do not make use of this in our work. This is because we aim to replicate
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a realistic scenario where corresponding imagery is not always possible.

5.3.2 Experimental Setup

In this chapter, we aim to achieve detection; thus, it is possible to assess

our translation approaches by performing object detection and comparing

F1 scores. We choose FRCNN with VGG16 extraction network trained us-

ing % of the real RGB data and tested with % of the real LWIR imagery

as our baseline. For comparison purposes we also train and test our adapted

FRCNN network used in chapter 4 on our new subset of images. Both FR-

CNN networks are pre-trained with the ImageNet dataset.

We train the translation networks also using % of the images in the

RGB-LWIR dataset; the remaining % is used for testing.

The LWIR imagery, which has one channel, is used three times to create

a three-channel image to match the number of channels in the RGB image.

We resize the images to size x for computational reasons. We use

hyperparameter values α = and λ = . in equation 5.6 in all our ex-

periments, which were empirically determined. All CycleGAN networks are

trained using a learning rate of . and decay epoch of . The method

was developed using the PyTorch deep learning toolbox.

5.3.3 Experiment 1: LWIR to RGB Translation

The first aim of experiment one is to show that we can use translation net-

works to convert LWIR imagery to RGB to a good enough standard for de-

tection on RGB trained networks. The second aim is to show that our UOS

CycleGAN network improves synthetic RGB F1 scores (with respect to other

translation methods we test) when tested on RGB trained detection algo-

rithms. We will now explain how we train and compare our translation net-
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works.

We train the translation network separately using the training set for both

the Thales and FLIR dataset. Training stops when saturation of the loss

function occurs, i.e. it plateaus and does not change. Generator G is used

to produce synthetic RGB imagery using the network weights produced at

several different epochs. We observe which epochs produce consistent F1

scores and take an average over these epochs. It is this average F1 score

that we use when comparing our method to other translation networks. The

translation networks we compare include the original CycleGAN and the

UNIT translation [Liu et al. (2017)] networks (architecture described in the

Appendix A.6). We also validate our approach using real LWIR imagery as

input to the FRCNN network and our unsupervised modality adapted (UMA)

FRCNN network from chapter 4 as it is necessary for the synthetic imagery

to achieve higher detection rates to merit using our translation approach. In

addition, we test the pixel by pixel fusion of the synthetic RGB and real LWIR.

We will now explain the rationale behind the fusion of these two images.

After implementing the IR2VI [Liu et al. (2018b)] structure connection

(discussed in related work section) to maintain background structure within

the synthetic imagery, we find that detection in the synthetic imagery de-

creases to zero. This is because our dataset contains objects taken from

short-medium distances from the camera, whereas IR2VI use datasets with

long-range targets which incorporate fewer pixels of information. The struc-

ture connection is specifically used to maintain background. Our imagery

contains less background information as it has many foreground objects

present. As the IR2VI dataset consists of majority background information,

the structure connection works well. However, for our case, it is not able to

keep the structure of the foreground objects needed for detection. We, there-

fore, investigate combining the LWIR image directly with the synthetic RGB
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Figure 5.3: Overview of our approach for Experiment 1 - LWIR-RGB translation. The real
LWIR image is translated to RGB using generator G before being passed to the detector.
In addition, we combine this generated image with the original LWIR image for detection.

(early fusion) for detection in order to maintain object structural information.

Figure 5.3 shows an overview of our approach to the first experiment.

We now discuss the results achieved using both the Thales and FLIR

datasets for this experiment.

Experiment 1 Results: LWIR to RGB Translation

Our translation models are tested with the remaining % of the Thales and

FLIR LWIR data. Figure 5.4 show where the F1 scores are consistent over a

number of epochs using the CycleGAN and our adapted network. Table 5.1

shows the F1 scores produced at various α values. It is clear that using α

equal to is detrimental to the synthetic imagery causing F1 scores to fall to

zero for both the Thales and FLIR datasets. We experiment with values of

alpha that decrease by a factor of . There was limited time to experiment

with more values of alpha as training these GAN networks are extremely

time-consuming. Therefore, this work seeks to represent a proof of concept

only. Alpha equal to . , produces the highest F1 score and is, therefore, the

value we choose to use in our experimentation.

Table 5.2 displays the average F1 scores produced using the different

translation networks and approaches. From this table, we note the baseline
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Alpha value Thales FLIR
1.0 0.0 0.0
0.1 67.1 9.5
0.01 65.4 6.9
0 64.6 7.7

Table 5.1: F1 scores produced when synthetic RGB imagery produced from our adapted
CycleGAN at various values of alpha is passed through and RGB trained FRCNN detec-
tor.

GAN used: Detector used: Imagery tested Thales FLIR
- FRCNN Real LWIR 51.3 20.0
- UMA FRCNN Real LWIR 62.6 29.7

UNIT GAN FRCNN Synthetic RGB 24.0 0.1
CycleGAN FRCNN Synthetic RGB 64.6 7.7

Ours FRCNN Synthetic RGB 67.1 9.5
Ours FRCNN Synthetic RGB + Real LWIR 73.0 26.3

Table 5.2: F1 scores from Experiment 1: LWIR-RGB translation.

F1 scores. When training FRCNN with RGB data only and testing LWIR im-

agery, we see that the Thales dataset produces a higher F1 score of . %

than the FLIR dataset, which achieves %. This is because the Thales

dataset has a constant background and a maximum of 6 objects per frame,

while the FLIR dataset has many more objects, clutter, occlusions and con-

stantly changing backgrounds. This means the Thales synthetic imagery is

of better quality and therefore results in higher F1 scores. We see also that

our UMA FRCNN produces higher F1 scores than FRCNN when testing the

real LWIR imagery, which is as expected.

We can see from the results that our UOS CycleGAN improves the F1

scores by . % with respect to the original CycleGAN network and by up to

. with respect to the UNIT GAN for the Thales dataset. The UOS Cycle-

GAN improves F1 results for the FLIR datasets by . % with respect to the

UNIT GAN and . % with respect to the original CycleGAN. The UNIT GAN

clearly does not perform well for our problem of modality translation. This
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(a) Thales dataset

(b) FLIR dataset

Figure 5.4: Test set F1 scores produced when using weights from detector trained at
different epochs. We can see that our method produces consistently better results than
the original CycleGAN method across both datasets.

could be down to the UNIT GANs more complex network as it maps the im-

agery to a shared latent space using encoders and then a generator network

translates the imagery. These encoders could cause structural information

to be lost and therefore results in poor quality translation.

Creating synthetic imagery using our UOS method for detection using

FRCNN produces higher F1 scores ( . %) than using real LWIR imagery
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with FRCNN and UMA FRCNN ( . %, . %) for the Thales dataset and so

merits using this translation approach. However, this is not true for the FLIR

dataset, where the UMA FRCNN tested with real LWIR imagery produces a

higher F1 score of . % than our UOS CycleGAN imagery . %. This low

F1 score for the synthetic FLIR imagery is because there are changing back-

grounds and many more objects from two different classes to translate. In

addition, there are many overlaps of objects which the CycleGAN struggles

to do even with our adaptation. We address this issue by fusing the real

LWIR and synthetic RGB imagery. The fusion helps to maintain both the

structure of objects and the background in the image. Using our UOS net-

work and fusion technique, we can improve detection rates to . % for the

FLIR dataset, however, this is still lower than our UMA method from chapter

4. Finally note that fusing real LWIR imagery with synthetic RGB produces

the highest F1 score for the Thales dataset of %.

Figure 5.5 and 5.6 display some of the synthetic RGB images created

using the different translation methods, where we can corroborate how the

fused images provided themost realistic image, especially in the FLIR dataset.

In the following subsection, we will present our approach and results in

our second experiment, fine-tuning with synthetic LWIR.
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Real LWIR CycleGAN Ours Fusion

Figure 5.5: Figure displaying real Thales imagery, its translated RGB image (using Cycle-
GAN and our adaptation) and the fusion of the real LWIR and generated RGB image.

Real LWIR CycleGAN Ours Fusion

Figure 5.6: Figure displaying real FLIR imagery, its translated RGB image (using Cycle-
GAN and our adaptation) and the fusion of the real LWIR and generated RGB image.
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5.3.4 Experiment 2: Fine-tuningwith Synthetic
LWIR

Figure 5.7: Overview of our approach for Experiment 2 - Fine-tuning with synthetic LWIR.
Real RGB is translated to synthetic LWIR using generator F. These synthetic LWIR are
used for fine-tuning the RGB trained detection algorithm for testing real LWIR imagery.

Our approach for the second experiment is presented in Figure 5.7. Firstly,

we create synthetic LWIR imagery using the RGB to LWIR generator F net-

work. This network is produced in the first experiment when training with

% of the training data. We can reuse the RGB labelling with the synthetic

LWIR imagery, since the objects remain in the same locations after adapta-

tion. This has great application since LWIR datasets are sparse in compari-

son with RGB imagery. The FRCNN detection network pre-trained with %

of real RGB imagery is fine-tuned with the test set synthetic LWIR with RGB

ground truth labels. We test the real LWIR imagery on this network. The

RGB trained network is also fine-tuned with real LWIR for comparison pur-

poses only (so the empirical best-case limit can be found) since it requires

extra manual annotation from us.
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Experiment 2 Results: Fine-tuning with synthetic LWIR

Figure 5.8 and 5.9 and show some examples of synthetic LWIR imagery pro-

duced. Visually the objects appear more defined than in the synthetic RGB.

This could be because LWIR imagery has less information (1 channel) to

produce than RGB (3 channels), and going from more to less information

is an easier task to achieve. Also, estimating both chrominance and lumi-

nance levels in RGB imagery can be difficult, and we do not have to deal with

this problem in LWIR imagery. The F1 scores produced using the Thales

and FLIR datasets are shown in Table 5.3. As expected, fine-tuning with

synthetic LWIR and testing with real LWIR produces much higher F1 scores

than those in experiment 1. When testing the Thales and FLIR real LWIR im-

agery, we achieve F1 scores of . % and . % respectively. These results

are comparable to the F1 scores produced when fine-tuning with real LWIR

imagery but with the crucial advantage of not requiring extra annotation in

LWIR. This approach shows how accurately we can detect in LWIR imagery

using no real LWIR images or labels for training our detection algorithms.

Network FT with: Imagery tested Thales FLIR
Synthetic LWIR Real LWIR 85.6 45.6
Real LWIR Real LWIR 94.2 59.8

Table 5.3: F1 scores from Experiment 2: Fine-tuning with synthetic imagery.

5.3.5 Additional Experiments

We will now look at some additional experiments to show the boundaries of

our work for experiments 1 and 2.
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Figure 5.8: Synthetic Thales LWIR imagery (top row) translated from RGB imagery (bot-
tom row) created using UOS CycleGAN.

Figure 5.9: Synthetic FLIR LWIR (top row) translated from RGB imagery (bottom row)
created using UOS CycleGAN.



5.3. EXPERIMENTS AND RESULTS 114

Experiment 1 Generalisation

From experiment 1 results, we showed that RGB detection algorithms could

detect in synthetic RGB imagery and LWIR imagery, suggesting that the

detection algorithms are not over-fitting to the training dataset of real RGB

imagery. To further show how well our detection algorithms generalise, we

show the F1 scores produced when training with the real RGB FLIR dataset

( % of training data which equates to images) and testing with synthetic

RGB Thales. The same idea is used with the Thales dataset, where %

which equates to images are used for training and the synthetic FLIR

imagery are used for testing. In addition, we make use of the labelled FLIR

imagery available and train a detector with , RGB images to show F1

scores for both the synthetic RGB Thales and FLIR imagery.

Detector trained with: Synthetic Imagery tested: F1
163 Thales images FLIR 8.5
140 FLIR images Thales 0
8,000 FLIR images FLIR 12.6
8,000 FLIR images Thales 21.8

Table 5.4: F1 scores for training and testing with different datasets.

Table 5.4 shows the results from this experiment. The detector trained

with the Thales dataset and tested with the synthetic FLIR imagery ( . %)

gives a comparable F1 score to a network trained with FLIR imagery ( . %,

see Table 5.2). This shows that our Thales trained detection network can

generalise very well to imagery taken in different domains. However, the

F1 score for the FLIR trained network tested with synthetic Thales images

gives an F1 score of %. Increasing the number of FLIR training images to

, improves generalisation as both F1 scores for FLIR ( . %) and Thales

( . %) datasets increase. The F1 score for the FLIR dataset, in particular,

has a higher F1 score ( . %) than before when it was trained with 140 im-
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ages of the FLIR dataset with F1 score ( . %). This experiment shows the

importance of training detection algorithms with large datasets for further im-

proving generalisation. When the synthetic Thales imagery is tested on the

network trained with , FLIR images, it has a larger F1 score ( . %) than

the FLIR imagery ( . %). This is because the Thales imagery is less clut-

tered and therefore easier to detect objects in than the FLIR dataset. In ad-

dition, the quality of the Thales synthetic imagery is better than FLIR. Again,

this is because the Thales dataset used for training had a constant back-

ground with little objects, whereas the FLIR data has a constantly changing

background with a high density of objects.

Experiment 2 Generalisation

From experiment two results in Table 5.3, our detection algorithms trained

with synthetic LWIR imagery, produces high F1 scores when tested with real

LWIR imagery, and so suggests that the network is not over-fitting to training

data. To show how the detection algorithms generalise further and show the

quality of our synthetic imagery produced, we test real FLIR imagery on a

detector fine-tuned with synthetic Thales LWIR imagery and vice verse.

Network FT with: Imagery tested F1
Synthetic FLIR LWIR Real Thales LWIR 59.7
Synthetic Thales LWIR Real FLIR 18.4

Table 5.5: Experiment results training with synthetic imagery from one dataset and testing
real imagery from another.

The results of this experiment are shown in Table 5.5. While a drop in

performance is shown in Table 2.2, this is expected in any cross-dataset test-

ing. We see that both the FLIR and Thales datasets achieve good detection

rates when trained on synthetic imagery of the other dataset. This shows

how well our strategy for training detection algorithms can generalise and in
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addition, shows that our translation network produces good quality synthetic

imagery.

5.4 Conclusion

This chapter shows two successful approaches for detection in LWIR im-

agery using only RGB labels for training detection algorithms.

To make use of RGB trained detection networks, we use our novel UOS

adaptation to the CycleGAN architecture to improve the quality of translation

from LWIR to RGB imagery. The synthetic RGB imagery we create is of high

enough quality to achieve good detection rates on a detector trained with real

RGB imagery. Also, we show that the fusion of the RGB generated image

and the real LWIR image can further enhance detection. Secondly, we fine-

tune an RGB trained detector with synthetic LWIR and test with real LWIR.

This method produces the best F1 performance across all approaches and

confirms that our synthetic LWIR imagery is of high quality. We also thor-

oughly show that our detection algorithms are not over-fitting to the training

datasets.

Despite these good results, we show that translating LWIR to RGB will

not work as well when datasets are cluttered and have constantly changing

backgrounds. This is important to note when implementing these methods.

In addition, although our detection algorithms generalise well, they will ben-

efit from training with as large a dataset as possible.

Fine-tuning an RGB detection network with synthetic LWIR produces the

highest F1 scores for real LWIR imagery, up to . %, meaning the best ap-

proach is not multi-modal unless RGB imagery is translated to LWIR. On

the plus side, this network can detect in LWIR datasets taken in different

domains, producing good F1 scores, showing how well the network gener-
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alises. This method could be applied to both the NIR and MWIR modalities

as well.

To summarise, for the first time, we produce synthetic RGB/LWIR im-

agery using our UOS CycleGAN, which ultimately leads to high detections

rates in cluttered LWIR imagery. This work will be of great interest to those

in the defence industry as we show high detection rates are possible with no

labelled LWIR datasets available for training. Moreover, these methods use

non-corresponding datasets and are applicable to real-life scenarios.

Overall, this chapter draws the experimental research portion of the the-

sis to a close. In the following final chapter, we conclude by discussing our

contributions to the field of computer vision with defence applications and

suggest future work pathways.



6
Conclusion
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We start the thesis with an introduction to the field of computer vision in

a Security and Defence scenario, followed by common problems faced by

industry when trying to create a multi-modal detection algorithm for real-life

environments. Chapter two gives background information and a literature re-

view surrounding object detection algorithms, domain adaptation techniques

and generative networks. It is realised that we have to overcome the lack

of LWIR datasets and subsequent research in this modality to achieve our

multi-modal object detection goal. We do this by addressing the following

questions:

1. Can information learnt from training a detector with a LWIR dataset

help detection in another LWIR dataset of different resolution, taken in

a different domain and at a different angle?

2. Can pre-training algorithms with large scale RGB data improve detec-

tion in LWIR imagery?

3. Can detection networks trained with RGB imagery detect in LWIR im-

agery using non-corresponding RGB-LWIR imagery?

4. If so, can we adapt this network to enhance LWIR detection further

without using LWIR labels?

5. Can we create synthetic RGB-LWIR imagery for enhanced detection

in LWIR imagery in an unsupervised manner using non-corresponding

imagery?

Chapter three concludes that common transfer learning and fine-tuning

techniques used within the RGBmodality apply to the LWIRmodality. Specif-

ically, we show that features learnt from training detection algorithms with

high-resolution LWIR imagery can improve detection in low-resolution im-

agery taken in different domains, angles, and objects at varying distances to
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the camera. Furthermore, we show, for the first time, that RGB initialisation

weights are beneficial for LWIR detection problems, significantly improving

F1 scores by up to ∼ %.

Chapter four deduces that transfer learning between RGB and LWIR

modalities is possible; specifically, we convey detection in LWIR imagery

possible using an RGB trained detector. Additionally, we create an unsuper-

vised adaptation to our RGB detection algorithm to detect in LWIR imagery

while maintaining RGB performance, thereby creating a multi-modal object

detector. LWIR detection rates increase by up to ∼ % using our method

over the baseline RGB trained network.

In chapter five, we propose an unsupervised object-specific adaptation

to the CycleGAN network. This adapted network improved F1 scores when

testing the synthetic RGB imagery with respect to the original CycleGAN.

Moreover, we are the first to fuse synthetic RGB and real LWIR imagery

for detection on an RGB trained network, which further improves F1 scores.

These algorithms constitute a multi-modal system as they use both RGB and

LWIR imagery as the LWIR imagery is translated to RGB. Lastly, we create

synthetic LWIR and show, for the first time, that this imagery effectively trains

detectors for improved results in real LWIR data without extra annotation.

This method produces the highest F1 scores of up to . % for LWIR out of

all the unsupervised methods.

To summarise, we, produce:

• One algorithm for LWIR detection in low-resolution LWIR imagery using

supervised techniques,

• Twomulti-modal detection algorithms: an unsupervisedmodality adap-

tation approach and a unsupervised translation approach.

• One final unsupervised option for LWIR detection using synthetic LWIR
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imagery for training purposes.

Despite these approaches’ success, it should be noted that these exper-

iments represent proof of concept. These methods do not work as well with

datasets such as FLIR, where there are continually changing backgrounds

and many cluttered scenes. This issue would need to be addressed, and

the algorithms would need to be trained with much larger datasets contain-

ing more diverse imagery to be deployable as an aid to help human analysts.

6.1 Future Work

In chapter four, we investigate unsupervised modality adaption for RGB and

LWIR imagery. Although this work produces good results, the adaptation

is not object-specific; in other words, we do not take object information into

account when adapting across the modalities. Additional experiments could

incorporate an unsupervised algorithm to cluster objects of the same class

within the RGB and LWIR imagery. The feature maps from object classes of

the same class across the modalities could then be minimised in our adap-

tation. This could lead to creating more optimal modality invariant features.

The best results from this PhD came from the synthetic imagery genera-

tion’s success, producing the highest F1 scores, as described in chapter five.

These results, teamed with the fact generative networks are becoming more

and more popular due to their versatility and success, means they should be

included in any future work. This could include investigations to improve fur-

ther the details of object classes in the synthetic imagery for detection. Also,

investigations should be conducted into maintaining background structure

and fine-tune details that can be lost in the translation process.

A new line of research could be to create synthetic imagery from scratch.

There are currently twomain ways to simulate data, namely, computer graph-
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ics and data-driven generativemodels, which we have previouslymentioned.

Tools such as the Digital Imaging and Remote Sensing Image Generation

[Goodenough and Brown (2017)] and Ondulus IR [Presagis] provide meth-

ods to render synthetic RGB and LWIR imagery respectively for deep learn-

ing algorithms. These methods work particularly well in remote sensing

where the basic backgrounds such as buildings/roads and conditions such

as atmospheric attenuation etc., are relatively simple to model. However,

these methods can take time, particularly when trying to model diverse back-

ground domains.

In some cases, this approach may not be possible without significant in-

vestment. Synthetic imagery can also be made from random noise as the

GAN paper [Goodfellow et al. (2014)] do for many classification datasets

such as the MNIST dataset [LeCun and Cortes (2010)]. The GAN approach

to synthetic data learns from an existing dataset of real imagery as a col-

lection of samples from the true distribution and tries to build a model that

draws additional samples from this distribution. The generated imagery re-

sembles the real data, and if the model is trained correctly, it can produce

high-quality synthetic imagery. However, this would be an extremely difficult

task for detection problems as both object class, and background informa-

tion must be synthesised. This would be an extremely demanding task for

our dataset, considering the number of possible ways in which pixels can be

arranged and the relatively small number of ways pixels can be arranged to

represent object and background information. If successful, producing high-

quality synthetic imagery from random noise for both RGB and LWIR would

remove the need for the computer graphics approach and the need to collect

large training datasets. This would ultimately save both time and money and

be of particular interest to the Security and Defence industry.
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6.2 Commercial Contributions and Impact

This PhD has impacted academia by being one of the first to investigate

transfer learning between modalities. This PhD is also the first to create

synthetic RGB and LWIR imagery using an unsupervised translation net-

work for detection purposes. Before this PhD, unsupervised detection with

respect to LWIR imagery had not been considered, so this work proves that

it is worth investigating further.

These research outcomes have also had significant interest in the Secu-

rity and Defence industry, with the modality adaptation work from chapter 4

winning best student paper at SPIE Security and Defence Conference 2019.

The work of this thesis, particularly the modality adaptation research, is of

real interest to Thales. It is directly applicable to several current projects,

including detecting short and long-range objects in thermal sensors for local

situational awareness. Transfer learning and modality adaptation are key

activities within this customer programme. Utilising trained networks and la-

belled data in the RGB for LWIR imagery applications significantly reduces

the need to train, and crucially, reduces expensive data gathering. This the-

sis’s research will continue to support Thales’ commercial products as there

is a growing need for robust machine learning in their land, sea and air ap-

plications.
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A
Appendix

A.1 Artifical Neural Networks
Artificial neural networks (ANNs) have been around for quite some time and
are inspired by the human brain, first being introduced in 1943 by McCul-
loch and Pitts Fitch (1944). In this section, we first introduce a simple ANN
(perceptron) and then finally, a Multi-layer perceptron (MLP) network.

A.1.1 ANN Introduction
Biological neurons are like switches which switch on when the strength of
input is large enough. When switched on, the neurons produce short elec-
trical impulses which release chemical signals. When another neuron re-
ceives an adequate amount of this signal, it produces an electrical impulse,
and this chain reaction continues. Learning in a human brain occurs through
repetition of activating some switches over others. ANNs aim to mimic this
learning behaviour. The biological neuron is replicated in an ANN by an ac-
tivation function. In classification tasks, this activation function must have a
switch on characteristic. If the input is higher than a threshold value, then
the switch will turn on. A standard activation function is the sigmoid function:

f(x) =
+ exp{−x}

(A.1)

When x is higher than a specific value, the function is activated. These func-
tions must have derivatives which are very important for training which will
be discussed later.
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A.1.2 The Perceptron

Figure A.1: Perceptron with three inputs.

Consider the diagram shown in figure A.1, the circle is the perceptron,
where the activation function is applied. The activation function takes x , x
and x as inputs which are multiplied by weights w , w and w . Note, the
perceptron is called the node in some literature. The weighted input to the
perceptron is:

x w + x w + x w + b (A.2)

An extra bias feature b is generally added (x = ). Bias units do not
connect to any previous layer, and in this sense, do not represent a true
activity.

A.1.3 The Multi-layer Perceptron
Now that we know how a perceptron functions, figure A.2 shows how multi-
ple perceptrons are connected to form a multi-layer perceptron. Note multi-
layer perceptrons are a class of ANNs and are usually used interchangeably.
Multi-layer perceptrons are composed of one input layer, one or more hid-
den layers and a final output layer. When every neuron in a layer connects
to every neuron in the previous layer, the layer is called a fully connected
(FC) layer. Again, an extra bias feature is generally added (x = )

A.1.4 Notation
The weights are denoted by w(l)

ij , where i refers to the perceptron number of
the connection in layer l + and j refers to the perceptron number in layer
l. The bias is connected to each nodes in the following layer. The bias has
no inputs (it always outputs the value +1) as it is not a true node. The bias
weight notation is given by ( b(l)i ). The output notation of the perceptron is
h(l)j , where j denotes the node number in layer l of the network.
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Figure A.2: Multi-layer perceptron with 3 inputs, one hidden layer and one output (bias is
shown here but usually they are implied).

A.1.5 Forward Pass
We will now calculate the output from the input to the neural network:

h( )
= f(w( )x + w( )x + w( )x + b( )

) (A.3)

h( )
= f(w( )x + w( )x + w( )x + b( )

) (A.4)

h( )
= f(w( )x + w( )x + w( )x + b( )

) (A.5)

hW,b(x) = h( )
= f(w( )h( )

+ w( )h( )
+ w( )h( )

+ b( )
) (A.6)

f() is the activation function of the perceptron.

Vectorisation

First we can introduce the new variable z(l)i which is the sum of the input of
perceptron i of layer l. For example, the value of z for the first perceptron in
layer 2 is:

z( )
= w( )x + w( )x + w( )x + b( )

=
n∑
j=

(w( )
ij xi + b( )

i ) (A.7)
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where n is the number of perceptrons in layer 1. This notation can be reduced
to:

z( ) = W( )x+ b( ) (A.8)

h( ) = f(z( )) (A.9)

z( ) = W( )h( ) + b( ) (A.10)

hW,b(x) = h( ) = f(z( )) (A.11)

Generalising these equations we get:

z(l+ ) = W(l)h(l) + b(l) (A.12)

h(l+ ) = f(z(l+ )) (A.13)

A.1.6 The Loss Function
Training constitutes learning what values of the weights link the layers in the
network. We want to reduce the error between the calculated output and the
desired output. For example, given out network in A.2, if we want to obtain
the output of value and the network produces . , then the error would equal
abs( − . ). The idea of supervised training, is to provide many input-output
pairs and vary the weights to minimise the error. The input-output pairs are
(x( ), y( )), ..., (x(m), y(m)). When training the neural network, the goal is to get
better and better at predicting the correct y given x. For a single training
example, the loss function (also known as the cost function) is written as:

J(W, b; x, y) = ||hW,b(x)− y|| (A.14)

For m training examples, we define the total loss function as:

J(W, b, x, y) = [
m

m∑
i=

J(W, b; x(i), y(i))] +
λ nl−∑

l=

sl∑
i=

sl+∑
j=

(W(l)
ji ) (A.15)

The first term is the average sum squared error over the m training ex-
amples and the second term is the regularisation term which helps prevent
over-fitting by keeping the weights value small.
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A.1.7 Backpropagation and Gradient Descent
The aim of training the ANNs is to minimise the loss function by producing
optimal values for W(l)

ij and b(l)i . We initialise these parameters with random
weights and use the gradient descent optimisation algorithm to find the pa-
rameters which optimise the loss.

The gradient descent algorithm updates the weights and bias as follows:

Wl
ij = Wl

ij − α
∂J(W, b)
∂W(l)

ij

(A.16)

b(l)i = b(l)i − α
∂J(W, b)
∂b(l)i

(A.17)

To compute the derivatives correctly, we must perform back propagation.
The algorithm for back propagation is as follows:

• Perform the feed forward pass and compute the output layer

• For each output unit i in layer nl, set:

δ(nl)i =
∂

∂z(nl)i

||y− hW,b(x)|| = −(yi − hnli .f
′
(z(nl)i ) (A.18)

• For each neuron i in layer l, set:

δ(l)i = (

sl+∑
j=

W(l)
ji δ

(l+ )
j )f′(z(l)i ) (A.19)

• The partial derivatives are given as:

∂J(W, b; x, y)
∂W(l)

ij

= h(l)j δ(l+ )
i (A.20)

where,
∂J(W, b; x, y)

∂b(l)i
= δ(l+ )

i (A.21)

The ANNs can now be trained by repeating the back propagation algo-
rithm and gradient descent optimisation equations.

A.2 Convolutional Neural Networks
When addressing a computer vision problem, the use of images or videos
as input data can make the ANN architecture intractable. For instance, as-
suming a very small and low resolution image of size x , including the
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Figure A.3: Convolution example. The filter is positioned in at the top of the image and
multiplied by the filter to produce the value . The filter then slides across and down the
image to produce a feature map.

3 colour channels (RGB), equates to 224 x 224 x 3 = 150,528 input fea-
tures. A typical hidden layer in such a network might have 1024 nodes, so
we would have to train 150,528 x 1024 = 150+ million weights for the first
layer alone. This would make our network huge and very difficult to train. In
addition, image pixels are most useful in the context of their neighbours. For
example, objects in images are made up of small, localised features, like the
circular iris of an eye or the rectangular edge of a building. Therefore, there
was a need to create a new network which could deal with large inputs and
which were able to maintain structural information. Researchers introduced
convolutional neural networks (CNNs) to deal with these issues, where the
input image is not flatten and therefore it keeps its structure.

A.2.1 Convolution
Convolution must be performed to extract features from the image and pro-
duce the correct output from the network. The image is multiplied by filters
which slide across and down the image, as shown in Figure A.3.

The filter slides across and down the image multiplying with the pixels
as it goes. If stride size is 1, the filter will move across one-pixel value and
perform matrix multiplication again, when it reaches the end of the first row,
it moves down to the second and so on. After convolution, one feature map
is produced. The filters contain feature information within them, and if that
particular feature is present within the image, the feature will “activate”, and
produce large feature map values. These filters are learnt through the train-
ing process using gradient descent and backpropagation as detailed previ-
ously. Convolutional networks use large numbers of filters at each layer.
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Figure A.4: CNN structure showing one filter (blue square) sliding across the image
of a dog to produce a feature map. The figure shows 5 feature maps as 5 different fil-
ters(features) were used to create them. The feature maps decrease in size, partly due to
the convolution (depends on stride size) and max pooling.

For example, figure A.4 shows a convolutional network, which produces five
feature maps as five different filters (features) are used to create them.

After most convolutional layers, there is a pooling layer which reduces
the size of the feature map meaning computation time is reduced. The most
common pooling layer is the max-pooling layer shown in Figure A.5. After
Max pooling, the layer is activated by a linear activation layer. The output
from this layer is then inputted into the next convolutional layer. The feature
maps decrease in size, due to the convolution (depends on stride size) and
max pooling.

A.3 A Simple Probabilistic Generative Model
Example

Consider a dataset containing information for N = pupils in a classroom.
Each pupil can be described by four features: hair colour, hair length, hair
type and eye colour. Each feature has five possible values; for example,
eye colour can be black, brown, blue, green or hazel. There are, therefore,

possible different combinations of these features. Our observed dataset
of N = has been generated by an unknown model Pdata. Our goal is to
build a model Pmodel that can accurately represent the original model. The
Naive Bayes parametric model makes use of the simple assumption that
each feature xi is independent of every other feature xk, i.e. hair colour is
independent of hair length. This is represented mathematically as:

p(xi|xk) = p(xi) (A.22)

Using the Naive Bayes model, the problem reduces to estimating the
parameters θkl = p(xk = l) for each feature separately and multiplying them
together to find the probability of a combination. This reduces the number
of parameters to + + + − = . The − is to account for the fact the
last parameter is forced to make the sum equal of the probabilities of each
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Figure A.5: The first two pooling calculations are shown in this figure. Our initial input is
a 3x3 matrix. The filter is of size 2x2 and stride is set to 1. For each of the regions repre-
sented by the 2x2 filter, (e.g the first region is high-lighted red in the top 3x3 matrix) the
max of that region is taken as the output for the 2x2 matrix (as shown by the red value in
the top 2x2 matrix). The second pooling calculate is shown by the bottom 3x3 and 2x2
matrices.

feature equal , i.e. The likelihood estimates θkl = p(xk = l) are given as:

θ̂kl =
nkl
N

(A.23)

where n̂kl is the number of times that feature k takes the value l in the dataset
and N is the total number of observations. For this problem, the assumption
that all features are independent of one another produces a good generative
model. However, the model will break down when features have conditional
dependence, i.e. an array of pixels in an image. This is where deep learning
comes into play.

A.4 Transpose Layers
To explain transpose layers, we first must think of the normal convolutional
layer as a matrix multiplication problem. Consider an input image of size x
passing through one convolutional layer with kernel size x and stride one
as shown in Figure A.6. We see that the input image can be flattened to
a 1D matrix and the convolution operation can be represented by a matrix
called the convolution matrix. Notice that each row of the convolution matrix
represents a position of the filter on top of the image: in the first row, for
example, the filter is positioned at the top left of the image. The ( , , ) from
the first row of the convolution matrix constitutes convolution of the input
image’s first row. The next three numbers, ( , , ), represent the convolution
of the input image’s second row. Convolution is not performed in either the
3rd column or the 3rd row, so the third column value of the first, second and



A.5. TSNE 151

Figure A.6: Convolution layer shown in the form of a matrix multiplication calculation.
The input for convolution is flattened into a 1D matrix and the 2x2 filter is transformed into
a matrix for multiplication. The output from this matrix multiplication can be rearranged to
its 2x2 form showing that it gives the same output as convolution

third row values are . As the filter moves to the right, the current position
is represented by the second row of the convolution matrix filter, and so on.
The convolution matrix represents the full convolutional operation of the filter
on the input image. When we rearrange the output to a x matrix we see
that it produces the same output as the convolution. The transpose layer
wants to do the opposite of a convolutional layer and increase the size of the
output. In order to do this we take the transpose of the convolution matrix
and multiply by the input as a 1D matrix as shown in Figure A.7. The output
can be rearranged to give a x output.

A.5 TSNE
The similarity between two data points (in the high dimensional space such
as the feature map) xi and xj, is represented by their conditional probability
pj|i. This is the probability that xi would choose xj as its neighbour if they were
chosen based on their probability density under a Gaussian distribution with
mean xi. For close data points, pj|i will be relatively high, while far apart data
points will have low pj|i values. The conditional probability is equal to:

pj|i =
e
−

(xi−xj)

σi∑
k̸=i e

− (xi−xk)
σi

(A.24)

where σi is the variance of the Gaussian distribution centred at xi. pi|i is
set to zero as only pairwise similarities are considered. For the low dimen-
sional counterparts yi and yj, it is possible to compute a similar conditional
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Figure A.7: Figure to explain how a transpose layer can be understood through a matrix
multiplication calculation. To transform a matrix into its transpose form, the rows become
the columns and the columns become the rows. We can see the convolutional matrix filter
from Figure 2.18 transformed into its transpose here. Remember the aim of transpose
layers is to increase the size of the 2x2 input. The input must be in 1D form for the matrix
multiplication calculation. The output gives a matrix which, when rearranged gives a 3x3
output.

probability which we denote as qj|i. In T-SNE, instead of using a Gaussian
distribution, a Student t-distribution with one degree of freedom is used as it
has some mathematically convenient properties which represent the low di-
mensional space better. The conditional probability for the low dimensional
feature space is defined as:

qj|i =
( + (yi − yj) )−∑
k̸=i ( + (yk − yl) )−

(A.25)

If the estimatedmap points yi and yj correctly model the similarity between
the high-dimensional points xi and xj, the conditional probability pj|i and qj|i
will be equal. T-SNE aims to find a low dimensional data representation that
minimises the mismatch between pj|i and qj|i. T-SNE minimises the sum of a
single Kullback-Leiber divergence between a joint probability distribution (P)
in the high-dimensional space and a joint probability distribution (Q) in the
low-dimensional space using gradient descent. The loss function is given
as:

L = KL(P||Q) =
∑
i

∑
j

pijlog(
pij
qij
) (A.26)

A.6 UNIT GAN Architecture
The UNIT GAN assumes that two domains share a latent space as shown
by (a) in figure A.8. It is assumed that a pair of corresponding images (x , x )
in two different domains X and X can be mapped to a same latent code z in
a shared-latent space Z. E and E are encoding functions, mapping images
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Figure A.8: Proposed shared latent space and UNIT GAN framework. Figure taken from
Liu et al. (2017).

to the shared latent space. G and G are generation functions which map
latent codes to imagery in the other domain. In (b) of figure A.8 E , E ,
G and G represent CNNs. A.8 apply the shared-latent space assumption
implementing a weight sharing constraint. The connection weights of the last
number of layers in E1 and E2 and first few layers in G1 and G2 are tied. x̂ →

and x̂ → are self-reconstructed images, x̂ → and x̂ → are domain-translated.
D and D are adversarial discriminators for each of the domains.
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