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Abstract

Experiments were conducted to test models of free-free absorption in warm dense aluminium

by Iglesias, Sha�er et al. and Hollebon et al., Radiative heating using L-shell x-rays from a

high temperature palladium plasma was used to heat an aluminium foil to a temperature of

0.9±0.23eV. Before the sample could signi�cantly decompress, it was then probed using an XUV

beam generated by HHG from a 1.5ps optical laser, with photon energies of 21eV, 26eV and

31eV. This XUV beam propagated to a grating spectrometer, which allowed the opacity of each

sample foil to be measured at multiple photon energies simultaneously. A modelling code was

created to simulate the di�raction of the XUV beam around the sample, which allowed both the

transmission and refraction-induced phase shift to be measured very precisely for each sample.

From these, the real refractive index and attenuation coe�cient can be measured, along with

estimates of the experimental error.

The opacity of the WDM was found to be closest to the predictions by Iglesias and Hollebon,

and followed a similar trend with photon energy, though was still lower than predicted by 2

error bars. The measurements were signi�cantly higher than the predictions by Sha�er et al,

and were not consistent with the predictions of a weak dependence on photon energy in this

range. Refractive index measurements were inconclusive due to ambiguity in the measurements

of the phase shift, though this proved valuable as a proof-of-concept for future work.

The analysis methods used here are a signi�cant advancement over those used in previous

work. One of these is to the di�raction modelling code; the ability to model phase shift of the

light passing through the sample has been developed and allows the real part of the sample's

refractive index to be measured for the �rst time. The error analysis methods are now done in

a more systematic manner, allowing for more con�dence in the error estimates at each stage

of the process. The experiment design was also improved, resulting in additional data being

collected that was not possible previously, more samples being measured, and more con�dence

in some of the assumptions that were required for the analysis. These factors allow for higher

con�dence in the �nal bulk property measurements than in the previous work on this project

by Kettle et al., despite the similar error estimates.
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HED � High Energy Density
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(X)FEL � (X-ray) Free Electron Laser.

TNSA � Target Normal Sheath Acceleration.

SOP � Streak Optical Pyrometery.
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HHG � High Harmonic Generation.

XUV � eXtreme UltraViolet.
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CH � C8H8, simple chemical formula for parylene-N.

CCD � Charge Coupled Device, a digital photon detector array typically found in cameras.
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Chapter 1

Warm Dense Matter - Introduction

The �rst chapter of this thesis provides a background of WDM research and some of the methods

that can be used to study WDM in a lab. Chapter 2 goes into more detail about the modelling

discrepancies that motivated this speci�c experimental campaign, and Chapter 3 details the

design of the experiment that was done. Chapter 4 outlines the theory and implementation

of the near-�eld di�raction modelling code that was necessary to analyse the data from this

experiment. Chapter 5 details the analysis methods that were used to interpret the raw data

and extract material property measurements from the shots that were taken (and why this task

was not completely trivial) and presents results from the experiment. Chapter 6 discusses the

implications of the measurements and the directions that this work could go in the future.

1.1 De�ning Warm Dense Matter

Warm Dense Matter (referred to as WDM) is a regime of matter that is the subject of much

theoretical and experimental work. It is of interest to both astrophysicists and geologists, as

the centres of large planets (including the earth) are believed to be in a state of WDM that can

be readily probed by experiment [4, 5]. For example, Jupiter is believed to consist mostly of

warm dense hydrogen, helium and water - recent modelling has even alluded to the possibility

of diamond rain falling in Jupiter's extremely dense atmosphere[6, 7].

Inertial con�nement fusion fuel also passes through a state of warm dense matter before

reaching ignition, making understanding WDM of interest to the ICF research community

- considering nuclear fusion's promise as a clean, unlimited energy source, gaining a better

understanding of WDM could be of bene�t to us all[8]. This is also important for laser-plasma

interactions with solid targets, such as those involved in TNSA, as the system inevitably goes

through a state of WDM as the laser quickly heats the solid target. The study of matter under

1
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Figure 1.1: Temperature-Density parameter space for various plasma conditions. Loci showing values
for the strong coupling parameter Γ are also plotted. The region to the right of the degeneracy line
indicates where quantum e�ects must be considered. Adapted from Lee et al.[9]

extreme conditions is also of general scienti�c interest as it allows another way for us to push

the limits of our understanding of atomic physics.

The density-temperature parameter space for various plasma conditions is illustrated in

Figure 1.1. Solids at STP have a density of ∼ 100−1 g/cc and temperatures of ∼ 10−2eV. In

this work, aluminium was studied at a temperature of ∼0.9eV and density of ∼2.7g/cc. This

combination of solid density and moderate temperature makes modelling WDM conditions

challenging, as the regime of matter has properties of both a solid and a classical plasma - it is

too ionised to behave like a solid, but too dense to behave like a classical plasma. This results

in a number of microscopic physical phenomena being present in WDM, some of which are

outlined here.

1.1.1 Strong Coupling

The strength of coupling in a system can be described by dividing an ions Coulomb potential

energy (due to repulsion from neighbouring ions) by its thermal kinetic energy. Doing so gives

the plasma coupling parameter Γ:

Γ =
(Z∗e)2

4πε0RikT
(1.1)

where Ri is the ion-ion separation (or Wigner-Seitz radius*), e is the electronic charge and

Z∗ is the average ionisation state of the system. This parameter indicates the signi�cance of

many-body interactions in a sample's dynamics[10] - one manifestation of this can be seen when

the static structure factor� is calculated for di�erent coupling parameters, as seen in Figure 1.2.

For example, in a classical plasma Γ � 1 and the system is weakly coupled - thermal kinetic

energy dominates and ion-ion collisions are very infrequent. In a solid material, Γ� 1 and the

system is strongly coupled, meaning that the behaviour of particles in the system is strongly

*This radius is given by Ri = (3/4πni)
1/3, whereni is the ion density.

�The static structure factor is used to describe the scattering of radiation by the ions.

2
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Figure 1.2: Structure factor calculations for di�erent levels of degeneracy in warm dense aluminium.

in�uenced by their neighbours. The strength of this coupling dictates the approaches than

can be used to model a system - for very strongly coupled systems (e.g. solid matter at low

temperature), the thermal motion can be treated as a perturbation on a �xed lattice, and for

weakly coupled system (e.g. a classical plasma) the system is treated as a gas where collisions

between particles can be neglected due to their low probability. In WDM, Γ ≈ 1; that is, the

Coulomb and thermal e�ects are roughly equal in signi�cance.

1.1.2 Electron Degeneracy E�ects

In the parameter space that this work focusses on, degeneracy e�ects must be considered.

Degeneracy arises from the Pauli Exclusion Principle; this states that no two fermions (e.g.

electrons, protons) can share the same quantum state. This occurs when the degeneracy pa-

rameter (de�ned here as the ratio of the thermal to Fermi energies)[10]:

Θ =
kBT

EF
, EF =

~2

2me

(
3π2ne

)2/3
(1.2)

drops below unity (Θ ≈ 0.08 in this work). When this occurs, Fermi-Dirac statistics must

be used to describe the electron energy ε distribution in the system

n(ε) =
1(

1 + e−((µ−ε)/kT )
) (1.3)

where µ is the chemical potential of the system. This can drop below zero for classical

plasmas, but for WDM is typically the order of +10∼1eV. Degeneracy has the e�ect of increasing

the chemical potential of the electrons in the plasma; in the low temperature limit, the chemical

potential is approximately equal to the Fermi level of the system. While this approximation is

appropriate here�, in other WDM systems where the temperature can exceed 10eV the classical

approximation of µ ≈ EF breaks down, and the system becomes partially degenerate. As

degeneracy from compressing a system increases the energies of the electron levels in the system,

�For aluminium at solid density with three valence electrons per atom, the Fermi level is 11.5eV - much larger
than the 0.9eV temperature studied in this work.

3



this pressure can cause ionisation as normally-bound energy states become unbound, resulting

in the compressed sample having a higher free-electron density than solid material. The partial

degeneracy is also signi�cant when studying energy transport processes (radiation, electrical

conduction, collisional processes) which will all be a�ected by degeneracy, as degeneracy limits

the number of available states that an electron can scatter into. For example, the electron

thermal conductivity in a plasma changes from the Spitzer[11] resistivity:

φcond =
3 (4πε0)

2

4
√

2πZe2m
1/2
e

(kBTe)
3/2

ln Λ
(1.4)

to:

φcond =

√
π
(
15I2 (η) I4 (η)− 16I23 (η)

)
144I1/2 (η) I2 (η)

(1.5)

given by Rose[12], where:

η =
µ

kBTe
, In (η) =

ˆ ∞
0

yn

ey−η + 1
dy (1.6)

1.1.3 Partial Ionisation

Another phenomenon that complicates the modelling of WDM is that of partial ionisation. As

a sample of WDM is very dense and is rarely completely ionised (especially for mid-high-Z

elements), the one-component plasma model cannot be used. The e�ects of mutual repulsion

between partially �lled electron shells must be considered - this short-range repulsion can be

treated empirically as an electrical potential of the form V (r) ∝ r−4, as explained by Wünsch

et al [13]. This will have an e�ect on the microscopic arrangement of the atoms within the

sample.

Macroscopic E�ects

These microscopic properties are di�cult to measure directly, but generally have indirect e�ects

on the macroscopic properties of a sample that can be measured. For instance, the level of free-

free absorption is ties closely to the both the level of ionisation and the degree of strong coupling

present in a sample - clearly, the ionisation of a sample will a�ect the number of free electrons

that can absorb radiation, but the electrons ability to absorb this energy will also depend on

their coupling to the ions in the plasma, as the photons have a large amount of momentum that

the electrons cannot easily absorb without dissipating it into the much more massive ions of the

sample. Another e�ect of the degeneracy is continuum lowering - this is a phenomenon where

the sample pressure increases the energy levels of the atoms, and can be seen in absorption

4



spectra as the absorption edges are seen to move when the sample is compressed.

1.2 Outline of Experimental Techniques

A number of experimental techniques are available to study warm dense matter in a lab environ-

ment, both for generating WDM and for probing it. A brief overview of some of the techniques,

along with some of their advantages and disadvantages, is provided here, though this is by no

means an exhaustive list.

1.2.1 Creating Warm Dense Matter in the lab

The �rst stage of creating a sample of warm dense matter is to pick a suitable element to

study. Stable solid materials are usually chosen, as thin foil samples can be readily fabricated

with a thickness known to nanometre precision - this makes them much easier to handle than

substances like hydrogen, deuterium or chlorine. Gas samples can be used for research, but

these require either complex vacuum tight gas cells, or a pulsed jet with density that is very

non-uniform and di�cult to characterise, neither of which can create a solid density sample.

Elements that are typically gaseous at STP can, however still be studied in solid samples.

Parylene is a type of plastic commonly used as a protective coating - the most common variants

(parylene-C and parylene-D) contain chlorine, which is useful for studying k-edge shifts in

WDM[14, 15]. Hydrogen and deuterium are used in fusion research, and while gaseous under

STP conditions, can be solidi�ed by cooling to cryogenic conditions - this is used at the National

Ignition Facility to achieve fusion[16].

The scienti�c value of the sample must also be considered. Iron is often chosen as the

centre of the earth is believed to primarily consist of warm dense iron[5]. Aluminium is also

common, as while warm dense aluminium is not known to be common in nature, aluminium is

comparatively straightforward to model (emphasis on comparatively!) - it can be treated like

a Ne3+ ion with 3 nearly-free electrons in the M-shell[17].

The solid sample must then be heated and/or pressurised to WDM conditions. Diamond

anvil cells (which crush a sample between two diamond anvils) are commonly used for compress-

ing cold samples to extreme pressures (reaching up to 770GPa or almost 8 million atmospheres);

however, heating these samples and still allowing a suitable probe access to it is di�cult. An-

other, more common way of maintaining moderate pressure in the sample is to heat the sample

so quickly that it can be probed before it has time to expand, a process known as isochoric or

isovolumetric heating. Due to the extremely rapid nature of this process, these experiments

very commonly involve lasers - either optical or free-electron lasers (FELs).

5



Figure 1.3: Absorption of various ionising radiation sources in water (taken from Amaldi and Kraft
[20]). Of particular interest is the uniformity of the energy deposition in the �rst 15-20cm by 200MeV
protons or 4800MeV carbon ions compared to the 1.8MeV gamma radiation from Co-60 or the 8MeV
x-rays. While the distance and energy scales here are much higher than used in this research, the
deposition pro�les remains the same shape.

1.2.1.1 Particle Beam Heating

Particle beams have also been developed as a possible method for isochoric heating of a sample to

create WDM[18, 19]. This method has a number of advantages as a method of heating a sample

- it can be heated extremely quickly (∼ps), this allows for the possibility of hydrodynamic e�ects

such as heat transport and sample expansion to be ignored. Both hot/fast electrons and ions

from laser-irradiated foils can be used, as both are emitted when a high-power laser is focussed

onto a metal foil; however as the use of protons as a heating source is more established, the

discussion will focus on the use of ion beams.

The primary advantage of using protons/ions to heat a thick sample compared to using

photons is how the energy deposition varies with depth into the sample. The absorption of EM

radiation incident on the sample surface is described by the Beer-Lambert law i.e. Ed ∝ e−τd

where Ed is the energy deposited per unit depth and d is the depth inside the sample. This

means that energy is preferentially absorbed on the surface of the sample (especially when

using optical radiation). Ion energy deposition behaves very di�erently - the energy deposition

is very uniform until immediately before the ions stop, the depth at which this occurs depends

on the energy of the ion beam. For very thick samples, this can result in a much more uniform

distribution of energy than with optical radiation, and more e�cient heating than hard x-rays.

This is illustrated in Figure 1.3.
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This method, however, has disadvantages. The primary mechanism by which laser-based

particle accelerators work (Target Normal Sheath Acceleration, TNSA[21]) requires an ultra

intense laser pulse. This often means that at least two high-intensity, ultrashort lasers are

required for an experiment - one to create the proton heating beam, and another to probe the

sample. Time-of-�ight dispersion has the e�ect of lengthening the proton beam in time; while

this is still small compared to hydrodynamic expansion timescales (10s of ps), this rules out the

possibility of doing ultrafast dynamics research, such as studying electron-ion equilibration.

Another issue with TNSA is the non-isotropic proton beams, which will not uniformly heat

the sample across its area. The wide bandwidth of the proton spectrum can also impact the

uniformity of the sample heating, as the absorption depth is strongly dependent on the proton

energy (though this is less of an issue if the spectrum is reproducible and can be diagnosed on-

shot). Conventional particle accelerators can also be used and have a much narrower bandwidth

(at the expense of a several ns pulse length), however this requires a large facility that also has

the ability to probe the sample [22].

1.2.1.2 Laser Shock Compression

Laser-driven shocks are another frequently-used method for creating warm dense matter sam-

ples. In this scheme, a laser pulse is incident on the surface of a sample, or more commonly,

a plastic ablater layer that coats the target. The target surface absorbs the energy from the

laser and forms a high temperature plasma (temperatures typically the order of 100s of eV).

The thermal expansion of this plasma behaves like a rocket and forces the surface of the tar-

get inwards, driving a shockwave into the material. As the shockwave propagates through the

material, the target is pressurised to a suitable density. Note that this does not accomplish the

solid-density heating required here, but an overview is presented here as an example.

Shock compression has some key advantages over other methods - for example it can be

simpler to implement in an experiment design than proton heating, and (unlike purely heating

methods) can generate samples with higher-than-solid density, much higher than the pressures

or densities achievable with a DAC. The reproducibility of the shocks also makes them very

useful for doing temporal scans of shocks on thin targets. However, for very thick targets such

as inertial con�nement fusion fuel pellets, instabilities (e.g. Rayleigh-Taylor, �lamentation) can

greatly exaggerate any non-uniformity in the drive beam[23].

As shock drive is typically used to compress a sample without heating it, the sample is

generally coated in a low-Z ablater for a number of reasons. First, the impedance mismatch

between the ablater and the sample can cause the shock to re�ect back and forth through the

ablater, e�ectively shocking the sample multiple times and increasing its compression without
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adding heat. The ablater also reduces the amount of preheating that occurs in advance of

the shock. This preheating mainly comes from fast electrons and keV x-rays generated from

the laser-plasma interaction; the ablater both absorbs the fast electrons, and emits less x-ray

radiation, as bremsstrahlung emission from a plasma scales proportionally to Z2. In this case

however, an ablater will interfere with the attempts to measure the sample opacity, due to the

high XUV opacity of the plastics that are typically used, and the thickness of material that is

typically necessary (order of ∼ 10− 100µm).

1.2.1.3 XFEL X-ray Heating

While not used in this experimental campaign, hard x-ray free electron lasers (XFELs) have

proven to be extremely useful for WDM research, among many other �elds[24]. These consist

of a long electron accelerator - as the name suggests, a free electron beam is the source of the

laser light. This accelerates bunches of electrons to GeV energies, which are then sent into an

'undulator' - a series of magnetic dipoles with alternating polarity normal to the electron beam.

This causes the electron beam to 'wiggle' from side-to-side, and this generates synchrotron

emission with photon energies depending on the electron beam energy and undulator magnet

spacing. In high energy FELs, a process called SASE (self-ampli�ed spontaneous emission) also

occurs, where the relativistic electrons group into thin 'bunches' of electrons, which produce very

short, intense bursts of coherent X-ray light. This allows the ultrafast dynamics of WDM, such

as electron-ion equilibration time, crystalline phase changes, or superheating, to be studied[25,

26].

Another feature of XFELs is the high repetition rate of the pulse. Current generation high-

energy lasers are limited by the cooling rate of the disc ampli�ers to once every 20 minutes for a

kJ class laser like Vulcan, to two or three shots per day for MJ class facilities like NIF (though

the cooling capabilities of these are the subject of much research, and next-generation diode-

pumped lasers can currently �re 100J/1ns pulses at a rate of 10Hz). The European XFEL on the

other hand can �re at a repetition rate of 4.5MHz, though the high energy density instrument

is run at a more modest 10Hz. This di�erence in shot rate allows cumulative and �ne-scanning

experiments that are not practical with lower shot rate systems, and allow for much more data

to be collected over the course of a short experiment. Indeed, one of the major issues with this

experiment was that only a small amount of data could be collected so a number of additional

assumptions had to be made - these are outlined in Chapter 5.

Another signi�cant advantage is the cleanliness of the source. Laser-plasma x-ray sources

typically produce a lot of background radiation as well as the ∼keV photons that are desired,

these have caused (surmountable) issues in this campaign with background noise on XUV
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Figure 1.4: Illustration of uniformity of indirect x-ray heating. In this instance, a laser is incident
on Palladium foils that then emit x-rays (energy ∼3.25keV), from large elliptical focal spot. Energy
absorption is calculated across a 500nm thick aluminium sample, 1mm away from two elliptical x-ray
sources (one at either side). Note the scale on the energy absorption plot.

detectors. XFELs on the other hand are very monochromatic with a bandwidth ∆E/E of

∼ 10−3, and have zero optical or soft x-ray emission.

1.2.1.4 Indirect X-ray Heating

Indirect heating was decided to be the best solution for creating the warm dense matter sample

for the experiment described here. In this setup, a laser pulse is incident on a high-Z metal

foil separated from the WDM sample, creating a high temperature metal plasma. This plasma

then emits a wide range of x-rays, which are in turn used to heat the sample to create WDM.

The primary reason for doing this is that it creates very uniform WDM sample conditions.

The reasons for this are twofold. First is the point-like nature of the x-ray source - unlike a

laser, the energy will be emitted fairly isotropically and thus the energy distribution across the

surface of the sample will be quite smooth. Indeed, it was shown by simulations (Figure 1.4)

that with indirect heating, the laser focal spot had a negligible e�ect on the uniformity of the

energy absorbed across the sample. More detail on this process is given in Subsection 3.2.1.

The second reason relates to the energy of the radiation being used. Hard x-rays (∼keV

photon energies) have a much higher attenuation depth in most materials (see Figure 1.5)

than soft x-rays (∼10-100eV) or optical radiation (∼eV). This means that the hard x-rays will

penetrate deeper into the sample before being absorbed, carrying their energy further, rather

than depositing most of their energy on the surface of the sample. Both of these bene�ts come

at the expense of e�ciency - ∼ 5% of the green laser energy is converted to x-ray, due to the
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Figure 1.5: Photon attenuation lengths for Aluminium, Parylene C, and solid hydrogen[27].

approximately isotropic emission, ∼ 2% of this radiation passes into the solid angle subtended

by the sample, and of this only 5-10% is absorbed, leading to a total laser energy to sample

heating e�ciency of < 10−4.

1.2.2 Probing methods used to study Warm Dense Matter

1.2.2.1 Transmission Spectroscopic Methods e.g. XANES or NEXAFS

Many of the most common methods of probing samples in any area of experimental or ob-

servational physics involve the use of absorption spectroscopy. In this scheme, the sample is

illuminated by a light or x-ray source (referred to as the backlighter), and a spectrometer is

placed on the other side of the sample to measure the spectrum of the radiation that passes

through it. Backlighters ideally have a smooth emission spectrum�, and include halogen lamps,

laser-heated metal foils (as an x-ray source), and even stars (used to deduce the composition

of distant planetary atmospheres). While the impracticalities of using distant stars to study

warm dense matter in the lab should not require a detailed explanation, visible light sources

are generally unsuitable for WDM research due to their inability to penetrate dense plasmas.

A commonly used spectral backlighter for WDM is a laser-irradiated metal foil. A high-

intensity laser is focussed onto as solid high-z metal foil, generating a high-density, high-

�FELs can also be used, however the very narrow bandwidth requires that the beam energy be tuned across
the range of photon energies being probed. This requires a very reproducible process and a lot of data to build
up a high-resolution spectrum.
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Figure 1.6: X-ray absorption spectra for aluminium (taken from Lévy et al. [29]). (a) Experimentally
measured spectra for varying temperature. (b) Spectra calculated using the NPA-(M)HNC model and
(c) spectra computed from ab initio QMD simulations. N.B. �Cold shot� refers to a sample that has not
been heated i.e. is at room temperature (=25meV).

temperature plasma. This plasma has a high ionisation state, which causes it to emit x-rays via

recombination (generating spectral lines), quasi-blackbody and bremsstrahlung emission[28].

While the line emission is generally better suited to radiative heating (due to its brightness),

smoother parts of the emission spectrum are useful for spectral backlighting. One method used

to interpret absorption spectra of WDM is known as XANES - X-ray Absorption Near Edge

Structure¶. This uses the change in the x-ray absorption around an absorption edge in a mate-

rial's spectrum to deduce its temperature. The full explanation of how XANES works requires

complex simulations that are beyond the scope of this work, however a simpli�ed explanation

is given here.

See Figure 1.6 - these show how the x-ray absorption near the k-edge of aluminium varies

with temperature. Two main e�ects can be seen - the �rst e�ect is the loss of structure above

the k-edge. This is related to the ion-ion coupling, which is related to the short-range order

that is lost as the sample is heated[29]. The second e�ect of the spectral edge smoothing out

is due to the change in density of available states. The photon absorption is strongly linked

to the number of free states, and the distribution of these free states will vary according to

Fermi-Dirac statistics. This means that the number of available states (and hence the photon

absorption) will smooth out as the sample temperature increases, and is clearly visible in Figure

1.6[29].

1.2.2.2 X-ray Di�raction with XFEL probes

As highlighted earlier, XFELs can be useful for quickly heating a sample to allow ultrafast

dynamics to be studied. However, the ultrafast, bright, coherent nature of the pulse comes into

¶A very similar technique exists by the name of NEXAFS (Near Edge X-ray Absorption Fine Structure)
- XANES and NEXAFS/EXAFS work in slightly di�erent energy regions but the physics underlying both is
essentially the same.
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its own when using x-ray di�raction as a diagnostic [26]. This has the added advantage that the

�ne temporal resolution and high shot rate allow a detailed temporal study of the behaviour of

the sample, as seen in the example experiment described below.

In this scheme, a sample is compressed and/or heated; typically an optical laser is used,

but diamond anvil cells can also be useful where a steady-state but low temperature sample

is desired[30]. The XFEL beam is then sent through the sample, and its crystalline structure

is probed by studying the di�raction of the probe beam. An example of such data (that was

shock compressed by an optical laser) is shown in Figure 1.7. The x-rays will di�ract into rings

around the incident beam, with the di�raction angle depending on the interatomic spacing

of the crystalline material. For instance, in Figure 1.7(d) the measured di�raction angles are

seen to coincide with the known di�raction angles for iron at hcp phase at di�erent crystal

orientations.

Further information can be found from the structure of the rings, for example if the ring is

rough along its circumference like in Figure 1.7(b) this indicates randomly oriented crystallites,

such as those found in solid iron. A single crystal (such as silicon) would create a smaller number

of di�raction dots, known as a Laue di�raction pattern. Compare this with the more smooth

structure in Figure 1.7(a), this indicates that melting has occurred and thus a loss of long-range

order but a narrow range of densities. Indeed, this experiment found evidence of superheating

(where the sample is temporarily above its melting point but maintains solid structure) in

shock-compressed iron that had not been predicted by the equations of state available at the

time.

1.2.2.3 Streak Optical Pyrometry

Streak Optical Pyrometry[31] (or SOP for short) is another method for diagnosing the con-

ditions of a WDM sample. In this scheme a streak camera is used to measure the intensity

of the quasi black-body radiation emitted from the surface of the sample - while not strictly

necessary, this allows the temporal change of the conditions to be measured. This can be done

with or without spectral resolution, however measuring the temperature of the sample with-

out spectrally resolving the quasi black body emission requires very careful calibration of the

system's sensitivity, making this technically challenging to implement[32]. This sensitivity will

depend on a number of factors, including the sample emissivity, sensitivity of the streak camera

itself and the e�ciency of the sample imaging optics (most of these properties will vary with

wavelength, further complicating the calibration).

Spectral resolution is often the preferred method, as Wein's displacement law λpeak = b/T

can be used to measure the temperature - this has the advantage that measuring the wavelength
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Figure 1.7: Images of di�raction rings from shock-compressed iron (taken from White et al.[26], https:
// doi. org/ 10. 1103/ PhysRevResearch. 2. 033366 ). (a) shows the di�raction rings measured 40ps
before shock breakout (the time that the laser-driven shock has propagated all the way through the
sample), (b) shows the same measurement 170ps before shock breakout. (c) and (d) show lineouts along
the arrows in (a) and (b) respectively, along with two sets of DFT simulations in (c).
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of the emission peak requires less careful calibration than measuring the absolute brightness.

However, the spectral dispersion both complicates the diagnostic's set-up and reduces the ef-

fective sensitivity of the system by both adding another optical component with <100% trans-

mission e�ciency, and spreading the light over the length of the streak camera window rather

than allowing it to be focussed to a small point.

The sample emission power primarily depends on the samples surface area and its temper-

ature. The sample in this case was quite small (0.25mm2) and the temperature is relatively

low at approximately 0.9eV; as the total emission power scales very quickly with the surface

temperature (∝ T 4), the emission power per unit area would be extremely low, and would be

dominated by emission from the ∼102eV temperature plasma from the indirect heating foils.

Indeed, it was considered as a diagnostic for the experiment described here, but even the most

sensitive streak cameras on the market (at the time of writing) would likely not be sensitive

enough to accurately gauge the sample temperature. Another issue with this technique is the

fact that it will only measure the surface properties of the sample - in the same way as optical

backlighter probes cannot penetrate WDM, blackbody emission cannot escape the core of the

sample. As explained in Subsection 1.2.1.4, optical and soft x-ray radiation will be very prefer-

entially absorbed on the surface of the sample, causing the surface to be much hotter than the

average temperature.

1.2.2.4 Hydrodynamic Modelling

Many of the properties of warm dense matter are exceedingly di�cult to probe directly, such as

the distribution of temperature or pressure inside the sample. These can sometimes be estimated

using back-of-the-envelope calculations, but a more precise way of estimating the sample condi-

tions can be done using radiation hydrodynamics modelling codes, such as HYADES, HELIOS

and Cretin [33, 34, 35]. Radiation hydrodynamics codes are distinct from atomic simulations

in that they can be more directly linked to an experiment - input parameters are physical

properties like radiation intensity or proton beams rather than directly inputting properties

like temperature or ionisation.

These are, of course, no substitute for experimental measurements, but simulations can be

useful alongside measurements to gain a more detailed understanding of the conditions of the

WDM sample, both of quantities that cannot be measured directly (e.g. ionisation) and how

the sample varies with time in cases where the temporal behaviour cannot be measured. They

are also useful for planning experiments; indeed, most experimental facilities will expect the

results of simulations (e.g. PIC codes, radiation hydrodynamics) in a proposal.
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1.2.2.5 Opacity Probing

The principle of probing a sample's opacity is straightforward - shine an XUV/x-ray beam

through the sample and measure the amount of light intensity in the shadow cast by the

sample. This requires a relatively uniform and bright XUV/x-ray radiation source.

FELs are capable of producing XUV and hard x-ray backlighters, however a more accessible

way of producing an XUV probe beam is to use High Harmonic Generation (HHG) from an

optical laser. In this scheme a high-intensity laser pulse is incident on a jet of noble gas (i.e.

argon, neon, helium), the interaction between the laser and the gas generates photons with odd

multiples of the laser's photon energy (the process is explained in more detail in Chapter 3

Section 3.4). This method can produce relatively bright sources of XUV radiation and is orders

of magnitude more compact than a Bremsstrahlung light source (i.e. XFEL or syncrotron).

1.3 Motivation for Studying Free-Free Opacity

While the XUV opacity of aluminium may seem to be a rather arbitrary property to study, this

was picked for a number of reasons. It is one of few properties of WDM that can be measured

directly - this is not currently possible for properties like pressure, temperature or ionisation.

While these can be inferred from other measurements (e.g. absorption spectra) interpreted

with modelling techniques like XANES[29], this modelling can contribute signi�cantly to the

complexity and error in these measurements.

Not only is the free-free absorption a useful diagnostic for microscopic properties, the absorp-

tion of XUV radiation is important to understanding the indirect heating used for hohlraum-

based fusion schemes (as a signi�cant amount of the radiation from the hohlraum plasma will

be in the XUV region), and how it changes with the material temperature and density. Much

debate remains about the opacity of aluminium under various WDM conditions, so having a

proven model for this opacity would be immensely useful to the ICF community.

Photon absorption in this regime speci�cally was chosen to isolate free-free absorption from

the other processes. In aluminium for instance, the plasma frequency corresponds to a photon

energy of 15eV, so photons of lower energy than this will be mostly re�ected. The K-edge for

aluminium is at 73eV - ionisation cannot occur below this photon energy, so no bound-free

absorption can occur. As seen in Chapter 2, the absorption can be directly used to measure

microscopic properties such as the absorption cross-sections and atomic scattering factors -

calculating these cross-sections is far from trivial, as they depend on many factors including

temperature, density and ionisation state.
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Chapter 2

XUV Absorption in Warm Dense

Matter

This work is motivated by disagreement in both theoretical models [17, 36, 37, 38] and experi-

mental results [39, 38] in the literature. While the details of the mechanics of these models are

well beyond the scope of this thesis, a basic overview of the techniques used has been provided

here. Plots of each set of model's results are shown in Section 2.1.1.

2.1 Modelling XUV Free-Free Absorption in Aluminium

The �rst of these disagreements was between Vinko et al. [17, 40] and Iglesias [36, 41]. In

this work Vinko et al. used the Random Phase Approximation (RPA), both with and without

Local Field Correction (LFC), to derive analytical models of the free-free absorption coe�cient,

alongside computational models based on DFT �rst-principles methods. Exciton e�ects were

included in the LFC model, and these were found to increase the predicted attenuation co-

e�cient by approximately a factor of 2 compared to RPA and DFT results (which generally

agree reasonably well). These models also predicted an increase in attenuation coe�cient of

approximately 20% as the temperature is increased from 25meV to 1eV. This work appears to

have been superseded by Hollebon et al.[38], so is mostly omitted from this discussion.

Iglesias presented an alternative model involving an �all-order calculation using a semi-

analytical e�ective electron-ion interaction�. It was found that �the contribution of the atomic

core portion of the electron-ion interaction to the absorption was ... signi�cant�, and that the

model had a very weak dependence on temperature compared to Vinko et al. Estimates of

the real refractive index of solid aluminium under varying temperatures are also presented. An

experiment was then conducted by Kettle et al.[42] to measure the free-free opacity and its
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temperature dependence, and while successful, produced a limited data set (with no refractive

index measurements) with a large degree of uncertainty.

Further models were then published after the experimental data for this thesis was collected.

One of these is by Sha�er et al.[37], where an average-atom model is combined with the Kubo-

Greenwood model for optical conductivity, (known as the AA-KG model). Results are also

presented from the Los Alamos ATOMIC opacity and kinetics code, but this was not done

under the conditions achievable with this experimental setup so have been omitted from this

thesis*. Calculations for free-free absorption in deuterium are also presented, again they are

not discussed here. Note that the �cold� conditions explored by Sha�er still have a temperature

of 0.1eV or 1160K; while the authors do not expect the plasma model to be accurate at room

temperature, they argue that the minimal change between the predictions for temperatures of

0.5eV and 0.1eV show a weak dependence on temperature in this region, so may still be accurate

for cold aluminium.

Modelling and experimental measurements were then published by Hollebon et al.[38]; as

this was published by Vinkos group, it was interpreted to have superseded the earlier models

by Vinko et al.[17]. This focussed on modelling the free-free opacity using �rst principles

time-dependent DFT modelling, and expanded on this by incorporating LFC and a ��nite-

temperature, many-body theory treatment of the single-particle self-energy�. Changes in the

opacity as the sample temperature increased were also noted, Hollebon attributed this to the

loss of crystal structure, which would also explain why such a change was not predicted by

Iglesias. These predictions of the opacity under STP conditions were also compared favourably

to experimental measurements by the same group, taken using the Artemis XUV source.

Estimates are also shown from CXRO's online opacity and refractive index calculators. The

online calculators are based on semi-empirical modelling of the atomic scattering factors, and

form part of a widely trusted source of x-ray interaction data, including refractive indices,

re�ection and thin-�lm attenuation. In the XUV regime studied here, its predictions are based

on experimental data from Tomboulian et al.[39], however as their measurements are between

30eV and 124eV they do not overlap with the photon energies accessible by this experiment.

In many cases the results of atomic modelling are given in terms of the Atomic Scattering

Factor, however this can readily be converted to attenuation and refractive index estimates as

described in Hubbell et al. [43]. The scattering factor is �rst written as:

f = f1 + if2 (2.1)

*The code was found to disagree by almost an order of magnitude with the existing data and AA-KG model
near solid density, so is of limited relevance to this research anyway.
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The photoabsorption cross section is given by:

µa = 2r0λf2 (2.2)

where r0 is the classical electron radius and λ is the wavelength. The absorption coe�cient

is then given by:

τ = nµa (2.3)

where n is the density of atoms per unit volume.

The index of refraction of a material is given by:

n = 1− 1

2π
Nr0λ

2(f1 + if2) (2.4)

A number of predictions are shown here - the details of how the scattering factor models

work are well beyond the scope of this thesis, however the relevant cited papers provide more

detail.

2.1.1 Model Predictions

The relevant modelling results that the experiment aims to test are shown in Figures 2.1 and

2.3. One of the signi�cant di�erences between the two sets of calculations is their behaviour

as the sample temperature changes - according to Hollebon et. al. the absorption coe�cient

increases slightly (by a factor of 1-2) as the temperature increases from 0.025eV to 1eV (similar

to Vinko et.al.), however Iglesias' model shows very little change in optical properties with

temperature. Conversely, Sha�ers AA-KG model predicts the attenuation to drop as the tem-

perature increases (though the size of this drop is di�cult to discern given the size of the

published graph). They all agree that the attenuation coe�cient drops as the photon energy

increases (up to the Aluminium L-edge at ∼73eV).
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Figure 2.1: Models predicting the absorption coe�cient of solid density aluminium under varying
conditions[36, 38, 37].
(a) Predictions of the absorption coe�cient of aluminium at standard temperature and pressure (i.e.
room temperature, solid density).
(b) Predictions of the absorption coe�cient of aluminium at WDM conditions (i.e. temperature of 1eV,
solid density).
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Figure 2.2: Plots showing temperature dependence of the di�erent sets of models[36, 38, 37].
(a) Combination of plots in Figures 2.1a and 2.1b. Note that as Iglesias' model predicts very little
sensitivity to temperature, the lines overlap very closely.
(b) Relative change in predicted attenuation coe�cient for each set of models as sample temperature is
increased from room temperature to 1eV. This shows Hollebon et al. predicting a signi�cant increase in
attenuation as the sample temperature increases, whereas Sha�er et al. predict a slight decrease.
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Figure 2.3: Models of the real refractive index at varying photon energies. Note that Iglesias' prediction
for the WDM refractive index is at a temperature of 10eV, however this is still applicable as it demon-
strates his model's weak sensitivity to temperature. Both AA-KG models and the CXRO data overlap
very closely, as do the two sets of Iglesias' predictions.
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Chapter 3

Experimental Setup

The aim of the experiment is to measure the free-free absorption of warm dense aluminium; this

absorption occurs at soft x-ray photon energies (i.e. 15eV < Eγ < 70eV ). Two components of

the experiment are necessary for this to happen.

The �rst component is creating a sample of warm dense matter - �rst, aluminium foil

targets were assembled by Scitech Precision Laser Microtargets. These must then be rapidly

and uniformly heated to warm dense matter conditions; as described in Chapter 1, indirect

heating was deemed to be the most suitable method for doing so. As discussed in Subsection

1.2.1.4, the extremely low e�ciency of the heating process requires a large amount of laser energy

deposited over a timescale no longer than hundreds of picoseconds to ensure solid density. The

second component is the probe. To probe the sample near solid density, a very short, bright

pulse of soft x-ray/XUV (the terms are used interchangeably) light is required.

At the time of the experiment, few FELs or synchrotrons existed that have the capability to

simultaneously produce warm dense matter by radiative heating* and generate an XUV probe,

however the Target Area West of the Vulcan laser facility in the UK is capable of providing

both�. TAW as it is more commonly known, is operated by the Central Laser Facility based

at STFCs Rutherford Appleton Laboratories. This consists of six shaped long-pulse beams

which can transport up to 50J in 250ps (or up to 300J for longer pulses), and two CPA beams

capable of delivering 80J of light in ~1.5ps. Both sets of beams are 1053nm by default, but

have frequency doubling options that can convert between 50% and 70% of this energy to green

light.

The complete experiment plan is shown in Figure 3.1. The long focal length optics used for

the HHG (a 5m spherical mirror), require an extension to be bolted to the chamber. Note also

*The European XFEL's short pulse probe beamline was being commissioned at the time of writing.
�The probe for this work was generated by high harmonic generation; this is outlined in Section 3.4 of this

chapter.
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Figure 3.1: Schematic diagram of the experimental chamber setup (not to scale). A very long focal
length mirror is used for the XUV beamline (approximately 5m) - as the chamber is not su�ciently
long to accommodate this, an extension (not shown) is required with mirrors at the end of it.
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Figure 3.2: Plan view (a) and south view (b) of target assembly. The basic principles of the experiment
are outlined here; namely the indirect heating of the sample to produce WDM and the operation of the
XUV probe to measure the opacity.
Images © IOP 2021, Hyland et al.[3].

that while the frequency doubling is integrated into the long-pulse beamlines, the doubling for

the CPA beams must be set up manually, as illustrated. Since the green-re�ecting mirrors used

here will not re�ect IR light, a green laser must be installed and aligned to the main IR beam,

hence the 'Injected Beam' and 'Pointing/Calorimetry' labels on Figure 3.1.

3.1 Overview of Experiment Plan

Figure 3.2 focusses on the target assembly, and illustrates the basic principles of the experiment.

Figure 3.2(a) shows a plan view of the target assembly that most clearly shows the concept of

the indirect heating, where three of Vulcan's long pulse laser beams are focused onto each of the

palladium foils. Each of these heats the palladium to a peak electron temperature of ∼4.5keV;

the resulting palladium plasma then radiates x-rays ranging from blackbody radiation (radiation

temperature of 175eV, so Eγ ≈ 0.5keV ) to bright L-shell emission (3keV < Eγ < 3.5keV )[44].

This pulse of x-ray radiation lasts approximately 200ps; however� within 50ps the WDM sample

is heated to a temperature of ∼0.9eV and has not signi�cantly expanded (therefore is still at

approximately solid density). Simulations done by Waide et al. (Section 6.2.5) indicate that the

3p level becomes bound at a density of 1g/cc which will have a signi�cant e�ect on the free-free

absorption as the density of free electrons is reduced - maintaining solid density is crucial to

prevent this from occurring. The path of the XUV beam through the sample is also visible;

as it passes around/through the sample, it then propagates to a spectrometer that records the

intensity of the radiation passing around or through the sample.

�This is consistent with estimates of the adiabatic sound speed, Cs =
√
P/ρ. With density of 2.7g/cc =

6×1028 atoms/cc and energy of 7eV/atom, Cs =
√

6.7× 1010/2700 ∼ 5km/s. The time taken to expand 200nm
is therefore ∼40ps. This assumes an adiabatic constant of 1 - while this will vary slightly for real WDM[45], this
variation is accounted for in the simulation's data tables, and is su�ciently close to unity that an approximate
estimate of the decompression time can be made.
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Figure 3.3: Measured and estimated spatial pro�les of XUV beam after and before it propagates past the
WDM sample (also illustrated). The unobstructed beam (blue dashed line) is estimated using smoothing
spline interpolation between the two outer parts of the beam. This interpolation is acknowledged as a
source of error and is accounted for in the analysis.

Fig 3.2(b) shows the view of the target assembly from the south (i.e. XUV beam propagates

into the page). Again, the diagram is not to scale, but it is clear that the XUV beam is

signi�cantly larger than the sample. When a spatially smooth XUV beam is produced, the

outer part of the beam propagates around the sample, while the centre of the beam goes

through it. The drop in intensity will be resolved on the �at-�eld spectrometer, and the spatial

shape of the beam outside the shadow can be used to estimate the original intensity of the

beam that propagated through the sample (see Figure 3.3).

In principle, dividing the measured central intensity by the estimated central intensity should

give the total opacity of the sample. However, it was found that a signi�cant amount of the

XUV light di�racted around the sample; this meant that a near-�eld di�raction modelling code

was required to properly analyse the data (it was not certain how much light had passed through

the sample or had di�racted around it). This phenomenon and code are detailed in Chapter 4.

3.2 Palladium Heating X-ray source

3.2.1 Sample Heating Uniformity Simulations

A computer model was written to simulate the uniformity of the thin foil sample heating across

its area as a function of the x-ray source shape (this is distinct from the commercial radiation

hydrodynamics code HYADES used to model the heating uniformity along the thickness of the

target, as described in Section 3.3). This is important, as the x-ray source shape will strongly

correlate to the optical laser focal spot, which can be extremely non-uniform especially when

tightly focussed. While using phase plates to adjust the shape of the laser focal spot can be very
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Figure 3.4: Image of laser focal spot with square phase plates in the beam, and the corresponding
line-out/cross section.

useful (indeed, our group has used square focal spots in the past for shock drive experiments),

these are not without their issues. For example, phase plates di�ract approximately 20% of

the laser light away from the focal spot, this can make a signi�cant di�erence especially for a

heating procedure as ine�cient as this one. Another issue is hotspots in the beam; while this is

not a major issue here, the focal spots have a degree of noise which can create small hotspots of

lower x-ray conversion due to being too hot, and can also seed instabilities in very thick targets

(though the latter point is not applicable here). These hotspots can be seen in Figure 3.4.

The model treats each foil as a 2D plane - one for the laser-heated x-ray source and one

for the WDM sample foil, both are de�ned to be 500µm × 500µm and are separated by 1mm

with the WDM sample rotated 45 degrees, as shown in Figure 3.5. Each of the foils is divided

into 20µm pixels, this allows both the x-ray emission shape and the WDM energy absorption

distribution to be de�ned/measured to a high precision. Note that while the sample absorption

pro�le cannot be easily measured, the shape of the x-ray source can be easily measured with an

x-ray pinhole camera, and is found to be very similar in shape and size to the laser focal spot.

The x-ray source is assumed to be monochromatic, in this case at a photon energy of 3250eV

with an attenuation length of 6.27µm.

First the shape of the x-ray spot is read from a �le and broken down into 20 micron pixels.

The code then scans through each pixel on the x-ray source, then calculates the vector connect-

ing it to each pixel on the WDM sample foil. The total x-ray absorption is then calculated at

each pixel on the WDM foil, and this is repeated for each pixel on the Pd foil. The emission

from each pixel is assumed to be isotropic�, however the projection of the emitting surface onto

the WDM sample will introduce a cos θ term to the emission strength, where θ is the angle

between the ray and the Pd foil normal (approximately 0° in this case). The energy absorbed

by the sample depends on three factors:

� Distance between the source and the sample - the x-ray energy is assumed to decrease

�The emission is actually more likely to be proportional to the angle of emission cosn θ due to absorption by
the foil at extreme angles, however as the angles involved are quite small, this approximation is acceptable.
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Figure 3.5: Diagram showing principle of indirect radiative heating simulations. Shown are the two
palladium heater foils and the green optical lasers used to heat them, the aluminium WDM sample. The
arrows illustrate the modelled x-ray propagation from the Pd foils to the WDM sample.

proportionally to 1/r2

� Angle β between the ray direction and the Al sample foil normal - the x-ray absorption

will be proportional to 1/ cosβ, as the more oblique an angle the radiation is incident at,

the more material the radiation will pass through, thus the more energy will be absorbed.

� The absorption coe�cient of the material. In this case the cold opacity of aluminium at

3.5keV was used. The source is assumed to be monochromatic (the bulk of its emission is

in the palladium L-shell band of x-rays, where the absorption only varies by about 10%

within that range), and the cold opacity is acceptable as the expected sample temperature

falls far short of what would be required for the inner shell ionisation (the dominant

absorption mechanism at 3.5keV) to signi�cantly change.

The results of these simulations are shown in Figure 3.6. The images to the left show the

simulated x-ray sources and the images on the right show the corresponding x-ray absorption

pro�les. The code was tested with both an unrealistically small laser focus (1st row), an

unrealistically large uniform spot, an unrealistically uneven focal spot and a realistic focal spot

respectively. It can be seen from the colour scales on the �gures to the right that using a larger

laser focal spot improves the WDM heating uniformity, but that the absolute di�erence between

them is negligible.
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Figure 3.6: Simulations outlining how the heating laser's focal spot a�ects the uniformity of resulting
indirect heating. In this instance, a laser is incident on Palladium foils that then emit x-rays from
either a point source or a more realistic source. The images on the left show the simulated x-ray sources
and the images on the right show the corresponding x-ray absorption pro�les.
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Photon attenuation length in Parylene-N (C8H8)

Figure 3.7: Photon absorption depth in Parylene-N (C8H8)

3.2.2 Data and Estimates of E�ciency

The use of palladium-coated plastic foils as indirect x-ray heaters has already been well docu-

mented in previous work done for this experimental campaign[44, 42]. It was found that using

200ps long laser pulses in a 200 μm wide focal spot containing 110J of energy (corresponding

to an intensity of ∼ 2 × 1015W/cm2) converted approximately 4% of this energy into palla-

dium M-L band x-rays (photon energies 3-3.5keV), and approximately 5% was converted into

blackbody radiation¶ at lower photon energies (0.5-2keV). The foils used in this experiment

consisted of 141nm of palladium coated onto 19.4μm of parylene-N (C8H8, referred to as CH),

with the laser incident on the palladium side and the WDM sample placed to the other side

the foil (see Figure 3.2(a)). The thick parylene-N serves two purposes here - it supports the

thin Pd foil, but it primarily acts as a soft x-ray �lter. Uniform heating requires the sample

to be heated using the high-energy L-shell radiation rather than the lower energy black-body

radiation from the foil - CH absorbs much more strongly in the soft x-ray region than for harder

x-rays (attenuation length varying by approximately 3 orders of magnitude; see Figure 3.7)[27].

This has a minimal e�ect on the L-shell heating, as the 3keV radiation is only attenuated by

∼10-15%, but the sub keV radiation is reduced by approximately 3 orders of magnitude, as

seen in Figure 3.13.

¶Note that as the radiation passed through a 20μm thick hydrocarbon layer, the blackbody radiation is
signi�cantly attenuated, so despite a similar amount of energy being emitted, it has a small e�ect on the sample
conditions.
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Figure 3.8: Bragg di�raction causing the dispersion that is used in a spectrometer.

3.2.3 Source Characterisation

3.2.3.1 Flat Bragg Crystal Spectrometer - Overview

The �at crystal x-ray spectrometers used in this experiment operate much like most spec-

trometers - a dispersive element causes light of di�erent wavelengths to propagate in di�erent

directions, which are then incident onto some kind of spatially resolving detector. Most optical

spectrometers use di�raction gratings (some use prisms) to disperse the light onto a CCD or

photodiode array, and the �at crystal spectrometers used in this experiment operate in a similar

fashion.

While both systems use di�raction to disperse the incident radiation, x-ray spectrometers

speci�cally use an e�ect known as Bragg di�raction. More details of this process are outlined

in Appendix A - the end result of this is e�ectively a mirror that only re�ects x-rays at speci�c

angles. This angle (the Bragg angle) is given by

θB = sin−1
(
nλ

2d

)
(3.1)

where n ∈ N is the order of re�ection, d is the crystal separation and λ is the wavelength of

the x-rays incident on the crystal.

Another quantity that needs to be considered when working with �at crystal spectrometers

is the re�ectivity of the crystal. In real crystals, there will be some degree of imperfection -

that is, not all the atomic layers are perfectly spaced or parallel. The greater this imperfec-

tion, the less sensitive the Bragg re�ection is to the incident angle, essentially allowing Bragg

di�raction to occur at a range of angles. Crystals have a wide range of imperfections - HOPG

(Highly Oriented Pyrolytic Graphite) crystals typically have a high degree of imperfection,

while the widespread demand for high-quality silicon crystals in the semiconductor industry

makes obtaining extremely high quality silicon crystals straightforward and cheap. This high

imperfection is due to a graphite crystal being a mosaic of smaller crystallites, compared to a

single crystal like silicon. As lower perfection crystals can e�ciently re�ect at a wider range
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Figure 3.9: Emission spectrum of Amptek Mini-X x-ray tube �tted with a gold cathode, measured by the
manufacturer[46].

of angles, more of the incident photons will be re�ected, increasing the brightness of the sig-

nal measured on the detector. For this reason, the imperfection is generally described by its

re�ectivity - the lower the perfection of the crystal, the more re�ective it is.

3.2.3.2 Calibration of Bragg Crystal

In order for the spectrometers to be useful for characterisation of the x-ray source, their re�ec-

tivity must be measured. This was done using an x-ray tube, �uorescence from metal foils and

a CCD - the full details are published in Brozas et al [1], but a brief overview will be given here.

Calibration Setup As the crystal re�ectivity varies across di�erent x-ray energies, a tunable

monochromatic x-ray source is required for calibration. Line emission from a metal plasma

can be used (the same line groups used for radiative heating) which are very bright and can be

coarsely tuned by using di�erent metals; however this requires a high-power laser and associated

interlocks and vacuum system, making the overall setup relatively expensive. An x-ray tube

is much cheaper (the Amptek Mini-X used in our calibration cost ∼¿5000), but by itself is

not monochromatic - while spectral lines unique to the tube's cathode material will be present,

much of the radiation will be very broad-band bremsstrahlung emission. The emission spectrum

measured by the manufacturer is shown in Figure 3.9. However, it can be used to produce a

relatively monochromatic source by using metal foils as a secondary x-ray �uorescence source

- as the x-ray tube has such a high photon energy (∼ 104eV), the inner shell electrons of

mid-Z elements can be photoionised. As the electrons recombine with the atom, K-shell x-ray

photons are emitted that are both monochromatic and fairly isotropic (unlike the broadband

and collimated beam of radiation from the x-ray tube).
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Figure 3.10: Schematics illustrating the principle of the x-ray crystal calibration method. Image credit
© IOP Publishing 2018, Brozas et al. [1], Licenced under Creative Commons CC BY-NC-ND 4.0.
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Figure 3.11: Histogram of CCD capture of copper foil �uorescence. As well as the huge peak surrounding
0 counts (expected as most of the pixels detected no photons) a peak is very clearly visible at 204 counts.
With the CCD operating in a fast readout mode (electron-hole pair creation energy = 3.65eV, A-D
conversion = 10.8±0.1 counts/electron), this corresponds to a photon energy of 8042eV, which is the
Kα energy of copper. The Kβ energy is also visible slightly to the right of the Kα peak.

An outline of the experimental set-up is illustrated in Figure 3.10. A variety of metal foils are

used (ranging from titanium (Kα = 4.5 keV ) to zinc (Kα = 8.6 keV )) as the secondary source;

this allows the re�ectivity to be measured over a wide range of photon energies. First the

radiation from the foils is measured directly using a CCD (Figure 3.10(a)). As a CCD operates

by measuring the amount of charge liberated from the silicon lattice by incident photons, if the

signal is so weak that the chance of two x-ray photons being detected by the same pixel is very

small (a mode of operation known as 'single photon counting') the amount of charge freed on

a single pixel will be directly proportional to the energy of the photon that it detected.

Analysis The number of photons NCCD detected by the CCD over a �xed exposure time

can be easily counted by taking a histogram of counts per pixel over the image (Figure 3.11).

Note that the Kα and Kβ peaks (that are close to Gaussian) are present on top of a strong

background signal. Some of this background is due to the wide peak surrounding 0 counts. The
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width of this peak is caused by thermal noise from the CCD - when a CCD is operating above

absolute zero, electrons will be released by random thermal motion of the lattice. This leads to

a 'dark current', creating a random signal even when no light is incident. Fortunately this signal

can be easily removed; this can be done automatically by the CCD control software by �rst

recording a reference image with no expected signal, then removing this from the �nal image

captured. As the dark current ID obeys Poission statistics, the noise is relatively predictable,

however will still have some error ∆NID =
√
NID where NID is the number of counts detected

due to the dark current. This error is the primary source of the width of the peaks in Figure

3.11, as the Kα and Kβ peaks are Gaussian (since their width is due to the thermal noise),

Gaussian curve �tting of the peaks on the histograms was used to estimate the signal strength.

This �tting was also used to estimate the error in the re�ectivity - as the measured signal

strength depended on the height and width of this Gaussian, multi-parameter χ2 �tting was

used to determine the error in both of these parameters. The process is described by Hughes

and Hase [47], and was used in this work to estimate the error in the di�raction modelling -

more detail can be found in Subsection ??.

Another source of background is the split events from single photon interactions. While the

majority of the photons will strike the CCD on a pixel and all of the electrons will be trapped

in a single well, in some instances the photon will ionise the CCD near the boundary of two

pixels, and can lead to the released electrons being split between two pixels. This causes a

number of pixels recording counts below that expected from the K shell emission. The process

for removing this noise is described by Brozas et al. [1].

The CCD will subtend a solid angle ΩCCD around the x-ray foil source, this solid angle

simply calculated from the CCD size and the distance LCCD from the source. However, the

x-rays will only be re�ected from the crystal within a range of angles - this range is de�ned to

be the integrated re�ectivity γr. In this case the solid angle subtended by the crystal is given

by

Ωcrys = γr
w

Lcrys

where w is the height of the CCD and Lcrys is the path length from the K-shell x-ray source,

to the crystal, to the CCD (Figure 3.10(b)). The number of photons Ncrys re�ected from the

crystal must be measured - this is done using the same histogram method and for measuring

NCCD. Another factor that will a�ect Ncrys is the absorption due to the increased propagation

distance in air - this is generally quite weak (<50% attenuation over 10cm), but should still be

accounted for. The ratio of the numbers of counts being measured is given by:
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Ncrys
Nccd

= exp(−αair(Lccd − Lcrys))
Ωcrys
ΩCCD

(3.2)

This can be readily solved for Ωcrys and thus the re�ectivity γr is obtained. The error in

the �nal re�ectivity measurement was estimated from combining in quadrature the Gaussian

�tting error described above with the experimental uncertainty in the distance measurements.

This was found to give a relative error in γr of ∼ 10%.

3.2.3.3 Flat Bragg Crystal Spectrometer - Absolute Flux Measurement

While the approximate spectral shape of the radiation emission from the palladium foils is

well known from previous work, spectrometers are still required to measure the intensity of the

L-shell emission on each shot.

The spectrometer's response to the �ux from an x-ray drive will depend on a number of

factors. One of these is the distance from the source to the spectrometer - the signal detected

by the CCD will decrease as the source-detector distance increases, however this is not a simple

inverse square law dependence. The solid angle subtended by the spectrometer around the

source includes the width of the spectrometer's spatial axis. The spectrometers are set up like

seen in Figure 3.8, this is a side view, so the spectral resolution is close the vertical plane while

the spatial resolution is along the axis normal to the page/screen. The other factor in the solid

angle is the re�ectivity of the crystal - as described earlier, any particular energy of x-ray will

only be e�ciently re�ected within the range of angles γr (see Subsection 3.2.3.2). Thus the

e�ective solid angle subtended by the spectrometer, rather than simply being Ω = x1x2/r
2

where x1 and x2 are the detector dimensions and r is the distance to the detector, is given by

Ω = γrx2/r. This re�ectivity varies as a function of the wavelength of the incident photon.

The properties of the detector (in this case, calibrated x-ray CCDs) will also a�ect the

detected signal. One of these is the quantum e�ciency, ηQ. This describes the number of

photons that will interact with the sensor in such a way that can be detected. This depends

on the incident photon energy, ranging from >90% for ∼1-3keV photons to <15% for 10-20keV

photons. Each photon that interacts with the detector releases a number of electrons, found

by dividing the photon energy by the energy required for electron-hole pair creation in silicon

(geh = 3.65eV )�[48]. These electrons must then be counted; several electrons will be detected

by the CCD as a single �count� (in this case gAD = 7.4± 0.1 counts/electron, calibrated using

the method described in [1], though this depends on the CCD and its readout settings). These

counts are then presented as the output from the CCD. As some kind of �ltering will usually

�Indeed, for very low photon numbers, this allows a CCD or photodiode without a dispersive element to be
used as a spectrometer, and was the basis for the crystal calibration method described in [1].
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be present on an x-ray spectrometer (whether to speci�cally reduce the amount of signal from

a certain band of radiation or reduce the intensity of all radiation to prevent the detector from

being saturated), the total �lter transmission Tf clearly must be accounted for when calculating

the sensitivity of a spectrometer.

The calculation to convert the measured signal from number of counts Ic to number of

photons per steradian per photon energy Is is therefore given by

Is (Eγ) =
Ic (Eγ) gADgeh

Tf (Eγ) ηQ (Eγ)EγΩ (Eγ)
(3.3)

Note that most of these quantities depend on the photon energy. This can cause the mea-

sured and real spectrum to appear very di�erent, especially if measured near an absorption edge

of one of the �lters. This process can be seen in Figure 3.12 - (a) is the image captured on the

CCD, and is then vertically averaged to give the uncalibrated spectrum shown in Figure 3.12(b).

Solving Equation 3.3 with the parameters from this experiment gives Figure 3.12(c); notice the

large change in sensitivity with photon energy. The data in Figures 3.12(b) and 3.12(c) are

multiplied to give the absolutely calibrated source emission intensity in Photons/sphere/eV.

This non-uniform sensitivity is responsible for the di�erence in shape between Figures 3.12(b)

and 3.12(d). Note also that the dispersion is assumed to be linear; this is supported by recent

calibration data using silicon Bragg crystals at comparable distances from the source.

3.2.4 E�ective Flux on Target

The total radiation incident on the sample can be separated into two components - the L-

shell emission (a series of spectral lines near the palladium M-L band emission between 3keV

and 3.5keV) and the black-body emission (below 2500eV). As the L-shell emission is the more

important of the two when considering the WDM sample conditions, the strength of this band

was measured on every shot using silicon Bragg spectrometers. Unfortunately the black body

emission could not be measured on this experiment, however it was estimated from previous

data and found to be small enough that estimates based on the laser energy would be su�cient.

The previous paper published on the testing of the palladium foils [44] calculated the tem-

perature of the palladium to be approximately 175eV. This will be tied closely to the incident

laser energy EL, however this energy was found to vary signi�cantly between shots (up to 50%

on the �nal set of shots used for the opacity measurements). The strength of black body ra-

diation emitted by a surface is proportional to its temperature to the power of 4 (j∗ = σT 4)

and the temperature of a laser-heated plasma is proportional to laser energy E2/3
L (assuming a

consistent pulse length and focal spot size, which were con�rmed to be the case here). It follows
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Figure 3.12: Illustrations of di�erent stages of x-ray emission measurement. (a) Raw image from CCD.
(b) Vertically binned average of CCD image. (c) Overall sensitivity of spectrometer - includes e�ects
of distance, �lters, crystal re�ectivity and CCD response. (d) Absolute spectral emission of Pd L-shell,
derived by multiplying data in Figures (b) and (c).
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Figure 3.13: Estimated blackbody emission from palladium plasma (estimated to be 175eV blackbody)
and the same radiation transmitted through 19.4μm of CH. Note the di�erent scales for the emitted and
transmitted radiation.

that the strength of the blackbody radiation will be proportional to E8/3
L . As mentioned earlier,

the radiation from the palladium plasma has to pass through 19.4μm of CH plastic backing.

Not only does this attenuate the blackbody signal (by a factor of ∼600), it also signi�cantly af-

fects the shape of the spectrum, blue-shifting the peak of the radiation signi�cantly (see Figure

3.13).

The second part of the palladium emission is the L-shell emission. This is measured on

each shot using a Bragg crystal spectrometer as described in Subsection 3.2.3.3. The increase

in temperature can be estimated from this �ux e.g. for shot #96 (a 430nm thick target).

The total radiated (time-integrated) �ux from each foil in the L-shell band was found to be

1.46×1016 photons/sphere (this was measured through the CH layer so its e�ect does not need

to be considered). Multiplying this by the average L-shell photon energy and dividing by 4π to

convert to radians gives us a radiated �ux of 0.62 J/sr. Correcting for the angle of the sample

foil relative to the x-ray source and converting from radians to cm2 (as the WDM is ∼0.1cm

from the palladium foil, illuminated at 45° from normal) gives a total �ux incident on the WDM

of 44J/cm2.

The aluminium is estimated to absorb 9.3% of the incident L-shell radiation**[27]. As the

mass per unit area is 1.2×10−4g/cm2, the total energy absorbed per gram is 3.53×104J/g which

after subtracting the latent heat of vapourisation (10.86 KJ/g), equates to 1.13×10−18J/atom.

We assume this energy to be divided equally between the Al3+ ion and the three electrons, the

energy per electron is 1.9×10−19J/electron, which results in the electron temperature increasing

by 9100K or 0.8eV.

**This calculation uses the cold opacity for aluminium; however this approximation is still valid here as
the WDM here is never hot enough for the K-shell absorption (which is dominant in this photon regime) to
signi�cantly change.
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3.3 Radiation Hydrodynamics Simulations

Simulations of the WDM sample heating were conducted using the 1D Lagrangian radiation

hydrodynamics code HYADES[33]. The details of how HYADES works are beyond the scope

of this thesis (and can be found both in Larsen and Lane [33] and on the Cascade Applied

Sciences website [2]), but an overview will be described here.

3.3.1 HYADES Basics

HYADES uses a Lagrangian co-ordinate system to model the sample - this means that the mass

of material contained in each cell of the simulation remains constant, so the cell boundaries move

as the plasma expands or compresses. The electrons, ions and radiation �elds are treated as

separate �uids each with their own temperature. The electron �uid and radiation �eld are

coupled, as are the electron and ion �uids, this allows energy to transfer between the three

species.

HYADES assumes local thermodynamic equilibrium (LTE) for each �uid, allowing for the

use of Maxwell-Boltzmann particle statistics and a Planckian radiation �eld. Multi-group ra-

diation transport was required here to model the radiative heating - in this scheme, all the

radiation present in the simulation was split into a number of bins de�ned by the user (in this

case 100). Blackbody emission was also calculated from each cell. In this case, cold opacity

tables based on SESAME data are used to calculate energy absorption - both from the external

Pd x-rays and from the sample's internal black-body emission. For temperatures above 10eV,

this switches to QEOS values generated on-the-�y, though as the temperatures used here are

much lower, cold opacity is acceptable. The Rosseland mean opacity is used by default, it was

found that switching between it and the Plank mean had no e�ect.

Di�erent ionisation models (Saha, Thomas-Fermi, screened hydrogenic average-atom model)

and energy sources are available. The Thomas-Fermi ionisation model was used, as changing

the ionisation model was found to have little e�ect on the code's output, asides from the

computation time required.

1 dimension was deemed to be su�cient, as over the timescale of the experiment (i.e.

<150ps) the foil could only expand by approximately 50nm - while this is a signi�cant fraction

of the sample thickness, this would have a negligible e�ect on the area density as the sample

is approximately 500 microns wide. The e�ect of the decompression normal to its surface is

corrected for in the analysis, and is described in more detail in Subsection 5.1.3.

The aluminium samples were considered to have 5 layers - 5nm CH, 5nm Al2O3, 200-500nm

Al, 5nm Al2O3, 5nm CH. 140 zones were used in total, 10 for each contaminant layer and 100
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Figure 3.14: Spectral and temporal shape of the x-ray �ux through the WDM sample for shot 137 on the
east side. The spectral shape includes the actual spectrum and the binned spectrum, as HYADES divides
the �ux into bins as shown here. More precise spectra were tested, however this made little di�erence
aside from increasing the compute time required for the simulation to run.

for the Al core. HYADES requires the x-ray �ux in a tabular form, recording both the spectral

and temporal variation of the source intensity. More information on these contaminants is given

in Subsection 5.1.3.

3.3.2 HYADES Source Description

Two x-ray sources were present, each one representing one of the palladium foils. Figure 3.14

shows the spectral and temporal shapes of a typical shot. The emission from each was split into

two components - the �ltered blackbody emission and the L-shell line emission. As described in

Subsection 3.2.2, the blackbody emission from the palladium plasma releases a similar amount

of energy to the L-shell, but is much more attenuated by the plastic backing of the foil.

The blackbody emission could not be measured on each shot for this experiment, however

the palladium source was su�ciently consistent and well-characterised in Kettle 2015 that its

measurement of the blackbody emission could be used[44]. The blackbody emission was scaled

by the laser energy incident on the palladium - the emission from the plasma is proportional

to the temperature T 4 and the plasma temperature is proportional to the laser energy E2/3,

therefore the blackbody emission strength is proportional to E8/3 . While this scaling method

is not ideal, the blackbody radiation had such a small e�ect on the code output (disabling

it entirely caused about a 5% change in temperature on the outside of the sample) that this

method was deemed to be su�ciently accurate.

The L-shell emission from each palladium foil was measured on each shot using a �at crystal

spectrometer as described in Subsection 3.2.3.1. While the spectrometers were able to precisely

measure the structure of the emission, entering the radiation structure in high resolution was
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found to make no signi�cant di�erence to the code output, so all the energy was binned into

a spectral range between 3200eV and 3500eV. The temporal pro�le of the L-shell emission was

measured on each shot using an x-ray streak camera. This was found to be extremely consistent

between shots, so the same pro�le could reasonably be used for every shot (this pro�le is shown

in Figure 3.14). This is then folded with the spectral shape of the palladium x-ray �ux to give

the x-ray �ux in the format that is required by HYADES. A typical result is given in the sample

HYADES input �le in appendix B.

3.3.3 Timing of Heating and Probing Pulses

As the sample conditions evolve relatively quickly during the heating pulse, knowledge of the

time that the probe pulse arrives relative to the heating pulses is crucial. This is measured using

an optical streak camera on each shot (see Figure 3.15b), as even when the beams arrival at

the sample were synchronised as accurately as possible, the temporal jitter between the heating

laser pulse and the probe laser pulse was measured to be ±170ps. HYADES modelling of the

palladium source was done to estimate the delay between the optical pulses arriving at the

palladium foils and the x-ray emission, this was estimated to be approximately 50ps.

First, the long pulses used for the heating were absolutely synchronised to each other - as

they all come from the same oscillator, timing slides (consisting of a set of mirrors that change

the path length of the beamline) are used to do this. This required the laser beams to be

focussed onto a di�use re�ector at TCC (target position, known as Target Chamber Centre),

which was imaged onto photodiodes to approximately synchronise them, then a streak camera

(separate from the setup in Figure 3.15b) was used to precisely time them - the setup is shown

in Figure 3.15a. The CPA beam is then synchronised to one of the long-pulse beams (since the

long pulses all originate from the same oscillator, the jitter between them will be negligible)

- as the CPA pulse originates from a separate oscillator, it can be synchronised with the long

pulses using electrical delay generators, and �ne tuned using another timing slide.

However, this setup is only temporary, as it requires a di�use scatter target at TCC so cannot

be used on full shots. Instead, another streak camera (Figure 3.15b) was set up permanently

to detect the pulses leaking through mirrors on the CPA beamline and one of the short pulse

beamlines (beam 3 in this case). This can monitor the change in synchronicity between shots,

but by itself cannot measure the absolute synchronisation at TCC, so it must also be calibrated.

This is done by measuring the delay between the pulses at TCC using the temporary setup,

then changing the timing slide on the permanent timing monitor to match the measurements

by the two streak cameras.
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Figure 3.15: Set-ups used to measure time delay between heating pulses (including beam 3) and the
XUV probe (driven by beam 7).
(a) Temporary setup used to measure absolute synchronisation between long pulse heating beams (e.g.
beam 3) and CPA probe beam (beam 7). An image of the di�use scatter target was focussed onto the
streak camera, and a sample image is shown. Both beams were converted to green light, however B7 is
shown as red for illustration purposes.
(b) Permanent setup used to monitor relative synchronisation between beams 3 and 7. This can be
calibrated to measured absolute synchronicity using the temporary setup in Figure (a). Leakage of each
beam through a dielectric mirror was directed onto the cathode of an optical streak camera, beam 7 was
not focussed due to the high intensity.
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Figure 3.16: Contour plots showing the temporal and spatial evolution of the electron temperature (left),
mass density (right), and average ionisation state (bottom) of the HYADES simulation for shot #137.
The contours are separated by 0.1eV, 0.28 g/cc and 0.25 respectively.

3.3.4 Results

The main results from one of the HYADES simulations are shown in Figure 3.16. This starts

when the x-ray heating pulse arrives (t = 0ps, Figure 3.14) and ends when the probe arrives,

as the probe is so short that the behaviour of the sample after this is inconsequential. The

expansion of the sample can be seen towards the end of the simulation, it is notable that the

sample does not start to expand until it reaches close to the probing temperature.

These simulations were run for most of the data shots, however due to the high temporal

jitter of the laser system at the time, only three samples were probed at ∼0.9eV temperature

and close to solid density. The high-intensity spikes in density of the outer contaminant layers

is due to artefacts of the modelling, which are likely responsible for the corresponding peaks in

ionisation. The ionisation is seen to follow the density distribution closely - this is consistent

with the loss of degeneracy and pressure ionisation, as discussed in Subsection 1.1.2. Plots of
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Figure 3.17: Simulated electron temperature (left), mass density (right), and average ionisation (bottom)
of three WDM samples at the time of probing.
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the three best timed shots at the time of probing are shown in Figure 3.17. The shots that

were used have a small di�erence in temperature, however as predicted opacities vary slowly

with temperature increase��, this was considered to be acceptable. The ionisation as modelled

by HYADES using the Thomas-Fermi model is also shown - while this would be expected to

be 3 for the solid material due to aluminium having three valence electrons, the Thomas-Fermi

estimate of 2.4 is su�cient to model the hydrodynamics, as the heating by 3keV x-ray absorption

will not be a�ected by the outer shell ionisation.

3.4 XUV Source and Characterisation

High harmonic generation was chosen as the method for producing an XUV light source for this

experiment, due to the compactness, cleanliness, and �exibility of such a source. As alluded to

in Chapter 1, this works by focussing a high-power laser onto a jet or cell of noble gas, which

produces photons with energies that are odd multiples of the photons from the laser (hence the

name 'harmonics').

3.4.1 Principles of Gas High Harmonic Generation (HHG)

Fully understanding the process of high harmonic emission (including why only odd harmonics

are produced) requires a full quantum mechanical treatment of the interaction, which is well

beyond the scope of this thesis. As the properties of this XUV source were already well un-

derstood, a brief classical overview will be presented here. A more detailed explanation of the

semi-classical model can be found in Kettle [49], Lytle [50] or Corkum [51]. The fully quantum

treatment of HHG can be found in Lewenstein et al. [52].

Semi-Classical model for Gas Harmonic Generation

The process of harmonic generation in gases can be broken down into three stages. First an

atom is ionised by the laser �eld - tunnel ionisation is the dominant mechanism for HHG, thus

a high intensity laser is required. The electron is then accelerated away from the atom by the

electric �eld of the laser, then accelerated back into the ion (this is how the electron gains extra

energy over the ionisation potential of the atom). Finally, the electron recombines with the

ion, releasing a photon of higher energy than either the drive laser or the atom's ionisation

potential.

��The absorption coe�cient was predicted to increase by no more than a factor of two going from a temperature
of 1eV to 10eV[38]
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Figure 3.18: Illustration of the potential energy distribution around an an undisturbed atom and one
undergoing tunnelling ionisation.

IONISATION Several ionisation processes can occur when the laser is incident on an atom

(e.g. multi-photon, above threshold ionisation), however this discussion will focus on tunnel

ionisation as it is the dominant mechanism in this case. The dominant ionisation mechanism

can be determined by the Keldysh parameter[53]:

γ =

√
Ip

2Up
(3.4)

Up =
e2I

2meε0cω2
(3.5)

where Up is the time-average of the kinetic energy the electron receives from the laser

�eld per cycle, I is the laser intensity and Ip is the ionisation potential. Up is known as the

ponderomotive energy, and can be reduced to

Up[eV ] = 10−19Iλ2 [W/cm2, nm] (3.6)

Tunnelling ionisation dominates in the case γ < 1, for γ > 1 multi-photon ionisation becomes

signi�cant, and when γ � 1 above threshold ionisation becomes important.

The process of tunnelling ionisation can be seen in Figure 3.18. In the absence of a strong

electric �eld, the potential well of the atom forms the very familiar −1/r2 shape (Undisturbed

atomic potential, Figure 3.18). An electron in the energy level with binding energy −Ip requires

at least that amount of energy to escape the potential well of the atom.

Consider the case where a strong, uniform electric �eld is applied to the atom. This creates

a linear gradient in the potential energy around the atom. Adding this to the atom's −1/r2
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potential well distorts the potential energy distribution around the atom, leading to the dis-

turbed atomic potential shown in Figure 3.18. It can be seen that it is now possible for the

electron to tunnel through the barrier and leave the atom without needing to absorb su�cient

energy to directly overcome the potential well. The rate of tunnelling ionisation for an atom in

a strong electric �eld is described by the Ammosov-Delone-Krainov (ADK) model described in

Ammosov et al. [54].

ACCELERATION Once the electron is free from the atom, it is accelerated by the laser's

electric �eld. The electron's motion at this point can be treated classically; assuming the free

electron to be initially stationary, solving the equations of motion gives the electron's velocity

as

v(t) =
eE0

mω
(sinωt− sinωtI) (3.7)

where E is the peak laser �eld intensity, and tI is the time of ionisation. Note that the laser

�eld is assumed to be linearly polarised and su�ciently weak that the ponderomotive force on

the electron is negligible - if either of these conditions isn't met, the electron does not return

to the ion and cannot recombine to create harmonics. One consequence of the velocity being

proportional to the wavelength is that the use of longer wavelength lasers allows for higher

order harmonics to be produced - this can be understood classically as the electron being free

from the atom and being accelerated for a longer time before recombination with the ion.

RECOMBINATION In the case where the electron returns to the ion, the electron has a

probability of recombining with it. When this occurs, it exists in an energy level equal to the

ionisation energy of the atom plus the kinetic energy of the electron. This gives a maximum

possible photon energy of

Emax = Ip + 3.17Up (3.8)

with the 3.17Up corresponding to the maximum electron recombination velocities, which

occur when ionisation occurs at

phases of 17° and 197°. Using Argon and a 1014W/cm2 pulse of 527nm light results in

a theoretical maximum photon energy of ≈ 315eV which corresponds to the 135th harmonic

order. Note that the e�ciency drops o� well before this point, the highest harmonic that

could be observed in this con�guration was the 13th (γ ≈ 30eV ). Lower z noble gases are

commonly used due to the higher Ip allowing a higher maximum harmonic order at the expense

of generation e�ciency.
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PHASE EFFECTS Several phase shifting e�ects occur during HHG that hamper its e�-

ciency, as the optimum e�ciency of harmonic generation occurs when the emitted harmonic

photons are most in phase with each other. A signi�cant microscopic contribution to the phase

of an emitted harmonic photon is the dipole phase - this is the phase accumulated by the elec-

tron wavefunction as it propagates in the continuum[50], and decreases approximately linearly

with the laser intensity - hundreds of radians can be accumulated for a 1015W/cm2 laser like

Vulcan[55]. The e�ect of this can be reduced by minimising the variation in intensity across

the drive laser's focal spot. Other macroscopic phenomena such as dispersion can cause phase

mismatching - as the gas jet does not have uniform density, changes in the resulting refractive

index can cause the phase of the harmonic to vary across the region of interaction between the

laser and gas. The ionisation of the gas can cause additional dispersion, as plasma is a highly

dispersive medium. The implications of this phase mismatching are discussed in Subsection

3.4.3.

Note that this microscopic classical description does not explain the discrete nature of the

harmonics that are generated. This arises due to macroscopic interference e�ects between

emission from atoms throughout the medium; as harmonic generation is a coherent process,

any frequencies generated that are not multiples of the drive laser frequency will eventually

destructively interfere with each-other, whereas allowed frequencies will constructively interfere.

3.4.2 Choice of Harmonic Gas and Optics

The choices of drive laser wavelength, drive laser focussing strength and harmonic gas are

a�ected by a number of factors, however generation e�ciency is the main consideration.

Green light is used primarily due to its higher generation e�ciency compared to Vulcan's

1053nm light. The increase in e�ciency with higher frequency is due to the electron spending

less time away from the ion, thus the electron's wavepacket has less time to expand and the

returning electron therefore is more likely to interact with the ion. This was implemented by

using a KDP frequency doubling crystal, and while increasing the complexity of the experiment,

this makes the laser light visible to the naked eye. Increasing the drive frequency higher can

improve the e�ciency again, however this comes at the expense of the cuto� harmonic being

lower, and would require the use of external aids to see an ultraviolet 351nm beam.

It is also known that the generation e�ciency increases with f-number - this is due to a

combination of the larger Rayleigh length waist diameter causing more gas atoms to be ionised,

and some of the phase matching methods becoming more e�cient. This, however, comes at the

expense of peak intensity, although Vulcan has su�ciently high power that this is not a major

issue. A 5m focussing mirror was used due to the constraints of the target chamber that was

47



0.05

0.5

5

50

9 11 13 15 17 19 21 23 25 27 29

T
ot

al
 Y

ie
ld

 (
n
J)

Harmonic Order

Argon Neon Helium

Figure 3.19: Plot of harmonic generation e�ciency against harmonic order for di�erent gases, using
300mJ of 527nm light in 1ps. Combined with a 5m focussing mirror, this gives an intensity at the gas
jet of 6 × 1015W/cm2[49].

used for the experiment.

The decision to use argon was made after testing done on the TARANIS laser facility at

Queen's University, using a range of noble gases (noble atoms are generally used due to their

high ionisation potential compared to using molecules), including helium, neon and argon. It

was noted that while neon and helium both had signi�cantly higher cuto� harmonic order,

argon was much more e�cient in the region of interest for this experiment (i.e. 25eV photon

energy, so the 9th, 11th and 13th harmonics). The results from this testing are in Figure 3.19.

A 'soft aperture' was also used on the experiment to improve the spatial smoothness of

the beam. The beam from Vulcan was signi�cantly larger than the focussing mirror that was

available, so had to be apertured down from 6� to <3�. Using a hard aperture (i.e. an opaque

piece of plastic with a 3� hole cut into it) was found to cause signi�cant di�raction when focussed

down over a long focal length. This is to be expected, as focussing a beam of light is known to

have the e�ect of Fourier transforming it in space, and adding a hard edge to a beam requires

adding high-order spatial frequencies to it. These high spatial frequency components are visible

as di�raction features when Fourier transformed at the focal spot. The solution to this was

to sandblast a semi-opaque ring onto a sheet of glass - this sandblasting process allowed the

transmission to be gradually varied, so can smooth the edge of a beam passing through it. The

e�ect of this on a defocussed beam was measured and is shown in Figure 3.20. The smoother

beam pro�le produces fewer high order frequencies, and therefore a cleaner focal spot. As the

HHG process is highly non-linear, is it very sensitive to variations in the beam intensity, so

producing a uniform optical beam was extremely important when optimising the XUV source.

The results of the e�orts to improve the beam uniformity are shown in Figure 3.21.
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Figure 3.20: Comparison of defocussed external low-power laser beam with no aperture (left), and with
a soft aperture (right). The beam goes through a lens to focus it enough to �t on the sensor, but it is not
focussed enough for di�raction or Fourier transforming e�ects to be signi�cant. The regions highlighted
by the rectangles were vertically averaged and plotted here. The ring around the outside of the soft
aperture is due to the sandblasting not covering the entire pellicle, and is not present on the high-power
laser beam.

Figure 3.21: Measured spatial intensity pro�le of 11th harmonic XUV beam, before and after optimisa-
tion (shots #21 and #76 respectively). While the absolute shape of the beam was di�cult to reproduce,
the beam was consistently smooth after the soft aperture was installed.
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3.4.3 Beam Phase-front E�ects

The e�ect of phase variation across the beam was also considered, as the phase front of a

HHG beam is very sensitive to both the drive laser's phase and its intensity distribution. For

example, one of the main contributions to the XUV beam's phase is dipole phase, which is

approximately proportional to the drive laser intensity, and can cause hundreds of radians of

phase shift[55]. If the XUV beam's phase front (i.e. the phase across the wavefront of the

beam) were not uniform, this could potentially complicate the analysis of the data by causing

additional di�raction e�ects; however, it was hypothesised that any signi�cant distortion to

the phase front would cause di�raction e�ects that would be visible in the beam intensity

measurements sans sample.

This was investigated by modelling changes to the phase front of an XUV beam and mea-

suring how this would a�ect the intensity distribution measured by the CCD. The di�raction

modelling code described in Chapter 4 was adapted for this purpose. First, this was used to sim-

ulate adding a super-Gaussian phase defect to a �at phase front, and this was then propagated

for 1m (i.e. the same scale as the experiment).

The shape and position of this defect is shown in the heavy dot-dash line in Figure 3.22a, and

the amplitude of the defect was varied. It was found that the amplitude had a signi�cant e�ect

on the �nal intensity distribution of the beam (shown in solid lines), the magnitude of which

scaled approximately linearly with the total phase change. It can be seen that the distortion of

the beam was centred around where the phase front was changing - this is to be expected, as

since the absolute phase of the beam has no e�ect on its intensity, only a change in the phase

front would cause measurable e�ects.

The e�ect of changing the gradient of the phase front was then investigated; the results are

shown in Figure 3.22b. In this case, a step in phase was added to the phase front, and the

sharpness of this step was varied (compared to the super Gaussian defect used earlier). It is

clear that the gradient of the phase front has a signi�cant e�ect on the distortion of the beam

intensity - as the gradients of the phase front get steeper (solid line, dashed line, dot-dashed

line), the distortion to the beam intensity becomes much more apparent, going from a barely

noticeable change to di�raction features reaching far beyond the region where the phase was

changing.

This modelling supported the hypothesis that a large degree of non-uniformity in the phase

front would have been visible when commissioning the XUV source; as little fast variation in

the beam intensity was seen, the phase front therefore must have been relatively smooth��.

��Note that while the beam intensities on full shots were found to be fairly uniform, the beam intensity (and
hence phase front) in the shadow of the sample could not be directly measured and was assumed to be smooth.
This is discussed in Section 4.2, and is supported by the accuracy of the di�raction modelling that used this
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(a)

(b)

Figure 3.22: Modelling of phase front irregularities and their e�ects on the beam spatial pro�le. This
was done by adapting the di�raction modelling code detailed in Chapter 4.
(a) E�ects of phase front defect (dot-dashed line) on beam intensity (solid lines). Phase front shown is
for the 1π phase shift, the other phase defects will have the same shape but di�erent amplitude. The
initial beam intensity distribution is plotted in the heavy black line, and the intensities measured by the
CCD are in �ne coloured lines. The measured intensity for zero phase shift is not shown as it overlaps
perfectly with the input pro�le.
(b) E�ect of gradient of phase front on beam pro�le. The phase change here was modelled as a step
function (red lines) but the sharpness of the step was changed, and the resulting intensity pro�les are
shown in the blue lines.

Even if phase defects were present, these would have e�ectively been encoded into the beam

measurements at the detector plane. This phase non-uniformity is consistent with the erratic

high-frequency variation in the pro�le of shot #21 Figure 3.21, which is mostly absent in

shot #76. This increased uniformity in phase was likely due to the laser beam size being

signi�cantly reduced by the soft aperture (increasing the f-number of the beam focussing),

and the higher spatial frequency components being removed, creating a smoother focal spot

intensity distribution.

assumption.
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Figure 3.23: Diagram illustrating principle of �at-�eld grating spectrometer. Ray-tracing software is
necessary to accurately con�gure the angles and distances required to properly focus the light. Note that
the focussing is along the same axis as the spectral dispersion - this means that the spatial pro�le of the
light does not change.

3.4.4 Flat Field Spectrometer

A �at�eld grating spectrometer was used at grazing-incidence to measure the spatial pro�le of

the harmonic beam. While high spectral resolution was not important in this case, the ability

to distinguish between di�erent harmonics is necessary as the absorption coe�cient is expected

to vary over the range of energies it is being measured across. The dispersive element used here

was a 1200 lines/mm gold-coated Hitachi grating with a 5649mm radius of curvature. The line

spacing also varies slightly across the length of the grating. Combined with the curvature of

the crystal, this has the e�ect of spectrally focussing the incident light onto the detector, giving

a much higher spectral resolution for the same signal level than would be typically achieved

with a �at grazing incidence grating (see Figure 3.23). Grazing incidence optics are necessary

for the short wavelengths in use here.

Figure 3.24 shows two annotated images from the �at�eld spectrometer - one without the

sample heating pulses and one with respectively. The CCD used was an Andor DO-435BN

with a 2048× 1024 sensor with 13µm× 13µm pixels, installed such that the energy/wavelength

resolution is along the horizontal axis and the spatial resolution is along the vertical axis. The

three harmonics that were used are highlighted in coloured boxes and the spatial pro�le of the

11th (in this case, the brightest) is plotted to the left of each image. A large and non-uniform

background is also present in the second shot; as this is absent when the heating pulses are not

used, it is believed to be from the hydrocarbon plasma created from the back of the heated

palladium foils. The process for removing this background is discussed in Subsection 5.1.1.
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Figure 3.24: Image from �at�eld spectrometer on shots #140 (a) and #137 (b). Shot 140 was taken
with the heating beams disabled, so no background is present. A vertical average shows the spectral
pro�le of the XUV signal, the uncalibrated spectra are plotted below each grey-scale image. The spectral
positions of the harmonics are also highlighted, and the horizontal average of the 11th harmonic is
plotted to the left of each image.
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Chapter 4

Di�raction Modelling

As alluded to in Chapter 3, it was found in previous iterations of this experiment that the XUV

light was found to di�ract around the sample. While one would not intuitively expect ∼50nm

light to signi�cantly di�ract around a 0.5mm wide obstacle, this is still possible due to the long

distance the light propagates. The dominant di�raction mechanism in an optical system can

be determined with a quantity known as the Fresnel number [56]:

F =
a2

Lλ
(4.1)

where a is the size of the aperture (or WDM target in this case), L is the distance from the

WDM target to the CCD and λ is the XUV wavelength. In the case where the detector is far

away from the sample, F � 1 and Fraunhofer (i.e. far-�eld) di�raction would apply. When the

distance from the sample to the detector is similar to the size of the sample, F � 1 and the

angular spectrum method (based on Fourier optics and not relevant to this thesis) can be used.

The Fresnel number in this case is ∼5, indicating that the behaviour of the optical system is

well described by Fresnel, or near-�eld, di�raction.

Since no suitable commercial di�raction modelling code existed*, a bespoke code had to

be written; the �nal version can be found in Appendix C. The model was written using the

physical models and assumptions outlined in this chapter, guided by standard optics texts

such as Hecht [56]. As the calculations for the di�raction cannot be inverted, the di�raction

modelling would be an iterative process of calculating the di�raction pattern for a set of input

parameters, comparing this to the measured di�raction pattern, then repeating with a di�erent

set of input parameters until the simulated and measured di�raction patterns agree. While the

variables of biggest concern here are the transmission of the sample and the phase shift of the

*Brendan Kettle built one similar to the one described here but was did not support modelling the sample's
refractive index[49]. The new code has other features that would have been di�cult to implement in the older
code, such as the adjustable input beam pro�le and smooth sample edges.
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light that passed through it, many other variables will also a�ect the di�raction pattern, and

therefore will need to be adjusted in the same way (these variables are detailed in Subsection

4.3.2). As the di�raction pattern has a highly non-linear dependence on the input parameters,

it was deemed that machine-learning based optimisation techniques would be the fastest and

most accurate way of �tting the di�raction model to the real data. More detail on this process

is discussed in Subsection 4.3.3, and the process for estimating the error in the multivariable

�tting between the di�raction code output and the measured di�raction pattern is detailed in

Subsection 5.1.2.

4.1 Principles of Fresnel Di�raction

The modelling of the Fresnel di�raction is based on the description given by Hecht [56]. Fresnel

di�raction is derived from the Huygens Principle; this states that a beam's wavefront at any

point in time can be considered to be an in�nite number of point sources. This can be applied

here by modelling the XUV light di�racting around the sample by integrating the contributions

(including the phase) of all the rays of light propagating through the sample plane between a

point source and the 1D detector. While the model can calculate 3D di�raction (e.g. through

a square aperture) in this case it has been simpli�ed to 2 dimensions. This can be done as the

sample is an strip of aluminium 0.5mm wide but much longer than the beam size (see Figure

3.2(b)), excluding the possibility of di�raction along the horizontal direction. The signal into

the spectrometer propagates through a slit that limits the width of the beam along the sample

length even further, ensuring that even if 2D di�raction was present, it would not be visible on

the spectrometer.

S D

P

O

ρ0 r0

y
ρ ry1

y2

Figure 4.1: Figure showing Fresnel di�raction for case where source and detector are along the same
axis normal to the plane of the slit y1 − y2. A ray of light is emitted from source S, then di�racts
through the slit and arrives at detector D. The phase of the ray arriving at D will depend on distances
ρ and r, and the total amplitude of the light arriving at point D is given by summing the contributions
from every ray that passes through the slit.

Consider the case of di�raction through a slit (y1 − y2), as outlined in Figure 4.1. First,

the amplitude of the light that propagates from the point source to a single point D on the
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detector must be calculated. The disturbance (i.e. electric �eld amplitude) due to a single ray

passing along path S → P → D is given by:

dE =
E0

ρ+ r
e−ik(ρ+r) (4.2)

where t := 0 for simplicity - as the light is assumed to be monochromatic (so no possibility

of beating e�ects), the beam can be treated as constant in time. When the ray travels through

the point P on the target plane, distance y above the central axis between S and D, the total

path length of the ray is given by:

ρ+ r =
√
y2 + ρ20 +

√
y2 + r20 (4.3)

In the case of Fresnel di�raction y � ρ, r; this means that Equation 4.3 can be Taylor

expanded. This expansion can be substituted into Equation 4.2:

dE =
E0

ρ0 + r0
exp

(
−ik

(
ρ0 + r0 +

y2(ρ0 + r0)

ρ0r0

))
(4.4)

which can be simpli�ed to:

dE = C exp

(
−ik

(
y2(ρ0 + r0)

ρ0r0

))
= C exp

(
−iku2

)
(4.5)

where:

C =
E0

ρ0 + r0
exp (−ik (ρ0 + r0)) , u = y

√
(ρ0 + r0)

ρ0r0
(4.6)

The total E-�eld amplitude at point D (note that this will be complex) is computed by

integrating dE over the width of the slit. This is done by integrating E with respect to u

(variable which is related to the phase introduced by moving the point P ) between the the

values of u corresponding to y1 and y2:

E = C

ˆ u1

u2

exp
(
−iku2

)
du (4.7)

This calculation is known as the Fresnel integral; while no analytical solution exists, numer-

ical solutions are well documented. Essentially it integrates the phase of all the light passing

between u1 and u2, giving the resulting phase of the electric �eld at D due to the light passing

through that region.

The method so far will only allow calculation of the strength of the disturbance at a single

point D, but in this work the disturbance across the width of the sensor (i.e. a wide range of
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Figure 4.2: Figure showing Fresnel di�raction for case where the detector is displaced along the axis of
the slit by distance δy.

positions of D) is required. Consider the slit in Figure 4.1. To calculate the phase of a ray

propagating along path S → P → D, the sum of the distances ρ(y) and r(y) is used. In order to

calculate the phase at a di�erent point D' on the same plane (see Figure 4.2), an exact solution

would require calculating the sum of the path length ρ(y) + r'(y, δy).

The Fresnel model assumes that S and D are in the same horizontal plane i.e. δy = 0.

While it would be di�cult to modify it to calculate the path length change due to y and δy,

a workaround would be to calculate the path length when P is at position y, the path length

when P is at position y − δy, then take an average of the two�.

4.1.1 Simple Test Cases

The di�raction modelling code was then written using these principles. This was �rst tested

on a number of test cases to ensure that its behaviour was consistent with known solutions to

simple problems - the results are plotted in Figure 4.3. The most simple of these problems (and

the only one with an analytical solution - Hecht [56] equation 10.109) is an in�nite plane wave

incident on an opaque knife-edge, shown in Figure 4.3a.

The full code was also tested against another, simpler code that was written independently;

this was to compute the results for simple cases that don't have analytical solutions, such as the

opaque barrier and the wide slits�. It is clear that the more sophisticated code agrees well with

the simpler code and the analytical solution. Note that the simple test cases do not include

semi-transparent samples or phase shifts, but veri�es that the code correctly models the basic

physics of Fresnel di�raction.
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Figure 4.3: Comparison of full code model with simple code used to run simple test cases. The sample
widths are de�ned in terms of the quantity u, de�ned in Equation 4.6.
(a) Di�raction code modelling an opaque knife edge. The analytical solution is also shown.
(b) Di�raction code modelling an opaque barrier.
(c) Di�raction code modelling a ∆u = 2.5 slit in an opaque screen. This matches the solution plotted
by Hecht [56] Figure 10.57(a)
(d) Di�raction code modelling a ∆u = 3.5 slit in an opaque screen. This matches the solution plotted
by Hecht [56] Figure 10.57(b).
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Figure 4.4: Illustration of small-slit technique for modelling arbitrary beam pro�le. The beam intensity
at each interval is calculated by propagating light through a small slit, in this case labelled u1 − u2.
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4.1.2 Modelling Di�raction with Arbitrary Beam Pro�le

This di�raction model assumes a point source at S, however the XUV source in this experiment

is far from point-like. The model must be modi�ed to allow for a non-uniform beam intensity

pro�le at the sample plane, and this was done by splitting the sample plane into a series of

subsections. Consider the case of a narrow opaque obstacle like in Figure 4.4 (compared to the

slits in earlier diagrams) - for a point source, the intensity at point D would be calculated by

computing the Fresnel integral F (y) from the top of the obstacle to +∞ (i.e. F (∞)−F (utop)),

from the bottom of the obstacle to −∞ (F (ubottom)− F (−∞)), and adding the two. However,

here the electric �eld amplitude at the sample plane was split into smaller subsections of di�erent

intensity - one of these subsections is labelled in the region between u1 and u2. The electric

�eld contribution at D would be calculated for the intensity of XUV light in the region u1−u2

by multiplying the beam intensity at this point of the beam by F (u1) − F (u2), then for the

next subsection with a di�erent intensity, and so on.

In the �nal version of the code, the spatial pro�le of the XUV beam is split up into 1024 of

these regions, one for each pixel on the CCD at plane D. This means that each of the subsections

is approximately 13μm wide, so the di�erence in the ∼2m total S>D path length across the

width of one of these subsections will only be the order of λ/100.

4.2 Estimating Beam Pro�le Before Sample

The beam pro�les were seen during the source optimisation stage to be consistently smooth,

however they were not reproducible enough to be used between shots, and the pre-sample

pro�le could not be directly measured during the experiment. This is seen in Figure 4.5,

where 5 consecutive XUV shots were taken with no sample in place to evaluate the stability

of the source. They also could not be reliably �tted to any physical function, e.g. multi-order

Gaussian or Voigt pro�le. Some spikes are present in the measured beam pro�les, but the overall

intensity distribution was seen to be relatively smooth. As discussed in Subsection 3.4.3, the

smooth intensity distribution requires a smooth phase-front (not necessarily �at however, as

slow variations in the phase-front will have very small e�ects on the intensity distribution),

so a smooth phase distribution can be reasonably assumed. A potential improvement to the

experiment design for the future depends on adding a di�raction grating before the sample to

measure the intensity pro�le before it reaches the sample - this is described in more detail in

Subsection 6.2.4.
�Since in our case ρ0 and r0 are approximately the same, a simple average is su�cient here - this could be

generalised by a weighting average method, but it not necessary here.
�While the results for the single and double-slit di�raction are well known, these are far-�eld phenomena and

are not representative of the near-�eld di�raction being modelled here.
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Figure 4.5: XUV Beam intensity pro�les for consecutive shots before sample was installed, including
where the sample was positioned on subsequent shots. The di�raction visible at ∼ −3200µm and
∼ +2700µm on shot #77 is due to the opaque edges of an empty sample holder.

The solution to the uncertainty in beam pro�le required isolating the regions of the data

where di�raction from the sample was not a�ecting the beam shape (heavy black line, Figure

4.6). The next step was to draw a smooth line by inspection using a cubic smoothing spline

tool, some results of which are shown in Figure 4.6.

There is a large margin for error in this �tting process, so the modelling code should be

allowed to adjust this shape to �t to the data. The solution to this was to draw three estimates

of the pre-sample beam pro�le - one unrealistically high, the best estimate (middle) and one

unrealistically low. This was done by selecting points to be excluded from the interpolation,

until a plausible (or implausible) �t was determined by visual inspection. To make the operation

of adjusting the beam pro�le computationally feasible, the code was given a number between -1

and +1 - this number was then used to interpolate between two of the three �ts. For instance

a weight parameter of -0.5 would interpolate half-way between the best �t and implausibly

low pro�les, a parameter of 0 would just use the best estimate, and a value of +0.75 would

interpolate 3/4 of the way between the best and implausibly high estimates.

4.3 Modelling Process

A number of assumptions had to be made about the sample to make the analysis workable. The

sample's transmission and refractive index were assumed to be uniform across their area, this

is supported by the modelling of the indirect heating in Subsection 3.2.1. Though the sample

temperature is estimated by this method to vary by up to 10% across the area of the sample, the

attenuation coe�cient and refractive indices are predicted to be very insensitive to temperature,
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Figure 4.6: Plot of the measured beam pro�le and estimates of the pre-sample beam pro�le. The data
used for the interpolation is in black, with the grey crosses representing the points excluded from the
process. The three estimates of the beam pro�le are also plotted.

varying by no more than a factor of 2 over a 10-fold increase in temperature. The contaminants

are also assumed to be uniformly distributed across the area of the sample; the oxidation of

the aluminium sample is well known to be very uniform[57], however this is not necessarily

the case with the hydrocarbon contamination. While the hydrocarbon uniformity cannot be

experimentally veri�ed, highly non-uniform contaminant coating (i.e. the contaminant thickness

changing over the width of a single sample) would be expected to add a larger amount of

random variation to the transmitted beam pro�les than is observed. Inconsistency in the

average thickness of CH contaminants between samples �, however, caused issues with later

stages of the analysis - more detail is given in Subsection 6.2.2. Future work on this project will

test methods to reliably remove the contaminants, either using thermal energy or UV light.

4.3.1 Modelling interaction of XUV Beam with WDM Sample

The data used by the modelling code is plotted in Figure 4.7. The real amplitude of the

XUV beam at the sample plane is stored as an array initially containing the estimate of the

beam's amplitude distribution before it passed through the sample (labelled �Input Wave (before

sample)�). The structure of the WDM sample is stored as another array, e�ectively containing

the transmission of every point on the sample plane - this is compiled using information about

the position, width and transmission of the sample, values ranging from 15% transmission

to ∼1% transmission, depending on the sample thickness (grey area plot, Figure 4.7). The

�This does not suggest that the thickness of the contaminant varies signi�cantly across a single sample, the
issues were caused by di�erent samples having di�erent levels of contamination.
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Figure 4.7: Plot of inputs to di�raction code. This includes the spatial pro�les of the sample transmis-
sion (labelled WDM Sample), the measured beam pro�le with error estimates, and the modelled XUV
beam pro�le, both immediately before and immediately after it propagates through the sample. Note
that this plot shows the intensity (i.e. amplitude squared), whereas the code works using the amplitude
distribution until the simulation is completed. The error in the estimated intensity is shown in the light
green region around the measured beam pro�le.
Image © IOP 2021, Hyland et al.[3].

expansion of the sample (seen as a smoothing of the sample edges) is also included, more

information on this phenomenon is given in Subsection 4.3.2.

The two arrays are multiplied to give the real amplitude of light emitted from each point

on the sample plane, the result of which is plotted in Figure 4.7 and labelled �Input wave (after

sample)�. A third array contains the phase shift due to the sample's refractive index. The

phase of the XUV light at each point on the sample due to curvature of the wavefront is built

in to the Fresnel model, and the phase defect caused by the sample's refractive index is added

at this point by changing the complex amplitude of the light emitted. The shape of this defect

follows the shape of the sample intensity distribution (Figure 4.7, so will be in the same place

and will have the same level of edge smoothing), and the size will be speci�ed by the user.

4.3.2 Modelling Variables

The output from the di�raction code is a�ected by a number of parameters, so the code must

be run over a large and many-dimensional parameter space to �nd the best �t. The parameters

include:

� Sample width and position - the sample width was found to vary by approximately 50

microns between shots, and while the vertical position of the sample could be set to better

than 50 microns precision, the angle of the XUV beam's propagation will also a�ect where

its shadow appears on the detector.

� Phase shift - this is caused by the real refractive index of the WDM sample. It was found
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that subtracting¶ phase from the light that passes through it would drastically a�ect the

distribution of di�racted light. This makes the code output very sensitive to the real part

of the refractive index of the sample.

� Sample Transmission - this e�ects both the total amount and the distribution of light

di�racted into the shadow.

� Input beam pro�le - the process for changing this is described in Section 4.2. While

the e�ect this has on the shadow region of the beam is di�cult to isolate from other

parameters, its e�ect on the regions of the beam immediately outside the shadow can be

used to measure its value.

� Source width - the XUV light does not come from a true point source; due to the high

f-number optics used here, the focal spot was approximately 500 microns wide. Due to

the non-linear nature of HHG, the XUV focal spot will be smaller than this, but still

has the e�ect of smoothing the resulting di�raction pattern. This was accounted for in

the code by applying a Gaussian blur to the �nal output of the di�raction code, before

comparing it to the experimental measurement.

� Edge width - It was found that using a very sharp increase in the absorption at the

edge of the sample produced stronger di�raction features than observed, however this was

resolved by applying a Gaussian blur to the array containing the sample transmission.

This can be seen in Figure 4.7 and is equivalent to �blurring� the the edges of the sample.

This is consistent with the idea of a surface plasma being expelled from the sides of the

sample and reducing the sharpness of the edges that are causing the di�raction - this is

set to 0 for the cold samples, but is about 30-50 microns for the hot samples.

The e�ects of adjusting some of the parameters on this pro�le are shown in Figure 4.8. This was

done by running the di�raction model with a particular set of parameters, (Figure 4.10b), then

adjusting individual variables to isolate their e�ects on the code output. The code output with

the best-�t parameters is shown in solid black lines in Figure 4.8, and the e�ects of increasing

or decreasing the input parameters are shown in the dashed lines.

Some of these parameters have obvious and simple e�ects (e.g. source width and sample

position), though for many (e.g. phase shift and edge sharpness) the e�ects are non-trivial

and often counteract each other. This makes �tting the output to the data non-trivial as

the e�ects of the parameters are not necessarily independent from each other. For example,

the sample width and the sample edge sharpness both widen the size of the shadow, but the

¶As the refractive index of metals is usually <1, the change in phase of the light passing through it will be
negative.
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sample edge sharpness and source size both a�ect the brightness of the di�raction peaks. This

sensitivity to the sample edge sharpness is consistent with the modelling of the phase-front

e�ects in Subsection 3.4.3. This is further justi�cation for using Bayesian optimisation to �t

the di�raction code to the real data, and more detail on this process is given in Subsection

4.3.3.

4.3.3 Bayesian Optimisation of Di�raction Code

Bayesian optimisation was then used to �nd the minimum value of χ2 and the associated param-

eters, as this is an e�ective tool for quickly optimising highly nonlinear and expensive functions

(such as the time-consuming di�raction code). The details of how Bayesian optimisation works

are beyond the scope of this thesis, but more detail can be found in Shalloo et al [58, 59]. An

illustration of the algorithm being used to optimise a single parameter is shown in Figure 4.9.

First, an �objective function� must be de�ned - the parameter that the optimiser is set to

minimise. In this case, the goodness of �t parameter:

χ2 =
∑
i

((
yi − y(xi)

αi

)2
)

(4.8)

is used; the di�raction code is run with some set of input parameters and compared to

a data shot to acquire the χ2. In this single parameter case, the phase shift is varied while

the other parameters are �xed. The optimiser begins by using random points (i.e. di�erent

combinations of the input parameters) to build up a �surrogate function�, which estimates

the value of the objective function across the entire parameter space (Red line in Figure 4.9,

�Model mean�) . The algorithm also estimates the uncertainty in the surrogate function at

any point (�Model error bars�), but this is not related to the uncertainty in the experiment

measurements - more information on the process for estimating the experimental uncertainty

can be found in Subsection 5.1.2. It then continues to evaluate the objective function at more

random points, weighted towards regions where either the surrogate function is highly uncertain

or the minimum value of the objective function is expected to be found. Each time the objective

function is evaluated, the surrogate function is recalculated, and the position of the next value

of the objective function to be probed is picked. For the plots in Figure 4.9, the surrogate

function has been iterated 2, 3, 6, and 12 times respectively

This is repeated for as many cycles as deemed necessary - �nding the optimal value in the 1D

example in Figure 4.9 only requires 5-10 evaluations, but for the 7D case of the full parameter

space of the di�raction code, ∼ 100 runs were necessary to converge close to the true minimum

point. While other, potentially more e�cient algorithms (like genetic algorithms) exist, this

64



(a) E�ect of varying sample transmission. (b) E�ect of varying phase shift.

(c) E�ect of varying sample edge sharpness. (d) E�ect of varying input beam pro�le.

(e) E�ect of varying source width. (f) E�ect of varying sample width.

Figure 4.8: Figures showing e�ects of adjusting di�erent input parameters to di�raction code.
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Figure 4.9: Evolution of MATLAB's Bayesian optimisers surrogate function (labelled �Model mean�)
as the phase shift of a shot is minimised - the graphs show the surrogate function estimates after 2, 3,
6, and 12 objective function points. Note that when used for the full di�raction code, it is attempting
to �nd the minimum point of a 7D surface - visualising this in 2D is prohibitively di�cult, so for
this illustration the phase shift is being minimised while the other parameters are �xed. The solid dots
represent the points where the objective function has been evaluated, and the solid lines show the best
estimate of the surrogate function and the error bars.

is a signi�cant increase in e�ciency compared to the ∼ 107 runs that would be required for a

comparable optimisation with a linear grid search.

4.4 Di�raction Modelling Results

After the code was found to accurately reproduce the simple test cases in Figure 4.3, the code

was used in conjunction with the Bayesian optimiser to compute the more complex cases seen

here (i.e. non-zero transmission and phase shift). The results from running the di�raction code

to model the three hot samples at the 11th harmonic are plotted in Figure 4.10. This shows

good agreement between the code's output and the measurement, with 75% of the code output

within the central region of interest (−950µm to 1009µm) falling within the error margin of

the measurement for shot #137. More detail on the error analysis is given in Chapter 5. Some

minor discrepancies can be seen, particularly on shot #87; this is likely due to small defects in

the XUV beam's phase or intensity that was assumed to be perfectly smooth.
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(a)

(b)

(c)

Figure 4.10: Comparison of best �t outputs from di�raction code and measured beam pro�les.
(a) Pro�le of the 11th harmonic beam, shot #87, 194nm thick sample. Transmission was modelled to
be 12.8%, phase shift −4.12c = 1.31πc.
(b) Pro�le of the 11th harmonic beam, shot #137, 302nm thick sample. Transmission was modelled to
be 9.5%, phase shift 7.81c = 2.49πc.
(c) Pro�le of the 11th harmonic beam, shot #96, 430nm thick sample. Transmission was modelled to
be 4.8%, phase shift −7.01c = 2.23πc.
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Chapter 5

Analysis and Results

The di�raction code has been developed and can reproduce the measured phase shift/transmission

of each sample to varying levels of accuracy; however more analysis is required to gain material

property measurements (i.e. the attenuation coe�cient and real refractive index) from this.

First, the transmission and phase shift of each shot must be deduced with reasonable error

estimates. This is done using multi-parameter chi-squared �tting to compare various computed

di�raction patterns to the measured di�raction pattern, which is described in Subsection 5.1.2.

Once this is done for each sample thickness, sample temperature* and photon energy, simple

linear regression can be used to deduce the material properties and remove the e�ects of any

contaminants - this process is described in Subsection 5.1.3.

5.1 Analysis Methods and Error Estimation

5.1.1 CH Background Removal And Associated Error

Figure 5.1 shows an annotated raw image from the �at-�eld spectrometer (the image without

the highlighted regions is shown in Figure 3.24). While the harmonics are only present in very

narrow spectral regions, the background noise has a complex spectral pro�le across the entire

range of the spectrometer, and a relatively smooth spatial distribution. This noise is not present

when the sample is not heated and is consistent with the noise coming from a point source,

such as the hydrocarbon plasma from the plastic backing of the palladium foils.

This background has a comparable brightness to the XUV signal, so must be carefully

removed to allow the XUV signal to be accurately analysed. Using no-XUV shots to remove

the background was not possible due to the background's spectral pro�le not being consistent

enough between shots.

*That is, heated or unheated sample - all the heated samples are close to the same temperature and density.
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Figure 5.1: Illustrations of CH background removal process for raw FFS data. Left shows an image
from the spectrometer, vertical and horizontal line-outs are also plotted. Regions of interest surrounding
the 13th harmonic are highlighted, including the region in the shadow of the sample mount, the region
spectrally next to the harmonic (containing only CH noise), and the region containing both the harmonic
and the background. Shown on the right is a simpli�ed diagram of the regions used in the background
removal process.
Image © IOP 2021, Hyland et al.[3].

A factor that helps deal with the background is the fact that the �nite height of the sample

holder means that the regions above and below the XUV beam (spatially) are obscured. This

allows the spectral shape of the CH background to be estimated, while the spatial variation can

be estimated from looking at the regions either side (spectrally) of the harmonic (see Figure

5.1).

Estimating the shape and intensity of the CH background was then done by multiplying the

spectral and spatial variations together. A simpli�ed example of this is shown to the right of

Figure 5.1 - the spectral variation (vertical average of region (a)) is multiplied by the spatial

variation (horizontal average of region (b)) to give the overall shape of the background (region

(c)). As the regions above, below, to the left, and to the right of the harmonic can be used, four

estimates of the CH background can be taken. These are averaged to give a �nal estimate of the

background, and the standard deviation of these 4 estimates is interpreted as the uncertainty

in the background.

This was tested on a shot where no harmonics were produced - while not perfect, this showed

good agreement with the zero-signal expected. The result of this is shown in Figure 5.2.
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Figure 5.2: Spatial pro�le of full shot with no harmonics and result of performing background subtrac-
tion.

5.1.2 Di�raction Code Error Analysis

As described in Chapter 4, a large number of parameters a�ect the code's output; these must

all be optimised to accurately match the code's output to the measured di�raction pattern.

The error in the measurements of the sample's transmission Tsample and phase shift ∆φsample

must also be known. The process for estimating these errors is non-trivial; while an outline is

presented here, the full description and background of this technique can be found in Hughes

and Hase [47]. The same method was used on two-parameter �tting on data from the x-ray

crystal calibration work described in Subsection 3.2.3.2 and published by Brozas et al. [1].

First, as discussed in Subsection 4.3.3, the goodness-of-�t must be de�ned as:

χ2 =
∑
i

((
yi − y(xi)

αi

)2
)

(5.1)

In this case, yi and y(xi) are the beam pro�le (which includes the di�raction pattern) measured

by the experiment, and the pro�le computed by the di�raction code, respectively. αi is the

measurement error at each point across the beam pro�le�, and the parameter χ2 is summed

over the region of the beam pro�le around and inside the shadow. This is illustrated in Figure

5.3.

Clearly χ2 will be minimised for the most accurate of �ts to the data. Another feature of

this technique is that not only does it weight the �tting to be more sensitive to the data with a

smaller measurement error, the absolute value of χ2 has a probability distribution that allows

the errors in the ∆φsample and Tsample measurements to be calculated. This requires plotting

the χ2 value for each combination of phase shift and transmission for each shot.

�This error is found by combining the
√
N counts error and the error due to the background removal, described

in Subsection 5.1.1
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Figure 5.3: Comparison of the modelled and measured di�raction patterns for the 11th harmonic on shot
#137. Relating this to Equation 5.1, yi and y(xi) are plotted as �Computed Pro�le� and �Measured
pro�le� respectively, and the measurement error αiis represented by the green area surrounding the
measured data. For this data, χ2 was summed between -950 µm and +1140 µm (160 data points) and
totalled to 114.2.

5.1.2.1 Multivariable Error Analysis

Note that while the Bayesian optimisation algorithm is capable of providing an uncertainty in

the surrogate function, this is not equivalent to the uncertainty in the input parameters, i.e.

∆φsample and Tsample (the phase shift and transmission of the light passing through the sample).

Instead, the uncertainties in each parameter are found by measuring the range of values where

χ2 is between χ2
min to χ2

min + 1. This range is chosen as the upper limit of χ2 = χ2
min + 1

represents a con�dence limit of 68% or 1σ in the parameter measurements; the derivation of

this (from the probability distribution function of χ2) is beyond the scope of this thesis, more

information can be found in Hughes and Hase [47]. This is more easily visualised when two

parameters are optimised and 2D contour plots can be used.

In this example, the transmission and phase shift are scanned around the best �t point,

and the other parameters are �xed. Unsurprisingly, the co-ordinates of χ2
min represent the best

estimate of Tsample and ∆φsample. If the errors in the beam pro�le measurement are correct,

χ2
min is expected to be approximately equal to the number of points being �tted; in this case, as

the �tting in this example is only being done across 160 pixels, χ2
min is expected to be around

160. The x and y limits of the ∆χ2 = 1 contour are highlighted by red dashed lines, and give

Tsample = 9.6± 0.5% and ∆φsample = 2.96π ± 0.03π radians, with a χ2
min of 114.2.

This method must then be scaled up to measure the variation in χ2 across a 7 dimensional
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Figure 5.4: Contour plots (or error surfaces) showing variation of minimum χ2 value for each combi-
nation of ∆φsample and Tsample for shot #137 at the 11th harmonic, where the other parameters are
�xed. The contours from χ2

min to χ2
min+1 are shown, along with bounds of ∆χ2 = 1 (red dashed lines).

Image © IOP 2021, Hyland et al.[3].

parameter space. This introduces two issues - �rstly, visualising such a parameter space in 2

dimensions is prohibitively di�cult. Secondly, the computational load required to calculate χ2

for a number of dimensions is increases with the power of the number of dimensions. This 2D

instance with a resolution of 10 points along each axis requires 100 runs of the di�raction code

to complete (this takes about 3 minutes), however doing this in 7 dimensions would take 5

orders of magnitude longer.

Rather than mapping out the entire parameter space, the Bayesian optimiser was again used

to �nd parameter combinations where χ2 = χ2
min + 1. Changing the objective function of the

optimiser to do this is trivial; however it will only detect a single point on the contour. To resolve

this, the optimiser was run 20 times each with di�erent starting conditions, so that 20 points on

the χ2
min+1 contour could be found. The greatest deviation from the best �t of each parameter

(i.e. where χ2 = χ2
min) is then interpreted as the uncertainty in that parameter. Note that

this is expected to slightly underestimate the uncertainty, as it is unlikely to �nd the points on

the contour furthest along each parameter axis. However, as long as this method consistently

underestimates the uncertainty between shots, the comparative uncertainty between shots will

be correct, and this is what is important for the weighted least-squares �tting outlined in the

next subsection.

5.1.3 Contaminants Correction / Material Property Measurements

As stated in Section 3.3, the aluminium foils used are believed to have two types of contaminants

on each surface - a ∼4nm layer of Al2O3[60] and a ∼ few nm thick layer of hydrocarbons. The

alumina (i.e. aluminium oxide) layer forms spontaneously on contact with oxygen over the

course of a few picoseconds - unless external factors like an oxygen plasma are introduced, this
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Figure 5.5: Plots showing the attenuation lengths of the sample and contaminants in the XUV range,
and the transmission of the amount of each material typically present in one of the samples.[27]

layer will reach a thickness of ∼4nm before it blocks further oxidisation. The hydrocarbon

layer is much less well understood, as its thinness makes measurement of its composition and

thickness prohibitively di�cult. As it is believed to come from long-chain organic oils in the

atmosphere due to the presence of human physicists, it is assumed to consist of approximately

equal quantities of carbon and hydrogen (hence it is modelled as CH or C8H8 - as the probe

beam has such a high photon energy, the molecular structure is mostly irrelevant).

No simple technique exists for measuring the thickness of such thin layers, they were esti-

mated to be the order of a few nanometres thick by their e�ect on the sample's XUV opacity, as

the CH contaminant's attenuation length can be estimated using data from Henke et al. [27].

This is found to be signi�cantly shorter than that of pure aluminium - indeed, the contami-

nants were found (and expected) to have a comparable e�ect on the XUV absorption to the

aluminium, despite the layers being two orders of magnitude thinner (see Figure 5.5).

Their real refractive index, however, is close to that of the alumina and aluminium[61, 27];

this means that the e�ect of the contaminants on the phase shift is small enough that it can

be estimated using data from Henke at al. [27], with appropriately large error bars considering

the uncertainty in CH thickness.

5.1.3.1 Using Sample Transmission to Measure Attenuation Coe�cient

The transmission of a sample foil is given by:

Tsample = TCHTAl2O3
TWDMTAl2O3

TCH (5.2)

where TCH is the transmission of one of the CH contaminant layers, TAl2O3
is the trans-

mission of one of the aluminium oxide layers and TWDM is the transmission of the warm dense

matter Al sample. This can be reduced to:
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Figure 5.6: Log transmission against sample thickness for both the cold and heated samples at the 11th
harmonic. The trend line for the WDM is also shown along with the equation describing it (in thickness
units of nm).

Tsample = Tconte
−τWDMDsample (5.3)

where Tcont is the total transmission of the contaminants and the lower density regions of the

Al plasma, τWDM is the attenuation coe�cient of the WDM core and Dsample is the thickness

of the Al WDM sample. It is then assumed that any di�erence in thickness between samples is

due to additional WDM in the core of the sample, and the surface contaminants are the same

between them. However, as Tcont is unknown, a minimum of two values of Dsample and Tsample

are required. An exponential function can be �tted to these data points, though the error in

τWDM cannot easily be calculated from such a �t. Instead a weighted linear least-squares �t

must be used. To allow this, Equation 5.3 is rewritten:

ln (Tsample) = ln(Tcont)− τWDMDsample (5.4)

and a weighted least-squares �t can be used to calculate τWDM and the associated error. An

example of this data is shown in Figure 5.6. Tcont can also be measured but is of limited physical

signi�cance, as it will also include the e�ects of lower density aluminium surface plasma.

It was found, however, that while this method worked well for WDM samples, this was not

the case for the cold material. This can be seen in Figure 5.6; the hot/WDM measurements �t

reasonably well to the straight line �t that is expected, but the cold data points do not. This

is believed to be due to a combination of two factors.

One of these is the rate at which the samples accumulate hydrocarbon contaminants. It

was found by Robinson [62] that a silicon wafer exposed to air for two weeks accumulated ∼ 2

nm of hydrocarbons, however this rate will be dependent on the local environment. It was

found, however, that the 194nm and 430nm thick cold samples had been exposed to air in the
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Figure 5.7: Partial photo-ionisation cross-sections of carbon and hydrogen at the XUV photon energies
being studied here. Other ionisation stages and electron states are not shown as they have a threshold
ionisation potential above 30eV. Derived from Verner and Yakolev [63].

lab for approximately 2 weeks before being measured. This meant they had likely accumulated

another few nm of contaminants in that period, which would explain why their transmission is

unexpectedly low compared to the two 302nm samples.

The second e�ect is the change in the XUV transmission of the hydrocarbon contaminants

when the sample is heated. Some of the radiation from the Pd plasma will be absorbed by

the C8H8, using the cold opacity measurements by CXRO it is estimated that the C8H8 will

absorb approximately 3eV per atom. While the level of ionisation that would result from

this is uncertain, the XUV absorption cross section is dramatically reduced when the sample

reaches even the �rst ionisation stage[63]. This can be seen in Figure 5.7 which plots the cross

sections for the 0th and 1st ionisation stages of both hydrogen and carbon. Clearly ionisation

of hydrogen's single electron would remove any possibility of photo-ionisation, and increasing

the ionisation of carbon any further than CII raises the ionisation threshold for each electron

state above that of the XUV photon energy; for instance, the 24.38eV threshold on the Carbon

II 2s cross-section can be seen in Figure 5.7.

Note that these are not expected to have a signi�cant e�ect on the refractive index mea-

surements; the hydrocarbon layers are two orders of magnitude thinner than the aluminium,

and unlike the attenuation coe�cients they are expected to have a comparable refractive index

to aluminium, i.e. close to 1.

5.1.3.2 Using Sample Phase Shift To Measure Refractive Index

A similar process can be carried out to measure the refractive index of the aluminium. The

real part of a material's refractive index is de�ned as:
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nr = c/v (5.5)

where c and v are the speed of light in a vacuum and in the material respectively. As the

frequency of the light remains constant between the material and vacuum, this is equivalent to:

nr = λ0/λ1 (5.6)

where λ0 and λ1 are the wavelengths of the light in vacuum and in the material respectively.

Since θ = 2πDsample/λ the light travels the same distance whether it propagates through or

around the sample:

nr =
2πDsample/θ0
2πDsample/θ1

=
θ1
θ0

(5.7)

where θ0 and θ1 are the total amounts of phase the light cycles through as it propagates either

around (i.e. through vacuum) or through the sample respectively. The di�raction modelling

code measures the di�erence between these quantities ∆θ. Equation 5.7 therefore needs to be

rewritten as:

nr =
θ0 + ∆θ

θ0
= 1 +

∆θ

θ0
(5.8)

As the phase cycled through by the light passing through the vacuum is given by θ0 =

2πDsample/λ0 :

nr = 1 +
λ0
2π

∆θ

Dsample
(5.9)

∆θ/Dsample can be easily plotted and a weighted least-squares �t can again be used to

calculate the refractive index and the error - an example of such a plot is shown in Figure 5.8.

Note that due to the WDM being a metal, it has a sub-unity refractive index, so the phase

shift will be negative. A key di�erence between this process and the process for measuring the

attenuation coe�cient is that the e�ect of the contaminants (e�ectively the phase shift where

Dsample = 0) is su�ciently small that it can be estimated and included in the �t. This estimate

is taken from Henke et al [27] and Hemmers [61] - as these only record the cold refractive indices,

large error bars were included.

One issue with the phase shift measurements is the cyclical nature of phase shift. This

means that integer multiples of 2π can be added or subtracted from the phase shift input to the

code without changing the resulting di�raction pattern, and introduces a degree of ambiguity

into the �nal refractive index measurements. However, as 2π is such a signi�cant portion of the
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Figure 5.8: Phase shift against sample thickness for the cold and hot samples at the 11th harmonic.
The trend lines are also shown along with the equations describing them (in thickness units of nm).

measured phase shifts, and the phase shift is expected to be directly proportional to the sample

thickness, doing these adjustments erroneously will often result in a very poor straight-line �t

against sample thickness. Therefore, combinations of phase shift values where the phase shift

decreased as the sample thickness increased were excluded. Other constraints can be applied:

as the WDM is a metal the refractive index will be less than 1, meaning that the phase shift

must be negative. It was also observed in previous experiments that some light was observed

to pass through the samples at 45° incidence, which would be impossible due to total re�ection

if the refractive index were less than 0.7. With all these constraints accounted for, the possible

combinations of phase shift measurements are plotted in Figure 5.10.
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5.2 Results

5.2.1 Individual Sample Measurements

The di�raction pro�les for two of the shots (at three photon energies each) are shown in Figure

5.9 - a total of 19 such measurements were made, so only some of the data is shown here. These

show good agreement between the experimental data and the output from the simulation, and

the transmission and phase shift measurements from each of these pro�les are listed in Table

5.1. Least-squares �tting is then used to measure the bulk properties (i.e. the attenuation

coe�cient and refractive index) as described in Subsections 5.1.3.1 and 5.1.3.2. This �tting

method can also estimate the error in the gradient as described in Hughes and Hase [47], the

uncertainty in this gradient is then interpreted as the measurement error in the bulk property.

These data points are then plotted against sample thickness for each combination of sample

temperature and probe energy, and the results of this are plotted in Figure 5.10. As discussed in

Subsection 5.1.3.1, when the transmission is plotted on a natural log scale, these are expected to

follow a straight line, so least-squares �tting can be used to measure the attenuation coe�cient

and refractive index. This least-squares �tting also produces the error estimates in the �nal

attenuation coe�cient or refractive index measurement.

Considering �rst the transmission measurements, the e�ect of the inconsistent hydrocarbon

contaminants is especially clear at the 11th harmonic, in contrast to the relatively good straight

line �t for the WDM transmission. Fitting the cold data would not be physically sensible

because of this, however one can see that if one were to �t the cold data for the 9th and 11th

harmonics the measured contaminant transmission (i.e. the y-intercept) would be signi�cantly

lower than the WDM contaminant transmission, supporting the hypothesis about the ionisation

reducing the contaminant transmission.

The various plausible combinations of the phase shift measurements are also shown for both

the cold and WDM samples. These highlight the degree of ambiguity in the refractive index

measurements, however as discussed in Subsection 5.1.3.2 some assumptions have been made

�Error is absolute

Shot Number Sample Thickness Harmonic Transmission Tsample� Phase Shift ∆θ

138 302 ± 20nm 9th 2.7 ± 0.1 % -11.5 ± 0.2c

138 302 ± 20nm 11th 12.4 ± 0.08 % -9.8 ± 0.3c

138 302 ± 20nm 13th 13.5 ± 0.1 % -8.2 ± 0.3c

140 194 ± 13nm 9th 4.6 ± 0.2 % -7.3 ± 0.3c

140 194 ± 13nm 11th 9.9 ± 0.07 % -5.8 ± 0.2c

140 194 ± 13nm 13th 17.0 ± 0.4 % -4.9 ± 0.2c

Table 5.1: Transmissions and phase shifts for individual harmonics, shots 138 & 140 (where no heating
beams were present).
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Figure 5.9: Plots of di�raction modelling of two cold shots (i.e. those where no heating beam was
present). The beam pro�les for the 302nm thick shot #138 are shown on the left, the 194nm thick shot
#140 is shown on the left. Photon energy increases going downwards. The clear dip in signal left of the
shadow in the 13th harmonic measurements is due to dust or some other contaminant on the sensor.
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to reduce the level of ambiguity. The vertical divisions on the phase shift plots are separated

by 2π, it is apparent that this is a signi�cant fraction of the measured phase shifts so having a

wider variety of sample thicknesses would potentially reduce the level of phase shift ambiguity

in future work.

5.2.2 Bulk Property Measurements and Comparison with Models

After the analysis was done to obtain bulk property measurements (i.e. refractive index and

attenuation coe�cient), the results were compared to the theoretical modelling and existing

experimental data in Figure 5.11. The WDM attenuation coe�cient was found to be more in

line with the predictions by Hollebon and Iglesias than the previous measurements by Kettle,

though is still slightly lower than both of them, and signi�cantly higher than Sha�er[36, 38,

42, 37]. They also follow the same slight decrease in opacity as photon energy increases that

was predicted by Iglesias and Hollebon, compared to the minimal change predicted by Sha�er.

They are also compared to measurements of the cold aluminium by Hollebon et al. - the error

estimates make drawing �rm conclusions di�cult, so the change in opacity between cold Al and

WDM is consistent with all three models.

The refractive index measurements are also shown and compared to the modelling by Iglesias

and Sha�er. While the ambiguity clearly limits the usefulness of the data for discriminating

between the models, this is a novel measurement that is still valuable as a proof-of-concept for a

diagnostic technique that can be further re�ned in future work. One can see, however that the

data follows the same trend with photon energy as both Iglesias' and Sha�er's models, though

the clusters of cold and WDM data points suggest at least a modest change with temperature

that is not predicted by either model. Despite the wide spread in potential points due to the

aforementioned ambiguity, the small error bars are promising.
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Figure 5.10: Plots showing trend between phase shift or transmission against sample thickness (shot
numbers shown next to their data point). Transmission for both cold Al and WDM is plotted in the
left column, phase shift is plotted in the middle (cold) and right (WDM) columns and the XUV photon
energy for each set of data increases going down the list. Each plausible combination of phase shifts is
shown as a separate colour and a matching trend line is also plotted for each. Note that the phase shift
measurements have a data point for 0 sample thickness - this is estimated from the refractive index of
the cold contaminants as detailed in Subsection 5.1.3. The natural log of the transmission is plotted, this
is required for the trend to be linear. The gradient of this linear trend is used to measure the refractive
index or attenuation coe�cient, and the error in this gradient (from the least-squares �tting process) is
interpreted as the error in the bulk property measurement.
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Figure 5.11: (a) Experimental measurements of attenuation coe�cients overlaid on predictions by Igle-
sias, Hollebon et al., and Sha�er et al.[36, 37, 38]. Opacity data from Kettle et al.[42] and Vinko et
al[64] are also included. (b) Plausible refractive index measurements overlaid on predictions by Henke et
al. (CXRO), Iglesias, and Sha�er et al., both for cold Al and for WDM [27, 36, 37]. The multiple mea-
surements for the same photon energy come from ambiguity in the phase shift measurements, explained
further in the main text in Section ??. Note that all the measurements in Sub�gures (a) and (b) were
at the same three photon energies, however they have been slightly o�set from each other on the plot for
ease of interpretation. (c) Compilation of all the model predictions of attenuation coe�cient (both for
WDM and cold aluminium), WDM measurements from this work and previous cold Al measurements
by Hollebon et al., Williams et al. and Vinko et al.[38, 25, 64].
All images © IOP 2021, Hyland et al.[3].
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Chapter 6

� Conclusions and Future work

6.1 Conclusions

There is little variation between Iglesias' and Hollebon's predictions at the photon energies

probed, so distinguishing between the two is di�cult; however while disagreeing by a factor of

1.5-2, the measurements presented here are signi�cantly closer to Iglesias/Hollebon's predictions

than those by Sha�er. Future measurements at a higher photon energy, and with smaller error

bars, could further help with discriminating between the three sets of predictions. The new

data can be compared to measurements of the cold opacity by Hollebon - while the error bars

make determining a signi�cant change in opacity di�cult, it suggests a modest change in atten-

uation that would be consistent with all three models. The lack of cold opacity measurements

here due to inconsistent contaminants highlights further the need to control the hydrocarbon

condensation in future experiments. Another issue that hampered the transmission measure-

ments in particular was the uncertainty in the beam pro�le measurements, however if this can

be addressed in future experiments a large source of uncertainty would be eliminated.

With that said, the refractive index measurements show potential as a very precise diagnos-

tic of optical properties if the ambiguity in the phase shift measurements can be eliminated.

Increasing the variety in sample thicknesses to more than 3 values is likely to constrain the

spread in possible phase shifts; as 2π is a signi�cant fraction of the total phase shift for a ∼

few hundred nm thick sample, di�erences in sample thickness where the change in phase shift

is expected to be signi�cantly less than 2π would potentially eliminate possible ambiguity in

phase shift.
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6.2 Future Work

Much of the future plans centre on making improvements to the experiment design to reduce

the experimental error, however the use of di�erent harmonic gases to explore the behaviour

of the absorption at di�erent photon energies is also discussed. The European XFEL (at the

time of writing) is currently in the process of commissioning a 5J 25fs laser that could drive an

XUV probe while using their XFEL beam to heat the sample to ∼1eV, along with removing

the uncertainty in the sample density by probing within less than a picosecond of the heating

x-ray beam. The ultrafast nature of the heating source (~100fs) would also allow properties

like the electron-ion equilibration to be studied, similar to Williams et al[25].

Other minor changes can be made to improve the accuracy of the di�raction modelling code.

While a wide range of thicknesses is required to properly measure the bulk properties, it was

observed that the optimal range for the sample transmission was between ∼3% and ∼15% -

below this and the di�raction became very insensitive to the phase shift, above this and the

transmission measurements became more sensitive to changes in the pre-sample beam pro�le.

While both of these weaknesses can be addressed individually through aspects of the experiment

design, the sample thicknesses should be carefully considered to aim the target opacity into this

range.

Additional variety of sample thickness should also be considered. While time-consuming (i.e.

requiring more laser time) this would not only improve the con�dence in the data generally, this

would especially improve con�dence in the phase shift-sample thickness �tting (see Subsection

5.2.1).

6.2.1 Di�raction Code Testing

While the di�raction code is modelling physics that has been well understood for hundreds

of years[65], its implementation in the modelling code is less well reviewed. The code can be

benchmarked against simple test cases with known solutions, however these only include opaque

samples and therefore no phase shift. A useful prerequisite to future experiments would be to

compare the behaviour of the di�raction code with more realistic test cases. One such method

would be to cut ND1-2 �lters into strips and measure the di�raction of a weakly diverging

optical laser beam passing through them - this would replicate the behaviour of a 1%-10%

transmitting sample with a known non-zero phase shift.
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6.2.2 Contaminant Control/Removal

The CH contaminants have proven to be a cause for concern in XUV absorption - as carbon

absorbs so strongly in the XUV region, a few nanometres of hydrocarbons have a similar

absorption to several hundred nanometres of aluminium sample. As this material is believed

to be organic oils �oating in the atmosphere that condense onto the sample, ensuring that each

layer of contaminant is uniform in thickness and composition is prohibitively di�cult. Note

that aluminium oxide has an equally pronounced e�ect on the sample absorption, but this is

less important, as the self-limiting e�ect on the oxide thickness means that the thickness of

oxide will be very consistent between samples[66].

Measuring these contaminants on each shot was considered, but this would be prohibitively

di�cult considering the thickness (�100nm) and dynamic nature of the hydrocarbon formation.

A more practical solution to this predicament is to remove the hydrocarbon contaminants inside

the interaction chamber, immediately before the sample is heated and probed. A number of

ways of doing this are presented by Robinson [62]; while many of these are unsuitable due

to the fragility of a 200nm thick aluminium foil, non-contact methods such as a high-power

continuous wave laser (to thermally boil the CH o� the sample) or a UV lamp (to break the

hydrocarbons apart) would be promising as methods for minimising the level of contamination

on each sample.

6.2.3 Higher Order Harmonics using Helium

One major change proposed to the experiment is to change HHG gas from Argon to Helium.

As discussed in Chapter 3 Section 3.4, Argon was chosen due to its high e�ciency in the region

of interest around photon energies of 25eV. This region was chosen due to earlier versions

of Vinko's model disagreeing much more with Iglesias' model in this energy range [17, 36].

However, since the experiment, revised calculations have been published by Vinko's group,

leading to agreement with Iglesias in the region accessible using argon and disagreement in the

region accessible by Helium (Figure ??).

In preliminary work done using the TARANIS facility to develop the XUV source, it was

found that in this region of interest the harmonic generation e�ciency was much higher when

using argon compared to neon or helium (see Figure 6.1).

The measured signal, however, depends on more than just the number of photons produced

by the HHG process. In the Vulcan experiments, two thin �lters were used to shield the FFS

from visible light; each of these will have two layers of CH and two layers of Al2O3 contaminants.

The �rst-order e�ciency of the di�raction grating also increases with photon energy, as does

the quantum e�ciency of the CCD (which will have another layer of CH contaminant). As
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Figure 6.1: Estimates of absolute harmonic yield using TARANIS laser facility in QUB[49]. Note that
due to di�erences in the two laser systems, the absolute conversion from laser light to XUV will not be
directly comparable between Vulcan and TARANIS.

the attenuation due to each of these decreases with increasing harmonic order, the signal that

would be measured for the higher order harmonics is expected to be far higher than that seen

on the recent Vulcan experiment (see Figure 6.2).

This would have several bene�ts experimentally - not only could thicker samples be used

(reducing the error in estimating their expansion), a brighter photon source would reduce the

e�ect of the background from the heating foils, and increase the number of shots that can be

used for analysis - as one of the issues with the previous experiments was the consistency of

the source, several shots had harmonics that were too weak to analyse. As mentioned earlier,

another factor that will likely help a future experimenter is the drive to upgrade Vulcan's disc

ampli�ers with air cooling, reducing the cooldown time from 20 minutes to 5 minutes, though

this will only help with the source optimisation due to the need to replace samples and heater

foils on full shots.

6.2.4 Independent Measurement of Pre-Sample XUV Pro�le

Another potential major improvement to the experiment design would involve the use of disper-

sive optics before the sample to measure the shape of the XUV beam before it passes through

the sample. One of the issues with previous experiments arose from the inconsistency of the

laser used to drive the harmonics; as reproducing the beam's spatial pro�le was not found to

be possible, the shape of the beam before it passed through the sample was found by spline in-

terpolation, resulting in a potentially major source of error in the opacity estimates. Note that

while a consistently smooth shape was achieved, the shape could not be reproduced between

shots.
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Figure 6.2: Estimated signal detectable using di�erent HHG gases at di�erent wavelengths. This ac-
counts for the energy dependence of the e�ciency of the di�raction grating, the CCD's quantum e�-
ciency, the transmission of the �lters (∼200nm thick Al foils used to block visible light from the detector),
the transmission of the sample and the transmission of the various layers of contaminants.

One proposed solution was to use free-standing gold transmission gratings to send the �rst-

order di�racted XUV light to a CCD to measure the prole before it reaches the sample (see

Figure 6.3). While such gratings have been used successfully to measure spectra from plas-

mas[19], the laser here will be su�ciently powerful that the grating cannot be expected to

survive between shots, making them single-use only. Combined with the fact that a feature size

of <1 micron will be required to create su�cient dispersion, each grating will have to be etched

using an electron beam, making the process prohibitively expensive. Another solution proposed

was to use a grazing incidence re�ection di�raction grating to create the same dispersion. This

would be experimentally more complex to implement (due to the zeroth-order beam no longer

aligning with the chamber and the rest of the setup), but signi�cantly cheaper gratings could be

built using optical lithography techniques (note that they will still likely be single-shot). The

e�ciency of the gratings is also unknown and warrants testing using the TARANIS facility.

Both of these have another advantage due to the background from the hydrocarbon plasma not

being spectrally resolved - this will be signi�cantly easier to remove from the pre-sample pro�le

measurement, allowing the pre-sample measurements to potentially be useful for removing the

background, thus reducing one of the sources of error in the di�raction measurement.
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Figure 6.3: Diagram illustrating the future full experimental layout, and the principle of using trans-
mission di�raction gratings to independently measure beam spatial pro�le. In this scheme, a single-
use gold wire di�raction grating is placed after the gas jet that forms the harmonics. The zeroth-order
beam propagates through the grating and the sample in the same way as done on previous experiments,
however the �rst-order di�raction is sent to another CCD. The silicon mirror is present due to physical
space constraints inside the interaction chamber.
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6.2.5 1s-3p Transition as a Density Diagnostic

Measuring the conditions of a WDM sample frequently prove to be extremely challenging;

directly measuring the temperature of a WDM sample is generally prohibitively di�cult. Indeed

XANES has been attempted to measure the sample temperature on previous versions of this

experiment to no avail, as a su�ciently bright and short pulse x-ray backlighter could not be

produced. While measuring the temperature of the sample is doable, the models generally

predict a low sensitivity to temperature (i.e. changing by a factor of less than 2 over an

order of magnitude temperature change), so arguably a density diagnostic is more important to

ensure that the sample conditions are indeed warm dense matter. This is particularly the case

here, as the density drops very rapidly when the sample heats up, with the thinner samples

decompressing signi�cantly within tens of picoseconds after it reaches probing temperature

Clearly the sample density cannot easily be measured directly, however it can be indirectly

measured using spectral methods[67]. In this scheme, the appearance of the 1s-3p absorption

line coincides with the sample density dropping to the point that the 3p state becomes bound

(about 1.1g/cc - solid density Al is 2.7g/cc). This is supported by simple modelling conducted

by D Waide (not published) of an aluminium atom constrained inside a sphere*. While crude,

this is useful as a proof-of-concept to show that the 3s and 3p energy levels can be used to

diagnose the density of a plasma, and makes a case for more sophisticated modelling to develop

this further as a diagnostic.

Another advantage of this technique is the reduced need for high spectral resolution - while

using a streak camera to do XANES would be challenging due to a streak camera's limited

resolution, this method requires much less �ne resolution. This creates the option of streaking

the absorption spectrum and allowing the drop in sample density to be temporally observed on a

single shot basis. Another advantage of using this technique in Vulcan arises due to a picosecond

backlighter no longer being necessary - producing a bright spectral backlighter using the CPA

(i.e. Chirped Pulse Ampli�ed) beam has proven to be prohibitively di�cult, however several

user groups have seen success in producing bright ∼ns long spectrally smooth backlighters

when CPA is not used. Improvements have been made to the quality of the frequency-doubled

CPA focal spot at Vulcan, so XANES may be tried again in the future; nevertheless a density

diagnostic is still valuable.

*This involved solving the Hartree-Fock equations using a B-spline basis contained in a spherical box, i.e.
all single-electron wavefunctions are required to be zero past a given radius. The radius was varied and the
occupied orbitals ground state energy levels were calculated.
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Figure 6.4: Plot showing calculations of ground state energy levels of an Al atom compared to the
density. In this work an Al atom was placed in a spherical box of varying size to estimate the e�ects of
changing the density of the aluminium. The vertical dashed line indicates the solid density of aluminium
(2.7g/cc). Data courtesy of D Waide/G Gribakin.

6.2.6 European XFEL Ultrafast Experiment

The possibility of conducting an experiment similar to this using the Euro-XFEL facility is also

being considered, with a sketch of a possible experimental con�guration shown in Figure 6.5.

The XUV source will be similar to that in Vulcan (i.e. a laser driven HHG source), however

has the potential to be much brighter due to the far higher intensities achievable with a 5J

25fs laser; as the HHG e�ciency generally increases with intensity, a more powerful laser allows

methods such as aperturing the beam to create a smoother XUV beam while maintaining a

high signal. Another key advantage of the XFEL over Vulcan is the shot rate - while the Vulcan

laser could not be �red more than once every 20 minutes to allow the ampli�ers to cool, the

XFEL and it's high intensity (HI) laser can �re at 10Hz. This would allow far more data to be

collected over the same experimental slot which would massively improve the con�dence in the

bulk property measurements.

The degree of control over the XFEL beam properties presents another couple of advantages

over the plasma emission source used in this work. The cleanliness of the XFEL beam removes

the issue of the CH background noise, as there is no XUV point source like the hydrocarbon

plasma to contend with. The beam can also be focussed down; while this would require a

smaller sample, temperatures of up to 10eV could be reached, well above the 1eV possible with

the setup used in this experiment.

The most signi�cant advantage, however, is the short length of both the UHI laser pulse

and the XFEL heating pulse. While the focus of this work is more on quasi-static properties of

WDM, an accurately timed 25fs probe with a <100fs heating pulse would allow the ultrafast
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properties such as electron-ion equilibration behaviour to be studied. This would also remove

any uncertainty in the sample density to be removed, as the sample can be probed far in ad-

vance of the ∼40ps decompression time. More importantly, this allows ultrafast dynamics such

as electron-ion equilibration to be studied - it was found by both Williams et al. and Vinko et

al. that the equilibration causes measurable change to the opacity on a <10ps timescale[25, 64].

While Williams was successful in studying the relative change in opacity over the equilibration

period, and Vinko has established a novel technique for heating with the XUV light with un-

known opacity, this setup would hopefully have the capability to measure the absolute opacities,

and with smaller uncertainties than either Williams's or Vinko's setup, along with the potential

capability to measure the real refractive index of the material.
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Appendix A

Bragg Di�raction

A.1 Basic principles of Bragg di�raction

Figure A.1: Illustration of Bragg di�raction in �at crystals. Image credit: wikimedia.org

This is illustrated in Figure A.1. X-rays of wavelength λ are incident on the crystal surface

at some angle θ. Some of these rays will penetrate to the layer of atoms below the surface;

compared to parallel rays that scatter from the surface layer, these rays will propagate an

additional path length of 2d sin θ where d is the separation of the atomic layers. When this

path length is an integer multiple of the wavelength of the incident x-rays, the re�ected rays

constructively interfere and the crystal can e�ciently re�ect x-rays at this angle θ, known as

the Bragg angle.
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A.2 Bragg Crystal Imperfection and Re�ectivity

[A] [B]

Figure A.2: Illustration of how crystal perfection a�ects re�ectivity from a monochromatic x-ray point
source. For the less perfect crystal [A], more of the crystal is angled such that Bragg di�raction can
occur (dashed lines show rays that are not re�ected, solid lines are). In the high perfection crystal [B]
few of the crystals are able to Bragg re�ect from the point source.
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Appendix B

HYADES input �le

mesh 1 11 0 5e-7

mesh 11 21 5e-7 10e-7

mesh 21 121 10e-7 310e-7

mesh 121 131 310e-7 315e-7

mesh 131 141 315e-7 320e-7

region 1 11 1 2.2 0.000025

material 1 CH

ioniz 1 3 25e-6

region 11 21 2 3.97 0.000025

material 2 Al 2 material 2 O 3

ioniz 2 3 25e-6

region 21 121 3 2.7 0.000025

material 3 Al

ioniz 3 3 25e-6

eos 43 3

region 121 131 4 3.97 0.000025

material 4 Al 2 material 4 O 3

ioniz 4 3 25e-6

region 131 141 5 2.2 0.000025
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material 5 CH

ioniz 5 3 25e-6

group 1 100 0.03 10

source pgsf 1 0.707

pgsg 2.4E-01 2.8E-01 3.0E-01 ... 3.2E+00 3.3E+00 3.5E+00 3.5E+00

pgstv 0.0E+00 0.0E+00 0.0E+00 ... 0.0E+00 0.0E+00 0.0E+00 0.0E+00

pgstv 3.2E-11 2.5E+14 2.5E+14 ... 7.3E+14 1.8E+17 1.9E+17 6.0E+15

...

pgstv 4.8E-10 2.1E+14 2.1E+14 ... 6.1E+14 1.5E+17 1.5E+17 5.0E+15

pgstv 7.0E-10 0.0E+00 0.0E+00 ... 0.0E+00 0.0E+00 0.0E+00 0.0E+00

source pgsf -140 0.707

pgsg 0.237 0.282 0.299 ... 3.167 3.320 3.475 3.480

pgstv 0.00E+00 0.0E+00 0.0E+00 ... 0.0E+00 0.0E+00 0.0E+00 0.0E+00

pgstv 3.19E-11 2.2E+13 2.2E+13 ... 1.1E+14 9.1E+16 9.4E+16 3.0E+15

...

pgstv 4.78E-10 1.8E+13 1.8E+13 ... 9.3E+13 7.6E+16 7.9E+16 2.5E+15

pgstv 7.00E-10 0.0E+00 0.0E+00 ... 0.0E+00 0.0E+00 0.0E+00 0.0E+00

parm tstop 130.e-12

parm editdt 2.e-12

parm itmcyc 20

parm nstop 30000

parm temin 2.5852e-5

parm timin 2.5852e-5

parm trmin 2.5852e-5
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Appendix C

Di�raction Code

PlotOn = 1; ProgressBarOn = 1; MemDumpOn = 0; CleanUpOn = 1;

fid = fopen('FitNames.csv'); InptNam = textscan(fid,'%s','delimiter',',');

InptNum = csvread('FitsNums.csv');

InptNam = InptNam{1}

beam_meas = input('Enter row number for measured beam profile: ');

PlotTitle = InptNam{beam_meas};

beam_meas = InptNum(int8(beam_meas), 1:1024);

load(strcat('DiffCodeInput/',PlotTitle,'.mat'))

Wavelength = 50e-9;

rho = 1.135;

dist = 1.075;

CamWidth = 13.312e-3;

CamNumEl = 1024;

CamXaxis = linspace(-CamWidth/2e-6, CamWidth/2e-6, CamNumEl);

BeamWidth = CamWidth;%*(rho/(rho+Dist));

BeamNumEl = 1024;

BeamXaxis = linspace(-BeamWidth/2e-6, BeamWidth/2e-6, BeamNumEl);

E_0 = 0.5 noise_amp = 0.00;

TargetWidth = 590;

src_width = 50;

TargOffset = -1550;

TransInt = 0.0;
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SmoothFact = 0;

d_phi = 0.00*pi();

InptWt = -0;

BeamPixWidth = BeamWidth/(BeamNumEl-1); CamPixWidth = CamWidth/(CamNumEl-1);

uy_const = sqrt(2*(rho+Dist)/(Wavelength*rho*Dist));

PlotTitle = strcat(PlotTitle,',',...

' transmission=',num2str(TransInt*100),'%,',...

' phase shift=',num2str(d_phi/pi()),' pi rad,',...

' Smoothing Factor=',num2str(SmoothFact));

fit_input_lo=fittedmodel_lo(BeamXaxis);

fit_input_lo=fit_input_lo';

fit_input_mid=fittedmodel_mid(BeamXaxis);

fit_input_mid=fit_input_mid';

fit_input_hi=fittedmodel_hi(BeamXaxis);

fit_input_hi=fit_input_hi';

if InptWt < 0

fit_input = InptWt*fit_input_mid+(1-InptWt)*fit_input_lo;

elseif InptWt > 0

fit_input = InptWt*fit_input_mid+(1-InptWt)*fit_input_hi;

elseif InptWt == 0

fit_input = fit_input_mid;

else

fprintf('Error - InptWt not between -1 and 1\n')

return

end

noise = (randn(1,BeamNumEl)-ones(1,BeamNumEl)*0.5)*noise_amp;

noise = noise - mean(noise);

TransAmp = TransInt^0.5;

ObstaclePlot = [zeros(1,int16(BeamNumEl/2-(TargetWidth-TargOffset)*1e-6...

/CamPixWidth)),ones(1,int16(TargetWidth/CamPixWidth*2e-6))*(1-TransInt)];

ObstaclePlot = [ObstaclePlot, zeros(1,CamNumEl-numel(ObstaclePlot))];
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Obstacle = [zeros(1,int16(BeamNumEl/2-(TargetWidth-TargOffset)*1e-6...

/CamPixWidth)),ones(1,int16(TargetWidth/CamPixWidth*2e-6))*(1-TransAmp)];

Obstacle = [Obstacle, zeros(1,CamNumEl-numel(Obstacle))];

while SmoothFact>0

ObstaclePlot = smooth(ObstaclePlot);

ObstaclePlot = ObstaclePlot';

Obstacle = smooth(Obstacle);

Obstacle = Obstacle'; SmoothFact = SmoothFact - 1;

end

d_phi_mat = Obstacle*d_phi/(1-TransInt);

if numel(Obstacle) ~= BeamNumEl

fprintf('Error - Obstacle array size does not match Beam')

return

end

InputWave = sqrt(abs(fit_input));

InputWave = InputWave/max(InputWave)+noise;

DiffWave = InputWave.*(ones(1,numel(Obstacle))-Obstacle);

sensor = complex(zeros(1,CamNumEl),zeros(1,CamNumEl));

fprintf(' _________\n ')

for n = 1:BeamNumEl

Amp = DiffWave(n);

y1 = (BeamXaxis(n)/1e6-BeamPixWidth/2);

y2 = (BeamXaxis(n)/1e6+BeamPixWidth/2);

u1 = y1*uy_const;

u2 = y2*uy_const;

if n == 1

u1 = -1e10;

elseif n == BeamNumEl-1

u2 = 1e10;

end
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for m= 1:CamNumEl

z = (CamXaxis(m)/1e6-CamPixWidth/2);

v = z*uy_const;

E_mn = Amp*(fcs((u1+v)/2)-fcs((u2+v)/2));

[E_mn_pol_theta, E_mn_pol_rho] = cart2pol(real(E_mn),imag(E_mn));

E_mn_pol_theta = E_mn_pol_theta + d_phi_n;

[E_mn_rec_Re, E_mn_rec_Im] = pol2cart(E_mn_pol_theta, E_mn_pol_rho);

E_mn = E_mn_rec_Re + 1i*E_mn_rec_Im;

sensor(m) = sensor(m) + E_mn;

if (rem(n,int16(BeamNumEl/10))) == 0

if n ~= 0

fprintf('#')

end

end

sensor = ((abs(sensor)).^2)*E_0;

if src_width>0

sgn = 2;

src_width = src_width*1e-6/CamPixWidth;

% FWHM sgc = src_width/(2*((2*log(2))^(1/sgn)));

% 1/e width srcx = linspace(-100,100,201);

srcy = zeros(1,201);

src_sum = 0;

for i = 1:201 srcy(i) = exp((-1/2)*(abs((srcx(i))/sgc)^sgn));

src_sum = src_sum + srcy(i);

end

sensor_NoBroad = sensor;

sensor = conv(sensor,srcy/sum(srcy),'same');

end

if PlotOn

FresnelPlotV3(BeamXaxis,ObstaclePlot,CamXaxis,...

beam_meas,InputWave,sensor,PlotTitle,0) %% Runs custom plotting function

end
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