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Aerial RIS-Assisted High Altitude Platform
Communications

Ning Gao, Member, IEEE, Shi Jin, Senior Member, IEEE, Xiao Li, Senior Member, IEEE,
and Michail Matthaiou, Senior Member, IEEE

Abstract—We optimize the deployment of an aerial recon-
figurable intelligent surface (ARIS) to assist the high altitude
platform (HAP) downlink transmission when the direct link
is blocked. Specifically, we maximize the received signal-to-
noise ratio (SNR) of the ground users by jointly optimizing the
trajectory and the phase-shift of the ARIS with the consideration
of the unknown movement of HAP, which is caused by the
changes in the stratospheric wind and air density. Due to the
non-convex nature of the formulated optimization problem, we
decouple the optimization problem and propose an alternative
two-stage optimization. By proving that the movement of the
HAP follows a finite state Markov stochastic process, we first
learn the optimal ARIS trajectory via model-free reinforcement
learning, and then adjust the optimal phase-shift of the ARIS,
alternately. Next, the convergence of the proposed algorithm is
analyzed based on the obtained upper bound of the accumulated
reward. The numerical results show substantial performance gain
of HAP communications with the optimized ARIS assistance.

Index Terms—HAP communications, reconfigurable intelligent
surface, reinforcement learning.

I. INTRODUCTION

DUE to its high mobility, deployment flexibility, and
strong line-of-sight (LoS) link to terrestrial users, un-

manned aerial vehicle (UAV) communication is regarded as
one of the most promising technologies in beyond 5G/6G
networks. Quasi-stationary UAV platforms, high altitude plat-
form (HAP) drones can operate at an altitude of 17-22 km for
several months to provide long-term communication services
[1]. To date, the integration of HAPs for enhancing the
coverage and robustness of terrestrial communication networks
have been studied in some works [1], [2].

In practice, the link between the HAP and ground users
may be blocked by high buildings or infrastructures, which
significantly affects the coverage rate. Recently, thanks to the
distinguished advantages of reconfigurable intelligent surfaces
(RIS), such as the provision of anomalous reflections, these
architectures have been regarded as a promising solution to
expand radio coverage [3]–[5]. In [3], deep reinforcement
learning was utilized to optimize the phase shifts of a RIS.
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Reference [4] considered RIS-assisted UAV communications,
where the trajectory of the UAV and the phase shifts of a RIS
were jointly optimized to maximize the average achievable
rate. From a security perspective, a RIS-assisted UAV system
was optimized by jointly designing the trajectory, power and
phase-shift of the RIS [6]. Nevertheless, most of the existing
works focus on deploying the RIS on the ground infrastructure,
i.e., the facade of buildings or indoor walls, which entails some
limitations [5]. Looking ahead in the future, a RIS can be
mounted on aerial vehicles, such as UAVs, airships, which
leads to the so-called aerial RIS (ARIS). In particular, an
ARIS can dynamically adapt its deployment according to the
complex radio environment, thereby offering an additional av-
enue for improving the system performance. Recently, ARIS-
assisted terrestrial communications are attracting research at-
tention. A UAV-carried RIS was investigated to maximize the
communication coverage [5] and the transmission capacity [7],
respectively. The performance of the UAV-borne RIS relaying
system was analyzed and optimized [8].

However, different from the above RIS/ARIS-assisted ter-
restrial communications [3]–[7], ARIS-assisted flying base
station communications, i.e., HAP communications, have not
been thoroughly considered yet. Due to the changes in the
stratospheric wind and air density, one of the fundamental
challenges to optimally deploy ARIS in HAP communica-
tion is the unknown movement of HAPs, which is hard to
model. In this paper, we propose a novel ARIS-assisted HAP
downlink communication framework. We jointly optimize the
trajectory and the phase-shift of the ARIS under the unknown
and dynamic radio environment. By regarding the unknown
movement of the HAP as a part of the radio environment, we
prove that the HAP movement follows a finite state Markov
stochastic process and the deployment of ARIS is a Markov
decision process (MDP). To solve the non-convex nature of
the formulated optimization problem, we propose a two-stage
optimization. Specifically, we first learn the optimal ARIS tra-
jectory via model-free Q-learning, and then alternately adjust
the optimal phase-shift of the ARIS. The convergence of the
proposed algorithm is analyzed and some insightful remarks
are given based on our theoretical analysis and simulations.

II. SYSTEM MODEL AND PROBLEM FORMULATION

This section gives system model and problem formulation.

A. System Model
We consider the downlink transmission between a HAP and

a ground target area with the assistance of an ARIS, which is
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Fig. 1. The ARIS-assisted HAP-to-ground communication model.

shown in Fig. 1. The HAP is equipped with a uniform linear
array (ULA) with N antenna elements, where the spacing
of the adjacent antenna element is d0. The ARIS includes
M passive phase shifters, separated by the spacing d. The
users are equipped with a single antenna and located on the
ground. Due to the obstacles, such as high buildings and
trees, the direct link between the HAP and the ground target
area is blocked. Along the plane of the target area, we set a
3D Cartesian coordinate system with unit basis vectors x, y,
and z, where the user in the target area center is denoted as
gc = [xgc , ygc , 0]T . The symbol (·)T represents the transpose
operation. For ease of exposition, we assume that the target
area is rectangular with area GxGy , and the sides are parallel
to the x-axis and the y-axis, respectively. Then, any position
in the target area can be specified as g = [xg, yg, 0]T , where
xg ∈ [xgc − Gx

2 , xgc + Gx
2 ], yg ∈ [ygc −

Gy
2 , ygc +

Gy
2 ].

Similarly, the initial positions of the ARIS and HAP can
be denoted as u = [x0u, y

0
u, z

0
u]T and p = [x0p, y

0
p, Hp]

T ,
respectively. We assume that the position of the target area is
fixed with the height dimension ignored, and both the ARIS
and the HAP are mobile at constant velocities in each time
slot ∆t. Specifically, in time slot t, the ARIS can select a
moving direction from an angle space Ωt

u = [φtu, ϕ
t
u], where

φtu ∈ [0, 2π) is the horizontal direction and ϕtu ∈ [−π2 ,
π
2 ]

is the elevation direction. The moving speed of the ARIS is
denoted as vu. The position of the ARIS can be denoted as

xtu = x0u +
∑t

t′=1
vu∆t cosϕt

′

u sinφt
′

u

ytu = y0u +
∑t

t′=1
vu∆t cosϕt

′

u cosφt
′

u

ztu = z0u +
∑t

t′=1
vu∆t sinϕt

′

u . (1)

Since the HAP flies at a fixed altitude Hp, the moving direction
of the HAP in time slot t is denoted as φtp ∈ [0, 2π). With the
speed vp, the position of the HAP can be represented as

xth = x0p +
∑t

t′=1
vp∆t sinφt

′

p

yth = y0p +
∑t

t′=1
vp∆t cosφt

′

p

zth = Hp. (2)

In practice, the HAP and the ARIS have higher altitudes
than the buildings and trees, therefore, we consider the strong
LoS model for the air-to-ground channel [9]. The received
signal at any position in the target area can be expressed as

y = hH(u,g)ΘG(p,u)b
√
Ps+ n, (3)

where hH(u,g) = ηh(u,g)e−j2π
dh
λ aHAoD,u. The distance from

ARIS to any position of the target area is dh, the departure ar-
ray response is aAoD,u =

[
1, . . . , e−j2π

d
λ (M−1) sin(θAoD,u(g))

]T
.

The symbol (·)H is the Hermitian transpose operation, the
symbol ηh(u,g) represents the path loss coefficient from the
ARIS to the target area, while λ is the wavelength. The symbol
Θ = diag

[
ejθ1 , ejθ2 , . . . , ejθM

]
is a diagonal phase-shift ma-

trix with θm denoting the phase-shift of the m-th reflection el-
ement. The symbol G(p,u) = ηG(p,u)e−j2π

dG
λ aAoA,ua

H
AoD,p

with the distance from HAP to ARIS dG, while the arrival
and departure array responses are

aAoA,u =
[
1, . . . , e−j2π

d
λ (M−1) sin(θAoA,u)

]T
,

aAoD,p =
[
1, . . . , e−j2π

d0
λ (N−1) sin(θAoD,p)

]T
.

Therein, θAoA,u and θAoD,p is the arrival angle of ARIS and
departure angle of HAP, respectively. The symbol ηG(p,u)
represents the path loss coefficient from the HAP to the ARIS
and b is the transmit beamforming vector at the HAP with
‖b‖ = 1. The symbols P and s are the transmit power and
signal, respectively. The symbol n is the noise term following
zero-mean complex Gaussian distribution with variance σ2.
The received SNR at the target area g can be expressed as

Γ(g,u,p,Θ,b) = P |hH(u,g)ΘG(p,u)b|2/σ2. (4)

The optimal beamforming vector b∗ for any fixed phase-shift
matrix Θ that maximizes the received SNR is based on the
maximum ratio transmission principle [10]. We consider the
case that the target area lies within the 3-dB beamwidth of the
ARIS1, that is 0.8858

Md ≥ max[sin(θAoD,u(g))−sin(θAoD,u(gc))],
where θAoD,u(·) is the departure angle from the ARIS to the
target area. Thus, in any time slot, the problem that maximizes
the received SNR at the target area can be formulated as

P1 : max
u,Θ

Γ(gc,u,p,Θ), (5)

s.t. C1 : 0 ≤ φu < 2π, (6)

C2 : −π
2
≤ ϕu ≤

π

2
, (7)

C3 : 0 ≤ θm ≤ 2π, ∀m ∈ {1, . . . ,M}. (8)

III. ACHIEVING MAXIMUM RECEIVED SNR USING
TWO-STAGE OPTIMIZATION

On one hand, the optimization problem P1 is non-convex
and the optimization objectives u, Θ are coupled with each
other. On the other hand, the movement of the HAP is
influenced by the wind and air density, and is usually unknown
to the ARIS and the ground users. In this case, we alternatively
tackle the problem in two stages. First, we obtain the optimal
ARIS trajectory based on model-free Q-learning [11]. Second,
we optimize the phase-shift given the optimal ARIS trajectory.

1The case that the target area exceeds the 3-dB beamwidth can be studied
with multi-ARIS, which is based on the beam flattening technique [5].
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A. Learning the optimal ARIS trajectory

In the following, we first rigorously show that the movement
of the HAP is a finite state Markov stochastic process, and then
give the optimal ARIS trajectory via Q-learning.

Proposition 1. Let a finite set S = {s1, . . . , sq} be the state
of the moving HAP and define a q × q state transition matrix
F with each term 0 ≤ Fij ≤ 1 and

∑q
j=1 Fij = 1 for any

i ∈ {1, . . . , q}. The process starts in one state and moves to
another state successively. In time slot t, the probability that
the HAP is moving from current state s(t) = si to the next
state s(t+ 1) = sj can be denoted as

Pr(s(t+ 1) = sj |s(t) = si) = Fij , (9)

which only depends on the current state and not on the states
of the previous time slots.

Proof: According to (2), the state of the HAP movement
in the next time slot t+ 1 can be given by

s(t+ 1) = (xt+1
h , yt+1

h , zt+1
h )

= (xth + vp∆t sinφt+1
p , yth + vp∆t cosφt+1

p , Hp)

= s(t) + (vp∆t sinφt+1
p , vp∆t cosφt+1

p , 0). (10)

From (10), we can find that the current state includes the
history information of the previous time slots. That is, the state
of the HAP movement in the time slot t+ 1 only depends on
the state in the current time slot t and the present action, i.e.,
moving direction and speed. Then, the proof is completed.

Therefore, the ARIS can regard the moving HAP as a
dynamic radio environment and model its deployment as a
MDP. However, in practice, the state transition matrix F is
usually unknown, and for this reason, we propose a Q-learning
based trajectory learning to optimize the ARIS trajectory.
The learning process can be described as a 4-tuple U =
{S,A,F,R}. Specifically, the angle space Ωu = [φu, ϕu] is
quantified to a finitely discrete angle space Ω̄u = [φ̄u, ϕ̄u],
where φ̄u = 2π

L ι, ι = {0, . . . , L − 1}, ϕ̄u = π
2Kκ, κ =

{±1, . . . ,±K}, L and K are the quantization orders of the
moving direction. Based on this, the action set can be written
as A = {a1, . . . ,a2K+L} with each action af = (φ̄u, vu)
or af = (ϕ̄u, vu), ∀f ∈ {1, . . . , 2K + L} and the size
|A| = 2K + L.

As per the optimization problem P1, the instantaneous
reward R with respect to the ARIS position can be expressed
as

R = Γ(gc,u(af ),p). (11)

Based on the above setting, the optimal ARIS trajectory can
be transformed to the optimal ARIS position in a series of
times which can be obtained by maximizing the accumulated
reward over time. The accumulated reward within a sequence
of states can be expressed as

Rt(a) =
+∞∑
τ=0

γτRt+τ+1, (12)

where γ ∈ [0, 1] is the discount factor. According to (12), the
action value function in time slot t is the expected reward from

the state si, taking the action af and following the policy Π,
which can be written as

Q(si,af ) = E
[ +∞∑
τ=0

γτRt+τ+1
∣∣s(t) = si,a(t) = af , π

]
, (13)

where the policy Π : S → A is a mapping from the state set to
the action set and denotes the probability distribution over the
available actions, while E[·] denotes the expectation operation.
Then, for the optimal action value function, we have

Q∗(s,a) = max
π

Q(si,af ), si ∈ S,af ∈ A. (14)

In time slot t, the ARIS chooses the optimal action value based
on a greedy policy, and the action value function is updated
by

Qt(s,a)← Qt(s,a) + αt
[
Rt + γmax

π
Qt+1(s,a)−Qt(s,a)

]
(15)

where αt is the learning rate with
∑+∞
t=0 α

t =∞. To strike a
balance between exploration and exploitation, the ARIS takes
the policy Π that the action with the best estimated action value
by default and chooses an action at random with probability
Pr(a) which follows

Pr(a) =
eQ(s,a)/T

eQ(s,a)/T +
∑

a−∈A/a e
Q(s,a−)/T

, (16)

where T is the temperature, controlling the exploration fre-
quency and a− ∈ A/a denotes the action except a.

Remark 1. When the temperature T = 0, the policy Π
boils down to a greedy policy, which makes the proposed
algorithm be on-policy learning. Specifically, the temperature
T can be decreased over time to increase exploitation and
decrease exploration. Such policy can work well by selecting
the quantization orders, i.e., L,K, carefully.

B. Optimizing the phase-shift of the ARIS

The following is the second stage optimization that opti-
mizes the phase-shift for given the optimized ARIS trajectory.

Proposition 2. For an optimal ARIS trajectory, the optimal
phase-shift of each reflecting element that maximizes the
received SNR in each time slot is given by

θ∗ = θ − 2π(m− 1)
d

λ
(sin(θAoD,ut(gc))− sin(θAoA,ut)).

Proof: In time slot t, let the position of HAP and ARIS
be ut and pt, respectively. Then, the received SNR in (5) can
be rewritten as

Γ = P̃GH(pt,ut)ΘHh(ut,g)hH(ut,g)ΘG(pt,ut)

= P̃

∣∣∣∣ M∑
m=1

ej(θm+2π(m−1) dλ (sin(θAoD,ut (gc))−sin(θAoA,ut )))

∣∣∣∣2, (17)

where the symbol P̃ = Pη2hη
2
GN/σ

2. By defining the symbol
θ̃ = θm + 2π(m − 1) dλ (sin(θAoD,ut(gc)) − sin(θAoA,ut)), we
can get ∣∣∣∣ M∑

m=1

ejθ̃
∣∣∣∣2 ≤ M∑

m=1

∣∣ejθ̃∣∣2, (18)
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which indicates that the equality holds if all the phases of the
ARIS are aligned. Therefore, in time slot t, the optimal phase-
shift is given by Θ∗ = diag(ejθ

∗
1 , ejθ

∗
2 , . . . , ejθ

∗
M ), where the

optimal phase-shift of each reflecting element is

θ∗m = θ − 2π(m− 1)
d

λ
(sin(θAoD,ut(gc))− sin(θAoA,ut)),

m ∈ {1, . . . ,M} (19)

with θ the arbitrary aligned phase. This concludes the proof.

Summarizing, first, in each time slot, the ARIS chooses
an action from A via the rule (16) and performs it. Then,
it interacts with the environment and gets the reward from
the environment feedback, after which it updates the action
value according to (15). In the second phase, for the given
optimal ARIS trajectory, the ARIS adjusts the phase-shift via
Proposition 2. Such procedure goes on iteratively. Each action
value iteration can be performed in O(|A||S|2), while the
phase shift of each reflecting element has a complexity of
O(1). Thus, the total complexity in T iterations is on the order
of O(T |S|2). After a finite number of iterations, the proposed
algorithm can converge to an optimized solution of P1, namely
the asymptotically stable point. To prove the convergence, we
now deduce the condition under which the proposed algorithm
can converge to the asymptotically stable point.

C. Convergence analysis

The recursive process of the action value function can be
rewritten by using the Robbins-Monro algorithm which is used
for the stochastic approximation of the root of a real-valued
function [12]. In this case, the convergence of such process can
be characterized by an ordinary differential equation (ODE).

Lemma 1. Consider the sequence of the recursive process Qt.
The sequence converges weakly to some limit set of the ODE

Q̇ = F(Q), (20)

where Q̇ denotes the first-order derivative of Q with respect
to t and F(Q) = diag

[
Pr(a)

]
Rt(a)−Qt ∈ R(2K+L)×1.

Theorem 1. If the upper bound of the accumulated reward is
Rt(a) < T

|A|−1 ,∀a ∈ A, the proposed algorithm can converge
to the asymptotically stable point.

Proof: When the proposed algorithm converges, we can
get F(Q) = 0. Define the Lyapunov function as

V (t) =
∑(

R̄t(af )−Qt(s,af )
)2

=
∑

ε2f ≥ 0, (21)

where R̄t(af ) = Pr(af )Rt(af ) and εf = R̄t(af )−Qt(s,af ).
By taking the derivative of (21) with respect to t, we have

dV (t)

dt
= 2

∑
R̄t(af )−Qt(s,af )

dR̄t(af )−Qt(s,af )

dt

= 2
∑

εf
dR̄t(af )

dt
− ε2f . (22)

For the f -th action af , we have

dR̄t(af )

dt
=

d

dt

(
Rt(af )eQ

t(s,af )/T

eQ
t(s,af )/T +

∑
a−∈A/af e

Qt(s,a−)/T

)
=

Rt(af )eQ
t(s,a1)/T

T (eQ
t(s,af )/T +

∑
a−∈A/af e

Qt(s,a−)/T )2

(∑
eQ

t(s,a)/T

×dQ
t(s,a1)

dt
− eQ

t(s,a2)/T
dQt(s,a2)

dt
−

× . . .− eQ
t(s,a2K+L)/T

dQt(s,a2K+L)

dt

)
= Rt(af )

(
eQ

t(s,af )/T+Qt(s,a1)/T (εf − ε1)

T (eQ
t(s,af )/T +

∑
a−∈A/af e

Qt(s,a−)/T )2
+

× . . .+ eQ
t(s,af )/T+Qt(s,a2K+L)/T (εf − ε2K+L)

T (eQ
t(s,af )/T +

∑
a−∈A/af e

Qt(s,a−)/T )2

)
.

(23)

Since eQ
t(s,af )/T+Qt(s,a−)/T

(eQ
t(s,af )/T+

∑
a−∈A/af

eQ
t(s,a−)/T )2

< 1, and by substi-

tuting (23) into (22) and transforming, we can get

1

2

dV (t)

dt
<
∑(

(2K + L− 1)Rt(af )

T
− 1

)
ε2f . (24)

From (24), ∀af ∈ A, if Rt(af ) < T
2K+L−1 = T

|A|−1 , we can

get dV (t)
dt < 0, which indicates that the proposed algorithm can

converge to the asymptotically stable point. Then, the proof is
completed.

Remark 2. The upper bound of the accumulated reward
is inversely proportional to the size of the action set and
proportional to the temperature T . This implies that if the
probability of the exploitation increases, the upper bound of
the accumulated reward becomes smaller over time.

IV. NUMERICAL RESULTS

In this section, we evaluate the performance of the ARIS-
assisted HAP communications via simulations. We assume the
time slot is 1 s, the speed of the ARIS is vu = 10 m/s, such
that the moving distance in each time slot is 10 m. Let K = 1,
L = 4, the altitude of the HAP be Hp = 15 km, the center
position of the target area be gc = [2 m, 2 m, 0]T , the antenna
number of ARIS be M = 32, the arbitrary aligned phase
be θ = π/6 and the mm-wave wavelength be λ = 5 mm.
By setting the discount factor to be γ = 0.95, the learning
rate be αt = 1/

√
t+ 2 and the state number |S| = 16, the

optimal ARIS trajectory is obtained in the trajectory learning
stage, which is shown in Fig. 2. In each trajectory iteration,
the optimized phase-shift is achieved; for example, in the start
position of the ARIS with state s1, the optimal phase-shift is
θ∗m = π/6− 2.9155(m− 1)π/180, m ∈ {1, 2, . . . , 32}.

To illustrate the performance gain of the HAP communi-
cations with ARIS assistance, the proposed algorithm is com-
pared with two benchmarks, such as the optimal trajectory with
random phase-shift, and without ARIS assistance. From Fig. 3,
we can find that the performance gain by jointly optimizing the
trajectory and the phase-shift of the ARIS is significantly better
than the performance gain without ARIS. The accumulated
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Fig. 2. The optimal trajectory of the ARIS with the state number |S| = 16.
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Fig. 3. The performance gain of the proposed algorithm for the ARIS-assisted
HAP communications, which is compared with two benchmarks.

reward can converge weakly to a maximum value after a finite
number of iterations. Interestingly, we can see that the smaller
state set converges faster than the larger one. For example, 8
states take about 1,200 episodes to an asymptotically stable
point while 16 states need about 3,000 episodes. Moreover,
we observe that by jointly optimizing the ARIS trajectory and
phase-shift outperforms only optimizing the ARIS trajectory.
For example, for the state number |S| = 16, we can avail of
6.5 dB gain when the ARIS phase-shift is further optimized.

The variation of the maximal Q-value is given in Fig. 4,
which intuitively shows the nature of the convergence of the
proposed algorithm. Specifically, for a fixed state number,
i.e., |S| = 8, we can find that the variation of maximal Q-
value becomes smaller when the number of iterations increase,
and then converges to a stable point after 5,000 episodes. In
addition, for different state numbers, i.e., |S| = 8, 16, 64, 128,
it can be observed that when the state number increases, the
speed of the convergence becomes slower. The result indicates
that more iterations are needed for the algorithm to converge,
when the state set is larger.

V. CONCLUSION

In this paper, we put forward ARIS-assisted HAP downlink
communications and investigated the performance gain that
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Fig. 4. The variation of the maximal Q-value against the number of iterations.

the ARIS provided. By using two-stage optimization, the
ARIS trajectory and the phase-shift were jointly optimized
to maximize the received SNR at the ground target area
under the unknown and dynamic radio environment. Next, we
analyzed the convergence of the proposed algorithm using the
obtained upper bound of the accumulated reward and gave
some insightful remarks. Our numerical results demonstrated
that jointly optimizing the ARIS trajectory and the phase-shift
enables us to significantly improve the performance of the
HAP communications when the direct link is blocked.
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