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Abstract

The Ki-67 protein is associated with cell proliferation and is a clinical marker for breast cancer tumour
aggressiveness. The percentage of immunopositive cells present in a histological image stained for Ki-67
expression informs the proliferation index quantifying tumour aggressiveness. This calculation is frequently
carried out through manual assessment that is time consuming and susceptible to human error. Automated
image analysis tools for Ki-67 breast cancer images may have a significant impact if they could be in-
tegrated in to clinical and digital pathology workflows by reducing workload for pathologists, as well as
improving efficiency and accuracy. This work presents the development of a deep learning based model for
automated calculation of Ki-67 proliferation scores from stained histological images. The resulting compu-
tational model predicts cell types (immunopositive vs immunonegative) with 96% accuracy, the Ki-67 index
category with 88% accuracy and the Ki-67 index with lower RMSE than the state of the art models. The
predicted mask from the model provides a transparent explanation of the computational decision making.
Moreover, the computational model is hosted on a cloud platform and can be utilised through a mobile ap-
plication designed for this investigation. The proof-of-concept mobile application has the potential to make
an impact in many communities, especially in low and middle income countries where there are currently
insufficient resources, namely a lack of expensive digital scanners, to support digital pathology in the fields
of medicine and education.
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1 Introduction

In recent years, the Ki-67 protein has been investigated as a clinical marker for breast cancer tumour aggres-
siveness [Yerushalmi et al., 2010, Inwald et al., 2013]. The biomarker is a nuclear protein associated with cell
proliferation; the increase in the number of cells as a result of cell growth and division. Pathologists use scor-
ing systems to estimate a proliferation index; low (<10%), borderline (10-20%), and high (>20%). A higher
proliferation index indicates that more cells are undergoing cell division, which can signify a more aggressive
tumour.

Currently, there are several challenges incorporating automated Ki-67 proliferation index measurements in
to clinical and digital pathology workflows without using a digital scanner. Measuring the proliferation index
manually is time consuming and sensitive to variance. This variance could be due to differences in staining
protocols, digitisation equipment, staining compounds or slide preparation, which can create variabilities in
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image quality and colour across datasets. The cell nuclei are also subject to variance in terms of structure,
shape, colour and intensity [Joseph et al., 2019]. Diagnostics from histopathology images usually rely on a
visual assessment of the cell slides by a pathologist, which can imply an inherent element of interpretation with
consequent subjectivity and possible human error. This manual process can be time-consuming and susceptible
to human error, there is a motivation to introduce computational methods to encode the expertise of the decision
making process.

Logistically, scanners required for digitising slides are expensive and don’t offer portability. Advances
in mobile phone camera technology have shown the capability to take satisfactory resolution images of mi-
croscopy cell slides. [Hernández-Neuta et al., 2019] acknowledge that the image sensors within a smartphone’s
camera module are sensitive enough for many diagnostically relevant applications. There is the potential for
the adaptation of smartphones as imaging read-out platforms that could be used for on-site image acquisition,
real-time analysis, management of the generated results at the user’s convenience, and data transfer from the
site of detection to other healthcare professionals.

This highlights an opportunity for digital pathology tools (and digital analysis) to be shared with the world
through mobile devices, thanks to the portability and technological features they offer. Not only would this
have a positive impact in the practice of pathology, but it would particularly benefit communities in low and
middle income countries, where the current option of using an expensive scanner is not feasible. Furthermore,
connecting global experts through a common platform that facilitates ease of communication and knowledge
transfer would support the digital pathology community as a whole but specifically those working in low and
middle income countries.

This paper presents a novel investigation in to the automated Ki-67 proliferation scoring of histological
images. This work also presents the development of a prototype mobile application that would enable multi-
ple users to interact on a single platform and analyse images stored on or captured by the device. Section 2
will outline the current research in the area of automated Ki-67 proliferation scoring. Section 3 will outline
the proposed methodology and computational system along with the experimental protocols used to evalu-
ate the computational model. Section 4 provides an overview of the results before the findings of this work
are discussed in Section 5 in the context of existing work. The conclusion (Section 6) summarises the main
contributions of this work and highlights future opportunities for research.

2 Background

The advances and success of deep learning methodologies in the area of image processing combined with the
quantity and quality of image data in the digital pathology domain has led to a surge in the development of deep
learning solutions to support digital pathology analysis. In particular in the area of Ki-67 proliferation scoring,
a number of approaches have been considered.

Proliferation Tumour Marker Network (PTM-NET) [Joseph et al., 2019] is a four layer convolutional neu-
ral network (CNN) that performs instance segmentation on cells before identifying Ki-67 immunopositivity
in supplementary analysis. PTM-NET predicts immunopositive and immunonegative cells with an accuracy
of 70% and 88% respectively. The performance of the algorithm in calculating the proliferation index is not
presented but the work shows how a relatively simple CNN can be used to provide reasonable accuracy in identi-
fying Ki-67 expression. A more complex solution using a similar aproach is PathoNet [Negahbani et al., 2021]
which utilises U-Net [Ronneberger et al., 2015] as the foundation for its modelling framework with the first
layer and convolutional layers replaced by a residual dilated inception module that reduces model complexity.
The model predicts Ki-67 immunopositive and immunonegative cells with 85% and 75% accuracy respectively.
Ki-67 proliferation index scoring was achieved with an root-mean-squared error (RMSE) of 0.62 which was in
keeping with alternate benchmark models. Cell segmentation in the predicted masks is carried out using the
Watershed algorithm [Atta-Fosu et al., 2016]. The findings highlight the potential for U-net to form the basis
of modelling efforts in this area, although the variance in the staining and imaging of the samples may result in
the cell segmentation algorithm performing to a lower standard than desired.



Instead of taking an instance segmentation approach to cell detection, [Geread et al., 2019] proposed a novel
unsupervised colour separation model before distinguishing cells through post processing and nuclei detection
algorithms. The model achieved a classification accuracy of 92.5%. This unsupervised approach avoids human
error in the subjective labelling and ground truth annotation of slides. However, it is difficult to say how well
the colour separation model would generalise across laboratories where staining protocols can lead to very
different colour profiles in images. It is desirable in the current study to prioritise generalisability over absolute
performance on a given dataset due to the aims to support digital pathology analysis in low and middle income
countries that would be spread across different laboratories.

3 Methodology and experimentation

This section will first outline in Section 3.1 the development of the computational model for detecting Ki-67
expression and the dataset used in this endeavour. The mobile application that was simultaneously developed
to house the computational analysis is outlined in Section 3.2.

3.1 Computational modelling

3.1.1 Data

Figure 1: (a) shows an example raw image and (b)
shows the resultant ground truth mask generated from
the JSON annotation.

Annotated cell slides of microscopic biopsy images of
malignant breast tumours containing Ki-67 protein ex-
pression were obtained from [Negahbani et al., 2021].
Each raw image is downsized from a starting dimension
of 1228×1228 to a final dimension of 256×256. Seg-
mentation masks for each image are generated using the
OpenCV-Python library. An example of the raw images
and its corresponding mask are illustrated in Figure 1.
The staining protocol results in cells that express the
Ki-67 protein appearing as a dark brown colour (Figure
1 (a)). Adaptive Gaussian thresholding is first applied
to the images to separate cells from the background and
create a binary image with background pixels in black and cell pixels in grey. This image is then used to draw
contours around each cell. Ground-truth annotations are contained in a corresponding JSON file comprised of
co-ordinates for the annotated nuclei, as well as their classification (Ki-67 immunopositive or immunonega-
tive). The centre position of each contour is compared with the JSON file to locate all the cells identified as
being immunopositive. Any matches have their pixels changed from grey to white (Figure 1 (b)). This forms
the ground truth masks for training of the deep learning model.

3.1.2 Experimental overview and model outline

The instance segmentation in this study is achieved through the application of transferred learning on the U-Net
model [Ronneberger et al., 2015], with a pretrained ResNet encoder (specifically ResNet50 [He et al., 2016])
and ImageNet [Deng et al., 2009] weights developed in PyTorch (version 1.8.1). The optimiser is Adam
[Kingma and Ba, 2014] and the learning rate is set to 0.001. All weights are considered trainable. The model
is trained for 10 epochs. Preliminary analysis found that the model plateaued at sufficient accuracy around 9
epochs. The train, validation and test split of data is 70%-15%-15% respectively. To perform model evaluation
through a variety of metrics, the mask is decoded to establish the number of Ki-67 immunopositive and im-
munonegative cells. This is carried out in a reverse process to the JSON-to-mask encoding used in the ground-
truth annotations (Section 3.1.1). Gaussian thresholding is applied to the mask and contours are extracted before
the label for each cell is documented for use in the evaluation process. A copy of the model implementation can
be found: https://github.com/richardgault/Automated-Ki-67-proliferation-scoring.



3.2 Mobile application and cloud hosting

Figure 2: Illustration of the software architecture

To support end-user access a mobile application has
been implemented which is available on both An-
droid and iOS platforms. The application communi-
cates to services, such as the machine learning plat-
form which performs the analysis, through HTTP re-
quests made over the Internet. The services them-
selves including the machine learning elements and
database storage are packaged as microservice con-
tainers using the industry standard Docker which al-
lows them to be easily run on any cloud hosting provider. For the purposes of our implementation they are
deployed using a kubernetes hosting cluster. The services provide an Application Programming Interface (API)
to which the application can connect and make requests to process, store, or retrieve data. The generalised
architecture is shown in Figure 2. Such an approach allows easy remote access from any device with a net-
work connection including cellular data and also offers the potential for other implementations beyond our
application to make direct remote use of the hosted services, i.e. a third party could integrate our cloud based
processing in to another platform for gathering images.

4 Results

4.1 Evaluation of model performance

Figure 3: Example of the predicted mask and heat map relative to the raw image and ground truth mask.

Figure 3 shows an illustration of the predicted mask and heatmap produced by the model relative to
the original image and its ground truth mask. Table 1 provides an overview of the training, validation and

Table 1: Evaluation of Model performance

Dataset Accuracy Precision Recall f1-score IoU
Train 0.9575 0.9371 0.9353 0.9362 0.8813

Validation 0.9584 0.9385 0.9367 0.9376 0.8901
Test 0.9609 0.9421 0.9403 0.9412 0.8961

test performances of the model. The
performance is consistently high and
comparable across all datasets and
measures. It is notable that the
predicted mask generally estimates
cells that were completely solid as
desired whereas the ground truth
mask sometimes included "background" (i.e. black) pixels in the middle of some of the immunonegative
cells (shown in grey in the masks of Figure 3). This is likely an artifact introduced by the mask generation
approach that was outlined in Section 3.1.1 when the light coloured portions of cells have been mislabelled as
background following the adaptive Gaussian thresholding process. These mismatches between the ground truth
and predicted masks result in reduced Intersection over Union (IoU) scores for these isolated regions despite
the prediction being meaningful and appropriate. This is important to remember when considering the IoU
score.



Table 2: Comparison of model performance

Model RMSE
Mod. DeepLabv3-Mobilenetv2 0.050

Mod.DeepLabv3-Xception 0.063
Mod. FCRN-A 0.067
Mod. FCRN-B 0.069

PathoNet 0.062
Proposed model 0.045

The Ki-67 index score is calculated as the num-
ber of immunopositive cells relative to the total
number of cells in the sample. Previous studies
[Negahbani et al., 2021] compared the performance
of existing models in their ability to accurately cal-
culate the Ki-67 index of a sample. These figures are
presented in Table 2 alongside the model presented in
this work. The results show that the proposed mod-
elling approach has performed slightly better than the existing models. However, strong conclusions should not
be drawn from this table as the test set used in the current analysis is likely to be different than that used in
[Negahbani et al., 2021] despite using the same data; also, previous models were trained on 3-class classifica-
tion (immunopositive vs immunonegative vs lymphocyte) which extends the binary classification considered in
this work.

For diagnostic purposes and to inform prognosis, the Ki-67 index is categorised in to low (<10%), borderline
(10-20%) and high (>20%). The model was able to predict the correct category with 88% accuracy. Table 3
shows the confusion matrix for the category prediction and Table 4 provides the associated metrics for the
model’s performance. It is clear from Tables 3 and 4 that the model performs particularly well in the extreme
cases of low and high Ki-67 expression. The accuracy of the category prediction is lower than the accuracy
of the individual cell prediction because misclassification of an individual cell has relatively little impact given
the high number of cells the model considers. Each image contains multiple cell types and typically a large
number of cells. Therefore the impact of misclassifying an image in to the correct category has a greater impact
on the results since the total number of images is vastly less than the total number of cells, which the metrics in
Table 1 consider. The results show that the model can accurately identify cells, classify the presence of Ki-67
expression and accurately categorise the Ki-67 index in to an appropriate category for diagnosis and prognosis.

Table 3: Confusion matrix for Ki-67 category

Predicted
<10% 10-20% >20%

Actual
<10% 270 25 2

10-20% 9 54 6
>20% 0 4 25

Table 4: Ki-67 Index metrics per category

Category precision recall f1-score
<10% 0.968 0.909 0.937

10-20% 0.651 0.783 0.711
>20% 0.758 0.862 0.806

4.2 Evaluation of the Mobile Application

The mobile application is a multi-user system authentication to ensure access control. The user interface is
designed with a consistent dark mode colour scheme to improve visual ergonomics by reducing user eye strain,
adjusting brightness according to lighting conditions and facilitating screen use in dark environments – all while
conserving battery power by reducing the use of light pixels. Intuitive and minimal functionality is presented
to the user to support ease of use.

A new image can be taken using the mobile device camera or an existing one can be selected from storage
(Figure 4 (a)). Multiple images can be selected at one time to enable batch analysis. The image is then displayed
on the user interface (Figure 4 (b)) and the button to analyse the image is enabled. Once pressed, all images to be
analysed are sent as an image stream in an HTTP POST multi-part form request to the machine learning micro-
service for analysis. The JSON response is returned to the mobile application, where it is then deserialized to
obtain values such as the number of immunonegative cells, number of immunopositive cells and consequently
the Ki-67 proliferation index as a percentage. The results are returned to the user nearly instantaneously when
there is strong internet connectivity. Asynchronous communication handling of the mobile application means
that normal operation of the mobile application is undisturbed if there is an unforeseen delay in the returning
of results.

A predicted mask is also returned with the model predictions providing a visual result for transparency and
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Figure 4: Screen shots of the mobile’s analyse image functionality: (a) Images imported by taking a new image
with the device’s camera or from file (individually or as a batch). Images can be processed by selecting “RUN".
(b) Batches of images can be previewed and removed from the user’s selection as desired. (c) If the user wishes
to first provide a blind review of the results they can toggle the result viewer to hide or show the modelling
results. (d) Predicted masks are displayed along with (e) key information regarding the Ki-67 proliferation
index. (f) The results can now be saved (function now enabled) for future records. Optionally, the image(s) can
be reviewed by the current user and/or assigned to another user for a second opinion.

traceability of the model’s decision making for the pathologist to examine as well as the Ki-67 statistics (Figure
4 (d) and (e) respectively). The application has been designed to facilitate both single and batch image analysis.
Results can be saved to the database (Figure 4 (f)). The user running the analysis can assign the result to another
user in their favourite contacts list (determined by the user), so that they can get a second opinion.

The mobile application is evaluated through automated testing. The NUnit framework (Version 3.12.0) is
used for the view-model unit tests. Tests have been written using the Arrange, Act, Assert (AAA) pattern,
which involves initialising objects and setting data values, invoking the method under test with the arranged
parameters and verifying that it behaves as expected. Unit tests for the mobile application view models had 71%
coverage using Rider IDE from JetBrains with all tests passing. Moq (Version 4.16.10) is used as a mocking
framework to emulate responses from interfaces, which is done during the Arrange part of the tests. Some of
the classes used in the code implementation do not inherit interfaces and therefore cannot be mocked. This
meant that some of the code was not testable, but the code coverage shows that a majority of the logic of the
mobile application code for the view models was still able to be tested. The fact that all tests passed verifies that
the logic of the code functions successfully and as expected. Integration tests for checking the connection to
each request handler were implemented and all successfully passed. A YAML file is used to configure GitLab
Continuous Integration/Continuous Deployment. It allows the database microservice to be built and tested



automatically each time a code change is pushed to the codebase. This verified that the microservice could
receive HTTP requests.

5 Discussion

The developed computational model for automated Ki-67 proliferation scoring is designed to improve analysis
workflows in digital pathology by providing a proof-of-concept solution that can be developed further. The
model is embedded in a computational system that allows users to intuitively and quickly run Ki-67 analysis
through a mobile application. The cloud based computation enables scalability and utilisation of computational
resources that would not be available locally on the mobile device.

The computational model has been able to correctly classify 96% of cells with very strong coincidence with
the ground-truth as captured by the IoU score of 0.89. The quality of the predicted masks provides pathologists
with confidence, transparency and traceability in the computational decision making process. Future work is
needed to extend the model’s exposure to more datasets collected from different international laboratories and
exposure to other tumour types than the breast cancer samples considered in the present work.

The mobile application has the potential to make an impact in many communities, especially low and
middle income countries where there are currently insufficient resources, namely expensive digital scanners, to
support digital pathology in the fields of medicine and education. Microscope mounts for mobile devices are
available that allow the device’s camera to be positioned at the lens of the microscope. This enables the user to
capture and analyse the field of view through the application. In terms of supporting low and middle income
countries, the multi-user mobile application provides the baseline infrastructure for further development that
make it feasible to connect global experts if they are using the platform. The authentication system implemented
means that existing email and authentication methods are retained and the application can be easily scaled
to a large audience. The second reviewer functionality implemented in the app provides the framework to
connect pathologists and researchers with global experts in their designated area for further opinions. The
cloud hosted analysis module also supports scalability and easy redeployment. There is also the potential
for the system to address challenges of educating medical students in digital pathology that were highlighted
in [Fontelo et al., 2012]. For example, the computational model could be used to test a student’s annotating
skills by comparing the model’s predicted mask against the student’s annotations and use the model’s mask as
feedback for the student in both a qualitative and quantitative way.

Future work for this system entails the refinement of the mobile application to enable enriched user features,
such as institutional/company specific areas, and complete automated and user testing. Although the results of
the Ki-67 prediction area high in all areas and the IoU of the predicted masks is also high, the computational
model needs to be evaluated on independent datasets from other sources. Staining and imaging protocols vary
around the world leading to diverse colour profiles and image quality. Consequently, further refinement will
likely be needed to ensure the model is robust before the model is used in real-world applications.

6 Conclusion

The proof of concept mobile application presented in this work provides accurate identification of Ki-67 im-
munopositive and immunonegative cells in histopathology images. The model can accurately support a pathol-
ogist or researcher in the scoring of Ki-67 proliferation as evidenced through the high performance in individual
cell classification, IoU score and KI-67 index categorisation. The computational system efficiently produces
information that is transparent and essential in many standard digital pathology analysis pipelines. Extensions
of this work could provide sufficient impact in low and middle income countries where state-of-the-art scan-
ning and computational analysis resources are not widely available. This cloud based system paves the way for
scalable and global solutions that could connect analysts with leading experts using the platform. Future work
is planned to enhance the functionality of the mobile system and refine the computational modelling to enable
its generalisation and robustness to variation across centres.
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