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SEEM: A Sequence Entropy Energy-Based
Model for Pedestrian Trajectory All-Then-One

Prediction
Dafeng Wang, Hongbo Liu, Naiyao Wang, Yiyang Wang, Hua Wang, Seán McLoone, Senior Member

Abstract—Predicting the future trajectories of pedestrians is of increasing importance for many applications such as autonomous

driving and social robots. Nevertheless, current trajectory prediction models suffer from limitations such as lack of diversity in

candidate trajectories, poor accuracy, and instability. In this paper, we propose a novel Sequence Entropy Energy-based Model

named SEEM, which consists of a generator network and an energy network. Within SEEM we optimize the sequence entropy

by taking advantage of the local variational inference of f -divergence estimation to maximize the mutual information across the

generator in order to cover all modes of the trajectory distribution, thereby ensuring SEEM achieves full diversity in candidate

trajectory generation. Then, we introduce a probability distribution clipping mechanism to draw samples towards regions of high

probability in the trajectory latent space, while our energy network determines which trajectory is most representative of the

ground truth. This dual approach is our so-called all-then-one strategy. Finally, a zero-centered potential energy regularization

is proposed to ensure stability and convergence of the training process. Through experiments on both synthetic and public

benchmark datasets, SEEM is shown to substantially outperform the current state-of-the-art approaches in terms of diversity,

accuracy and stability of pedestrian trajectory prediction.

Index Terms—Trajectory Prediction, Mutual Information, Variational Inference, Potential Energy Regularization.

✦

1 INTRODUCTION

Predicting the future trajectories of pedestrians is of
great importance for various real-world applications
such as autonomous driving [1], [2], [3] and htmo-
bile device applications [4], [5], [6]. For instance, au-
tonomous vehicles need to act quickly and appropri-
ately with respect to the future location of pedestrians
to avoid collisions. The goal of prediction algorithms
is to predict the future evolution of pedestrian tra-
jectories based only on their recent history [7], [8],
[9]. However, pedestrian trajectories are inherently
stochastic and multi-modal, that is, there often exists
multiple pathways to a destination and more than a
single choice of destination [10], [11], [12], making
prediction a very challenging problem. To capture
the multi-modal nature of trajectories, state-of-the-
art prediction algorithms leverage generative models
such as Variational Auto-encoders (VAE) [13] and
Generative Adversarial Networks (GANs) [14], [15],
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[16] to predict a set of trajectories for each pedestrian.
Prediction algorithms are thus faced with two major
challenges: (1) generating accurate future trajectories
and; (2) adequately capturing their multi-modal na-
ture. There have been many promising pioneering
works on trajectory prediction, but they usually focus
on one or other of these two challenges. In addi-
tion, existing algorithms are overly conservative in
their generated trajectories and consequently unable
to adequately replicate the true diversity of pedestrian
trajectories.

Therefore, our key motivation for this paper is
to present a pedestrian prediction methodology that
can learn a stable trajectory forecasting model which
covers all modes of the trajectory distribution and
delivers accurate trajectory predictions.

Generative models, especially Generative Adver-
sarial Networks [17], which have been developed to
deal with situations where there are multiple diverse
correct outputs for a given input, have been explored
by several researchers as a means of dealing with
the multi-modal nature of pedestrian trajectories [14],
[15], [16]. However, these GAN models are usually
susceptible to mode dropping issues and are diffi-
cult to train. Another class of generative model was
first introduced by LeCun et al. [18] to build an
energy function that maps each point of the input
variable (e.g. an image) to a single scalar referred to as
its energy value. Recently, Zhao et al. [19] proposed
an energy-based redefinition of probabilistic GANs,
with the addition of an auto-encoder as the energy
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function. They also provided a theoretical analysis
of the energy-based models, showing that the re-
construction loss was equivalent to its energy value.
Although these previous energy-based models have
achieved impressive success in image generation, it is
difficult to apply them to time-series tasks such as the
pedestrian trajectory prediction problem due to mode
dropping and training instability.

In this paper, we propose a Sequence Entropy
Energy-based Model (SEEM) as the basis for a pedes-
trian trajectory prediction methodology that simul-
taneously addresses diversity, accuracy and training
stability issues. We first introduce the maximum se-
quence entropy as a cost function to train the gen-
erator network to achieve a uniform distribution of
the generated trajectories covering the full range of
trajectories. Then, in order to optimize the sequence
entropy at the output of the generator, we accurately
estimate the sequence entropy using an estimate of
the local variational inference of f -divergence to max-
imize the mutual information between the input and
the output of the generator. Furthermore, a probabil-
ity distribution clipping mechanism is proposed to
improve the quality of trajectories obtained by sam-
pling towards high-density regions of the latent space,
obtaining accurate trajectories. The probability distri-
bution clipping mechanism is based on performing a
random walk in the latent space of an auto-encoder
with the appropriate Metropolis-Hastings rejection
employed to draw high-quality samples from the
latent space. Finally, zero-centered potential energy
regularization is proposed to ensure model stability
and the generation of trajectories that have minimum
potential energy.

In summary, the main contributions of our work are
as follows:

• We employ the maximum sequence entropy as
a cost function for the generator network, such
that it learns to span the full range of the gener-
ated trajectory distribution, thereby covering all
modes of pedestrian behavior, without dropping
a single mode.

• We propose a probability distribution clipping
mechanism to draw samples from the high-
density region of the latent space, thereby gen-
erating trajectories that are close to the observed
pedestrian behaviors.

• Zero-centered potential energy regularization is
further introduced to train the energy network
ensuring that the true trajectories are, in general,
at a local minimum point of the potential energy
and also to improve the stability of training.

• We analyze theoretically the proposed SEEM and
prove the feasibility and effectiveness of our
so-called all-then-one strategy. In particular, we
prove that: (1) the maximum sequence entropy
ensures generation of a variety of trajectories; (2)
the probability distribution clipping mechanism

contributes to the generation of high-quality tra-
jectories, and; (3) model stability is guaranteed.

The remainder of the paper is organized as follows:
We review related work in Section 2. In Section 3,
the trajectory prediction problem is formulated and
relevant definitions are given. Then, in Section 4, we
present SEEM. Various trajectory prediction experi-
ments are conducted in Section 5 comparing the ef-
fectiveness of SEEM with various baseline prediction
models. Finally, conclusions and future works are
presented in Section 6.

2 RELATED WORK

In this section, we briefly summarize related work
on pedestrian trajectory prediction, which falls into
two classes: diverse-aware trajectory prediction and
precise-aware trajectory prediction.

2.1 Diverse-Aware Trajectory Prediction

Due to the uncertain nature of pedestrian motion,
there are usually multiple plausible routes to a des-
tination [20], [21], [22]. Many approaches have been
explored to tackle this issue. Ma et al. [23] present
a novel probability density framework to effectively
generate diverse future trajectories from a single im-
age by modeling the interactions between pedestrians
using game theory and optimal control. Most recent
works are based on generative networks which can
learn the complex trajectory distribution. In the DE-
SIRE prediction framework introduced by Namhoon
et al. [13] diverse potential trajectories are obtained
by employing a sample generation network that is a
variational autoencoder (VAE). Gupta et al. [14] pro-
pose SocialGAN, a model which combines recurrent
neural networks for sequence prediction with a GAN
network coupled with a variety encouraging loss
function to achieve diversity in candidate trajectories.
Subsequently, Javad et al. [16] adopt Info-GAN [24],
an information-theoretic extension to GANs, for pre-
dicting multi-modal pedestrian trajectories to address
the mode collapse and dropping problem. SoPhie,
proposed by Amir et al. [15], is similar to SocialGAN
taking advantage of a GAN to generate the potential
plausible trajectories with a social attention mech-
anism and a physical attention mechanism. Tim et
al. [25] present Trajectron++, an extensible approach
built on the Trajectron [26] framework, which pro-
duces dynamically feasible trajectory forecasts from
heterogeneous input data for multiple interacting
agents of distinct semantic types using a modular,
graph-structured recurrent model.

2.2 Precise-Aware Trajectory Prediction

Pedestrians usually choose the most likely paths to-
wards their goal. To make an accurate prediction,
traditional models [27], [28], [29] focus on manually
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crafted features such as social force to capture the
characteristics of human motion. More recently, re-
searchers have turned to deep learning based ap-
proaches incorporating a range of different repre-
sentations for human-human interaction (i.e. inter-
actions between neighboring pedestrians). The ap-
proaches taken fall into one of three categories: rela-
tive distance-based, attention-based and graph-based.
Relative distance-based methods [30], [31] introduce a
social pooling layer to consider interactions between
neighbors in a scene. Alahi et al. [30] first introduce
a social pooling layer which considers the influences
between neighbors within a fixed distance in a grid
map. Wang et al [31] propose capturing joint interac-
tions over all pedestrians in a hub network. In con-
trast to the relative distance-based methods, attention-
based models [32], [33] provide better modeling of
the interactions between pedestrians by focusing on
the important neighbors using a soft attention mech-
anism. Recent progress has been based on graph-
based works [26], [34], [35] which model the inter-
actions between neighbors within a graph and learn
the relationship by aggregating neighborhood features
with the graph adjacency matrix. Huang et al. [34]
adopt a graph attention network to model the spatial
correlations and an LSTM (long short-term memory)
network to model the temporal correlations between
neighbouring pedestrians in a scene to achieve precise
location prediction. In contrast, Abduallah et al. [35]
model the social interactions by a kernel function on
a weighted adjacency matrix to predict the future
trajectories.

3 PRELIMINARIES

In this section we introduce the pedestrian trajectory
prediction model considered in this work and define
a number of terms which will be used in the theorems
presented in Section 4.4. The main notation used
throughout the paper is summarized in TABLE 1.

3.1 Problem Formulation

Pedestrian trajectory prediction can be formally
stated as the problem of inferring the future
paths of pedestrians in an observed area (scene)
from the history of their trajectories. We de-
note the trajectories of all N agents (i.e. pedes-
trians) in a scene as X = {X1, X2, . . . , XN}
and their predicted future trajectories as Ŷ =
{Ŷ1, Ŷ2, . . . , ŶN}. The observed past trajectory of the
i-th agent is then represented by a set of tobs dis-
crete samples Xi =

{

(xt
i, y

t
i) ∈ R

2 | t = 1, · · · , tobs
}

∀i ∈ [N ], where [N ] = {1, · · · , N}. Similarly,
the agent’s future trajectory is defined as Ŷi =
{

(x̂t
i, ŷ

t
i) ∈ R

2 | t = tobs + 1, · · · , tpred
}

∀i ∈ [N ], where
thor = tpred − tobs is the prediction horizon. Fur-
thermore, the future ground truth of the agent i is
denoted as Yi =

{

(xt
i, y

t
i) ∈ R

2 | t = tobs + 1, · · · , tpred
}

TABLE 1

Summary of Main Notations

Notation Description

E Mean value
Xi past trajectory of agent i
Yi future trajectory of agent i

Ŷi predicted future trajectory of agent i
U the energy network
G the generator network
θ, ϕ, φ parameters of the proposed networks
N total number of agents in a scene
p(x) the data distribution
qϕ(x) the generator data distribution
q(z) a Gaussian distribution
Pdata the true data distribution
PG the fake data distribution
z noise sampled from a Gaussian distribution
zbar randomly shuffled noise sequence z
FG(z) the generator network loss function
FU (x, z) the energy network loss function
vti agent i embedding vector at time step t
ht
i agent i hidden state at time step t

Lmi loss of mutual information network output
L2 distance between ground truth and predictions
Lloss the total loss of the proposed network
f(·) a deep neural network architecture
m the batch size
LG generator network loss function
LU energy network loss function
σ(·) an activation function
z(i) the random shuffle latent noise
z̃(i) the shuffled vector noise of zi

W ∗ weights of the proposed model

∀i ∈ [N ]. Our goal is to learn the parameters W ∗ of a
trajectory prediction model

Ŷi = f
(

Xi,X1:N\i;W
∗
)

(1)

such that the prediction error ||Ŷi − Yi||F ∀i ∈ [N ]
is minimized. Here, f(·) is a deep neural network
architecture and parameters W ∗ are the weights of its
constituent neural networks. In the paper, we use the
notation Xi and X1:N\i to represent the trajectory of
the agent i and the trajectory of all agents excluding
the agent i, respectively.

3.2 Definitions

Before presenting our SEEM model, and setting out
a number of theorems characterizing its behavior, we
introduce the following definitions.

Definition 1: [Energy Probabilistic Distribution] Let
x denote a sample of real trajectory data X or Y

(i.e. a sample (xt
i, y

t
i) for some i and t) and let Uθ(x)

denote its energy function. The energy probabilistic
distribution of x is then defined as

qθ(x) = e−Uθ(x)/Zθ, (2)

where Zθ =
∫

e−Uθ(x)dx is the partition function
and Uθ(x) is the output of a deep neural network
parameterized by weights θ.

Based on Definition 1, when x is representative
of the real data, Uθ(x) is minimized, which means
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qθ(x) is maximized. In contrast, when x is a poor
representation of the real data, Uθ(x) is large and qθ(x)
tends towards zero. To obtain the weights θ, we define
the energy likelihood.

Definition 2: [Energy Likelihood] Given a log likeli-
hood function log qθ(x), the energy likelihood function
is

Lθ = Ex∼p(x)[− log qθ(x)], (3)

where p(x) is the probability distribution of the true
data.

Since it is not practical to draw samples from qθ(x),
we work instead with an energy distribution similar-
ity function.

Definition 3: [Energy Distribution Similarity] Given
a latent vector z, a known Gaussian noise distribution
q(z), and a generated sample Gϕ(z), the energy dis-
tribution similarity function can be formally defined
as:

qϕ(x) =

∫

δ (x−Gϕ(z)) q(z)dz, (4)

where ϕ denotes its weights, and δ(·) is the Dirac delta
function.

In order to ensure that the true trajectory data map
to minimum energy values, we introduce potential
energy regularization to the objective for training
stability.

Definition 4: [Potential Energy Regularization] The
objective of potential energy regularization is to min-
imize the equation

‖∇xUθ(x)‖2 . (5)

Since it is difficult to directly draw samples from a
given distribution qθ(x), we construct the following
random sampling process.

Definition 5: [Random Sampling Process] The com-
mon random sampling process can be denoted as

xn+1 = r (xn, z) , (6)

where z is a random noise sample which is easy to
implement, such as sampling from a normal distribu-
tion, and r(·) is a random walk function.
In order to draw samples from the latent space, we
define the noise energy distribution.

Definition 6: [Noise Energy Distribution] Given a
generated fake sample Gϕ(z), the noise energy dis-
tribution of z is given by

qϕ,θ(z) = e−Uθ(Gϕ(z))/Zθ, (7)

where θ and ϕ are the associated network weights.
Similarly to generative adversarial networks, we

also use two different losses, one to train the generator
network G and the other to train the energy network
U , which is designed to fit the energy function Uθ.
Then, the loss functions of the generator network and
energy network can be defined as follows:

Definition 7: [Generator Network Loss] The gener-
ator network loss function is defined as

FG(z) = U(G(z)). (8)

Definition 8: [Energy Network Loss] The energy
network loss is defined as

FU (x, z) = U(x) + [α− U(G(z))]+, (9)

where [·]+ = max(0, ·) and α is a positive constant.
The model will tend towards stability and the gen-
erated trajectories from the generator neural network
will be indistinguishable from the distribution of real
trajectories, if it reaches its Nash equilibrium. This is
an anticipation of the theoretical results described in
a follow up function.

Definition 9: [Nash equilibrium] Given a generator
network G(z), z ∼ N(0, 1), we define the Nash equi-
librium as

f(G,U) =

∫

x,z

FU (x, z)Pdata(x)Pz(z)dxdz, (10)

g(G,U) =

∫

z

FG(z)Pz(z)dz, (11)

where Pdata(·) is the true data distribution and Pz(·) is
a standard Normal distribution. A Nash equilibrium
point is a pair (G∗, U∗), that satisfies

{

f (G∗, U∗) ≤ f (G∗, U) , ∀U,
g (G∗, U∗) ≤ g (G,U∗) , ∀G.

(12)

4 THE SEEM MODEL

Our goal is to jointly learn a stable trajectory pre-
diction model which can simultaneously predict both
the most likely future trajectories and most of the
likely potential trajectories of all pedestrians in a
scene, given observations of the recent history of their
trajectories. In this section, we introduce our SEEM
model. The overall framework, which is shown in
Fig. 1, includes two core parts. One is the Genera-
tor Network (G) and the other is the Energy Net-
work (U). The Generator Network utilizes the encoder
and decoder framework, which takes X as input and
outputs diverse predicted trajectories Ŷ. The Energy
Network is employed to force the Generator Network
to generate more realistic trajectories by classifying
the real trajectories Y and predicted trajectories Ŷ as
either real or fake.

4.1 Generator Network

Our generator network consists of four components:
Generator Step One (GeneratorSO), Probability Dis-
tribution Clipping module (PDC module), Genera-
tor Step Two (GeneratorST) and Mutual Information
Network. The GeneratorSO module takes the ob-
servations Xi in and outputs a hidden state repre-
sentation cti of each agent through a pooling layer.
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Fig. 1. Architecture of the SEEM model. The overall architecture has two core parts, a generator network and

an energy network. The Generator network is trained to produce multi-modal trajectories. The Energy network is

used to determine which trajectories are most representative of pedestrian behavior.

Then, the PDC module is used to sample noise from
the noise energy distribution to generate high-quality
trajectories which are concatenated with cti for each
agent to form the input to the next module (Genera-
torST). GeneratorST processes this input to generate
a sequence of plausible future trajectories using an
LSTM decoder. The Mutual Information Network is
employed to guide the learning process in order to
encourage diversity of potential outputs trajectories.
GeneratorSO: First, the raw trajectory coordinates of
each pedestrian are embedded by a fully connected
neural network to a fixed feature vector vti ,

vti = Υ
(

xt
i, y

t
i ;Wem

)

. (13)

Here, Υ(·) is the neural network embedding function
with weights Wem. It is implemented as a (2, 2, 64)
multilayer perceptron (MLP) [36] with ReLU activa-
tion functions. The feature vectors are used as inputs
to the LSTM unit of the encoder at the t-th sample
instant. This step can be described as

ht
ei = LSTM

(

ht−1
ei , vti ;Wen

)

. (14)

The LSTM weights, denoted as Wen, are shared across
all pedestrians (agents) in a scene. The hidden states
dimension of the encoder is 64.

In order to model the human-human interaction, a
pooling module is introduced. As shown in Fig. 1,
this can be achieved by inputting the relative dis-
tances between the selected pedestrian and all other
pedestrians in a scene (an N -1 length vector) through
an MLP followed by a Max-Pooling layer to get a
pooled vector Pi. The pooled vector Pi summarizes
all the interactions between the agent (e.g. the i-th
agent in Fig. 1) and all other agents. The final output
of GeneratorSO is then obtained as the concatenation
of Pi and ht

ei, that is:

Ct
i = Concat(Pi, h

t
ei). (15)

Probability Distribution Clipping module: After
the GeneratorSO module, the encoded trajectory his-
tory cti is sent to the probability distribution clipping
(PDC) module. There, a noise vector zτ−1 is sampled
from the high probability density region of the latent
space via the noise energy distribution qϕ,θ(z) =
e−Uθ(Gϕ(z))/Zθ to obtain high-quality trajectories. Fi-
nally, we concatenate zτ−1 and cti and send it to the
GeneratorST module. Thus:

zτ−1 = PDC(Gϕ, Uθ, z), z ∼ N (0, I),

ht
di = Concat(Ct

i , zτ−1),
(16)

where PDC(·) is a function which generates high-
quality samples within the probability distribution
clipping module.

The PDC module is introduced for latent space
sampling. Conventional sampling techniques are com-
monly adopted for GAN models and generate trajec-
tory samples with x = G(z), where G is the generator
network. Here, the latent z is generated with some
constraints.

Since we introduce an energy function Uθ(Gϕ(z)) ,
we propose drawing samples via a novel approach.
Then we can derive the distribution of Uθ(Gϕ(z)) of
latent z as follows:

qϕ,θ(z) =
e−Uθ(Gϕ(z))

Zθ

. (17)

The sampling procedure can be viewed as occur-
ring in the latent space z. From this perspective,
z is first sampled from q(z) and then subject to
rejection sampling with an acceptance probability

γ = min
{

1,
qϕ(z̃τ+1)qϕ(zτ |z̃τ+1)
qϕ(z̃τ )qϕ(z̃τ+1|zτ )

}

. This rejection sam-

pling procedure on z induces a new probability distri-
bution qd(z). The new distribution qd(z) is a subset of
qϕ,θ(z). Once a latent sample z has been accepted, we
generate the trajectory sample x = G(z). The samples
from qd(z) are superior to the ones from the prior
Normal distribution q(z). In order to sample from
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qd(z), we use Langevin dynamics. The overall proce-
dure, called Probability Distribution Clipping (PDC),
is summarised in Algorithm 1.

ALGORITHM 1: PDC function
Input: zτ , Uθ(Gϕ(z)), η > 0.
Output: zτ+1

1 sample z ∼ q(z);
2 for τ = 1 to npdc do
3 ̟τ ∼ N (0, I);
4 // generate a uniform distribution number
5 β ∼ U [0, 1];
6 z̃τ+1 = zτ − 1

2η∇zUθ (Gϕ(z)) +
√
η̟τ ;

7 γ = min
{

1,
qϕ(z̃τ+1)qϕ(zτ |z̃τ+1)
qϕ(z̃τ )qϕ(z̃τ+1|zτ )

}

;

8 if β ≤ γ then
9 zτ+1 = z̃τ+1;

10 else if β > γ then
11 zτ+1 = zτ ;
12 end
13 τ = τ + 1;
14 end
15 Output zτ+1.

GeneratorST: This module processes the feature
vector ht−1

di through an LSTM and then employs a
fully connected network to obtain the future trajec-
tories as follows:

ht
di = LSTM

(

ht−1
di ;Wde

)

,
(

x̂t
i, ŷ

t
i

)

= γ
(

ht
di

)

,
(18)

where Wde are the weights of the LSTM and γ(·) is a
(128, 128, 2) MLP with ReLU activation functions.
Mutual Information Network: In the Generator
Network, we also introduce a Mutual Information
Network that is is used to fit a function to estimate
the sequence entropy at the output of the generator,
which in turn is used in the training process to
ensure the diversity of generated trajectories. Since
the sequence entropy H(G(z)) at the output of the
generator corresponds to the maximum of I(Ŷi, z

(i)),
we use f−divergence to estimate it. Hence, Lmi is
computed as

Lmi =
1

m

m
∑

i

[

log σ
(

Tφ

(

Ŷi, z
(i)
))

− log
(

1− σ
(

Tφ

(

Ŷi, z̃
(i)
)))]

,

(19)

where m is the training set batch size and Tφ(·) is
a (64, 512, 512, 512, 1) neural network with weights φ,
LeakyReLU neurons in each of the hidden layers, and
a linear output neuron. z̃ is the shuffled vector noise of
z and σ(·) is an activation function defined as σ(x) =
1
2 log 2− 1

2 log (1 + e−x).
Since the maximum likelihood of the sequence en-

tropy corresponds to minimizing the loss of binary

cross-entropy, we adopt the minimum binary cross-
entropy in practice to compute Lmi in this paper. The
overall process for achieving diversity of the gener-
ated outputs by maximizing the mutual information
through f -divergence is summarized in the flow chart
presented in Fig. 2.

Tφ(Ŷ , z)

qϕ,θ(z)

z

Ŷ = Gϕ(z), i.e. : qϕ(Ŷ |z)

Ŷ

σ

log

⊕

log

−σ

⊕

qϕ(Ŷ |z)

Ŷ

Tφ(Ŷ , z̃)

random shuffle

z̃

train networks T, G

1

maximize

Fig. 2. Flow diagram showing the process for max-

imizing the mutual information through f -divergence.

A network σ(T (Ŷ , z)) is introduced, where Ŷ and its

corresponding z are regarded as a positive sample

pair, while Ŷ and randomly drawn z̃ are regarded as

negative samples.

4.2 Energy Network

As the generator network outputs multi-modal tra-
jectories, we design an energy network to determine
which trajectory is most representative of the ground
truth. The purpose of designing the energy network is
to fit the energy function Uθ. Here, we do not directly
optimize the energy function Uθ. Instead, we design a
classifier to simulate it. More specifically, our energy
network takes the real data [Xi, Yi] or predicted fake
trajectories [Xi, Ŷi] as input, and classifies them as real
trajectories or fake trajectories. This is achieved using
an encoder module and a MLP. First, we encode the
trajectories as the input of a 64-state LSTM and then
apply a (64, 64, 1024, 1) fully connected MLP network
with a softmax layer on the last output hidden state
to obtain a classification score. This network is more
computationally efficient than optimizing the joint
distribution pθ(x, y) and the marginal distribution
pθ(x) together to obtain one of the best trajectories.

4.3 Loss Function

In order to minimize the differences between the fore-
casted outputs and the actual trajectories, we apply a
commonly used L2 loss function to train our model.
This is defined as

L2 =
1

N

N
∑

i=1

tpred
∑

t=tobs+1

||Ŷ t
i − Y t

i ||22, (20)
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where N is the total number of pedestrians in a
batch. We also adopt the following loss to encourage
the network to cover diverse trajectories of potential
outputs that conform to the ground truth trajectories:

L (G,U) = min
G

max
U

Ex∼p(x) [logU(x)]

+ Ez∼q(z),x=G(z) [log(1− U(x)]

+ Lmi.

(21)

Therefore, the overall training objective for the pro-
posed model is

Lloss = λL (G,U) + (1− λ)L2, (22)

where λ is a regularizer between the two losses. Here
we choose 0.5 as the default value of λ. The overall
training process is summarised in Algorithm 2.

4.4 Theoretical Analysis

In this section, we state a number of theorems that
confirm how SEEM can consistently cover all modes
of the trajectory distribution so that it generates di-
verse and rarely inconsistent candidate trajectories to
ensure accurate prediction. The theorem proofs are
reported in the supplementary material.

Theorem 1: The proposed SEEM corresponds to
solving the following coupled optimization problems
with respect to parameters ϕ and θ:
θ = argmin

θ
Ex∼p(x) [Uθ(x)]− Ez∼q(z),x=Gϕ(z) [Uθ(x)]

+ Ex∼p(x)

[

‖∇xUθ(x)‖2
]

,

ϕ = argmin
ϕ
−Hϕ(x) + Ez∼q(z),x=Gϕ(z) [Uθ(x)] .

The theorem shows that the maximum sequence
entropy energy-based model with potential energy
regularization provides the functionality to generate
diverse potential outputs stably.

Theorem 2: The samples drawn from qϕ,θ(z) =
e−Uθ(Gϕ(z))/Zθ by the probability distribution clipping
(PDC) mechanism in the Generator Network are su-
perior to samples drawn from qθ.

The theorem signifies the probability distribution
clipping mechanism running in latent space focuses
the sampling process towards the high probability
region, generating more realistic trajectories in terms
of the ground truth.

Theorem 3: If (G∗, U∗) is a Nash equilibrium point
of SEEM, PG∗ = Pdata satisfies f(G∗, U∗) = α.

Theorem 4: A Nash equilibrium of SEEM exists and
is satisfied by: (a) PG∗ = Pdata and; (b) U∗(x) = ξ,
where ξ ∈ [0, α], with ξ constant almost everywhere.

Theorems 3 and 4 show that following conver-
gence of the training process, the Generator Network
and the Energy Network reach a Nash equilibrium.
Moreover, the proposed model can stably generate
trajectories.

ALGORITHM 2: Training of SEEM

Input: Historical trajectories X1, X2, . . . , Xn,
Hyper-parameters λ, nϕ per generator
network updates, number of PDC steps
npdc, number of training iterations
Nnum, Adam hyper-parameters
β1, β2, β3, Generator network Gϕ,
Energy network Uθ, Mutual Information
Network Tφ with weights φ, batch size
m.

Output: SEEM model M;
1 for i = 1 to Nnum do
2 for j = 1 to nϕ do
3 Sample batch of real trajectory data

X = {X1, X2, . . . , Xm} ∼ p(x);
4 Sample batch of latent variables

z = {z1, z2, . . . , zm} ∼ q(z);
5 for τ = 1 to npdc do
6 zτ+1 ← PDC (zτ , Uθ(Gϕ(z)));
7 end

8 Ŷi = Gϕ(znpdc+1);

9 LUθ
← 1

m

[

∑m
i Uθ (Xi)−

∑m
i Uθ

(

Ŷi

)

+
∑m

i ‖∇Xi
Uθ (Xi)‖2

]

;

10 L2 = 1
N

∑N
i=1

∑tpred
t=tobs+1 ||Ŷ t

i − Y t
i ||22;

11 θ ← Adam (λLUθ
+ (1− λ)L2, β1, β2, β3);

12 end
13 end
14 Sample batch of latent variables

z = {z(1), z(2), . . . , z(m)} ∼ q(z);
15 Ŷi = Gϕ(z);
16 Randomly shuffle the batch of z of latent

variables, zbar =
{

z̃(1), . . . , z̃(m)
}

;

17 Lmi ← 1
m

∑m
i

[

log σ
(

Tφ

(

Ŷi, z
(i)
))

− log
(

1− σ
(

Tφ

(

Ŷi, z̃
(i)
)))]

;

18 LGϕ
← 1

m

[

∑m
i Uθ

(

Ŷi

)]

+ Lmi;

19 ϕ← Adam
(

λLGϕ
, β1, β2, β3

)

;
20 φ← Adam (λLmi, φ, β1, β2, β3);
21 Output the learned SEEM Model M.

5 EXPERIMENTS

In this section, we first evaluate the multi-modal
trajectory generation ability of our model on synthetic
Binary Tree and Trigeminal Tree datasets, and then
on the real-world datasets, ETH [37], UCY [38]
and TrajNet++ [39]. A detailed description of these
datasets is included in the supplementary material.
Next, we compare its accurate prediction performance
against various baselines for ETH and UCY. Finally,
we conduct ablation experiments on these datasets to
validate the effectiveness of the PDC module in the
proposed model for accurate prediction. With regard
to data preprocessing, we adopt the relative position
(RELA) approach to presenting the trajectories as in-
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puts to the SEEM model. Further details are included
in the supplementary material.

5.1 Baselines

We compare the proposed method with the following
baselines:
• Linear: A linear regressor that estimates linear

parameters by minimizing the least squares error.
• LSTM [40]: This is a simplified version of So-

cialLSTM where “pooling” layers are not included,
hence the model is not able to consider the influence
of other pedestrians in the scene.
• S− LSTM [30]: A data-driven model which com-

bines LSTMs with a social pooling layer that gathers
the hidden states of each agent to consider interac-
tions with neighboring pedestrians.
• STGAT [34]: This model includes an extra LSTM

to take into account the temporal correlations and
a graph attention mechanism to capture the spatial
interactions between each agent in a scene.
• S− STGCNN [35]: This model considers the

complicated interactions between pedestrians in a
scene as a graph to achieve higher accuracy.
• SocialGAN [14]: A predictive model that intro-

duces a variety loss encouraging the generative net-
work of the GAN to spread its distribution and cover
the space of potential outputs while being consistent
with the observed trajectories.
• SocialGAN−P [14]: P signifies the use of our

proposed pooling module which considers the col-
lective influence of pedestrians by taking account of
relative distances to other pedestrians in a scene.
• SoPhie [15]: An interpretable framework based

on a GAN, this combines a physical attention mech-
anism with a social attention mechanism to make
accurate predictions.
• Social−BiGAT [41]: A graph-based generative

adversarial network that generates multi-modal fu-
ture trajectories.
• Energy [19]: Here we replaced the GAN with the

energy-based model in the SocialGAN.
• PECNet [42]: A VAE-based model with goal con-

ditioning destinations to predict diverse trajectories.
• Trajectron++ [25]: A VAE-based time series

model using element-wise summation to aggregate
human-human interactions.
• LB−EBM [43]: A probabilistic model with a

cost function defined in the latent space for diverse
human trajectory prediction.
Metrics: The prediction error metrics used to evalu-
ate SEEM are:
1) Average Displacement Error (ADE): The root

mean squared error between the ground truth and the
predicted trajectories over all predicted time steps.

ADE =

∑N
i=1

∑tpred
t=tobs+1

∥

∥

∥
Ŷ t
i − Y t

i

∥

∥

∥

2

Nthor
. (23)

2) Final Displacement Error (FDE): The distance be-
tween the predicted final destination and the ground
truth final destination of each pedestrian, i.e. the
values at t = tpred.

FDE =

∑N
i=1

∥

∥

∥
Ŷ

tpred
i − Y

tpred
i

∥

∥

∥

2

N
.

(24)

For multimodal methods these metrics are computed
as the best performance over k sample trajectories, i.e.
the lowest ADE/FDE among the k predicted trajecto-
ries. We denote this as TopK ADE/FDE.
3) Kernel Density Estimate-based Negative Log

Likelihood (KDE NLL) [44]: This metric computes the
negative log-likelihood of the ground truth trajectory
at each time step with kernel density estimates and
then averages over all time steps.

We follow a similar 5-fold cross-validation evalua-
tion methodology to previous works [14], [15], [45] in
which datasets are divided into 5 folds and models are
then trained on four of the folds, and their prediction
performance assessed on the fifth fold. The trajectories
are observed over 8 time steps (3.2 seconds), that
is, the historical observations are for a total of 8
frames. Two future trajectory prediction horizons are
considered, namely, 8 time steps (3.2 seconds) and 12
time steps (4.8 seconds).
Parameter Settings: Experiments have been con-
ducted on a Dell workstation with 8 cores, 64G RAM,
and a 11G Nvidia 1080Ti GPU. The whole frame-
work is implemented using the PyTorch package.
The hyper-parameters adopted in this work are listed
in TABLE 2. Further details on the design of the
SEEM architecture are included in the supplementary
material.

TABLE 2

Implementation parameters

Variable Values

batch size 64
learning rate 0.0005
Number of hidden states in the encoder 64
Number of hidden states in the decoder 128
Number of epochs 800
Optimization routine Adam

5.2 Analysis of the Diversity of Predictions

In order to validate the effectiveness of SEEM at
covering all modes of the trajectory data distribution,
we conduct experiments on both the synthetic and
real-world datasets.

5.2.1 The Synthetic Datasets

In this section, we confirm that SEEM is more effective
at generating multi-modal trajectories than existing
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methods. Since real world datasets may not necessar-
ily have a lot of diversity in them, we use synthetic
datasets (where the level of diversity is known and
can be controlled) to study the loss of diversity prob-
lem with stochastic prediction.
• Binary Tree: The results of the experiments

conducted for the Binary Tree dataset are given in
TABLE 3. Experiments were performed for training
sets of different size (1000, 2000, 5000, 10000) and
containing different proportions of left and right turn-
ing trajectories (1:1, 1:4, and 1:9). In the test phase,
we adopt the same number of trajectories for vali-
dation as used in the training sets. The first 8 track
points are considered as the historical trajectories. At
the intersection point (0,8), each model then predicts
the future path of pedestrians. The table records the
number of generated trajectories that turned left and
turned right in the next 8 time steps with SEEM and a
number of baseline models, allowing the multi-modal
diversity of their generated trajectories to be assessed.
SocialGAN-P, SoPhie, and Energy were used as the
baseline models for comparison.

The ratio of the number of generated trajectories
turning left and right obtained with each model for
the different training set permutations are shown in
Fig. 3. For the balanced training set (1:1), the SEEM
prediction ratio keeps close to 1:1, while the Energy
model shows slight fluctuations due to mode drop-
ping and training difficulties. In contrast, SocialGAN-
P and SoPhie have large fluctuations, highlighting the
unstable nature of these models. A similar pattern is
observed for the 1:4 and 1:9 training datasets with
only SEEM able to approach the true distribution of
the trajectories. The other models fail to generate the
full diversity of future paths, as they are not able to
cover all modes of the training data. Hence, SEEM is
superior to the other models in terms of multi-model
diversity.

As a more quantitative measure of diversity, we
adopt f -divergence to measure the diversity of pre-
dicted trajectories generated by the selected models.
Fig. 4 shows f -divergence values for each model
during training and following convergence. SEEM
achieves significantly lower values than the other
methods, which further confirms that it provides bet-
ter coverage of the trajectory modes than the other
models.

Another interesting observation is that the results
with SEEM are stable for all dataset sizes and distri-
butions considered, while the results for SocialGAN-P
and Sophie show large variation. This, corroborates
Theorems 1 and 4 which attest to the generating
diversity and training stability properties of SEEM.
• Trigeminal Tree: Similar experiments were con-

ducted for the trigeminal case study and are reported
in TABLE 4. Here, there are three possible routes
after the intersection, left, straight ahead (middle)
and right. Two different training data distributions

are considered, 1:1:1 (balanced) and 1:1:3 (unbal-
anced). The generated trajectory distributions with
each model for these two cases are shown in Figs. 5
and 6.

For most dataset size/distribution permutations,
the generated SEEM model trajectory distribution is
closer to the true distribution than other models,
which shows that the target data distribution is more
effectively covered by SEEM. For the smaller training
set sizes (1000 and 3000) the results for SEEM and
the other models are unstable, because they have not
converged to the correct data distributions. As the size
of the dataset increases the SEEM distribution quickly
approaches the true distributions as guaranteed by
Theorems 1 and 4.

In summary, the results on the synthetic datasets
show that SEEM is able to achieve more stable and
diverse trajectory generation than the other models
considered, and is therefore more robust than the
other models considered.

5.2.2 The ETH and UCY Datasets

In this section, we conduct experiments on the ETH
and UCY datasets. We consider two different sce-
narios. The first is where there is limited interac-
tion between pedestrians, as represented by the ETH,
HOTEL and ZARA1 scenes. The second scenario,
which corresponds to movement patterns observed in
ZARA2 and UNIV, is where there are high levels of
interaction such as people avoiding each other, people
following each other, and people merging.
• Diversity results for low interaction scenes

To illustrate the effectiveness of SEEM at learning
the diversity of pedestrian movement patterns, we
present a qualitative analysis of three representative
sets of trajectories from the ETH, HOTEL, and ZARA1
datasets generated by SEEM and four of the baseline
models introduced in Section 5.1, namely, S-STGCNN,
SocialGAN-P, SoPhie and Energy. Repeated sampling
of the potential future trajectories generated by each
model is used to compute approximate distributions
for the generated trajectories, as shown in Fig. 7.

The first column in Fig. 7 is the Ground Truth. The
other columns from left to right are the predictions
from S-STGCNN, SocialGAN-P, SoPhie, Energy and
SEEM. As can be seen, S-STGCNN has the worst mod-
eling of diversity, while SocialGAN-P, SoPhie, Energy
and SEEM show increasing levels of diversity, with
SEEM producing the most diverse range of trajectory
predictions. Thus, comparing the performance across
models, it can be concluded that SEEM provides the
best converge of the ground truth trajectories and also
generates the richest plausible candidate trajectories.
• Diversity results for high interaction scenes

Here, we compare SEEM with three state-of-the-art
methods, SocialGAN-P, SoPhie, and Energy, for three
common types of pedestrian interaction, namely:
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TABLE 3

Diverse trajectory validation for the Binary Tree case study. The SocialGAN-P, SoPhie and Energy models are

chosen as baselines for comparison.

Samples
Balanced data(1:1) Unbalanced data(1:4) Unbalanced data(1:9)

SocialGAN-P [14] SoPhie [15] Energy [19] SEEM SocialGAN-P SoPhie Energy SEEM SocialGAN-P SoPhie Energy SEEM
Left/Right Left/Right Left/Right

1000 376/624 387/613 480/520 496/504 260/740 265/735 206/794 194/806 161/839 153/847 115/885 102/898
2000 1146/854 1130/870 1120/980 993/1007 470/1774 472/1528 420/1580 437/1563 179/1821 175/1825 261/1739 200/1800
5000 2531/2469 2573/2427 2498/2553 2447/2502 1204/3796 1176/3824 1094/3906 980/4020 335/4665 2110/2890 575/4425 496/4504
10000 6232/3768 6154/3846 4881/5119 4981/5019 1856/8154 1783/8217 1901/8099 2042/7958 1263/8737 1304/8696 1228/8772 1040/8960

TABLE 4

Diverse trajectory validation for the Trigeminal Tree case study. The SocialGAN-P, SoPhie, and Energy models

are chosen as baselines for comparisons.

Samples
Balanced data(1:1:1) Unbalanced data(1:1:3)

SocialGAN-P [14] SoPhie [15] Energy [19] SEEM SocialGAN-P SoPhie Energy SEEM
Left/Middle/Right Left/Middle/Right

1000 467/337/ 195 470/340/190 333/320/347 347/320/332 130/231/639 132/230/638 132/230/638 134/192/674
3000 1034/933/1033 1020/940/1040 970/1100/930 982/1128/890 415/701/1884 420/708/1872 588/714/1698 593/691/1716
5000 1938/1532/1379 1917/1550/1533 2333/1600/1067 1976/1463/1562 858/1136/3006 850/1130/3020 950/1130/2920 907/1000/3093
10000 2677/3675/3647 2700/3333/3967 3367/3267/3367 3246/3411/3342 1666/2337/5957 1680/2340/5980 1940/2200/5980 1933/1976/6091
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Fig. 3. Diversity of the predicted trajectories for the Binary Tree case study. The black dashed line in each plot

indicates the ground truth ratio.

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5 5.5 6 6.5 7 7.5 8 8.5 9 9.5 10

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

training iterations

SocialGAN-P
SoPhie
Energy
SEEM

f
-d
iv
er
ge
n
ce

(×103)

Fig. 4. Evolution of f -divergence with training for the

SocialGAN-P, SoPhie, Energy, and SEEM models.

avoidance, following and merging. Avoidance interac-
tions occur when pedestrians are moving in opposite
directions and need to take action to avoid collisions.

Following interactions refer to situations where one
pedestrian is walking behind other pedestrians, and
is either maintaining the same speed as these pedes-
trians or intending to overtake them, while merg-
ing is where people coming from different directions
converge and then travel in the same direction, e.g.
towards a common destination.

Fig. 8 shows and example of each of these inter-
actions over four consecutive frames. In each scene
depicted, the mode coverage obtained with the pre-
diction models for a selected pedestrian is indicated
with color shading. In all cases, SEEM produces the
broadest distribution of trajectory predictions (green),
followed by Energy (blue) and SoPhie (yellow). These
form concentric regions around the narrowest dis-
tribution, which corresponds to SocialGAN-P (red).
These results show that the range of the potential
output trajectories generated for each type of interac-
tion is greater with SEEM than with the other models
suggesting that SEEM preserves all the modes of the
predictive trajectory distributions proven theoretically
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Fig. 5. Diversity of the predicted trajectories for the Trigeminal Tree case study with balanced datasets.
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Fig. 6. Diversity of the predicted trajectories for the Trigeminal Tree case study with unbalanced datasets.
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Fig. 7. Qualitative comparison of SEEM and a number of baseline models in three different settings with multiple

pedestrians. For a better view of the diversity achieved by each model, trajectory distributions are depicted for

only one or two people in each scene.

in Theorem 1.

• Diversity results for KDE NLL and TopK

ADE/FDE

Kernel density estimate-based negative log likeli-
hood (KDE NLL) can be used to evaluate the multi-
modal distribution against trajectory prediction mod-
els [44]. Hence, we compare the proposed SEEM to
previous baselines with results on KDE NLL. LB-
EBM is a concurrent work to SEEM (this paper)
and was discovered during the review process. The

results are presented in Table 5. From the analysis
of Table 5, it can be concluded that SEEM outper-
forms the recently proposed Trajectron++ and LB-
EBM, with consistently lower NLL scores. We fur-
ther validate SEEM on TrajNet, an open challenge
interaction-centric benchmark, as reported in Table 6.
The unimodal methods are evaluated using ADE and
FDE and the multimodal methods using TopK ADE
and TopK FDE. Again, SEEM outperforms the other
approaches in terms of both metrics.
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Avoidance

Following

Merging

Fig. 8. Examples of the diversity of trajectory predictions obtained with selected models for three types of

pedestrian interaction: Avoidance (row 1); Following (row 2); Merging (row 3). Four successive frames are

displayed for each interaction. The colored regions highlight the diversity of future trajectories generated by

each model for a selected pedestrian: SocialGAN-P (red); SoPhie (yellow); Energy (blue); SEEM (green).

TABLE 5

KDE NLL Evaluation of SEEM and baselines for ETH

and UCY.

Model ETH HOTEL UNIV ZARA1 ZARA2 Average

S-GAN [14] 15.70 8.10 2.88 1.36 0.96 5.80
Trajectron [26] 2.99 2.26 1.05 1.86 0.81 1.79

Trajectron++ [16] 1.80 -1.29 -0.89 -1.13 -2.19 -0.74
LB-EBM [43] 2.34 -1.16 0.54 -0.17 -1.58 -0.01

SEEM 1.60 −1.38 −1.32 −1.36 −2.32 -0.96

TABLE 6

Performance for tobs = 8 and tpred = 12 in meters on

TrajNet++. ADE and FDE are reported for the

unimodal methods and TopK ADE and TopK FDE

(with K = 3) for the multimodal methods

Method
TrajNet++

ADE/TopK ADE (↓) FDE/TopK FDE (↓)

SocialLSTM [40] 0.56 1.14
S-GAN [14] 0.51 1.09
SoPhie [15] 0.52 1.10

Trajectron++ [16] 0.50 1.05
LB-EBM [43] 0.53 1.15
SEEM (ours) 0.47 0.95

5.3 Analysis of the Accuracy of Predictions

The probability distribution clipping (PDC) module
introduced as part of the Generator Network is a key
element of the SEEM model. To demonstrate its effi-
cacy at achieving accurate predictions, in this section
SEEM is first compared with the baseline methods,
and then with a SEEM implementation with the PDC
mechanism removed.

5.3.1 Comparison with state-of-the-art baselines

• Single mode models: The trajectory prediction ac-
curacy of SEEM is compared with the baseline meth-
ods for each of the ETH and UCY datasets using the
ADE and FDE metrics (Eqs. (23) and (24)) in TABLE 7.
Performance is evaluated for two prediction horizons
in each case, thor = 8 and thor = 12. The results show
that on average SEEM outperforms all the competing
approaches for both metrics. As expected, the linear
model has the worst performance since it is unable to
capture the complex interactions between neighbors.
Both LSTM models outperform the linear baseline due
to their powerful feature representation capabilities,
with the basic LSTM model marginally better than
S-LSTM in terms of ADE (thor = 8/12) and FDE
(thor = 12) in our experiments. This suggests that the
simple social pooling layers that share hidden states
within a certain neighbourhood, as used in S-LSTM,
are not sufficient to accurately capture the interactions
between pedestrians. In order to capture these com-
plex interactions, the graph attention mechanism was
introduced in STGAT and S-STGCNN, both of which
show a clear improvement over the preceding mod-
els. S-STGCNN achieves better results than STGAT
in terms of average error prediction 9.10% on FDE
(thor = 8) and 6.4% on FDE (thor = 12). However, while
these models perform well in terms of accuracy, they
are architecturally single mode models, and therefore
do not have the capacity to cover all modes of the
future trajectories.
• Multi-modal models: SocialGAN, SocialGAN-P
and SoPhie provide an improvement on the single
mode models by approaching the loss of diversity
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from a generative model perspective. However, from
an accuracy perspective their performance is incon-
sistent. They achieve a lower ADE than S-STGCNN
for thor = 8, but not for thor = 12, and are inferior to
S-STGCAN in terms of FDE for both time horizons.
Among the three GAN models, SocialGAN is best
for thor = 8 and SoPhie, which employs a physical
attention mechanism, is best for thor = 12.

The inconsistencies in these models are a reflection
of their limitations with respect to mode coverage
and training instability, which results in generated
possible future trajectories that may be a poor rep-
resentation of ground truth leading to poorer quality
trajectory prediction. The results also suggest that
the inclusion of a pooling layer with SocialGAN (as
represented by SocialGAN-P) does not lead to better
accuracy. Instead, we see a slight increase in ADE
and FDE relative to SocialGAN. The baseline model
’Energy’ which employs an alternative energy based
generative model, also delivers inconsistent trajectory
prediction results. It has comparable ADE to SoPhie
for thor = 12 but is inferior to it for thor = 8 and for
the FDE metric.

Among the recently proposed models (PECNet,
SocialBiGAT, Trajecton++ and LB-EBM) LB-EBM is
the best performing and represents the state-of-the-art
among existing methods with ADE and FDE values
averaged over the ETH and UCY datasets of 0.39
and 0.74, respectively, for thor = 8, and 0.49 and 1.08,
respectively, for thor = 12. Trajecton++ achieves com-
parable performance to the best results obtained with
SoPhie and SocialGAN, while PECnet, SocialBiGAT
are marginally inferior to these models.

Our novel SEEM approach achieves ADE values of
0.38 (thor = 8) and 0.48 (thor = 12) which represents a
2% and 2.6% improvement, respectively, on the state-
of-the-art. SEEM is also substantially superior to exist-
ing models in terms of the FDE metric, outperforming
them by at least 4% and 12% for the 8 and 12 frame
prediction horizons, respectively. This demonstrates
that the all-then-one strategy of SEEM is effective for
trajectory prediction.

Fig. 9 provides a comparison of the ADE and
FDE values obtained with each trajectory prediction
model. From this figure it can be seen that, with the
exception of HOTEL and ZARA1 (hor = 8), SEEM is
consistently among the best performing methods, and
is the best overall for the longer prediction horizon,
thor = 12. The Linear model yields the best results for
HOTEL and is substantially more accurate than all
the other models for this dataset. This suggests that
the underlying relationships in HOTEL are linear, in
which case Linear is the optimal model choice. The
more complex models are therefore inherently inferior
as they overfit the data (Occam’s razor).

5.3.2 Comparison with SEEM without PDC

In this section, the benefit of including the proposed
probability distribution clipping module is evaluated.
We conducted a series of experiments using 25%, 50%,
75%, 100% of the full training dataset to train two
SEEM models, one with the PDC module included
(SEEM), and one without (SEEM-PDC). The results
presented in Fig. 10 show that the full SEEM model
performs much better than the model without the
PDC module included for both the ADE and FDE
metrics on all the case study datasets. Initially, both
models have similarly low accuracy, but as the train-
ing dataset increases in size their accuracy quickly
improves in a stable manner. However, in all cases,
SEEM improves much more rapidly than SEEM-PDC
with increasing dataset size, and achieves substan-
tially greater reductions in the ADE and FDE metrics.
When 100% of the available training data is used
SEEM outperforms SEEM-PDC by between 10% and
26% in terms of ADE and between 11% and 21% in
terms of FDE. This underscores the effectiveness of the
PDC module at guiding the SEEM model to generate
output trajectories that are more representative of the
ground truth, as guaranteed by Theorem 2.

5.4 Ablation Study

In this section a number of ablation and parameter
sensitivity studies are presented. Due to space con-
straints we focus on the number of PDC steps, the
number of hidden neurons in the LSTM encoder in
the GeneratorSO module, the sensitively to λ and the
effectiveness of the proposed mutual information loss
function Lmi.

5.4.1 Analysis of PDC steps

The performance of SEEM as the number of PDC steps
npdc is varied from 2 to 22 is reported in Fig. 11. The
results show that, following an initial improvement
as npdc goes from 2 to 4, performance stabilises with
no significant fluctuation as npdc increases. Thus, PDC
sampling only requires a small number of steps, mak-
ing it highly efficient to implement.

5.4.2 The size of the LSTM in GeneratorSO

To assess the sensitivity of SEEM to the size of the
LSTM encoder used in the GeneratorSO module, we
vary the number of neurons in the LSTM hidden
layer and evaluate the performance of the resulting
model on selected datasets, as reported in Fig. 12.
From this investigation we observe that among the
5 network sizes considered (32, 64, 128, 256 and 512)
the best ADE and FDE values are obtained when the
LSTM has 64 hidden neurons. There is some variation
between datasets, but in general performance deteri-
orates significantly for larger network sizes.
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Fig. 9. A comparison of the ADE and FDE values obtained with SEEM for selected baseline models.

The x-axis labels 1− 5 correspond to the ETH, HOTEL, UNIV, ZARA1 and ZARA2 test datasets,
respectively.

TABLE 7

Quantitative prediction results for the ETH and UCY datasets. Numbers in bold are the best results for each

scene. The error metrics reported are ADE and FDE (units meters) for thor = 8 and thor = 12 (8/12) averaged

over 10 repetitions for each model.

Metric Dataset Linear LSTM [40] S-LSTM [30] STGAT [34] S-STGCNN [35] SocialGAN [14] SocialGAN-P [14] SoPhie [15] Energy [19] PECNet [42] Social-BiGAT [41] Trajectron++ [25] LB-EBM [43] SEEM

ADE

ETH 0.84/1.33 0.70/1.09 0.73/1.09 0.75/0.88 0.64/0.84 0.61/0.81 0.60/0.87 0.58/0.70 0.56/0.68 0.54/0.67 0.50 /0.69 0.49/0.68 0.48/0.60 0.48/0.62
HOTEL 0.35/0.39 0.55/ 0.86 0.49/0.79 0.44/0.58 0.49/0.56 0.48/0.72 0.52/0.67 0.60/0.76 0.62/0.70 0.60/0.72 0.52/0.68 0.50/0.66 0.53/0.61 0.52/0.61
UNIV 0.56/0.82 0.36/0.61 0.41/0.67 0.38/0.54 0.44/0.52 0.36/0.60 0.44/0.76 0.38/0.54 0.42/0.58 0.40/0.60 0.39/0.58 0.38/0.58 0.36/0.52 0.35/0.50

ZARA1 0.41/0.62 0.25/0.41 0.27/0.47 0.25/0.41 0.34/0.38 0.21/0.34 0.22/0.35 0.28/0.30 0.32/0.34 0.34/0.36 0.30/0.36 0.31/0.34 0.30/0.33 0.28/0.31
ZARA2 0.53/0.77 0.31/0.52 0.25/0.56 0.32/0.40 0.30/0.41 0.27/0.42 0.29/0.42 0.32/0.38 0.36/0.42 0.34/0.40 0.32/0.42 0.30/0.40 0.28/0.38 0.24/0.36

Average 0.54/0.79 0.43/0.70 0.45/0.72 0.43/0.56 0.44/0.54 0.39/0.58 0.41/0.61 0.43/0.54 0.46/0.54 0.44/0.55 0.41/0..55 0.39/0.53 0.39/0.49 0.38/0.48

FDE

ETH 1.60/ 2.94 1.45/ 2.41 1.48/2.35 1.55/1.66 1.40/1.62 1.22/1.52 1.19/1.62 1.03/1.43 1.10/1.63 1.08/1.53 1.06/1.60 1.04/1.58 0.86/1.22 0.86/1.20
HOTEL 0.60/0.72 1.17/1.91 1.01/1.76 0.88/1.25 0.82/1.10 0.95/1.61 1.02/1.37 1.32/1.67 1.42/1.60 1.40/1.62 1.42/1.64 1.40/1.60 1.18/1.22 1.18/1.21
UNIV 1.01/1.59 0.77/1.31 0.84/1.40 0.68/1.30 0.66/1.20 0.75/1.26 0.84/1.52 1.01/1.24 0.96/1.18 1.01/1.16 1.04/1.20 1.00/1.16 0.66/1.06 0.65/1.04

ZARA1 0.74/1.21 0.53/0.88 0.56/1.00 0.53/0.91 0.48/0.86 0.42/0.69 0.43/0.68 0.40/0.63 0.50/0.72 0.48/0.70 0.50/0.72 0.48/0.70 0.48/0.62 0.47/0.61
ZARA2 0.95/1.48 0.65/1.11 0.70/1.17 0.56/0.73 0.52/0.74 0.54/0.84 0.58/0.84 0.56/0.78 0.62/0.76 0.58/0.74 0.60/0.76 0.58/0.74 0.52/0.68 0.50/0.68

Average 0.98/1.59 0.91/1.52 0.91/1.54 0.84/1.17 0.77 /1.10 0.78/1.18 0.81/1.21 0.86/1.15 0.92/1.18 0.91/1.15 0.92/1.18 0.90/1.15 0.74/1.08 0.71/0.95
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Fig. 10. Performance of the full SEEM model (SEEM) and the SEEM model without the PDC module included

(SEEM-PDC) when different fractions of the available training data are used to train the models. Results are

presented for thor = 12 for each of the ETH and UCY datasets. The x-axis in each plot is the percentage of the

available training data used to train the models, and the y-axis shows the corresponding ADE (top row) and FDE

(bottom row) values (in meters).
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Fig. 11. SEEM performance as a function of the

number of PDC steps npdc.
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Fig. 12. SEEM performance with different numbers of

neurons in the GeneratorSO LSTM encoder network.

5.4.3 Sensitively to λ

In order to investigate the impact of λ on the accuracy
of trajectory predictions the SEEM model was trained
and evaluated for different values of λ form 0.0 to 0.9,
as reported in Fig. 13. From this investigation we find
that the optimum ADE and FDE results are achieved
when λ = 0.5. When λ = 0, SEEM reduces to being
a LSTM with an encoder and decoder framework,
similar to the Social-LSTM, and has no function to
generate plausible trajectories. As λ increases beyond
0.5 there is a gradual decrease in performance. When
λ = 1, SEEM degenerates to being a generative
adversarial network, which focuses on generating di-

verse trajectories but gives no consideration to how
representative they are of the ground truth, hence pre-
dictive capabilities are poor. As such, the best results
or obtained when the trajectory prediction diversity
and accuracy losses are equally weighted.
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Fig. 13. ADE and FDE averaged over all test datasets

as a function λ .

5.4.4 Analysis of Effectiveness of Lmi

In this section we investigate the effectiveness of Lmi

with respect to improving both the accuracy and
diversity of predictions by training a SEEM model
with a cost function which does not include the
mutual information term (denoted as SEEM-Lmi) and
comparing its performance with the full SEEM model
under the same training conditions.

With reference to Fig. 14, which shows the diversity
results for these two models and also for the baseline
models LB-EBM and Trajectron++, it can be observed
that SEEM yields consistently lower KDE NLL values
(and hence more diverse trajectories) than SEEM-Lmi

across all datasets considered. SEEM-Lmi achieves
similar results to Trajectron++, both of which are
superior to LB-EBM. This suggests that the mutual
information network and cost function (Lmi) play an
important role in ensuring SEEM is able to represent
the full distribution of trajectories and underlying
modes.

To assess the impact of employing Lmi on the
accuracy of trajectory predictions, as measured using
the ADE and FDE error metrics (units meters), SEEM
and SEEM-Lmi test dataset predictions were repeated
10 times. The average results obtained for each dataset
are reported in Fig. 15.

With the exception of ADE (thor = 8) for the
HOTEL dataset and FDE (thor = 8) for the ZARA1
dataset, SEEM yields substantially superior accuracy



IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. **, NO. **, JANUARY 2022 16

ETH HOTEL UNIV ZARA1 ZARA2

−2

−1

0

1

2

3

K
D
E

N
L
L

Trajectron++

LB-EBM

SEEM-Lmi

SEEM

Fig. 14. KDE NLL evaluation of SEEM, SEEM-Lmi and

selected baselines for the ETH and UCY datasets.

metrics to SEEM-Lmi. On average across all datasets,
SEEM achieves ADE values that are 15.6% and 33.3%
better than SEEM-Lmi and FDE values that are 22.0%
and 38.3% better than SEEM-Lmi, for thor = 8 and
thor = 12, respectively. Thus, we can conclude that
in addition to enhancing the diversity of the distribu-
tion of generated predictions, Lmi contributes to the
improvement in accuracy of the predicted trajectories.
This demonstrates that the all-then-one strategy of
SEEM is effective for trajectory prediction.
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6 CONCLUSION AND FUTURE WORK

In this paper, we have proposed SEEM, a novel tra-
jectory prediction framework/model that tackles the
problem of covering all possible pedestrian trajectory
modes jointly with making accurate future trajectory
predictions for all pedestrians in a scene simulta-
neously. Within the SEEM model, we introduce the
maximum sequence entropy training cost function for

the generator network to encourage diversity in its
generated trajectories, and a probability distribution
clipping mechanism to draw samples towards high-
density regions of trajectory latent space. An energy
network then determines the trajectory that is most
representative of ground truth. Extensive experiments
on synthetic and real-world datasets have demon-
strated that our approach is superior to existing state-
of-the-art baselines, both in terms of the diversity of
trajectories generated and the accuracy of trajectory
prediction. In particular, SEEM has been shown to
achieve a mean prediction accuracy of 0.38 (thor = 8)
and 0.48 (thor = 12) in terms of the ADE metric,
which is 2% and 2.6% better than the state-of-art
baselines, respectively. In terms of the FDE metric,
SEEM outperforms the state-of-the-art by 4% and 12%
for thor = 8 and thor = 12, respectively. In addition,
the proposed SEEM model is shown to have a stable
training process, with guaranteed convergence to a
stable generative model.

Due to the use of distance-based features to model
the human-human interaction, the proposed model
may have limitations with regard to capturing socially
acceptable trajectories. In particular, some trajecto-
ries are physically possible but socially unacceptable.
Pedestrians are governed by social norms like yield-
ing right-of-way or respecting personal space. This is
still an interesting open issue. Since the SEEM model
has been designed for sequence tasks, and therefore
has features that are advantageous for time-series
prediction, it is worth exploring its application to
other related tasks such as time-series video analysis,
small object motion detection and anomaly detection
in video.
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