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Abstract 

Composite laminates have enabled the creation of components that are lighter and stronger 

than their metallic equivalents, making them an enticing material for the development of 

novel components. However, the cost to build accurate and efficient structural analysis 

models of these components can be a limiting factor in the development process. This issue 

stems from the composite laminate being composed of a selection of orthotropic layers 

forming an anisotropic material that behaves more akin to a structure than a traditional 

material. The use of this laminate structure introduces increased material data that needs to 

be represented within the analysis. 

This composite representation is usually generated using one of several common composite 

analysis methods, with the selection of the most suitable one being guided by the 

requirements of the analysis. Reviewing the common methods identified a gap in the state-

of-the-art for 3D analysis of composite laminates at early design stages, i.e. when design data 

is limited. To address this a novel analysis method, referred to here as the internally smeared 

method, was developed and tested. The internally smeared method models the plies on the 

outer surfaces in full, with the remaining plies modelled using a smeared material property. 

The method was first tested using classical laminate theory (CLT) on a data set of lay-ups to 

establish the trade-off between the number of plies modelled in full, i.e. the computational 

expense of the analysis, and accuracy of results. Following this trade-off study, finite element 

testing was conducted on benchmark problems. These tests showed that the number of plies 

needing to be modelled in full to achieve a desired accuracy is up to 97% less than the 

complete ply lay-up, with the remaining region modelled using the computationally cheaper 

smeared material property.  

The second aim of this work was to capture the analysis decisions that are made when 

generating the composite analysis using the Simulation Intent framework. These composite 

specific decisions have been identified by investigating the common simulation attributes for 

the previously mentioned analysis methods and identifying the high-level decisions that the 

analyst makes when using each method. Capturing these analysis decisions in a high-level 

and structured manner allows the creation and dissemination of neutral methods for an 

analysis. In this work the captured information has been utilised as inputs for a semi-

automated workflow, showcasing a reduction in pre-processing time for the generation and 

updating of composite laminate analysis models.  
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Overall, this leads to a more cost efficient, robust and repeatable workflow for analysing 

composite laminates, enabling the consideration of composite laminates earlier in the design 

stage and the redefinition of the analysis as the design progresses.  
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1 Introduction 

As an advanced material, composite laminates have enabled the creation of new 

components that are lighter and stronger than their metallic equivalents. This reduction in 

weight and increase in strength is in part due to the advantageous additive manufacturing 

techniques employed for these materials, in some cases allowing the consolidation of 

multiple components into a single part [1]. Until recently these advantages came at a 

significant cost, and as such the use of composite laminate materials remained 

predominantly in the domain of the military, motorsports, and aerospace sectors. However, 

the reduction of material cost [2], and the progression of manufacturing techniques [3] has 

unlocked the possibility of utilising these materials in a wider range of applications. 

This lowering of the barrier-to-entry for composite laminates has enabled engineers to 

feasibly consider these materials for novel components that in the past would have been too 

expensive or difficult to manufacture. Whilst this has opened the possibility of manufacturing 

innovative and enhanced products, it has highlighted the issues in generating accurate and 

efficient structural analysis for these components. This issue stems from the composite 

laminate being composed of a selection of orthotropic layers forming an anisotropic material 

that behaves more akin to a structure than a traditional material. The generation of this 

laminate structure introduces an increased quantity of design data including the orthotopic 

material of each ply, its angle and thickness within the lay-up and how the laminate is 

orientated relative to the geometry. To apply the laminate structure on the geometry, one 

of several common composite analysis methods is usually utilised, with the selection of the 

most suitable one being guided by the requirements of the analysis. These common analysis 

methods often involve some form of pre-processing of the geometry such as dimensional 

reduction (e.g. reducing the model to a 2D mid-surface) or partitioning of the geometry (e.g. 

splitting the model into regions representing each ply) before the laminate can be applied. 

This combination of increased variables and model preparation can lead to an increase in the 

pre-processing time of the analysis and a higher computational expense.  
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These added challenges can be prohibitive for companies, especially at the early stages of 

the design process when design changes are still being made and the most suitable analysis 

method may not be apparent. This leads to some analysts taking a so called “black-metal” 

approach to the analysis of these components to reduce time and cost [1]. This approach 

substitutes the complex composite laminate with a simplified isotropic or orthotropic 

material that can be analysed in a more traditional manner. This simplification of the 

laminate leads to a loss in the ability to tailor material properties in different directions, 

usually one of the benefits that a composite laminate can provide. By grossly simplifying the 

material’s behaviours it can also mask issues about the performance of the design that will 

then not become known until physical testing after the part has been manufactured, 

prompting costly revisions of the component. These deficiencies of the “black-metal” 

approach can make the results unreliable for making design decisions, creating a constrained 

design space where tried and tested designs take prevalence over novel or optimal designs. 

When a better understanding of the structural response of a composite laminate component 

is required, one of the more fit-for-purpose composite specific analysis methods would be 

required. These approaches often require an increase in modification or idealisation of the 

initial computer aided design (CAD) geometry to make it suitable for application of the 

composite laminate material. The use of pre-processing for idealisation of components is not 

specific to composite laminates, however it is better understood and managed in the more 

conventional analysis of isotropic materials. It is commonplace to see 3D CAD geometries 

being modified to create more efficient analysis models that still produce an acceptable 

degree of accuracy when more conventional materials are used. These modifications can 

take the form of manipulation of the geometry such as the simplification or removal of 

features, or dimensionally reducing the geometry by converting the body to a lower 

dimensionality, e.g. a 3D body to a 2D mid surface. An example of this can be seen in Figure 

1 [4] where a global finite element model (GFEM) of a C-27J aircraft has been produced using 

only 2D shell elements. 
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The use of these idealisations is based on assumptions and constraints derived from 

engineering principles, in this case it is assumed a sufficiently thin 3D panel can be modelled 

as a 2D mid-surface due to Kirchhoff-Love plate theory [5]. These idealisations lead to a 

reduction in the computational expense of the analysis with an understood and usually 

insignificant penalty in accuracy. Often these idealisations lead to an increase in pre-

processing of the model when the modifications are made manually. In an attempt to 

mitigate this need for manual operations, there has been research into the development of 

tools to aid in the automated creation of these idealised analysis models [6]. These tools can 

lead to a reduction in the pre-processing effort; however, their ad-hoc nature can cause 

traceability issues as the CAD and analysis geometry start to diverge [7].  

Whilst some of these idealisation theories can be applied directly to composite laminate 

components, others cannot due to the assumptions not holding true for composite 

laminates. This can be due to the requirement to capture a stress field that is less likely to 

cause failure in isotropic materials, for example delamination due to through-thickness 

stresses [8], or by the different structural response of a composite laminate, for example the 

increased decay length around stress concentrations [9]. The assumptions made in selecting 

which analysis approach to use are often specific to the analysis problem. These decisions 

Figure 1 - GFEM of a C-27J created using 2D shell elements 
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are based on a combination of factors such as the ply lay-up, loading conditions and the initial 

CAD geometry, with no single analysis method being suitable for all tasks. 

Making the optimal analysis decisions usually requires specialist knowledge by the analyst to 

ensure the results are reliable. Capturing these analysis decisions in a structured framework, 

such as that offered by Simulation Intent [7], can enhance the traceability of these decisions, 

and stop the loss of information that ad-hoc modification of the geometry will result in. By 

capturing these modelling and idealisation decisions in a structured framework, methods 

engineers can create procedures for the creation of fit-for-purpose analysis models in a 

robust manner. These captured decisions can also be updated as the design progresses or as 

the analysis requirements change, allowing analysis of iterative designs in a more rapid and 

repeatable manner. The application of the information stored in these frameworks, 

combined with the automated tools for geometry modification, can lead to a semi-

automated workflow that can greatly reduce the pre-processing time and enable analysis at 

a reduced expense. 

Past work on capturing these idealisation decisions in a structured framework has aided in 

the finite element analysis (FEA) of isotropic components forming an integral part of the 

design and decision-making process. This ability to analyse the component using a 

commensurate level of detail allows a greater insight into the mechanics of the component 

at an earlier stage. This insight can enable an iterative design process with reduced 

prototyping and physical testing. Adapting these frameworks to the design of composite 

laminate components would lead to a reduction in the expense of FE analysis, making it more 

realistic at an early stage of the design process. This ability to analyse a design whilst 

maintaining a reduced expense would enable early design decisions to be supported 

efficiently and accurately with reliable data. By introducing this analysis data at an earlier 

stage in the design it would allow engineers to reduce the necessity to follow tried and tested 

designs, instead developing novel designs supported by reliable data.  

1.1 Aim 

This work aims to develop a novel model idealisation method which will enable accurate 

analysis of composite laminate products commensurate with early design stages. Following 

this, it will be demonstrated how Simulation Intent is defined to capture composite specific 

modelling and idealisation decisions made when employing both this novel and existing 
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composite analysis methods. A workflow will then be developed to utilise the defined 

Simulation Intent for the semi-automated generation and updating of composite laminate 

analysis models. The objectives to achieve this are: 

• Evaluate the current design and analysis methods used by industry for composite 

laminate product development. 

• Develop and test a novel model idealisation method for the FE analysis of thick 

composite laminates. 

• Identify the simulation attributes and the corresponding analysis decisions required 

for the generation of composite laminate analysis models. 

• Define Simulation Intent methodologies to capture these composite specific analysis 

decisions within an updated framework.  

• Utilise the information captured within the Simulation Intent framework to develop 

a semi-automated workflow for the generation and equivalencing of composite 

analysis models. 

• Apply the developed technologies to several test cases to assess their suitability for 

generating and updating fit-for-purpose composite laminate analysis models. 

1.2 Thesis outline 

The thesis is laid out as follows: 

• Chapter 2 will evaluate the current literature on analysing composite laminate 

components as part of the design process, both experimentally and analytically. It 

will also look at the current state-of-the-art technologies for CAD to CAE integration 

and their role in analysis model pre-processing. 

• Chapter 3 will consider the common FEA methods for analysing composite laminates 

before advancing on these methods through the development of the internally 

smeared method. 

• Chapter 4 will explore the Simulation Intent framework further, taking a closer look 

at its underlying technologies before considering how the Simulation Intent 

framework can be adapted for use with composite laminates. 
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• Chapter 5 deals with the implementation of the Simulation Intent framework for 

composite laminates, looking at a prototype workflow and some of the challenges 

with its implementation. 

• Chapter 6 contains three test cases in which this prototype workflow has been 

employed to generated composite laminate analysis models, evaluating its efficacy 

and any limitations of the method. 

• Chapter 7 provides a discussion of the complete work, with the major conclusions 

drawn from this presented in Chapter 8. 

• Chapter 9 outlines areas of future work that were identified during this research that 

would further progress the methods presented here and overcome some of the 

limitations identified. 
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2 Literature review  

2.1 Design and analysis of composite laminate components 

Advanced composite materials are becoming more readily available for use within 

commercial applications. This increase in material availability can be explained by a reduction 

in production cost [2], leading to an increase in the quantity of composite components [10] 

in use. Originally introduced to the aerospace industry in the late 1960s, composite materials 

can provide significant weight reduction of between 20-40% [11], along with improved 

corrosion resistance, higher material utilization factor and superior strength-weight-ratio [1] 

than their metallic counterparts. These properties make them an enticing material choice for 

demanding applications, particularly within the aerospace and automotive sectors. However, 

the use of composite materials is not without its challenges. One key area of concern is the 

analytical complexity, in particular for laminate composites. These laminates are composed 

of a lay-up of plies with orthotropic properties, with a resultant material that is often 

orthotropic or anisotropic. This lay-up construction requires specialised analysis methods 

with their own parameters, such as ply lay-up, ply thickness and a number of material 

properties that need to be implemented, making the analysis process challenging.  

When a composite component is being developed for safety critical operations or for heavily 

regulated applications, such as in the aerospace sector, the current industrial practice is to 

use the building block approach [12], seen here in Figure 2. This approach relies on 

experimental coupon tests of composite material samples to generate statistically reliable 

material properties for the design of a component, then sub-components are built and tested 

before the final components are built and tested. This method has been used successfully to 

support the development and certification of aerospace parts such as the vertical 

empennage and horizontal stabilizers for the Boeing 777 [13]. During the development of 

these components over 8000 coupon tests were conducted, followed by 305 subcomponent 

tests and finally two full-scale components were built and tested. This reliance on extensive 

testing and previous experience creates a high barrier to entry for novel components 

manufactured using composite laminates.  
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To aid in better understanding the structural response of a composite without experimental 

testing there have been several theories developed to analytically determine the strength 

and physical response of a composite laminate material under specified loading conditions. 

The most established theory for achieving this is the Classical Laminate Theory (CLT) [14]. CLT 

builds on classical plate theory by assuming plane stress and Kirchhoff’s kinematic 

assumptions, and can predict the linear response of laminated composite plates composed 

of orthotropic plies [15]. The CLT functions by combing multiple plies into a single global 

stiffness matrix, referred to as an ABD matrix. This type of approach is commonly called an 

equivalent single-layer (ESL) theory as the composite laminate is reduced to a single stiffness 

matrix. This ABD matrix can be used to find the mid-surface strain and curvature of the lay-

up under specified loading conditions. The local in-plane stresses and strains can then be 

recovered at each individual ply as a function of their local stiffness matrix and distance from 

the mid-surface.  

The CLT method is sufficient for preliminary lay-up decisions in the design process; however, 

the process of reducing the problem to a single set of mid-plane strains and curvatures means 

they cannot accurately represent the transverse stress fields. Improved ESL theories, called 

Figure 2 - Building block approach as set out be Feraboli et al [12] 
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first order shear deformation (FOSD)[16] theories, have been developed to account for these 

transverse stresses.  The most prominent FOSD is the Mindlin plate theory [17] which 

assumes a linear variation of displacement through the plate thickness whilst still assuming 

the plane stress condition, i.e. normal stress ()+) is equal to zero. An alternative FOSD theory 

can be seen in work by Reissner [18], with the notable difference being the assumption of a 

linear bending stress distribution through the thickness with a parabolic distribution of the 

transverse shear stresses ()&+, )'+). These assumptions can result in a non-linear 

displacement through the thickness wherein the plane stress condition is not met, and the 

plate thickness can change. These two theories form the bases of many composite analysis 

tools and are implemented in FEA packages through thick shell elements. Variations and 

modifications of these theories have been developed such as second order shear 

deformation (SOSD) theory [19] and third order shear deformation (TOSD) theory [20], these 

theories are often referred to as higher order shear deformation (HOSD) theories. All of these 

extended theories serve to better estimate the variation of displacement through the 

thickness by applying higher-order displacement equations to the plate. This improved 

estimation of the displacement fields leads to a better prediction of the transverse shear 

stresses in these methods. 

A notable subset of ESL theories is the zig-zag theory. The zig-zag theory combines the ESL 

theory’s approach with a local zig-zag or warping function [21] to give a ply-by-ply 

displacement variation through the thickness. The zig-zag theory can also have an imposed 

displacement and/or stress continuity conditions at the interfaces and free edges to give a 

more accurate representation of the transverse shear stresses. The zig-zag theory is more 

analytically expensive that the previously mentioned HOSD theories due to the complex 

warping function needed to utilise it. However, as the warping function is independent of the 

number of plies in the lay-up [22], the number of variables required to calculate the 

deformation is fixed regardless of the quantity of plies in the laminate.  

Figure 3 shows the variation in deformation profiles generated by these theories, increasing 

in complexity and accuracy as it moves from CLT to the zig-zag profile. Whilst this research 

topic has progressed to give higher levels of accuracy, these theories predominantly exist as 

extrapolations from a single set of global deformation and rotation values along the mid-

plane. Due to this single set of values, the ESL theories are generally not suitable for 
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composite laminate analysis problems where through-thicknesses deformation is of 

particular concern, e.g. thicker laminate plates or out of plane-loading.  

An alternative approach to ESL theories is the use of discrete-layer (DL) theories, sometimes 

referred to as layer-wise formulations. These approaches involve treating each ply in the 

laminate individually, with either the deformation, rotation or both being calculated for each 

ply. This reduces the inherent assumptions of the method leading to greater accuracy in the 

results; although it does also create an increase in the number of unknowns in the equation. 

For example in Pagano’s DL theory [23] the number of unknowns is equal to 13N, where N 

represents the number of plies. Other more economical and common DL theories, such as 

those proposed by Reddy [24] have considerably less unknowns. Reddy’s theory calculates 

the displacements globally and two additional local rotations for each ply, leading to 3 + 2N 

displacement unknowns. Whilst these theories can provide more accurate results in terms of 

through-thicknesses stress, the deformation and curvature functions being dependant on the 

quantity of plies can lead to a significant increase in the complexity of the problem as the 

thickness of the lay-up increases.  

It is worth noting that both ESL and DL theories are considered 2D analysis methods and as 

such are more suited to relatively thin composite laminates. Attempts have been made to 

achieve analytical results for 3D analysis of composite laminates, most notably by Pagano 

[25], [26]. The research by Pagano provides an analytical solution for pinned edge laminates 

with multiple layers for various span-to-depth ratios. It demonstrates that solving a fully 3D 

analytical problem is possible, however the complexities involved make it challenging to 

apply to more realistic geometry. Due to this it serves more as a benchmark for other 

methods than a usable approach for composite laminate analysis.    

Figure 3 – Deformation profiles of a layered panel represented by different shear deformation 

models [22] 
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These analytical methods all function as methods for establishing how a composite laminate 

will respond under specified loading conditions. Establishing these responses can reduce the 

need for experimental testing making them an invaluable tool in the design stage of a 

composite laminate; however, they are more representative of coupon tests. This means 

they are not truly representative of how a laminate component with realistic geometry will 

respond under the complex loading of a real component. Before considering composite 

laminate analysis of realistic components, it is important to first understand the current 

state-of-the-art of CAD and CAE technologies and how they can be utilised for this task.  

2.2 Computer-aided design and engineering 

The advent of CAD in the early 1960s has significantly impacted the way in which products 

are designed, tested and manufactured. This innovation was driven by multiple factors, such 

as: the introduction of Numerical Control (NC) machines; advancements in computer 

graphics; and the application of the Finite Element Method (FEM) for stress analysis [27]. This 

shift in the landscape of engineering led to CAD based packages becoming the industry 

standard for design, leading to an increased control over the product development process. 

This new development process allowed the design, analysis and production engineers to 

share a common, centralised database of the geometric representation of parts and 

products. This digital storage of geometric representations allows greater control over the 

development of the product by enabling companies to efficiently make design changes and 

modifications without impacting heavily on their lead times and reconfiguration costs [28]. 

The progression in the functionality of CAD since its inception has been aided in part by 

advancements in parametric modelling, specifically the creation of reliable boundary 

representation (B-rep) modelling kernels [29], [30]. These kernels can model 3D components 

by defining the outer boundary of the desired shape using topological entities (faces, edges 

and vertices) that lie on their corresponding geometrical entity (surfaces, curves and points) 

[31] to create an enclosed space to represent the component. The advancements in B-rep 

modelling eased the generation and modification of more complex models, enabling the 

progression from simplified parts to full assembly models. The geometry in these CAD models 

can then be imported into CAE packages, such as Finite Element Analysis (FEA) or 

Computation Fluid Dynamics (CFD), where they can then be tested and optimised before ever 

physically existing. The use of CAE allows design iterations to be tested virtually with a 



Page 12 of 235 

 

 

significant reduction in the wastage of manufacturing time or material when compared to 

physical prototyping. These advantages do come at a cost, both computationally and in pre-

processing time, which is ever increasing as the complexity of the CAD models and the 

number of analysis they are used for increases. This growing cost has led many researchers 

to look at methods of reducing the overall cost of the CAE analysis process.  

One thread of research that aims to mitigate this cost is CAD/CAE integration; improving the 

link from the CAD to the CAE programs in an attempt to reduce the time it takes to go from 

a CAD model to a prepared analysis model. An important aspect of this was the development 

of neutral file formats, with two common formats being the Initial Graphics Exchange 

Specification (IGES) and Standard for The Exchange of Product model data (STEP). These 

formats were developed by Nagel et al [32] and the International Organization for 

Standardization (ISO) [33] respectively and are still in mainstream use today. The use of these 

neutral file formats allows for the transition of geometry between the CAD package and the 

CAE package. Both formats have shortcomings in that they do not retain the feature 

information or parametric definition, referred to as construction history, of the model. This 

construction history is stored throughout the creation of the CAD model and enables changes 

to be made to the features and parametric definition of the model to modify the geometry. 

The loss of the construction history removes the ability to change these definitions, creating 

a dumb geometrical representation within the CAE package. This use of dumb geometry 

within the CAE package means any modifications performed on the CAE representation are 

made in an ad-hoc manner with no link to the original definitions stored in the construction 

history.  

This lack of a link between the CAD and the CAE geometries results in the two models existing 

independently of one-another, with no information of any modifications to the CAD 

geometry, i.e. design changes or iterations, propagated to the CAE model. Therefore, 

effectively building links between the CAD and CAE representations is one of the key enablers 

in the efficient integration of these two technologies.  The development of CAD to CAE 

integration technologies has been the topic of research for many years now, with some of 

the prominent approaches covered in the remainder of this section. It is of note here that in 

certain commercial workflows, such as those that utilising a CAD package with an in-built CAE 

solver, the CAD model does not have to be exported to a CAE package [34]. By maintaining 
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the CAD model and CAE model in the same package, links can be generated between the two 

geometries and used to propagate design changes from CAD to CAE. Whilst these workflows 

can be beneficial, they are often vendor specific, making them restrictive if an outside CAE 

package is required. Due to this they will not be considered in this section, instead focusing 

on vendor neutral CAD to CAE integration frameworks.   

Technologies developed during early research into the field of CAD to CAE integration, such 

as that seen in the development of Multi-Model Technology (MMT) [35], were created to act 

as a control system to build links between the different models. This control system allowed 

several models at different levels of detail to co-exist and be stored, whilst maintaining data 

sharing links between the different models. The testing performed in this work showed a 

reduction in the time to market of a product, but also resulted in multiple iterations existing 

for the same model rather than one unified model.  

This desire for one unified model has been the topic of research for over a decade, with some 

of the early work by Hun Lee [36] showing the advantages of using feature-based multi-

resolution modelling and multi-abstraction techniques to create and store a unified master 

model. In this instance the master model contained both a CAD representation of the part 

and a duplicate non-manifold (see section 4.1.1 for more information on non-manifold 

modelling) CAE representation with a maintained link through the master model. The use of 

a master model addresses the issue of CAD to CAE integration by concurrently generating 

and modifying the multiple representations of the same geometry simultaneously, reducing 

the need to import and pre-process a CAD geometry to make it suitable for analysis.  

The work by Hun Lee also employs the concept of feature-abstraction for the generation of 

fit-for-purpose analysis models at varying levels of detail by selectively choosing which 

features of the master model will be represented in the analysis model. This use of feature-

abstraction allows analysis models of varying levels of detail to coexist, with a link through 

the master model to one another. However, the method used by Hun Lee to achieve this was 

not robust enough for general use due to it relying heavily on Boolean operations to rebuild 

each model successfully after changes to the master model. It was shown that the method 

in which they were applied is pivotal to the end model and were not always correct. The 

order of applying the Boolean operations was improved through the creation of history-

based selective Boolean operations [37], but these created another problem in that it is a 
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computationally expensive and error prone method when dealing with transition features, 

such as chamfers and fillets, in a model.  

An alternative approach to these ideas can be seen in work by Hamri et al [38], with the 

development of High Level Topology (HLT). HLT allows the maintenance of the B-rep model 

(the geometric model generated in the CAD package) and the polyhedral representation (the 

meshed representation in the CAE package) needed to improve the efficiency of CAE analysis, 

with a robust link created between them both. The HLT approach is improved further through 

the team’s application of Mesh Constraint Technology (MCT) [39], which serves to improve 

the creation of the polyhedral representation from the CAD model. MCT utilises automatic 

adaption operators to reduce the complexity of the CAD model using various techniques such 

as edge deletion, vertex deletion, edge collapsing, etc. to improve the quality and efficiency 

of the meshing process in the CAE environment. The testing performed in this work 

showcased the ability to maintain a link between the CAD and CAE representations and the 

creation of higher quality meshes for the CAE representation. 

These previous approaches supported advanced methods for performing and tracking model 

changes required during CAD to CAE integration operations, but they do not consider the 

storage of the analysis decisions made when using these methods. It is this loss of 

information caused by  ad-hoc decision making that Nolan et al [7] addressed through the 

demonstration of the Simulation Intent framework. This work provided a common 

framework for the capturing of high-level modelling and idealisation decisions that are 

required to create an efficient and fit-for-purpose analysis models. The framework is built 

upon three key technologies which will be briefly explained here and expanded on in Chapter 

4. These technologies are cellular modelling to subdivide the model into analytically 

significant regions; equivalencing to maintain functional links between different 

representations of the same region of design space; and virtual topology to perform pre-

processing operations on the model only at a topological level, i.e. without modification of 

the original geometry. The virtual topology and equivalencing links are managed and stored 

in an external relational database [40] that allows a unique mapping between the original 

CAD model and any number of analysis models. Using the relational database to store a 

unified representation of the model enables a software neutral way of tracking CAD and 
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analysis model entities and maintains a link between the CAD model and its modified CAE 

forms.  

An example of this can be seen in Figure 4 where a T-shaped junction is split into three virtual 

subsets of the initial geometry based on thin-sheet and long-slender idealisation [41]. 

Following this, lower dimensional cells are created within the design space of the original 

subset cell where dimensional reduction has been specified in the Simulation Intent. 

Throughout the process the topology information is extracted and stored in the relational 

database system, allowing mapping of the subset or dimensionally reduced entities to their 

host entities. This creates the direct link between the CAD model and the analysis model.  

Simulation Intent functions as a framework on which many CAD to CAE problems, such as 

interface identification and virtually topology operations, have been addressed. The non-

manifold nature of the entities stored in the database make the identification of interfaces a 

matter of querying the common entities between two or more cells. This can be achieved as 

non-manifold geometry is able to share entities with adjacent entities, e.g. a single face can 

bound multiple solid cells, where these shared entities represent the boundaries between 

cells (further information on the properties of non-manifold models will be provided in 

section 4.1.1). This interface information has been used by Tierney et al [42] to manage the 

Figure 4 – (a) Thin-sheet and long-slender idealisation (b) Creation of virtual subsets. (c) 

Thin-sheet regions and parasite entities. (d) Mid-surface and equivalence mappings. [5] 
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interfaces for the enforcement of boundary conditions, coupling constraints and mesh 

continuity between cells in the analysis model. It has also seen use in the application and 

tracking of virtual topology [40] by creating virtual splits and merges, and storing the 

information of these entities in the database. This method of capturing and storing virtual 

topology in this manner allows pre-processing operations to be made to the CAE geometry 

in a structured and vendor-neutral format without modifying the underlying base CAD 

geometry.   

Boussuge et al [43] proposed an ontology-based adaptation of the Simulation Intent 

framework to generate a complete CAD to CAE integration framework. In this approach a set 

of user inputs are captured upfront dictating the initial high-level requirements for the 

analysis model. These inputs then generate Simulation Intent that is applied at a cellular level 

through a system of inference rules. In this way Simulation Intent does not necessarily have 

to be manually specified on each cell, but instead can be inferred dependant on pre-defined 

rules and user inputs. This approach allows the user inputs used in generating the Simulation 

Intent to be captured independently of the cellular model, creating the workflow from CAD 

to CAE shown in Figure 5.  

This decoupling of the user inputs from specified cells in the cellular model allows a more 

versatile system whereby the inputs form a set of idealisation decisions and accompanying 

Figure 5 - The concepts, elements and relationships in the Simulation Intent ontology [43] 
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rules separate from the CAD. These decisions can then be used alongside the CAD model to 

generate the Simulation Intent and apply it to the cellular model following the inference 

rules. This system allows pre-defined user-inputs to be re-used to generate the Simulation 

Intent for a multitude of geometric representations with similar analysis requirements. 

Implementation of this workflow reduces the manual effort in capturing the Simulation 

Intent for each analysis, with the high-level modelling and idealisation decisions forming part 

of the methods engineering rather than an analysis task. 

This concept of capturing the analysis data in a formalised and structured manner has seen 

some commercially available implementation through Simulation Process Data Management 

(SPDM) software.  These systems aim to manage all the information generated by the design 

and analysis process. Implementations of this can be seen in numerous commercial packages 

[44]–[46], with some using this information to aid in the automation of repeated pre-

processing tasks using embedded simulation templates [47] and analysis quality checks [48]. 

These systems aim to be more of a centralised storage of information rather than a 

framework themselves, often integrating only with other tools produced by the same 

software provider to achieve results. This lack of interoperability with external software 

causes companies to be locked into using a specific vendors software. Whilst the concept has 

been around for decades, its commercial acceptance is still in the early phases.  

The CAD-CAE integration tools and frameworks presented in this section enable a more 

efficient workflow for the generation of fit-for-purpose analysis models. This ability to 

efficiently analysis a component makes analysis more accessible, particularly at early stages 

of design where it may not be cost effective to perform a more traditional FE analysis of a 

component. It is these benefits in efficient and structured generation of analysis models that 

this work aims to achieve for composite laminate analysis model through the application of 

a composite specific CAD-CAE integration framework.  

2.3 Model idealisation 

Another avenue of research concerned with reducing the associated costs of complex CAE 

analysis is that of model idealisation and geometric simplification to prepare the CAD model 

for analysis. This preparation of the CAD model is usually achieved through manual 

suppression of features such as fillets and chamfers. It can also include removing any 

geometry that is deemed likely to have a negligible effect on the outcome of the CAE analysis, 
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typically aesthetic or manufacturing details. The defeatured geometry can then be 

partitioned into smaller regions or dimensionally reduced, e.g. a 3D body reduced to a 2D 

surface, to make it suitable for analysis. These changes would often be performed on a dumb 

geometrical representation of the geometry in an ad-hoc manner for the analysis model, with 

limited traceability back to the original CAD model. This disconnect between the model 

representations means that further design iterations where the geometry has changed may 

require the creation of a completely new analysis model with no transfer of previous pre-

processing tasks. The progression of technologies such as HLT and Simulation Intent have 

allowed CAE engineers to automate the methods that they use to simplify models, whilst still 

maintaining a link to the original CAD model. This enables these ad-hoc decisions to be 

captured and updated alongside the geometry, leading to a reduction in the pre-processing 

time for further iterations of the design. The proceeding subsections will detail two of these 

model idealisation techniques that are prominent in existing CAD to CAE workflows.  

2.3.1 Defeaturing and geometry clean-up 

CAD models were historically created primarily to aid in the manufacturing process [49], 

meaning that their construction and associated technologies derive from a time when 

supporting computer aided manufacturing (CAM) was their primary function. This means 

that CAD models often include features that are considered manufacturing or aesthetic 

design details. These CAD details often require simplification in order to create an efficient 

and fit-for-purpose CAE analysis [50]. An example of model simplification is shown in Figure 

6 [51], with the image on the left showing the original CAD model and the image on the right 

representing a simplified analysis model. In this example features such as holes that are 

below the scale of analysis significance have been removed and sufficiently small surfaces 

merged to reduce mesh complexity and hence computational cost.  
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The identification and classification of these regions as non-critical can be based on certain 

attributes such as its location, relative size and functions of the feature, all of which can vary 

depending on the component and the analysis requirements. Work by Thakur et al [6] 

classified the existing methods for defeaturing and geometry clean-up into three main 

categories; these are surface entity-based operators, volume entity-based operators and 

explicit feature-based operators. 

Surface entity-based operators function by simplifying the bounding surfaces of a model 

through splitting, merging or collapsing of entities. Examples of this include the face 

clustering algorithm developed by Sheffer et al [52] and size-based entity decimation [53]. 

These methods can remove chamfers, fillets and holes that lie within the criteria defined as 

being non-critical. A subset of these surface entity-based approaches can also function to 

simplify the surface geometry for meshing operations, a process referred to as geometry 

clean-up [54]. This approach can be used to remove unintended features such as gaps or 

overlaps in the geometry, or to simplify the topology through the exclusion of redundant 

entities. This can be used to improve the quality of the topology for mesh generation. 

Volume entity-based operators function in a similar manner but instead of operating on 

surfaces it operates on complete volumes. One notable approach of this is implemented in 

the feature-based multi-resolution modelling and multi-abstraction framework [36] 

discussed in section 2.2. The approach used in that work, referred to as effective volume-

Figure 6 - (Left) Original CAD geometry (Right) Analysis geometry prepared using defeaturing and 

geometry clean-up operations  
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based simplification, relies on the merging or removal of non-manifold cells that fall below a 

minimum volumetric threshold that deems them as insignificant for the analysis. This type of 

method can be used for the removal of protrusions or exclusions from the CAD model.  

Explicit feature-based operators function similarly to how a manual approach would be taken 

to defeaturing a model, in that the features deemed as unnecessary to the analysis are 

removed from the model. If working within the original CAD package, the engineer may have 

access to the feature tree which makes this a relatively simple process as the unnecessary 

features can just be suppressed. This suppression of features becomes a more difficult task 

when the model is removed from the initial CAD package creating a dumb geometry. In these 

cases, more advanced techniques [55]–[57] are required to first identify the features before 

checking against the criteria to see if they are to be removed.  

An implementation of geometry clean-up can be seen in work by Tierney et al [58] using 

virtual topology operators in the Simulation Intent framework to aid in mesh generation. In 

this approach topological entities are virtually merged or split based on geometric reasoning 

criteria to ensure a good quality mesh. In the example shown in Figure 7 virtual topology 

operations are applied to a complex CAD geometry to suppress edges with a specified 

dihedral angle. This reduces the original 59 faces to 6 virtual superset faces, where a superset 

is the term used to describe two or more entities that have been virtually merged. 

Consolidating the original faces into these superset faces leads to an improved mesh quality 

as the nodes are not constrained by the bounding edges of the original faces which may be 

smaller than the desired element size. 

Figure 7 - (a) Original design topology (b) Analysis topology after ignoring edges with a specific 

dihedral angle [58] 
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The process of defeaturing and cleaning a model is often necessary in the CAD to CAE process 

to ensure a meshable geometry and an efficient analysis model. Implementing the methods 

here will aid in the identification of these regions, with frameworks such as feature-based 

multi-resolution modelling and multi-abstraction, and the Simulation Intent framework 

tracking these modifications. Controlling them through a framework creates a system 

whereby connectivity to the base geometry is still maintained, and there is a reduced loss of 

analysis information. The storage of these modifications allows updating of the base 

geometry without loss of the defeaturing and cleaning operations.  

2.3.2 Dimensional reduction  

Dimensional reduction is the process of reducing the dimensionality of geometry to a lower 

form for analysis within a CAE package, e.g. reducing a 3D body to a 2D surface to be meshed 

with shell elements. These reductions are predicated on assumptions regarding the physical 

response of the geometry such that certain aspects, e.g. out-of-plane stresses, through-

thickness compression, etc., can be reasonably neglected in the analysis. In this section the 

current technologies for this method will be considered for isotropic finite element analysis 

models, with their applicability to composite laminate analysis considered in a later section.  

One such example of dimensional reduction that is relevant for this work is the automated 

decomposition of complex CAD models demonstrated by Robinson et al [41]. This work is 

built on earlier work by Donaghy [59] showing that the application of the Medial Axis 

Transform (MAT) can be used to identify areas that are suitable for dimensional reduction. 

Robinson was able to automate the decomposition of a body such that 2D shell elements 

were inserted into characteristically thin-sheet regions that were one decay length away 

from boundaries or geometry not suitable for 2D analysis methods. This decay length is equal 

to the through-thickness of the geometry and is based on the distance the stress will 

propagate around a stress riser in a component as described in Saint-Venant’s principle. The 

remaining 3D regions were classed as complex and would require manual pre-processing for 

the application of 3D analysis methods. These mixed-dimensional models were then coupled 

based on the work by McCune [60] and Shim [61], providing a more accurate approach than 

those provided within standard FEA packages at the time. The use of a mixed-dimensional 

decomposition led to an analysis model with significantly reduced Degrees of Freedom (DoF) 
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and thus lower computational cost whilst still maintaining accuracy of results compared 

against a full detailed model.  

A key technology utilised in the research presented in this section is the MAT and the 

information it provided. The MAT is a method for obtaining the medial surface or skeleton 

first proposed by Blum [62] and is described as the locus of the centre of an inscribed sphere 

of maximal diameter as it rolls around the interior of an object [63]. Figure 8 shows a medial 

object generated using the medial object tool in CADfix [64] on a T-section geometry, with 

the medial faces isolated in Figure 8 (b) and the complete medial object shown in Figure 8 

(c). The contour plots on this image represent the distance in millimetres from the medial 

surfaces to the outer bounding geometry.  

The medial object provides the user with the mid-surface, in the form of the medial faces, of 

a body alongside the distance from that mid-surface to its bounding faces. This information 

allows the user to calculate the aspect ratio, i.e. the ratio of lateral dimensions to transverse 

dimensions, of the body and assess if it can be represented using 2D shell elements. The MAT 

also enables the identification of regions close to boundaries or changes in geometry that 

Figure 8 - (a) T-section CAD geometry (b) Medial faces extracted from the medial object (c) 

Annotated diagram showing medial faces with legend in millimetres 
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would require the use of a 3D element type and meshing strategy. This information can then 

be processed to decompose the body into the separate regions required in Robinson’s work. 

This methodology was adopted by ITI [65] and is available in their software package CADfix 

as the Thick-Thin subdivision tool.  

Further work by Sun et al [66] improved the efficiency of this process by first identifying sets 

of opposing faces bounding potential thin-sheet regions, referred to as face pairs, and 

applying an angle and distance criteria to establish if they bound a thin-sheet region. If they 

are identified as thin-sheet regions a combination of mapping, merging and intersection 

operations are performed to generate the appropriate cutting faces to sub-divide the model. 

The method does not rely on generating a MAT and as such is computationally cheaper than 

the method implemented in CADfix.  

The methods presented in sections 2.2 and 2.3 represent the state-of-the-art in CAD to CAE 

integration, looking at the frameworks that have been developed and a selection of the pre-

processing steps that can be applied using them. These technologies are presented here for 

application to isotropic analysis problems; however, in this work their extension to composite 

laminate problems will be reviewed to assess if the same benefits can be attained. For 

example, the mixed-dimensional tools in this chapter may provide an effective method for 

decomposition of composite components as many are comprised of thin plate like structures 

that would be suitable for dimensional reduction. Likewise, the frameworks shown in this 

section have been developed predominantly for isotropic analysis problem, but their 

structure is set-out in a generalised and high-level manner, thus allowing further 

development for application to specific use cases.  One such development that will be 

considered in this work is the addition of composite attributes to the Simulation Intent 

framework demonstrated by Nolan et al to enable its application to composite laminate 

components. Alongside this addition to support composite laminate components, the 

workflow of the framework will be updated to attain the same benefits in adaptability seen 

in the ontology-based approach developed by Boussuge et al.   

2.4 Finite element analysis of composite laminates 

Ideally, detailed composite laminate analysis of realistic components, i.e. 3D analysis where 

each ply is discretely represented, would be conducted in a CAE package, allowing multiple 

design iterations to be tested at a reduced cost when compared against experimental testing. 
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Whilst this is technically feasible, the current methods by which detailed composite analysis 

are performed in FEA packages is computationally expensive and requires extensive manual 

pre-processing when applied to realistic components with complex geometry. These 

difficulties make analysis at this level of detail more suited to small-scale or local analysis, 

where the cost of the analysis is mitigated by reducing the region of the model to be analysed. 

If a larger scale analysis is required, idealised models with computationally efficient element 

types, commonly thick or thin shell elements, are often used [22]. These common methods 

are based on theory that a laminate is more suited to 2D structural mechanics because 

through-thickness stresses and deformation are often negligible, however there are 

geometric and loading cases where a 3D analysis will be preferred to capture specific 

phenomena or reactions. Research has shown that analysis models built using the ply-by-ply 

method, i.e. where at least one row of elements represents each individual ply, can predict 

failure and damage with a high degree of accuracy [67]–[69]. Whilst the accuracy of these 

results is higher, the computational expense of a 3D ply-by-ply analysis is not always feasible 

for models of realistic complexity. To this end there has been research into more efficient 

methods for the analysis of composite laminates. The remainder of this section will cover 

these less conventional and novel methods for 3D analysis. 

2.4.1 Alternative 3D analysis methods 

One approach to reduce the computational cost of analysing composite laminate is to analyse 

a section of the model, then extrapolate the response to the whole model. Early versions of 

this approach were seen with Variational Asymptotic Beam Sectional (VABS) analysis [70], 

where a 3D problem would be split into a 2D end face and a 1D beam problem. VABS has 

seen use in the analysis of wind turbine blades [71] where the 1D line is decomposed into 

several sections, with each section having a different 2D cross section to capture the double 

curvature across the blade. Another variation on this type of approach can be seen in the 

Mechanics of Structured Genome (MSG) [72] method where a 3D section of the structure is 

analysed and then extrapolated along a 1D beam to give the response of the full 3D model. 

Both methods give good results but are only suitable for beams with minimal variation in 

cross-section across the length of the component, and requires a complete set of design data 

to generate.  
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All previous literature in this chapter has assumed a lay-up of orthotropic plies into an 

anisotropic lay-up, this is an example of macro-scale analysis. Macro-scale analysis provides 

an acceptable degree of accuracy for component analysis; however, it is built on the 

assumption that a ply is a homogenous, orthotropic material with known engineering 

constants which is not always the case. Establishing these engineering constants can be 

achieved either experimentally using coupon testing [73] or through micro-scale analysis, 

often utilising a representative volume element (RVE) [74]. This RVE is considered to be the 

minimal volume of a heterogenous material that is sufficiently large enough to be statistically 

representative of the composite [75]. Modelling the RVE allows the analyst to build up a 

representative sample of the composite laminate, including any defects or inclusions that 

may exist, and analyse this sample to establish the properties to be applied at a macro-level. 

The analysis of the RVE can either be performed as a separate task to component analysis 

using a material modelling package [76], or as a sub-process of the larger analysis with the 

properties extrapolated to the whole component [77] as shown in Figure 9. 

The manufacturability of a composite component relies on a viable ply lay-up that will 

achieve the intended shape of the component through tapering or growth of the laminate 

where necessary. This change in thickness is achieved in manufacture with the addition or 

removal of plies, referred to as ply drops, within the lay-up, or alternatively utilising a core 

material of varying thickness. Research into this topic [78] [79] has shown through FEA and 

experimental analysis that the location and grouping of these ply drops can have a significant 

impact on the strength of the material and location of failure. Whilst this research provides 

design guidelines to follow for positioning ply-drops, its 3D ply-based methodology for 

analysing them would be computationally expensive if applied to a model of industrial 

Figure 9 - Representation of two-phase components build-up from duplicated RVEs [77] 
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complexity, with most FEA packages promoting a 2D approach for analysing composite 

components.  

Work by Gan [80] proposed a split approach to modelling ply-drops, utilising a coarsely 

meshed global model to attain the input boundary conditions for a collection of Timoshenko 

beams representing the ply-drop. The results from this testing showed good correlation with 

a comparable ply-by-ply analyses, with the reduced model able to accurately predict the 

location of failure albeit at a conservative load against the full model.  

The ability to modify and tailor the ply lay-up is one of the advantages of implementing a 

composite material. The greater control over how the material will react in different loading 

conditions can allow the engineer to create a much more effective end product, usually at a 

reduced weight over its metallic counterpart. Whilst this can be advantageous, the selection 

and optimisation of the ply lay-up is a complex procedure. Several methods have been 

proposed for the optimisation of both local [81]–[83] and global ply lay-ups [84] with each 

showing convergence to a particular optimised lay-up. The application of these theories 

predominantly lies within a research environment, however the method explained by Zhou 

et al [82] is in commercial use within the Hyperworks [85] platform and has had its 

effectiveness shown in laminate lay-up optimisation for several applications [86], [87]. The 

method implemented in Hyperworks begins by splitting the component into sections and 

optimising the thickness of these sections by treating each section as a “super-ply” in the 

analysis. This super-ply is a single homogenised material property representative of the ply 

lay-up. The material properties of the super-ply are then optimised by changing the 

percentage of each ply direction used in generating this single material property. The final 

stage of the optimisation is when the individual plies are introduced, and the exact stacking 

sequence is decided for the lay-up. This shows significant progress for commercial 

optimisation of composite laminate components; however, it must be considered that the 

Hyperworks optimiser does rely on a simplified single homogenised material property for 

two of its three stages.  

This use of a single homogenised material property is a commonly used approach in the 3D 

analysis of composite laminate materials due to the ability to treat it in a similar fashion to 

an isotropic analysis. This ability to analyse a composite similarly to an isotropic material has 

led to the term “black metal” often being used to describe this type of analysis. The “black 
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metal” approach, also sometimes referred to as the smeared or equivalent material 

approach, involves the laminate stack being homogenised into a single orthotropic material 

property which can then be applied to the entire geometry. This homogenisation of the 

laminate can be achieved using several different methods [72], [88] that calculate an average 

material property based on the number of plies in each orientation. Rather than the exact 

ply stacking sequence, the analyst needs only to know the percentage of plies in each 

orientation, reducing the knowledge of the ply-book required and allowing analysis at an 

earlier stage of the design process. Whilst this enables computationally cheaper analysis, it 

has been shown that the accuracy of the stress value for the equivalent material approach 

can vary by up to +/-50% when compared against the full ply lay-up [72]. Furthermore, these 

stress values are more likely to be under predicted [89] than over-predicted. This under 

prediction is due to the stress being evenly distributed through the material rather than the 

realistic scenarios where a single orientation of ply, i.e. the load bearing ply orientation, 

would be under a higher stress. This makes the results unsuitable for making reliable design 

decisions. 

Research has looked to quantify these inaccuracies, with Venkataraman et al [90] conducting 

tests on the maximal errors when using equivalent material properties. They found that when 

smearing in groups, i.e. multiple equivalent material properties through the thickness, the 

results showed some improvement over a single equivalent material property through-

thickness, but still found that the bending terms of the stiffness matrix varied greatly when 

compared against its fully represented counterpart.  

Further research has been conducted by Bonanni et al [91] and Sun et al [92] on post-

processing of the results generated from an equivalent material analysis for a thick-section 

component with a good degree of success. In this work the equivalent material properties 

are used for the FEA model, attaining the effective stresses and strains. These results are 

then further processed with the data of the full ply lay-up to enable recovery of output values 

for stress and strain at a ply level. Although these results were promising, it required external 

post-processing and knowledge of the complete ply lay-up to extract accurate results. 

Some alternative approaches aim to create more advanced equivalent material 

representation of the laminate whilst still not fully modelling the laminate in the FE analysis. 
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One approach by Kumar et al [93] shows the creation of a virtual material that can condense 

a high quantity of plies into a 3 ply lay-up material with the same behavioural response as 

the full laminate. This creation of a virtual material is achieved by assuming that the ABD 

matrix generated from CLT is a good approximation of a composite laminate, therefore by 

creating a 3-ply lay-up with the same ABD matrix it can act as a substituted in the analysis. 

This method is referred to as the ABD-equivalent material and when benchmarked for 3D FE 

analysis of composite laminates it performed well both in terms of deformation and 

prediction of maximum stress.  

A second approach, also presented by Kumar et al [93], involves modelling the laminate as a 

continuously varying, or graded, material with properties that vary through the thickness of 

the geometry. This graded concept was first developed by Reddy [94] showing the extension 

of TOSD theory to composite materials, in this case ceramic and metal, with a continuous 

change in properties through a known space. Kumar et al [93] applied this theory to 

composite laminates by reducing the lay-up to a graded material with its properties varying 

quadratically through the thickness. This is achieved by representing the stiffness matrix (�∗) 

of the material as a quadratic function, as shown in Figure 10. The variables in the function 

denoted ./ are calculated using the A, B and D values from classical laminate theory 

combined with the total thickness t of the laminate. This allows the stiffness of the material 

to vary through the thickness in a similar fashion to a composite laminate.  

Figure 10 - A graded ABD-equivalent material with its properties varying quadratically. 
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The graded ABD-equivalent material is not completely representative of a composite 

laminate since it assumes a continuous change of properties through the thickness rather 

than a stepped changed at each ply; however, it still gave results comparable with a ply-by-

ply analysis for deformation and prediction of von Mises stress when used for 3D laminate 

analysis examples. It is worth noting that both methods developed by Kumar are built on ESL 

theories and as such are less suitable for relatively thick composite analysis, where out-of-

plane stresses are likely to be significant.  

The methods in this section all aid in reducing the complexity of analysing a 3D composite 

laminate model, either through simplification of the material itself or by extrapolation of a 

reduced material analysis to the complete model. These analysis methods are seen to yield 

good results in the prediction of stresses and deformation through several benchmark tests, 

usually accompanied by a reduction in the computational expense of the model. These types 

of approaches are suitable when analysing single components, or local regions of larger 

components, but do not present a computationally efficient method for the modelling of a 

complete composite laminate component or assembly. To consider these types of analysis, 

a secondary approach is needed, whereby 3D analysis strategies can work in conjunction with 

cheaper 2D analysis methods.   

2.4.2 Mixed-dimensional modelling of composite laminates 

In Section 2.2 the concept of model idealisation and dimensional reduction was presented to 

create a more manageable analysis model through the use of simplified analysis methods in 

less critical regions. Of note to this work is the automated mixed-dimensional method 

developed by Robinson et al [41] where Saint-Venant’s Principle guides where the model is 

to be split. This principle states that end effects or stress concentrations can be neglected at 

approximately one thickness from the free edges, i.e. decay length of one. This decay length 

can be used to guide where the geometry can be split for mixed-dimensional modelling. 

While valid for isotropic materials, work by Horgan [9], [95] shows that the Saint-Venant’s 

principle is not valid for advanced composite materials due to their inherent orthotropic 

material properties. Horgan showed that the decay length, d, varied dependant on the 

longitudinal Young’s modulus (�1) and the longitudinal/transverse shear modulus (�1!). 

2 ~ 4561009: ; �1�1!<& '= > �1	 
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Where > is half the thickness of the laminate. Folkes et al [96] were able to experimentally 

exhibit this behaviour by measuring the shear modulus in highly anisotropic materials. They 

noted that for an isotropic material in pendulum testing the length/width ratio needed to be 

approximately 10 to mitigate the non-uniform stress at the sample ends and attain consistent 

shear modulus values. When testing a highly anisotropic material, it took a length/width ratio 

of approximately 100 before the resulting shear modulus values were consistent. This 

increased length/width ratio needed to mitigate the non-uniform stress at the sample ends 

show that the decay length for a composite laminate is considerably greater than that of an 

isotropic material. If a composite model is to be split for dimensional reduction, the splitting 

of the model should account for this increased decay length to truly capture the stress field 

around these critical regions.  

Global/local modelling [97] is well established for orthotropic or anisotropic composite 

materials. The global/local method involves the analysis of a coarsely meshed and simplified 

global model to provide input to a detailed local model. This splitting of the analysis reduces 

the need for a computationally expensive detailed global model whilst still maintaining 

accuracy at areas of interest. Traditionally these models exist separately, however early work 

by Hoa et al [98] saw the local model remain in-situ, utilising transition elements between 

the 2D and 3D elements to bridge the gap in mesh density. Similar work can be seen in work 

by Gruttmann et al [99], with the main difference being the transition is from 2D thin shell 

elements to 2D thick shell elements with a region of transition elements.  

Building on earlier work for mixed-dimensional coupling of isotropic materials, Shim [61] was 

able to equate the work done on either side of the dimensional interface to build multi-point 

constraint (MPC) equations for mixed-dimensional interfaces of composite laminate 

components. This work looks at coupling a variety of element types and dimensionalities for 

multiple load cases and ply lay-ups, with a high degree of success in each. Though the work 

does present an automated method for building these equations, it does require mesh 

continuity at the interface as well as the building of MPC equations for each interface which 

can be computationally expensive and adds to the solver cost. An alternative approach to 

this problem by Guo [100] achieved the same in-situ global-local effect using the Nitsche 

method of weak coupling between the 2D global model and the 3D local model. The method 

allows the bypassing of mesh continuity between the two areas, whilst still maintaining 
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continuity of displacement and stress across the transition. The progression of mixed-

dimensional coupling methods for composite laminate means that, if consideration is given 

to the calculation of an appropriate decay length, it is possible to build efficient and accurate 

mixed-dimensional analysis models for composite laminates components. 

2.4.3 Specialised CAD to CAE frameworks 

The CAD to CAE frameworks used to store the decisions taken in CAE pre-processing and the 

links generated between the CAD and CAE representations of the model have been 

presented in section 2.2 for use with isotropic analysis models. These frameworks are shown 

to be effective for isotropic analysis models, but they do not consider composite specific data 

and methods that need to be captured for the analysis of composite laminates. This data 

includes the increased analysis variables that need to be handled by the CAD to CAE 

framework when composite laminates are considered. There is also the increased number of 

analysis methods that are available for the analysis of composites, resulting in analysis 

decisions needing to be captured not just for how the geometry will be pre-processed but 

also how the composite laminate will then be represented on that prepared geometry.  

Whilst research into this topic is relatively limited when compared against isotropic analysis, 

there have been several novel frameworks that have been developed in the last decade 

specifically targeted at handling these added complexities. 

Liu et al [101] propose an integrated design framework that would allow CAD to CAE 

integration for composites through the separation of the structure and material model into 

two separate entities that are combined into a Heterogeneous feature model (HFM). This 

model is effectively shown to work on chopped fibre-reinforced injection moulded parts, 

allowing multiple iterations of the structure to converge on an optimised geometry.  

An alternative approach by Wu et al [102] proposed that the material properties be extracted 

and contained in a separate file. These material properties could then be mapped to each 

iteration of the geometry using a system of reference points created on the model. Whilst an 

effective tool for applying composite material properties to multiple optimisation iterations, 

the use of fixed reference points does not allow for significant changes in the geometry that 

might result in the loss of, or relocation of, these marking points.   
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The VMAP material data exchange interface [103] interface aims to provide a vendor neutral 

material data system utilising the HDF5 file format that would allow the transfer of material 

properties, including those of composite laminates, across multiple CAE packages. VMAP has 

already seen some use in composite manufacturing simulation [104], where the residual 

stresses can be calculated during resin forming and transferred to an FEA package to form a 

pre-defined stress field on the component. Mapping of material properties in this fashion 

would be beneficial in the CAD to CAE integration for composite laminate components, 

however it is still in the early stages of development. While the use of a vendor neutral 

material format would benefit the CAD to CAE integration of composite laminate 

components, it is more of a tool to accomplish this than a framework itself.  

The previously mentioned frameworks in this section do not consider or capture the 

geometric idealisation decisions that have been taken in preparing the CAD model, focusing 

more on the material definition. Capturing these analysis decisions is an important aspect in 

the building of a complete CAD to CAE workflow as they guide the analyst on how to prepare 

the CAD geometry in the pre-processing stages prior to application of the laminate material. 

One such approach to capturing these decisions is presented by Kumar [105] and captures 

how regions will be modelled using the Function-Behaviour-Structure (FBS) design 

framework. In this case the composite laminate properties are specified on the geometry as 

they would be manufactured, i.e. on each part of the assembly. Following this the regions 

are split into their functional regions, adopting the composite properties that had been 

specified on the original geometry for those regions. Each region will then have its behaviour 

specified, i.e. plate, beam, transition, etc., and then the corresponding structure will be 

generated for that region.  

An example of how this framework is implemented is shown in Figure 11, with the CAD 

assembly and connectivity graph displayed for this implementation. Initially the composite 

lay-up (Laminate1-6) is specified for each part (?&@AB ) that makes up the stiffened panel 

assembly. The assembly is then manually split into functional regions, with some of these 

regions completely contained within one of the original parts, and some of them being 

composed of regions from several parts. Each of these functional regions has a corresponding 

physical behaviour that guides how it will be represented in the analysis, e.g. plate regions 

represented using FOSD theory virtual material models, thick plate regions represented using 
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HOSD theory virtual material models. These functional regions inherit the laminates that are 

captured on the original parts that they are composed off. Whilst this does create a storage 

of analysis decisions made for a model, the workflow in which the regions are manually split 

and then assigned makes these decisions model specific with no ability to apply them to an 

updated or similar CAD geometry.  

Another approach to this problem is seen in work by Premkumar et al [106] with the 

development of the Semantic Laminated Composites Knowledge management System 

(SLACKS). SLACKS is based on a suite of ontologies for laminated composites, built on the 

Protégé-OWL [107] software, that have been developed for engineering design. These 

ontologies are used to create a semantic knowledge management system that is capable of 

storing and sharing information across the design and analysis process. This stored 

information can be used to link CAD representations, composite lay-ups and analysis models, 

as well as automatically updating material models when their definition is changed within 

the framework. While this is a very powerful tool in terms of the storage of composite 

laminate modelling information, it relies on first capturing that information from an initial 

CAE analysis and can then update or transfer that knowledge to another package. In this 

Figure 11 - A composite solid consisting of stiffener panels, joints and ply drop-offs [105] 
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sense it performs more as a vendor neutral, composite specific SPDM system that is more 

suited to enhancing the analysis process rather than bridging the gap between CAD and CAE. 

These frameworks have all been created to address specific problems within the CAD to CAE 

process for a composite laminate component, however no individual framework covers the 

complete process. The capturing of the material as a separate system as seen in HFM and 

VMAP allows the composite laminate to be applied in a more repeatable manner to modified 

or even novel geometries but does not address how these laminates will be represented in 

the geometry. The FBS system addresses this issue by splitting the model into regions that 

will represent the composite laminates using different analysis strategies. The creation of 

these regions allows storage of the idealisation decisions. However, the FBS system requires 

the manual definition of the material properties and classification of each region limiting the 

repeatably of the method if geometry is modified. The SLACKS ontology encompasses both 

the storage of the composite laminate and the analysis geometry, but it serves more as a 

data repository than a method for upfront definition of the analysis problem.   

2.5 Discussion 

The design and analysis process of composite laminates reviewed in section 2.1 showcases 

the current theories utilised for the structural testing of composite laminate components. 

These theories can be applied as they are for basic coupon type problems to establish general 

structural characteristics of a laminate, or they can be implemented in more advanced FEA 

software and applied to realistic geometries. Whilst these theories can prove to be an 

effective tool for the analysis of laminate components, they are predominantly based on 2D 

shell theory, making them less suitable for analysis models that require 3D analysis. To this 

end the current state-of-the-art in 3D analysis methods was reviewed in section 2.4.1, which 

showcased several methods for achieving accurate results for 3D analysis of composite 

laminate models without the requirement of modelling each ply in the laminate for the 

complete model, which is often computationally expensive. However, most of these methods 

come with an accompanying increase in pre-processing time and a requirement to have a 

complete set off design data regarding how the composite laminate will be built, i.e. ply lay-

up, material properties, ply drop-offs, etc. This expense and design data requirement create 

a limitation on accurate analysis informing design decisions at an earlier stage in the design 

process when design data may be limited or prone to change. In these cases when the design 
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data is limited, and a low computational expense is a necessary requirement of the analysis, 

the single homogenised material property can be used. The homogenised material approach 

offers a way to analyse a composite laminate in a computationally cheap manner but 

produces inaccurate stress results that can be conservative or non-conservative depending 

on the ply lay-up that is being tested. This lack of accuracy in the results makes them 

unsuitable for making meaningful design decisions, and instead creates a design space that 

relies heavily on previous components and expensive physical testing. It is filling this gap in 

the accurate 3D analysis of composite laminates at the early design stages that forms the 

first part of this work.  

Section 2.2 and 2.3 sets out the state-of-the-art technologies used in engineering analysis of 

isotropic materials. Exploring the existing technologies for isotropic material analysis 

provides a baseline for development of future technologies for composite laminate analysis. 

A good example of this is the existing CAD to CAE integration frameworks for isotropic 

analysis, such as the Simulation Intent framework. This framework provides the analyst with 

a structured workflow that integrates with enabling technologies to create a robust method 

for generating analysis models. Its ability to capture the high-level analysis decisions, and to 

integrate into automated workflows significantly reduces the ad-hoc nature of pre-

processing an analysis model. If these benefits could be replicated for the task of composite 

laminate analysis, where there is a larger number of analysis variables and thus analysis 

decisions, it would create a reliable and repeatable method for generating these analysis 

models. This would reduce the high barrier to entry of composite laminate analysis, making 

reliable analysis data more accessible during the design phases of a component. Existing 

research has been conducted into such frameworks for composite laminates, with each 

having their own benefits in handling a separate part of the CAD to CAE integration progress. 

However, none of them perform the complete integration process as effectively as the 

frameworks that have been developed previously for isotropic analysis. For example, some 

of the frameworks such as HFM and VMAP handle the material properties but do not account 

for model idealisation decisions, whereas others such as the FBS framework only account for 

the model idealisation and rely on manual definition of the composite material. Therefore, it 

is the further adaption and implementation of the Simulation Intent framework, a framework 

that handles all aspects of the CAD-CAE integration process, to composite laminate 

components that will be explored in the second part of this work.  
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2.5.1 Research Questions 

• Can the current 3D analysis methods for composite laminate components be 

improved through novel utilisation of the existing methods or idealisation of the 

analysis problem?  

• Can the Simulation Intent framework be developed for application to composite 

laminate analysis problems? If so, what information needs to be captured within this 

framework to fully represent these types of problems and how can it be captured at 

a high-level? 

• Can the captured information within the Simulation Intent framework be used to 

automate the generation of fit-for-purpose composite analysis models as has been 

demonstrated for isotropic analysis models in past work?  

•  What benefits can be gained, and what limitations are there to implementing this 

type of workflow to the generation of composite laminate analysis models?  
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3 Development and evaluation of a novel model idealisation 

method for the analysis of composite laminate components 

The analysis of composite laminates is a complex task due to the increased number of 

variables relative to analysis of isotropic materials that need to be captured within the 

analysis. This added design data needs to be efficiently represented within the analysis 

package. To achieve this representation there have been several FEA methods specifically 

developed for composite laminate analysis. These analysis methods all have their own 

advantages and disadvantages that make them appropriate for different stages of the design 

process, the geometry requiring analysed, and the accuracy of the results required. 

Presented in this chapter are four of the most commonly used analysis methods, highlighting 

their uses and limitations. Following on from this a novel method will be presented that has 

been developed to combine the advantages of several of these pre-existing strategies for use 

in early stage design of thick composite laminates. This strategy will focus on reducing the 

design data and computational expense required to build the analysis model whilst 

maintaining a degree of accuracy that would be acceptable for making early stage design 

decisions. This novel strategy is then verified using both analytical theory and through FE test 

cases. 

3.1 Common analysis methods 

3.1.1 Zone-based method 

Many composite laminate components are comprised of predominantly thin, panel like 

structures that have a relatively large aspect ratio, i.e. the lateral dimensions are considerably 

greater than the thickness. The geometries for these types of panels are suitable for 2D 

representation when being analysed as the out-of-plane stresses and strains are likely to be 

negligible [1]. This 2D method is a very common one in the analysis of composite laminate 

components and is sometimes referred to as the zone-based method [108]. 

The application of this method begins with either a 2D representation of the component, 

usually the outer mould surface, or with a 3D geometry of the component that is then 

dimensionally reduced to a 2D surface. This 2D surface is then subdivided into regions or 

zones that each represent either a thickness of the initial geometry or a common orientation 

of plies in a region, e.g. in Figure 12 each colour coded zone represents a group of elements 
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that have been identified as having the same orientation. For a constant thickness 

component with a single lay-up and material orientation only a single zone is needed but for 

varying thickness a zone is needed for each discretisation of the thickness. Each zone will 

then have a composite lay-up applied to it that has the orientation and thickness of each ply, 

giving the corresponding shell thickness to the zone. Following on from this the 2D surface 

can be meshed using shell elements of the desired order, i.e. linear or quadratic shell 

elements. These elements can either have thin-shell behaviour based on CLT or thick-shell 

behaviour based on FOSD or a HOSD theory dependant on how it is implemented in the FE 

package. 

A notable use of this method is as part of the draping analysis for composite laminates. In 

this approach a meshed 2D representation of the tooling surface (Figure 12 (a)), either the 

inner or outer surface of the geometry, is analysed to establish the ply orientations as they 

would be manufactured. To achieve this draping analysis a seed point and initial local 

material orientation at that point is defined. A ply lay-up is then inputted, and the draping 

package will generate local material orientations either for zones that it creates (Figure 12 

(b)) or for each individual element on the 2D surface. The draping analysis allows the FE 

analysis to reflect the as-manufactured component more accurately in terms of material 

orientation and can aid in establishing how the plies will need to be cut for manufacture, 

particularly in regions of complex curvature. 

Analysis performed using the zone-based method is computationally cheap compared to the 

3D analysis methods presented in the remainder of this section and when used for thin 

Figure 12 - (a) Meshed 2D representation of a hemispherical shape showing the seed point alongside 

the 1 and 2 material orientation at that point (b) 2D mesh split into zones with each zone assigned a 

corresponding rotated representation of the material properties 
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structures it gives a similar level of accuracy. It is these benefits that make it the most popular 

method for analysing composite laminate components. However, this method does come 

with several disadvantages, such as its inability to accurately predict out-of-plane stress and 

strains, making it unsuitable for thick or complex geometry where these stresses may be 

prevalent. It is also challenging to apply this method to a component with complex curvature 

or constantly varying thickness as the geometry would have to be discretised into sections 

representative of the changing thickness. This discretisation can result in a large number of 

regions needed to be representative of the original geometry, and an artificially large drop 

off in plies between each region. These large drop-offs can generate artificial stress raisers 

that would not be as significant as those present in a 3D analysis of the ply drops.   

3.1.2 8-noded thick shell element 

The 8-noded thick shell method, sometimes referred to simply as thick shell or continuum 

shell method [15], performs using similar FOSD or HOSD theories as the zone-based method, 

however it has several key differences in its application and the results it can produce. The 

most notable is that the thick shell method can be applied directly to a 3D representation of 

the geometry, requiring no dimensional reduction. Using this element removes the need to 

specify the shell thickness as it can extract this from the size of the element. This means that 

when a composite laminate material property is applied to a thick shell element it will fill that 

element with the ply lay-up specified regardless of the total thickness of the laminate 

provided. Instead, the ply thickness defined in the lay-up is predicted to be a ratio of each ply 

in the total thickness of the element. 

The thick shell method introduces two important factors to be included in the specification 

of the composite laminate. The first is that the 3-axis of the local material orientation must 

be defined within the analysis. This requirement is due to the 3D element already having a 

default normal direction generated from the nodal connectivity of the element, which may 

not be in the correct orientation for the application of the ply lay-up. To correct this, element 

based manipulations may need to be enacted via the pre-processor to ensure that the ply 

lay-up is orientated correctly within the 3D thick shell element. The second consideration is 

that the number of elements through the thickness of the geometry needs to be controlled. 

If a single element through the thickness is considered then this method fills that single 

element with the ply lay-up specified (Figure 13 (a)), however if several elements are 
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specified through the thickness each element will contain the complete ply lay-up. In this 

case it is necessary to split the ply lay-up into sub-laminates and apply each sub-laminate to 

a single element accordingly (Figure 13 (b)) to form a stack of thick shell elements that is 

representative of the complete lay-up. 

This ability to stack thick shell elements is one of the key advantages [15] that this approach 

offers over the zone-based approach as it allows direct modelling of the through-thickness 

behaviour. The stacking of the element is possible due to the formulation of the element as 

an 8-noded hexahedral element, with each node having only 3 DoF similar to a solid 3D 

element. The increased number of elements through the thickness creates more nodes for 

the deformation value to be calculated at, instead of being mathematically interpolated as it 

Figure 13 - (a) 20 ply lay-up applied to a single thick shell element through-thickness (b) Ply lay-up 

split into 5 sub-laminates and applied to five thick shell elements through the thickness 



Page 41 of 235 

 

 

would be for a single thick shell element. Creating a more accurate profile of the deformation 

through the thickness means the overall accuracy of the analysis is improved. 

By directly representing the original 3D geometry the thick shell method offers several 

advantages such as a reduction in pre-processing, the ability to more accurately model ply 

drop-offs and enabling direct interaction between components for contact analysis. 

However, like the zone-based approach, it is unable to capture out-of-plane stresses and 

strains due to its being built on HOSD theories. It also introduces the requirement of a 

structured hexahedral mesh due to this method requiring the definition of a top or bottom 

surface to represent the 3-direction within the element, which can be difficult to achieve 

when not using a structured mesh. This meshing constraint can lead to an increase in the pre-

processing time as the generation of a structured hexahedral mesh often requires manual 

intervention and splitting of the geometry. This splitting of the geometry is referred to as 

multi-block structured [109] decomposition and is required to make the geometry suitable 

for this type of meshing.  An example of this is presented in Figure 14, where the original 

geometry (Figure 14 (a)) must be decomposed into meshable blocks (Figure 14 (b)) to allow 

a fully structured hexahedral mesh to be generated.  

3.1.3 Equivalent orthotropic material 

The equivalent orthotropic material method, sometimes called the effective modulus [92] or 

smeared material method [72], is different to the other analysis methods shown here as it 

fundamentally changes the material properties applied to the analysis model. Instead of 

Figure 14 - (a) Original CAD geometry (b) Multi-block structured decomposition of geometry (c) 

Structured hexahedral mesh generated on geometry 
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analysing a lay-up, a single homogenised orthotropic material property is generated using 

the composite lay-up properties. This material property can then be applied to the analysis 

model in a similar fashion to an isotropic material, with the exception of requiring a local 

material orientation specified due to its orthotropy. Using this method allows engineers to 

take a more economical approach to composite laminate analysis by reducing the intricacies 

and complexities of a composite laminate to a single orthotropic material property. This 

single material property can then be applied to the geometry to build the FE analysis model.   

There are many processes for the formulation of an equivalent orthotropic material property. 

The simplest starts out similarly to that of CLT, with the calculation of a local stiffness matrix  ���	 for each ply orientation through inversion of the local compliance matrix �
�	 using, 
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this local stiffness matrix is then transformed using, 

��	 = ��	���	��	! �3	 

into the transformed local stiffness matrix [�] for that ply orientation, where � is the 

transformation matrix, 
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the components of the transformation matrix, NB/, are given from, 
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and are defined by the in-plane ply orientation �& and the out-of-plane ply orientation �+. 

These global stiffness matrices are then summed, weighted by the percentage of the 

through-thickness they compose. This is achieved using, 

��̅	 = 1� W �
/

�X& ��	 �6	 

where � is the thickness of the individual ply with stiffness matrix ��	 and � is the total 

thickness of the ply lay-up. This global stiffness matrix can then be inverted to give the global 

compliance matrix �
̅	 and from this the equivalent engineering constant values can be 

derived using, 

�
̅	 = ��̅	@& �7	 

��� = 1
&̅& �8	 

��� = 1
'̅' �9	 

H̅�� = − ��&
&̅' �10	 

H̅�� = ��' H̅&'��& �11	 

�̅�� = 1
]̅] �12	 

These engineering constants characterise an orthotropic material property that is orientated 

with a single local material axis where �& = �+ = 0 and is an approximate representation of 

the full ply lay-up. These values can then be applied to 3D geometry in place of the composite 

lay-up for analysis purposes. 

This method can significantly reduce the pre-processing and computational expense of 

performing composite laminate analysis. The use of a single orthotropic material property 
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means there are less constraints on the analysis model such as requiring a structured hex 

mesh, dimensional reduction or creation of zones for ply drops. The use of 3D elements also 

means that through-thickness stresses and strains can be calculated. Whilst this approach 

offers many advantages in its ease of use, it has been shown in the literature reviewed in 

section 2.4.1 that its accuracy in predicting stresses and torsionally induced deformation 

under a variety of loading conditions can vary by +/-50% due to the errors in the macroscopic 

structural behaviour [72]. This inconsistency in the accuracy of the analysis makes this 

method only suitable where individual ply stresses are not as important, e.g. early stage 

deformation or natural frequency analysis. 

3.1.4 Ply-by-ply method 

The last strategy considered here is the ply-by-ply method. This method involves splitting the 

component, either geometrically or through the applied structured mesh, into individual 

plies that characterise the composite laminate. Every ply can then be represented by at least 

one 3D hex element through the thickness. The use of a single, or multiple, elements per ply 

thickness gives a greater degree of accuracy when calculating the deformation through the 

thickness and as such gives an accurate representation of the out-of-plane stresses and 

strains that are present. This method can be further enhanced by cohesive properties or 

elements between the plies being modelled. These cohesive zones aim to capture the resin 

that bonds the lamina together, creating a more realistic analysis of how a composite 

performs. When cohesive elements are applied it is possible to directly model delamination 

behaviour or crack propagation within a composite laminate, something that would be 

impossible using the previous methods. 

This method can capture a wider range of physical responses due to there being less 

assumptions, such as HOSD theories or equivalent materials, incorporated into the method 

as there is in the previously discussed methods. Whilst this method often gives the most 

physically representative results, it comes with an increase in computational expense that 

makes it unfeasible for many applications outside of small local analysis or coupon testing. 

This increase in computational expense is due to each element having a minimum edge 

length of one ply thickness, often a small value in relation to a global part. To maintain mesh 

quality this means that the size of each element in the non-thickness direction must be 
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proportionally small as well, leading to a large number of 3D elements being required for 

even basic FE analysis (see section 3.3 for example). 

Each of the analysis methods presented in this section have their own set of advantages and 

disadvantages making them suitable for differing tasks. The zone-based and thick-shell 

methods are both suitable for analysis of relatively thin composite laminates and have been 

highly refined to extract the best results in these cases. However, when looking at thicker 

composite laminate components the options are more restrictive. Using the equivalent 

orthotropic material property offers low computational expense and the ability to create an 

analysis model when design data is limited. However, using this method does introduce a 

significant penalty on the accuracy of the results. Alternatively, the ply-by-ply method offers 

an improvement in the accuracy but comes with a greater computational expense and 

requirement of design data. The limitations of each method restrict the possibility of using 

accurate analysis data to inform early stage design decisions when the design data is limited, 

and the generation of a complete ply-by-ply method is not feasible.  

The novel analysis strategy presented in the remainder of this chapter aims to bridge the gap 

between the equivalent orthotropic material property and the ply-by-ply method. It will 

achieve this by offering an alternative method for the analysis of 3D composite analysis 

problems that will maintain an acceptable degree of accuracy with limited design data, and 

at a reduced computational expense. 

3.2 Internally smeared analysis method 

When analysing composite laminates, specifically those requiring 3D analysis, it is necessary 

to consider if any assumptions can be made about the analysis outputs in specified regions 

of the model. These considerations can be seen in the shell method where out-of-plane 

stresses can be assumed insignificant when the laminate is relatively thin or in the global-

local method (see section 2.4.2) that is commonly taken in the analysis of large composite 

components. The idealisation decisions based on these assumptions are often made at a 

component level in the context of the geometry as a whole. In this chapter it will be extended 

to the laminate scale of the analysis by considering assumptions that can be made about 

specific regions within the laminate. These regions can then be modelled with a 

computationally cheaper method without significantly impacting the overall accuracy of the 
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analysis outputs. To understand where these regions within the laminate are likely to be, the 

constituent equations of the CLT will be investigated. 

In CLT there are three separate constituents that are calculated and summed to form the 

global stiffness matrix, referred to as the ABD matrix, for the laminate. These constituents 

are the in-plane stiffness (Eq. [13]), out-of-plane coupling (Eq. [14]) and bending stiffness (Eq. 

[15]). Each of the constituents are a function of the distance from the mid-surface (��), shown 

in Figure 15, and the ply stiffness matrix (����9�. 

��� = W^�� − ��@&_^����_�
`

�@& �13	 

��� C G 12 W^��' G ��@&'_^����_�
`

�@& �14	 

��� C 13 W^��+ G ��@&+_^����_�
`

�@& �15	 

Figure 15 - Diagram showing what the zp value represents in a lay-up 



Page 47 of 235 

 

 

The in-plane stiffness is dependent only on the thickness of the ply, i.e. �� G ��@& is equal to 

the ply thickness, so under in-plane compressive or tensile loading the distance of individual 

lamina from the centre of the laminate (��) is insignificant. However, when considering the 

out-of-plane coupling and the bending stiffness the size of the �� value starts to play a 

significant role in the calculation of these responses. The significance of �� suggests that 

when analysing a component under torsional or bending loads, or with a non-symmetric lay-

up, the plies furthest from the mid-surface contribute more to the response of the laminate. 

Therefore, accurately accounting for the contribution of strength from these plies in an 

analysis is likely to be of greater importance than the plies closer to the mid-surface.  

This influence of �� can be seen again when the mid-surface strains (���, ���, ���� ) and 

curvatures (�� , �� , ���) are extrapolated to each ply. The formula shown in Eq. [16] shows 

that the local strains (�� , ��, ���) at each ply are a function of the mid-surface strains, 

curvatures and ��, with �� being the only ply dependant variable in the function. This formula 

highlights that plies on the outer surface of the laminate (where magnitude of �� is at its 

maximum) are likely to experience greater strain values. Therefore, the stresses on the outer 

region will be greater than those closer to the mid-surface under loading conditions causing 

significant mid-surface curvature, assuming that the same material has been used for each 

ply in the laminate, i.e. (����)� is constant for all plies. 

Q �������R C a ���������� b G �� a �������
b �16	

Building on this information it can be assumed that when analysing a composite laminate 

subjected to out-of-plane loading, it is the plies on and close to the outer surfaces that are 

likely to have a larger effect on the calculated stresses and strains than plies closer to the 

mid-surface. This assumption forms the foundation of the analysis method, referred to in this 

work as the internally smeared method, that will be explored in the proceeding sections. The 

internally smeared method will combine two modelling approaches, using the accurate ply-

by-ply analysis method on the outer surfaces and the computationally cheaper equivalent 

orthotropic material property method in the remaining internal region. The remainder of this 

chapter will test the validity of this analysis method and quantify how many plies on the outer 
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surface are required to accurately capture the laminate stresses under different loading 

conditions.  

3.2.1 Analytical testing of internally smeared method 

In this section, the internally smeared method will be tested using CLT. This testing will verify 

the assumptions from the previous section and establish guidelines for the number of plies 

that need to be modelled using the ply-by-ply method to yield a chosen degree of accuracy 

in predicting stress. Each test will be repeated for a positive unit load in each of the loading 

conditions (c� , c�, c��, (�, (�, (��), shown in Figure 16, that are possible using CLT. The 

result will then be collated and presented to establish general guidelines for utilising this 

method.  

 

3.2.1.1 CLT test method for a single lay-up 

This section details the process for testing all states of the internally smeared method for a 

single lay-up. The test began by calculating the ABD matrix for the full lay-up, referred to 

henceforth as fully modelled lay-up, using the material properties in Table 1, and applying 

the selected unit load using CLT. The in-plane stresses, denoted as %&, %' and %&', were then 

recovered for each of the plies in the laminate. The maximum and minimum stress for each 

in-plane stress is recorded and used as a representative baseline to which the internally 

smeared method can be compared.  

Figure 16 - (a) In-plane tensile/compressive and shear forces, and (b) bending and  torsional moments 

that can be applied in CLT 
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Table 1 - Material properties of T700/M21[67] 

Elastic properties 

Young’s modulus 
E1 = 130 GPa 

E2 = E3 = 7.7 GPa 

Shear modulus 
G12 = G13 = 4.8 GPa 

G23 = 3.8 GPa 

Poisson’s ratio 
ν12 = ν13 = 0.3 

ν23 = 0.35 

Following the fully modelled lay-up test, all plies in the lay-up were homogenised using Eq. 

[6] to generate a global stiffness matrix. Engineering constants were then derived from this 

homogenised global stiffness matrix using Eq. [8-12]. These engineering constants are a 

single set of orthotropic material properties that are representative of the complete laminate 

and oriented in the 0-degrees direction, in CLT this is in the x-direction. To test the 

homogenised material, referred to henceforth as fully smeared material, using CLT, the 

laminate was rebuilt using only 0-degree plies with the fully smeared material properties. 

Rebuilding the laminate in this way enabled the fully smeared material properties to be used 

to build an ABD matrix which was then subjected to the same load as the fully modelled lay-

up. Similarly to the fully modelled lay-up, the in-plane stresses were then recovered and the 

maximum and minimums recorded. These maximum and minimum values from the fully 

smeared lay-up were then compared against the fully modelled lay-up to give a percentage 

difference in the predicted stresses, i.e. the accuracy of the fully smeared material method.  
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To test the accuracy in predicting stress for the internally smeared method, plies were 

incrementally introduced to the lay-up (Figure 17 (a)) starting from the outer surface and 

working inwards, with the remaining region homogenised into a smeared material property 

(Figure 17 (b)). This internally smeared lay-up was then used to generate an ABD matrix and 

the same process as before was repeated to calculate the percentage difference of in-plane 

stresses. Incrementally increasing the number of plies modelled and recording the 

percentage difference in stresses each time allowed a comparison between the number of 

plies modelled in full and the accuracy in stress prediction that was attained for that state of 

the internally smeared method. 

3.2.1.2 Lay-up dataset generation and testing method 

The method detailed in section 3.2.1.1 was used to test individual lay-ups, but the aim of this 

work is to establish general guidelines for the internally smeared method that could be 

Figure 17 – (a) Progression of ply lay-ups from fully smeared (left) to full lay-up (right) (b) 

Methodology for generating internally smeared lay-up for testing 
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reasonably applied to any lay-up. Using the CLT test method on several lay-ups showed that 

there was variability in the number of plies modelled in full that was required to achieve a 

specified degree of accuracy for each lay-up. For example, analysing 10 different 100 ply lay-

ups with 10 plies modelled in full under a unit Mx load gives a range in accuracy of 0.19-

59.67% for the predicted maximum f1. This variability in the results is caused by differences 

in the structural response of the lay-up and needs to be accounted for if generalised 

guidelines are to be established. A dataset of 1000 sample lay-ups was therefore tested. 

Testing a large dataset of lay-ups allowed for trends in the data to be interrogated and used 

to inform these general guidelines. The testing was also repeated for a variety of laminate 

thicknesses to establish the link between the total number of plies in the laminate and the 

number of plies that need to be fully modelled.  

The dataset of lay-ups was randomly generated using a Python script, with each lay-up 

abiding by the following specified constraints and common aerospace composite design 

guidelines [110]: 

1. Each lay-up consisted of N plies with possible orientations of 0°, 45°, -45° or 90°, 

where N is the number of plies in the laminate and is a variable dependant on the 

thickness of the laminate being tested. 

2. The ply lay-ups must be symmetric about the mid-surface. 

3. They must be balanced, i.e. have the same quantity of +θ and – θ (θ ≠ 0° and θ ≠ 

90°). 

4. The difference in orientation between two adjacent plies must not exceed 450. 

5. Plies of each orientation must constitute a minimum of 10% thickness to the overall 

laminate. 

The dataset generation script also included a control variable, referred to in this work as cefghiif/gf, that set an upper limit on how regularly each ply orientation must occur in the 

lay-up. Controlling how regularly plies occurred had two main effects that make the lay-ups 

more realistic of what would be seen in an industrial context. First, the variable controls the 

maximum allowable number of plies from the outer surface of the laminate within which the 
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first occurrence of at least one ply in each orientation must occur in the lay-up, referred to 

as cj�ikl mgghiif/gf in this work. It is worth noting that the cefghiif/gf control does not 

enforce a fixed value for cj�ikl mgghiif/gf, rather it sets a limit on the maximum allowable 

number of plies within which cj�ikl  mgghiif/gf must occur. In this testing the lay-ups are 

symmetric about the mid-plane with plies introduced on the top and bottom layer for each 

state of the internally smeared method, therefore at cj�ikl mgghiif/gf there will be 

`nopqr sttuppvwtv
'  modelled plies on the top and bottom surface. The second effect was ensuring 

a distribution of each ply orientation throughout the lay-up, something that would not have 

been guaranteed if the lay-ups were completely randomly generated. For the initial testing 

in section 3.2.2 an cefghif/gf C 8 was used for the generation of each dataset of lay-ups. An 

example of one of the generated 50 ply laminates is shown in Figure 18. 

The testing process for each dataset is presented in Figure 19. It begins by extracting a lay-

up from the dataset and testing it using the CLT test method described in section 3.2.1.1. This 

method produces a percentage difference in the stress between the fully modelled lay-up 

and each state of the internally smeared lay-up for the in-plane stresses. This process is then 

repeated for each lay-up in the database of lay-ups. The outputs are stored in a database 

Figure 18 - Colour coded symmetric laminate showing cj�ikl mgghif/gf  and cefghiif/gf  
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where they can be processed to extract the 95th percentile value of the percentage difference 

in stress prediction for each state of the internally smeared method.  

The 95th percentile is preferred over the mean or median as it represents a result that is closer 

to the worst-case scenario lay-up. Therefore, any guidelines formed from this output could 

reasonably be generalised for any possible lay-up that is generated following the same design 

rules.    

3.2.1.3 Bootstrap analysis of dataset results 

To verify that the results from the sample dataset can be interpolated to the total population, 

the standard deviation, referred to as the standard error (SE) when in reference to a statistic 

derived from a sample, for the 95th percentile of the sample must be calculated and used to 

establish a confidence interval (CI). In this work the SE for the 95th percentile was calculated 

using the Bootstrap method [111]. The Bootstrap method provides a feasible method for 

calculating the SE of the 95th percentile by removing the need to run multiple sample 

datasets. Instead, the method works by resampling with replacement, i.e. the same value can 

be resampled multiple times from the original sample, from the existing database of 

percentage differences to generate a new sample, referred to as a bootstrap replicate. The 

95th percentile can then be calculated for this replicate sample. By repeating this process of 

resampling and calculating the 95th percentile, a new dataset of 95th percentiles can be 

generated.  

Figure 19 - Testing workflow for a dataset of lay-ups 
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In this work, 1000 Bootstrap replicates were generated for each state of the internally 

smeared method, and the 95th percentile extracted from each replicate. The SE was then 

calculated from the replicate 95th percentile values for each state of the internally smeared 

method and used to establish CIs. An example of the outputs from the bootstrap method 

applied to the sample dataset are shown graphically in Figure 20 is presented in Figure 21. 

Figure 20 shows the cumulative distribution of the initial sample dataset for the example test 

condition. The sample dataset is the resulting percentage difference in maximum f1 under a 

unit Mx load applied to a 100-ply laminate with 50 plies modelled in full. For this example, 

the 95th percentile of the dataset was calculated to be 2.82%, i.e. the predicted stress for 95% 

of the lay-ups tested was less than or equal to 2.82% of the fully modelled stress. The 

bootstrap method was then applied to this dataset to generate 1000 replicates, from which 

1000 95th percentile values were extracted.  

These 95th percentile values are shown in Figure 21 and are normally distributed. The normal 

distribution of the 95th percentiles enables the use of the empirical rule [112] to establish the 

CIs. The empirical rule allows CIs to be calculated by multiplying the SE and a z-value that 

corresponds to a selected range for the CI, resulting in a +/- error that bounds the CI region. 

These z-values and their corresponding CIs are commonly provided as tables comparing the 

two variables [112]. For this work a z-value = 1.96 will be used as it provides a 95% CI when 

applied to normally distributed data. In this example the mean of the bootstrap data is 2.82% 

and the SE is 0.1%. Therefore, by using the z-value of 1.96 it can be stated that the 95th 

percentile value is 2.82% +/- 0.196% with a 95% CI. This means that if another random 

dataset of 1000 lay-ups were generated using the same rules and tested under the same 

Figure 20 - Graph showing the cumulative distribution of percentage difference in stress for a 

specified stress and loading condition (100 plies) 
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conditions, there is a 95% probability that the 95th percentile of that dataset is in the range 

2.82% +/- 0.196%.  

Therefore, the use of the bootstrap method quantifies the expected error when 

extrapolating the generated guidelines to any possible lay-up that follows the common 

aerospace design rules.  

3.2.2 Establishing the relationship between the number of plies modelled in full and 

accuracy 

The previous section introduced the testing process for sample datasets that was used in this 

work to establish the effectiveness and guidelines for the internally smeared method. In this 

section, the dataset testing process was applied to laminates with various number of plies in 

their lay-ups (10, 12, 14, 16, 18, 20, 50, 76, 100, 126, 150, 200, 300, 400 and 500) and for all 

six loading conditions. The thickness of a single ply was kept constant at 0.1mm, meaning 

that increasing the number of plies in the lay-up increased the thickness of the laminate being 

tested. The outputs from these tests were processed to create graphs comparing the number 

of plies modelled in full against the 95th percentile value of percentage difference in stress 

for each laminate thickness. An example graph from this testing is shown in Figure 22 for the 

percentage difference in maximum f1 stress under Mx loading, with Figure 23 showing the 

same data for only the 0 – 50 plies. This combination of stress and loading will be used for 

the remainder of this chapter as it most clearly demonstrates the improvement in accuracy 

that can be achieved by using the internally smeared method. Whilst this combination of 

Figure 21 - Graph showing the Normal distribution of the 95th percentile values from application of 

the Bootstrap method 
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stress and loading best demonstrates this improvement, the majority of the other 

combinations, available in Appendix A, can be seen to follow the same or similar trends. 

There are a few exceptions to these trends, however they are anomalous results based on 

how the difference in predicted stress values are calculated. For example, the compressive 

stress (minimum %') under a tensile load (c�) is approximately zero causing the numerical 

noise in the calculation to result in a large percentage difference in stress prediction. 

Figure 22 shows that the percentage difference in stress prediction decreases rapidly, i.e. 

accuracy increases, as plies begin to be fully modelled on the outer regions of the laminate 

across all of the test cases. It can also be seen that the gains in accuracy begin to diminish 

beyond approximately 16 plies being modelled in full, marked with a dashed line on Figure 

22. These diminishing gains exist for all laminate thicknesses, showing that the thickness of 

the laminate, i.e. the number of plies in the laminate, has minimal impact on the number of 

plies that needs to be modelled in full to achieve accurate results.  
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A closer look at the first 50 plies (Figure 23), highlights the range in which the increase in 

accuracy is most prominent. This range is significant as it includes the 2cefghiif/gf value 

(cefghiif/gf C 8) that was selected for the generation of these datasets, meaning at least 

one of each ply orientation, i.e. cj�ikl mgghiif/gf, will have occurred by this point. The  cj�ikl mgghiif/gf being in this range suggests that accurately calculating the stresses is 

strongly dependant on which ply orientations have been modelled on the outer regions 

rather than the total number.  

Further investigation of the data confirms the importance of capturing the critical orientation 

of ply. For example, in the dataset of lay-ups with 100 plies under these conditions (maximum f1 under unit Mx load) the greatest increase in accuracy is seen after the introduction of the 

first 0-degree ply from the outer surface for every lay-up. This further investigation 

demonstrates that capturing the correct orientation of ply needed to carry the 

highest/lowest stress in the outer region in the modelled plies is the most important factor 

in determining how many plies to model in full. In this work the use of the cefghiif/gf 

variable gave a degree of control over when this ply will occur and thus the testing was 
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performed again using a range of cefghiif/gf values to investigate the impact. The results of 

these tests are presented in the following section. 

3.2.3 Establishing impact NRecurrence has on the number of plies to model in full 

The testing in the previous section indicated that the most important factor in selecting how 

many plies to model is ensuring that the maximal load bearing ply is captured within that 

number of plies. Predicting which ply orientation will be the load bearing ply is sometimes 

possible in simple loading cases, e.g. in simple bending it will be a ply in the direction of 

loading near the outer surface, but in more complex load cases it may not be possible a priori. 

Instead of relying on a prediction of which ply orientation needs to be modelled in the outer 

region, a conservative approach was taken here and cefghiif/gf was investigated instead. cefghiif/gf acts as an upper bound on cj�ikl mgghiif/gf, and thus ensures that every ply 

must have occurred by cefghiif/gf thereby ensuring the critical ply orientation is also 

modelled. By varying the cefghiif/gf variable and generating new test datasets, the impact 

this variable has on the total number of plies to be modelled in full can be established. 

This investigation will use a similar methodology as the previous tests, calculating the 

percentage difference in stress using CLT for a dataset of lay-ups. However, instead of 

calculating the total number of plies modelled in full to achieve a specified accuracy, the 

difference between the cj�ikl mgghiif/gf  and the total number of plies modelled, referred to 

as ∆c, was calculated. This difference in the number of plies modelled in full was defined 

based on the specified accuracy, e.g. ∆c|}% ��$$fif/gf �/ klifkk (Figure 24). Similarly to 

cj�ikl mgghif/gf, the ∆c plies are split evenly between the top and bottom of the laminate 

due to the symmetry of the lay-up.  Establishing these ∆c values for a variety of 

accuracies, cefghiif/gf values and laminate thicknesses, enabled the generation of guideline 

tables that an analyst could use to select the appropriate number of plies to model for their 

own analysis needs. 
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The first test to calculate ΔN was performed using the same dataset as before, where N���������� C 8. For each lay-up in the dataset the percentage difference in accuracy against 

the fully modelled lay-up was checked for the internally smeared lay-up at the point of  N����� ���������� for the maximum and minimum in-plane stresses. The number of plies was 

then incrementally increased in the same way as before until the percentage difference in 

accuracy was less than or equal to the specified accuracy threshold. This increase in the 

number of plies, i.e. ∆N|�% ���������� �� ������, was stored and the process repeated for the 

next lay-up in the dataset. This dataset of ∆N|�% ���������� �� ������ values was then processed 

to give the 95th percentile and standard error. The results from this test are presented in 

Table 2 for a ∆N|&�% ���������� �� ������ and Table 3 for ∆c|}% ��$$fif/gf �/ klifkk under a unit 

(� load. A z-value of 1.96 has been used to calculate the +/- error, shown in brackets, for a 

95% confidence interval. It is of note that laminates with less than 50 plies are not considered 

here as the cj�ikl mgghiif/gf  is close to the total number of plies, meaning it is almost fully 

modelled at that point. This does not mean that the internally smeared method cannot be 

used with a laminate that has less than 50 plies (see Figure 23 for examples) but rather they 

are not suitable for testing in this manner.  

Figure 24 - Diagram showing the cj�ikl mgghiif/gf  and ∆c|}% ��$$fif/gf �/ klifkk  

values in colour for a lay-up 
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Table 2 - ∆c|&�% ��$$fif/gf �/ klifkk values for varying laminate thicknesses with  cefghiif/gf C 8 

under Mx loading 

No. of plies 

in laminate 

ΔN≤10% difference in stress (Error for 95% Confidence interval) 

Max f1 Min f1 Max f2 Min f2 Max f12 Min f12 

50 2 (0.4) 2 (0.5) 4 (1.9) 4 (2) 2 (0) 2 (0) 

76 2 (0) 2 (0) 2 (0.2) 2 (0.3) 2 (1.7) 2 (1.8) 

100 2 (0.8) 2 (0.9) 2 (0.1) 2 (0) 0 (0) 0 (0.2) 

126 0 (0) 0 (0) 0 (0.3) 0 (0.2) 0 (0) 0 (0) 

150 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

176 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

200 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

300 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

400 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

500 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

Table 3 - ∆c|}% ��$$fif/gf �/ klifkk values for varying laminate thicknesses with cefghiif/gf C 8 under 

Mx loading 

No. of plies 

in laminate 

ΔN≤5% difference in stress (Error for 95% confidence interval) 

Max f1 Min f1 Max f2 Min f2 Max f12 Min f12 

50 6 (0.4) 6 (0.5) 6 (1.8) 6 (1.8) 6 (0) 6 (0) 

76 6 (1.8) 6 (1.8) 8 (1.3) 8 (1.1) 6 (1.5) 6 (1.5) 

100 8 (1.9) 8 (1.8) 10 (1.9) 10 (2.1) 8 (1.5) 8 (1.6) 

126 8 (1.9) 8 (2) 10 (1.6) 10 (1.7) 8 (1.4) 8 (1.4) 

150 10 (1.6) 10 (1.7) 10 (2.1) 10 (2) 8 (2.3) 8 (2.3) 

176 8 (1.8) 8 (1.8) 8 (2.2) 8 (2.1) 6 (2) 6 (2.1) 

200 8 (2.7) 8 (2.7) 10 (3.1) 10 (3.4) 6 (1.6) 6 (1.5) 

300 6 (2.6) 6 (2.6) 6 (3.1) 6 (3) 4 (1.3) 4 (1.2) 

400 2 (2.1) 2 (2.1) 4 (1.9) 4 (1.7) 2 (1.3) 2 (1.4) 

500 0 (1) 0 (1) 0.1 (2) 0.1 (2) 0 (0) 0 (0) 

 

The data in Table 2 shows a low range for the ΔN values of 0-4 plies. As the ΔN values are 

calculated from N����� ���������� onwards, the presence of low ΔN values indicates that when 

the number of plies modelled in full is approximately equal to N����� ����������, the difference 

in stress is 10% or less. This result aligns with what can be seen in Figure 23, where the 

percentage difference drops from 45-65% to 5-15% at approximately the point of 

N����� ���������� for laminates with more than 50 plies. Table 3 shows that further decreasing 
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the percentage difference in stress requires the introduction of more plies modelled in full. 

This increases in the number of plies modelled in full reflects the diminishing gains seen in 

Figure 23 beyond the initial drop in percentage difference seen at cj�ikl mgghiif/gf. The 

highest ∆c|}% ��$$fif/gf �/ klifkk in this case is 10 for a 200-ply lay-up. This value can be used 

to calculate an estimate of the number of plies requiring modelled using: 

(N� cj�ikl mgghiif/gf C 2cefghiif/gf = 16 

�TN4 5����� T% �4U�? T �T2�4 C  (N� cj�ikl mgghiif/gf +  ∆c|}% ��$$fif/gf �/ klifkk   
�TN4 5����� T% �4U�? T �T2�4 C  26 

The CI error has not been factored into the calculation of the total number of plies in this 

work as what it represents is the 95th percentile of an outlier dataset and is thus likely to be 

overly-conservative. Instead, these CI values give a general indication of how applicable the 

results generated from this sample are to any possible lay-up generated following the 

guidelines in section 3.2.1. 

In the initial tests, the cefghiif/gf control variable was held constant at 8 and the impact of 

the total number of plies in the lay-up was investigated. In the following test, the total 

number of plies in the lay-up was held constant and the cefghiif/gf was varied to determine 

the impact this had on the number of plies needing to be modelled in full. The laminate was 

constant at 150 plies and new datasets of lay-ups were generated following the same rules 

set out earlier in this section. Each new dataset had a different  cefghiif/gf value ranging 

from 6-16. The same test was repeated, calculating the 95th percentile of the ∆c|&�% ��$$fif/gf �/ klifkk and ∆c|}% ��$$fif/gf �/ klifkk for each new dataset, with the 

results given in Table 4 and Table 5 respectively. 
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Table 4 -∆c|&�% ��$$fif/gf �/ klifkk  values for varying cefghiif/gf  with fixed laminate of 150 plies 

under Mx loading 

cefghiif/gf 
ΔN≤10% difference in stress (Error for 95% confidence interval) 

Max f1 Min f1 Max f2 Min f2 Max f12 Min f12 

6 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

7 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

8 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 0 (0) 

9 0 (0.4) 0 (0.4) 0 (1) 0 (1) 0 (0) 0 (0) 

10 2 (0.5) 2 (0.6) 2 (1) 2 (1) 0 (0.3) 0 (0.3) 

11 2 (0.6) 2 (0.6) 2 (0.9) 2 (0.9) 0 (0.4) 0 (0.5) 

12 4 (0.7) 4 (0.8) 6 (0.8) 6 (0.8) 0 (0.9) 0 (0.9) 

13 6 (0.9) 6 (0.9) 6 (1) 6 (1) 2 (0.3) 2 (0.3) 

14 6 (1) 6 (1.1) 8 (0.6) 8 (0.6) 2 (0.7) 2 (0.7) 

15 10 (1) 10 (1) 10 (1.1) 10 (1.1) 6 (1) 6 (1) 

16 8 (0.8) 8 (0.8) 10 (1.2) 10 (1.2) 4 (1.1) 4 (1.1) 

Table 5 - ∆c|}% ��$$fif/gf �/ klifkk values for varying cefghiif/gf  with fixed laminate of 150 plies 

under Mx loading 

cefghiif/gf 
ΔN≤5% difference in stress (Error for 95% confidence interval) 

Max f1 Min f1 Max f2 Min f2 Max f12 Min f12 

6 4 (1.9) 4 (1.9) 6 (1.2) 6 (1.2) 4 (0.6) 4 (0.7) 

7 8 (2) 8 (2) 8 (1.6) 8 (1.7) 6 (1.9) 6 (1.8) 

8 10 (1.6) 10 (1.7) 10 (2.1) 10 (2) 8 (2.3) 8 (2.3) 

9 12 (2) 12 (2.1) 14 (2.6) 14 (2.6) 10 (2.1) 10 (2.1) 

10 18 (2) 18 (2.1) 20 (3) 20 (3) 14 (2.6) 14 (2.8) 

11 16 (2.6) 16 (2.8) 20 (2.2) 20 (2.2) 12 (2.5) 12 (2.6) 

12 22 (3.1) 22 (3) 24 (3.1) 24 (3.2) 18 (3.9) 18 (3.9) 

13 24 (3) 24 (3) 26 (3) 26 (3) 20 (4) 20 (3.9) 

14 26 (3) 26 (3) 30 (2.8) 30 (2.8) 20 (3.5) 20 (3.5) 

15 30 (3.2) 30 (3.3) 34 (4) 34 (3.9) 24 (2.5) 24 (2.6) 

16 30 (3.2) 30 (3.2) 32 (3.4) 32 (3.3) 24 (3.2) 24 (2.9) 

The results for ∆c|&�% ��$$fif/gf �/ klifkk in Table 4 show a steady increase in the ΔN value 

as the cefghiif/gf value increases, peaking at 10 plies when the cefghiif/gf value is equal 

to 15. The results in Table 5 for ∆c|}% ��$$fif/gf �/ klifkk show the same steady increase in 

the ΔN value, but peak at a much higher 34 plies at an cefghiif/gf C 15. At this maximal 

case, a conservative estimate of the number of plies needing modelled to achieve an accuracy 
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≤5% is 64. This number of plies modelled is more than double that which was seen in the 

previous test when the  cefghiif/gf value was 8. This increased number of plies modelled in 

full caused by the higher cefghiif/gf value shows that it has a greater impact than the total 

number of plies in the laminate. Therefore, when selecting the number of plies that need to 

be modelled in full to achieve a desired accuracy in the analysis, the cefghiif/gf of the lay-

up is a critical consideration.  

3.2.4 Generation of guideline tables dependant on NRecurrence and laminate thickness 

The previous section showed the impact the cefghiif/gf and laminate thickness have when 

selecting the number of plies to model in full for the internally smeared method. In this 

section the increasing cefghiif/gf test has been repeated for all the laminate thicknesses to 

generate comprehensive guideline tables. These guideline tables compare the laminate 

dependant contributing factors in deciding how many plies to model in full. By combining 

these variables in a guideline table, it allows an analyst to determine the number of plies they 

would need to model based on the total number of plies in the laminate and the cefgghiif/gf 

value from their own lay-up. An example guideline table is shown in Table 6, showing the 

total number of plies (2cefghiif/gf +  ∆c|/% ��$$fif/gf �/ klifkk) required to attain an 

accuracy within 5% of the fully modelled lay-up for the max f1 stress under Mx loading.  

Using the information in Table 6 the analyst would be able to make an informed decision on 

how many plies to use when implementing the internally smeared method. For example, if a 

200-ply lay-up was being used and the cefghiif/gf value was equal to 9, the analyst would 

need to model 32 plies, i.e. 16 top and bottom, to achieve an accuracy within 5% of the fully 

modelled lay-up. This value is highly probable to be conservative due to the decision to 

investigate the 95th percentile during testing and calculating the ΔN value from the lay-ups cj�ikl mgghiif/gf value which can be less than 2cefghiif/gf. Whilst it may be possible to 

further reduce the number of plies modelled by repeating the tests with a specific lay-up, 

these general guideline tables provide the baseline information for tailoring the internally 

smeared method to the laminate being analysed.  
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Table 6 - Guideline table showing the total number of plies to be modelled (error at a 95% confidence 

interval) to achieve ≤5% difference of predicted max f1 under a unit Mx load for a range of cefghiif/gf  

and laminate thicknesses 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
18 

(0.5) 

20 

(0.8) 

22 

(0.4) 

26 

(1.5) 

28 

(0.1) 

32 

(0.8) 

34 

(0.9) 

36 

(0.9) 

40 

(1.6) 

42 

(0.9) 

44 

(1.9) 

76 
18 

(0.4) 

22 

(1.9) 

22 

(1.8) 

28 

(1.9) 

30 

(1.4) 

34 

(1.6) 

38 

(1.9) 

40 

(2) 

44 

(1.9) 

46 

(2.1) 

50 

(2.2) 

100 
18 

(1.1) 

20 

(0.7) 

24 

(1.9) 

28 

(1.2) 

32 

(1.3) 

36 

(0.9) 

40 

(2) 

44 

(2.3) 

46 

(1.8) 

50 

(1.6) 

52 

(2.4) 

126 
18 

(1.7) 

20 

(2) 

24 

(1.9) 

30 

(2.3) 

34 

(2.1) 

42 

(2.2) 

44 

(3.1) 

48 

(2.8) 

50 

(2.9) 

56 

(3.1) 

58 

(2.8) 

150 
16 

(1.9) 

22 

(2) 

26 

(1.6) 

30 

(2) 

38 

(2) 

38 

(2.6) 

46 

(3.1) 

50 

(3) 

54 

(3) 

60 

(3.2) 

62 

(3.2) 

176 
16 

(2) 

20 

(1.8) 

24 

(1.8) 

30 

(2.8) 

36 

(3.5) 

40 

(6) 

50 

(3.2) 

50 

(2.6) 

56 

(2.9) 

58 

(3.9) 

66 

(3.6) 

200 
16 

(1.1) 

20 

(2) 

24 

(2.7) 

32 

(2.5) 

40 

(4) 

44 

(3.5) 

48 

(3.4) 

54 

(4.6) 

58 

(3.2) 

64 

(3.9) 

68 

(3) 

300 
14 

(1.9) 

18 

(1.4) 

22 

(2.6) 

28 

(3.7) 

38 

(6.6) 

42 

(5.1) 

52 

(6.8) 

58 

(5.8) 

64 

(4.7) 

72 

(6.4) 

74 

(4.6) 

400 
12 

(0) 

14 

(1.9) 

18 

(2.1) 

24 

(3.6) 

30 

(3.6) 

40 

(5.9) 

50 

(6.4) 

62 

(8.1) 

64 

(5.8) 

70 

(7.5) 

80 

(6.3) 

500 
12 

(0) 

14 

(0.5) 

16 

(1) 

22 

(1.9) 

28 

(3.8) 

36 

(5.4) 

48 

(7.6) 

60 

(9) 
58 

(10.6) 

70 

(8.3) 

88 

(8.2) 

Table 6 has been generated for the maximum f1 stress under Mx loading, however if a table 

were produced for each in-plane stress it would result in 6 guideline tables per loading 

condition. Having a table for each in-plane stress could be useful if the analyst knew which 

stress value was likely to be critical, however it is not always possible to have this knowledge 

a priori.  To account for this, the tables for each stress case, i.e. Nx, Ny, Nxy, etc., have been 

superimposed, selecting the maximum ΔN value for each combination of laminate thickness 

and cefghiif/gf. Combining the ΔN values in this way further reduces the input variables 

required by the analyst in making an informed decision regarding the number of plies to 

model in full. An example of this is shown in Table 7, again for an accuracy within 5% of the 

fully modelled lay-up under Mx loading. It is worth noting that the data in Table 7 is very 

similar to the data in Table 6 due to the maximum f1 stress being the dominant stress in Mx 
loading and thus is a significant factor in the calculation of the number of plies to be modelled 

in full.  
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Table 7 - Guideline table showing the total number of plies to be modelled (error at a 95% confidence 

interval) to achieve ≤5% difference of predicted stress under a unit Mx load for a range of cefghiif/gf  

and laminate thickness 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
18 

(0.5) 

20 

(0.8) 

22 

(0.4) 

26 

(1.5) 

28 

(0.1) 

32 

(0.8) 

34 

(0.9) 

36 

(0.9) 

40 

(1.6) 

42 

(0.9) 

44 

(1.9) 

76 
18 

(0.4) 

22 

(1.9) 

24 

(1.3) 

28 

(1.9) 

32 

(2) 

36 

(1.9) 

38 

(1.9) 

42 

(1.8) 

46 

(1.7) 

48 

(2) 

50 

(2.2) 

100 
18 

(1.1) 

20 

(0.7) 

26 

(1.9) 

30 

(2.6) 

32 

(1.3) 

38 

(2.6) 

42 

(2) 

46 

(2.8) 

46 

(2.6) 

52 

(1.8) 

54 

(2.5) 

126 
18 

(2) 

22 

(1.9) 

26 

(1.6) 

32 

(2.7) 

34 

(2.5) 

42 

(2.2) 

46 

(2.6) 

50 

(2.5) 

54 

(3.1) 

56 

(3.1) 

60 

(2.6) 

150 
18 

(1.2) 

22 

(2) 

26 

(1.6) 

32 

(2.6) 

40 

(3) 

42 

(2.2) 

48 

(3.2) 

52 

(3) 

58 

(2.8) 

64 

(4) 

64 

(3.4) 

176 
18 

(2.5) 

20 

(1.8) 

24 

(1.8) 

32 

(1.9) 

38 

(3) 

46 

(6.3) 

52 

(3.2) 

54 

(2.9) 

58 

(3.2) 

62 

(4.4) 

68 

(3.5) 

200 
18 

(2.2) 

20 

(2) 

26 

(3.1) 

34 

(3.7) 

42 

(4.2) 

46 

(4.9) 

50 

(3.6) 

56 

(4.4) 

62 

(3.3) 

66 

(3.5) 

70 

(4) 

300 
16 

(0.4) 

18 

(1.4) 

22 

(3.1) 

32 

(3.9) 

42 

(4.9) 

46 

(6.7) 

56 

(5.1) 

64 

(6.4) 

70 

(6.3) 

78 

(5.3) 

80 

(5.5) 

400 
14 

(1.9) 

16 

(1.7) 

20 

(1.9) 

30 

(4.5) 

34 

(4.1) 

44 

(4.3) 

54 

(6.5) 

68 

(8.6) 

70 

(8.2) 

76 

(4.4) 

86 

(6.2) 

500 
12 

(0) 

14 

(0.5) 

16 

(2) 

24 

(2.6) 

30 

(3.8) 

40 

(5) 
60 

(10.2) 
68 

(11.7) 

68 

(7.3) 

80 

(6.4) 

92 

(7.5) 

The guideline table in Table 7 provides all the information required to implement the 

internally smeared method for a composite laminate subjected to pure bending load. 

However, in realistic components it is likely that the component will be subject to more 

complex load cases, i.e. a combination of loads rather than a single load. To test how the 

information from the guideline tables is used in more complex load cases, the ΔN testing was 

repeated using an input load of Nx = 1000 and Mx = 1. The Nx value was scaled by 1000 based 

on the predicted stress values from the unit load cases. These stresses showed that a unit Nx 

load would results in stresses 1200 times less than a unit Mx load for a 50-ply lay-up, through 

to 100 times less for a 500-ply lay-up. Scaling the Nx load by 1000 means the predicted 

stresses should be dominated by the Mx load for 50 plies and by the Nx load for 500 plies. 

This particular load combination was selected as bending and tensile loads are two common 

conditions for composite components, e.g. an airplane wing, to be under in real world 
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applications. The results from this test for the 50-ply laminate and the 500-ply laminate are 

presented in Table 8 and Table 9 respectively. 

Table 8 - Comparison of the total number of plies to be modelled (error at a 95% confidence interval) 

to achieve ≤5% difference in stress under three load cases for a 50-ply laminate at various cefghiif/gf  values 

Loading 

Condition 

����������� 

12 14 16 18 20 22 24 26 28 30 32 

Nx = 1 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

22 

(1.4) 

26 

(2) 

30 

(1.6) 

36 

(3.3) 

38 

(2.8) 

40 

(3.7) 

44 

(2.8) 

Mx = 1 
18 

(0.5) 

20 

(0.8) 

22 

(0.4) 

26 

(1.5) 

28 

(0.1) 

32 

(0.8) 

34 

(0.9) 

36 

(0.9) 

40 

(1.6) 

42 

(0.9) 

44 

(1.9) 

Nx = 1000, 

Mx = 1 

16 

(1.8) 

16 

(1.9) 

20 

(0.8) 

22 

(0.8) 

26 

(1.9) 

28 

(0.5) 

32 

(2) 

34 

(2) 

36 

(1.2) 

40 

(1.8) 

42 

(1.5) 

Table 9 - Comparison of the total number of plies to be modelled (error at a 95% confidence interval) 

to achieve ≤5% difference in stress under three load cases for a 500-ply laminate at various cefghiif/gf  values 

Loading 

Condition 

����������� 

12 14 16 18 20 22 24 26 28 30 32 

Nx = 1 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

Mx = 1 
12 

(0) 

14 

(0.5) 

16 

(2) 

24 

(2.6) 

30 

(3.8) 

40 

(5) 
60 

(10.2) 
68 

(11.7) 

68 

(7.3) 

80 

(6.4) 

92 

(7.5) 

Nx = 1000, 

Mx = 1 

12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

The results from Table 8 show that the number of plies modelled in full required for the 50-

ply laminate is closer to the values predicted under pure bending load than those predicted 

under pure tensile loading. This is due to the maximum stress for a unit Mx load being 1200 

times larger than the maximum stress for a unit Nx load, and the Nx load has only been scaled 

by 1000 meaning the Mx load will still be the dominant load. The results in Table 9 show that 

for a 500 ply laminate the number of plies modelled in full for the combined loading case are 

identical to the pure tensile load. Similarly to the 50-ply laminate, this is due to the maximum 

stress for a unit Mx load being only 100 times larger than the stress under a unit Nx load, so 

by scaling the Nx load by 1000 it becomes the dominant load for predicting maximum stress. 

This result aligns with the original assumption that the bending load would be dominant in 

the 50-ply laminate and that the scaled tensile load would be dominant in the 500-ply 
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laminate. This comparison shows that under a complex loading case, the dominant load can 

be used in deciding which table to reference for the selection of how many plies to model. If 

the dominant load is not known to the analyst, the number of plies to be modelled in full can 

be selected as the maximum value from the selected load case guideline tables. Combining 

the tables in this way is possible as the number of plies for the combined load case is less 

than or equal to the maximum value of the individual load cases. This result was confirmed 

through testing of several other combined loading cases, with similar results to those seen in 

Table 8 and Table 9. 

This section has established general guidelines through the generation of tables that can be 

used when implementing the internally smeared method for the analysis of composite 

laminates. In this section the table for Mx loading is presented as it best showcases how 

effectively this method can perform, however guideline tables have been generated for all 

load cases and are available in Appendix B. These guideline tables have been formulated 

based on the total thickness of the laminate, cefghiif/gf and loading conditions, information 

that is usually available to the analyst a priori. The use of datasets of laminates ensures that 

the guideline tables are independent of specific lay-up behaviour and that the selection of 

the number of plies to be modelled in full is a conservative estimate based on empirical data. 

The following section will use the guideline tables to guide the use of the internally smeared 

method in an FEA example.  

3.3 FEA test cases for the internally smeared method  

The initial analytical testing showed that this method can provide accurate results using 

reduced lay-up data; however, the aim of this work is to use this method to support early 

stage design decisions. To this end the internally smeared method must be tested within an 

FEA package to assess its benefits and limitations when compared against other analysis 

methods. Only in implementing this method within an FEA package can it be useful for 

application to geometries of realistic complexity. To achieve the same effect as the analytical 

testing in an FE package the 3D geometry must first be split into three regions through the 

thickness, representing the top outer plies, smeared core, and bottom outer plies. The outer 

ply regions will be modelled with the ply-by-ply method. The remaining core region requires 

a smeared material property calculated which is then applied to that region. Using the results 

from the analytical testing, an appropriate number of plies to be modelled in full is selected 



Page 68 of 235 

 

 

for a ≤5% difference in stress for each test case. In each case a number is selected from the 

combined load and stress guideline table (Table 10). Using a single maximal guideline table 

means that the results in this section represent a baseline reduction in analysis run-time that 

can be achieved with this method.  

Table 10 - Guideline table showing the total number of plies to be modelled (error at a 95% 

confidence interval) to achieve ≤5% difference of predicted stress range of cefghiif/gf  and laminate 

thickness 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
20 

(2) 

22 

(1.8) 

24 

(1.6) 

28 

(2.8) 

30 

(2.5) 

36 

(3.8) 

40 

(2.9) 

42 

(4.8) 

49 

(5.2) 

50 

(3.3) 

50 

(3.5) 

76 
20 

(1) 

24 

(1.5) 

26 

(0.8) 

30 

(1.9) 

38 

(4.4) 

40 

(5.6) 

46 

(7.8) 

50 

(5.9) 

54 

(4.6) 

60 

(5.9) 

62 

(4) 

100 
18 

(1.6) 

24 

(1) 

28 

(2.2) 

32 

(1.5) 

32 

(2.1) 

38 

(2.6) 

42 

(2.4) 

46 

(2.8) 

50 

(2.5) 

52 

(2.2) 

56 

(2) 

126 
22 

(1.1) 

24.1 

(2) 

28 

(1.7) 

32 

(2.7) 

34 

(2.7) 

42 

(3.4) 

46 

(3.2) 

50 

(2.5) 

54 

(3.1) 

56 

(3.1) 

60 

(2.7) 

150 
20 

(2.8) 

24 

(0.9) 

28 

(0.9) 

32 

(2.6) 

40 

(3) 

42 

(3.2) 

48 

(3.2) 

52 

(3.5) 

58 

(2.8) 

64 

(4) 

64 

(4.1) 

176 
20 

(2.5) 

26 

(2.3) 

30 

(2.5) 

36 

(2.9) 

42 

(3) 

46 

(6.3) 

50 

(3.5) 

56 

(3.8) 

62 

(3.5) 

66 

(4.4) 

70 

(4.6) 

200 
20 

(3.3) 

26 

(2.9) 

30 

(2.7) 

36 

(3.2) 

42 

(4.2) 

46 

(4.9) 

50 

(4.1) 

56 

(4.6) 

62 

(4.2) 

66 

(4.1) 

70 

(5.2) 

300 
16 

(1.8) 

22 

(3.5) 

26 

(3.3) 

32 

(4) 

42 

(4.9) 

48 

(4.5) 

56 

(5.1) 

68 

(5) 

70 

(6.3) 

78 

(5.3) 

82 

(5.3) 

400 
16 

(1.6) 

18 

(2.3) 

24 

(3.6) 

30 

(4.6) 

38 

(4.3) 

48 

(4.9) 

54 

(8.5) 

70 

(7.9) 

74 

(8.3) 

82 

(6.6) 

86 

(8.4) 

500 
14 

(1.3) 

16.1 

(1.9) 

20 

(1.9) 

26 

(3.2) 

34 

(4.7) 

42 

(5.4) 
60 

(10.2) 
68 

(11.7) 

76 

(7) 

82 

(9.5) 

96 

(9.7) 

 

The test cases have been selected as examples where the laminate is relatively thick and 

through-thickness effects are of interest, thus a full 3D analysis would be required. The first 

test case is a thick cantilever beam subjected to three separate load cases (tensile, bending, 

and torsional). This first test case will allow a direct comparison with the CLT testing in the 

previous section where the stresses were calculated for pure loads. The test case also allows 

investigation of the effectiveness of the internally smeared method in the calculation of out-

of-plane stresses, a factor that cannot be accounted for in CLT testing. The second test case 

is the L-beam in bending [113]. This is a standard test procedure for demonstrating the 
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effects of significant through-thickness stresses on a composite laminate, highlighting the 

need for a 3D analysis in situations where delamination due to out-of-plane stresses is likely. 

In each of these tests the analysis results from the internally smeared method will be 

compared against the current analysis methods in terms of their outputs and run times to 

assess the performance of the internally smeared methods accuracy and computational 

expense. 

3.3.1 Thick cantilever beam 

The first test considered in this section is a thick cantilever beam under pure tensile, torsional 

and bending loading conditions. This example was selected to give an FEA comparison to the 

similar pure loading applied for the CLT results provide in section 3.2.1. The thick cantilever, 

shown in Figure 25, has L = 120mm, LT = 180mm, W = 25.4mm and T = 13.22mm, and is 

composed of a 100-ply laminate. The dimensions, as well as the clamping conditions used to 

apply the boundary conditions and load, are in a similar style to an experimental coupon test.  

The same ply lay-up was used for all three load cases and was randomly selected from the 

100-ply lay-up dataset where cefghiif/gf C 8. The selected lay-up is denoted as (90/-45/0/-

452/90/452/02/-45/902/45/90/45/0/-45/90/-45/0/452/90/45/0/-45/0/45/90/45/902/-

45/0/45/902/-452/02/45/90/90/-452/90/45/0)s. The data in Table 10 shows that 28 plies, i.e. 

Figure 25 - Setup for thick composite cantilever test 
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14 plies from the top and bottom of the laminate, need to be modelled in full to achieve an 

accuracy of ≤5% for this lay-up. The material properties used for this laminate are the same 

as those used in section 3.2.1 (Table 1). 

The FE analysis in this work was carried out using Abaqus CAE 2018 [114] on a machine with 

an Intel Core i7-6700 CPU @ 3.4 GHz and 16 GB of RAM. Each loading condition was analysed 

using the zone-based method using S4R shell elements, and the ply-by-ply, fully smeared and 

internally smeared method all using stacked C3D8R solid elements.  

The meshing constraints were established through a mesh convergence study and then held 

constant for each of the analysis methods and loading conditions. These constraints 

consisted of a global seed size = 0.5, and a symmetric mesh bias along the width of the 

cantilever ranging from 0.26 at the free-edge to 1.3 in the middle. This bias was applied to 

give a refined mesh closer to the free-edge to capture the increased out-of-plane stresses 

that are common at the free-edge in composite laminates [115]. The selected seed size 

insured that at its most coarse the ply-by-ply mesh still had a maximum element aspect ratio 

of approximately 10:1. In the regions where the ply-by-ply method was used, the thickness 

of a single ply (0.1322mm) is less than the global seed size, leading to a denser mesh in these 

regions. Examples of the mesh can be seen in Figure 26. 

Figure 26 - Close-up section of mesh comparing the denser ply-by-ply (left) mesh with the fully 

smeared (right) mesh 
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In each test the maximum deformation, run-time and number of elements was extracted 

from the complete mesh for comparison. For the maximum and minimum in-plane and out-

of-plane stresses, a section of elements was selected in the middle of the cantilever (Figure 

27) and the values extracted from this region. Using a section in the middle ensured that the 

results from the different analysis methods were directly comparable and that the maximum 

and minimum stress outputs were not a result of the analysis setup, i.e. the clamping 

configuration. The stresses were also transformed to the global direction rather than the 

default material orientation prior to extraction to maintain a direct comparison between the 

differing methods. It is worth noting that when extracting the stresses for the internally 

smeared method, only the stresses in the modelled plies will be considered as this was how 

the CLT testing was performed as well.  

Figure 27 - Diagram showing the location of the test set of elements used in comparing stress for the 

differing analysis methods 
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3.3.1.1 Tensile load 

The first load case presented here is tensile loading. In this case, one side of the clamped face 

is fixed and the other is subjected to a pure tensile load of 100kN as shown in Figure 28. The 

value of the load, and the load values in the subsequent loading cases, were arbitrarily 

selected to give a similar magnitude of stress across the three tests as the focus of these tests 

is to compare analysis methods rather than the analysis outputs themselves.  

The results from the tensile test are presented in Table 11 for the deformation and run-

time, and Table 12 for the maximum and minimum stress values.  

Table 11 – Results from tensile load case showing deformation, run-time and number of elements for 

each analysis method 

 

Maximum deformation 

magnitude (mm) 

Analysis run-

time (s) 

Number of 

elements  

Zone-based 0.9348 49 13680 

Fully smeared 1.0270 497 355680 

Internally smeared 1.0410 1373 642960 

Ply-by-ply 1.0440 5561 1368000 

Figure 28 - Loading conditions for the thick cantilever in tension 
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Table 12 – Results from tensile load case showing the maximum and minimum direct and shear stress 

for each analysis method 

  

σxx 

(MPa) 

σyy 

(MPa) 

σzz 

(MPa) 

ꚍ xy 

(MPa) 

ꚍ xz 

(MPa) 

ꚍ yz 

(MPa) 

Zone-based 
Max 837.2 1.7 N/A 145.2 N/A N/A 

Min 45.9 -209.0 N/A -145.2 N/A N/A 

Fully smeared 
Max 297.8 0.0 0.0 0.0 0.0 0.0 

Min 297.8 0.0 0.0 0.0 0.0 0.0 

Internally 

smeared 

Max 853.2 137.0 17.7 155.1 59.4 25.3 

Min 42.0 -262.9 -19.2 -143.8 -59.4 -25.3 

Ply-by-ply 
Max 868.8 153.2 22.2 167.0 60.7 26.1 

Min 42.3 -262.7 -18.4 -165.5 -60.7 -26.1 

Table 11 shows that the internally smeared method provides a reduction in run-time of 

approximately 75% when compared against the equivalent ply-by-ply analysis, whilst 

maintain a difference in deformation prediction of less than 0.5%. This reduction in run-time 

is less than the approximately 91% and 99% provided by the fully smeared and zone-based 

approach respectively, however both methods have a greater error in the prediction of the 

deformation. The results in Table 12 show that the internally smeared method outperforms 

the zone-based and fully smeared analysis methods in the prediction of both in-plane and 

out-of-plane stresses. For the stress in the direction of loading, i.e. maximum σxx, the 

internally smeared method predicts the stress value within 1.8% of the ply-by-ply analysis. 

Overall, the average difference in the stress values between the internally smeared and the 

ply-by-ply method is 5.78%, slightly over the 5% value that was predicted by the CLT testing 

in section 3.2.1. This average percentage difference is heavily influenced by three results that 

are 10.57% (maximum σyy), 13.1% (maximum σzz) and 20.46% (maximum ꚍxy) under the 

expected values from the ply-by-play analysis. Further inspection of these three anomalies 

(Figure 29) confirms that the maximum value for the ply-by-ply analysis occurs within the 

smeared region of the internally smeared analysis, leading to the value from the critical ply 

being absent. In all the anomalous results it is a combination of free-edge and Poisson’s effect 

that causes these maximum stresses, both of which are not present in CLT. This limitation 

would need to be considered when utilising this method for early stage analysis. It is worth 

highlighting that for these three anomalous results, the internally smeared method still 

performs as well or better than the other analysis methods.   
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3.3.1.2 Torsional load 

The second load case presented here is torsional loading. Similarly to the tensile case, one 

end of the sample is fixed, but in this case a torsional load of 100kN.mm is applied to the 

other end, shown in Figure 30. The deformation, run-time and number of elements, as well 

as the maximum and minimum values for each stress state have been extracted and 

presented in Table 13 and Table 14 respectively.  

Figure 29 – Contour plot of the test elements in the ply-by-ply analysis (left) and internally smeared 

analysis (right) for (a) σyy, (b) σzz, and (c) ꚍxy under tensile loading. The red “X” denotes the location of 

the maximum stress from the ply-by-ply analysis. 
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Table 13 – Results from torsional load case showing deformation, run-time and number of elements 

for each analysis method 

 

Maximum deformation 

magnitude (mm) 

Analysis run-

time (s) 

Number of 

elements  

Zone-based 1.469 47 13680 

Fully smeared 1.479 458 355680 

Internally smeared 1.773 1388 642960 

Ply-by-ply 1.69 5553 1368000 

Table 14 – Results from torsional load case showing the maximum and minimum direct and shear 

stress for each analysis method 

  

σxx 

(MPa) 

σyy 

(MPa) 

σzz 

(MPa) 

ꚍ xy 

(MPa) 

ꚍ xz 

(MPa) 

ꚍ yz 

(MPa) 

Zone-based 
Max 149.5 149.3 N/A 24.7 N/A N/A 

Min -149.5 -149.3 N/A -24.7 N/A N/A 

Fully smeared 
Max 0.0 0.0 0.0 104.2 54.3 0.0 

Min 0.0 0.0 0.0 -104.2 -44.3 0.0 

Internally 

smeared 

Max 161.1 161.9 7.4 177.6 32.1 8.1 

Min -161.1 -161.9 -7.4 -177.6 -32.1 -8.1 

Ply-by-ply 
Max 163.2 161.8 7.3 179.7 54.0 8.2 

Min -163.2 -161.8 -7.3 -179.7 -54.0 -8.2 

Figure 30 – Loading conditions for the thick cantilever in torsion 
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Table 13 shows a saving in analysis run-time of approximately 75% when compared against 

the ply-by-ply analysis, similar to the tensile load case. The predicted deformation is slightly 

less accurate under torsional loading compared against tensile loading, with the percentage 

difference between the internally smeared method and the ply-by-ply method being 4.91%. 

This percentage difference in deformation for the internally smeared method is still 

considerably better than the other two analysis methods.  

In the prediction of stress (Table 14), the internally smeared method again outperforms the 

zone-based and fully smeared method in almost every stress state with the exception of ꚍxz, 

where the fully smeared method gives a better result than the internally smeared method. 

The predicted maximum and minimum ꚍxz values are also the only values where the 

percentage difference in stress between the internally smeared method and the ply-by-ply 

analysis is greater than 5%. In the prediction of ꚍxz, the internally smeared method 

underpredicted the maximum and minimum stresses by 40.58%. This anomalous result 

caused the average percentage difference for the Internally smeared method in the torsional 

load case to go from 0.94% to 7.7%, slightly outside the ≤5% predicted in CLT. Further 

investigation of ꚍxz (Figure 31) shows that the critical ply for capturing this load in torsional 

loading is in the middle of the laminate close to the free-edge of the sample. The maximum 

stress existing in this location goes against the initial CLT findings that plies on the outer 

surface are more important when calculating stresses. This contradiction is due to CLT 

Figure 31 - Contour plot of the test elements in the ply-by-ply analysis (left) and internally smeared 

analysis (right) for ꚍxz under torsional loading. The red “X” denotes the location of the maximum 

stress in each case. 
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considering only in-plane stress, i.e. ꚍxz, ꚍyz and σz are assumed to be zero, and thus was not 

able to predict that the maximum stresses for ꚍxz in torsional loading is at the mid-plane.  

This underprediction of out-of-plane stresses could present an issue when implementing the 

internally smeared method. However, in Figure 31, the smeared mid-region is shown to 

accurately capture the stress contour plot created by the ply-by-ply method for ꚍxz. If stresses 

from the smeared core are accounted for in the comparison of maximum and minimum 

stresses, then the percentage difference between the two methods falls to 0.2%. The ability 

of the smeared region to accurately predict these out-of-plane stresses is due to the smearing 

process not affecting the through-thickness Young’s modulus (E3), meaning the smeared core 

and the equivalent ply-by-ply region will respond similarly to out-of-plane loads. In the CLT 

testing the results in the smeared core were omitted as they led to stress values that were 

not comparable with the ply-by-ply results when analysing the in-plane stress; however, if 

care is taken in interpreting them, they could provide valuable information for out-of-plane 

stresses in FEA results.  
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3.3.1.3 Bending load  

The final load case considered for the thick cantilever is bending. As with the previous two 

tests, one end of the cantilever is fixed and the other is subjected to the selected load, in this 

case a 1kN bending load (Figure 32). The loading was scaled down for the bending load case 

as a 100kN load generated unrealistic deformations in the region of 10 times the length. The 

same outputs as the previous two cases have been extracted and presented in Table 15 and 

Table 16.  

Table 15 – Results from bending load case showing deformation, run-time and number of elements 

for each analysis method 

 

Maximum deformation 

magnitude (mm) 

Analysis run-

time (s) 

Number of 

elements  

Zone-based 9.847 49 13680 

Fully smeared 9.187 368 355680 

Internally smeared 9.324 1399 642960 

Ply-by-ply 9.293 5597 1368000 

Figure 32 – Loading conditions for the thick cantilever in bending 
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Table 16 – Results from bending load case showing the maximum and minimum direct and shear 

stress for each analysis method 

  

σxx 

(MPa) 

σyy 

(MPa) 

σzz 

(MPa) 

ꚍ xy 

(MPa) 

ꚍ xz 

(MPa) 

ꚍ yz 

(MPa) 

Zone-based 
Max 402.9 111.2 N/A 65.6 N/A N/A 

Min -402.9 -111.2 N/A -65.6 N/A N/A 

Fully smeared 
Max 143.5 0.0 0.0 0.6 -0.3 0.0 

Min -143.5 0.0 0.0 -0.6 -5.0 0.0 

Internally 

smeared 

Max 411.1 116.0 9.3 73.6 25.5 10.3 

Min -411.1 -116.0 -9.3 -73.6 -27.8 -10.1 

Ply-by-ply 
Max 408.4 114.9 8.8 70.5 25.9 10.5 

Min -408.4 -114.9 -8.8 -70.5 -28.2 -10.5 

Table 15 shows again shows a reduction in analysis run-time of 75% whilst maintaining an 

accuracy in predicted deformation within 0.33% of the ply-by-ply analysis. The results in 

Table 16 show that the internally smeared method is within the expected 5% of the predicted 

stresses from the ply-by-ply method for all stress conditions, with none of the anomalous 

results shown in tensile or torsional loading. Overall, the average percentage difference in 

stress calculation for the internally smeared method under bending load is 2.56%. These 

results show that the internally smeared method is most effective under bending conditions, 

as was also the case in the CLT testing.   

These three loading test cases applied to a single thick cantilever display the effectiveness of 

using the internally smeared method to achieve a set accuracy of results with a reduced 

computational expense. The three tests showed that the data generated from the CLT testing 

can be used to determine the number of plies to model in full for a FEA to give comparable 

results for most of the stresses in each loading configuration. It also served to highlight some 

of the limitations of this method introduced by specfic characteristics of a full 3D analysis of 

a composite laminate.  

3.3.2 L-shaped beam in tension 

The second test case is based on work by Jackson and Martin [113] at the American Society 

for Testing and Materials (ASTM) to establish a standard for an interlaminar tensile strength 

specimen. This test involves a curved L-shaped beam which when loaded under tension 

causes the radius in the curved region to increase. This increase in curvature generates 
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significant transverse stress that could lead to interlaminar failure of a composite laminate. 

These transverse stresses are not captured when shell elements are used for the analysis, 

requiring some variety of 3D analysis to accurately capture these stresses. 

The FE analysis will be set up to replicate the initial test rig shown in Figure 33 (a). In this case 

the geometry has been created with L = 25.4mm, ri = 5mm, width = 25.4mm and t = 6.61mm 

as is described in the original work. Control points have been created for the application of 

boundary conditions and these have been constrained to the top and bottom faces of the 

model to represent the clamps in the initial setup, as demonstrated in Figure 33 (b). In this 

work a 50-ply lay-up was randomly selected from the cefghiif/gf C 8 dataset. The laminate 

is denoted as (45/0/-45/90/-45/0/45/0/452/90/-452/02/45/902/452/0/-452/90/-45)s, and will 

be analysed using the material properties presented in Table 1 in the previous section. This 

laminate does not match the 48-ply unidirectional laminate used in the literature; however, 

the purpose of this test is to compare the stresses predicted by the different analysis 

methods rather than establish the interlaminar tensile strength of the laminate. Therefore, 

the results from this testing will not be compared against those in the original study. 
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The test was analysed using the zone-based, fully smeared, internally smeared and ply-by-

ply method using the same machine and software as before. Using the information in Table 

10, 24 plies were selected to be modelled in full for the internally smeared method. When 

meshing these models, the same meshing constraints detailed in section 3.3.1 were used as 

the sample size and ply thickness are similar in this example (Figure 33 (c)). In each test the 

maximum and minimum value for the normal and shear stresses were extracted and 

presented in Table 17. 

 

Figure 33 - (a) Test sample setup diagram from Jackson et al [105]  (b) Side view of FEA setup to 

replicate the test conditions for interlaminar tensile strength specimen (c) Meshed isometric view 

showing close up of seed bias towards the edge 
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Table 17 - Comparison of maximum and minimum values for the complete stress field for all analysis 

strategies in the L-beam in bending test 

 

  
σ11 

(MPa) 

σ22 

(MPa) 

σ33 

(MPa) 

ꚍ12 

(MPa) 

ꚍ 13 

(MPa) 

ꚍ 23 

(MPa) 

Zone-based 
Max 193.70 10.04 N/A 10.45 N/A N/A 

Min -195.20 -9.52 N/A -9.73 N/A N/A 

Fully smeared 
Max 99.82 23.88 15.22 2.49 8.70 2.70 

Min -57.27 -8.75 -2.34 -2.49 -8.70 -2.70 

Internally 

smeared 

Max 237.90 13.67 15.25 9.83 10.67 8.17 

Min -150.80 -8.62 -3.09 -13.03 -10.67 -8.17 

Ply-by-ply 
Max 232.80 13.35 15.70 9.66 10.36 8.08 

Min -148.10 -8.46 -3.03 -12.73 -10.36 -8.08 

The zone-based method underperforms in this test, showing a variation in predicted stress 

of between -24.8% to +31.8% when compared against the ply-by-ply method. These 

inaccuracies are a result of the thicker geometry combined with the loading conditions 

causing an out-of-plane stress that the zone-based method cannot capture. This lack of 

consideration for out-of-plane stresses highlights that this form of HOSD method is 

inappropriate for thicker laminate problems. The fully smeared method shows a large 

variation in terms of its accuracy, with some stresses underpredicted by as much as 80.5%, 

however it is worth noting that its prediction of the out-of-plane normal stress value (σ33) is 

similar to the ply-by-ply method. As previously mentioned, this accuracy is due to the out-of-

plane Young’s modulus (E3) remaining constant for the fully smeared, internally smeared, and 

ply-by-ply method.  

In this test the internally smeared method performs well, with a range of -2.87 to +2.99% 

difference between its predicted stress values and the ply-by-ply method. There are no 

anomalous results for the internally smeared method in this test, with all the stress 

conditions predicted within 5% of the ply-by-ply method.  

To gain a better understanding of why the internally smeared method is able to predict 

accurate results, a section through the thickness was taken and the 1-direction stress values 

extracted, with the outputted data presented in Figure 34.  
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The results for the ply-by-ply method indicate that the stress through the thickness varies 

with every ply, as would be expected, which explains why the linear stress distribution 

predicted by the fully smeared method is often inaccurate. The calculated stress values for 

the internally smeared method are almost identical to the ply-by-ply method in the outer 

regions where the plies are modelled in full, with a correlation coefficient of 0.999996 

between the two sets of stress values. However, in the smeared core the predicted stresses 

are closer to those calculated by the fully smeared method than the ply-by-ply method. This 

drop in accuracy does not have a detrimental effect on the usability of the predicted results 

as the regions closer to the mid-surface have significantly lower stresses and as such are less 

likely to contribute to the failure of the composite laminate. 

The maximum deformation magnitude, analysis run-time and the number of elements for 

the L-shaped beam in tension were extracted and are in Table 18. In this test, the run-time 

of the zone-based and the fully smeared method are both considerably less than that seen 

Figure 34 - Graph showing the through-thickness stress distribution in the L-beam analysis for the 3D 

analysis methods 
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for the other two methods, however as seen in Table 17 the stress outputs for both are less 

accurate. The internally smeared method has a reduction in run-time of approximately 73% 

in this test when compared against the ply-by-ply method. This saving in computational 

expense is in part due to the inherent ability to decrease the total number of elements by 

reducing a section of the core plies into a smeared region with a reduced density of elements 

through the thickness. 

Table 18 – Results from L-beam in tension showing deformation, run-time and number of elements 

for each analysis method 

 

Maximum deformation 

magnitude (mm) 

Analysis run-

time (s) 

Number of 

elements  

Zone-based 0.70 9 7144 

Fully smeared 0.68 36 92872 

Internally smeared 0.64 213 221464 

Ply-by-ply 0.62 795 357200 

This test case shows that when analysing thicker composite laminates under loading 

conditions that may induce significant through-thickness stresses, a 3D analysis method is 

necessary. It shows that the internally smeared method is suitable for predicting these values 

due to the stress distribution through the thickness of a laminate. By modelling 52% less plies 

than the more expensive ply-by-ply method, the computational cost of the analysis is 

reduced by 73% whilst average accuracy for peak stress remains within 2.12%. 

These two test cases confirm the initial assumption that outer plies are more significant in 

the analysis of composite laminates and that an analysis method can be built to take 

advantage of this by modelling these critical outer regions at a higher fidelity. In each of the 

test cases the internally smeared method has shown a significant improvement in accuracy 

when compared against the fully smeared method whilst maintaining a saving in 

computational expense compared against the ply-by-ply method. Whilst the number of plies 

modelled in full was selected from the ≤5% difference in stress tables for the FEA examples, 

it is possible to vary the number modelled depending on the requirements of the analysis or 

the knowledge of the ply book, e.g. using the values from the ≤10% difference in stress tables. 

This control over the number of plies modelled in full enables the analysis of composite 

laminates at an earlier stage in the design process, when the design data regarding the full 

ply lay-up may be limited, without having to rely on the inconsistent accuracy of a fully 
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smeared analysis. It also allows the accuracy of the analysis model to progress as laminate 

design data becomes available by increasing the percentage of plies modelled in full. This 

novel method bridges the gap between the fully smeared method and the ply-by-ply method 

for 3D analysis at any level of fidelity. 

3.4 Discussion  

The analysis methods presented at the beginning of this chapter represent the most common 

methods used for the analysis of composite laminate components at a macro scale. Each of 

these methods has its own advantage and disadvantages, making them more or less suitable 

depending on the analysis requirements. Whilst the available methods for 2D analysis are 

well established, the common 3D methods are somewhat less refined than those for 2D 

analysis. The 3D methods presented in section 3.1.4 (ply-by-ply method) and 3.1.3 

(equivalent material property) have contrasting advantages, with the ply-by-ply method 

offering accurate results with a high computational expense and the equivalent material 

property offering the exact opposite. This extreme trade-off between accuracy and 

computational expense between the two 3D analysis methods limits the possibility of 

generating reliable analysis data to support design stages, specifically at earlier stages in the 

design when design data is incomplete and susceptible to change.   

This lack of an analysis strategy that would be more suited to early stage design was the 

motivation behind the development of the internally smeared method. When analysing the 

theory behind the stiffness matrix of a composite laminate it suggested that plies on the 

outer surfaces of the laminate contribute more to the response of the overall structure than 

those closer to the mid-surface. This assumption was tested through extensive CLT analysis 

alongside several FEA test cases, both confirming that when analysing a composite laminate, 

capturing the plies on the outer surface is vital to accurately predict the stresses in the 

component. Further investigation of the results revealed a secondary finding that the 

accuracy of results is driven less by the quantity of plies that are modelled, and more by the 

orientation of these modelled plies. Specifically, it found that modelling the ply in the 

direction of loading closest to the outer surface was critical in accurately predicting the 

stresses in the laminate. As this information can be identified apriori, either directly if using 

a simple loading condition or by considering the number of plies required for at least one of 

each orientation to have occurred, it was used as one of the control variables for the 
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guidelines generated in section 3.2.4. Utilising this knowledge, an analyst can reduce the 

number of plies that need modelled to gain meaningful analysis results, reducing both the 

computational expense and the required ply-book knowledge to generate the model. This 

enables analysis to be conducted earlier in the design cycle, with the analysis outputs 

supporting the design of the component.  

Generating guidelines for the use of the internally smeared method was achieved through 

testing of large datasets of lay-ups in section 3.2.4. The difficulty in producing generalised 

guidelines for composite laminate analysis is the variability in performance between any two 

lay-ups. This difficulty was mitigated by testing multiple large datasets to ensure any outliers 

in performance were captured. Coupling this testing method with a bootstrap analysis of 

each datasets results gives a strong indication that the results from these guideline tables 

will produce a statistically conservative estimate that could reasonably be expected to 

represent the majority of lay-ups. Whilst these guidelines provide a good starting point for 

implementation of the internally smeared method, caution must be exercised regarding two 

aspects highlighted during this testing. The first is that these guidelines are generated using 

the 95th percentile of each dataset, meaning that 5% of the lay-ups tested required more 

plies than are suggested by the table. This means that it is possible that the lay-up selected 

by an analyst could require more plies than the guidelines suggest, however it is statistically 

unlikely. The second issue is the absence of 3D phenomenon in the CLT testing used to 

generate the guideline tables. This issue was seen in section 3.3.1, when the highest stress 

values were recorded in the core region due to a combination of free-edge and Poisson’s 

effect, meaning that when using the values suggested by the guideline tables these stresses 

would not be captured accurately. These issues are most prominent in loading cases where 

the through-thickness stresses are highest in the middle of the laminate, and thus are not 

captured accurately by the smeared material property. This is seen in the beam subjected to 

torsional loading (section 3.3.1.3) where the torsional load causes the through-thickness 

stresses to be greatest in the core region near the sides of the beam. In this particular 

example it was shown that the smeared material property in the core was able to capture 

these through-thickness stresses with a good degree of accuracy, however this was due to 

the mesh density of the smeared material property and may not always be the case when 

using this method. Whilst this could cause anomalous results in the analysis, it is worth noting 

that this method exists to bridge the gap between the fully smeared and the ply-by-ply 
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method and thus cannot be expected to perform as well as the ply-by-ply method in all 

aspects.  

Overall, these tests showcase that whilst there are some limitations in the accuracy with 

which through-thickness stresses can be predicted, generally the internally smeared method 

is an acceptable alternative for the analysis of relatively thick, i.e. components with a 

width/length to thickness ratio of less than 10:1, composite laminate components. The 

idealisation of a section of the model to a smeared representation creates a reduction in 

computational expense. It also leads to a reduction in the design data required to create the 

analysis, making it more suitable for early stage analysis. The established trade-off between 

computational expense in the form of number of plies modelled in full and accuracy can be 

leveraged by increasing or decreasing the regions where plies are modelled in full to create 

a fit-for-purpose analysis model. This decision could be dependent on the stage of the design, 

i.e. the design data available, or the accuracy of the outputs required from the analysis. These 

factors combined create an analysis method that permits the possibility of early stage design 

decision being backed by feasible and accurate FE analysis.  
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4 Defining composite specific Simulation Intent 

In the previous chapter the common methods in which a composite laminate can be analysed 

were presented and tested alongside a novel internally smeared method. The decision on 

which strategy to use for a specific analysis task, or to apply to each sub-region of a 

component often requires specialist knowledge of composite laminate analysis to ensure 

that the assumptions made are valid and the results are reliable. Depending on which 

strategy has been selected, geometric modifications to the CAD representation and the 

associated model preparation may be required for the analysis model to suitably meet the 

needs of the analyst. Preparation of the analysis model is often time consuming and 

performed manually, leading to a bottleneck in the design process when analysis is required.  

In section 2.2 of the literature review the concept of CAD to CAE integration frameworks was 

introduced as a method of reducing this bottleneck. This section introduced several 

frameworks, highlighting their benefits to the generation of analysis models that can be 

achieved through the formation of robust links and repeatable workflows. The framework of 

interest here, and the one that will be applied in the context of this work, is the Simulation 

Intent framework. This framework was selected as the most suitable for application to 

composite laminate analysis due to its ability to capture links between CAD and CAE models, 

and the high-level analysis decisions made during the pre-processing stage. The ability to 

capture and store the analysis decision has added benefit for composite laminates due to the 

increased number of analysis decisions made during the pre-processing stages. By capturing 

these analysis decisions within the Simulation Intent framework, it allows the creation of 

high-level company or task specific methodologies for each analysis. This stored information 

can then be implemented into a semi-automated workflow to aid in the pre-processing tasks 

for the generation of fit-for-purpose analysis models. The resulting workflow enables a 

robust and repeatable process that generates an analysis model built on a structured 

methodology that has been captured for the specific analysis task.  

In the past the Simulation Intent framework has been successfully used for the generation of 

analysis models with isotropic materials applied. In this chapter the Simulation Intent that is 

specific to the generation of composite analysis models will be formally defined. This will 

include identifying the information required for the generation of the various analysis 

methods and how this can be captured at a high-level within the Simulation Intent 
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framework. The three key technologies that support the framework will also be presented, 

including how they are connected using a relational database system and how the database 

is used within this framework to create an enriched analysis process.  

4.1 Simulation Intent framework 

The concept of defining Simulation Intent was developed by Nolan et al [7] and is defined in 

the original work as “capturing high-level modelling and idealisation decisions for the 

creation of fit-for-purpose analysis models” [116]. Defining Simulation Intent entails 

capturing all relevant information needed to build analysis models at a high-level that is 

generalised and applicable across multiple CAE packages, i.e. Simulation Intent is not specific 

to a single analysis package. This Simulation Intent can be used by the analyst to either 

manually build the analysis model, or to direct automated tools, potentially reducing the pre-

processing time involved in preparing models.  

The implementation of Simulation Intent within its framework relies on utilising the three 

enabling technologies of; cellular modelling which divides space into cells of analytical 

significance; virtual topology as a means of splitting, merging or collapsing entities at a 

topological level, without modifying the underlying geometry; and equivalencing to build 

links between the different cells or groups of cells. These enabling technologies are 

supported in the framework using a relational structured query language (SQL) database 

system to allow different representations to exist in a vendor neutral format. Each of these 

technologies will be explored further in the proceeding sections. 

4.1.1 Cellular modelling  

A cellular model is a non-manifold geometric representation of the feature model [117] and 

offers several advantages over the more widely used geometric modelling for the 

representation of CAD geometry [118]. In cellular modelling the model is represented by non-

manifold geometric representations which capture the positive and negative spatial regions, 

i.e. both the solid bodies, and the internal and external voids can be represented as cells, of 

the geometry [6]. In contrast to this the more traditional geometric modelling is an example 

of manifold modelling. In manifold modelling each face only bounds one body, and each edge 

can only bound a maximum of two faces which in turn must bound the same body. This 

means that two manifold bodies that are in contact exists as two separate bodies, with no 

shared faces, edges, or vertices meaning there is no topological record of their proximity. 
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Manifold modelling is suitable for the creation of solid models to support manufacturing 

operations but is less suited to the generation of analysis models where the model may need 

to be split into separate, inter-connected regions to aid in the application of material 

properties, boundary conditions or other analysis attributes. In non-manifold modelling, 

entities can be shared between bodies meaning that where two bodies are in contact, they 

can have common bounding faces, edges and vertices. This ability to share entities applies to 

all entities within the cellular model, e.g. an edge can bound multiple faces or a vertex can 

bound multiple edges. Examples of non-manifold features can be seen in Figure 35. 

Non-manifold modelling is used in the Simulation Intent framework as it allows the base 

model to be represented as cells of simulation significance, where the connections between 

adjacent cells are known. These cells can have any dimensionality, where dimensionality 

refers to the number of dimensions that a cell has, i.e. a cell can be 0D, 1D, 2D or 3D. Each 

cell can have its own Simulation Intent applied independent of the other cells in the analysis. 

This means a single base model may contain multiple cells of differing dimensionality, 

meshing styles or representation within the analysis.  

Whilst non-manifold modelling offers advantages over manifold modelling for CAE purposes, 

it is not widely adopted or available in CAD packages. To enable continued use of the 

manifold representation created in the CAD package in this work, the Simulation Intent 

Figure 35 - Common features of non-manifold models [7] 
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framework will utilise the relational database system to store the non-manifold 

representation of the part. This non-manifold representation can then be directly linked back 

to the manifold representation using the manifold relation in the database. By using the 

database to store the non-manifold representation, the user can maintain the benefits of 

non-manifold modelling whilst utilising a more traditional manifold CAD environments.  

4.1.2 Virtual topology 

As has been previously stated in Section 2.3, the preparation of CAE analysis models usually 

requires modifications to the CAD model to make the geometry fit-for-purpose. These 

prepared geometries would traditionally be created through changes to the base B-rep CAD 

model through manual modification and suppression of the features. This direct modification 

of the B-rep CAD model can be an expensive process and can lead to multiple disassociated 

CAD representations of a single component. The progression of more complex CAD models 

has amplified these pre-processing requirements, introducing the need to decompose the 

complex model into simpler regions for meshing purposes or application of material 

properties. The need for these pre-processing operations are introduced at the analysis 

stage, therefore a method for the creation of fit-for-purpose CAE analysis models that is 

independent of the CAD system would be beneficial, hence the use of virtual topology [119]. 

Virtual topology involves the splitting, merging and collapsing of entities to create new virtual 

topological entities within the initial bounds of the CAD geometry. This allows the CAE model 

to be prepared for analysis without the requirement of direct modifications to the CAD 

model.  

Virtual topology has seen implementation in several mainstream software packages [58], 

however its application is often automated and with no user accessible record. To manage 

this lack of traceability, Virtual topology created when using the Simulation Intent framework 

is stored in the relational database. This storage of information means that the use of these 

virtual topology operations can be traced within the vendor neutral database regardless of 

package being used. By storing these operations within the database, a direct link can be 

made between any decomposition of CAE model and its original CAD geometry.  

There are three categories of virtual entities; these are supersets, subsets and parasites. 

Supersets are created when two or more entities are merged into a single superset virtual 

entity by removing shared entities from their description. This merging can be used to 
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remove unnecessary artefacts of the modelling process that will cause issues within the CAE 

package such as redundant vertices, edges or sliver faces [120]. A subset is created when an 

entity is split into two or more subset virtual entities. These splits are performed within the 

framework for the splitting of the initial base model into a higher granularity of cellular model 

to aid in the capturing of the Simulation Intent for each cell. It can also be used for feature 

removal, by splitting the base geometry into subset cells, and then supressing the cells that 

contain the features that are deemed unnecessary for the analysis. Parasite entities are those 

which exist completely within the topology of a higher dimensional entity for the purposes 

of partitioning. These entities are used when creating subset entities, for example a parasite 

face is inserted to split a cell into two subset cells (Figure 36). 

These virtual topology operators provide the framework with a traceable method for the 

preparation of the analysis model without direct modifications to the CAD geometry. The 

storage of virtual topology information makes the process of preparing the model within the 

CAE package traceable by creating direct links back to the base CAD geometry during the pre-

processing stage.  

4.1.3 Equivalencing 

The use of multiple analysis methods during the design process results in the analysis model 

needing to be tailored for several specific analysis applications. This preparation of the 

analysis model means that a single base model can be represented at differing levels of detail 

or dimensionality depending on the requirement of the analysis. To ensure that each of these 

Figure 36 - (a) Wireframe view of a cuboid (b) Cuboid split into two subset cells by a parasite entity 

highlighted in red 
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variations of the analysis model can be related to the CAD model, the Simulation Intent 

framework uses equivalencing to establish links between different representations of 

entities that exist in the same design space. This, combined with the virtual topology 

information, enables full traceability from any variation of the analysis topology back to the 

CAD geometry.  

These equivalence links are built and maintained in the Simulation Intent framework by 

querying the CAD and CAE packages and capturing the outputs in the relational database 

system. This information can be used, for example, to link a cell that has been dimensionally 

reduced to a 2D mid-surface back to its original 3D cell. This information can then be used 

for mapping of boundary conditions or results from the initial 3D cell to the newly created 

2D mid-surface. By storing it in the relational database it makes it possible to query these 

links in a vendor neutral format, allowing a link between the various representations of the 

analysis topology (Figure 37) across multiple CAE models or packages. 

 

4.1.4 Relational database structure 

The three technologies in this section are all supported in the Simulation Intent framework 

through the use of a relational database system. This system utilises a SQL database and was 

developed by Tierney et al [121] alongside the defining of Simulation Intent. It is built around 

Figure 37 - CAD geometry (top) equivalenced to three analysis representations of 

varying dimensionality 
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topological extraction of the various CAD and CAE representations of the model, with the 

information used to populate the “Entity” table of the database. In this table each entity is 

assigned a unique label, dimensionality attribute and identifier in the form of an (x,y,z) point 

that lies on or within the entity. The use of an (x,y,z) coordinated as an identifier instead of 

using a name or identifying number from the package that performs the topological 

extraction means that the entity can reliably be traced across any package. This unique label 

is used as the key for reference in the other tables of the database.  

The structure of the database used in this work is shown in Figure 38 and is similar to the 

original database developed by Tierney et al with the addition of the “VertNormal” table 

required in this work. This table stores the face normal of a 2D entity at each of its bounding 

vertices. The “VertNormal” table has been added as the face normal for a mid-surface defines 

the thickness direction of a composite laminate, and as such the continuity of this attribute 

is important for the building of a composite laminate analysis. Storing it at the vertices 

ensures that the points used to check the 3D top face normal and the dimensionally reduced 

2D mid-surface normal will be comparable (this will be further explained in section 4.5.2).  

4.1.5 Capturing Simulation Intent 

In the original work by Nolan et al [7], the structure for capturing the Simulation Intent was 

formally defined. This structure involved capturing the Simulation Intent for cells in the 

analysis model and was composed of these three components. 

Figure 38 - Relational database structure utilised in Simulation Intent framework 
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Simulation attribute The attribute that is being applied to the selected cell within the 

analysis package, e.g. dimensionality, boundary condition, model 

clean-up, etc. 

Analysis decision The decision made by the analyst about how the simulation 

attribute will be applied in the analysis model, e.g. 2D, 3D, uniform 

pressure, features to be removed, etc. 

Analysis variable The variables that are necessary to the process of applying the 

specified simulation attribute. This can be based on design 

decisions or data, best practices, or company specific standards, 

e.g. element size, material properties, mesh parameters, etc. 

These components allow the framework to capture all necessary information for the building 

of an analysis model in a structured and high-level manner. 

Using the enabling technologies alongside the captured Simulation Intent, the framework 

has been previously shown to create a more robust and repeatable method for the CAD to 

CAE integration process. The benefit of using this framework over some of the other CAD to 

CAE integration frameworks is the storage of the analysis decisions taken to build the analysis 

model, i.e. the Simulation Intent. The benefits of storing these analysis decisions are: 

• A reduction in the loss of information that occurs when decisions such as 

dimensionally reducing a cell or suppressing specified features are made during the 

pre-processing stage.  

• The reuse of analysis decisions if design changes are made to the model, allowing 

the same analysis decisions applied to the original geometry during pre-processing 

to be applied to the updated geometry. This is only applicable if no cells are created 

or destroyed, i.e. the same cells must exist in the original and updated analysis 

topology, during the design changes.  

• Apply the Simulation Intent at a cellular level as the analysis requirements progress, 

allowing the previous analysis to be built upon rather than a complete redefinition 

of the analysis problem.  
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Another benefit seen in this method is the creation of a link between the CAD geometry and 

any variations of analysis representation. This link can be used for the mapping of loads, 

boundary conditions or analysis outputs over multiple CAE representations and packages. 

These features combined create a structured and traceable system for the generation of fit-

for-purpose analysis model. 

4.2 Generation of a cell’s Simulation Intent through direct-inheritance and 

rule-based reasoning 

In the original use of the Simulation Intent framework, the Simulation Intent would usually 

be captured for a particular cellular model. The cells in this cellular model could either be 

representative of complete components or domains, or a decomposition of the components 

or domains. When a decomposition was required, the pre-processing steps involved in the 

splitting of the model into subset cells had already been performed prior to the capturing of 

the Simulation Intent. Performing the decomposition as a precursor to capturing the 

Simulation Intent leads to a loss in the analysis decision that guides why the decomposition 

of the model has been performed, creating a gap in the CAD to CAE integration process. It 

also means that the captured Simulation Intent is directly connected to the cellular model. 

This direct link between the cell and its specified Simulation Intent means that significant 

design changes, such as those that could lead to a cell being created or destroyed, will lead 

to a disassociation with the Simulation Intent. 

Steps were taken to mitigate this in the original Simulation Intent work by introducing cell 

classification as a means of capturing the Simulation Intent. This enabled the Simulation 

Intent to be captured for a classification of cell, and then applied to the cells in the cellular 

model with that classification. In one example from the work by Nolan et al [7] , the model is 

decomposed using a geometric reasoner tool that splits the model into cells based on the 

geometric aspect ratio of the region represented by the cell. Using the information generated 

by the geometric reasoner tool the cells were then classed as either long-slender (i.e. 

thickness and width magnitudes smaller than length), thin-sheet (i.e. thickness magnitudes 

smaller than width and length) or complex. Following the splitting of the model into these 

classified cells the Simulation Intent was captured for the cells in each classification group, 

i.e. all of the long-slender cells had a Simulation Intent, all the thin-sheet cells had another 

Simulation Intent, etc. This grouping of cells by classification allowed cells with similar 
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geometric properties to be analysed using the same Simulation Intent, however the 

decomposition of the model and classification of the cells was performed prior to the 

capturing of the Simulation Intent.  

This work will build on the cell classification technique by capturing the analysis decisions 

that guide the decomposition of the model, information that was lost in the original 

implementation of Simulation Intent, and utilising that captured information alongside a 

structured workflow for assigning the Simulation Intent to each cell once it has been 

generated. The workflow will not override the initially proposed idea that each cell will have 

its own Simulation Intent but will instead look at developing a system in which it can be 

captured at an earlier stage of the CAD to CAE integration process before any decomposition 

is performed to the model. By capturing the Simulation Intent in this way, it will provide 

greater flexibility in what design changes can be made to the model and allow the application 

of the same Simulation Intent to similar novel CAD geometries.  

The process for assigning the Simulation Intent to the cells based on their cell classification 

will have two main approaches. The first approach will be referred to as direct-inheritance 

and will function similarly to the traditional method of capturing Simulation intent. In the 

case of direct inheritance, the Simulation Intent can be captured for a particular cell or group 

of cells rather than for a classification of cells, similarly to how it has been done previously. 

If the cell requires splitting into a subset of cells during the pre-processing of the analysis 

model, the subset cells will directly inherit the Simulation Intent defined on the cell prior to 

splitting. This kind of direct inheritance would also be used in cases where a suitable 

automated tool is not available for decomposing and classifying the model, in which case the 

workflow would revert to manually splitting the model and capturing the Simulation Intent 

for the cellular model. 

The second approach will be referred to in this work as rule-based reasoning. This process 

relies on the cells being classified during the decomposition process by the tool, e.g. 

geometric reasoner, that controls how the model is decomposed. Following the 

decomposition, the relevant Simulation Intent that was captured for each classification type 

will be inferred onto the cells based on each cell’s classification. Rule-based reasoning 

enables the Simulation Intent to be decoupled from the cellular model, allowing it to be 

captured alongside the original geometric model, rather than after the model has been 
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decomposed. It is worth noting that in this work direct inheritance takes precedence over 

rule-based reasoning. This precedence is due to the assumption that if an analysis decision 

has been made on a cell prior to any decomposition process, then any downstream 

classification of the cell or subset cells resulting from this decomposition is expected to be 

less relevant.   

To demonstrate this a basic example of an L-shaped beam is presented in Figure 39, showing 

the application of two different Simulation Intents to a single geometry. The two variations 

of the Simulation Intent are given in Table 19 and Table 20, showing an example Simulation 

Intent for direct inheritance and rule-based reasoning respectively.  

Figure 39 – (a1)(a2) L-shaped beam CAD geometry (b1)(b2) Thick-thin decomposition of 

geometry (c1) Direct inheritance of Simulation Intent (c2) Rule-based reasoning of Simulation 

Intent. 
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Table 19 - Direct inheritance example of Simulation Intent for L-beam 

 

Cell Simulation Attribute Analysis decision Analysis variables 

L-beam Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 1 

L-beam Dimensionality 3D N/A 

L-beam Mesh type Linear hexahedral Element size = 3 

Table 20 - Rule-based reasoning example of Simulation Intent for L-beam 

 

Cell Simulation Attribute Analysis decision Analysis variables 

L-beam Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 1 

Thin region Dimensionality 2D N/A 

Thin region Mesh type Linear quadrilateral Element size = 3 

Thick region Dimensionality 3D N/A 

Thick region Mesh type Linear hexahedral Element size = 3 

In this example the base model shown in Figure 39 (a1)(a2) has been decomposed using the 

thick-thin subdivision tool in CADfix [64]. The two different versions of Simulation Intent 

shown in Table 19 and Table 20 both result in the cellular model shown in Figure 39 (b1)(b2) 

due to the use of the thick-thin subdivision. This tool splits the geometry into subset cells 

that are classed as either thick regions that have a low aspect ratio, i.e. ratio of lateral 

dimensions to thickness property, and thin regions that have a high aspect ratio.  These 

subset cells have been colour-coded yellow if they are thick regions and green if they are thin 

regions. In Figure 39 (c1) the Simulation intent from Table 19 is applied and has been captured 

for the initial cell, stating that it will remain as a 3D representation with a linear hexahedral 

mesh. The specification of the Simulation Intent on the original cell means that regardless of 

the classification of the subset cells they will directly inherit the Simulation Intent that was 

captured for the cell before it was split.  Figure 39 (c2) shows the output of applying the rule-

based Simulation Intent from Table 20. In the case of Figure 39 (c2) the Simulation Intent 

dictates that thin regions should be modelled as 2D with a linear quadrilateral mesh and that 

thick regions should be modelled as 3D with a linear hexahedral mesh. This is a basic example 

of how the process works, however its implementation into a realistic workflow will be 

explored further in chapter 5. 
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This development of the Simulation Intent frameworks to include the capture of cell 

classification and decomposition reasoning provides a model independent way of capturing 

analysis decisions by enabling a workflow in which the simulation attributes can be generated 

and assigned to the cellular model. This classification and inheritance process means that a 

single Simulation Intent can be used for the analysis of multiple similar geometries, acting as 

an initial baseline analysis recipe for the generation of an analysis models. Using a baseline 

analysis recipe is particularly useful if critical regions are not known a priori. In these cases, a 

baseline analysis could be generated using a rule-based Simulation Intent and the results 

analysed to identify the critical cells. This baseline Simulation Intent could then be modified 

a posteriori with the analytically critical regions having direct inheritance of the necessary 

attributes to capture the critical outputs. If implemented within an automated workflow the 

modified Simulation Intent could then update the cellular model to reflect the changes 

required for the critical regions.  

4.3 Composite specific Simulation Intent 

Applying the Simulation Intent framework to composite laminate analysis first requires the 

identification and formalisation of the composite specific Simulation Intent. Previous work 

using the Simulation Intent framework focused predominantly on the analysis decisions 

related to the representation of the geometry and features, and only considered material 

properties as analysis variables rather than analysis decisions. However, in composite 

analysis there are analysis decisions that have to be made regarding not only how the model 

will be prepared, but also how the composite laminate will then be represented on that 

prepared model. It is the identification and high-level definition of these composite specific 

variables that will enable the Simulation Intent framework to be utilised for these types of 

analysis problems.  

In chapter 2 it was shown that there are many ways to approach the analysis of composite 

laminates depending on the level of fidelity required, and as such there are just as many ways 

of defining the Simulation Intent for these problems. To avoid having to contend with each 

intricacy of every method this work will be bound to the methods presented in section 3.1. 

These methods represent the most common ways of analysing a composite laminate, and 

the information captured for these methods should provide a solid foundation should 

expansion to novel or less conventional methods be required. By documenting the process 
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of generating an analysis model using each of these common methods a set of steps, 

decisions and corresponding variables that are required for the creation of each analysis 

model was generated. An analysis of these for each different method provided a list of the 

common simulation attributes and corresponding analysis decisions. These attributes and 

decisions are then captured in a high-level and vendor neutral manner to define the 

composite specific Simulation Intent.  

Table 21 shows the simulation attributes that have been defined in this work to capture the 

composite specific Simulation Intent, as well as the selected analysis decisions that are 

chosen for each attribute when using each of the common analysis methods. The formal 

definition of these attributes, with the exception of dimensionality, are novel in the context 

of previous Simulation Intent research and will be explored in full alongside the analysis 

variables required for each in the remainder of this section.  

Table 21 - Formalised Simulation Intent for each of the common analysis methods presented in 

section 3.1 

 Simulation attribute 

 Dimensionality 
Composite 

representation 
Element type 

Meshing 

strategy 

No. of elements 

though 

thickness 

Zone-

based 
2D 

Composite 

lay-up 

Triangle/ 

Quadrilateral 

Unstructured/ 

Structured 
N/A 

Thick shell 

element 
3D 

Composite 

lay-up 

Thick shell/ 

Pentahedral/ 

Hexahedral 

Structured/ 

Swept 
≥1 

Equivalent 

orthotropic 

material 

3D Fully smeared 
Tetrahedral/ 

Hexahedral 

Unstructured/ 

Structured/ 

Swept 

≥1 

Ply-by-ply 3D 
Composite 

lay-up 

Pentahedral/ 

Hexahedral 

Structured/ 

Swept 

≥Number of 

plies in laminate 

Internally 

smeared 
3D 

Internally 

smeared 
See section 4.4 

 

4.3.1 Dimensionality 

Dimensionality of the cell has already been covered in the original work on Simulation Intent 

[7] but is included here as it is still a necessary requirement for capturing the composite 
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Simulation Intent. It will be captured using the same definition as the original work, with the 

analysis decision for the attribute dictating the dimensionality of the cell. How this is 

captured within the framework is presented in Table 22. 

Table 22 - Simulation Intent for dimensionality 

 

Cell Simulation Attribute Analysis decision Analysis variables 

X Dimensionality 
2D 

3D 

N/A 

 

4.3.2 Composite representation 

When building a composite laminate analysis model there are a multitude of ways that the 

material can be represented on the analysis geometry. Previously in this work a variety of the 

common methods have been presented. It will be these methods that are investigated when 

considering how to capture the composite representation. In considering the previously 

mentioned common methods, the representation of the composite can be grouped into 

three analysis decisions that capture how the laminate will be represented in the analysis. 

The first analysis decision is to use a composite lay-up, usually built using a composite lay-up 

tool within the CAE package and applied to the geometry. The composite lay-up is the 

representation used for the zone-based, thick shell and the ply-by-ply methods. Using the 

composite lay-up representation means that every ply within the lay-up will be explicitly 

represented in the analysis model. The second analysis decision is the fully smeared 

representation, where the lay-up is reduced to a single homogenised material property 

before being applied. The fully smeared representation fundamentally changes how the 

composite material is to be generated on the geometry, with no specific ply information 

included in the analysis. 

The third possible analysis decision is the use of the internally smeared representation. The 

internally smeared representation requires special consideration within the framework, as 

its application leads to the creation of another level of subset cells. These subset cells will be 

represented as a composite lay-up in the outer regions and using the fully smeared method 

in the internal core, as such these subset cells require separate simulation attributes 

depending on the requirements of the analysis. These simulation attributes have not been 
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introduced yet, as such the definition of the internally smeared method in full will be 

presented in a later section (section 4.4).  

These three options for the analysis decisions encompass the requirements of the common 

analysis methods that have been considered in section 3 of this work. An example of how 

these three decisions are captured is presented in Table 23. Accompanying the Simulation 

Intent is Figure 40, showing a visual representation of how the laminate is constructed for 

each analysis decisions. 

Table 23 - Simulation Intent for composite representation 

 

Cell Simulation Attribute Analysis decision Analysis variables 

Cell_1 
Composite 

representation Composite lay-up 
Ply book/ply lay-up 

table/top face 

Cell_2 
Composite 

representation Fully smeared 
Ply book/ply lay-up 

table/top face 

Cell_3 
Composite 

representation Internally smeared 

Ply book/ply lay-up 

table/top 

face/number of plies 

modelled in full 

Figure 40 - Annotated diagram showing how each lay-up is constructed depending 

on the analysis decisions in the Simulation Intent 
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Also stored within the composite representation attribute is the laminate information 

derived from a ply book or lay-up table. This information is stored as an analysis variable as 

it is assumed that the ply lay-up for a region will already have been decided prior to the 

building of the analysis model. The following analysis variables are required: the lay-up for 

the cell; the material being used for the plies; the thickness of each ply; an identifier for the 

top face of the laminate; and the local material orientation for those plies. Whilst some of 

the information can be defined in a generic manner, the top face and local material 

orientation needs special consideration in order to ensure that it is stored in a robust and 

reusable manner. 

4.3.2.1 Capturing the top face and material orientation 

To generate a composite laminate within an analysis package, the material orientation used 

for the lay-up must be specified. This material orientation is required as the native 

orientation of the elements that the material is applied to may not align with the required 

orientation for the laminate. The specified material orientation is mapped to the elements in 

the mesh to give each element its own material orientation aligned with the one selected for 

the composite laminate. In the elements orientation system, the 1-axis is usually equivalent 

to a 0-degree ply, the 2-axis a 90-degree ply and the 3-axis is the normal direction of these 

two, i.e. the stack direction. This element orientation is shown in Figure 41, with 0-degree 

fibres depicted on the element showing their alignment with the 1-axis.   

 

Figure 41 - Diagram showing the local material orientation of an element with the fibres and 

matrix depicted 
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The application of the material orientation is commonly achieved using one of these three 

methods. 

Global coordinate system This is the simplest approach to apply and uses the global 

datum of the model for the orientation of the composite 

laminate. This method is suitable when the geometry is 

planar, and the global datum matches the required 

laminate orientation. 

Local coordinate system In this approach a new local datum is created and specified 

for use as the composite laminate orientation. This is 

suitable for planar geometry where the global datum does 

not align with the required laminate orientation.  

Discrete coordinate system This is the only option in which the material orientation is 

not completely constrained, i.e. the 1,2,3 directions can 

change over the geometry. This is achieved by providing an 

initial 1-direction and 3-direction for the material and then 

the software maps this to the elements in the analysis 

model. These initial directions can be provided by 

geometric entities such as an edge or face normal, or they 

can be provided as constants such as vectors.  

To ensure that the laminate can be oriented correctly on the model the most suitable method 

needs to be selected for the analysis. If the global coordinate system is selected, then no 

further information is required to capture it for the analysis package; however, if one of the 

other methods is to be used then further information will need to be captured within the 

framework. If a local coordinate system is chosen, then the relevant information needed to 

construct the datum will also need to be provided. In this work it will be achieved by storing 

three sets of (x,y,z) coordinates that are required to build the local coordinate system in the 

analysis package being used. These three coordinates represent the origin of the local 

coordinate system, a point on its x-axis and a point that lies on its X-Y plane.  



Page 106 of 235 

 

 

The discrete coordinate system is the most versatile system in that it can represent planar 

and non-planar geometry, but this benefit comes with the added requirement of extra 

information. If using a vector to define the one and three directions, then they can be 

captured as they are. However, a better approach is to use a vector for the initial 1-direction 

and a surface normal for the 3-direction. This approach is a more beneficial as it provides the 

information required for the analysis package to perform some form of draping analysis, 

allowing the material orientation to vary over the geometry. This draping analysis can take 

the form of a basic projection of the 1-direction onto the elements whilst maintaining the 

same normal direction as the selected surface or by using a stand-alone draping analysis tool. 

This approach also has the added benefit of defining the top face of the composite lay-up, 

i.e. the surface that will be at the top of the laminate, as in this work the surface selected for 

the 3-direction will be the top face of the component.  

To capture this type of discrete coordinate system at a high-level within the framework the 

top face of the laminate needs to be selected in a way that would be maintained through 

changes to the geometry. The use of an identifying tag or name provided to the face by the 

CAD package could be used to achieve this however there is no guarantee that the tag or 

name will transfer across to every CAE package. This is because each CAD package uses its 

own proprietary system for assigning and tracking named entities making reliable transfer 

between packages difficult. To avoid reliance on these naming systems a geometrical entity 

in the form of a scratch will be created on the face of the geometry with the sole purpose of 

providing the CAE package with the required information.  
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This scratch can be identified in the database by searching for two vertices that bound only 

a single edge using the bound entity information in the topology table. The initial face that 

the scratch is placed on will inform the analyst that it is to be selected as the top face, which 

can then be propagated to adjacent faces that are within a specified dihedral angle. The use 

of a specified dihedral angle gives control over how the selected top face is propagated to 

other faces during this process. An example of how this impacts the selection of the top faces 

is presented in Figure 42, with the resulting selections shown for three different dihedral 

angles. The lower dihedral angle is only able to propagate to similarly oriented faces or 

through smooth transitions between faces, whereas a higher dihedral angle can account for 

sharp changes in the geometry. The example for a dihedral angle of 90 shows the risk of 

selecting an angle that is too high and propagating to unwanted faces, in this case selecting 

the side and bottom faces.  

The scratch has the additional role of providing an initial 1-direction for the analysis. Once 

the information has been extracted, the scratch can then be removed from the analysis 

model. An example of this can be seen in Figure 43, with the scratch visible on the CAD model 

and the corresponding orientation information presented on the analysis model. It is of note 

here that the relative orientation of the scratch is not important due to it having no impact 

on the orientation of the ply, i.e. a 0 degree ply is the same as a 180 degree ply. 

 

 

 

Figure 42 - Propagation of scratched top surface for three different dihedral angles 
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Using the scratch method for capturing the material orientation within the Simulation Intent 

framework allows for a robust way of capturing the discrete system. The scratch method 

allows modifications to be made on the CAD geometry and as long as the scratch is present 

the material orientation will be maintained. It also creates the possibility of applying the 

same Simulation Intent to multiple geometries if they have this initial scratch to guide the 

composite laminate application. The scratch should be considered as key design data similar 

to other geometric artefacts. By capturing the discrete system in this way, alongside 

supporting the use of a global or local coordinate system, the material orientation can be 

captured within the framework at a high-level using any of the available methods.  

4.3.3 Meshing 

The definition of Simulation Intent for the meshing pre-processing stage has been the topic 

of significant previous research.  However, there are some modifications and additions that 

are needed to how these meshing attributes are captured if the framework is to be used for 

composite analysis. In chapter 3 it was shown that the element type, meshing strategy and 

the number of elements through the thickness are not always linked characteristics when 

defining an analysis strategy, i.e. the characteristics of one attribute may not dictate the 

characteristics of another. The independent nature of these attributes means that they need 

to be considered separately when they are being defined.  

Figure 43 – (a) Initial CAD model with scratch on top face (b) analysis model in CAE package showing 

selected top faces in cyan and 1-direction vector 
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4.3.3.1 Element type 

When preparing any analysis model, the analysis decision on which element type to use is 

critical in order to accurately capture the physics and variables of interest. This decision on 

element type needs to be clearly defined in the Simulation Intent for the analysis model as 

there are often specialised elements that can be used in certain circumstances. In this work 

the specialist element that are considered are the thick shell hexahedral and pentahedral 

elements which are commonly used in composite laminate analysis. Alongside this special 

element type are the standard elements (quadrilateral, tetrahedral, etc.) that can also be 

selected when analysing composite laminates. Within this simulation attribute an analysis 

decision is made on both the element shape being used, as well as whether that element 

should be linear or quadratic. The complete list of options for element types used in this work 

and how they are captured is seen in Table 24.  

Table 24 - Simulation Intent for element type 

 

Cell Simulation Attribute Analysis decision Analysis variables 

X Element type 

Linear/quadratic 

triangle 

Linear/quadratic 

quadrilateral 

Linear/quadratic 

tetrahedral 

Linear thick shell 

pentahedral 

Linear/quadratic solid 

pentahedral 

Linear thick shell 

hexahedral 

Linear/quadratic solid 

hexahedral 

N/A 

4.3.3.2 Meshing strategy  

The meshing strategy defines how the selected CAE package will generate the chosen 

element type within the bounds of the topology. When analysing a composite laminate 

component, the analysis method chosen can require a certain meshing strategy to be 

adopted. For example, a fully smeared method has no pre-requisites on the mesh structure 
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and as such can be meshed using any meshing strategy and 3D element type. In contrast to 

this a ply-by-ply method requires a structured pentahedral or hexahedral mesh, whether that 

be thick shell or solid, to be able to apply a stack direction to the lay-up. These analysis 

decisions are stored within the meshing strategy simulation attribute as shown in Table 25. 

Table 25 - Simulation Intent for meshing strategy 

 

Cell Simulation Attribute Analysis decision Analysis variables 

X Meshing strategy 

Structured 

Swept 

Unstructured 

Mesh size, mesh bias, 

sweep direction, etc. 

Alongside this, the parameters required to mesh the model are captured as an analysis 

variable of this attribute. These parameters can include the mesh size, mesh bias if being 

applied to a cell representing an edge or any other meshing variables that may be required 

for the pre-processing of the analysis model. These variables are coupled with the analysis 

decision to guide the analyst on how to appropriately mesh the model to represent each 

analysis method. 

4.3.3.3 Number of elements through-thickness 

Traditionally when capturing the Simulation Intent, the number of elements through the 

thickness is considered an analysis variable, forming part of the mesh parameters in the mesh 

type simulation attribute. However, when analysing composite laminate, the number of 

elements through the thickness is linked to how many plies will be represented by each 

element. This link makes the analysis decision regarding the number of elements through the 

thickness directly related to the required analysis strategy, e.g. whether it is a single element 

through-thickness or stacked elements (see Figure 13). To capture this added requirement 

the number of elements through the thickness needs to be considered as a simulation 

attribute, examples of which can be seen in Table 26 with the resulting meshes shown in 

Figure 44 for a 20-ply laminate. 
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Table 26 - Simulation Intent for number of elements through the thickness 

 

Cell Simulation Attribute Analysis decision Analysis variables 

Cell_1 
No. of elements 

through-thickness 

3 

(static) 
N/A 

Cell_2 
No. of elements 

through-thickness 

Max plies/element = 4 

(adaptive) 
N/A 

Cell_3 
No. of elements 

through-thickness 

Number of plies 

(adaptive) 
N/A 

The analysis decision for this simulation attribute can either be captured as static or adaptive. 

If a static variable is selected, i.e. an integer is specified, the number of elements through the 

thickness will be fixed at that quantity regardless of the geometry or the number of plies in 

the laminate. An integer could be used when applying a thick shell element to a relatively 

thin component of constant thickness, where a single element through the thickness might 

be sufficient. Another example could be using a fully smeared method on a relatively thick 

component under a bending load, in which case a minimum of three elements would be 

required to capture the stress transition from tension to compression through the thickness. 

Capturing a static value gives greater control over the total number of elements by limiting 

the number through the thickness to a fixed quantity. Whilst this may be beneficial in 

controlling the computational expense, it can cause issues if changes are made to the 

thickness of the component by increasing the number of plies. This increase in plies can lead 

to a situation where the specified number of elements may not be sufficient to represent the 

analysis accuracy required.  

Figure 44 - Model split into three cells, each with a differing number of elements through the 

thickness defined 
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The alternative to a fixed integer value is an analysis decision that permits the number of 

elements through the thickness to be dependent on the cell it is applied too. These adaptive 

approaches allow the determining of the number of elements through the thickness 

depending on the ply lay-up of that cell. Examples of this include setting it equal to the 

number of plies in the laminate or providing a maximum number of plies per element. If the 

analysis decision is to use the number of plies to specify the elements through the thickness 

it would result in a mesh where each ply is represented by one element though the thickness. 

The other option presented here is to use a maximum number of plies per element, 

essentially specifying the maximum number of plies in the sub-laminate that each element 

represents. By capturing a maximum number of plies per element it allows the approach to 

be applied to several cells with varying thicknesses without the risk of having one element 

representing a large number of plies in a relatively thick section of the geometry. 

Using these five simulation attributes it is possible to capture the composite specific 

structural analysis decisions pertaining to the common analysis strategies outline in Section 

3.1. Whilst not an exhaustive list of all possible simulation attributes that may be required 

for composite analysis, the attributes in this section can be used as the building blocks for 

adaption to novel or uncommon analysis strategies if needed. These attributes and decisions 

have been defined in a high-level and package independent manner to ensure that they can 

be applied independently of specific CAE analysis packages. Capturing the decisions in this 

manner provides a framework for methods engineers to set out pre-processing recipes that 

can be applied in a manual or semi-automated manner for the building of fit-for-purpose 

composite laminate analysis models. The remaining sections in this chapter will detail the 

specific case of capturing the Simulation Intent for an internally smeared cell and the use of 

the database system for the management and linking of multiple representations of the 

component.  

4.4 Capturing the Simulation Intent for an internally smeared cell 

The internally smeared method that was described in section 3.2 requires special handling 

when capturing the Simulation Intent. This specialised definition is because the internally 

smeared method has three zones through the thickness that need to be characterised using 

two different analysis methods. The need for these three zones means that when the analysis 

decision is made to represent the cell using the internally smeared method it will generate 
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subset cells that will also require Simulation Intent. As the generation of these subset cells 

will be part of the composite representation decision then their existence can be presumed, 

and as such the Simulation Intent for them can be captured prior to them being generated. 

This is achieved by capturing the Simulation Intent for the smeared core and outer ply regions 

upfront, and then assigning the attributes to the generated subset cells.  

An example of how the Simulation Intent would be captured for the internally smeared 

method is presented in Table 27 and shows how the definition for the three subset cells is 

handled. Initially specifying the composite representation on cell, in this case named “Plate”, 

as internally smeared with 20 of the plies modelled in full informs the analyst that the cell is 

to be split into three subset regions. These regions will be classified as either smeared core 

or outer plies and will be assigned the simulation attributes that has been captured for 

“Plate_smeared_core” and “Plate_outer_plies” respectively. In this case the ply-by-ply 

method with a structured solid mesh is applied on the outer regions and the fully smeared 

method with an unstructured tet mesh to the core. 

Table 27 - Example Simulation Intent for application of internally smeared to a cell 

 

Cell Simulation Attribute Analysis decision Analysis variables 

Plate 
Composite 

representation 
Internally smeared 

Ply lay-up table; 

No. of plies modelled 

in full = 20 

Plate_smeared_core Dimensionality 3D N/A 

Plate_smeared_core Element type Linear tetrahedral N/A 

Plate_smeared_core Meshing strategy Unstructured Meshing parameters 

Plate_outer_plies Dimensionality 3D N/A 

Plate_outer_plies Element type 
Linear solid 

hexahedral 
N/A 

Plate_outer_plies Meshing strategy Structured Meshing parameters 

Plate_outer_plies 
No. of elements 

through-thickness 
Number of plies N/A 

This Simulation Intent has been applied to a single rectangular cell in Figure 45. The initial 

base cell shown in Figure 45 (a) is split into its three corresponding regions, shown in Figure 

45 (b), with the beige subset cell representing the smeared core and the two green subset 
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cells representing the outer plies. The Simulation Intent for their own corresponding cell 

classification is then assigned to each subset cell. This results in the analysis representation 

shown in Figure 45 (c) where the three subset cells have been pre-processed accordingly.  

Implementing it in this manner allows the separation of key analysis decisions for each 

region, meaning that the regions can be tailored to meet the analysis requirements. It also 

creates a platform on which other methods could be employed, for example a sandwich core 

structure with the outer plies being modelled with 2D shell elements and the core region 

being modelled as 3D hexahedral elements with an isotropic material applied.  

4.5 Utilising the relational databases functionality 

The relational database stores the entities at every stage of pre-processing, maintaining a 

link from the CAD model to any number of analysis models via a cellular model. This 

information can be queried, and the results used to aid in or automate specific stages of the 

pre-processing. In this work the information has been used for three main tasks; linking CAD 

and CAE representations for mapping of entities; checking surface normals for stack 

direction; and interface identification for generation of appropriate couplings. How this is 

achieved is set out in the following sub-sections, with the mixed-dimensional model from 

Figure 45 – (a) Initial cell "Plate" (b) Cell split into smeared region in beige and outer plies in green (c) 

Analysis model generated from Simulation Intent 
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Figure 39 used as an example to demonstrate its implementation. This example is relevant 

to this work as mixed-dimensional modelling will be used extensively in the test cases later 

(chapter 6), however the underlying techniques shown can be applied to other modelling 

approaches.  

4.5.1 Linking CAD and CAE representations 

The linking of the CAD model to corresponding CAE models is one of the key benefits that 

has been demonstrated for the relational database within the Simulation Intent framework. 

The information stored within the database supports the use of equivalencing and virtual 

topology technologies in software packages that may not natively support them. Topological 

entities within the CAD model are related to their corresponding entities in the analysis 

space, e.g. a 3D entity in the CAD model may be linked to multiple analysis representations 

(1D, 2D and 3D) for full traceability of the model.  

This linking of the representations is achieved within the relational database using two main 

tables, these are the virtual topology table and the equivalencing table. The virtual topology 

table stores when a cell has been split or merged to create either a number of subset cells or 

a single superset cell respectively. Considering Figure 39, the initial base model is represented 

by one 3D cell and is then split into three subset cells for meshing and application of 

Simulation Intent. When topology extraction is performed on both of these representations 

and the results filtered to only include entities with a dimensional identifier of 3, i.e. 3D 

bodies, the entity table in Table 28  is generated. 

Table 28 - Entity table for L-shaped beam 

 

Label Dim Identifier 

1 3 60.0, -11.67, 33.33 

54 3 -15.0, -3.33, 16.67 

55 3 -10.0, 3.33, 16.67 

56 3 12.84, -10.0, 8.33 

The models can then be queried to establish if any of these entities are subsets of the initial 

base topological entities. This information is attained by checking if any of the identifying 

points from the subset entities lies within the original entity’s bounds. It is of note here that 
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this implementation uses geometric operations in Abaqus CAE to partition the geometry 

model, and then stores the resulting decomposition in the Virtual topology relations of the 

database to attain the benefits it offers in terms of associativity between the models. The 

method used to achieve this and the reason why is explained further in section 5.2. Once this 

information has been recovered it is stored within the virtual topology table of the relational 

database by linking the label of the subset entities to the label of the original host entity, as 

shown in Table 29.  

Table 29 – Section of virtual topology table for L-shaped beam 

 

Entity Host Entity 

54 1 

55 1 

56 1 

Using this method allows all topology operations used within the pre-processing stage to be 

stored within the database, creating a link to the CAD model.  Once the subset cells have 

been created, the Simulation Intent is generated and applied to each cell, and then topology 

extraction is performed on this representation. In this case a dimensional reduction has 

occurred in the subset cells labelled 55 and 56, shown in Figure 46. When a dimensionally 

reduced entity is created, in this case a 2D mid-surface in the same design space as the 3D 

body, its link to the original higher dimensional entity is stored within the equivalencing table 

of the relational database. This link is achieved by first identifying the subset cells that have 

a direct correspondence with the previous representation’s subset cells. Following this the 

identifier of the mid-surface entity is queried to see if it lies within any of the subset cells that 

do not have a direct correspondence. These links are then stored in the equivalencing table 

shown in Table 30, where entity labels 163 and 172 represent the newly generated mid-

surfaces.  

Table 30 - Section of equivalencing table for L-shaped beam 

 

New Entity Original Entity 

163 55 

172 56 
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Tracking the entities in this manner can be used to create a link between the CAD model and 

any number of analysis representations. These links can be utilised for mapping of boundary 

conditions, loads or results between different analysis representations or packages.  

4.5.2 Maintaining stack direction 

When analysing a composite laminate, the stack direction needs to be specified to ensure 

that the lay-up is in the correct orientation relative to the component. Orientation is 

accomplished for 3D cells by defining a top face, and for 2D cells by relating the normal of 

the surface to the stack direction. In this work the selection of the top face using the scratch 

method from section 4.3.2.1 forms part of the Simulation Intent and therefore is already 

specified on the 3D cell, however when the 3D cell is dimensionally reduced this initially 

selected top face is lost from the model in the analysis package. Whilst the face can be 

mapped to the newly created mid-surface using the equivalencing links, there is no guarantee 

that the normal of the mid-surface will maintain the same stack direction as was initially 

captured.  

To address this problem, the information stored within the “VertNormal” table of the 

relational database is used. This table is used to store the normal information of each face 

entity at each of its vertices and is generated by querying the CAE package. Using the vertices 

as a reference means that the normal information stored for a top face should be in a similar 

position to that of the normal information for the generated mid-surface of the body, making 

the two comparable. This normal information is exhibited in Figure 47, with the normals that 

Figure 46 - Dimensional reduction of (a) 3D cells labelled 55 and 56 to a (b) 2D representation 
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are compared colour coded between the two representations. The normals are compared by 

calculating the angle between them using,  

� C  ST?@& �  ∙¢
| ||¢|¤ �17	

where � is the angle between the normal vectors N and �. This is done so that an acceptable 

tolerance can be set for the difference between the two vectors, rather than relying on the 

two vector values being identical which may not always be the case.  

This calculated angle between the normal vectors can then be used to determine if a mid-

surface normal is facing in the same direction as the original top face normal. If it is facing in 

the correct direction, then the stack direction has been maintained through the dimensional 

reduction process. If it is not, then the normal direction for the mid-surface can be flipped to 

match the correct stack direction defined on the 3D host entity. This check ensures continuity 

of the stack direction throughout the pre-processing of the analysis model.  

4.5.3 Interface identification 

The ability to identify interfaces between cells within the cellular model is efficient and 

computationally cheap due to its non-manifold. The use of a non-manifold representation of 

the model means that when two entities interface with each other they have a common 

shared entity. This common entity bounds both of the original two entities, a relationship 

that is stored in the topology table of the relational database making it possible to identify 

using SQL queries. This entity can then be mapped to the CAE package, whether that be 

Figure 47 – “VertNormal” data visually represented (a) on the original 3D cell and (b) the 

dimensionally reduced 2D mid-surface, with the normals colour coded into the pairs that are 

compared 
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manifold or non-manifold for the building of constraints or to enforce meshing continuity 

between cells. These interfaces can also be mapped to lower dimensionality entities to build 

solid-shell couplings using the virtual topology and equivalencing links in the database.  

The interface mapping is performed as a two-stage process, beginning first by identifying the 

interface in the cellular model and then mapping this interface to any downstream 

decompositions or idealisations of the cellular model if required. This can be demonstrated 

using the example from Figure 39, specifically looking at the interface (entity label 64) 

between the two bodies with entity labels 54 and 56 as shown in  Figure 48.  

A SQL query can be used on the topology table of the relational database to check for a 2D 

entity that bounds both 3D entities, with the relevant results shown in Table 31. This informs 

the analyst or CAE package which 2D entity, in this case entity label 64, bounds both 3D 

bodies and as such is the interface between them. This information can then be used 

alongside the information in the entity table to identify the relevant entity in the CAE 

package.  

Table 31 - Bound topology results from interface query 

 

Entity Bound Entity Rel_Or 

64 54 1 

64 56 -1 

Figure 48 - Diagram showing entity labels for interface in L-beam model 
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The second stage of the process then maps these interfaces to their corresponding entities 

in the decomposed or idealised analysis model. In this case, the 3D entity labelled 56 has 

been dimensionally reduced to the 2D mid-surface with entity label 172 (Figure 46 (b)), so 

the interface has to be mapped to the new entities created by this process. This dimensional 

reduction can be seen in Figure 49 where the original 2D interface has been split into two 

faces on one side of the interface, and dimensionally reduced to a single edge on the other. 

It is worth noting that the reason two faces now exist on the 3D side of the interface is due 

to the imprinting of the mid-surfaces edge.  

To map the interface in this example, a query is first performed to identify if entity 54 or 56 

is the host entity for any equivalencing links, i.e. has it been dimensionally reduced, which in 

this case entity 56 has. This means that the entity on that side of the interface will also have 

been dimensionally reduced, so another query to the equivalence table in the database is 

performed for the interface entity 64 and returns the 1D entity 192. To find the other side of 

the interface, a query is performed on the virtual topology table to see if entity 64 is the host 

entity for a subset of faces. In this example it is a host entity, returning the subset entities 

166 and 167. A final query is performed using the topology table on entities 166, 167 and 192 

to check the cells that they bound, i.e. the cells on either side of the interface, and check their 

dimensionality. If the dimensionality has changed the coupling can then be created 

appropriately, in this case a shell-solid coupling would be needed at this interface. The 

Figure 49 - Diagram showing entity labels for interface in L-beam model after dimensional 

reduction. Entity labels 166 and 167 represent the 2D face and entity label 192 is the 1D line 
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decision on how these couplings is to be generated is captured in the Simulation Intent as 

part of the boundary condition simulation attribute [7].  

4.6 Discussion 

This section introduces the development of capturing Simulation Intent for composite 

analysis models. Previous work on Simulation Intent had only considered isotropic material 

properties and how they were captured within the framework as analysis variables; however, 

in this work composite laminate materials and how they are defined and stored within the 

Simulation Intent framework was investigated. It was shown that when using composite 

laminate materials, it is not as simple as treating the material properties as analysis variables 

as there are several analysis decisions that need to be made regarding how the composite 

laminate will be represented within the bounds of the geometry. These analysis decisions 

and the over-arching simulation attributes they represent were identified and defined at a 

high-level, detailed in section 4.3, so that they can be translated for use in multiple CAE 

packages for the purpose of building composite analysis models. This high-level manner in 

which the Simulation Intent is captured was key to its adaptability and usability in the original 

work be Nolan et al [116] and has been carried forward in this work in the way the composite 

specific Simulation Intent attributes and analysis decisions have been formally defined. The 

process of formally defining these attributes was based around the existing common analysis 

method set out in section 3.1. Using these common analysis methods as the bases for the 

simulation attributes and analysis decisions ensures that the Simulation Intent framework 

can be applied to the widest range of existing composite analysis problems. It also provides 

a good foundation should a novel analysis method be required. For example, if the 3-ply 

method developed by Kumar et al [93] was to be used, the composite representation and 

number of elements through-thickness could be modified to reflect this. It is this versatility 

that makes the Simulation Intent framework a powerful tool for methods engineering.  

In this work the implementation of the Simulation Intent framework is enhanced by 

introducing mechanisms of inferring Simulation Intent through direct inheritance and rule-

based reasoning. By adding the functionality of inference of Simulation Intent, the framework 

can be applied to component CAD geometries, rather than geometries that have already 

been decomposed into a higher granularity of cellular model. Capturing the Simulation Intent 

independently of specific cells creates an adaptable workflow where significant design 
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changes can be made to the CAD geometry, e.g. changes that may result in new cells 

following the decomposition of the model, and the same Simulation Intent can still be reused. 

It will also enable a single Simulation Intent to be applied to multiple geometries that have 

similar analysis needs. These two advantages of the updated implementation will be 

showcased using test cases in section 6.1 and 6.2 respectively. Whilst this addition to the 

workflow creates a more complete CAD to CAE process, it introduces the potential for a cell 

to be classified incorrectly when automated tools are used for the rule-based reasoning 

process. This can result in the Simulation Intent being assigned incorrectly, thus creating a 

disconnect between the analyst’s specification and the resulting analysing model. These 

issues with the classification of the cells will also be considered in more detail in chapter 6 

through test cases where reclassification of the cells is necessary.  

Throughout the CAD to CAE integration process the relational database is used to store the 

entities and subsequent links between them. These links can be used for a multitude of tasks 

that aim to reduce the burden on the analyst. In this section three of these functions are 

presented, detailing how the stored information can be used to perform sanity checks and 

automate repetitive manual tasks such as the building of interfaces between cells. Two of 

these functions, linking representations and interface identification, have been carried 

through from previous work on Simulation Intent, and the other function of checking and 

maintain stack direction is a novel addition to the framework developed in this work 

specifically for application to composite analysis models. These functions all aid in creating a 

more efficient and robust workflow for the generation of models. The use of the database 

does also come with an increased cost due to the requirement to populate the database and 

perform the necessary mapping queries to populate the virtual topology and equivalencing 

operations. In the test cases presented in chapter 6 this cost is relatively minimal in terms of 

the complete workflow, however for a larger complex industrial model it would likely add a 

notable increase to the run-time of the workflow.  

These updates to the Simulation Intent framework, alongside the identification and formal 

definition of composite specific Simulation Intent, enable the capturing of a high-level and 

repeatable method for the pre-processing of composite laminate CAE models. Utilising the 

methodology set out in this work would ease the creation of fit-for-purpose composite 

analysis models and support the use of a semi-automated workflow for the pre-processing 
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of specific tasks. The use of a semi-automated workflow would reduce the burden on analysts 

and the bottleneck caused by composite laminate analysis tasks. The next chapter will 

investigate the benefits of utilising the captured information within the Simulation Intent 

framework and how it may be implemented into a semi-automated workflow for the 

generation composite laminate analysis model. 
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5 Implementation workflow for captured Simulation Intent 

In the previous chapter the composite specific Simulation Intent is introduced and defined, 

showing the high-level information that needs to be captured in the framework. In this 

chapter a prototype workflow will be presented that utilises this Simulation Intent and its 

supporting technologies to create fit-for-purpose composite analysis models. This workflow 

has been built as a semi-automated prototype tool using Python 2.7 [122] APIs to interact 

with the CAD, CAE and SQL software. Several examples are presented (chapter 6) to evaluate 

the advantages of using this method and to identify any limitations that exist.  

For this work the CAE package used was Abaqus CAE 2018, however the general structure of 

the workflow makes it suitable for use with other CAD and CAE packages. This FEA package 

was chosen due to its composite modelling abilities and its Python API. The Python API in 

Abaqus CAE offers the same functionality as the GUI, but in a format that allows automation 

through the coding of functions. This API was used to build a suite of functions that can be 

called to import the captured Simulation Intent from a Microsoft Excel spreadsheet, parse it 

into individual variables, and then use those variables to guide the building of the composite 

analysis model. Using the Python API also allowed the use of SQLite3 [123], a Python library 

that was used to build and populate the relational SQL database. SQLite3 was used in this 

work for the generation and querying of the relational database that supports the enabling 

technologies of the Simulation Intent framework. The final software used in this work is 

CADfix for performing any necessary geometric reasoner operations. 

The remainder of this chapter will cover the workflow that was used to implement the 

Simulation Intent using the selected software. This workflow will be tested with several use 

cases in chapter 6 to assess the benefits of using this framework to aid the CAD to CAE 

integration for composite laminate analysis models.  

5.1 Developed prototype workflow 

The workflow developed in this section aims to detail each step required to progress from a 

CAD model to a composite analysis model and has been developed to utilise the captured 

Simulation Intent to semi-automatically build the analysis models. The prototype workflow 

is presented in Figure 50 and can be split into four main stages that will be discussed in the 

proceeding sections. Each stage of the workflow produces a corresponding representation of 
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the model necessary to progress the workflow and populate the SQL database. These 

representations are named dependant on the stage they are produced, i.e. stage 1 model, 

stage 2 model, etc. In this work the majority of the pre-processing tasks have been 

automated, with the option to manually override if necessary, using the Python APIs to 

communicate with each software and link each representation of the model through the 

relational database. The automated steps have been colour-coded red when performed in 

the Abaqus CAE API and purple when performed in the CADfix API. Whilst the use of the APIs 

results in a semi-automated workflow, it could also be implemented manually as long as the 

selected CAD or CAE package has sufficient functionality to populate the SQL database as this 

is necessary to support the enabling technologies.  
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Figure 50 - Semi-automated workflow for the implementation of the Simulation Intent framework 
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5.1.1 Stage 1 – Initial setup 

The first stage of the process involves the initial set-up of the model and accompanying 

Simulation Intent. The workflow begins by importing the CAD geometry from the CAD 

package into the chosen CAE package using a vendor neutral file format, in this case a STEP 

file format is used. This imported model is referred to as the stage 1 model and it is the B-rep 

of the model in the CAE package. This stage 1 model can be representative of either a single 

component or an assembly of components. Alongside importing the CAD geometry, the 

Simulation Intent is read in from the Excel document and parsed into Python dictionaries 

based on the cell and simulation attributes. The information captured in this Excel document 

is in the same format as laid out in section 4.3. 

The next step in this stage is to perform the topology extraction on the stage 1 model within 

Abaqus CAE to populate the SQL database. The topology extraction needs to be performed 

twice at this stage. This first topology extraction is performed on the manifold assembly 

model. The topology extraction of the manifold assembly exists as the baseline 

representation of the model in the database. This baseline representation can then be used 

to link the stage 1 model to any downstream non-manifold representations of the model, as 

well as linking to the original CAD geometry that the stage 1 model is derived from.  

The second topology extraction is performed on a non-manifold representation of the same 

stage 1 model. If the model consists of a single part, then the topology extraction is 

performed on this single part and gives the same results as the manifold representation. 

However, if the CAD model consisted of several connected parts (Figure 51 (a)) then a non-

manifold Boolean has to be performed on the assembly of parts to form a single non-

manifold representation (Figure 51 (b))  that can be extracted to the database. This non-

manifold Boolean is a Boolean union applied to all parts in the assembly with the internal 

intersection boundaries retained, generating a single part that is representative of a cellular 

model of the assembly within Abaqus CAE. A non-manifold Boolean is performed so that 

adjacent parts can imprint and share faces where they intersect, and virtual topology links 

can be formed in the database representation of the model if this imprinting has caused any 

entities to be split into a subset of entities. 
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This same process of performing a non-manifold Boolean prior to topology extraction is used 

throughout the remainder of the workflow. Storing a non-manifold representation of the 

model in the database maintains the benefits of the three key technologies used in the 

Simulation Intent framework whilst working in a package that does not natively support all 

these technologies. It also allows a manifold representation of the model to be maintained 

in Abaqus CAE which is necessary as the software requires two or more separate entities at 

an interface if constraints are built using geometric entities as references, i.e. not at a mesh 

level.   

It is also at this stage that any scratch and top face information is extracted from the base 

analysis model. This extraction of information is achieved by querying the SQL database for 

instances where two vertices bound only a single edge, as described in section 4.3.2.1, to 

identify if any scratches have been created on the model. For each scratch, a set of faces is 

created in Abaqus CAE that is representative of the top face of the laminate. This set is 

created by first selecting the surface that the scratch lies on, and then propagating to the 

adjacent faces that are within an allowable dihedral angle. The creation of a set allows a 

visual check from the analyst within the GUI to confirm that the correct faces have been 

selected, and the option to manually override the top faces if the automated selection is 

incorrect. Once the top face set is checked, then a function is executed to extract the entity 

labels for the scratch and the top face and store them in a python dictionary in the Abaqus 

CAE session. This python dictionary can be queried for the identification and mapping of the 

material orientation when building the composite laminates later in the process. The 

mapping of the material orientation across multiple cells was a challenging aspect of 

Figure 51 - (a) Stage 1 model composed of three separate parts in an assembly (b) Non-manifold 

model generated by performing non-manifold Boolean on assembly with shared faces highlighted in 

red 
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implementing the functions to build the composite laminates in Abaqus CAE and will be 

investigated in full in section 5.3. 

5.1.2 Stage 2 – Cellular model preparation 

The second stage of the workflow is applying any geometric reasoner functions captured in 

the Simulation Intent and generating the cellular model that the Simulation Intent will be 

applied too, referred to as the stage 2 model. This stage is guided by the Simulation Intent 

that has been captured for this analysis. If the Simulation Intent contains an analysis decision 

that requires modification or decomposition of the model, e.g. model clean-up such as 

chamfer removal or a block decomposition for meshing purposes, then the stage 1 model is 

exported from Abaqus CAE as a STEP file and imported into CADfix. This imported STEP file 

model can then be modified or split based on the requirements of the analysis decisions in 

the Simulation Intent. This modification of the model can be achieved manually or, in the 

case of this work, can be applied automatically using the CADfix API.  

Following the geometric modifications performed in CADfix the decomposed model is 

reimported back into Abaqus CAE, with each cell forming a new part in the assembly (Figure 

52 (a)). The cells are then each given the name of the original part with an added two-

character alphabetical suffix. For example, if the original part name is “Side_panel” and is 

split into three cells, the cells would be named “Side_panel-AA”, “Side_panel-AB” and 

“Side_panel-AC”. Whilst the specifics of the naming convention are not important, it is 

important that each imported cell has a unique name as these will be stored in the manifold 

table of the database, linking the names of the manifold cells in Abaqus to the entity label of 

the equivalent non-manifold cells in the database. This link aids in the transfer of information 

between the database and Abaqus when applying Simulation Intent or mapping entities in 

the later stages of the workflow.  

If no analysis decision dictates that the model requires decomposition, then the model 

undergoes imprinting of intersecting entities performed within the Abaqus CAE API. This 

imprinting is to ensure that the entities in the manifold representation of the cellular model 

that exists in Abaqus CAE matches the entities in the non-manifold representation stored in 

the database. As this imprinting function will not result in the splitting of any 3D cells there 

is no need to rename the cells.  
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After the manifold representation of the cellular model (Figure 52 (a)) has been generated in 

Abaqus, the entity extraction is performed to generate the non-manifold cellular model 

(Figure 52 (b)) that is stored in the database. During this topology extraction, Virtual Topology 

links are generated within the database to link the stage 1 model to the stage 2 model.   

Following this, the Simulation Intent is assigned to the cells in the stage 2 model depending 

on either their cell classification (rule-based reasoning) or directly from their host cell (direct 

inheritance). The workflow indicates that the cell classification is an output of the stage 2 

model rather than the CADfix API. This cell classification output shows that the classification 

decisions that are generated as part of the reasoning process in CADfix are imported 

alongside the model and stored within the Abaqus CAE session before being used to guide 

the assignment of the Simulation Intent to each cell. Storing the classification in the Abaqus 

CAE session allows the analyst to check that the cells have been classified correctly using the 

command line interface in the Abaqus CAE GUI. These checks allow the cells within Abaqus 

CAE to be manually reclassified if they have been classified incorrectly before executing the 

function to assign the Simulation Intent for each cell in the stage 2 model. This reclassification 

will be demonstrated in greater detail in chapter 6 when applying this workflow to test cases. 

5.1.3 Stage 3 – Application of Simulation Intent 

Once the model has been decomposed and the Simulation Intent has been assigned to each 

cell, the functions built in the Abaqus CAE API apply the selected analysis decisions to each 

cell. These functions take the information provided in the Simulation Intent, alongside the 

information from the SQL database and the scratch dictionary, to prepare the stage 3 model 

Figure 52 - (a) Stage 2 model split into cells of analytical significant and classified (b) Cellular model 

generated by performing non-manifold Boolean on assembly with interfaces highlighted in red 
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and apply the selected composite laminate characteristics. Of note here is the way in which 

the analysis variables are stored in the composite representation of the Simulation Intent. It 

was previously stated in section 4.3 that this information would be provided as a ply book or 

ply lay-up table that would contain all the relevant information for the laminate. In this 

prototype tool the information has been extracted into a format that can be used by the 

Python API, an example of which can be seen in Table 32. The information captured in Table 

32 is the minimum data that is required from the ply-book or ply lay-up table for the 

generation of the composite laminate in this work. This information includes the material for 

the laminate, the method used for its orientation on the cell (see section 4.3.2.1) and the lay-

up required in standard laminate notation alongside the corresponding thickness of that lay-

up.  

Table 32 - Simulation Intent showing how laminate properties are captured for the prototype tool 

 

Cell Simulation Attribute Analysis decision Analysis variables 

X 
Composite 

representation 
Composite lay-up 

Material = CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/45/90/0); 10.4: 

(0/45/90/0)s 

If applying the Simulation Intent to a model with sections of dissimilar thickness, several lay-

ups will need to be captured to build the composite analysis due to the direct link between 

the thickness of a section and the number of plies in that section. To accommodate models 

with varying thicknesses, multiple ply lay-ups can be specified within the analysis variables 

by providing a thickness value that each lay-up corresponds too. The Abaqus CAE API 

functions can then use the information stored within the database to calculate the minimum 

distance between the selected top face and the bottom face of each cell and select the lay-

that would be most suited for that cell based on this distance. This is particularly useful when 

capturing the Simulation Intent for a classification type, where the cells can be classed the 

same but may have differing thicknesses and require a corresponding lay-up thickness. 
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The application of the composite specific Simulation Intent using the Abaqus CAE API results 

in a model that has not been linked to the stage 1 model, i.e. selected entities on the stage 1 

model such as the top face have not been mapped to the model yet. This stage 3 model 

(Figure 53) has been geometrically prepared, had the composite laminates built and applied 

to its cells, and been meshed using the appropriate meshing characteristics; however, it has 

not had any virtual topology or equivalencing links mapped, constraints built at interfaces or 

stack direction checks performed. The generation of the stage 3 model is required as the 

mapping links are built using the equivalencing and virtual topology information that is 

generated when the topology extraction process is executed on this representation of the 

model. Once the topology extraction is performed and the equivalencing and virtual topology 

information is captured in the database, the stage 3 model can be linked to the stage 1 model. 

5.1.4 Stage 4 – Mapping of entities 

The final stage of the process is using the information stored in the SQL database to map any 

selected entities from the stage 1 model to the stage 3 model to generate the stage 4 model, 

i.e. the pre-processed analysis model. If the model has been split or has been dimensional 

reduced any selected entities on the stage 1 model can be mapped to the stage 3 model using 

the information stored in the database. Following this the interfaces between the cells in the 

cellular model can be identified and then mapped using the virtual topology and 

equivalencing links to the topological entities in the stage 3 model. Once the entities at the 

interfaces have been mapped, they can be selected and used to build interface constraints 

within Abaqus CAE, with the type of interface built being dictated by the coupling simulation 

attribute in the Simulation Intent. Finally, the stack direction can be checked, as was 

Figure 53 – Stage 3 model 
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described in section 4.5.2. This function automatically checks and ensures that the continuity 

of the stack direction is maintained on reduced dimension cells. 

The resulting output of this workflow is a pre-processed composite laminate analysis model 

(Figure 54) that has been pre-processed using the captured Simulation Intent. The composite 

specific Simulation Intent provides the workflow with the necessary information to apply one 

of the common analysis methods to each cell in the cellular model and dictates how each cell 

will interface with its adjacent cells. Following a structured workflow with formalised inputs 

enables certain repetitive pre-processing tasks to be automatically performed. These 

automated tasks are supported by the SQL database that is populate through topology 

extractions performed on every representation of the model in the workflow. By performing 

the topology extraction on each representation, a complete map of virtually topology and 

equivalencing links can be made between the stage 1 model, and thus to the original CAD 

model, and the stage 4 model. This stored information can not only be used to map selected 

entities from stage 1 model to the stage 4 model but can also be used to link the different 

variations of model decomposition that are required for multi-disciplinary analysis. The 

challenges with implementing this workflow will be tested and presented in the remainder 

of this chapter, with the benefits demonstrated through use cases in chapter 6. 

5.2 Splitting the analysis model within Abaqus 

In section 4.1.2 the concept of virtual topology is introduced as a method for preparing 

analysis models without modifying the underlying CAD geometry. This technology forms an 

important aspect in the implementation of the Simulation Intent framework as it enables the 

analysis model to be split into cells of analytical significance whilst maintaining a link to the 

Figure 54 – Stage 4 model showing identified interfaces between cells in red 
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underlying CAD geometry. It does however introduce a challenge when implementing the 

Simulation Intent framework in Abaqus CAE.  

This challenge is caused by the limited virtually topology operations that can be performed 

in Abaqus CAE, as well as how it handles these limited operations. The available virtual 

topology operations can be called either manually or using an automated tool. The 

automated tool will identify and modify vertices, edges, and faces that can be merged or 

collapsed based on the user inputs to the tool. It is unclear when using the virtual topology 

operations in Abaqus whether the underlying geometry is modified, i.e. does it replace the 

curve and surface shape definitions with a new definition, making them direct geometry 

operations rather than virtual topology operations. The tool also only performs merging and 

collapsing operations, with no available virtual topology operations for splitting cells. Instead 

Abaqus offers only direct geometric splits for cells.  

To overcome this challenge a copy of the stage 1 model is created in Abaqus CAE and any 

splitting operations are directly performed on this copy of the analysis model. Following the 

splitting operations, a non-manifold Boolean is performed on this copy of the model and the 

topology extraction executed. The links between the split copy of the model and the original 

model can then be recovered. These links are stored in the virtual topology table within the 

database. By recovering and storing the link in this manner it enables the benefits of virtual 

topology operations within a software package that does not natively support all the 

necessary operations.  

This solution provides satisfactory results for the test cases in section 6 in the absence of the 

appropriate virtual topology tools. This use of direct splits and non-manifold Booleans 

creates additional steps in the process that can be prone to error when working with complex 

geometries. However, these additional steps are necessary if the benefits of the Simulation 

Intent framework are to be gained within Abaqus CAE.  

5.3 Application of material orientation 

The generation of a composite laminate within any CAE package usually requires some 

degree of material orientation information to be specified. In section 4.3.2.1 the concept of 

using a scratch to provide the minimal information required for the material orientation is 

presented. This minimal information consists of a 1-direction vector, i.e. the direction of the 
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scratch, and a known seed point on the tooling surface where this vector is valid, i.e. one of 

the vertices that bound the scratch on the top face. This information is sufficient to generate 

the material orientation for the laminate as it enables the CAE package to emulate the 

manufacturing process of laying up the lamina on a tooling surface, creating an 

approximation of how the laminate would be manufactured.  

In implementing this workflow using Abaqus CAE consideration had to be given to the 

utilisation of the scratch information and how this would be mapped to each cell in the 

cellular model. This consideration is required due to the inputs needed by Abaqus CAE when 

applying a discrete material orientation to each element in the model. When a vector is 

defined as the 1-direction of the material, Abaqus CAE attempts to project this vector onto 

each element to give the element its own defined 1-direction. In most instances this will 

provide adequate results, however when the 1-direction is parallel to the selected top faces 

normal direction it is unable to project it to that element. An example of these two vectors 

being parallel is exhibited in Figure 55 where a discrete material orientation has been applied 

to a cylindrical geometry using the top face normal for the 3-direction and a vector for the 1-

direction. In this example the element normal for the purple elements in Figure 55 (b) are 

parallel with the selected 1-direction, making it impossible for Abaqus CAE to project the 1-

direction to the element. 

Figure 55 - (a) Meshed cylinder showing selected top face in red and the initial 1-direction vector (b) 

Elements highlighted in purple have missing material orientation 
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This projection issue will cause an error within Abaqus CAE if a discrete material orientation 

is applied to a geometry where the selected face normal of the element could reasonably be 

expected to be parallel to the 1-direction, i.e. a cylinder, an L-shaped beam, a T-section, etc. 

As these are common features in real world components this projection issue had to be 

addressed if it was to be used for realistic geometry. To resolve this issue the initial vector 

was mapped to each cell in the cellular model. This mapping will create a vector that is 

perpendicular to the top face normal of that cell at a given position on the top face. This 

position on the top face is the arbitrary point provided by Abaqus CAE when a point on the 

top face is queried in the API. Using this mapping method reduces or, if the model is 

partitioned with this in consideration, completely remove the possibility of the element 

normal being parallel to the 1-direction vector.  

The mapping process is achieved by first generating a vector between the two vertices that 

bound the scratch and storing this vector alongside the face normal vector for one of these 

two vertices. An example of this is exhibited in Figure 56 (a) where the two vertices that 

Figure 56 - (a) U-shaped cellular model with annotated scratch on top face showing vertices of the 

scratch and normal at one of the vertex (b) Yellow cell where surface normal is parallel to initial 

scratch  vector, annotated with surface normal at its identifying (x,y,z) co-ordinate 
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bound the scratch are labelled v1 and v2, and the normal unit vector at v1 is labelled as n1. 

These two vectors can be generated from the information stored in the database so at the 

cellular model stage (when the scratch has already been removed) these vectors are still 

available. 

In this U-shaped cellular model, the yellow cell is perpendicular to the cell with the initial 

scratch vector (Figure 56 (b)). This orientation of the yellow cell relative to the initial cell 

means that the 1-direction defined by the scratch vector is parallel to the face normal of the 

yellow cell and therefore cannot be projected to the elements when the cell is meshed. In 

this case the 1-direction vector needs to be rotationally mapped to be applicable to this cell. 

To achieve this mapping the angle between the normal unit vector of the scratch, n1, and the 

normal unit vector at the identifying (x,y,z) coordinate for the top face of the yellow cell, n2, 

needs to be calculated. This angle, denoted by �, is calculated using, 

� C  ST?@& �  ∙¢| ||¢|¤ �18	 

where vectors N and � are represented by n1 and n2 respectively.  

This angle can then be used to rotate the initial 1-direction vector to be perpendicular to the 

normal of the top face for any cell. This rotation is achieved by applying a 3D transformation 

matrix to the initial 1-direction vector, rotating it around a specified axis of rotation by the 

difference in angle between the two normals. This axis of rotation is a unit vector 

perpendicular to n1 and n2 and is denoted as �. The formula used to calculate � is given in,  

� C  5& × 5'|5& × 5'| �19	 

Using this axis of rotation and the angle calculated between the two normals a 

transformation matrix can be generated using,  

� C a �&' + ST?�(1 − �&'9 �&�'61 − ST?�9 − �+?U5� �+�&61 − ST?�9 − �'?U5��&�'61 − ST?�9 + �+?U5� �'' + ST?�61 − �''9 �'�+61 − ST?�9 − �&?U5��+�&61 − ST?�9 − �'?U5� �'�+61 − ST?�9 + �&?U5� �+' + ST?�61 − �+'9 b �20	 

This transformation matrix can then be used to transform the initial 1-direction vector (�&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗ )  

to give a transformed initial vector (�&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗ !) using,  
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�&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗ ! C �&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗  � �21	
This process of transforming the initial 1-direction vector is shown visually in Figure 57 to 

provide a better understanding of how the rotation of the initial 1-direction is achieved.  

 

There are two circumstances in which a unique axis of rotation does not exist and will have 

to be handled differently when mapping the 1-direction vector. The first is when the two 

normals are parallel and in the same direction, in which case the 1-direction vector does not 

need to be mapped. The second is when the two normals are parallel and in opposite 

directions, i.e. the angle between the two normals is 180 degrees. In this case an 

intermediary step is required to map the 1-direction vector to the other cell. For example, in 

the U-shaped cellular model shown in Figure 58 it is not possible to directly map �&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗  from 

the grey cell to the green cell using this method as there is not a unique perpendicular vector 

between the two normals. Instead �&�'¨̈ ¨̈ ¨̈ ¨̈ ¨⃗  is first mapped to the yellow cell (or any other cell 

where the angle between the normals is not 180 degrees) and is then mapped from the 

yellow cell to the green cell.   

Figure 57 - Diagram showing the rotation of the initial 1-direction using the angle between 

the two surface normals 
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One limitation of this mapping approach that needs to be considered is when the normal 

vector of the top face varies by greater than 90 degrees across the surface. This curved top 

face would result in the mapped vector still aligning with the surface normal for some of the 

elements in that cell. To mitigate the possibility of the two vectors being parallel the 

geometry needs to be split to ensure that no cell meets this criterion. An example 

decomposition for achieving this is exhibited in Figure 59 using the same cylindrical geometry 

provided in Figure 55. In this example the initial geometry has been manually partitioned into 

four cells to ensure that the mapped material orientation for each cell will not be parallel to 

the surface normal of any of the elements in that cell. 

Figure 58 - U-shaped cellular model showing the intermediary step required for rotational mapping 

when no unique rotational vector exists 
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The mapping of this vector is a key process in implementing the workflow within the CAE 

package to enable the application of the discrete material orientation. Whilst this process 

has been demonstrated working here in Abaqus CAE, it would be suitable for application to 

any CAE package that is capable of outputting the normal vectors of selected surfaces. By 

using this method, it allows the application of a single scratch direction to a complete 

component without causing any errors provided consideration has been given to the 

decomposition of the geometry.  

5.4 Discussion 

This chapter presents the prototype workflow that has been developed for the 

implementation of composite specific Simulation Intent. The development of this framework 

was necessary to understand how the Simulation Intent framework would be implemented 

when applied to real geometries using commercial CAD and CAE packages. Whilst some of 

the issues addressed in this chapter are package specific (section 5.2 & 5.3), the workflow 

itself could reasonably be implemented with any available package that has similar 

composite functionality and can communicate with a SQL database. By using non-package 

specific terminology and a vendor neutral database, the application of the Simulation Intent 

framework is not intrinsically linked to a single software package or vendor. Defining the 

Figure 59 - Initial 1-direction (black) and mapped 1-direction (red) shown on cylindrical geometry 

partitioned into four cells 
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Simulation Intent independently from a specific package makes it more applicable to a wider 

array of simulation tasks.  

One of the challenges that had to be overcome in this implementation is the use of the 

enabling technologies for Simulation Intent in the Abaqus CAE package. This is because 

Abaqus CAE has limitations on non-manifold models and virtual splitting operations, instead 

preferring assemblies of manifold instances and direct splits. Solutions to these problems are 

covered in this chapter and provide a way of maintaining the benefits of these enabling 

technologies through a non-manifold representation of the model in the database. These 

solutions rely on the use of a non-manifold Boolean operation to populate the database with 

the required cellular model and virtual topology operations. The use of hard splits and non-

manifold Boolean operations adds extra computational steps to the process and is 

sometimes a limiting factor on the complexity of the model that can be processed (see 

section 6.3). It also adds a constraint on the CAD or CAE packages that this implementation 

method can be utilised in, with the chosen package needing to be capable of performing a 

non-Manifold Boolean on the model. Whilst the Boolean operations can cause issues, for the 

majority of the test cases in section 6 the impact of this is minimal and thus these solutions 

represent a viable method to circumvent these limitations for the purposes of this work. 

When working in other packages or with complex models where a non-manifold Boolean is 

not possible, a more advanced method for handling Virtual Topology, such as those 

presented in work by Tierney et al [58] and Lecallard et al [124], may be more suitable. 

One of the key methods presented in chapter 4 is the use of a scratch for the specification of 

required reference points. When implementing this method in Abaqus CAE it was identified 

that the projection of the 1-direction vector was not possible if it was parallel with the normal 

direction of elements in the cell. This issue was solved through the rotation of the 1-direction 

vector using vector algebra to ensure that the vector was perpendicular to the surface normal 

at the point of calculation for each cell. This mapping of the vector enables each cell to have 

its own orientated 1-direction vector that is more suitable than using the initially defined one 

for each cell. Calculating a 1-direction vector for each cell gives greater control over how the 

CAE package projects the 1-direction to each cell and reduces the likelihood of this projection 

failing. It does introduce the need for consideration of how the cell is decomposed to ensure 

that the normal vector of the top face does not vary by more than 90 degrees across the 
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surface. If this is not considered when decomposing the model, the orientated 1-direction 

vector could still be parallel to some of the element normals, causing an error when 

projecting the 1-direction to the element. This decomposition is performed manually in this 

work; however it could be possible to automate this process using a specifically designed 

geometric reasoning tool in the future, further automating this workflow.   

This prototype workflow will be used in the following chapter to build analysis models. Using 

this workflow with commercial packages will allow the benefits gained from applying the 

Simulation Intent framework to composite laminates to be assessed and any limitations of 

the methods presented in the workflow to be identified.  
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6 Test cases 

In chapter 5 a workflow for the implementation of composite specific Simulation Intent was 

developed and presented. To assess the real-world benefits of implementing this workflow 

and to address some of the challenges in achieving this, three test cases were processed 

using the workflow. These test cases have been selected to showcase this workflow on 

features that would be common in composite component (bolted plate and reinforced panel) 

as well as on a complete composite assembly (mock-up fan cowl assembly). Testing the 

implementation of the Simulation Intent workflow on common composite laminate features 

in commercial CAE packages will allow a direct comparison between the benefits achieved 

here and what could be achieved in a real-world design workflow. Each test cases will isolate 

either the Simulation Intent or the CAD model, keeping one fixed and modifying the other to 

assess the benefits, and to understand the limitations.  

6.1 Test case 1: Bolted plate 

The first test case to be considered in this section is composed of two composite laminate 

plates of constant thickness, joined together with a bolted lap joint that will be fixed at one 

end with a uniformly distributed load on the other. This test case was chosen as it is 

representative of a common joining method for composites under a bending load. The stage 

1 model derived from the CAD model will remain fixed and the Simulation Intent will be 

updated and modified. This modification of the Simulation Intent will give progressively more 

detailed analysis models that would be suitable for the specific analysis task at each stage in 

the design process. This progression in the analysis requirements was done to replicate a 

design workflow in which the design is progressing from an early design stage, where design 

data may be limited, to a more advanced stage where specific analysis requirements are 

needed for the validation of the component. Replicating this design process will highlight any 

benefits gained from building on the previous Simulation Intent as the design progresses, as 

well as providing the opportunity to give more detail on how the workflow functions.  

The model will be presented at each stage of the analysis workflow to give a better 

understanding of how the workflow functions and what changes are made to the topology 

and geometry of the model as it progresses through the workflow. The CAD model used here 

is shown in Figure 60 and is composed of two composite laminate plates, a nut and bolt that 

are modelled as a single part, and a washer on either side of the bolted connection. Each of 
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these five components exists as a separate manifold part within the assembly in the CAD file. 

Both composite laminate panels will be using a discrete material orientation system that is 

guided by a scratch on the top face.  

6.1.1 Simulation Intent 1 – Fully smeared analysis 

The Simulation Intent for the first analysis is representative of an early design stage when 

design data is limited. The analysis will use a fully smeared material property with a simplified 

representation of the ply lay-up. As it is the fully smeared method being used, the exact ply 

lay-up is not important due to the generation of the homogenised material property being 

used which is dependent on the percentage of the unstructured plies that will be used, rather 

than their position in the laminate. It will be meshed using tetrahedral elements. This type of 

analysis is computationally cheap, making it ideal for an early design stage, but the accuracy 

of the stress and strain values has been shown in previous sections to be significantly 

impacted by this. These inaccuracies impact the usability of the results for stress analysis, but 

the deformation values are not as significantly impacted and so it would be suitable for early 

stage deformation or natural frequency analysis, the latter of which will be shown here. The 

Figure 60 - Annotated diagram of bolted plate geometry showing isometric view of assembly and a 

cross-sectional side view of the bolted region 
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full composite specific Simulation Intent is available in Table 33, with the Simulation Intent 

for the bolt and washer omitted as they are assumed to be metallic components and the 

focus of this work is on the definition and capturing of Simulation Intent for composite 

specific tasks.  

Table 33 - Initial Simulation Intent for bolted plate 

It is worth noting here that the lay-ups used in this example, and all subsequent examples in 

this work, have a reduced number of plies than those that would typically be seen in real 

world application. This reduction in the number of plies was required due to the way in which 

the decomposition into individual plies for the ply-by-ply method was being performed in 

Abaqus CAE API. This decomposition is achieved within the API by offsetting the selected top 

face c G 1 times by �, where c is the total number of plies and � is the calculated thickness 

of a ply. These offset faces split the cell into the correct quantity of subset cells that are each 

the thickness of a single ply. This offsetting approach works well for basic geometry with a 

small number of plies but causes an issue in Abaqus CAE when a larger number of plies is 

required. This issue is amplified when working with geometry that has been imported into 

Abaqus CAE from a CAD package, such as the geometry used for these test cases. Manual 

testing showed that after 5-6 offsets Abaqus CAE begins to slow down significantly, with a 

value of approximately 10-12 offsets or more causing the software to crash. This software 

Cell Simulation Attribute Analysis decision Analysis variables 

Panel_1 
Composite 

Representation 
Fully smeared 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/90/+-45) 

Panel_1 Dimensionality 3D N/A 

Panel_1 Element type 
Quadratic solid 

tetrahedral 
N/A 

Panel_1 Meshing strategy Unstructured Seed size = 5 

Panel_2 
Composite 

Representation 
Fully smeared 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/90/+-45) 

Panel_2 Dimensionality 3D N/A 

Panel_2 Element type 
Linear solid 

tetrahedral 
N/A 

Panel_2 Meshing strategy Unstructured Seed size = 5 

Panel_1 ∩ Panel_2 Coupling Tie Constraint N/A 
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dependant limitation restricted the number of plies that could be automatically generated 

for the geometry in this implementation.  

Stage 1 of the process is populating the database with the manifold and non-manifold 

representations of the assembly. The process for achieving this is detailed in the previous 

section so will not be expanded on here. It is also at this stage that the 1-direction and top 

face information is extracted and stored in the Abaqus CAE session, with the scratch then 

removed from the model. 

Following this is stage 2, where any geometric decomposition inferred from the Simulation 

Intent is applied. In this case, no geometric reasoner is specified so the CADfix decomposition 

step is bypassed; instead, all intersecting entities are imprinted onto adjacent cells within the 

assembly to generate the manifold representation of the cellular model in Abaqus CAE. An 

example of this imprinting can be seen in Figure 61 where the outline of “Washer_1” is 

imprinted on the top face of “Panel_1”.  

Following this the topology extraction is then executed on this representation of the model. 

For this Simulation Intent no geometric reasoning has been applied to the model, so this 

representation is the same as the non-manifold representation of the stage 1 model stored 

in the first round of topology extraction. Virtual topology links are generated for the faces 

Figure 61 – “Bolt” and “Washer_1” hidden from view to show imprinting of 

“Washer_1” on the top face of “Panel_1” 
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that have been split due to the imprinting of parts to link this representation to the stage 1 

model manifold representation.  

The next stage in the process (stage 3) is the application of the Simulation Intent to the 

cellular model using the functions coded in to the Abaqus CAE API (see section 5.1.3). In this 

case the functions will generate an orthotropic material property for each cell using Eq. [6] 

and apply it to the 3D cell. Each cell will then have a material orientation assigned to it using 

the information extracted from the scratch. In this case the orientation is applied directly 

without mapping as the scratch exists on the single planar cell it is being applied too. The cell 

is then meshed using the parameters captured in the Simulation Intent. The application of 

this Simulation Intent generates the stage 3 model shown in Figure 62.  

In this example the 2D surfaces selected for the top face have been split by the imprinting 

process. This originally selected top face is mapped to the subset and parasite faces using the 

virtual topology links in the database to ensure that the material orientation for the smeared 

material property is orientated correctly. As no dimensional reduction has been performed 

during the pre-processing, there is no need to map equivalencing links or to perform stack 

direction checks on this model.  

Figure 62 – Stage 3 model following application of Simulation intent to bolted plate 



Page 148 of 235 

 

 

Finally, the interfaces between adjacent cells are identified and constraints built in Abaqus 

CAE at these interfaces. For this analysis, the Simulation Intent dictates that the interfaces 

are joined using a tie-constraint as the focus of the analysis is on the overall deformation of 

the assembly, not the specific stresses generated by using a bolted connection. The ∩ 

notation used for couplings in Simulation Intent is the same as that used in work by Nolan et 

al. This notation denotes the intersection between the two cells, i.e. the interfaces, and is 

used to select what will be joined using the captured analysis decision. In this section the 

analysis decision pertains to enforcing coupling constraints at the intersection of the cells, 

but it can also be used for specifying loading conditions or mesh constraints between cells. 

Figure 63 shows the bolted region with the faces that form the interface constraints 

highlighted. 

The interface building completes the workflow, resulting in the stage 4 model for the initial 

Simulation Intent. In this case building the analysis model from the input Simulation Intent 

and CAD model is entirely automated.  

A natural frequency analysis was performed on this example to show its suitability for early 

stage analysis, with the results compared against a reference analysis model to ascertain the 

merit of the results. In this case a full ply-by-ply model was used as the reference analysis 

model as it represents a more accurate representation of analysis method that could be used 

for this type of analysis if time and financial constraints were of lesser concern, i.e. at later 

design stages. The results are presented in Figure 64 for the first 5 modes, with the 

frequencies extracted to Table 34, and show good agreement between the idealised and the 

reference model in the prediction of the shape and value of the natural frequency modes.  

Figure 63 - Interfaces automatically identified and built at bolted plate connection 
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Figure 64 - Comparison of first 5 modes of natural frequency between the idealised analysis 

model and reference analysis model 
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Table 34 - Natural frequencies for the first 5 modes of each analysis model 

 Natural Frequency (Hz) 

 Mode 1 Mode 2 Mode 3 Mode 4 Mode 5 

Idealised analysis 

model 
2.43 15.26 16.19 21.83 43.22 

Reference analysis 

model 
2.64 16.21 16.58 20.92 46.55 

These results show the suitability of using this Simulation Intent to generate an analysis 

where the general stiffness of the component is the main factor, and where the specific ply 

stresses are of lesser concern.  

6.1.2 Simulation Intent 2 – Thick-thin subdivision and dimensional reduction 

Following the generation of the initial analysis model, the Simulation Intent was updated to 

reflect a progression in the laminate data and the requirements of the analysis, with the stage 

1 model remaining fixed. This second Simulation Intent, available in full in Table 35, will be 

tailored for a case when the requirement of the analysis is accurate bending stresses within 

the plies whilst maintaining a reduced computational expense. 

In this case a thick-thin subdivision will be used to decompose the model into regions that 

are classified as either thick or thin dependent on the specified aspect ratio. Note here that 

for all test cases a default setback factor, i.e. how far as a factor of the thickness should the 

transition from thick to thin regions be setback, of 2 has been selected. This fixed setback 

value was selected as the main focus of this work is on the implementation of the Simulation 

Intent framework rather than the analysis outputs; however, improved analysis results could 

be gained by using Horgan’s formula [9] to calculate a more suitable set-back factor based 

on the decay length.  
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Table 35 - Second Simulation Intent for bolted plate 

The thick regions will be modelled using the 3D internally smeared method and the thin 

regions will be represented using the 2D zone-based method as is specified in the Simulation 

Intent. The use of the internally smeared method introduces the requirement of a structured 

hexahedral mesh in these regions. Stage 1 is common to section to section 6.1.1 so will not 

be shown here.  

Cell Simulation Attribute Analysis decision Analysis variables 

All Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 2 

Thick region 
Composite 

Representation 
Internally smeared 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/45/90/-45)s 

Number of plies 

modelled in full = 4 

Thick 

region_smeared_core 
Dimensionality 3D N/A 

Thick 

region_smeared_core 
Element type 

Linear solid 

hexahedral 
N/A 

Thick 

region_smeared_core 
Meshing strategy Structured 

Element size = 2 

No. of elements 

through-thickness = 3 

Thick region_outer 

plies 
Dimensionality 3D N/A 

Thick region_outer 

plies 
Element type  

Linear thick shell 

hexahedral 
N/A 

Thick region_outer 

plies 
Meshing strategy Structured Element size = 2 

Thick region_outer 

plies 

No. of elements 

through-thickness 
Number of plies N/A 

Thin region 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/45/90/-45)s 

Thin region Dimensionality 2D N/A 

Thin region Element type  Linear quadrilateral N/A 

Thin region Meshing strategy Unstructured Element size = 2 

Thick region ∩ Thick 

region 
Coupling Tie Constraint N/A 

Thin region ∩ Thin 

region 
Coupling Tie Constraint N/A 

Thick region ∩ Thin 

region 
Coupling Shell - Solid Coupling N/A 
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Following the initial topology extraction on the stage 1 model, a non-manifold Boolean is 

performed on the geometry and the resulting cellular model is exported to CADfix. When this 

cellular model is imported into CADfix, it separates the part into a singular superset cell 

(Figure 65 (a)) and the bounding internal faces (Figure 65 (b)). 

Using a superset of the assembly allows the thick-thin subdivision tool to be applied at a 

global level, i.e. to the complete assembly of parts instead of individual parts. This application 

to the complete assembly results in regions that would be classified as thin at a part level to 

be identified as thick due to their interaction with other parts in the assembly, e.g. where the 

two thin plates overlap creates a thick region in the superset cell. Following the execution of 

the thick-thin subdivision to the superset cell, the bounding internal faces are used to restore 

the output of the thick-thin subdivision into the original parts. An example of this is seen in 

Figure 66 where the superset cell at the bolted region is restored back to the original five 

parts that it is composed off.  

Figure 65 - (a) Single superset cell of the assembly in CADfix (b) Internal faces bounding faces isolated 

Figure 66 - (a) Superset cell identified as thick (b) Superset cell split into original parts using internal 

bounding faces 



Page 153 of 235 

 

 

The complete decomposition generated by CADfix is exhibited in Figure 67, where “Panel_1” 

and “Panel_2” have been split into two regions, with the green cells identified as thin and 

the yellow cells identified as thick.  

 

Further decomposition of the model is needed due to the application of the internally 

smeared method in the thick regions. The internally smeared method requires a structured 

hexahedral mesh in the outer cells, and hence multi-block structured decomposition to 

prepare it for meshing. Decomposition for meshing is achieved here by keeping the thick-

thin subdivisions representation in CADfix and performing the partitioning operations 

Figure 67 - Thick-thin subdivision performed on bolted plate 

Figure 68 - Thick-thin subdivision of bolted plate partitioned for hexahedral meshing 
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manually on the model to make it suitable for hexahedral meshing. Automated hexahedral 

meshing is an open research topic, and can be handled in many different ways [125]–[128]. 

Thus, the automation of this step is outside the scope of this work. The decomposition 

process results in the cellular model shown in Figure 68, with the splitting process creating 

12 cells in each panel that are classified as either thick or thin.  

The Simulation Intent is then assigned to these cells based on their cell classification and 

applied to each cell using the functions built in the Abaqus CAE API. This application of the 

Simulation Intent gives the stage 3 model in Figure 69.  

As specified in the Simulation Intent, this analysis model has been dimensionally reduced to 

a mid-plane in the regions identified as thin and has been split using the offsetting tool in 

Figure 69 – Stage 3 model following application of updated Simulation intent to bolted plate 

geometry with the internally smeared region highlighted and colour coded to show the individual 

plies 
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Abaqus CAE to form the internally smeared method for the thick regions. The thickness of 

the geometry used to guide the offsets for the internally smeared method are attained from 

the database by calculating the minimum length of the edges that join the top and bottom 

surfaces of the cell. This ensures that the function can be executed on any thickness of cell 

rather than relying on a hardcoded or input variable as part of the Simulation Intent.  

Once topology extraction is performed on this representation the equivalencing and virtual 

topology links are generated and stored in the database. In this case there has been a 

dimensional reduction in four of the cells, so the top face has to be mapped from the selected 

face on the stage 1 model to the newly generated mid-surface using the equivalencing links 

in the database. To ensure the that the stack direction is in the correct orientation the vertex 

normals of the initial top face are compared with the vertex normals (see section 4.5.2) of 

the new mid-surface as shown in Figure 70. This process is automated using a function in the 

Abaqus CAE API and will identify if the normals are orientated correctly and reverse them if 

they are not, ensuring continuity of the stack direction through the pre-processing stages.  

It is also at this stage that interface identification and building of constraints is performed. In 

this case dimensional reduction in some of the cells in this analysis model means 

equivalencing is required to identify lower dimensional entities at the interfaces. The 

interface identification process begins by first identifying the interfaces in the stage 2 model 

using the database (Figure 71 (a)). It then checks if the interface entity has been split or 

dimensionally reduced using the virtual topology and equivalencing sections of the database 

and maps these entities (Figure 71 (b)(c)(d)). Following this it checks the bounding entities of 

both cells to identify if the cells at the interface are dimensionally different. This allows the 

Figure 70 - (a) Vertex normals for the top face of the stage 2 model (b) Vertex normals for the top 

face of the stage 3 model 
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automated identification and building of tie-constraints, for adjacent cells that are 

dimensionally the same, and shell-solid couplings (Figure 71 (e)), for adjacent cells that have 

differing dimensionality. In this work the shell-solid couplings used are the default options in 

Abaqus CAE, however if a more accurate coupling is required then one of the coupling 

methods from section 2.4.2 could be used. How the interface identification is tracked 

through the database is presented in section 4.5.3, so only the resulting selected entities in 

Abaqus CAE are shown here.  

Figure 71 - (a) Stage 2 model showing interface highlighted in red (b) Stage 3 model showing 

interface has been virtually split on one side and dimensionally reduced on the other (c) Virtual 

topology links used to map original interface entity to new subset entities (d) Equivalencing links used 

to map original interface entity to new dimensionally reduced entity (e) Shell-solid coupling 

generated in Abaqus CAE using this information 
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This mapping of interfaces and entities results in the stage 4 model for the modified 

Simulation Intent. In this application of the Simulation Intent the requirement for a 

structured mesh in the solid 3D regions creates the need for manual partitioning to prepare 

the decomposed analysis model. The resultant workflow is therefore semi-automated, with 

the majority of the operations automated within the API but requiring the support of manual 

intervention. 

Using the loading conditions set-out in Figure 60 an analysis was performed on the idealised 

representation of the analysis model. Similarly to section 1446.1.1, the idealised analysis 

model was compared against a reference model, where the laminate was represented using 

a full ply-by-ply method. The results for the maximum stress (Figure 72), deformation (Figure 

73), and the run-time were extracted to Table 36.  

 

Figure 72 - Comparison of von Mises stress between the idealised analysis model and reference 

analysis model 

Figure 73 - Comparison of deformation between the idealised analysis model and reference analysis 

model 
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Table 36 - Max von Mises stress, deformation and run-time for bolted plate analysis models 

 Max von Mises  

(MPa) 

Max Deformation 

(mm) 

Run Time  

(s) 

Idealised analysis 

model 
24.3 1.171 10 

Reference analysis 

model 
20.1 1.151 28 

These results show that the idealised model generated using the Simulation Intent is capable 

of predicting the maximum stress and deformation with a reasonable degree of accuracy 

whilst providing a reduction in the run-time of the analysis, fulfilling the defined requirement 

of this analysis.  

6.1.3 Simulation intent 3 – Ply-by-ply analysis 

The final Simulation Intent (Table 37) is built on the previous one both in terms of the 

Simulation Intent and the stage 2 model. In this case the previous decomposition used for 

test case 2 (Figure 68) is reused. This previous decomposition was reused as stages 1 and 2 

are common with the Simulation Intent in section 6.1.2. Reusing this decomposition enables 

a completely automated updating of the analysis model as the manual decomposition has 

already been performed and stored in the database.  
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Table 37 - Third Simulation Intent for bolted plate 

 In this case a high-fidelity model is required for the analysis, representing the final stages of 

design when more accurate stresses are needed for the calculation of failure. To generate 

this high-fidelity model, the analysis decisions required for the ply-by-ply method were 

specified for both “Panel_1” and “Panel_2”, with the subset cells in the cellular model directly 

inheriting the Simulation Intent. This direct inheritance means that regardless of the 

classification assigned to each subset cell during the decomposition stage, the cells will 

directly inherit the Simulation Intent that was specified on the host entity. This application 

follows the same process as the previous example but with the Simulation Intent modified 

to reflect a higher-fidelity analysis model, as such only the resulting stage 4 model will be 

shown. This stage 4 model is presented in Figure 74 where “Panel_1” and “Panel_2” have 

been decomposed into individual plies for the application of the ply-by-ply method.  

Cell Simulation Attribute Analysis decision Analysis variables 

All Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 2 

Panel_1 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/45/90/-45)s 

Panel_1 Dimensionality 3D N/A 

Panel_1 Element type 
Linear solid 

hexahedral 
N/A 

Panel_1 Meshing strategy Structured Element size = 0.6 

Panel_1 
No. of elements 

through-thickness 
Number of plies N/A 

Panel_2 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 5.2: 

(0/45/90/-45)s 

Panel_2 Dimensionality 3D N/A 

Panel_2 Element type 
Linear solid 

hexahedral 
N/A 

Panel_2 Meshing strategy Structured Element size = 0.6 

Panel_2 
No. of elements 

through-thickness 
Number of plies N/A 

All Coupling Contact Contact Properties 
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Analysing this model using the same loading conditions as before produces the results for 

maximum von Mises stress shown in Figure 75. The maximum stress value for this test case 

is approximately 3 times larger than that of the fully bonded ply-by-ply analysis used for 

reference in the previous 2 examples and is localised to the bolted region. This localised 

stress highlights the importance of a high-fidelity analysis model when performing failure 

analysis. In this case there is no reference model as this represents the upper end of what 

can be achieved using FEA, and as such verification of these results would be performed 

experimentally.  

Test case 1 showcases the advantages of capturing and updating the Simulation Intent for 

composite laminate analysis problems. The ability to modify and automatically update the 

analysis model provides a more efficient method for the analysis to progress alongside the 

Figure 74 - High fidelity analysis model generated for bolted plate 

Figure 75 - Von Mises stress distribution for bolted plate generated with a  high fidelity Simulation 

Intent 
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design stages, with previously captured data being built upon or reused as the analysis 

requirements advance.  

6.2 Test case 2: Reinforced panel 

The previous test case highlighted the advantages of updating and applying multiple different 

Simulation Intent’s to a single CAD model. In test case 2 a different approach will be 

considered by instead looking at applying a single Simulation Intent to five different CAD 

models. These models are typical of a reinforced composite laminate panel, with the 

geometry of the reinforcement varying between test cases representative of design changes. 

In four of the five test models, the thickness of the panel and the thickness of the 

reinforcement remains constant. In the other case a thicker region is included in the panel to 

reinforce it instead of a separate reinforcement component. The presence of varying 

thicknesses of geometry means that all possible ply lay-ups need to be captured in the 

analysis variables of the composite representation simulation attribute to allow its 

application to all the test cases.  

The Simulation Intent used for these test cases is shown in Table 38 and is similar to the 

Simulation Intent used in section 6.1.2 as the requirement of the analysis are the same. This 

Simulation Intent specifies the use of the thick-thin geometric reasoner. Each cell will be 

classified as either thin, thick or tapered, with tapered describing a cell where the distance 

between the top and bottom face is not constant. This tapered classification will capture 

regions where ply drops are needed, or at junctions where resin pockets would form in real 

components. To analyse these regions the internally smeared region will be utilised. The 

remaining thin regions will be modelled using the zone-based approach and the thick regions 

will use stacked thick shell elements. For each geometry tested the stage 1, 2 and 4 models 

will be presented, assessing any challenges that occurred during the implementation of the 

Simulation Intent and how they were resolved. Following this each idealised analysis model 

generated using the Simulation Intent will be compared against a reference model generated 

manually using the ply-by-ply method. This was done to compare the efficacy of the results 

given by the Simulation Intent and to give an indication of the time-savings in pre-processing 

attained when using the semi-automated framework.  
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Table 38 - Simulation Intent for reinforced panel 

Tapered region 
Composite 

Representation 
Internally smeared 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 4.0: (0/+-

45/90)s;  

5.0: (90/0/+-45/90)s;  

8.0: (0/+-

45/90/0/90/+-45)s 
Number of plies 

modelled = 4 

Tapered 

region_smeared_core 
Dimensionality 3D N/A 

Tapered 

region_smeared_core 
Element type 

Linear solid 

pentahedral 
N/A 

Tapered 

region_smeared_core 
Meshing strategy Swept 

Element size = 3 

No. of elements 

through-thickness = 3 

Tapered region_outer 

plies 
Dimensionality 3D N/A 

Cell Simulation Attribute Analysis decision Analysis variables 

All Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 2 

Thick region 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 4.0: (0/+-

45/90)s;  

5.0: (90/0/+-45/90)s; 

 8.0: (0/+-

45/90/0/90/+-45)s 

Thick region Dimensionality 3D N/A 

Thick region Element type 
Linear shell 

hexahedral 
N/A 

Thick region Meshing strategy Structured Element size = 3 

Thick region 
No. of elements 

through-thickness 
Number of plies N/A 

Thin region 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply lay-up = 4.0: (0/+-

45/90)s;  

5.0: (90/0/+-45/90)s;  

8.0: (0/+-

45/90/0/90/+-45)s 

Thin region Dimensionality 2D N/A 

Thin region Element type Linear quadrilateral N/A 

Thin region Meshing strategy Unstructured Element size = 3 
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Tapered region_outer 

plies 
Element type  

Linear solid 

hexahedral 
N/A 

Tapered region_outer 

plies 
Meshing strategy Structured Element size = 3 

Tapered region_outer 

plies 

No. of elements 

through-thickness 
Number of plies N/A 

Thick region ∩ 

Tapered region 
Coupling Tie Constraint N/A 

Thick region ∩ Thick 

region 
Coupling Tie Constraint N/A 

Thin region ∩ Thin 

region 
Coupling Tie Constraint N/A 

Tapered region ∩ 

Tapered region 
Coupling Tie Constraint N/A 

Thick region ∩ Thin 

region 
Coupling Shell - Solid Coupling N/A 

Tapered region ∩ Thin 

region 
Coupling Shell - Solid Coupling N/A 

 

6.2.1 Panel with no reinforcement 

The first geometry considered in this section is the panel with no reinforcement structure. 

This is the most basic example as it is simply a rectangular panel with constant thickness and 

consists of only a single part. The geometry used for the panel is shown in Figure 76, with a 

thickness of 4mm and the length and breadth annotated in the figure.  

 

 

Figure 76 - Diagram of panel geometry showing length and breadth dimensions 
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A thick-thin subdivision is performed on this stage 1 model, producing no splits and classifying 

the region as thin. As the cell is classed as thin, it is dimensionally reduced in Abaqus CAE to 

a 2D mid-surface and the appropriate composite laminate is applied to this mid-surface as 

per the Simulation Intent. The mid-surface is then meshed using linear quadrilateral elements 

and a global seed size of 3. This results in the stage 4 model seen in Figure 77 and acts as the 

baseline for the application of the single Simulation Intent as the different reinforcement 

methods are employed.  

6.2.2 Panel with thicker region for reinforcement 

The next geometry considered has a locally thickened region for reinforcement as shown in 

Figure 78. This increase in thickness introduces the need for ply increases and creates two 

tapered zones in the geometry. These tapered zones are identified during the thick-thin 

subdivision and requires the capturing of the Simulation Intent for this cell classification. In 

this version of the Simulation intent, the tapered regions will be modelled using the internally 

smeared method, allowing a computationally cheaper way to model them without having to 

model each individual ply drop.   

In the previous chapter on the internally smeared method, it was discussed how the number 

of plies to be modelled in full is dependent on the thickness of the laminate and the 

characteristics of the lay-up. This means that in a tapered region where these variables 

change the number of plies to be modelled in full may need to change across the tapered 

region to maintain the selected degree of accuracy across the complete tapered section. In 

Figure 77 – Stage 4 model for panel with no reinforcement 
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these test cases the focus is on the implementation of the framework rather than the 

accuracy of the results, so a decision is made to use a fixed value of 4 plies for the complete 

region. The decision to use a fixed value here may not be reflective of a realistic use case 

where the number of plies modelled in full needs to be varied across a tapered region; 

however, the required decomposition to achieve this variation is not trivial and would require 

future work (this is discussed further in section 9.1).  

The result of the thick-thin subdivision of the model can be seen in Figure 79. In this work the 

tapered cells have been coloured blue, with the thin regions shaded green. It is worth noting 

that even with the increase to 8mm thickness, the central region is still considered as a thin 

panel and as such will be modelled using the 2D zone-based method.  

Figure 78 – (a) Geometry of panel with thicker reinforcement region (b) Annotated 

drawing of reinforced region 
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The application of the Simulation Intent gives the resulting stage 4 model Figure 80. This 

model has three 2D zones, with the middle zone inheriting the appropriate lay-up for an 8mm 

laminate and the other two inheriting the 4mm laminate. The tapered cells are modelled 

using the internally smeared method, with two plies modelled top and bottom and the inner 

core being represented with a smeared material property. 

For this implementation of the internally smeared method in Abaqus CAE there are two 

separate composite lay-ups generated, one for the top region and one for the bottom region. 

This use of two composite lay-ups is to allow the 3-direction selected for each lay-up to be 

normal to the cells it is applied to. In this case the normal of the non-planer top face is not in 

the same orientation of the normal required for the planar bottom cells. This process is 

exhibited in Figure 81, where the top plies in blue use the top face as a reference for the 3-

Figure 79 - Thick-thin subdivision of panel with thicker reinforcement region 

Figure 80 – Stage 4 model for panel with thicker reinforced region showing close-up of meshed 

tapered region 
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direction and the bottom plies in green use the bottom surface as a reference. By building 

two separate composite lay-ups and giving each a top face reference the plies within each 

lay-up have the correct orientation. 

The remaining inner core is meshed using swept pentahedral elements, reducing the need 

for manual partitioning that would be required for the generation of a structured hexahedral 

mesh.  

6.2.3 Panel with top hat and Z-section reinforcement. 

The next two geometries to be considered consist of the panel with an added stringer for 

reinforcement, with the stringer cross-section varying between the two geometries. These 

two geometries are both handled in a similar way when the Simulation Intent is applied. In 

each case, the decompositions generated by the thick-thin subdivision tool are significant in 

how areas of interest have been identified in the model so both examples have been 

presented. The first geometry shown is the panel with a “top hat” reinforcement stringer 

(Figure 82), with the top hat cross-section having a thickness of 5mm and the panel remaining 

at a constant 4mm thickness. 

Figure 81 - Internally smeared method applied to tapered region showing two separate composite 

laminates (top in blue, bottom in green) each with its own reference surface (red) 
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The other geometry considered is the panel with a Z-section stringer (Figure 83). Similarly to 

the top hat geometry, the panel has a constant 4mm and the Z-stringer has a 5mm thickness.  

 

Figure 82 - (a) Geometry of panel with top hat stringer (b) Annotated drawing of 

top hat cross section 
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In both cases the thick-thin subdivision is performed and results in the regions where the 

reinforcement and panel are in contact to be classified as thick, denoted in yellow. The 

remainder of the cells are classified as thin with no tapered regions present in these 

geometries. A further multi-block structured decomposition of both geometries was required 

in the regions classed as thick. This decomposition was performed to ensure that a structured 

hexahedral mesh could be used for the ply-by-ply method in the thick regions. This process 

of preparing the geometry for hexahedral meshing is completed manually and is based on 

previous engineering experience as was the case in the bolted plate test case. The resulting 

stage 4 models following the application of this Simulation Intent definition are presented in 

Figure 84 for the top hat geometry and Figure 85 for the Z-section geometry. 

Figure 83 - (a) Geometry of panel with Z-section stringer (b) Annotated drawing of 

Z-section cross section 
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Figure 84 – Stage 4 model for panel with top hat reinforcement showing close-up of thick regions 

with plies colour coded to show differing lay-ups inherited 

Figure 85 – Stage 4 model for panel with Z-section reinforcement showing close-up of thick regions 

with plies colour coded to show differing lay-ups inherited 
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Figure 84 and Figure 85 show that the two geometries have inherited different lay-ups, with 

the 4mm panel having an 8-ply lay-up and the 5mm reinforcement having a 10-ply lay-up. 

These two laminates are specified in the Simulation Intent, with the Python functions 

interrogating the topology and selecting the appropriate laminate for its thickness. This 

interrogation of the thickness allows multiple lay-ups to be specified within the Simulation 

Intent and appropriately inherited by the cells in the cellular model. By using this method, 

the analysis variables for the composite representation are captured separately from the 

geometry of the cell, enabling a single Simulation Intent to be applied to multiple geometries 

with varying thicknesses.  

Both geometries have been included here to showcase the benefit of applying the thick-thin 

subdivision to the complete assembly instead of individual parts. In both cases the thick-thin 

subdivision has automatically identified the contact regions between the panel and the 

reinforcement as thick, even though the individual parts both have an aspect ratio that would 

be classified as thin. In these cases, the identification of the contact regions as thick results 

in them being analysed using the 3D ply-by-ply method instead of the 2D zone-based 

method. By capturing a Simulation Intent that dictates a 3D method is to be used in these 

regions, the contact between the two parts is simulated with a greater degree of accuracy. 

This increase in accuracy is due to the two components still being in direct contact and thus 

do not require restrictive constraints to connect the two parts.    

6.2.4 Panel with T-section reinforcement  

The last geometry considered is the same panel but with a T-section reinforcement stringer. 

The T-section geometry is presented in Figure 86 (a)(b), with the web region consisting of the 

top five plies from either side of the flange regions sweeping up to form a 10-ply symmetric 

lay-up as would be manufactured (Figure 86 (c)). Each of the flange regions consist of the 

same 10-ply symmetric lay-up, meaning that the thickness for the web region is the same as 

the flange region. The ply lay-up captured in the Simulation Intent has been selected to 

reflect this, with a 10-ply symmetric lay-up used.  
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The use of a T-section reinforcement introduces the need for two manual interventions in 

the Simulation Intent workflow. The first is the redefinition of the selected top face that is 

required due to the T-section not having a single top face, i.e. each side of the flange has a 

top face with either side of the web being an acceptable top face. The image in Figure 87 (a) 

shows the top faces that are automatically selected by propagating from the initially 

scratched surface with an allowable dihedral angle. These automatically selected faces do 

not capture the other side of the T-section flange meaning the python functions will not be 

able to generate the composite laminate in these regions. If a second scratch were placed on 

the top face of the other side of the T-section then two opposing top faces would be selected 

for the web, again resulting in the functions not being able to generate the composite 

laminate correctly. To handle the inadequately defined top face the user has to manually 

modify the top face set generated within Abaqus CAE to include the two extra faces selected 

in Figure 87 (b) before the decomposition. This modification of the top face allows the 

Figure 86 - (a) Geometry of panel with top hat stringer (b) Annotated drawing of 

top hat cross section (c) Colour coded ply lay-up showing junction in T-section 
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functions to have the correct reference point for the generation and application of the 

composite laminate in these areas.  

 

The second need for manual intervention is during the thick-thin subdivision and is caused 

by the geometric reasoner not being appropriately tailored for this task. When performing 

the subdivision on the T-section the thick-thin subdivision tool produces the decomposition 

shown in Figure 88 (a), with the reinforcement split into a single thin and a single tapered 

region. This decomposition is due to the CADfix tool being designed to only partitioning the 

model into regions that are either thin or thick regions and not splitting thick regions 

depending on whether they are of constant thickness or tapered. Whilst an analysis model 

could be generated using this decomposition it can be refined to enable the use of more 

accurate analysis methods. To allow the utilisation of the more accurate ply-by-ply method, 

the tapered region is split into four cells, three that are classed as thick with constant 

thickness and one that is thick with tapering thickness as can be seen in Figure 88 (b). 

Figure 87 - (a) T-section reinforcement with automatically selected top face (b) T-section 

reinforcement with manually redefined top face 

Figure 88 - (a) Reinforcement partitioned using thick-thin subdivision tool (b) Further manual 

refinement of thick-thin subdivision 
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Following the decomposition, the cells are classified in the Abaqus CAE GUI before each cell 

is assigned its appropriate Simulation Intent. In this work the splitting and classification of 

these regions is performed manually, however it does present a gap in the current state-of-

the-art for composite specific geometric reasoners that will be discussed in the future work 

section. 

Using the decomposition from Figure 88 (b) and applying the Simulation Intent gives the 

resulting stage 4 model presented in Figure 89.  

Figure 89 shows that the internally smeared method has been successfully applied to the 

tapered cell, modelling two plies on each of the outer surfaces and applying a smeared 

Figure 89 – Stage 4 model for panel with T-section reinforcement showing close-up of thick regions 

with plies colour coded to show differing lay-ups defined 
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material property to the remainder of the cell. Using the internally smeared method will 

result in the resin pocket that is formed when manufacturing T-section stringers to be 

artificially strengthened as it will be represented with a smeared composite material 

property. This artificial strengthening of the joint would need to be considered if using the 

results from an analysis of this model to guide design decisions. 

6.2.5 Comparison of idealised analysis model vs reference analysis model 

Following the generation of the analysis models using the Simulation Intent, an analysis was 

performed where the plate was fully constrained around its edges, and a uniformly 

distributed load was applied to the external face of the component. The results for the 

maximum stress, maximum deformation and run-time were extracted from each of these 

analyses. A reference model was then manually generated for each of the geometries for 

comparison of the results. In each case the reference model consists of the same geometry 

and ply lay-up, with the composite represented using the ply-by-ply analysis method. The 

approximate time taken to generate each of these reference models was also recorded to 

give a comparison in pre-processing time between the current method for generating these 

analysis models and the semi-automated implementation developed in this work. 

Table 39 - Analysis results for reinforced panels 

Panel 

reinforcement 

type 

Analysis model 
Max Von Mises 

(MPa) 

Max 

Deformation 

(mm) 

Run Time  

(s) 

No 

reinforcement 

Idealised 80.96 2.667 6 

Reference 79.89 2.652 79 

Thicker region 
Idealised 44.79 0.6782 14 

Reference 49.42 0.6523 133 

Top hat 
Idealised 31.18 0.2856 37 

Reference 31.12 0.2847 260 

Z-Section 
Idealised 33.6 0.327 49 

Reference 33.36 0.3222 142 

T-Section 
Idealised 39.03 0.4708 35 

Reference 37.59 0.4673 125 

The results from the analysis are presented in Table 39, with the contour plots for each given 

in Appendix C. The results in Table 39 show that the maximum predicted stress is within 5% 

for all of the models, with the exception of the thicker reinforcement geometry where the 



Page 176 of 235 

 

 

idealised stress is 9.37% less than that predicted by the reference model. This is due to the 

use of the internally smeared method in a region where the laminate thickness is changing. 

These areas of ply drops are likely to generated stress risers that are potentially being masked 

by the use of the internally smeared method, however further work into using the internally 

smeared method in these regions would be needed to confirm this (see section 9.1). The 

results are similar for the deformation, with all of the results being within 2% of the reference 

model with the exception of the thicker reinforcement geometry again. In all test case the 

idealised model has a run-time of 65% or greater than its comparative reference model.  

During the preparation of all models in this section, the time taken to go from the CAD 

geometry to a complete analysis model was recorded in an attempt to quantify the reduction 

in pre-processing that can be achieved when using the semi-automated framework. It is 

worth caveating these results by acknowledging that they are heavily dependent on the skill 

level of the user manually preparing the model. However, the semi-automated framework is 

often magnitudes quicker when performing structured and repetitive tasks, such as 

decomposing the cell into individual plies, and thus would likely still provide time savings 

over the most skilled users.  

Across all of the geometries, the semi-automated framework takes approximately 1-2 

minutes to completely generate the analysis model, with minimal increase in the time 

between the panel with no reinforcement, and the panels with reinforcement. In cases 

where manual intervention was required this would increase to 3-5 minutes depending on 

the manual processes that were required. In contrast the manually prepared models took 

approximately 15-25 minutes to prepare, with the panel with no reinforcement being the 

quickest and the T-section reinforcement taking the longest. These results align with the 

purpose of the developed workflow to reduce the burden on the analyst by automating the 

repetitive and time-consuming tasks that are needed when generating composite analysis 

models.  Through automating these processes there will always be some reduction in pre-

processing time when using the Simulation Intent framework compared with manually 

preparing the model.  

6.3 Test case 3: Composite fan cowl  

This third test case evaluated the developed workflow and the captured Simulation Intent 

for geometry of realistic complexity. In this test case the geometry is taken from a mock-up 
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of an A320 engine fan cowl [129] (Figure 90). The fan cowl consists of a thin skin (pink) 

reinforced with three longitudinal stiffeners (blue) and five transverse stiffeners (green). All 

these components are modelled as composite laminates that are either 2mm or 2.6mm thick. 

The hinges and latches (grey) will both be modelled as metallic and will be handled similarly 

to the bolt and washer in the bolted plate. This fan cowl includes several geometrically 

interesting features, such as curvature, changes in thickness, and interaction between several 

components, presenting significant pre-processing challenges. 

Figure 90 - Mock-up fan cowl geometry 
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The Simulation Intent for this example is shown in Table 40. This Simulation Intent stipulates 

that the thick-thin subdivision tool is to be used alongside rule-based reasoning to assign the 

Simulation Intent to the cells following the decomposition and classification. In this 

Simulation Intent there are 2 ply lay-ups provided for the two thicknesses of the geometry. 

The lay-ups applied here are simplified, with a single ply thickness being approximately 

0.5mm when it is anticipated for a real-world application to be closer to 0.1mm. The 

reasoning behind the low number of plies specified for the laminate was due to the 

automated offsetting implementation issue explained in section 6.1.1.  

Table 40 - Simulation Intent for mock-up fan cowl 

Cell Simulation Attribute Analysis decision Analysis variables 

All Geometric reasoner Thick-thin subdivision 
Aspect ratio = 3 

Setback factor = 2 

Thick region 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply layup = 2.0: (0/+-

45/90); 2.6: (0/+-

45/90/0) 

Thick region Dimensionality 3D N/A 

Thick region Element type Linear hexahedral N/A 

Thick region Meshing strategy Structured Element size = 10 

Thick region 
No. of elements 

through-thickness 
Number of plies N/A 

Thin region 
Composite 

Representation 
Composite lay-up 

Material properties = 

CFRP 

Orientation = Scratch 

Ply layup = 2.0: (0/+-

45/90); 2.6: (0/+-

45/90/0) 

Thin region Dimensionality 2D N/A 

Thin region Element type Linear quadrilateral N/A 

Thin region Meshing strategy Structured Element size = 10 

Tapered region 
Composite 

Representation 

Smeared through-

thickness  

Material properties = 

CFRP 

Orientation = Scratch 

Ply layup = 2.0: (0/+-

45/90); 2.6: (0/+-

45/90/0) 

Tapered region Element type 
Linear solid 

tetrahedral 
N/A 

Tapered region Meshing strategy Unstructured Element size = 10 

Thick region ∩ Thick 

region 
Coupling Tie Constraint N/A 
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Thin region ∩ Thin 

region 
Coupling Tie Constraint N/A 

Tapered region ∩ 

Tapered region 
Coupling Tie Constraint N/A 

Thick region ∩ Thin 

region 
Coupling Shell - Solid Coupling N/A 

Tapered region ∩ Thin 

region 
Coupling Shell - Solid Coupling N/A 

 

Applying this Simulation Intent to a complex model highlighted several limitations in the 

workflow, predominantly driven by software issues. The first limitation occurred when 

CADfix attempted the thick-thin subdivision on the model. The attempt to decompose the 

geometry failed within CADfix, meaning that an automated subdivision would not be 

possible. Whilst this limitation reduces the applicability of automating this stage of the 

workflow, it can be easily circumvented by manually decomposing and classifying the CAD 

model using a similar criterion to the CADfix tool. This manual decomposition resulted in the 

cellular model shown in Figure 91 and consisted of 1976 classified cells.  

Following the decomposition of the model, the  Simulation Intent captured in Table 40 was 

applied, resulting in the stage 3 analysis model shown in Figure 92. The application of the 

Simulation Intent took approximately 2 days from start to finish, a significant increase on the 

Figure 91 - Manual thick-thin decomposition performed on mock-up fan cowl 
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1-2 minutes it took for the previous test cases in this chapter. This increase in cost was driven 

predominantly by the complexity of the geometry, leading to the non-Manifold Boolean and 

data extraction process taking considerably longer to run. Whilst no reference exists for how 

long it would have taken to manually prepare the 1976 cells in this model, it would likely have 

been longer than the 2 days the framework took to perform the task. It is also worth noting 

that the framework was able to run continuously in the background during this period, 

freeing up the analyst to perform other tasks. 

Figure 92 shows that the Simulation Intent was successfully applied to the majority of cells in 

the cellular model. In this case 77.8% of the cells were completely prepared, i.e. laminate 

applied and meshed, with another 17.8% having the laminate properties applied but were 

unable to be meshed in Abaqus CAE. These failures to mesh were caused by a dissimilar 

topology between the top face and the bottom surface due to the imprinting of other cells 

in the cellular model. An example of this is shown on a section of the longitudinal stiffener in 

Figure 93, where the cells have been imprinted with the decomposed topology of the 

connected transverse stiffener on the inner face but not the outer face. This mismatching 

Figure 92 – Stage 3 analysis model for mock-up fan cowl 
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topology causes the mesher in Abaqus CAE to fail when attempting to generate the required 

structured hexahedral mesh in these cells.    

The remaining 4.4% failed due to issues in the propagation of the top face scratch. This issue 

was caused be the scratch method propagating the selected top faces to both the top and 

bottom of a cell, as shown in Figure 94. This failure to select an appropriate top face leads to 

an immediate failure in preparing this cell, hence why no dimensional reduction or 

application of material properties has occurred in this thin cell. These failed cells were 

manually prepared after the automated functions completed. 

 

 

 

Figure 93 - Diagram showing cells that failed to mesh due to mismatching topology 

between the inner and outer faces of the skin 
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The next stage of the process was to populate the database with the information from the 

stage 3 analysis model before mapping any links and interfaces. For this test case an attempt 

was made to perform a non-manifold Boolean on the complete fan cowl; however, due to 

the large number of cells and the complexity of the model, Abaqus CAE was unable to 

perform this operation. Again, this highlights a software related issue with implementing this 

method on complex models; however, unlike the thick-thin subdivision limitation seen 

previously in this section, this cannot be manually circumvented as easily. To enable the 

continuation of the workflow, a smaller section of the stage 3 model was separated from the 

model and used for the remainder of the workflow. This smaller section is shown in Figure 

95 and consists of 279 cells. Reducing the number of cells in the model reduces the 

complexity of the required non-manifold Boolean and enables it to be achieved within 

Figure 94 - Cell on transverse stiffener that failed due to top face definition 

(highlighted in red) being incorrectly defined 
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Abaqus CAE. Care was taken to ensure that the section selected still contained the same 

challenging geometrical features as the complete fan cowl, but on a more manageable scale.  

The non-manifold Boolean was successfully performed on this section of the fan cowl, 

allowing topology extraction to populate the database. This information in the database 

enabled the entities to be mapped and interfaces to be identified and generated as per the 

Simulation Intent. This is shown in Figure 96 where the stage 4 model is shown with the 

mapped interfaces highlighted.  

 

 

Figure 95 - Section of fan cowl isolated for the progression of the workflow 
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Following the generation of the stage 4 model, an analysis was performed with the edges of 

the skin being fully constrained and an external pressure load applied to its face, replicating 

a real-world loading condition that an engine cowl would experience. In this test case it was 

not possible to generate a reference model for comparison due to the extensive pre-

processing time and computational cost required to generate a high-fidelity model of this 

complexity. Whilst there is no reference model, we can infer the effectiveness of the mixed-

dimensional method based on the results from test case 2 and can analyse the results to see 

if any spurious or unlikely stresses have been generated due to these analysis decisions.  

Figure 97 shows the Von Mises stress distribution over the quarter of the component that 

was analysed. The general stress distributions appear reasonable based on what would be 

intuitively expected for this type of geometry, with the stresses reducing near regions of the 

panel that are reinforced by the longitudinal stiffeners and increasing where the panel is not 

reinforced. It also shows an increase in stress nearer to the hinge region where the skin is flat 

rather than concave, and thus less able to distribute the external pressure load leading to a 

higher stress in these areas. Figure 98 shows a closer look at this stress distribution on the 

external face of the component. This figure shows that the stress distribution between the 

Figure 96 – Stage 4 model for section of fan cowl showing the highlighted interface 

links 
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3D regions modelled using the ply-by-ply method and the 2D regions represented by a mid-

plane are consistent, with no significant spurious stresses generated by the use of a mixed-

dimensional coupling. All of these observations, alongside the results from test case 2, 

suggest that the method defined in the Simulation Intent is suitable for this type of analysis, 

although comparison against experimental results would strengthen the validation of this 

conclusion.  

 

Figure 97 - Von Mises stress distribution for section of fan cowl 

Figure 98 - Von Mises stress distribution across mixed-dimensional zones for section 

of fan cowl 
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Whilst this test case presented several software related limitations in implementing the 

Simulation Intent framework to complex geometry, it also highlights the potential of this 

framework to significantly reduce the manual pre-processing required to generate a 

composite laminate model. With a complete success rate of 77.8% of the cells, and an 

additional partial success rate of another 17.8%, the bulk of the pre-processing is achieved 

automatically. This leaves only a small proportion of the cells requiring manual preparation 

by the analyst following the execution of the Simulation Intent workflow.  

6.4  Discussion  

In this chapter the previously developed prototype workflow is applied to several test cases. 

Each test case has been selected to predominantly assess one aspect of implementing the 

Simulation Intent framework for composite laminates. By separating out each aspect it 

enables the benefits and limitations to be attributed to either the Simulation Intent 

framework, the prototype workflow or the CAE packages used for the implementation.  

The bolted plate test case is used in this work to assess the application of multiple different 

Simulation Intents to a single base CAD model. In this case the capturing and modifications 

to the Simulation Intent build progressively more accurate and computationally expensive 

analysis models. This progression in fidelity of the analysis model demonstrates a potential 

product development workflow where the analysis requirements and available design data 

advance throughout the development stages. For each Simulation Intent the workflow was 

able to build the analysis model correctly, with the only need for manual intervention being 

further decomposition of the model to allow for a structured hexahedral mesh. In performing 

an analysis on each of these models it showed that the results were comparable to the 

reference model in terms of the results that the Simulation Intent was defined to capture. 

The use of the Simulation Intent and its enabling technologies allowed the workflow to 

perform many pre-processing tasks in an automated and efficient manner, reducing the tasks 

that the analyst has to manually perform when generating fit-for-purpose analysis models. 

The reinforced panel examples showcased the ability to use a single Simulation Intent to build 

multiple analysis models with differing geometries. The application of a single Simulation 

Intent to multiple similar geometries represents two advantageous scenarios. The first is the 

possibility of developing a standardised Simulation Intent for a particular analysis that could 

be applied in an automated or semi-automated manner to similar novel designs. This use of 
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a standardised Simulation Intent would allow dissemination of the analysis methods that 

could be applied to similar designs in a consistent and repeatable manner for each analysis 

task. The second is the possibility of making design changes to the component as the design 

progresses and having the analysis model rebuild using the same composite analysis 

decisions as before. This ability to update the geometry without breaking links to previous 

analysis decisions would allow a more efficient analysis workflow that could enhance the 

design process rather than delay it.  

The results from the analysis in section 6.2.5 showcased the suitability of using a mixed-

dimensional model for stress-based analysis of composite laminate components. In each case 

the predicted stresses and deformation were within 10% of the ply-by-ply reference model, 

whilst achieving a reduction in run-time of at least 65%. This is a notable finding as the 

Simulation Intent framework has been previously shown to be an effective tool for handling 

the generation of mixed-dimensional models with isotropic materials, and these results show 

that the same benefits can be gained for composite models using the updated framework 

developed in this work. This test case also allowed an investigation of pre-processing time 

when building analysis models using the Simulation Intent framework. Whilst the testing was 

limited and is dependent on the skill of the analyst, the pre-processing time was 5-10 times 

less when using the semi-automated workflow compared to manually building similar 

models. This is a significant reduction in the pre-processing time and, even with the limited 

testing, it would be a reasonable to assume that the implementation of this semi-automated 

framework would lead to a reduction in the pre-processing time of composite laminate 

analysis models.   

The composite fan cowl presented in this chapter showed the workflow working on a 

geometry of realistic complexity. Applying the prototype workflow to realistic geometry was 

an important next step to assess the validity of implementing this work in an industrial 

context. The results showed that the framework was able to correctly apply the Simulation 

Intent to 77.8% of the cells and partially apply it to another 17.8% of the cells in 

approximately 48 hours of continuous run-time. This means that in a real-world setting an 

analyst could execute the commands to run the functions and then continue with other work 

whilst the model is being generated in the background, before returning to manually 

complete the tasks the framework was unable to complete. This represents a significant 
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saving in manual pre-processing costs for the generation of composite laminate models as 

the framework is able to automatically process many of the repetitive tasks that are required 

to generate the model.    

When using the Simulation Intent workflow for test case 3, two software issues related to 

the complexity of the test case became apparent. The two issues that occurred were the 

failure of the thick-thin subdivision in CADfix, and the non-manifold Boolean of the complete 

fan cowl in Abaqus CAE. Whilst failure of the thick-thin subdivision limits the automation of 

the pre-processing, it was manually circumvented to allow the continuation of the process. 

However, the failure of the non-manifold Boolean represents an incapacitating restriction as 

the workflow cannot function without the topology extraction process populating the 

relational database. In this work it was possible to circumvent this issue by reducing the test 

case to a section of the fan cowl following the application of the Simulation Intent. This 

showed that the limiting factor lies in the use of a non-manifold Boolean to recover the 

topological changes, rather than in the Simulation Intent framework itself. These issues faced 

when applying the Simulation Intent framework to complex geometry highlight the 

restrictions placed on the framework by the current modelling practices and commercial 

packages.  These limitations could be addressed in future work and will be discussed further 

in chapter 9. 

Whilst benefits in the automation of certain pre-processing tasks and management of 

analysis decisions have been exhibited in the chapter, there are also issues that need to be 

considered when using this framework. The reliance on existing geometric reasoners for the 

automated classification of the cells is not always reliable or feasible. This was seen in the T-

section example, where the currently available thick-thin decomposition tool only splits the 

model into thick and thin regions. This decomposition would be sufficient for isotropic 

analysis, but to be more beneficial for composite components the thick regions would need 

to be split into constant thickness and tapered. There is also the requirement for manual 

intervention when a structured hexahedral mesh is required, relying on engineering 

experience to successfully partitioned the model. These limitations stop the application of 

the framework from being a completely automated tool, instead forming a semi-automated 

workflow that works alongside the analyst to reduce the time taken to perform certain pre-

processing tasks.    
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Overall, the implementation of the Simulation Intent framework provides a robust and 

repeatable workflow for the generation of composite specific analysis models. The structure 

of the framework allows integration with automated tools to aid in reducing the manual pre-

processing time by utilising the high-level analysis decisions stored within the Simulation 

Intent as input variables. The storage of these analysis decisions enables the analyst to reuse 

the previously captured Simulation Intent for updated geometries, or to update the analysis 

problem by modifying the previous Simulation Intent. These advantages enable a more 

efficient process for the analysis of composite laminate components to support design-based 

decisions.  
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7 Discussion 

The overall purpose of this work is to make composite laminate analysis more practical, 

specifically from earlier design stages than is achievable currently, by developing efficient 

and cost-effective analysis methods tailored to the level of design data that is available at 

that stage. This accessibility is achieved through the development and testing of two 

methodologies. The first is the Internally smeared decomposition method which allows 

efficient 3D analysis of composite laminate components at early design stages when design 

data is limited. The second is through the capturing of analysis decisions that are specific to 

the analysis of composite laminate components within the Simulation Intent framework. This 

captured information has been used in conjunction with cellular modelling, virtual topology 

and equivalencing to create a semi-automated workflow, leading to a reduction in the pre-

processing time for the generation and updating of composite laminate analysis as design 

changes are made. 

Comparing the current 3D methods for analysing composite laminates showed that to 

achieve accurate results required the use of the ply-by-ply analysis method which has a 

significantly greater computational expense and requires a complete knowledge of the 

design data compared to the other available 3D methods. This limiting factor in the current 

3D analysis methods was the driving force behind the development of the internally smeared 

method. The initial testing of this method was performed using CLT on large datasets of ply 

lay-ups. The decision to analysis a large dataset insured that any trends seen in the data could 

be reasonably assumed to represent any laminate rather than a single lay-ups structural 

response. Whilst it is possible that a composite lay-up may exist outside of the guidelines 

established in these tests, the use of these conservative estimates, coupled with the 

calculation of a bootstrap error, provides a high degree of probability that the guidelines 

derived in this section would be applicable to most lay-up configurations.   

The first test aimed to establish the link between the laminate thickness and the number of 

plies that would need to be modelled in full to achieve the desired accuracy. The results from 

this test (Figure 22) clearly showed that the laminate thickness has minimal impact on the 

total number of plies to be modelled in full. Instead, it suggested that the occurrence of a 

specific ply orientation is the cause of the sudden increase in accuracy. Further investigation 

of one of the datasets confirmed this, with the greatest increase in accuracy occurring after 
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the introduction of a modelled 0-degree ply, i.e. the ply in the direction of loading for that 

case, in all 1000 of the datasets tested.  

Following the findings of the first test, further testing was performed to establish the impact 

of varying the cefghiif/gf, and thus the location of cj�ikl ªgghif/gf, for all the previously 

tested laminate thicknesses. These results were combined into the guideline tables shown in 

section 3.2.4. These tables showed that the cefghiif/gf variable has a more significant 

impact on the number of plies needing to be modelled in full, with the number needed 

increasing with the increasing cefghiif/gf . Again, to ensure that the values in these tables 

were conservative, the total number of plies to model in full was calculated as a combination 

of the maximum cj�ikl ªgghif/gf plus the derived ∆N|�% ���������� �� ������. Whilst it is 

possible that the cj�ikl ªgghif/gf of a lay-up is below this maximum value, the decision to 

use the maximum values generates guideline tables that are highly probable to encompass 

most lay-ups that an analyst may use. These tables allow an analyst to take the total thickness 

of their laminate, calculate the cefghiif/gf of the laminate and then use these two values to 

select an appropriate number of plies to model in full for their analysis needs.  

The findings from the CLT testing were used to guide the two test case problems presented 

in section 3.3. Across the two test cases the internally smeared method performed well, 

attaining an accuracy within the percentage difference predicted in the CLT testing whilst 

achieving a saving in computational expense of 73-75%. Whilst the internally smeared 

method performed generally well in the FEA, it did serve to highlight the limitation of using 

CLT, a 2D analysis method, to predict the number of plies to model for a 3D analysis. These 

limitations were most apparent when comparing the through-thickness stress from the 

internally smeared method against the ply-by-ply method. In these cases, the predicted 

stress values were outside of the expected accuracy range that had been predicted in CLT. 

This was most prominent in the torsional loading case from test case 1, where the torsional 

load on the beam caused the highest stresses to occur in the middle of the component. This 

meant that the highest out-of-plane stresses were being calculated based on the smeared 

material property rather than the modelled plies on the outer surface, leading to the 

predicted out-of-plane stresses within the modelled ply regions being off significantly. 

Notably in this case the smeared material property was able to capture the out-of-plane 

stresses with a good degree of accuracy, likely due to the out-of-plane Youngs modulus (�+) 
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remaining unchanged by the homogenisation process; however, this was due to the dense 

mesh used in the mid-region for this example and would not always be a reliable method for 

predicting these stresses. These limitations would need to be considered should an analyst 

decide to use the internally smeared method, understanding that this method will achieve 

better result than the fully smeared method but will not be able to capture the full stress 

field that the ply-by-ply method would achieve.   

Whilst there were issues in predicting out-of-plane stresses under certain loading conditions, 

the in-plane stresses and deformation prediction consistently supported the original 

principle that outer plies are more significant in the structural response of a laminate. This 

makes modelling a reduced number of the plies a viable analysis option and removes the 

need to know the complete ply lay-up to build the analysis model, making this method 

suitable for earlier stages in the design process. The internally smeared method also gives 

greater control over the trade-off between computational expense and the accuracy of 

results by allowing the analyst to choose an appropriate number of plies modelled in full to 

use.  

The second part of this work investigated developing the Simulation Intent framework for 

application to composite analysis problems. In previous implementations of the Simulation 

Intent framework, the material properties have always been isotropic and treated as analysis 

variables.  In this work the framework will be developed to include the formal definition of 

all the simulation attributes and analysis decisions required for the generation of composite 

laminate analysis models. To define the composite specific Simulation Intent, the key analysis 

decisions made when using the composite laminate analysis methods from section 3.1 were 

first identified. These analysis decisions were then grouped into five categories, referred to 

in the Simulation Intent framework as simulation attributes, based on their function in the 

analysis. Whilst the example analysis decisions presented in section 4.3 are derived from the 

common analysis methods, they are not an exhaustive list of all possible analysis decisions 

that can be taken when analysing a composite laminate. However, the high-level structure in 

which the simulation attributes have been described allows for the adaption of the defined 

Simulation Intent to novel composite analysis strategies that have not been considered in 

this work.  
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Chapter four also detailed the additions to the Simulation Intent framework that were 

introduced in this work to aid in its usability and applicability to composite laminate analysis. 

The first was the introduction of direct-inheritance and rule-based reasoning as a method for 

decoupling the Simulation Intent from specific cells within the model. Implementing this 

method for the inference of Simulation Intent onto cells allows the Simulation Intent to be 

defined in a model-independent manner and can therefore by applied to multiple models 

rather than being suitable for only a single analysis problem. The second was the introduction 

of the face normal information to the relational database. This information is key when 

utilising the framework for composite laminate analysis as the face normal defines the stack-

direction for the lay-up on 2D cells. Capturing this information within the database allows the 

framework to maintain the continuity of the stack-direction after a cell has been 

dimensionally reduced. These two additions to the framework add a level of robustness and 

versatility that were absent in the original Simulation Intent work.  

In chapter 5 a semi-automated workflow was developed to demonstrate how the captured 

composite specific Simulation Intent would interact with commercial CAD and CAE packages. 

The workflow was prototyped using Abaqus CAE and CADfix, but the general manner in which 

it is structured means it can be applied in other packages. It was shown how the captured 

Simulation Intent made the automation of certain pre-processing tasks possible by using the 

captured information as inputs for the automated functions. The importance of the relational 

database was also highlighted, acting as a source of data for the workflow and regularly 

extracting or providing information to the functions. Several challenges that arose when 

implementing the framework in Abaqus CAE were also addressed in this chapter. It was 

shown how the splitting of the model using virtual topology was not natively supported using 

Abaqus CAE, as the software favoured geometry splits when partitioning cells. This was 

overcame using a non-manifold Boolean to join all of the cells back into a single cellular model 

that was then extracted to the database and interrogated to establish the virtual topology 

splits. In essence this allows the virtual topology splits to be stored within the database, 

whilst maintaining a representation in Abaqus CAE that has geometry splits. Storing the 

virtual topology splits in this manner allows this implementation to maintain the benefits of 

virtual topology operations whilst working in a package that does not natively support them, 

however it does introduce the costly and error prone operation of performing non-manifold 

Booleans on the model. This chapter also covered the mapping of the material orientation to 



Page 194 of 235 

 

 

each cell in the decomposed model. This was required as Abaqus CAE cannot effectively 

project the material orientation to an element in the cell if the elements normal aligns with 

the material orientation vector it is given. To account for this the initial material orientation 

vector is mapped to each cell in the decomposed model using a transformation matrix. This 

significantly reduces the chance of the cells material orientation vector aligning with an 

elements normal and, if the cell is partitioned correctly, it can completely eliminated this 

error from occurring. Following the development of the workflow it was implemented for 

several test cases in chapter 6 to assess its benefits and limitations when building composite 

analysis models.  

The first test case was a single base CAD assembly that consisted of two composite panels 

joined with a bolted connection. This test case highlighted the advantages gained by updating 

the Simulation Intent as the design data became available and the analysis requirements 

advanced. By building on the previous Simulation Intent the updated analysis model could 

reuse previously captured analysis decisions to reduce the need for a completely new 

definition of the problem. This updated Simulation Intent could then be submitted back into 

the workflow alongside the same CAD geometry to build the updated analysis model. By 

using semi-automated tools that are guided by the Simulation Intent the majority of the pre-

processing tasks have been automated, reducing the time it takes to generate or update a 

composite analysis. The analysis performed on the models generated from the first two 

iterations of the Simulation Intent were compared against a high-fidelity reference model, 

with this not being possible for the third test case as an experimental model would be 

required for validation of this analysis. Where comparison against a reference model was 

possible, the results showed that the generated analysis models were able to accurately 

represent the characteristics that the Simulation intent had been defined to capture, whilst 

achieving a reduction in the analysis run-time.  

For the second example the Simulation Intent remained constant and the geometry changed, 

in this case representing five different reinforced panels. For this example, the Simulation 

Intent was not directly captured on a part or domain level, instead it was captured for 

classification types, i.e. thick region, thin region, tapered region, etc. The cells were then 

assigned their Simulation Intent following the decomposition and classification of the model. 

This inheritance and reasoning process allows the Simulation Intent to be decoupled from 
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the geometry in the way it is captured, enabling the same Simulation Intent to be applied to 

the five variations of the geometry. This single Simulation Intent was successfully applied to 

all the reinforced plate use cases to build an analysis model for each representation of the 

geometry; however, it did highlight several implementation limitations with automating this 

process. These limitations were similar to those seen in test case three and will be 

summarised later in this chapter. To ensure the analysis models generated from this single 

Simulation Intent were fit-for-purpose, they were compared against a full ply-by-ply analysis 

model that acted as a reference. The results showed that the mixed-dimensional model 

generated using the Simulation Intent was able to predict the maximum stress and 

deformation within 10% of their respective reference model whilst achieving a reduction in 

run-time of at least 67%. There was also an attempt to quantify the reduction in pre-

processing time for these models, with the time taken to generate the analysis model using 

this implementation of the Simulation Intent framework compared against the manual time 

taken to generate the reference model. When comparing these results, it was observed that 

the time taken was 5-10 times less when using the semi-automated framework to generate 

the model, representing a large saving in manual pre-processing. Whilst these results are 

dependent on the skill level of the individual building the models manually, the vast majority 

of this saving comes from the automation of repetitive pre-processing tasks, therefore it 

would be reasonable to assume that utilising this framework will result in a reduction in 

manual pre-processing effort.  

The third example performed in section 6.3 was intended to assess the possibility of applying 

the Simulation Intent framework to a composite laminate component of industrial 

complexity. The selected geometry, a mock-up composite fan cowl, included several 

challenging characteristics, such as curvature, varying thickness and several components 

interacting with each other. The challenging geometry ultimately led to the failure of the 

complete fan cowl geometry when the non-manifold Boolean failed to execute correctly, 

instead having to resort to a section of the fan cowl to generate the complete analysis model. 

This failure of the non-manifold Boolean for the complete model resulted in the information 

from the topology extraction being incomplete, halting the progress of the workflow. Whilst 

this complete fan cowl failed, it was due a limitation in the CAE package used rather than the 

Simulation Intent framework itself. At the point of failure, the Simulation Intent had been 

correctly applied to the majority of the cells in the geometry. By separating a section of the 
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model and successfully finishing the workflow it suggests that had the topology extraction 

been possible for the complete model then the workflow would have correctly built the 

analysis model. It was not possible to generate a reference model for the analysis results of 

this test case, however we can infer that this type of mixed-dimensional modelling would be 

a suitable method for an efficient stress analysis of this geometry from the results of test case 

two. Further to this point, reviewing the results showed no spurious stresses generated by 

the use of mixed-dimensional couplings between the 2D and 3D cells, and that the stress and 

deformation patterns matched what would intuitively be expected from this analysis.  

Through testing of the Simulation Intent framework, several limitations in implementing the 

workflow were identified. In some cases, these limitations required manual intervention to 

mitigate the problem, whilst in others it resulted in the workflow failing to complete. The 

limitations identified through the test cases were: 

• The scratch method not fully capturing the top face for the composite laminate 

(section 6.2.4), resulting in the workflow not having sufficient information to 

generate the laminate. This issue highlights that the scratch method will not always 

be suitable for capturing the full scope of design data required for the laminate. In 

this work it was mitigated by allowing manual reselection of the top face in the 

workflow.  

• The lack of a suitable geometric reasoning tool for the decomposition of composite 

laminate analysis models (section 6.2.4). The thick-thin subdivision tool used in this 

work only aims to decompose the model into thick and thin regions, whereas for 

composite laminates it would be beneficial if the thick regions were further 

decomposed into constant thickness and tapered regions. In the same way as the 

previous issues, this issue was mitigated through manual intervention in the 

workflow. In this case the model was manually decomposed and reclassified prior 

to the application of the Simulation Intent.   

• The reliance on a non-manifold Boolean to support the Simulation Intent 

framework. This reliance on a non-manifold Boolean ultimately led to the failure of 

the complete fan cowl in the third test case (section 6.3) as the topology extraction 

process could not be performed. Unlike the other two issues, the failure of the 
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topology extraction process cannot be easily circumvented, and thus required a 

reduction in the complexity of the test case to complete. This issue represents a 

major hurdle in the implementation of the Simulation Intent workflow to complex 

geometry and would require further work to overcome. How this may be achieved 

will be discussed in the future work section (section 9.3) 

These limiting factors make a fully automated workflow difficult to implement, however 

manual intervention has been successfully shown to mitigate most of these factors. This need 

for manual intervention creates a semi-automated workflow. This semi-automated workflow 

can aid in the building of composite analysis models by automatically performing the 

repetitive pre-processing tasks whilst allowing manual intervention to override or correct the 

automated selection or classification of cells. Allowing a semi-automated workflow for the 

implementation of the framework leads to a more adaptable system that can be used as a 

tool by the analyst to efficiently and repeatably build the analysis models. Using this tool, the 

analyst can focus more on value added tasks such as processing the results or updating the 

Simulation Intent instead of repetitive and time-consuming pre-processing tasks. By focusing 

on value added tasks the analysis can effectively be tailored to suit the requirements of the 

design process. This increases the availability of reliable analysis data to support the decision-

making process during the design phase. This availability of analysis data is particularly 

relevant when considering novel components where pre-existing experimental test data may 

be limited. By shifting the analysis process from a heavy reliance on costly physical 

prototyping to efficient and cost-effective analysis methods tailored to the specific design 

stage, novel components can be considered and tested with less financial risk. This shift in 

the design and analysis process would lead to an overall lowering of the barrier-to-entry for 

novel composite laminate components.  
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8 Conclusion 

This work has developed and presented two novel approaches for improving the process of 

analysing composite laminate components. The first was the development of a model 

idealisation method, referred to as the internally smeared method, for the 3D analysis of 

composite laminates. This development was necessary as it was shown in chapter 2 and 

chapter 3 that the current common industry methods for 3D FEA of composite laminate 

components was limited in terms of its versatility. When selecting one of these common 

methods, a decision had to be made between the accurate but expensive ply-ply-ply method 

or the inaccurate and cheap equivalent orthotropic material property. It was this vast trade-

off between accuracy and computational expense that was the driving force behind the 

development and validation of the internally smeared method. The developed analysis 

method provides an idealised approach for analysing composite laminate components that 

does not require a complete set of design data, i.e. a full ply book is not required, and 

therefore can be performed at an earlier stage in the design process and at a reduced 

expense. Through theory and FEA based testing the appropriate number of plies needing to 

be model in full when using this method has been derived for specified percentage 

differences in stress prediction compared against the ply-by-ply method. Utilising the data in 

these tables, an analyst can significantly reduce the number of plies modelled in the analysis 

by up to 97% depending on the geometry and loading conditions of the analysis. Modelling 

less plies leads to a reduction in the computational expense of the model when implemented 

in FE analysis with a known and controllable penalty in accuracy. In the FE tests performed in 

chapter 3, there was an average saving in run-time of approximately 75% whilst maintaining 

an accuracy of within 5% of the ply-by-ply method for the majority of outputs, with the 

notable limitation being the accuracy of the through-thickness stresses highlighted in section 

3.3.1.2.  

The second contribution of this work was the development of the Simulation Intent 

framework for application to composite laminate analysis through the identification and 

definition of composite specific Simulation Intent. This work analysed the common FEA 

method presented in chapter 3 and identified the high-level analysis decision that 

characterise each of these analysis methods. This information was then grouped into several 

novel simulation attributes, allowing a composite analysis problem to be fully captured in a 
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structured manner within the Simulation Intent framework. This capturing of the Simulation 

Intent reduces the loss of information during the pre-processing stages by storing these 

analysis decisions within the framework, enabling them to be updated or modified to fit the 

analysis task. This is demonstrated in section 6.1, where the Simulation Intent is built upon 

rather than being redefined for each analysis tasks, and analysis models with progressively 

higher fidelity are generated following each update to the captured Simulation Intent.  

Alongside the development of composite specific Simulation Intent, the implementation of 

the framework itself has also been enhanced through the addition of direct-inheritance and 

rule-based reasoning of Simulation Intent to cells within the cellular model. This process of 

assigning the Simulation Intent dependant on its classification allows the Simulation Intent 

to be decoupled from a single analysis model, and instead adds the versatility of applying this 

definition to multiple analysis models. The mechanics for achieving this are presented in 

section 4.2, and the benefits of it are seen in section 6.2 where a single Simulation Intent is 

applied to multiple geometries to generate a fit-for-purpose analysis model for each.  

A semi-automated workflow was developed in chapter 5 to utilise the Simulation Intent 

framework and the captured information defined in chapter 4 to build composite laminate 

analysis models. This semi-automated framework is detailed in Figure 50, and shows how the 

captured Simulation Intent interacts with the CAE software and the relational database to 

generate FEA models in a structured manner. Through application to several test cases in 

chapter 6, this implementation of the Simulation Intent framework was shown to reduce the 

pre-processing time through automation of pre-processing tasks and improve the repeatably 

of building analysis models when modifications are made to the CAD geometry or the 

Simulation Intent.     

Overall, the methods developed in this work have been shown to improve the process of 

generating composite laminate analysis. These benefits enable the analysis to be efficiently 

performed at an earlier stage in the design process and to progress alongside it, allowing 

composite design decisions to be supported by proportionately accurate analysis data. 
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9 Future work 

In the course of this work, various elements of future work have been identified. These 

elements are outlined below alongside some thoughts on the direction this work may take.  

9.1 Application of the internally smeared method to geometry of varying 

thickness 

In chapter 3 the concept of the internally smeared method was introduced and tested using 

several benchmark problems. Throughout the chapter the internally smeared method is only 

considered for laminates of constant thickness. In chapter 6 the internally smeared method 

is used for the tapered regions in the reinforced plate example. It is noted in this example 

that the selection of a fixed number of plies for these regions may results in the number of 

plies modelled in full being insufficient for the thicker section of the tapered region. Whilst it 

is not a significant factor in that example it would be beneficial to understand the impact of 

varying the number of plies modelled in full between two connected regions of a model. In 

testing this method, a selection of pre-liminary tests were conducted to establish how this 

may be achieved and if it has any adverse effects on the accuracy of the analysis results; 

however, the results suggested that further test-cases would need to be performed to draw 

a reliable conclusion hence its inclusion in the future work section. Two main aspects were 

identified during these tests and will be outlined in the remainder of this section.  

The first is how to transition the laminate from one thickness to another. This transition could 

be achieved ether through a step change in the number of plies, or in a smooth transition 

from one thickness to the next. The use of a step change could potentially create a stress 

raiser at the point where the ply is terminated, leading to anomalous results that are 

unrepresentative of the lay-up that would exist there if it were modelled in full. Alternatively, 

a smooth transition would eliminate the immediate termination of a ply, instead truncating 

a ply through its thickness until it was completely removed from the analysis. The pre-

liminary tests performed showed that this truncation of plies did not seem to lead to irregular 

stresses, however the testing was limited, and a firm conclusion could not be drawn from 

these tests. Further testing on this would be needed to establish the most appropriate 

method to use when increasing or decreasing the number of plies modelled in full.  
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The second aspect identified for future work was how best to partition the geometry in these 

transition regions. When partitioning the geometry of constant thickness, a fixed offset can 

be used to separate the region into the outer plies and the smeared core. If the number of 

plies changed across the region, as would be the case if increasing or decreasing the number 

of plies modelled in full, then a variable offset would be needed in this region. One potential 

route explored in the course of this work was the use of the medial object (MO) to generate 

a variable offsetting tool. The information contained within the MO provides the analyst with 

what they would need to create a variable offset partition; however, CADfix does not make 

this information accessible through the GUI or API. It may be possible to recreate this 

information outside of CADfix by extracting the mid-plane generated by the MO, discretising 

the mid-surface into a grid, and recreating the touching vectors at each grid point using an 

external package. These touching vectors represent a vector that connects the mid-surface 

to the outer surfaces of the geometry. Due to the nature of the mid-surface generated from 

the MO, there will only ever be two touching vectors. Propagating points along each of these 

touching vectors by a calculated distance would allow the generation of a point cloud that 

could be converted to a cutting surface for partitioning the geometry. By varying the distance 

along the touching vectors, it could be possible to generate a cutting surface that varies 

across the geometry and provides the appropriate decomposition for applying the internally 

smeared method to these transition regions.  

If these two aspects of applying the internally smeared method were resolved through future 

development and testing it would allow the method to be automatically applied to these 

tapered regions or for geometry of constantly varying thickness. Using this method for 

geometry of constantly varying thickness would provide a significant benefit as using the ply-

by-ply method for geometry such as this is often not feasible due to the requirement to 

model each individual ply drop.  

9.2 Impact of resin pockets or inclusions when using the internally smeared 

method 

Manufacturing composite laminate components with non-constant thickness tends to 

introduce resin pockets or inclusion, usually in regions where plies are dropped or where 

laminates are joined. This can be seen in Figure 99, which shows a ply-by-ply diagram of how 

the T-section introduced in section 6.2.4 would be manufactured. At the base of the T-section 
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there is a resin pocket formed where the laminates on either side of the T-section join. Similar 

resin pockets are generated when ply-drops are required to reduce or increase the thickness 

of the laminate to conform to the geometry of the component. These resin pockets lead to a 

weak point in the component, where there is no added reinforcement from the fibre 

component of the composite material.  

If the internally smeared method is applied to regions such as these, the resin pocket will 

likely be merged into the smeared core. This merging of the resin pocket introduces a 

potential problem in the analysis due to the artificial strengthening of the component that 

will occur by replacing the resin material with a homogenous composite material. Further 

testing of the internally smeared method would be needed for geometry that has inclusions, 

preferably comparing the FEA with experimental results as these regions are difficult to 

accurately model in FE packages. This further testing would establish if the artificial 

strengthening caused by the internally smeared method has a significant impact on the 

analysis outputs and their ability to be used to inform design decisions.  

9.3 Generation of non-manifold model  

The Simulation intent framework utilises a non-manifold cellular model to represent the 

geometry as a number of interconnected cells of analytical significance. Whilst the non-

manifold cellular model offers several advantages for analysis, such as efficient interface 

Figure 99 - Close-up of T-section reinforcement showing resin pocket (pink) that forms during 

manufacture 
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management and easier equivalencing between cells in multiple different analysis models, it 

is not widely adopted for the design of components within CAD packages due to the reasons 

covered in section 4.1.1. Ideally a shift to the adoption of non-manifold modelling techniques 

at the design phase would solve this problem, however it would require a significant amount 

of rework to existing models and a complete change to the CAD methodology going forward. 

The alternative to using non-manifold modelling at the design stage, and the approach used 

in this work, is to convert the CAD geometry into a non-manifold cellular model as part of the 

CAD to CAE process. This creation of a non-manifold cellular model is achieved through the 

use of a non-manifold Boolean operation within Abaqus CAE. This process involves a Boolean 

union, with the interfaces maintained, of all the cells in the assembly into a single component. 

The topology extraction is then performed on this non-manifold cellular representation 

before the non-manifold cellular model is removed from Abaqus CAE. This storage of the 

non-manifold representation in the database allows the benefits gained from a non-manifold 

model to be maintained whilst keeping an imprinted manifold version of the geometry within 

Abaqus CAE.  

Using a non-manifold Boolean provides a way to apply the Simulation Intent framework to 

pre-existing manifold components, however it adds a costly and error prone step to the 

process. In the third test case shown in section 6.3 the non-manifold Boolean proved to be 

the limiting factor, causing an error in Abaqus CAE when attempting to perform the topology 

extraction. This limitation makes the generation of a non-manifold cellular model, and thus 

the application of the Simulation Intent, difficult when working with geometry of realistic 

complexity. Future work in this field would be needed for the robust implementation of the 

Simulation Intent framework and could take two potential approaches to solve the problem. 

The first would be to develop a design process that integrates the use of non-manifold 

cellular models, thus removing the need to generate one separately for the analysis process. 

This design process could potentially follow the same principles developed by Lee [36] 

whereby the analysis representation and design representation are generated 

simultaneously from a single master model using feature-based multi-resolution modelling 

and multi-abstraction techniques. The second approach could be to create an improved 

method for performing the topology extraction on the non-manifold representation. This 

improved topology extraction process would be suitable in this work as the main purpose of 

the non-manifold Boolean is to generate the non-manifold representation of the cellular 
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model for the database. If it was possible to generate the non-manifold representation 

without having to perform the Boolean operation within the CAE package, then it would 

bypass the issues caused by the Boolean operation. This would allow the benefits of a non-

manifold cellular model whilst maintaining an imprinted manifold representation in the CAE 

package.  

9.4 Development of composite specific geometric reasoners 

In chapter 6 several test cases used the thick-thin subdivision tool to decompose the 

geometry into regions that could be classed as thick or thin depending on their aspect ratio. 

This type of tool is referred to as a geometric reasoner and applies spatial reasoning to 

identify and separate regions of the geometry that match specified criteria. The specific 

reasoner used in this work, the thick-thin subdivision tool, was predominantly developed to 

identify regions of the model that could be either dimensionally reduced or meshed using a 

swept hexahedral mesh, i.e. thin regions. The remaining thick regions would then be 

modelled using 3D analysis and require multi-block structured decomposition to apply a 

hexahedral mesh to them. This type of decomposition is suitable for isotropic analysis and 

can be used for composite analysis, but it does have one limitation that was noted in section 

6.2.4. If a region is classed as thick and has a tapered zone, then the complete thick region is 

classed as tapered. For composite analysis it would be beneficial to be able to further 

separate these thick regions into constant thickness and tapered thickness, as was manually 

done in section 6.2.4. This need for further manual decomposition highlights that the current 

state-of-the-art for geometric reasoners does not always consider composite specific 

attributes and needs. This lack of consideration for composite specific attributes suggests 

that further work could be conducted into the creation of composite specific geometric 

reasoners that account for specific geometric attributes that would not be present or notable 

in isotropic analysis. These novel geometric reasoners could identify regions such as ply-

drops or inserts within the laminate and isolate these regions within the cellular model. If 

these reasoners were then used with the Simulation Intent framework they could lead to an 

automated and more efficient method of pre-processing composite laminate analysis models 

for realistic and complex geometries.  
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11 Appendix A – All graphs from CLT testing 

All graphs comparing percentage difference in specified stress between fully modelled and 

internally smeared method for each number of plies modelled in full under specified 

loading (first 50 plies) 
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12 Appendix B – Guideline tables for all loading conditions 

Combined guideline tables showing the total number of plies to be modelled to achieve ≤5% 

difference under a specified unit load for a range of cefghiif/gf and laminate thicknesses. 

Unit Nx 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

22 

(1.4) 

26 

(2) 

30 

(1.6) 

36 

(3.3) 

38 

(2.8) 

40 

(3.7) 

44 

(2.8) 

76 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

30 

(1.6) 

34 

(1.8) 

36 

(2.4) 

100 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

126 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

150 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

176 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

200 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

300 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

400 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

500 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

Unit Ny 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

22 

(1.2) 

26 

(1.9) 

30 

(1.8) 

36 

(3.3) 

36.1 

(2.7) 

42.1 

(4.6) 

44.1 

(4) 

76 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

30 

(1.6) 

34 

(1.8) 

36 

(2.2) 

100 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

126 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

150 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

176 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

200 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

300 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

400 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

500 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 



Page 231 of 235 

 

 

 

Unit Nxy 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
12 

(0) 

14 

(0) 

20 

(3.2) 

28 

(2.8) 

30 

(2.5) 

36.1 

(3.8) 

40 

(2.9) 

42 

(4.8) 

49.4 

(5.2) 

50 

(3.3) 

50 

(3.5) 

76 
12 

(0) 

14 

(0) 

20 

(3.5) 

28 

(3.6) 

38 

(4.4) 

40 

(5.6) 

46.1 

(7.8) 

50.1 

(5.9) 

54.1 

(4.6) 

60 

(5.9) 

62 

(4) 

100 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

22 

(1.5) 

26 

(1.8) 

30 

(3.2) 

44 

(7) 

48.1 

(5.6) 

48 

(4.4) 

52 

(5.2) 

126 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

24 

(2.1) 

28 

(2) 

32 

(3.6) 

38 

(5.1) 

48 

(8.4) 

52.1 

(7.3) 

150 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

28.1 

(2.3) 

30 

(1.8) 

36 

(3.2) 

38 

(2.5) 

176 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32.1 

(0.8) 

200 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32.1 

(2.7) 

300 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

400 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

500 
12 

(0) 

14 

(0) 

16 

(0) 

18 

(0) 

20 

(0) 

22 

(0) 

24 

(0) 

26 

(0) 

28 

(0) 

30 

(0) 

32 

(0) 

Unit Mx 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
18 

(0.5) 

20 

(0.8) 

22 

(0.4) 

26 

(1.5) 

28 

(0.1) 

32 

(0.8) 

34 

(0.9) 

36 

(0.9) 

40 

(1.6) 

42 

(0.9) 

44 

(1.9) 

76 
18 

(0.4) 

22 

(1.9) 

24 

(1.3) 

28 

(1.9) 

32 

(2) 

36 

(1.9) 

38 

(1.9) 

42 

(1.8) 

46 

(1.7) 

48 

(2) 

50.1 

(2.2) 

100 
18 

(1.1) 

20 

(0.7) 

26 

(1.9) 

30 

(2.6) 

32 

(1.3) 

38 

(2.6) 

42 

(2) 

46 

(2.8) 

46.1 

(2.6) 

52 

(1.8) 

54 

(2.5) 

126 
18.1 

(2) 

22 

(1.9) 

26 

(1.6) 

32 

(2.7) 

34.1 

(2.5) 

42 

(2.2) 

46 

(2.6) 

50 

(2.5) 

54 

(3.1) 

56 

(3.1) 

60 

(2.6) 

150 
18 

(1.2) 

22 

(2) 

26 

(1.6) 

32 

(2.6) 

40 

(3) 

42 

(2.2) 

48 

(3.2) 

52 

(3) 

58 

(2.8) 

64 

(4) 

64 

(3.4) 

176 
18 

(2.5) 

20 

(1.8) 

26 

(1.8) 

34.1 

(1.9) 

42 

(3) 

46 

(6.3) 

50 

(3.2) 

56.1 

(2.9) 

62 

(3.2) 

66 

(4.4) 

70.1 

(3.5) 

200 
18 

(2.2) 

20 

(2) 

26 

(3.1) 

34.1 

(3.7) 

42 

(4.2) 

46 

(4.9) 

50 

(3.6) 

56.1 

(4.4) 

62 

(3.3) 

66 

(3.5) 

70.1 

(4) 

300 
16 

(0.4) 

18 

(1.4) 

22.1 

(3.1) 

32 

(3.9) 

42 

(4.9) 

46 

(6.7) 

56 

(5.1) 

64 

(6.4) 

70 

(6.3) 

78.1 

(5.3) 

80 

(5.5) 

400 
14 

(1.9) 

16 

(1.7) 

20 

(1.9) 

30 

(4.5) 

34 

(4.1) 

44 

(4.3) 

54 

(6.5) 

68.1 

(8.6) 

70.1 

(8.2) 

76 

(4.4) 

86 

(6.2) 

500 
12 

(0) 

14 

(0.5) 

16.1 

(2) 

24 

(2.6) 

30 

(3.8) 

40 

(5) 

60.1 

(10.2) 

68 

(11.7) 

68.1 

(7.3) 

80 

(6.4) 

92 

(7.5) 
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Unit My 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
18 

(1.4) 

20 

(0.2) 

24 

(1.1) 

26 

(1.8) 

28 

(0.6) 

32 

(0.3) 

34 

(1) 

36 

(0.4) 

40 

(1.9) 

42 

(1) 

44 

(1.4) 

76 
18 

(1.5) 

22 

(1.6) 

24 

(1.1) 

28 

(1.5) 

32 

(2) 

36 

(1.3) 

38 

(1.9) 

42 

(2) 

44.1 

(2) 

46 

(1.4) 

50 

(2) 

100 
18 

(1.6) 

22 

(1.7) 

26 

(2.2) 

30 

(2.7) 

32 

(2) 

36 

(2.5) 

42.1 

(2.4) 

44.1 

(2) 

50 

(2.5) 

52 

(2.1) 

56 

(2) 

126 
18 

(1.4) 

22 

(2) 

26 

(2.1) 

30 

(2.7) 

34 

(2.3) 

42 

(3.4) 

46 

(3.2) 

50 

(2.4) 

54 

(2.6) 

56 

(2.8) 

60 

(2.7) 

150 
18 

(1.9) 

22 

(1.4) 

26 

(2.3) 

30 

(2.3) 

38 

(3.3) 

42 

(2.7) 

46 

(2.2) 

52 

(2.7) 

56 

(3.2) 

62 

(3.6) 

64 

(4.1) 

176 
18 

(2.9) 

22 

(2.3) 

24 

(3.4) 

34 

(1.9) 

38 

(2.6) 

46 

(2.7) 

50 

(3.3) 

56 

(3.8) 

62 

(3.5) 

66 

(2.9) 

70.1 

(4.6) 

200 
18 

(2.4) 

22 

(2.1) 

24 

(2.7) 

34 

(3.8) 

38 

(3.1) 

46 

(3.7) 

50 

(4.1) 

56 

(4.6) 

62 

(4.2) 

66 

(4.1) 

70.1 

(5.2) 

300 
16 

(0.9) 

20 

(2) 

22 

(2) 

32 

(4) 

38 

(4.1) 

48 

(6.1) 

56 

(4.5) 

68 

(5) 

66.1 

(5.4) 

76 

(5.3) 

82.1 

(5.3) 

400 
12 

(0.8) 

16 

(1.5) 

18 

(1.8) 

28 

(2.8) 

34 

(5.5) 

48 

(4.9) 

54 

(8.5) 

70 

(7.9) 

74.1 

(8.3) 

82.1 

(6.6) 

86.1 

(8.4) 

500 
12 

(0) 

14 

(0.2) 

18 

(2) 

24 

(4) 

34 

(4.7) 

36.1 

(5.2) 

58 

(8.6) 

64.2 

(10.5) 

76 

(7) 

82.1 

(9.5) 

96 

(9.7) 

Unit Mxy 

No. of 

plies in 

laminate 

����������� 

6 7 8 9 10 11 12 13 14 15 16 

50 
20 

(2) 

22 

(1.8) 

24 

(1.6) 

26 

(0.7) 

30 

(1.9) 

32 

(0) 

36 

(1.2) 

38 

(0.5) 

40 

(1.7) 

42 

(1.3) 

44 

(0.4) 

76 
20 

(1) 

24 

(1.5) 

26 

(0.8) 

30 

(1.9) 

32 

(1.4) 

36 

(1.9) 

38 

(1.9) 

42 

(0.6) 

46 

(2) 

48.1 

(2) 

50 

(2) 

100 
18 

(1.1) 

24 

(1) 

28 

(2.2) 

32 

(1.5) 

32 

(2.1) 

38 

(2) 

42 

(1.8) 

44 

(2.1) 

48 

(2) 

52 

(2.2) 

54 

(2.8) 

126 
22 

(1.1) 

24.1 

(2) 

28 

(1.7) 

32 

(2.7) 

34 

(2.7) 

38.1 

(2) 

44 

(1.9) 

48 

(2.5) 

52 

(1.3) 

54 

(2.9) 

56 

(2.9) 

150 
20 

(2.8) 

24 

(0.9) 

28 

(0.9) 

32 

(2.4) 

36 

(2.6) 

42 

(3.2) 

44.1 

(2.4) 

52 

(3.5) 

52 

(3.3) 

56 

(2.9) 

60 

(4) 

176 
20 

(2.5) 

26 

(2.3) 

30 

(2.5) 

36 

(2.9) 

38 

(2) 

46 

(4) 

50 

(3.5) 

52.1 

(3.6) 

58 

(3.3) 

62 

(2.8) 

64.1 

(3.5) 

200 
20 

(3.3) 

26 

(2.9) 

30 

(2.7) 

36 

(3.2) 

38 

(3.6) 

46 

(3.9) 

50 

(3.6) 

52.1 

(4.4) 

58 

(3.2) 

62 

(3.4) 

64.1 

(4.5) 

300 
16 

(1.8) 

22 

(3.5) 

26 

(3.3) 

30 

(2.5) 

38 

(4.2) 

48 

(4.5) 

54.1 

(8.5) 

62 

(3.7) 

62 

(5.1) 

72 

(4.9) 

72 

(5) 

400 
16 

(1.6) 

18.1 

(2.3) 

24 

(3.6) 

30 

(4.6) 

38 

(4.3) 

44.1 

(5.9) 

54 

(6.1) 

52 

(4.1) 

70 

(6.6) 

76 

(8) 

72 

(4.4) 

500 
14 

(1.3) 

16.1 

(1.9) 

20 

(1.9) 

26 

(3.2) 

32 

(3.8) 

42 

(5.4) 

44 

(5.3) 

58 

(6) 

66.1 

(8.8) 

68.1 

(8.7) 

78 

(8.6) 
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13 Appendix C – Test case 2 FEA results 

 

Figure 100 - Comparison of idealised analysis model and reference analysis model for panel with no 

reinforcement 

Figure 101 - Comparison of idealised analysis model and reference analysis model for panel with 

thicker region for reinforcement 
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Figure 102 - Comparison of idealised analysis model and reference analysis model for panel with top 

hat for reinforcement 

Figure 103 - Comparison of idealised analysis model and reference analysis model for panel with Z-

section for reinforcement 
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Figure 104 - Comparison of idealised analysis model and reference analysis model for panel with T-

section for reinforcement 


