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Abstract 
Hybrid electric buses represent an immediate and practical solution to decarbonising public transport 

where alternative technologies such as battery-electric or hydrogen buses are unsuitable. Due to the 

presence of multiple tractive power sources, hybrid electric vehicles offer an additional degree of 

freedom that can be utilised to improve component efficiency and reduce energy consumption. 

Consequently, a suitable control system is required to manage the multiple power sources and 

maximise the efficiency benefits.  

This thesis provides an in-depth exploration into the state of the art of hybrid electric vehicle energy 

management. A broad literature review was conducted which revealed that most research has 

focused on strategies that can perform real-time optimisation, however, the real-world 

implementation of these systems is generally neglected. For vehicle applications, the control methods 

must be computationally efficient due to the limited processing power and memory available. In light 

of these findings, a control system optimised for real-world implementation on a hybrid electric bus 

was investigated.  

Model-based design was found to be a valuable methodology that enabled control algorithms to be 

evaluated effectively in simulation. Detailed component models were generated using a combination 

of first principles and system identification. A novel artificial neural network-based fuel consumption 

model was created, enabling highly accurate energy consumption estimations. Using real-world test 

data, individual component models were validated and later incorporated into a complete model of 

the vehicle. Further validation of the complete vehicle model demonstrated a high degree of accuracy 

over a wide range of operating conditions.  

Based on the literature review findings, a fuzzy rule-based system was identified as a suitable control 

methodology due to the low computational requirements and opportunities afforded through offline 

optimisation. A fuzzy system that controlled the electric motor torque based on the engine and 

drivetrain efficiency was developed and optimised using the vehicle model and a genetic algorithm. 

The genetic algorithm varied the fuzzy system parameters and simulated the resulting performance 

using a standard bus cycle that represented a variety of operating conditions. Parallel processing and 

a high-performance computing cluster were utilised to efficiently simulate thousands of fuzzy system 

designs. The optimised fuzzy system demonstrated an energy consumption reduction of 

approximately 10 % relative to a traditional rule-based strategy. 

To demonstrate the real-world performance of the new strategy, the fuzzy system was compiled and 

implemented on the target vehicle control unit. Tests were conducted that demonstrated a real-world 

energy consumption reduction of up to 20 % relative to the existing strategy present on the target 

vehicle. These results demonstrate that the proposed system is suitable for real-world 

implementation while also achieving improved performance relative to conventional methods. 
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Chapter 1 

Introduction 

1.1 The Global Environmental Crisis 

From 2015 to 2018, the world experienced record-breaking mean global temperatures. This 

information was produced from five independent temperature datasets, each exhibiting a long-term 

trend of increasing average temperatures [1]. It is widely accepted that the rate of this global warming 

is unnatural and a direct consequence of human activity and the use of fossil fuels. Since the industrial 

revolution, fossil fuels such as coal and oil have been the primary energy source worldwide. Fossil fuels 

produce a variety of harmful air pollutants during combustion, such as Carbon Dioxide (CO2), Nitrogen 

Oxides (NOx), unburned hydrocarbons (HC) and particulate matter (PM). Increased concentrations of 

CO2 in the atmosphere reduces the amount of heat that would otherwise dissipate into space, 

resulting in increased average temperatures. Other pollutants that produce the same warming effect 

are collectively referred to as ‘greenhouse gases’ (GHG). CO2 is the most abundant GHG in the 

atmosphere and its abundance has risen dramatically in recent years [2].  

In 2018, the global mean temperature was estimated to be 0.99 ± 0.13 °C above the pre-industrial 

baseline (1850-1900), the fourth warmest year on record at the time [1]. That same year the 

Intergovernmental Panel on Climate Change (IPCC) released a comprehensive report on the impacts 

of climate change if global warming exceeded 1.5 °C above the baseline. The report estimated that 

the mean global temperature would likely reach 1.5 °C above the baseline between 2030 and 2052 

and exceed 4 °C relative to the baseline by 2100 if CO2 emissions continue at the current rate [3]. The 

social, economic and environmental impacts on the planet due to mean global warming beyond  

1.5 °C are devastating and widespread. Climate models predict increased average temperatures, rising 

sea levels, reduced polar ice caps, more acidic oceans with less oxygen content and more frequent 

extreme weather events such as heatwaves, drought, extreme precipitation, hurricanes and wildfires 

[4]. These unnatural changes to the climate threaten human health, food security, water supply and 

economic growth. While humanity faces an unprecedented threat, climate change's impact on plants 

and animals is much more severe. Many species will be unable to adapt to the changing climate. Mass 

extinction and the loss of entire ecosystems will likely occur [5]. Evidence of climate change due to the 

1 °C global warming relative to pre-industrial times is already apparent, and climate change 

adaptation, such as flood defences, reforestation, pest/disease control, improved building regulations 

and conservation action plans have already been introduced [6]. The IPCC report found that while 
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there are various adaptation options, many solutions become considerably less effective when global 

warming exceeds 1.5 °C relative to the baseline [3].  

Scientists have been raising concerns over the dangers of anthropogenic emissions for decades. 

Following the Second Climate Conference in 1990, the United Nations Framework Convention on 

Climate Change (UNFCCC) was established [7]. The UNFCCC is an international treaty with the aim of 

preventing irreversible damage to the climate due to human activity. While there were no legally 

binding obligations, the framework led to the establishment of the Kyoto Protocol, which defined 

legally enforceable commitments for developed nations to reduce their CO2 emissions between 2008-

2012 [8]. The protocol was later superseded by the Paris Climate Agreement (2015). Governments 

worldwide recognise the threat that climate change poses, and consequently, over 190 countries have 

signed the Paris Agreement. The Paris Agreement established new procedures that compel 

participating nations to identify, implement and report on their contributions towards mitigating 

climate change. Additionally, the Paris Agreement recognised that the previous target of limiting 

global warming to less than 2 °C relative to the baseline was insufficient and that a new target of 

limiting global warming to 1.5 °C was essential. The IPCC report on Global Warming of 1.5 °C found 

that while existing anthropogenic emissions in the atmosphere will continue to affect the climate for 

centuries, these emissions alone are unlikely to cause global warming to exceed 1.5 °C [9]. However, 

to prevent global warming from exceeding this target, climate models indicate that global net CO2 

emissions must decline by approx. 45% (relative to 2010) by 2030, reaching net-zero emissions globally 

between 2045-2055. Achieving such an ambitious target would require an immediate transition to low 

carbon technologies across all sectors globally.  

Historically the Energy sector has been the dominant source of GHG emissions in the UK. However, 

due to a shift from coal power generation to gas and renewables, the emissions from the Energy sector 

have fallen significantly over the past two decades. In 2019, the Energy sector produced 66% less GHG 

emissions than in 1990 [10]. As illustrated in Figure 1, the Transport sector did not experience a similar 

reduction in emissions, and in 2019 the emissions generated by the Transport sector was only 5% less 

than 1990 levels. The transport sector has had the smallest reduction in GHG emissions compared 

with any other sector. As a result, the percentage of the total UK GHG emissions the transport sector 

is responsible for has increased from 16% in 1990, to 27% in 2019, and it is now the largest contributing 

sector [10].  
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Figure 1 GHG Emissions Generated by the Energy Sector and the Transport Sector [10] 

1.2 Air Quality and the UK Transport Sector 

For the first time in 2016, the transport sector became the largest source of GHG emissions in the UK. 

As illustrated in Figure 2, 90 % of GHG emissions from the transport sector was generated by road 

transport in 2019. Traditionally, road transportation utilises internal combustion engines (ICE) to 

convert chemical energy, usually in petrol or diesel, into mechanical work that propels the vehicle. As 

with any fossil fuel-based power generation, many harmful air pollutants are generated from this 

process. Until the UK left the European Union (EU), all vehicles on sale had to comply with EU 

legislation that defines upper limits on the quantities of various tailpipe emissions. A series of 

increasingly stringent EU directives, more commonly known as the Euro 1 – Euro 6 standards, specified 

upper limits on pollutants such as NOx and PM [11]. There are several variations of each standard that 

define acceptable limits for each vehicle category. While these standards do not define an upper limit 

on CO2 emissions, an additional EU legislation was introduced in 2009 that defines specific fleetwide 

average CO2 targets that manufacturers must adhere to [12]. These targets were generated based on 

the average mass of the manufacturer's vehicles, such that manufacturers of heavier vehicles are 

permitted a higher limit. If the average CO2 emissions across a manufacturers fleet exceeds the 

permitted target, the manufacturer is fined for every vehicle sold based on how many g/km the fleet 

average exceeds the target.  

In response to these regulations, vehicle manufacturers have invested considerable time and effort in 

the pursuit of reducing tailpipe emissions. In general, there are four approaches to reducing tailpipe 

emissions: increasing engine efficiency, increasing vehicle efficiency, improved driving efficiency and 

the after-treatment of emissions produced. Technologies such as exhaust gas recirculation (EGR), fuel 

injection, selective catalytic reduction (SCR), and advanced closed-loop emissions control have 

substantially reduced tailpipe emissions [13]. However, NOx and PM emissions remain a significant 

100.0

125.0

150.0

175.0

200.0

225.0

250.0

275.0

300.0

1990 1995 2000 2005 2010 2015 2020

G
H

G
 E

m
is

si
o

n
s 

(M
tC

O
2e

)

Year

Energy Sector Transport Sector



Introduction 

 

4 

 

challenge, and in 2018, 34 % of NOx and 13% of PM emissions in the UK were generated by road 

transport [14]. 

 

Figure 2 Source of UK GHG emissions in 2019  [10] 

The amount of CO2 emitted by a vehicle is closely related to the quantity of fuel used. In contrast, NOx 

emissions are influenced more by the engine type and after-treatment technology present [15]. The 

formation of all IC engine-related emissions is based on the air-fuel ratio (AFR). CO and HC are 

produced with excess fuel (rich AFR), as there is insufficient oxygen to convert all the HC to CO2. Diesel 

engines always use excess air (lean AFR), and therefore, produce substantially less CO and HC than an 

equivalent petrol engine. Additionally, diesel engines produce less CO2 than an equivalent petrol 

engine due to the increased thermal efficiency. However, NOx is produced in a lean environment, and 

the amount generated is based on the peak cylinder temperature and the quantity of oxygen available. 

Furthermore, while the overall AFR of diesel engines is lean, due to the direct injection of fuel into the 

cylinder, the air/fuel mix is not homogenous, and there are localised regions with a very rich AFR that 

produces high concentrations of PM. For these reasons, diesel engines produce considerably more 

NOx and PM emissions in comparison to petrol engines.  

Following the Kyoto agreement, the UK government introduced a new vehicle excise duty in 2001 that 

taxed vehicles at different rates based on the average g/km of CO2 produced [16]. This new system 

incentivised the uptake of low CO2 emitting vehicles; however, no consideration was given to the 

levels of NOx and PM produced. As diesel engines typically produce less CO2 than an equivalent petrol 

engine, diesel-powered vehicles became increasingly popular. In addition to this, the use of light goods 
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vehicles (LGV) such as vans, which are almost exclusively powered by diesel engines, has increased 

significantly since 2001. In 2019, the number of miles completed by LGVs was 67.4 % greater than in 

2001 [17]. Consequently, the use of diesel-powered vehicles has increased substantially since 2001 

and in 2005 diesel overtook petrol for use in road transport, as shown Figure 3.   

 

Figure 3 Petrol and Diesel Consumed by Road Transport in the UK [18] 

It was hoped that diesel-powered vehicles would reduce the transportation sectors significant 

contribution to air pollution. However, it has become evident in recent years that there is a substantial 

disparity between the emissions produced during laboratory testing and on-road operation. Despite 

conforming to EU type-approval requirements, it was found that many vehicles exceeded the 

emissions limits when used outside of laboratory settings [19]. In 2016, diesel cars from a range of 

popular manufacturers were tested. It was found that all the vehicles tested exceeded the legal limits 

for NOx pollution during on-road testing, with NOx emissions over six times the legal limit on average 

[20]. Additionally, in 2015 the United States Environmental Protection Agency concluded that 

Volkswagen Group had knowingly installed software in specific diesel-powered vehicles that caused 

aspects of the emissions control system to deactivate during regular use and only activate during 

laboratory testing. Consequently, these vehicles seemed to comply with US and EU emissions 

legislation when tested; however, in reality, these vehicles produced between 10 to 40 times more 

NOx than stated when used on the road [21]. Approximately 11 million vehicles worldwide (1.2 million 

in the UK) are believed to have been sold with this system installed between 2009 and 2015 [22]. 

Therefore, despite incremental improvements that have reduced the average emissions from new 

vehicles, due to the increased prevalence of diesel-powered vehicles and the significant disparity 

between laboratory testing and real-world driving, NOx emissions remain a significant challenge in the 

automotive industry. As shown in Figure 4, diesel cars and vans make up are responsible for the 

majority of NOx emissions in the UK. While PM emissions are primarily associated with diesel engines, 
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most road transport PM emissions are not due to combustion. Instead, they are generated from 

sources such as tyre wear, brake pad wear and road abrasion [23]. 

Emissions from road transportation remain a monumental challenge if the UK is to achieve the 

ambitious 2050 net-zero target. Diesel-powered vehicles were once considered one of the solutions 

to reducing CO2 emissions; however, increasing concerns regarding air quality has caused diesel 

vehicle purchases to plummet in recent years [24]. Ultra-low emission vehicles (ULEV) are defined as 

vehicles that emit less than 75 grams of CO2 from the exhaust for every kilometre travelled [25]. While 

it is very challenging for conventional petrol- or diesel-powered vehicles to achieve ULEV status, 

alternative drivetrain architectures such as electric, hybrid electric or fuel cell vehicles are capable of 

such low tailpipe emissions. To realise the net-zero emissions target by 2050, it was estimated that 

approximately 50% of new vehicle registrations must be ULEV by 2030, increasing to 100% of new 

vehicle registrations by 2040 [23]. By the end of 2020, only 1.1% of all licensed vehicles in the UK were 

ULEV [26], [27]. Therefore, significant and holistic change is required in the transportation industry if 

the UK is to accomplish net-zero emissions by 2050. Widespread adoption of low emission drivetrain 

architectures and a shift towards more sustainable modes of transportation such as buses, cycling and 

rail are essential to minimise the UK Transport sector’s substantial contribution to global climate 

change. 

      

Figure 4 UK road transport NOx and PM emissions (redrawn from [23]) 

1.3 Public Transport and the UK Bus Industry  

One of the most cost-effective methods to reduce transportation-related emissions globally is to 

reduce the demand for private transportation. In the UK, private transportation such as cars and taxis 

was responsible for 55 % of all surface transport-related GHG emissions in 2019 [10]. Many of these 

journeys could have been completed using more environmentally friendly means of transportation 
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such as walking, cycling or public transport. These alternate modes of transport have many additional 

benefits such as reduced congestion, personal health benefits and improved air quality. In heavily 

congested areas, transportation-related air pollution can be over three times greater than free-

flowing traffic [28]. As a result, densely populated areas with a high volume of slow-moving traffic 

generally have the poorest air quality. As one fully loaded double-decker bus is equivalent to up to 75 

passenger car journeys, a modal shift from private transportation to public bus travel would reduce 

both congestion and emissions, significantly improving air quality in the most severely affected areas 

[29]. 

Across the UK, buses and coaches are the most frequently used method of public transport. In Great 

Britain, 58% of all public transport journeys in 2018 were completed using buses [30]. That same year 

in Northern Ireland, 81% of public transport journeys were completed using buses [31]. Good quality 

bus services provide many societal benefits such as access to employment, education and healthcare, 

particularly for those from low-income backgrounds without the use of private transportation. In 

addition, it has been shown that areas with better bus connectivity are more likely to have lower levels 

of economic, social and environmental deprivation [32].  

Historically, buses have been powered almost exclusively by diesel engines due to the improved 

thermal efficiency, relatively high torque at low engine speeds and the larger, more durable 

components relative to petrol engines. Similar to the Euro 1-6 standards that define upper limits on 

pollutants present in the passenger car sector, heavy-duty vehicles are subject to an equivalent set of 

standards known as Euro I-VI. Analogous to the passenger car legislation, these standards define upper 

limits on pollutants such as CO and NOx, but there is no limit on CO2. In some regards, the UK bus 

industry has surpassed the car industry at reducing toxic emissions. Due to more stringent and 

comprehensive type-approval legislation for UK buses, the substantial disparity between lab-testing 

and real-world driving emissions present in diesel cars does not exist in the bus industry [11], [33]. In 

a report published by the International Council on Clean Transportation, the real-world NOx emissions 

of over 30 popular Euro 6 diesel cars were compared against the real-world NOx emissions of 24 Euro 

VI vehicles (buses, tractor-trailers and rigid trucks). It was found that on average, NOx emissions per 

kilometre from the diesel cars tested were more than double those of the heavy-duty diesel vehicles, 

despite these vehicles producing substantially more power and being capable of transporting much 

greater loads [34]. Therefore, while NOx emissions from diesel engines remain a significant challenge 

in the passenger car sector, the UK bus industry has already made substantial progress addressing this 

issue. 
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In terms of GHG emissions, the UK bus sector has made considerable progress and in 2019 generated 

42 % fewer GHG emissions relative to 1990 [14]. However, as illustrated in Figure 5, bus demand also 

fell by 16 % during this period. While the Euro I-VI standards do not define limits on CO2 emissions, 

recent EU legislation has defined a new heavy-duty CO2 emission standard which defines CO2 targets 

for new vehicles from 2025 [35]. From this date, manufacturers must ensure the average CO2 

emissions across their fleet complies with a new limit based on a percentage reduction relative to the 

average emissions generated across the EU for the sector during a reference period. Although this 

legislation does not apply to buses initially, a review is scheduled for 2022, during which an extension 

to include buses and coaches will be considered. While the UK has recently left the EU, the UK 

government has committed to ensuring future vehicle emissions regulations are at least as ambitious 

as current EU regulations [23].  

 

Figure 5 Change in mileage and emissions from 1990 to 2019 (UK) [14] 

1.4 Low Emission Bus Technologies  

Efforts to develop clean bus technology in the UK were ongoing as early as 1996 when London 

Transport required a solution to excessive PM emissions generated by the AEC Routemaster buses. 

Traditional catalysts developed for long-haul trucks were unsuitable for the frequent stop/start 

conditions found in heavily congested city traffic. The solution to this problem led to the development 

of the Millbrook London Transport Bus (MLTB) drive cycle [36]. A drive cycle is a predefined velocity 

and elevation profile that describes the vehicle's operation during a standardised test. Based on the 

Transport for London Route 159, the MLTB drive cycle was created to reflect the real-world operation 

of transit buses. New catalysts optimised for the MLTB drive cycle were developed and shown to 

reduce PM emissions by over 75%. Since then, concerns regarding the climate and public health have 
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escalated, and there is now a range of low emission drivetrain configurations available that are 

capable of fewer emissions than traditional diesel, such as battery-electric or fuel cell vehicles.  

1.4.1 Battery Electric Buses (BEB) 

Battery electric vehicles do not produce any harmful tailpipe emissions as they use an electric motor 

to provide tractive power rather than an ICE. Chemical energy stored in the battery is converted to 

mechanical power at the wheels through the use of an inverter, electric motor and electronic control 

system. The inverter receives a direct current (DC) from the battery and produces an alternating 

current (AC) required to power the electric motor, with the control system regulating this process. The 

battery can be charged using the national grid. Therefore, the grid's mixture of energy sources 

determines the emissions associated with these vehicles during their operational phase. The electric 

motor can also act as a generator by applying a resistive torque that decelerates the vehicle while 

recuperating kinetic energy. For this reason, transit buses are ideally suited for electrification due to 

the considerable amount of energy that can be recovered during the frequent deceleration events 

typical in daily bus operation. Based on the current mixture of energy sources within the UK national 

grid, battery electric vehicles (BEV) produce the lowest amount of GHG emissions during the 

operational phase when compared against oil, hydrogen and biofuel based vehicles, irrespective of 

vehicle type [23]. Furthermore, it is expected that GHG emissions from the energy sector will continue 

to fall as the capacity of renewable sources increases; therefore, the whole lifecycle emissions from 

BEVs are expected to decrease correspondingly.  

As a relatively immature technology, BEBs represent a small fraction of the global feet (13% in 2017) 

[37]. However, this number has accelerated in recent years. In 2017, over 80 times more electric buses 

were purchased than in 2011. Almost all BEBs (99%) operate within China [37]. This geographic 

disparity was brought about by the significant and early financial support available in China, which 

subsidised the initial capital cost of a BEB to a similar level as diesel, removing a critical barrier to 

adoption. In the UK, BEBs first entered operation in 2010 and in 2017, there was an estimated 191 

BEBs in operation, the largest fleet in Europe [36]. Despite the funding available to support low 

emission bus technologies in the UK, the main barriers to further adoption are the initial capital costs 

and technological limitations such as range and charging time [38].  

In general, there are two charging strategies used by electric buses, overnight and opportunity 

charging. BEBs that use an overnight charging strategy require an electrical storage capacity sufficient 

for an entire day of service. The daily energy requirements for a BEB could range from 100 kWh for a 

small town to 700+ kWh for a large city [37], [39]. An alternative charging strategy is known as 

‘opportunity charging’, which incorporates fast chargers (approx. 200-450 kW) installed at various 
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locations along the bus route [37], [39]. A pantograph can be used to access the fast charger using an 

overhead connection point; however, other methods such as wireless inductive charging are also 

possible. This strategy enables the use of much lower cost/capacity batteries charged frequently along 

the route. This approach reduces the upfront cost of the BEB significantly; however, it also has much 

higher equipment, installation and maintenance costs relative to overnight charging at a depo [40], 

[41]. With both charging strategies, the limited range remains a critical barrier to adoption. While this 

has improved with recent developments to battery technology that has increased the energy density 

attainable, the variability of battery performance remains an issue. Lower temperatures increase the 

internal resistance of the battery cells, reducing the power it can provide and lowering the capacity 

[42]. Furthermore, as a BEB cannot rely on an ICE to generate heat for the cabin, an additional heating 

system is required. Therefore, during cold weather, the vehicle's range is severely reduced due to 

battery performance and additional loads. Likewise, in warmer climates, significant loads are required 

for air conditioning which burdens the battery’s limited capacity and reduces the range and power 

available. In addition to range issues, power limitations are a common problem preventing the further 

use of BEBs in some cities with steep terrain [38]. 

The initial cost of a BEB varies extensively based on the manufacturer, vehicle specifications, and the 

bus operator's location. However, it is typically 2-3 times the cost of a conventional diesel equivalent, 

with the single largest contributing cost being the energy storage system (approx. 20% of the vehicle 

price in 2018) [38]. Although the manufacturing costs of lithium-based batteries has fallen 

dramatically in recent years (79% reduction in 2018 relative to 2010), BEBs continue to be cost-

prohibitive for many applications  [37], [38]. The total cost of ownership (TCO) of a BEB varies 

considerably with the vehicle's operation, charging strategy, maintenance requirements and future 

energy prices. However, in a recent study conducted by Bloomberg New Energy Finance, it was 

suggested that BEBs already have a lower TCO in some applications [37]. The same report estimated 

that the initial upfront cost of a BEB is unlikely to reach parity with diesel buses until 2030; therefore, 

until that time, the largest barrier to adoption will remain [37]. As much of the existing BEB fleet was 

funded with government subsidies, new business models such as battery leasing are being considered. 

However, at present, the majority of new BEB purchases still rely on grants to be competitive with 

conventional vehicles.  

1.4.2 Hybrid Electric Bus (HEB) 

As discussed further in Section 1.5, a hybrid electric vehicle uses two or more energy sources to propel 

a vehicle. By utilising multiple power sources, the drawbacks of each can be minimised to improve the 

overall vehicle efficiency. An HEB offers many of the same benefits as a BEB, such as regenerative 

braking and reduced energy consumption; however, as these vehicles use much smaller batteries, 
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they are considerably cheaper to manufacture and have a lower capital cost. Furthermore, as transit 

buses frequently operate in low-speed areas with periods of high congestion, a hybridised powertrain 

can alleviate the losses typically incurred by an ICE during these periods of low efficiency.  

In a conventional vehicle, the ICE is the only power source for propulsion. It is typically sized based on 

the most significant power requirement, such as minimum acceleration at maximum load. As a 

modern double-deck bus can carry up to 100 passengers, the energy source must deliver the necessary 

power to propel the vehicle under the most strenuous conditions. Consequently, the diesel engine is 

inevitably oversized for most of the vehicle’s operation. Smaller engines are inherently more efficient 

and could improve the vehicle’s energy consumption if peak loading is satisfied using an alternative 

solution. HEBs enable smaller, more efficient engines by providing supplementary power when 

required using the electric motor.  

As described in Section 1.5.2, hybrid electric vehicles (HEV) can be classified into several distinct 

variations based on the drivetrain architecture and functionality. One such variation, the plug-in 

hybrid (PHEV), operates similarly to the non-plug-in variant; however, it can be charged from the grid 

and typically uses a higher capacity battery. These vehicles appeal to bus operators as they are cheaper 

than BEBs, yet still have sufficient range for some electric-only zero-emission driving. Furthermore, 

these vehicles can automatically switch to electric-only operation when required by utilising an 

onboard global positioning system (GPS) and establishing geofences around Low Emission Zones in 

the vehicle’s energy management strategy (EMS). For these reasons, HEBs are an attractive and 

practical solution to achieve reduced energy consumption and emissions while satisfying the 

operational and economic constraints imposed by the industry.  

HEBs first began operating in the UK in 2009, where they are presently the most common type of low 

emission bus in service [36]. In 2017, the Advanced Propulsion Centre (UK) and the Automotive Council 

(UK) published a technology road map for the bus industry until 2040. They identified two critical 

challenges: a cost-effective low-carbon solution for semi-urban/rural buses and a practical zero-

emission solution for city/urban buses. The authors determined that battery-electric or fuel cell 

vehicles will provide the zero-emission solution required; however, there is considerable uncertainty 

as to which technology will be dominant. HEBs currently offer an immediate solution to reducing 

emissions from the bus industry; however, as suitable zero-emission alternatives come to the market, 

the authors expect that the use of HEBs will shift from cities to interurban and rural routes. [43]. 

1.4.3 Fuel Cell Bus 

Hydrogen fuel cell electric vehicles (FCEV) utilise a chemical process to generate electricity from 

hydrogen. This electricity is stored in a battery or used directly to power an electric motor for 



Introduction 

 

12 

 

propulsion. Like batteries, fuel cells consist of an anode, a cathode, and an electrolyte membrane. 

Electricity is generated by passing hydrogen fuel through the anode and oxygen through the cathode. 

While passing through the anode, the hydrogen molecules are separated into electrons and protons. 

The protons pass through the electrolyte membrane, and the electrons pass through a circuit, both 

reaching the cathode, where they combine with the oxygen, forming water molecules. As these 

vehicles produce zero harmful tailpipe emissions, they can drastically improve local air quality. 

However, while no CO2 is emitted from the vehicle, producing hydrogen is relatively energy-intensive.  

The carbon footprint of hydrogen production can be very substantial, especially if hydrogen is 

produced using fossil fuel-based methods such as Steam Reforming [44]. Splitting water molecules 

using electrolysis is one of the cleanest methods to produce hydrogen. However, the carbon footprint 

associated with this depends on how the electricity used in this process was generated. In 2018 report 

published by the UK Department for Transport, it was concluded that producing hydrogen using 

electrolysis and the national grid for use in vehicles would not significantly reduce GHG emissions 

relative to diesel. Based on UK electricity grid emissions, the authors asserted that greater GHG 

reductions could be achieved if electricity from the grid is used to charge a battery directly, eliminating 

the losses associated with the fuel cell and the production/distribution/storage of hydrogen [23]. As 

renewable power generation in the UK grid is expected to increase in the near future, more significant 

GHG savings could be achieved as the carbon footprint of hydrogen production improves. Accordingly, 

there is some uncertainty regarding the use of hydrogen in the bus industry, as the benefits of fast 

refuelling and zero tailpipe emissions must be assessed against the additional infrastructure costs and 

whole life cycle GHG emissions.   

1.4.4 Low Emission Bus Technology Summary 

The increased variation in drivetrain architectures has led to a complex problem when purchasing new 

vehicles. A trade-off exists between minimising capital, operational and disposal costs while also 

minimising energy consumption, emissions and providing a minimum level of service. This problem is 

particularly challenging as there is considerable uncertainty during the vehicle’s operational phase, 

maintenance requirements and future energy costs. To address this complex problem, several studies 

that incorporate probabilistic life cycle analysis in the optimal design of bus fleets have been proposed 

[41], [45]. Durango-Cohen et al. [45] asserted that the optimal fleet in scenarios where demand 

fluctuates should comprise a range of drivetrain technologies, indicating that the use of multiple 

technologies may be more cost-effective at reducing emissions. However, recent reports produced by 

the UK Committee for Climate Change, the European Federation for Transport and the Environment, 

and the Energy Transitions Commission each concluded that the most appropriate method to 

decarbonise transportation is generally through the use of BEVs and that the use of lower efficiency 
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fuels such as hydrogen or biofuels should only be considered when no alternative solution exists [46]–

[49].  

Due to range/power limitations and the time required to charge batteries, it is often not possible to 

replace a conventional diesel bus with a BEV without compensating for its effect on the level of service 

available. Often BEBs require substantial charging times, and therefore multiple BEBs may be required 

to offer the same level of service as a single diesel bus. In recent years, bus manufacturers such as 

Wrightbus and Alexander Dennis Ltd. have begun selling hydrogen fuel cell buses with great success. 

Hydrogen fuel cell buses have a similar range as diesel buses (up to 300 miles) and can be refuelled at 

a similar rate (~8 mins ) [50], [51]. For these reasons, they are particularly appealing to bus operators 

as a single fuel cell bus can replace a diesel bus without compromising service. However, there is 

uncertainty regarding these vehicles' long-term associated infrastructure costs and total life cycle 

emissions.  

While it is expected that the barriers preventing further adoption of these vehicle technologies will be 

overcome, there is a need for an immediate, practical and low-cost solution that can provide reduced 

emissions relative to conventional diesel buses without significantly increasing operating and capital 

costs. At present, HEBs have a lower upfront cost and total cost of ownership than BEBs and FCVs [52], 

[53]. Furthermore, there are no range/power limitations or infrastructure requirements associated 

with HEVs. Therefore, these vehicles can be easily integrated into existing services without any 

additional challenges. Although zero-emission drivetrains are required in the long term, HEVs offer a 

practical and immediate solution to reducing harmful emissions from the bus industry. As zero-

emission alternatives become increasingly competitive and zero-emission zones begin to limit the use 

of HEVs, these vehicles will remain a suitable and attractive option for interurban and rural routes 

where it may be impractical or expensive to use a zero-emission alternative [43].   

1.5 Hybrid Electric Vehicles  

The Society of Automotive Engineers (SAE) defines an HEV as: “A road vehicle that can draw propulsion 

energy from both of the following sources of stored energy: 1) a consumable fuel and 2) a 

rechargeable energy storage system (RESS) that is recharged by an electric motor-generator system, 

an external electric energy source, or both.” [54]. 

1.5.1 HEV Efficiency Benefits 

HEVs reduce energy consumption and improve vehicle efficiency in several ways:  

• Regenerative Braking: Conventional vehicles decelerate using friction brakes that convert kinetic 

energy into heat. HEVs can capture this otherwise wasted energy using a generator that applies 
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a mechanical load on the drivetrain, causing a deceleration and generating current for use in the 

RESS.  

• Engine Downsizing:  On a conventional vehicle, the ICE must be sized appropriately to satisfy the 

most extreme power requirement; however, this results in the ICE being over-sized for most 

other applications. The addition of hybrid components enables a smaller and more efficient ICE, 

as the electric motors can provide additional power to satisfy peak load.  

• Improved use of ICE: Hybrid vehicles can utilise multiple power sources to minimise inefficient 

ICE operation. For example, ICEs are least efficient at low engine speeds and loads; however, by 

using an electric motor during these conditions, the vehicle's overall efficiency can be improved.  

• Electrified Auxiliaries: In any conventional vehicle, many auxiliary components require power 

from the engine, these are known as parasitic losses. These components are often driven 

mechanically using a belt that transfers power from the engine to the device. Consequently, these 

components place an added load on the ICE, which must be overcome. By replacing these 

components with electrically driven counterparts, the load on the engine can be reduced, thereby 

reducing fuel consumption. The RESS can also supply the power required for these components, 

which has the added benefit of utilising recovered energy in place of a parasitic loss.  

1.5.2 HEV Classification 

Due to the wide-ranging needs of the automotive industry, various hybrid vehicle designs have been 

proposed and developed over the years. Such designs typically combine a conventional ICE with an 

RESS. Designs featuring a flywheel, compressed air tank, battery, ultracapacitor, and different 

combinations of each have been demonstrated in the literature [55]–[58]. Hybrid vehicles that 

combine an ICE with a battery have gained a monopoly both in bus applications and the automotive 

industry in general. Due to the high number of possible HEV drivetrain configurations, several 

classification systems have been proposed [59]. In general, HEVs are categorised based on the degree 

of hybridisation as well as drivetrain architecture. Table 1 lists the differences between HEVs when 

classified by the degree of hybridisation. 

While not a true HEV according to the SAE definition, the micro-hybrid configuration enables kinetic 

energy to be recovered during braking events for use in the vehicle’s auxiliary systems. In addition to 

the tractive power required to propel the vehicle, transit buses require considerable energy to operate 

auxiliary systems such as air-conditioning, power steering, cooling fans, compressed air brake systems, 

ticketing machines, and passenger information devices. While these loads vary considerably with 

vehicle operation, power requirements can be as high as 22 kW in extreme weather conditions [60]. 

Recent micro-hybrid vehicles, such as the Wrightbus Micro Hybrid Streetdeck, utilise ‘smart 
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alternators’ controlled by the vehicle’s electronic control unit (ECU) rather than internal voltage 

regulators. Unlike traditional alternators that regulate the generated voltage to a set value, ‘smart 

alternators’ reduce the load on the engine when less power is required, thereby reducing energy 

consumption and emissions. During deceleration events, the ‘smart alternator’ output voltage is 

boosted to a high level that charges the battery and places a mechanical load on the engine, assisting 

deceleration. Additionally, the Wrightbus Micro Hybrid uses electric power-assisted steering, 

electrically driven radiator cooling fans and an electric air compressor for the pneumatic system [61]. 

By utilising the recovered energy alongside stop-start technology, the Wrightbus Micro hybrid can 

achieve a claimed 21 % fuel and CO2 reduction relative to the conventional counterpart [61], [62].  

Unlike the micro hybrid configuration, mild hybrids can provide tractive power to propel the vehicle. 

However, the electric motor is used to support the ICE rather than powering the vehicle 

independently. This provides mild HEVs significant freedom to achieve improved ICE efficiency, as the 

driver’s power demand no longer dictates the engine’s operating point. The motivation behind the 

mild hybrid architecture was improved energy consumption at a lower cost relative to full hybrids. To 

achieve this, mild hybrids often make use of relatively low voltage (48 V – 200 V) systems with 

inexpensive batteries (<10 kWh) coupled to an electric motor that can typically provide up to 25% of 

the vehicles total tractive power [63]. Full hybrids are similar to mild hybrids but are also capable of 

some zero-emission electric-only propulsion.  

The distinguishing feature of Plug-in hybrids is the ability to charge the battery from an external 

source. In addition, these vehicles often have much larger batteries and more powerful electric motors 

to take advantage of the relatively clean energy available from the grid. As a result, plug-in HEVs 

generally have lower well-to-wheel emissions than the other hybrid configurations discussed. 

However, this is highly dependent on the electricity generation mix used when charging and how this 

energy is managed during vehicle operation [64].  

Table 1 – HEVs classified by the degree of hybridisation [65] 

 Micro Hybrid Mild Hybrid Full Hybrid Plug-in Hybrid 

Start/Stop System Yes Yes Yes Yes 

Regenerative Braking Yes Yes Yes Yes 

Electric Assistance No Yes Yes Yes 

EV mode No No Yes Yes 

Charging at Power Socket No No No Yes 
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Unlike the other HEV configurations, PHEVs have a significant electric-propulsion range. Therefore, a 

key distinction with this vehicle configuration is the inclusion of a charge-depleting mode of operation. 

All HEVs, regardless of classification or powertrain architecture, utilise a charge-sustaining strategy, 

where both the ICE and electric motor are used to provide tractive power and maintain the state of 

charge (SOC) within a desired operating range. The charge-sustaining strategy prevents permanent 

damage to the battery from excessive discharging. PHEVs also feature a charged-depleting mode, 

where tractive power is predominantly generated using the electric motor [54]. Once the SOC in the 

battery reaches a minimum threshold, the vehicle transitions into a charge-sustaining mode, as 

illustrated in Figure 6. PHEVs have been shown to reduce energy consumption by 40-60% relative to 

a conventional vehicle [66]. However, plug-in hybrids generally have a higher TCO relative to the other 

HEV configurations [67]. 

 

Figure 6 Charge-depleting and charge-sustaining strategy (redrawn from [68]) 

1.5.3 HEV Powertrain Architectures 

Each HEV classification discussed can be further categorised into several distinct powertrain 

architectures, each with unique operating characteristics. While more complex configurations are 

possible, the three fundamental architectures are series, parallel, and series-parallel.   

1.5.3.1 Series HEV 

The ICE is completely decoupled from the wheels in the series configuration, and tractive power is 

only produced using only the electric motor. Instead, the ICE is used to drive a generator, which 

produces electricity to power the electric motor and sustain charge in the battery. The ICE can be 

operated independently and at its most efficient setting by removing the mechanical connections that 

typically link the wheel speed to the engine speed. This arrangement is ideal for transit bus 

applications with frequent stop/starts as it minimises inefficient transient ICE operation. Conversely, 

it is ill-suited for long-distance, high-speed journeys as the battery, electric motor, and ICE must be 
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designed for maximum sustained power. Therefore, if configured for highway applications, the 

components will be oversized for all other uses.  

1.5.3.2 Parallel Hybrid 

In contrast to the series configuration, the parallel architecture enables both the ICE and electric 

motor to provide tractive power independently or in combination. This arrangement reduces 

inefficient ICE operation by supplementing some of the requested power with torque produced by the 

electric motors. While providing a great deal of flexibility, this configuration also requires a relatively 

complex EMS to determine the most efficient use of power from both sources. Additionally, the 

strategy must also ensure torque from both sources can be smoothly combined to meet the driver’s 

power demand without introducing any negative driveability characteristics. The parallel architecture 

facilitates a wide variety of locations in the drivetrain for the electric motor, as illustrated in Figure 7. 

P0 and P1 parallel hybrids are common configurations for a micro-hybrid system. With these 

arrangements, the traditional alternator and starter motor are often replaced with an integrated 

starter generator that can both crank the engine and perform regenerative braking [69]. The P2 

arrangement has the electric motor positioned at the input to the transmission. This position 

facilitates the use of planetary gears that can smoothly distribute the applied power from the ICE and 

electric motor to the transmission output shaft. Unlike the previous variants, the P3 and P4 

arrangements position the electric motor on the output side of the transmission. This removes the 

losses associated with the transmission, thereby improving the electrical propulsion and regenerative 

braking efficiency. The P4 arrangement has the least mechanical losses and is the most efficient in 

terms of electrical assistance and regenerative braking. However, this arrangement can be 

problematic due to the limited space available and can have negative handling and ride effects if the 

electric motor is positioned in the wheel hub, increasing the unsprung mass [70].   

 

Figure 7 Electric motor locations on a parallel HEV (redrawn from [71]) 
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1.5.3.3 Series-Parallel Hybrid 

The series-parallel architecture, also known as a power-split HEV, essentially combines the two 

previous configurations. Unlike the series arrangement, there is an additional mechanical coupling 

between the ICE and generator, splitting the engine's power into two paths. However, unlike the 

parallel arrangement, an additional generator is used to sustain charge in the RESS and power the 

electric motor. This combined configuration eliminates the component sizing issue present in series 

HEVs, as a combination of both sources can provide the peak power demand. Additionally, just like a 

series HEV, the ICE can be operated independently from the wheel speed and therefore, the ESS can 

be charged even when the vehicle is stationary. Due to these features, this design has been 

successfully adopted and popularised by the Toyota Prius. However, because of the additional 

components required, this arrangement is more complicated and expensive. Furthermore, a 

sophisticated energy management strategy is required to achieve the greatest energy efficiency [72], 

[73]. 

1.5.4 HEV Controller Network 

Modern vehicles rely on a complex network of ECUs that exchange component information and 

perform many critical functions. ECUs are distributed across the vehicle and perform functions such 

as anti-lock braking, electronic stability control, exhaust gas recirculation, cruise control, parking and 

lane assistance, driver fatigue monitoring, and autonomous driving. Initially, these software-based 

solutions were implemented using dedicated ECUs that were independent and isolated from each 

other. As the number of ECUs increased, communication bus systems were devised and implemented 

to reduce excessive electrical wiring. These common bus systems enabled distributed ECUs to 

communicate and share information, leading to further innovative improvements. For example, by 

sharing information between the engine and transmission ECUs, smoother transitions between gears 

could be achieved by adjusting the engine torque [74]. A standard communication network, known as 

the controller area network (CAN), was established to facilitate the real-time transfer of information 

between ECUs [75]. Instead of multiple ECUs reading the same sensor, the CAN bus enables one ECU 

to read a sensor and make this information available to other ECUs by broadcasting it throughout the 

network. Today, the CAN protocol is standard in almost every vehicle; however, heavy-duty vehicles 

such as buses and trucks use a specific standard (SAE J1939) that defines how signals are encoded 

using a set of standardised messages and conversion rules [76]. This common language enables ECU 

compatibility across different vehicle manufacturers.  

With the advent of HEVs, a new challenge emerged. While vehicles contained many networked ECUs, 

each operated independently for the most part and simply used information broadcast on the network 
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for specific control tasks. However, as HEV powertrains contain multiple power sources and energy 

converters, an EMS is required to coordinate each component's interactions and improve overall 

efficiency. The EMS interprets the driver’s input commands and determines the operation of individual 

components to satisfy this request while adhering to physical component constraints and regulating 

the battery’s SOC. These instructions are then issued to the multiple lower-level component ECUs, 

each responsible for controlling the physical components using traditional control methods.  

1.6 Model-Based Design 

Model-based design (MBD) is an approach to developing dynamic systems utilising mathematical 

models and simulations of the system at every stage in the development process. Rather than relying 

on textual specifications and physical prototypes, this method facilitates system-level and component-

level design, simulation, automatic code generation and continuous virtual test and verification. The 

use of simulation models enables engineers to quickly assess new ideas, which typically leads to 

improved quality through rapid design iterations. Components within the system can be modelled at 

varying levels of fidelity, enabling features and behaviours of interest to be simulated more accurately. 

In addition, time-consuming and error-prone tasks such as writing code manually can be automated 

from the control system model. Furthermore, virtual testing enables problems to be identified early, 

reducing the cost of correcting defects during physical testing or after the product has been released 

[77].  

The automotive industry has a history of successfully adopting MBD for developing embedded 

software in component ECUs [78]. However, with the emergence of HEVs that require sophisticated 

EMSs, MBD has become an essential tool to manage the multidomain complexity of the controller 

design [79]. In this context, vehicle models are used to assess the impact of controller performance 

on a duty cycle while considering the interaction between components and their associated 

constraints. Vehicle models consist of many component sub-models, each of which can be generated 

using static, quasi-static, or dynamic modelling methods as appropriate. Static and quasi-static 

methods are often used to model fuel economy and emissions performance; however, these models 

neglect the system's transient behaviour [80]. Dynamic models are frequently used to simulate vehicle 

and drivetrain dynamics; however, these methods require increased computational effort. Therefore, 

a trade-off between model fidelity and computational effort is often necessary to ensure the model is 

suitable for real-time simulation and control-orientated applications [81], [82].  
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1.7 Introduction to HEV96 / Streetdeck HEV 

Recognising the need for low emission solutions in public transport that satisfy the financial 

constraints present in the industry, Wrightbus, a Northern Ireland based bus manufacturer, developed 

a micro hybrid solution known as the Wrightbus Micro-Hybrid Version 3 (MHv3), which could achieve 

a claimed 21% fuel and CO2 reduction relative to the Euro VI diesel equivalent [62]. Motivated by the 

desire to attain further vehicle efficiency improvements while retaining a low capital cost, a new 

parallel HEV drivetrain built upon the existing MHv3 platform was proposed (Figure 8). A P3 parallel 

HEV configuration was identified as the most appropriate arrangement as it required the least 

significant design changes and provided improved efficiency relative to the P1 and P2 arrangements 

[61]. Two 35 kW motor-generator units (MGU) were positioned at opposite sides of the transmission 

output shaft. A 96 V, 3.84 kWh Lithium-Titanate (LTO) battery was selected as the energy storage 

system. Despite the relatively high cost and low energy density, this cell chemistry was chosen due to 

its high cycle life (3000-7000), excellent thermal safety attributes, and very high charge/discharge rate 

(up to 5 C and 10 C, respectively) [83]. A belt and pulley system was used to transfer mechanical power 

from the electric motors to the drive train and vice versa. Figure 9 illustrates the component layout 

present on the vehicle, and the remaining relevant vehicle parameters are listed in Table 2. The battery 

was positioned above the nearside front wheel arch, and aside from these modifications, the 

underlying vehicle platform remained the same. Lastly, a heuristically designed deterministic rule-

based strategy was developed for use in the supervisory powertrain control system. 

 

Figure 8 HEV96 at Millbrook Proving Ground   
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Figure 9 Powertrain configuration of the HEV96 parallel mild-hybrid electric bus 

Table 2 HEV96 Specification 

Vehicle 

Max Capacity 99 Passengers 

Unladen Weight 11000 kg 

Body Length 10.5 m 

Body Width 2.5 m 

Body Height 4.4 m 

Engine 

Manufacturer Daimler (Euro VI) 

Displacement 5.1 l 

Cylinders Inline-four 

Max Power 170 kW at 2200 rpm 

Max Torque 900 Nm at 1200–1600 rpm 

Energy Storage System 

Type Lithium-Titanate (LTO) Battery 

Nominal Voltage 96 V 

Capacity 3.84 kWh (40 Ah) 

Motor-Generator Unit 

Max Power 35 kW 

Max Torque 145 Nm 

 

1.8 Research Objectives 

This project forms part of a collaborative effort between Queen’s University Belfast (QUB) and 

Wrightbus Ltd., funded by the Northern Ireland Department for the Economy and Wrightbus Ltd. The 

motivation behind this research was to determine the current state of the art in HEV modelling and 

control to develop a new supervisory powertrain control system that reduces the energy consumption 
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and emissions relative to the HEV96 baseline vehicle. The proposed EMS must be suitable for 

integration with the existing vehicle platform without producing undesirable driveability 

characteristics. Additionally, the EMS must not require any additional hardware to function. The 

overarching aim of this work was to improve the energy efficiency of the HEV96 vehicle. This work 

required a suitably accurate vehicle model to accurately assess the change in energy consumption and 

drivetrain dynamics due to different EMSs. The following objectives were defined for this project: 

• Research model-based design applied to vehicle control system development and propose 

methods suitable for the design and optimisation of a supervisory powertrain control system 

for HEV96. The complete vehicle model will be validated against real-world test data to 

quantify its performance. 

• Explore the state of the art in HEV EMSs and develop a novel system optimised for HEV96. The 

aim of this system is the minimisation of the tractive energy consumption. The performance 

of any proposed system will be quantified by considering the total energy consumption of the 

vehicle.  

• Demonstrate the real-world implementation and practicality of the proposed strategy 

through real-world testing.  

1.9 Contribution to Knowledge 

• A bespoke real-time vehicle simulation tool that utilises recorded data and parameter 

estimation to simulate vehicle and component dynamics accurately. 

• A novel transient fuel consumption model based on a recurrent artificial neural network that 

achieves improved simulation accuracy relative to traditional methods.  

• A novel fuzzy-rule-based energy management strategy optimised for bus applications using a 

genetic algorithm and parallel processing to determine both the membership functions and 

rule-base simultaneously. 

• Real-world demonstration and experimental testing of a genetic-fuzzy energy management 

strategy applied to a mild-hybrid bus.  
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Chapter 2 

Literature Review 

2.1 Introduction 

The following chapter examines the state of the art in MBD methodologies used to develop a HEV 

EMS. The focus will be on existing research that is applicable to the parallel HEB described in Chapter 

1. Section 2.2 reviews MBD and its specific application to vehicle performance. Section 2.3 explores 

the vast amount of research conducted on parallel HEV EMSs. The existing research was classified into 

several areas, and notable work in each area was examined. Finally, section 2.4 summarises the 

literature review and presents specific project objectives, informed by the literature review findings.  

2.2 Vehicle Modelling 

2.2.1 Introduction to Model-based design 

A model is a simulation tool that represents the behaviours or features of interest. For control 

applications, fixed time-step simulations are commonly used, where time moves forward in steps of 

equal duration [82].  Mathematical equations that describe the system as a set of variables at each 

time step are solved sequentially to determine the behaviour of the system over time. The accuracy 

of the simulation depends on both the dynamic representations used and the length of the time step. 

A shorter time step will produce a more accurate depiction of the system but increases the 

computational requirements. Typically, the objective is to obtain accurate results faster than the 

physical system. The amount of time required to solve the simulation depends on the computational 

power available and model complexity. For non-linear systems with high-frequency dynamics and 

complex multi-domain interactions, achieving real-time simulation can be challenging. Therefore, a 

trade-off between model complexity and accuracy is often required.  

For the MBD of a control system, there are four key stages: 1) developing the system model; 2) 

analysing the system model to generate a control system; 3) simulating the system and controller 

together and 4) deployment on hardware [82]. MBD facilitates both hardware-in-the-loop (HIL) and 

software-in-the-loop (SIL) testing. While these steps reduce the reliance on physical testing, they are 

sometimes omitted. The following steps describe a workflow for the model-based design of an HEV 

EMS: 
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1) Define Control Requirements: Control system objectives, as well as component constraints, 

are explicitly defined.  

2) Develop Plant Model:  System (vehicle) model created using various modelling techniques.   

3) Design Control System: The plant model is used to identify the dynamic characteristics to be 

controlled, as well as the system’s response to various control signals.  

4) Define Test Cases: For vehicle modelling, the test cases are the drive cycles in which the 

vehicle model must be able to accurately predict fuel consumption, as well as any additional 

modelling objectives.  

5) Model-in-the-Loop Simulation: Throughout development, MIL simulations are used to 

evaluate the performance of the control system. Steps 1-5 are repeated until the control 

requirements specified in step 1 are satisfied.  

6) Coding & Integration: Once the control system has been validated through simulation, it is 

usually possible to automatically generate the code required to implement the control system 

on the physical hardware. 

7) Software-in-the-Loop: Once implementable code has been generated, it can then be 

incorporated into the simulation model to ensure the generated code performs as expected. 

8) Hardware-in-the-Loop: HIL testing combines the physical hardware with the system model. 

Production code is implemented on the physical hardware, which is then tested using the 

system model to represent the behaviour of the real system.  

9) Lab Testing & Field Trial: The final step is to implement the control system on the physical 

system. Lab testing and field trials should be designed in such a way to represent the full range 

of operating conditions the system is likely to experience.  

Many software packages are available that facilitate MBD, but the most widely used across industry 

and academia is MATLAB/Simulink [77]. MATLAB is a high-level programming language and numeric 

computing environment used by engineers and scientists across all industries. It facilitates complex 

data management, analysis, visualisation, and application-specific functionalities such as machine 

language code generation and deployment. Simulink is a simulation tool developed within the 

MATLAB environment that provides ordinary differential equation (ODE) solvers to generate 

numerical solutions to differential equations [84]. Simulink also provides tools within a convenient 

environment to generate the mathematical representations of dynamic systems. Therefore, within 

MATLAB/Simulink, numerical solutions for models of varying complexity can be generated.  
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In general, there are three approaches to modelling a physical system [85]: 

• White box models (also known as first principle-based) are entirely derived from first 

principles, i.e., the physical, chemical, or biological laws that govern the real system. Thus, 

these models rely on accurate prior knowledge about the process and typically consist of a set 

of differential/algebraic equations describing the system.  

• Black-box models (also known as empirical or data-driven models) are formulated based 

solely on experimental data and require no prior system knowledge. These methods are useful 

when the primary interest is accurately mapping the system's input and output relationship 

regardless of the model's mathematical structure. Black-box modelling methods cover a 

diverse area ranging in complexity, from linear regression to artificial intelligence (AI) based 

methods such as artificial neural networks (ANN) and fuzzy logic [86].  

• Grey-box models refer to methods that use some information regarding the physical system 

to determine the model structure, but several parameters remain unknown and are 

determined from experimental test data [85].  

As all models are approximations, the goal is to have sufficient model fidelity for the specific 

application while minimising the time and cost required to construct the model. The choice between 

white, black, and grey-box modelling is dictated by the quantity of relevant historical data available. 

It is also possible to use all three methods depending on the data available during model development. 

As relevant experimental data becomes available, model fidelity or development time could be 

improved by incorporating this data into the construction of the model. For instance, an early model 

to estimate vehicle performance based on assumptions and abstract concepts could be used to inform 

early design decisions. As experimental data becomes available, this model could be refined using 

system identification methods. As vehicle models are comprised of many subsystem models 

representing the various components, many combinations of the three modelling methods can be 

used to achieve accurate results. Table 3 lists some of the advantages and disadvantages between 

white- and black-box modelling.   
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Table 3 Advantages/disadvantages of white- and black-box modelling approaches 

 Advantages Disadvantages 

White-box 

Models 

 

Experimental data is not required. 
Highly reliant on knowledge of the 
system. 

Good extrapolation properties. Lengthy development period. 

Physically meaningful parameters 
provide a detailed understanding of 
the system. 

Knowledge restricts accuracy. 

It can be used to model highly 
nonlinear and complex relations. 

Only suitable for well-understood 
systems. 

Extremely flexible, as parameters in 
the model can be adjusted to match 
physical changes to the system. 

Requires complex derivations to account 
for new relationships or significant 
changes to the system. 

Black-box 

Models 

Short development time. Requires sufficient experimental data. 

Detailed knowledge of the system is 
not necessary. 

Requires existing process. 

Highly adaptable, as the model can 
be quickly reconfigured using new 
training data sets. 

Poor extrapolation properties, as the 
model is only valid within the range of 
data collected. 

Useful for complex systems. Data restricts accuracy. 

Unknown disturbances are captured 
within the data. 

Does not provide an understanding of 
the underlying physical system. 

 
Parameters in the model may not have 
any physical meaning. 

 

2.2.2 HEV Simulation 

Vehicle modelling has become an essential tool in the automotive industry, as it reduces the need for 

physical testing and therefore reduces development time and cost. Many commercial and open-

source automotive simulation software packages are available, such as AVL CRUISE, ADVISOR, AMESim 

and IPG CarMaker [87], [88]. Selecting the software environment for vehicle simulation is often 

dependent on availability, user preference, but, most importantly, the modelling objectives. The most 

common modelling objective is the accurate estimation of energy consumption.  

For simple performance estimations, most commercial simulation packages are suitable. However, 

greater modelling flexibility is required if the vehicle architecture is complex and contains unusual or 

bespoke components. Additionally, HEV models are often used as an evaluation tool to assess the 

performance of new EMSs. In this case, MATLAB/Simulink is generally used as it provides a wide range 

of advanced control related functions enabling sophisticated strategies to be developed and simulated 

within the same software environment. MATLAB/Simulink facilitates all stages of the MBD process, 
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from system modelling to the automatic generation of code for the physical hardware. For these 

reasons, MATLAB/Simulink is most frequently used for the MBD of HEV control systems [87], [89]. 

The most common objective of an HEV model is to replicate the flow of energy within the powertrain 

to obtain an accurate estimation of energy consumption and component states in response to 

different conditions. Additionally, for control system development, the behaviour of the components 

in response to control inputs is essential. Introduced in Section 1.4, a drive cycle is a velocity and 

elevation profile that defines a specific test case. The drivetrain dynamics and energy balance of a 

vehicle are both a function of the drive cycle (speed, acceleration, elevation) and the vehicle (mass, 

frontal area, coefficients of aerodynamic drag and rolling resistance). Therefore, when simulating 

vehicle performance, a predefined drive cycle is typically used as the input to the model.  

In general, there are two methods to apply the drive cycle in the energy balance calculations, namely 

the forward-facing and backwards-facing approaches [90]. Figure 10 and Figure 11 illustrate the flow 

of information in both methods. 

 

Figure 10 Backwards-facing vehicle model block diagram (Redrawn from [90]) 

 

Figure 11 Forward-facing vehicle model block diagram (Redrawn from [90]) 

In the backwards-facing approach, it is assumed that the vehicle follows a predefined drive cycle 

precisely, and a quasi-static modelling approach is generally applied. The drivetrain components are 

modelled by converting the differential equations that describe the dynamic behaviour into static 

equations that describe the steady-state behaviour [91]. First, an appropriately short timestep (h) is 

selected so that the dynamics between timesteps may be neglected.  Each input variable is discretised 

into a number of time steps, such as v(ti) = vi, where ti = i·h, and i = 0, 1, 2, …, n. n is equal to the 

duration of the drive cycle in seconds. The following equations can be used to model the energy 

consumption of a road vehicle. Equation (1) describes the longitudinal dynamics of a road vehicle [92]. 
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 𝑚𝑣

𝑑

𝑑𝑡
𝑣(𝑡) = 𝐹𝑡(𝑡) − 𝐹𝑎(𝑡) − 𝐹𝑟(𝑡) − 𝐹𝑔(𝑡)  (1) 

In (1), mv is the vehicle mass, v(t) is the longitudinal vehicle velocity, Ft (t) is the tractive force at the 

wheels, Fa (t) is the aerodynamic resistance, Fr (t) is the rolling resistance due to tyre deformation, and 

Fg (t) is the resistive force due to road gradient. The aerodynamic resistance can be expressed using 

(2). 

 𝐹𝑎(𝑡) =  
1

2
𝜌𝑎𝐴𝑓𝐶𝑑𝑣(𝑡)2  (2) 

In (2), ρa is the air density, Af is the frontal area, and Cd is the aerodynamic drag coefficient which is 

assumed to be constant. The rolling resistance force is often approximated using (3), where g is the 

acceleration due to gravity, and α is the road gradient. 

 𝐹𝑟(𝑡) = 𝑐𝑟𝑚𝑣𝑔 cos 𝛼   (3) 

The term cr defines the rolling resistance coefficient, which is a function of vehicle speed; however, it 

is usually assumed to be constant. Fg (t) is the force acting on the vehicle due to gravity, which is either 

positive or negative depending on the road's gradient and can be modelled using (4).  

 𝐹𝑔(𝑡) = 𝑚𝑣 𝑔 sin 𝛼  (4) 

The tractive force at the wheel that corresponds with the predefined drive cycle is approximated by 

rearranging combing (1) - (4), as shown in (5). 

 𝐹𝑡(𝑖) = 𝑚𝑣𝑎𝑖 + 
1

2
𝜌𝑎𝐴𝑓𝐶𝑑𝑣𝑖

2 + 𝑐𝑟𝑚𝑣𝑔 cos 𝛼𝑖 + 𝑚𝑣 𝑔 sin 𝛼𝑖   (5) 

The wheel speed is obtained based on the vehicle tyre parameters and velocity profile. Given this 

information, the torque and speed at various points along the drivetrain required to produce the drive 

cycle are then calculated based on the kinematic relationships and component efficiencies. 

Components within the drivetrain are typically modelled using efficiency maps (tables that contain 

efficiency data as a function of the operating condition). These maps are created using experimental 

data, where a component is operated under steady-state conditions, and the input/output power 

across the component is measured. By repeating this process across the components operating range, 

a map of efficiency can be obtained. For example, an ICE map is often provided by the ICE 

manufacturer. It is created by testing the ICE under steady-state conditions at various torque and 

speed settings and recording the fuel consumption using a fuel flow meter. This approach negates the 

transient effects of the components. However, it is widely used for vehicle applications as it provides 

a relatively simple method that can quickly generate reasonably accurate results for fuel consumption 

estimations [71], [90]. The backwards-facing quasi-static approach can be advantageous due to its low 

complexity and reasonable fuel consumption estimations. However, this approach assumes the 
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vehicle can follow the prescribed velocity profile precisely, but as the limitations imposed by the 

drivetrain components are not considered, this assumption may be invalid.  

Forward-facing HEV models are generally preferred when used for control system development [93]. 

This preference is because the model retains the same causality as the physical system, allowing 

various EMSs to be evaluated in simulation and executed on the physical system without significant 

modifications. Unlike the backwards-facing approach, the vehicle velocity is calculated by considering 

the drivetrain and vehicle dynamics in response to an applied torque produced by the ICE. The 

forward-facing approach utilises a driver model, often a proportional–integral–derivative (PID) 

controller, to represent the behaviour of a real-world driver. The input to the driver model is the error 

between the reference velocity (drive cycle) and the simulated velocity at any moment in time. The 

output of the driver model is a control signal (such as throttle and brake pedal position). The closed-

loop driver model generates the necessary control signals required so that the resultant simulated 

velocity is as close to the reference velocity as possible. The EMS interprets the control signals from 

the driver model, and various component setpoints are generated. The estimated tractive forces 

generated by the powertrain components are then applied to the longitudinal dynamics model, and a 

resultant velocity is generated. The constraints present on the physical system, such as the maximum 

ICE torque at a given speed, are present in the simulation model. These constraints help ensure that 

the simulated performance does not exceed the physical limitations of the vehicle.  

The forward-facing modelling method facilitates both dynamic and quasi-static methods to model the 

components [91]. First principle-based modelling methods that describe components using 

differential equations can be used with an ODE numerical solver to generate solutions. It is also 

possible to use a combination of steady-state and dynamic modelling methods for different aspects 

of the vehicle within the forward-facing approach. For instance, a steady-state fuel consumption 

model can be integrated with a drivetrain model that calculates the dynamics by solving the 

appropriate differential equations [94]. Forward-facing vehicle models typically require longer 

processing times than the backwards-facing approach [91]. However, due to the model causality, this 

method is advantageous when detailed component simulations are required as it facilitates the use 

of a wide range of advanced modelling techniques.   
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2.3 HEV Energy Management Strategies 

2.3.1 The Energy Management Problem 

In an HEV, the ICE operation is no longer dictated by the tractive power required, thus enabling the 

ICE to operate more efficiently by supplementing inefficient ICE operation with power from an 

alternate source. Due to the inclusion of an additional power source, an EMS is required to interpret 

the driver’s power demand and determine the most appropriate combination of power from the 

multiple sources that satisfy the request. Due to the complex multi-domain, nonlinear and time-

variant nature of an HEV, classical control methods are limited for the EMS. Modern control methods, 

such as model-predictive control, optimal control and intelligent control (methodologies that 

incorporate AI), possess many desirable qualities for such a problem. In recent decades, substantial 

research has been focused on generating sophisticated and effective EMSs, making it one of the most 

extensively explored research topics in HEV design [95]. 

As illustrated in Figure 12, the control of an HEV has two distinct parts. First is the high-level 

supervisory control system that determines the operation of each component based on the EMS and 

information received from the driver and the vehicle. The second is the low-level control, which 

comprises a network of individual component ECUs. Each receives instructions from the supervisory 

controller and applies traditional closed-loop control methods to satisfy these requests.  

 

Figure 12 The role of the EMS (redrawn from [90]) 

Regardless of the HEV architecture, the primary objective of the EMS is to satisfy the tractive power 

demand by managing the generation and flow of power throughout the drivetrain to minimise energy 

consumption, emissions, and any number of additional performance objectives. The following 

objectives are often considered when developing an EMS [71], [96]: 

• Optimise ICE operation: The efficiency of an ICE and the emissions generated varies 

substantially with its operation. By analysing the performance of the ICE, an understanding of 

how fuel consumption and emissions vary can be gained. Using this information, the ICE can 

operate more efficiently by compensating the difference between an efficient operating point 

and the driver’s torque demand with the electric motor. 
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• Compromise between fuel economy and NOx emissions: A trade-off exists between fuel 

efficiency and NOx due to the combustion processes within an ICE [97]. In contrast, CO2 

emissions vary proportionally with fuel consumption and therefore, improved fuel efficiency 

results in reduced CO2 emissions.  

• Minimise ICE dynamics: The fuel consumption and emissions associated with transient ICE 

operation are much more significant than steady-state conditions for several reasons. First, 

due to the crank shaft inertia, additional energy is required when the operating speed 

changes. Secondly, the transient operation is inherently characterised by fast changes in the 

working conditions that require rapid adjustments of fuel injection controlled by the ECU, 

which can result in excessive fuelling. HEVs can minimise ICE dynamics by using electric motors 

to respond to sudden changes in the driver's demand.  

• Maximise regenerative braking: During regenerative braking events, the amount of energy 

captured depends on the physical components and the SOC present in the ESS. If the ESS is at 

full capacity, no additional energy can be stored. As a result, the energy that could have been 

captured will be lost. By carefully managing the battery SOC, adequate energy storage can be 

reserved to ensure as much kinetic energy as possible can be recovered when required. 

Furthermore, by increasing the alternator voltage during braking events, additional electrical 

power can be generated and used to charge the low voltage system. The higher voltage 

produces an increased mechanical load on the engine, thus increasing engine braking, 

decelerating the vehicle further and capturing more kinetic energy.  

• Optimise the RESS SOC operating window: In addition to ensuring adequate capacity for 

regenerative braking, the RESS SOC must also be managed to ensure energy is available to be 

deployed as appropriate to maximise the overall vehicle efficiency. For example, some EMSs 

utilise telematics to estimate the upcoming road loads and determine the most appropriate 

discharge and charging times. However, to the author's knowledge there are no practical 

examples of this technology deployed on production vehicles. 

• Driveability: Driveability is a term used to characterise how the vehicle responds to the 

driver’s inputs. When designing an EMS, it is vital to ensure that no driveability problems are 

introduced. Examples include hesitation, a momentary delay between a change in the 

accelerator pedal position and the vehicle’s response, and surge, where vehicle acceleration 

is inconsistent during steady throttle [98].  

• Optimise electric motor operation: The efficiency at which electrical energy is converted into 

mechanical motion (and vice-versa) on an HEV varies with the operation of the motor and 



Literature Review 

 

32 

 

inverter. By analysing this behaviour, the electrical propulsion system can be operated in such 

a way as to maintain high efficiency, thus improving the overall efficiency of the vehicle.  

• Minimum Engine Speed: ICEs are inherently less efficient at low operating speeds. To avoid 

inefficient operation, some HEVs with sufficient electrical energy capacity de-activate the ICE 

and only use the electric motors when the engine speed is below a minimum threshold.  

• Safe Battery Operation: The battery voltage varies significantly as it is charged and 

discharged. This voltage must be maintained within the manufacturer's specified limits to 

prevent permanent damage. Additionally, the maximum current extracted or supplied to the 

battery will vary with the cell temperature and SOC. Therefore, these operating characteristics 

must also be considered to prevent damaging the battery.  

• Geographical Policy: Some countries have introduced ‘low-emission zones’ in areas with poor 

air quality as an incentive to encourage the adoption of low-emission vehicle technology [99], 

[100]. Within these areas, the use of highly polluting vehicles will incur a penalty or are banned 

entirely. Some EMSs incorporate telematics so that when the vehicle enters a low-emission 

zone it will automatically switch to electrical propulsion only [101].  

2.3.2 HEV EMS Classifications / Distribution 

Figure 13 illustrates the number of publications released each year that correspond with the search 

term ‘HEV control’ on the Scopus database. It can be seen that significant research efforts into this 

area began around the late 1990s. Zhang et al. [95] conducted a comprehensive analysis of EMS for 

HEV using bibliometric data. They found that each publication could be categorised into three groups: 

review and comparative analysis, development of rule-based strategies and the development of 

optimisation-based strategies. Salamasi [102] reviewed and compared methods published in the 

literature and proposed the classification system illustrated in Figure 14, which has since been 

adopted by researchers [89], [103], [104]. While the classification system helps distinguish between 

different methodologies, it is also possible to design strategies that incorporate a blend of techniques 

from multiple categories. For example, Baumann et al. [105] proposed an EMS that includes an ANN 

to estimate the battery SOC, as well as a fuzzy rule-based controller that determines the ICE and MGU 

set points based on the estimated SOC and other inputs such as the driver's torque demand. 

Rule-based strategies are characterised by their relatively predictable nature when determining the 

distribution of power generation on an HEV. The development of these strategies is generally based 

on heuristics, expert knowledge, and the analysis of component models. Early rule-based strategies 

introduced a concept known as ‘load-levelling’, which aims to keep the ICE operating close to peak 

efficiency, fuel economy or minimum emissions by compensating the difference between the optimal 
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ICE operation and the driver’s power demand using the electric motors [106]. These strategies made 

use of fixed logical protocols, often in the form of IF-ELSE statements, look-up tables and finite state 

machine logic [107], [108]. Rule-based strategies are inherently sub-optimal, as there is no online 

optimisation involved. However, it is possible to develop control rules that are detailed enough to 

achieve satisfactory performance under a wide range of known operating conditions. Some strategies 

also incorporate offline optimisation to tune the control rules using a simulation tool. Such strategies 

may need re-tuned for different powertrains or new working conditions. Despite these limitations, 

rule-based strategies are the most common EMS used on production vehicles due to their ease of 

implementation and low computational requirements [89]. In the literature, rule-based strategies are 

be classified into either deterministic or fuzzy rule-based categories depending on the logic used. 

Optimisation-based strategies determine the distribution of power generation by calculating the 

control variables that minimise a cost function representing energy consumption, emissions, or any 

number of performance objectives. A globally optimal solution can be obtained by minimising the cost 

function over the full cycle if complete knowledge of the power demand is known in advance. The 

globally optimal solution is acausal, as it requires information about the future to generate optimal 

control variables. As such, these methods are unsuitable for real-time energy management on an HEV. 

However, global optimisation methods are frequently used as a foundation for developing 

implementable rule-based strategies or as a benchmark to compare other real-time strategies [109]. 

Optimisation based approaches can be helpful for real-time energy management on an HEV by 

reducing the global optimisation problem into a sequence of local optimisation problems that only 

consider current/past variables in the cost function. These real-time optimisation-based strategies are 

sub-optimal; however, they have received considerable interest in literature as they represent a 

means to obtain near-optimal system-level performance.  

 

Figure 13 Number of publications each year on the Scopus database [110] 
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Figure 14 EMS classifications [89], [103], [104] 

2.3.3 Deterministic Rule-Based Strategies 

2.2.3.1 Finite State Machine based Strategy 

One of the earliest papers considering HEV powertrain control was published in 1983 by Somuah et 

al. [111]. The vehicle considered in this study was a series-parallel hybrid that used a 55 kW ICE and a 

34 kW electric motor, both of which could be independently engaged/disengaged with the drivetrain 

using dry friction clutches. Somuah et al. [111] identified several distinct modes of operation and 

stated linguistically how the drivetrain should function in each operating mode. No information was 

provided on the programming language used to implement the desired functions in each operating 

mode. The proposed control system was successfully implemented and tested on a vehicle, both on 

the road and using a chassis dynamometer. Somuah et al. [111] found that this “multi-mode” method 

of controlling the drivetrain produced satisfactory driveability performance during low-speed 

manoeuvres and full-throttle accelerations. While the authors did not make use of a finite state 

machine based (FSM) programming method to aid in designing the powertrain control strategy, the 

system developed can be classified as a finite-state machine-based strategy due to the distinct modes 

of operation and transition conditions.  

Continuing the work began by Somah et al. [111], Sutherland et al. [112] recognised that it was 

advantageous to apply an FSM based programming language to design the HEV powertrain control 

system. They found that using an FSM-based language enabled software design changes to be 

implemented faster, malfunctions could be identified quickly, and due to the improved software 

design structure, aspects of the system could be designed and tested independently. A more recent 

example of a state-machine-based EMS was presented by Phillips et al. [24], where an FSM was used 

to determine the vehicle's operating mode and provide the desired vehicle response in each state. 

Since then, more advanced strategies have been presented in the literature, many of which can be 
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classified as an FSM-based strategy; however, as they incorporate more advanced methods, they are 

rarely addressed as such.  

2.3.3.2 Power Follower Strategy 

One of the most popular EMSs is the power follower method [102]. This strategy minimises fuel 

consumption by reducing inefficient ICE operation while also ensuring the battery SOC is maintained 

within a desired operating range. It gained prominence as one of the few strategies to be successfully 

implemented on production vehicles, such as the Toyota Prius and the Honda Insight [113], [114]. 

Furthermore, this strategy was provided for use in the open-source vehicle simulation tool ADVISOR. 

As a result, this strategy was sometimes used as a starting point or benchmark when developing new 

methods using the ADVISOR simulation environment [115]. The power follower method contains both 

a charge-depleting and charge-sustaining mode of operation. The ICE is used as the primary source of 

propulsion, while the electric motor can either produce additional power or sustain charge in the 

battery. The ADVISOR documentation lists several ways in which the electric motors are used in this 

strategy [116]:  

1. The MGU will produce all the tractive power required for propulsion below a prescribed 

minimum vehicle speed.  

2. The MGU may provide additional tractive power if the driver’s torque demand exceeds the 

maximum torque produced by the ICE at a given operating speed. 

3. In charge depleting mode, the motor will provide all the tractive power unless the torque 

request exceeds the maximum the motor can provide. 

4. In charge sustaining mode, the ICE produces all the tractive power required. Furthermore, if 

a torque demand less than the maximum ICE torque is requested, the ICE will excess torque 

and the MGU will act as a generator to charge the battery using the additional power. 

2.3.3.3 Modified Power Follower 

To overcome the limitations of the power follower method, Johnson & Rasuen [117] introduced the 

Modified Power Follower Strategy [102]. Unlike the previous method, this adaptive rule-based 

strategy aims to minimise emissions and energy consumption. To achieve this, a cost function 

representing a weighted sum of energy consumption and emissions was used to evaluate potential 

operating points. In addition, the strategy utilises lookup tables that estimate fuel consumption and 

the various emissions generated at different ICE operating conditions.  
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The Modified Power Follower Strategy determines the ICE and MGU operation by applying the 
following steps:  

1) Define the range of candidate operating points. 

2) For each candidate operating point, calculate the cost function constituent factors: 

a) Estimate the fuel energy that the engine would consume. 

b) Estimate the effective fuel energy that would be consumed by electromechanical 

energy conversion. 

c) Estimate the total energy that would be consumed by the vehicle 

d) Estimate the emissions that the engine would produce. 

3) Normalise the constituent factors for each candidate operating point. 

4) Apply user weightings to results from step 3. 

5) Compute overall cost function for all candidate operating points using steps 3 – 4.  

In step 1, a range of candidate operating points (distribution of ICE and MGU torque demand) that 

satisfy physical component constraints are determined. In step 2, the energy consumption and 

emissions generated at each candidate operating point are estimated using the steady-state 

performance maps. The electrical energy consumption due to the electric motor is considered as an 

equivalent amount of fuel using an equivalence factor. However, as the amount of fuel required to 

produce a given power varies considerably with ICE operation, the strategy constantly updates the 

fuel equivalence factor based on the recent operation.  

A vital aspect of this strategy is its charge-sustaining behaviour. The strategy aims to maintain the SOC 

close to a reference target, which is either the SOC at the beginning of the trip or a predetermined 

value. To achieve this, the strategy includes an SOC regulation factor that varies the weighting of 

electrical energy consumption in the cost function when the actual SOC differs significantly from the 

reference target. In step 3, the components of the cost function are normalised to a similar scale so 

that they can be evaluated in one sum. Step 4 enables the user to define individual weightings to each 

component in the cost function, thereby enabling the strategy to focus on minimising specific 

emissions more than others. Steps 3 and 4 are repeated for all candidate operating points, and the 

operating point with the lowest cost is selected. If the operating point with the lowest cost results in 

an engine torque that exceeds the driver's demand, the strategy uses the electric motor to capture 

the excess power, provided that the SOC is less than the reference target. Conversely, if the operating 

point with the lowest cost is less than the power demanded, the strategy uses the electric motor to 

provide the difference (provided the SOC is greater than the reference target). 

Johnson & Rasuen [117] demonstrated the performance of this new strategy by comparing simulation 

results generated using ADVISOR against results produced when using the basic power follower 
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strategy. Simulation results indicated that NOx emissions had been decreased by 27%; however, this 

came at the cost of increased energy consumption (1.4%). Varying the weightings of the cost function 

constituents allows the user to tune this strategy to meet desired performance targets; however, a 

trade-off between NOx emissions and efficiency will always remain. 

2.3.4 Fuzzy Rule-Based Strategies 

2.3.4.1 Foundations of Fuzzy Logic 

Fuzzy logic is a soft computing and artificial intelligence method derived from fuzzy set theory [118]. 

In traditional set theory, the membership of an element to any set is binary, either true or false. In 

other words, an element cannot have partial membership to a traditional (‘crisp’) set. Fuzzy sets are 

often used to represent loosely defined linguistic values, such as ‘warm’, ‘cold’, ‘big’, and ‘small’. 

Membership functions (MF) are used to define the elements within a set, as well as their degree of 

membership. MFs define how the loosely defined linguistic values relate to their crisp, precise 

counterparts. There are very few restrictions on the design of membership functions, and almost any 

shape is permissible. However, for identification and control purposes, triangular and Gaussian 

membership functions are often used [119].  

Fuzzy sets are the foundations of fuzzy theory and fuzzy logic. Fuzzy reasoning is the application of 

fuzzy logic to knowledge processing, and fuzzy control is the use of fuzzy logic in a control application 

[120]. Fuzzy systems emulate how humans make decisions; in terms of linguistic variables that are 

loosely defined rather than numerical expressions. One key advantage with fuzzy-based systems is 

how expert knowledge, which is the knowledge possessed by a human regarding a situation or 

problem, can be easily integrated into the design of the fuzzy system through the use of IF-THEN 

statements and linguistic variables. This is not possible with traditional model-based control methods 

[119].  

Fuzzy logic essentially generates an output(s) based on the input(s), MFs and a collection of IF-THEN 

rules. As such, it can be used for both system identification and control purposes. Figure 15 illustrates 

the processes within a fuzzy system. The first step in a fuzzy rule-based system is fuzzification, where 

the degree of membership of the input data to the fuzzy sets is determined based on the MFs that 

define each fuzzy set. The degree of membership of an input to a fuzzy set is always a value between 

0 and 1. The input fuzzy sets are known as antecedents, and the output fuzzy sets are referred to as 

consequents. 
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Figure 15 General structure of fuzzy systems (redrawn from [119]) 

The following process is the inference mechanism, where a collection of IF-THEN rules are used to 

determine the corresponding output fuzzy set for each activated rule. The inference mechanism also 

determines how each rule in the rule base is applied, based on the degree of membership of the inputs 

to the fuzzy input sets. Each rule can also have applied weightings that vary their influence on the final 

output(s). The degree of membership of the input values to the antecedent sets is used to calculate 

the resultant consequent sets. Defuzzification refers to the process of obtaining crisp values from a 

fuzzy set. Generally, the centre of gravity method is used [121].  

Fuzzy logic was first applied to the design of an HEV EMS as early as 1993 when Farrall and Jones [122] 

recognised that it could be used to overcome the limitations with traditional control methods that 

were unsuitable for this problem. Rather than using fuzzy logic as a conventional controller, a novel 

control structure was presented where fuzzy logic was used to implement a decision-making process. 

This was analogous to the idea that initially motivated fuzzy theory, the emulation of the human 

decision-making process. Since then, the use of fuzzy logic in the design of HEV EMS has been widely 

explored, and some authors have proposed three distinct forms of fuzzy rule-based EMSs: 

Conventional, Adaptive and Predictive [89], [102], [123], [124]. However, one additional and useful 

classification introduced by Tran et al. [104] and adopted here is Optimised Fuzzy Rule-Based. These 

classifications are loosely defined as a fuzzy-based EMS can fall into one or more classifications 

depending on its complexity.  

2.3.4.2 Conventional Fuzzy rule-based EMS 

A conventional fuzzy rule-based EMS operates similarly to the example fuzzy system described in the 

previous section. Farrall and Jones [122] pioneered fuzzy logic in this application. They developed a 

fuzzy rule-based system that interpreted the driver’s pedal position to determine the appropriate 

motor current based on a set of six IF-THEN rules. Lee and Sul [125] progressed this idea by including 

an additional input (MGU speed) in the design of their fuzzy system. As the vehicle used in that study 

was a P0 parallel hybrid, the ICE speed was identical to the MGU speed. Twelve rules were 

implemented in the fuzzy system based on expert knowledge with the aim of keeping the ICE 

operating in regions associated with low NOx emissions. The fuzzy system generated an output that 
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controlled the MGU to provide the difference between the requested power and a preferred 

operating point of the ICE. This paper is of note as to the author's knowledge it is the first application 

of fuzzy logic to the design of an EMS for a parallel hybrid bus. Additionally, unlike most literature in 

this area, the performance of the fuzzy rule-based system was demonstrated on a physical vehicle and 

results showed that the control system successfully reduced NOx emissions by 20% relative to a 

conventional diesel bus. However, no information was provided regarding the change in energy 

consumption due to this strategy.  

One of the limitations of this strategy was that it could not guarantee charge-sustaining behaviour. In 

some of the real-world test results presented, the battery was depleted significantly. The authors later 

proposed a more sophisticated EMS that incorporated two separate fuzzy systems, which they 

described as a driver’s intention predictor (DIP) and a power balance controller (PBC) [126]. The DIP 

estimated the torque requested by the driver using the accelerator pedal position (APP) and its rate 

of change (ΔAPP) as inputs. The output was a normalised torque request that varied between -100 % 

and 100 %. If the output of this fuzzy system is negative, and therefore the power request is 

decreasing, the MGU performs regenerative braking and charges the battery. Likewise, the MGU 

provides positive tractive power if the output is positive and the vehicle is accelerating. The second 

fuzzy system in this EMS, defined as the PBC, used the ICE speed and vehicle speed as inputs and 

calculated a normalised MGU output torque based on a set of 25 IF-THEN rules. The DIP produces an 

MGU torque request based on whether the vehicle is accelerating or decelerating. The PBC generates 

an MGU torque request to charge the battery at high vehicle/ICE speeds and discharge at low 

vehicle/ICE speeds. A weighting was applied to both outputs, after which they were added together 

to generate the MGU torque request, as illustrated in Figure 16. This approach demonstrated a NOx 

reduction of approx. 20% during physical testing while ensuring the battery SOC remained within 

desired limits. However, like their first paper, no information regarding the change in energy 

consumption or other emissions was provided, and neither strategy considers the ICE efficiency or 

other emissions when controlling the MGU operation. 

 

Figure 16 Proposed EMS utilising two fuzzy systems (redrawn from [126]) 
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Baumann et al. [115] proposed a fuzzy-based EMS that used an ‘optimal’ ICE  and battery SOC as inputs 

to the fuzzy system. An ‘optimal’ ICE operating point was calculated using a steady-state efficiency 

map by determining the ICE torque with the minimum fuel consumption at the given engine speed. 

The system varied the MGU operation to keep the ICE operating in regions of high efficiency while 

considering the SOC available. Using the battery SOC as input to the fuzzy system, the requested MGU 

torque (both charging and discharging) could be modulated to ensure charge-sustaining behaviour. 

The ADVISOR software and the Modified Power Follower method were used to establish a baseline. 

Simulation results indicated that this strategy improved fuel economy from 48 to 55.7 miles per gallon.  

Another noteworthy development in conventional fuzzy-based EMSs was proposed by Schouten et al. 

[127], who developed a fuzzy-based EMS similar to Baumann et al. [115]. However, this EMS also 

considered the efficiency of additional powertrain components, specifically the battery, MGU and 

transmission. The real-time efficiencies of these components were based on steady-state efficiency 

maps for each component and used to guide the development of the rule-base used in the fuzzy 

system. The performance of this system was simulated using the Powertrain System Analysis Toolkit 

(PSAT) and compared against the default controller provided by this software. PSAT is a MATLAB based 

vehicle simulation tool developed by the Argonne National Laboratory [128]. The default controller in 

PSAT aims to improve ICE efficiency but does not consider the other powertrain components. 

Simulation results demonstrated that the proposed fuzzy-based system improved the efficiency of all 

components except the ICE. The EMS provided with PSAT resulted in more efficient use of the ICE, as 

there was no trade-off in this system between the ICE efficiency and the other components. While the 

ICE efficiency is reduced with the proposed fuzzy-based EMS, the overall vehicle efficiency is improved 

due to the cumulative efficiency savings from the other components. The simulation results presented 

show that the energy consumption was reduced by 6.8% on an urban cycle and 9.6% on a highway 

cycle.  

Since these early applications of fuzzy logic to the design of an HEV EMS, many similar examples have 

been reported in the literature. However, aside from unique and interesting results and applications, 

many of these papers do not differ significantly from the methodologies established by the previous 

pioneering research [129]–[135]. Those that do differ significantly are discussed in the following 

sections.  

2.3.4.3 Adaptive Fuzzy rule-based EMS 

Building upon the work completed by Farrall and Jones [122], as well as Lee and Sul [125], Langari and 

Won [136] recognised that previous fuzzy-based EMSs did not consider the vehicle’s different 

operating modes, such as fast acceleration, slow acceleration, cruise and deceleration. Rather than 
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having a single set of rules for all operating conditions, Lee and Sul proposed a multi-mode system 

with specific instructions for each distinct mode of operation, similar to the FSM based approach 

discussed in section 2.3.3.1. This method was realised by designing a fuzzy system that used five 

separate rule sets, one for each operating mode (start-up, acceleration, cruise, deceleration, 

stationary). The same input and output MFs for each operating mode were used, and the inputs were 

the driver’s torque demand (derived from the APP), ICE speed and battery SOC. The output was the 

ICE torque command. 

Later, Langari and Won progressed this concept further by incorporating drive cycle analysis into the 

EMS [137]. It is well known that the energy consumption and emissions produced by a vehicle vary 

substantially with vehicle operation. Likewise, the behaviour of the driver has a profound effect on 

emissions and energy performance, with some studies indicating that fuel consumption on heavy-duty 

vehicles could be reduced by up to 25% as a result of altering or accounting for the driver’s behaviour 

[138], [139]. The new methodology proposed by Langari and Won utilises available vehicle data and 

recorded trip information to estimate the current driving conditions and the strategy then switches to 

a system variant designed for the recognised situations.  

As shown in Figure 17, this EMS was comprised of five separate parts. The driving information 

extractor (DIE) performs statistical analysis on a sample of recently recorded vehicle data which is then 

used by the driving style identifier (DSI) and the roadway type identifier (RTI) to determine whether 

the driver exhibits calm, normal or aggressive behaviour as well as the current roadway type (urban, 

suburban, motorway) and traffic congestion. A fuzzy rule-based system was used as the DSI to 

determine the driver behaviour based on the average acceleration and the standard deviation of 

acceleration. The output from the DSI was a weighting factor that was used to adjust the output from 

the fuzzy torque distributor (FTD) to compensate for aggressive or calm driving. The RTI uses an ANN 

to identify roadway type and traffic congestion (light, medium, heavy). The ANN was trained using a 

collection of drive cycles that represented various roadway types and levels of congestion. Forty-seven 

inputs were used in the ANN, such as the percentage of time at rest, the percentage of time the engine 

speed is within various ranges, and the percentage of time vehicle speed is within specific bounds. It 

has been shown that driver behaviour has a strong influence on energy consumption and emissions. 

Likewise, the vehicle's operating conditions will significantly affect both energy consumption and 

emissions [140]. Therefore, by determining the behaviour of the driver, as well as the current 

operating conditions, this EMS can adapt accordingly.  
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Figure 17 Overview of EMS -  DIE: Driving Information Extractor, DSI: Driver Style Identifier, RTI: Roadway Type 
Identifier, FTD: Fuzzy Torque Distributor, SCC: State of Charge Compensator (redrawn from [137]) 

The fuzzy torque distributor (FTD) was based on Langari and Won’s previous work and uses the 

average velocity, average acceleration, driver’s torque demand, ICE speed and battery SOC to 

determine both the operating mode of the vehicle (acceleration, cruise, deceleration) and the 

operating point of the ICE and MGU (torque distribution). This fuzzy system defined nine different rule 

sets based on expert knowledge for each roadway type and traffic congestion level. The identified 

roadway type and the traffic congestion was used as an input to the fuzzy system to control the rule 

base used when calculating the torque distribution. The output of the FTD was then adjusted by 

multiplying it by a scaling factor determined by the DSI. This scaling factor adjusts the ICE torque 

setpoint by a maximum of +10% for calm driving to a minimum of -10% for aggressive driving. By 

definition, an aggressive driver will accelerate and decelerate more rapidly. Therefore, excessive 

transient ICE operation can be minimised by utilising the MGU to decrease ICE usage during those 

conditions. This method prevents excessive fuelling and reduces transient ICE operation. Lastly, the 

adjusted torque distribution was used as an input to the state of charge compensator (SCC). The SCC 

detects the battery SOC and compares this against a predefined target SOC. If the current SOC is less 

than the reference target, the ICE torque setpoint may be increased to produce additional power that 

can be captured and stored in the battery.  

Simulations were conducted to demonstrate the performance of the proposed system using a generic 

parallel HEV drivetrain with a continuously variable transmission. Multiple simulations were 

performed that show the influence each subsystem (RTI, DSI) has on the overall performance. Results 

show that the energy consumption was reduced when either system was active; however, the best 

performance was achieved when both systems were functioning. The simulations also established that 
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the performance of this system is heavily influenced by the length of the time window used to extract 

information. Therefore, this must be carefully selected to avoid the system becoming over-sensitive 

to driving variability and produce misclassifications. Lastly, these results demonstrate that a significant 

energy consumption reduction can be achieved by identifying and adapting the EMS according to 

current operating conditions.  

As previously discussed, a weighted sum approach can vary the importance of conflicting objectives 

within an EMS. Therefore, this method is suitable to achieve a compromise between fuel efficiency 

and NOx emissions. Rajagopalan et al. [141] adopted this technique and developed a fuzzy-based EMS 

that incorporated a real-time optimisation function that balances competing objectives. Equation (6) 

defines the cost function used, where w1, …, n denote the weightings representing each objective's 

relative importance. The vehicle speed determines the ICE speed at any given operating condition due 

to the mechanical linkages present in the parallel HEV. The ICE efficiency and associated emissions 

were derived from steady-state performance maps at the given ICE speed. The optimisation method 

minimises the cost function, which provides the ‘optimal’ ICE set point. The weightings in the cost 

function can be set by the user but can also be adapted automatically to shift focus on different 

objectives under certain operating conditions. For example, the default weightings used in this 

strategy are provided in Table 4. These indicate a strong bias towards minimising energy consumption 

during regular use. However, a catalytic converter requires time to reach its ideal operating 

temperature during cold-start conditions and is considerably less effective during this time. By 

adjusting the weightings in the cost function (Table 5), ICE operation associated with high emissions 

can be avoided. Thus, this method reduces cold-start emissions by sacrificing efficiency. 

 
𝐽 = 𝑤1(1 − �̅�) + 𝑤2NOx

̅̅ ̅̅ ̅ + 𝑤3CO̅̅ ̅̅ + 𝑤4HC̅̅̅̅  
(6) 

The ADVISOR vehicle simulation tool was used in this research. Results indicate that the proposed 

adaptive method is effective at reducing cold-start emissions. This strategy is similar to the Modified 

Power Follower Strategy, with the critical difference being the adaptive weightings and fuzzy rule-

based system used to implement the desired operation. The SOC and ‘optimal’ ICE setpoint (generated 

from the cost function) were used as inputs to the fuzzy system. Each input used 11 triangular MFs, 

and the rule base contained 121 rules. Simulation results were compared against the Modified Power 

Follower Strategy using the same vehicle parameters and drive cycle. Despite both methods being 

similar, results indicated that the fuzzy-based EMS achieved superior fuel economy and emissions 

(Table 6) when tested on the Urban Dynamometer Driving Schedule (UDDS). This improvement is likely 

due to fuzzy rule-based systems and their inherent ability to consider multiple rules when the inputs 

are within multiple input sets (overlapping MFs). Whereas traditional Boolean logic only permits 
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binary truth values, therefore, the EMS will shift digitally from one rule to the next when the inputs 

pass the threshold values.   

 Table 4 Default weightings  Table 5 Cold start weightings 

Parameter Weight  Parameter Weight 

Efficiency 0.7 Efficiency 0.25 

NOx 0.3 NOx 0.25 

CO 0.1 CO 0.25 

HC 0.1 HC 0.25 

Table 6 Simulation results from both strategies on the UDDS drive cycle 

Control Strategy 
Fuel Economy 

(mpg) 

CO Emissions 

(g/mi) 

HC Emissions 

(g/mi) 

NOx Emissions 

(g/mi) 

Modified Power Follower 
(ADVISOR Default) 

59.3 0.113 0.044 0.988 

Adaptive Fuzzy EMS 63.9 0.107 0.036 0.784 

A recent example of an adaptive fuzzy-based EMS applied to a hybrid electric bus was offered by Lian 

et al. [142]. Based mainly on the work completed by Langari and Won [136] and the Modified Power 

Follower Strategy, Lian et al. proposed using a fuzzy rule-based system to perform drive cycle 

recognition and identify the current operating conditions. Four reference drive cycles were created 

based on several years of recorded velocity data, each of which represented stop/start, urban, 

suburban, and rural conditions. Five characteristic variables (average speed (including stops), average 

moving speed, % of time at rest, average acceleration and average deceleration) were selected as the 

inputs to the fuzzy system. The fuzzy rule-based system compared these inputs to the values defined 

for each reference drive cycle and produced an output representing the identified operating condition. 

The ADVISOR simulation software was used to assess the performance of this drive cycle recognition 

tool when applied to the UDDS and New York Bus drive cycles [143]. Results indicate that the fuzzy-

based system was highly effective at recognising the correct operating conditions throughout these 

drive cycles.  

Lian et al. also noted that the performance of the Modified Power Follower Strategy was heavily 

dependent on the user-defined parameters. Rather than having one set of weightings for all situations, 

this EMS adjusts these parameters based on the recognised operating conditions. Multiple simulations 

were conducted using ADVISOR and the Modified Power Follower Strategy to determine the set of 

parameters that minimised fuel consumption on each of the four reference drive cycles. The fuzzy-

based system identifies which of the reference drive cycles are most similar to the current operating 
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conditions. The EMS then uses the values defined as ‘optimal’ for the identified situation. Unlike the 

previously discussed work by Rajagopalan et al. [141], this EMS uses fuzzy logic as an identification 

tool rather than a decision-making process. To demonstrate the performance of their system, the 

authors parameterised a vehicle model within ADVISOR to reflect the FAW CA6124SH8 parallel HEB 

(manufactured by the Chinese company FAW) and simulated the performance of their strategy using 

the Dalian drive cycle [144]. This vehicle and drive cycle was selected as the authors had access to real-

world test data for this vehicle/drive cycle, but also as it demonstrates the performance of their 

strategy applied to unknown operating conditions. Results from the simulation indicate a fuel 

economy improvement of 10.1% compared with real-world results from this vehicle when tested on 

the same drive cycle.  

From the literature discussed in this section, it is clear that adapting an EMS for the current operating 

conditions can lead to improved performance. However, the effect this has on driveability is often 

overlooked. A detailed and dynamic drivetrain model would be required to assess driveability in a 

simulation environment, which is often neglected. Further research into adaptive fuzzy-based EMS 

could incorporate comprehensive drivetrain models or physical testing to fully explore the 

implications of frequently adapting control parameters in real-time. As it became apparent that 

adapting to the current operating conditions could lead to improved performance, the next logical 

step was predicting future operating conditions. The following section discusses fuzzy rule-based 

strategies that incorporate predictions regarding the upcoming driving conditions. 

2.3.4.4 Predictive Fuzzy rule-based EMS 

An ideal EMS would be capable of minimising the total propulsive energy consumed by a vehicle during 

any journey. However, a globally optimal solution is impossible unless detailed information regarding 

the entire trip (torque demand and elevation change) is known a priori. While this information is not 

available, it is possible to make reasonable estimates regarding some upcoming driving conditions 

based on recent trip information and other sources. For example, elevation changes can be estimated 

if the EMS has access to GPS location, the upcoming route, and topological information. With 

complete or partial knowledge regarding the future change in elevation, an EMS could implement 

decisions in advance to account for the expected conditions. For instance, if a significant decrease in 

elevation was predicted, the EMS could discharge the battery further, as a regenerative braking event 

would be imminent. While the elevation along a predefined route can be predicted quite accurately, 

the velocity profile, which results from the driver’s actions and response to external stimuli, is much 

more difficult to predict. If historical data is available, it can be used to inform the estimated velocity 

profile. However, traffic congestion, which directly influences the resultant velocity profile, varies 
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considerably with the time of day, weather, and seasons, all of which must be considered when 

adopting this approach. Predicting the energy requirements along a predefined route is a complex 

task. However, research has shown that reasonable estimates can be determined with only partial 

information and that this can improve the performance of an EMS further [145]. Predicting the 

upcoming energy demand is not limited to strategies that incorporate fuzzy logic; however, only 

strategies that utilise fuzzy logic are considered in this section.  

As a natural extension to their work on adaptive fuzzy-based HEV control discussed in the previous 

section, Rajagopalan & Washington proposed a fuzzy-based EMS that utilised information regarding 

the upcoming route [146]. Building upon their previous work, the new strategy employs an additional 

fuzzy inference system to control the rate at which the battery is charged/discharged according to the 

upcoming conditions. This study assumes that the EMS has access to a GPS to provide accurate 

location data, elevation, and speed of moving traffic along a predefined route. A look-ahead window 

of 150 seconds, which begins 150 seconds ahead of the present time, was used to sample traffic speed 

and elevation at a resolution of five-second intervals. The location at which data is sampled in the 

look-ahead window assumes that the vehicle maintains its present speed. Therefore, the lookahead 

window begins 150 seconds ahead of the vehicle’s current location if the speed remained constant. 

Additionally, a look-behind window of 300 seconds starting from the present time was used to sample 

recorded velocity and elevation data at a resolution of ten-second intervals. The average traffic speed 

and elevation of the samples obtained from the look-ahead and look-behind windows were compared 

to determine the upcoming change in elevation and traffic speed. The change in elevation and traffic 

speed were used as inputs to the fuzzy inference system, and a normalised output that represents the 

rate at which the battery should be discharged was produced. 11 triangular MFs were used for each 

input and output to classify these variables into fuzzy sets, and 121 IF-THEN rules were used in the 

rule base.  

Table 7 is a simplified version of the rule base, which explains how the vehicle reacts to upcoming 

conditions. As an example, if the elevation change was expected to be constant and slower traffic was 

predicted, the EMS would reserve electrical energy and charge the batteries further, as slow-moving 

traffic is associated with inefficient ICE operation due to frequent start/stops. The remaining aspects 

of this strategy are the same as their earlier work on adaptive fuzzy-based control. Again, the ADVISOR 

simulation tool was used to assess the performance of the predictive EMS by comparing results against 

the Modified Power Follower Strategy available within ADVISOR. Simulation results demonstrate that 

this strategy reduced energy consumption and NOx emissions relative to both the Modified Power 

Follower Strategy and their earlier adaptive fuzzy rule-based strategy, but also that the performance 

of this system varies considerably with the drive cycle analysed. As no physical testing was conducted, 
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the practical realisation of this strategy remains unclear. This is particularly important, as this strategy 

assumes that the EMS has access to accurate topographical data and real-time information on traffic 

flow.  

Table 7 Example rule-base for predictive FLC [146] 

Condition Ahead Elevation Decreasing Constant Elevation Elevation Increasing 

Increased Congestion Do nothing Charge Charge more 

Similar Congestion Discharge Do nothing Charge 

Decreased Congestion Discharge more Discharge Do nothing 

Another predictive fuzzy-rule based EMS that also considered component degradation was proposed 

by Hajimiri & Salmasi [147]. Based mainly on the work completed by Rajagopalan & Washington [146], 

this strategy also assumes that elevation data and traffic flow information on the upcoming route is 

available to the EMS. The proposed system, defined as the predictive and protective algorithm, 

operates identically to the EMS submitted by Hajimiri & Salmasi, except for the inclusion of an 

additional input to the fuzzy inference system. As before, the upcoming change in elevation and traffic 

flow are used as inputs to a fuzzy inference system. However, an additional input, which corresponds 

to the battery's state of health (SoH), was also used.  

SoH is defined as an energy storage system’s ability to retain charge relative to its initial or nominal 

capabilities. Over time, a cell's ability to hold charge degrades due to changes in the chemical structure 

of the electrodes and the loss of active material in the electrolyte. The rate at which this occurs is 

directly related to how the battery is used. However, cell ageing also occurs even when the battery is 

in storage. Studies have shown that cycle ageing, which is the loss of capacity due to charging and 

discharging, is accelerated when the SOC variation is large [148]. In other words, minimising the 

permitted SOC range has been shown to prolong the battery's useful life. Other factors associated 

with increased cycle ageing are high charging/discharging voltage and currents. Therefore, designing 

an EMS that minimises the SOC range permitted and limits the maximum current under certain 

conditions, such as specific SOC and temperate ranges, can prevent excessive battery degradation and 

prolong the component's life. Preventing unnecessary battery degradation was the intention behind 

this proposed strategy; however, there were flaws with the approach and methods used.  

The EMS proposed by Hajimiri & Salmasi [147] utilises SoH as an input to the fuzzy inference system. 

However, estimating the SoH of a battery while in use on a vehicle is relatively complex and a topic of 

significant research [148]. Most SoH estimation methods utilise a battery model; however, due to cell 

degradation's complexity and multi-domain nature, these approaches are not without limitations. The 
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authors do not provide any information on how SoH could be estimated in this strategy and assume 

it is known in advance. If the SoH could be estimated accurately and used as an input to the fuzzy 

inference system as described in this strategy; based on the rules presented, the vehicle would use 

less electrical energy as the SoH decreased. The authors state that this method prevents excessive 

battery degradation, however, as the SoH was not estimated during the simulations presented, a 

conclusion as to whether the proposed strategy reduced the rate at which the SoH decreased cannot 

be made. Furthermore, the drive cycle simulations presented differ significantly and, therefore, a 

comparison of energy consumption between the simulations cannot be made. This is a fundamental 

error in the analysis presented and highlights the importance of ensuring simulations are comparable.  

A more recent example of a predictive EMS that utilises a fuzzy rule-based system was offered by Niu 

et al. [149]. In this work, 11 standard drive cycles developed by the Sierra Research Inc. that represent 

various conditions experienced by passenger cars were used to train an ANN to identify which drive 

cycles were most similar to a sample of recorded velocity data. The identification process was achieved 

by extracting 12 characteristic features (listed in Table 8) from a window of recent velocity data (50 

seconds) and using these values as inputs to the ANN. The output was a value representing the 

standard drive cycle that was most similar. This strategy assumed that the upcoming driving conditions 

(using a prediction horizon of 1 second) are the same as the identified drive cycle.  

Table 8 Velocity features used as inputs to the ANN [149] 

Velocity Feature Description 

ΔS Distance travelled (m) 

Vmax Maximum velocity (m/s) 

Vavg Average velocity (m/s) 

+Amax Maximum Acceleration (m/s2) 

+Amin Minimum Acceleration (m/s2) 

-Amax Maximum Deceleration (m/s2) 

-Amin Minimum Deceleration (m/s2) 

%V0-15 Percentage of time velocity is between 0 and 15 km/h (%) 

%V15-30 Percentage of time velocity is between 15 and 30 km/h (%) 

%V30-45 Percentage of time velocity is between 30 and 45 km/h (%) 

%A(-1.5)-(-2.5) Percentage of time deceleration is between -1.5 and -2.5 m/s2 (%) 

%A(-2.5)-(-10) Percentage of time deceleration is between -2.5 and -10 m/s2 (%) 

A second ANN was also trained using the same standard drive cycles to identify the vehicle’s current 

mode of operation (stationary, low-speed cruise, high-speed cruise, acceleration and deceleration). 
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Six characteristic features (average velocity, maximum velocity, minimum velocity, average 

acceleration, initial velocity and final velocity) were extracted from a recent window of velocity data 

and used as the inputs to the second ANN. The output of this ANN was the identified driving mode. 

Again, it was assumed that the upcoming driving mode (using a prediction horizon of 1 second) is the 

same as the identified driving mode. 

The predicted drive cycle, driving mode, battery SOC and the requested torque from the driver were 

then used as inputs to a fuzzy inference system that determined an engine torque adjustment value 

based on a set of manually designed rules and MFs. First, an ‘optimal’ engine torque was determined 

based on a steady-state performance map for any given ICE speed. The value of ICE torque associated 

with the minimum fuel consumption was then adjusted using the engine torque adjustment value 

from the fuzzy inference system. This method ensures charge-sustaining behaviour by adjusting the 

ICE setpoint to generate excess torque if the SOC is low. The difference between the ‘optimal ICE 

torque’ and the adjusted ICE torque is captured using regenerative braking by the electric motor. The 

predicted driving mode and drive cycle also influence this adjustment value in a variety of ways. For 

instance, if the vehicle is driving at high speeds, the battery is permitted to discharge further as it is 

expected that a regenerative braking event is imminent.  

The performance of this strategy was evaluated using the ADVISOR simulation tool and the Power 

Follower strategy. Simulation results indicate a reduction in fuel consumption and emissions; 

however, an issue is present in the analysis. When evaluating different HEV EMSs, both in simulation 

and physical testing, it is essential to consider the change in SOC between both tests. If one strategy 

has a significantly higher SOC remaining, the fuel consumption result could have been reduced further 

by using this electrical energy. For this reason, the SAE J1711 standard provides a method to evaluate 

whether the difference in SOC at the end of tests is low enough for comparison [150], [151]. If there 

is a significant difference between both tests, further analysis is required to determine the equivalent 

energy consumption for both strategies if the remaining SOC was the same. The simulation results 

presented show a substantial difference in the remaining SOC between tests, and therefore, further 

analysis is required before any comparison can be made.  

The predictive fuzzy rule-based strategies discussed so far either assume information regarding the 

upcoming conditions is available or assume that the future conditions during a short prediction 

horizon are the same as recent conditions. These strategies are defined as predictive only because 

control decisions are implemented in advance of a predicted condition. There can be little distinction 

between the adaptive and predictive methods, which is evidence that the classification system defined 

and adopted by some researchers is poor at dealing with complex strategies that incorporate 
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advanced methods. While identifying and estimating future driving conditions has been shown to 

improve the performance of an EMS, there are no examples of fuzzy logic being used to generate 

detailed predictions of energy demand throughout a predefined route. The most common objective 

for predictive EMSs is an estimated velocity profile for a fixed route, which would be difficult to 

generate using fuzzy logic alone. Instead, other machine learning, telematics and statistical methods 

are commonly used. Zhou et al. summarised the methods used in the existing literature to estimate 

future driving conditions and found that ANNs, Markov chains, and telematics-based approaches were 

most commonly used [152]. Recent research has also started incorporating optimisation methods 

applied to the estimated velocity profile, resulting in an optimal SOC reference profile [153], [154]. 

The optimal SOC reference profile defines the use of the electrical energy across the estimated velocity 

profile that results in the minimum energy consumption and emissions. These recent research trends 

are discussed further in Section 2.3.6. 

2.3.4.5 Optimised Fuzzy rule-based EMS 

2.3.4.5.1 Introduction 

As previously discussed, an additional classification, defined as Optimised Fuzzy Rule-based, was 

adopted here. The fuzzy systems described so far were developed and tuned heuristically based on 

human experience and knowledge. These systems do not inherently feature any learning capabilities, 

and therefore an energy management strategy designed using this approach could require significant 

trial and error to ensure acceptable performance. Furthermore, these manually designed systems may 

require considerable and time-consuming redevelopment when applied to new vehicles or new 

operating conditions. To overcome this limitation, it has become common in recent years to 

incorporate an optimisation process into the design of fuzzy systems [155].  

Meta-heuristic optimisation algorithms are particularly well suited to this problem. These methods 

feature robust search capabilities that can explore a broad and complex solution space while only 

requiring a single performance measure. One such method, the genetic algorithm, has become a 

popular method to optimise the design of fuzzy systems [156]. Defined as Genetic-Fuzzy systems, this 

approach provides a framework to tune fuzzy systems and satisfy performance requirements 

efficiently. Other meta-heuristic algorithms, such as Particle Swarm Optimisation (PSO), have also 

been demonstrated in the literature [157]–[159]. 

An alternative approach to providing learning and adaptation capabilities, known as Neuro-Fuzzy 

systems, combines fuzzy logic and ANN characteristics. Both ANNs and fuzzy systems are valuable for 

modelling and control applications where traditional methods that rely on detailed mathematical 

models are unsuitable. For example, ANNs can capture highly non-linear behaviour without any 
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system knowledge by optimising the network weightings based on a training dataset. However, this is 

known as a ‘black box’ method, as the weightings in the network do not relate to real-world 

parameters. Therefore, these systems do not offer much insight into the solution and can be 

challenging to interpret. Conversely, fuzzy systems do not inherently feature learning capabilities, and 

therefore knowledge of the system is required to determine an appropriate set of linguistic rules. 

However, the linguistic nature of the rule base results in a system that is easy to interpret and 

understand. Motivated by the desire to combine the learning capabilities of ANN and the interpretable 

nature of linguistic rules, several types of Neuro-Fuzzy systems have been demonstrated in the 

literature that feature these advantages without the limitations of either individual method [160]. This 

section discusses HEV EMSs that incorporate both fuzzy logic and optimisation techniques. 

2.3.4.5.2 Genetic-fuzzy EMS 

One of the earliest examples of an optimised fuzzy rule-based EMS was presented by Wang & Yang in 

a series of two papers [161], [162]. In this work, a Genetic Algorithm (GA) was applied to the design 

of the MFs in the fuzzy system to determine the best performing combination of input and output 

fuzzy sets. A drivetrain model of the parallel HEV in the study was developed using MATLAB/Simulink 

and used to evaluate the quality of each potential solution in the GA. Figure 18 illustrates the steps 

that are common to any GA [163].  

 

Figure 18 Operation of a typical GA (redrawn from [163]) 
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GAs are global optimisation and search techniques inspired by Darwin’s theory of natural selection. A 

GA generally begins by generating a set of candidate solutions (initial population). In the context of 

genetic-fuzzy systems, each candidate solution contains a set of parameters that define features of 

the fuzzy system, such as the MFs and the rule-base. If a rule-base exists and remains fixed during the 

optimisation process, the approach is known as Genetic Tuning. Whereas if the rule-base is also 

included, it is known as Genetic Learning [155]. This distinction informs how the fuzzy system 

parameters are encoded into the optimisation process. Each candidate solution must also satisfy any 

constraints imposed by the problem. This is commonly achieved by adding a penalty factor to the 

output of the fitness function the solution does not comply with the constraints. The initial population 

has a considerable effect on the efficiency of the GA. Therefore, providing a range of candidate 

solutions that are known to perform well can significantly decrease the processing time of the 

algorithm. For example, if no information regarding the quality of potential solutions is known, an 

initial population can be generated randomly or using methods to ensure the initial population 

contains evenly distributed solutions across the solution space. Similarly, the population size also 

affects the algorithm's efficiency, as large population sizes can reduce the number of generations 

required to find the optimal solution. However, this also has the adverse effect of increasing the 

processing time of each generation.  

Following the creation of the initial population, each candidate solution is evaluated using a fitness 

function. The fitness function generates a metric that indicates the quality of each solution when 

applied to the problem at hand. In the context of HEV EMSs, the output of the fitness function is 

typically the energy consumption, emissions, or a weighted combination of both. As such, the fitness 

function usually requires the use of a drivetrain model to estimate these values. Therefore, the quality 

of the drivetrain model directly influences the quality of the optimised EMS when applied to the actual 

vehicle.  

As illustrated in Figure 18, the next step in the algorithm is selecting the best performing solutions. 

One of the most popular and efficient selection methods is stochastic universal sampling, where the 

probability that a solution is selected is proportional to its fitness value. Therefore, the best 

performing solutions have the highest probability of being selected [156]. After the selection process, 

crossover and mutation processes are applied to the selected solutions.  

Crossover combines information from two of the selected solutions (often called parents) to form a 

new solution (often defined as children) that contains features from both. The crossover process is 

not usually applied to all the solutions selected at the previous stage. Instead, several solutions will be 

chosen for crossover, and the probability of this occurring is defined by the crossover probability. In 
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addition to the number of solutions per generation, the crossover probability is defined at the onset. 

Higher values increase the rate at which new solutions are introduced into the algorithm. Typically 

this value is set between 0.5 and 1 [164]. An example of the crossover process is illustrated in Figure 

19. In this figure, the information encoded within the solution is represented as a string of binary 

numbers. In the HEV EMS context, each value in the string would correspond to an aspect of the fuzzy 

system. The information contained in the two solutions are separated at a randomly chosen position, 

and the resultant parts are combined to form new solutions.  

Next, the mutation process is applied to the resultant solutions. This process introduces random 

variation into the population, ensuring the algorithm explores a broad search space and helps prevent 

convergence on a local optimum. Each value in the solutions is subject to this random variation with 

a small probability, often in the range of 0.001 – 0.1 [162], [164]. Finally, each solution in the resultant 

population is evaluated to produce a fitness metric, and the algorithm repeats the overall process until 

the termination criteria are satisfied. The termination criteria can be the maximum number of 

generations defined at the onset, a target fitness value, or until the change in fitness values produced 

by subsequent generations is less than a specified value.  

 

Figure 19 Genetic operators: (a) crossover, (b) mutation (redrawn from [164]) 

In the two papers produced by Wang and Yang [161], [162], the structure of the fuzzy rule-based 

system was first decided upon based on expert knowledge and a compromise between performance 

and complexity. This compromise was necessary, as a large number of MFs for each input/output 

variable would produce a system that could be finely tuned. However, this also has the adverse effect 

of increasing the number of variables describing the system and, therefore, system complexity. 

Similarly, while MFs can be defined using various complex shapes and functions, only triangle and 

trapezoid shapes were considered for simplicity. Without these trade-offs between complexity and 

performance, many variables would be required in the optimisation process, which increases the 

computational requirements and reduces the algorithm's efficiency. In this work, the inputs to the 
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fuzzy system were the battery SOC and the driver’s power demand. The output was a percentage that 

represented the electric motor power request. Initially, a fuzzy-rule based EMS was developed that 

produced satisfactory performance. The MFs for the SOC and driver’s demand inputs are presented 

in Figure 20 and Figure 21. The MFs for the MGU power request are shown in Figure 22. 

The MF parameters and fuzzy rule-base were encoded as data strings and used within the GA. An 

initial population of candidate solutions was generated, and each was evaluated using a drivetrain 

model to estimate fuel consumption as the fitness value. This process was repeated until the 

termination criteria were satisfied. Figure 23, Figure 24, and Figure 25 show the resultant MFs 

produced with the best performing solution generated from the GA.  

 

Figure 20 SOC Input MFs (redrawn from [161]) 

 

Figure 21 Driver’s power demand input MFs (redrawn from [161]) 

 

Figure 22 Motor power request output MFs (redrawn from [161]) 

 

Figure 23 Optimised SOC input MFs (redrawn from [161]) 
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Figure 24 Optimised driver’s power demand input MFs (redrawn from [161]) 

 

Figure 25 Optimised motor power request output MFs (redrawn from [161]) 

While not explicitly stated, it is clear from the figures presented that constraints were imposed to 

ensure the optimised MFs retained some overlapping. The overlapping MFs ensure that the complete 

range of the input variable is covered with an output control action. Figure 26 is a surface plot 

generated using the Fuzzy Logic toolbox in MATLAB that illustrates how the output of the fuzzy system 

varies with the inputs. It can be seen from the figure that charge sustaining behaviour is achieved by 

reducing the positive MGU demand as the SOC decreases. Similarly, the negative MGU demand 

reduces to 0 as the SOC reaches 100 %. When compared against the non-optimised fuzzy rule-based 

EMS, the authors claim the new system reduces fuel consumption by 6.2%. This approach optimises 

both the MFs and the rule base simultaneously; therefore, most of the fuzzy system design has been 

generated through the evolutionary algorithm. However, the number of MFs, rules, and constraints 

defined prior to the optimisation still limit the resulting fuzzy system performance. This method is 

highly flexible and can be applied to the design of new strategies for different vehicles by applying the 

same procedure. However, as a model is required to evaluate the fitness function, the quality of this 

model directly impacts the real-world performance of any optimised system.  
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Figure 26 Surface plot of fuzzy system (redrawn from [161]) 

Unlike the work produced by Wang and Yang [161], [162] where only the fuel consumption was 

considered, Poursamad and Montazeri [164] demonstrated the design of a genetic-fuzzy EMS that 

used a weighted sum approach to generate a system that minimised both energy consumption and 

emissions while satisfying performance constraints. Like the Modified Power Follower strategy 

(section 2.3.3.3), this method used steady-state performance maps to estimate the fuel consumption 

and emissions across a range of permitted ICE torques at a given ICE speed. At a given ICE speed, all 

values of ICE torque that the ICE can produce are considered and estimates of fuel consumption and 

emissions are generated using the performance maps. These values are considered using the cost 

function defined in (7) that features weightings to vary the importance of each objective similar to 

Equation (6). FC  , HC  + NOX  , CO  are user-defined target values used to normalise each variable 

and w1, w2, and w3 are the relative weightings. As previously discussed in the Adaptive Fuzzy rule-

based EMS section, these values can be selected to vary the importance of objectives in the strategy. 

These values could also be adjusted in real-time on the vehicle, to enable the strategy to minimise 

specific objectives at the cost of others. The value of ICE torque with the minimum cost is used as the 

‘optimal’ ICE torque.  

 𝑗 =
1

𝑤1 + 𝑤2 + 𝑤3

(𝑤1

FC

FC̅̅ ̅
+w2

HC+NOX

HC+NOX
̅̅ ̅̅ ̅̅ ̅̅ ̅̅

+w3

CO

CO̅̅ ̅̅
) (7) 

This ‘optimal’ ICE torque is then compared with the drivers' torque demand, and the difference 

between these values is used as an input to the fuzzy system. This torque value is scaled such that a 

value of 0 represents zero torque, 0.5 indicates the torque demand and calculated optimal torque are 

equal and a value of 1 signifies the optimal torque demand is the maximum permitted at the given ICE 

speed. The second input to the fuzzy system is the battery SOC, which is scaled from 0 – 1, 

corresponding to the minimum and maximum SOC limits. The output of the fuzzy system is a value 

between 0 and 1 which is then multiplied by a reference value to become the ICE torque set point. 
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This ICE set point may differ from the driver’s torque request, and therefore, the difference between 

these values is used as the MGU torque demand, as shown in Figure 27. Therefore, the fuzzy system 

in this strategy modulates the MGU operation according to the SOC and the difference between the 

requested torque and a calculated optimum value.  

After establishing the structure of their proposed strategy, Poursamad and Montazeri [164] manually 

defined MFs for each input and output. Figure 28 shows the torque demand MFs and Figure 29 shows 

the SOC MFs. The authors used the same MFs for the input torque value (the difference between the 

requested and calculated optimal values) and the output torque value. Three MFs were defined for 

each input/output, and the rules used are defined in Table 9. 

 

Figure 27 EMS produced by Poursamad and Montazeri (redrawn from [164]) 

 

Figure 28 Initial torque demand input MFs (redrawn from [164]) 

 

Figure 29 Initial torque demand input MFs (redrawn from [164]) 
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Table 9 FLC rule base to determine output torque [164]  

 Required Torque 

Low Optimal High 
SOC 

Low Optimal High High 

Normal Low Optimal High 

High Low Optimal Optimal 

When designing a fuzzy rule-based system, the degrees of freedom are the rule base and the MF 

design, both of which can be tuned using an optimisation method such as GA. Poursamad and 

Montazeri [164] found that increasing the number of MFs and rules in the GA increases the likelihood 

of obtaining a global optimum; however, it also has the adverse effect of requiring a larger population 

size and increased number of generations. Any increase in population size and number of generations 

significantly increases the computational processing required. Furthermore, an increased number of 

MFs and rules increases the complexity of the fuzzy system and therefore the optimised system may 

be difficult to interpret. To avoid this issue, Poursamad and Montazeri [164] proposed a compromise 

between the use of expert knowledge and the number of variables considered in the GA. In this work, 

the rule base was fixed, and only the MFs were optimised. Additionally, the number of MFs per 

variable was kept low and complex shapes with many defining parameters were avoided. The authors 

found that this approach led to reduced computational times, and the system could easily be 

interpreted due to the fixed rule-base.  

Figure 30 illustrates how the MFs for the driver’s torque command input were encoded into the 

genetic algorithm. In this figure, there are three MFs, represented by two trapezium and one triangle 

shapes. It is essential that the MFs cover the complete range of the variable, as this ensures an output 

is generated for the complete range of the input. To achieve this, the authors did not include all the 

variables that define the MFs within the optimisation. Instead, the centre point of the triangle MF and 

the inner corners of the trapezium MFs were fixed at 0.5. As a result, only five variables were required 

to define the shapes of the three MFs (x1, x2, …, x5). A similar approach was applied for the SOC MFs, 

which were defined using variables x6, x7, …, x10. Consequently, only ten variables were required in the 

optimisation process, and therefore, each candidate solution was comprised of these ten variables. 

The ADVISOR simulation tool was used to assess the quality of each solution during the optimisation, 

and the fitness value was the weighted sum of fuel consumption and emissions across a predefined 

drive cycle.  



Literature Review 

 

59 

 

 

Figure 30 Variables defining the MFs  (redrawn from [164]) 

Figure 31 and Figure 32 show the final MFs generated from the GA when applied to the TEH-CAR drive 

cycle, and Table 10 provides a comparison of the performance metrics between the original and 

optimised EMSs. The optimised fuzzy system improved both fuel consumption and emissions; 

however, there was an increase in CO emissions. By changing the weightings applied to each variable 

in (7), the CO emissions could be reduced; however, this would come at the cost of another 

performance variable. The authors later demonstrated this by adjusting the weightings in the cost 

function such that only the fuel consumption was considered in the optimisation. The resulting MFs 

are shown in Figure 33 and Figure 34, and the corresponding performance metrics in Table 11. It can 

be seen that the MFs generated are considerably different from before and that the fuel consumption 

relative to the weighted sum approach has decreased at the cost of an increase in the emissions.  

The authors also evaluated the effect of the drive cycle used in the optimisation process. They found 

that the parameters of the resulting system differed significantly, indicating that a fuzzy system 

optimised for a specific drive cycle may not be optimal when applied to significantly different 

operating conditions. This finding supports the need for adaptation capabilities within the energy 

management strategy. A limitation with the proposed methodology is the use of the fixed rule base 

during the optimisation. The authors chose this approach to ensure the resulting rule base was easily 

interpretable. However, suppose simple interpretation is not required, and the fuzzy system is treated 

as a black-box control method. In that case, improved performance can be achieved by optimising the 

rule base simultaneously with the MFs. The performance of a fuzzy system is dictated by both the MFs 

and rule-base; therefore, by only optimising one aspect of the fuzzy system design, the optimised 

variables are constrained by the performance of the fixed parameters.  
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Figure 31 Torque demand MFs optimised for the THE-CAR cycle (redrawn from [164]) 

 

Figure 32 SOC MFs optimised for the THE-CAR cycle (redrawn from [164]) 

Table 10 Comparison of initial and optimised system results  [164] 

 
Initial Optimised 

FC (l/100km) 5.7851 5.6841 

HC (g/km) 0.3488 0.31908 

CO (g/km) 0.9516 1.1079 

NOx (g/km) 0.2748 0.19027 

 

Figure 33 Torque demand MFs optimised for fuel consumption on the THE-CAR drive cycle (redrawn from 
[164]) 
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Figure 34 SOC MFs optimised for fuel consumption on the THE-CAR drive cycle (redrawn from [164]) 

Table 11 Comparison of initial and optimised system results (optimised for fuel consumption)  [164] 

 
Initial Optimised 

FC (l/100km) 5.7851 5.5466 

HC (g/km) 0.3488 0.3376 

CO (g/km) 0.9516 1.1155 

NOx (g/km) 0.2748 0.2622 

2.3.4.5.3 Particle Swarm Optimisation of Fuzzy EMS 

PSO is a heuristic search method inspired by the swarming behaviour of biological populations and 

developed by Kennedy & Eberhart [165]. This algorithm emulates how groups of animals, such as birds 

or schools of fish, adjust their velocity based on the velocities of the group. PSO is similar to GA as 

both are evolutionary optimisation techniques that utilise populations of candidate solutions. 

Additionally, both algorithms rely on sharing information among their population members to 

enhance their search processes using a combination of deterministic and stochastic rules.  

Like GA, PSO begins with a population of candidate solutions, known as particles, each representing a 

potential solution defined by coordinates in the search space. This concept is best visualised on an x-

y plane, where the coordinates of each particle correspond to two variables in the fitness function, as 

illustrated in Figure 35. The difference between these algorithms is how the generations are updated. 

GA uses the previously discussed crossover and mutation functions. In contrast, PSO updates the 

position of each particle in the search space using a combination of the particle’s best-performing 

position and the position of the best solution attained by the population so far. The PSO algorithm 

typically begins by generating a population of solutions with a random uniform distribution that spans 

the entire search space, constrained by the lower and upper bounds xmin and xmax, where each are 

vectors containing the same number of elements being optimised. Similarly, a set of initial velocities 

are generated for each particle with a uniform random distribution. Equations (8) and (9) define the 
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initialisation process, where x0
i and v0

i are vectors denoting the positions and velocities of particle i at 

time 0. Also, rand is a uniformly distributed random variable with a value between 0 and 1 [166]. 

 

Figure 35 Updating particle position using PSO (redrawn from [166]) 

 𝑥0
𝑖 = 𝑥min + 𝑟𝑎𝑛𝑑(𝑥max − 𝑥min)  (8) 

 𝑣0
𝑖 =

𝑥min + 𝑟𝑎𝑛𝑑(𝑥max − 𝑥min)

∆𝑡
 (9) 

Following the initialisation process, the fitness function is evaluated for each particle 𝑥0
𝑖 , … , 𝑥0

𝑖𝑚𝑎𝑥, 

where 𝑖𝑚𝑎𝑥 is the number of particles in the population. The fitness function determines which 

particle achieved the best performance, 𝑝𝑘
𝑔

. Additionally, the best performance of each particle, 𝑝𝑖,  is 

stored and updated throughout the algorithm. Next, the velocity of each particle at the subsequent 

time step 𝑘 + 1 is calculated using (10). This equation is comprised of three parts: the first part relates 

to the motion of the particle calculated at the previous time step, the second relates to the influence 

of the particles best-performing position, and the third relates to the influence of the best position 

attained by the swarm throughout the algorithm. Equation (10) also contains three weighting factors 

known as the inertia factor, 𝑤, self-confidence factor 𝑐1, and swarm confidence factor 𝑐2. The user 

defines these weightings at the onset of the algorithm and typically use values between 0.4 – 1.4,  

1.5 – 2, and 2 – 2.5, respectively. The rand variables introduce random variation into the algorithm, 

ensuring a broad search space is explored and helps prevent the algorithm from becoming entrapped 

in a local optimum. Once a new velocity is calculated for each particle, the position of each particle is 

updated using (11), as illustrated in Figure 35. This process of evaluating particle positions using the 

fitness function and calculating new velocities and resultant positions at subsequent time steps is 

repeated until the termination criteria are satisfied. The criteria could be a maximum number of 

iterations or when the change in the globally best performing solution is less than the desired 

threshold. 
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𝑣𝑘+1
𝑖 = 𝑤𝑣𝑘

𝑖 + 𝑐1𝑟𝑎𝑛𝑑
𝑝𝑖 − 𝑥𝑘

𝑖

∆𝑡
+ 𝑐2𝑟𝑎𝑛𝑑

𝑝𝑘
𝑔

− 𝑥𝑘
𝑖

∆𝑡
 (10) 

𝑥𝑘+1
𝑖 = 𝑥𝑘

𝑖 + 𝑣𝑘+1
𝑖 ∆𝑡 (11) 

In their paper on a fuzzy rule-based EMS optimised using PSO, Zhou et al. [167] demonstrated that 

PSO is an effective alternative to GA by applying the algorithm to optimise the MFs of a fuzzy rule-

based EMS. Using the UDDS (Urban Dynamometer Driving Schedule) cycle and an unspecified vehicle 

simulation tool, the authors demonstrated an improvement in both energy consumption and 

emissions following the optimisation (Table 12).  

Table 12 Simulation results before and after PS0 [167] 

 
Initial fuzzy EMS Optimised fuzzy EMS 

FC (l/100km) 7.61 6.53 

HC (g/km) 0.282 0.279 

CO (g/km) 1.1 0.46 

NOx (g/km) 0.202 0.104 

More recently, Ai et al. [157] demonstrated the use of a PSO that featured adaptive weighting factors 

to improve search performance. Unlike the previous example where the inertia factor, 𝑤, self-

confidence factor 𝑐1 and swarm confidence factor 𝑐2 were constant throughout the algorithm, in this 

work these variables were updated with each iteration. By decreasing 𝑐1 and increasing 𝑐2 with each 

iteration, the influence of an individual particles best performing position decreases over time, and 

the best position of the swarm has a greater influence on the velocity of each particle. Similarly, the 

inertia factor, 𝑤, was adjusted throughout the algorithm to improve optimisation precision. This was 

achieved by adjusting the inertia factor for each particle based on the fitness of the individual particle 

relative to the global minimum fitness achieved by the swarm. In this way, particles with a poor fitness 

value would have a larger inertia factor, producing a greater velocity and, therefore, a more 

substantial change in position for the subsequent iteration. Likewise, particles with fitness values 

closer to the minimum fitness achieved by the swarm would have a lower inertia weighting, and 

therefore the velocity generated would be less. This method results in a more precise search of the 

solution space around the global optimum.  

Ai et al. [157] applied this method to optimise the fuzzy system MFs using a multi-objective fitness 

function that featured a weighted sum of emissions and fuel consumption. Vehicle simulations were 

conducted using MATLAB on three drive cycles before and after the optimisation, and the results are 

presented in Table 13. As shown, this optimisation process reduced both fuel consumption and 
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emissions for each drive cycle analysed. However, as the optimisation was repeatedly applied to each 

drive cycle, this work actually produced three different control strategies specific to each drive cycle. 

It would have been interesting to see how each optimised EMS performed on the other drive cycles 

to determine how robust each strategy was to new driving conditions. 

Table 13 Comparison of simulation results generated before and after optimisation [157] 

Test Cycle 
 

HC (g/km) CO (g/km) NOx (g/km) FC (l/100km) 

CYC-NEDC Before Optimisation 0.546 2.146 0.252 4.745 

After Optimisation 0.532 2.013 0.131 2.833 

CYC-UDDS Before Optimisation 0.466 2.113 0.263 5.084 

After Optimisation 0.428 2.021 0.174 3.125 

CYC-1015 Before Optimisation 1.087 5.391 0.289 4.145 

After Optimisation 1.055 5.248 0.176 2.336 

 

2.3.4.5.4 Neuro-Fuzzy EMS 

As discussed at the beginning of this section, Neuro-fuzzy systems combine the advantages of fuzzy 

logic and ANNs to produce a system that can utilise linguistic information and possess learning 

capabilities. Just as evolutionary algorithms can be thought of as an emulation of natural selection, 

ANNs can be considered an emulation of the processes within the human brain.  

The human brain contains thousands of neurons interconnected by synapses which are formed, 

strengthened, or removed as a person learns from experience. An ANN functions in a similar manner, 

using a network of nodes (also referred to as neurons) in a layered structure that are adjusted during 

training based on a set of data. This process enables an ANN to model complex functions by adjusting 

the network parameters using an optimisation process (the learning algorithm) applied to a set of 

training data until the difference between the ANNs output and the desired output is within an 

acceptable tolerance [168]. Figure 36 illustrates the structure of an ANN, where the nodes are 

connected in a layered arrangement consisting of an input layer, an output layer, and two hidden 

layers in between. ANNs with many hidden layers are referred to as Deep Neural Networks, which 

have attracted intense research interest in many applications due to their ability to solve complex 

identification problems such as image, text and speech recognition [169]. 

Each node is a processing unit that performs a function on the incoming signals to produce a single 

node output. The node output then becomes an input to other nodes in the subsequent layers. This 

process continues until the output layer is reached, at which point the system outputs are generated. 

Often ANNs are fully connected, which means that each node is directly connected to every other 
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node in the adjacent layer. The connections indicate the flow of information and feature weightings 

that are adjusted during training to vary the influence each input has on the system. During training, 

the network is initialised with a set of weights that are then adjusted using an optimisation process. 

Each node in the network receives a set of n inputs that are weighted according to the connection 

weights 𝑤𝑖𝑗, for j= 1, 2, 3, …, n. Additionally, there is a constant bias term 𝑤0 that is added to the 

weighted sum of the inputs, as well as a threshold value 𝜃𝑘 that must be reached or exceeded for the 

neuron to produce an output signal. Figure 37 illustrates the working principle of an artificial neuron 

in an ANN. Each node performs a function on the weighted sum of the inputs, known as the activation 

function, which determines the node output. If the activation function produces an output other than 

zero, the node is said to have fired. The output of each node is given by (12) [170]. The activation 

function maps the input values onto a predefined output range based on the function type. Many 

types of activation functions have been demonstrated in the literature, such as linear, sign, step, and 

sigmoid, gaussian, and tanh, which introduce nonlinearity into the system.  

 

Figure 36 Example structure of an ANN 

 

Figure 37 ANN node functions (redrawn from [170]) 
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𝑂𝑖 = 𝑓 [𝑤0 + ∑ 𝑤𝑖𝑗𝑥𝑗

𝑛

𝑗=1

] 
(12) 

Many forms of neuro-fuzzy systems have been demonstrated across different research areas; 

however, the most used type in HEV EMS applications is the Adaptive Network-Based Fuzzy Inference 

System, also referred to as the Adaptive Neuro-Fuzzy Inference System (ANFIS). With this approach, 

the functions of a Takagi-Sugeno fuzzy system are performed by an ANN. In the previous sub-section, 

the use of meta-heuristic algorithms for system identification of fuzzy systems was discussed. This 

process involved structure determination (selecting the number of MFs and rules) and optimising the 

system parameters. ANFIS eliminates the need to determine the number of MFs and rules, which is 

particularly helpful when the behaviour of the system under investigation is complex or unknown 

[160]. With this approach, the FIS parameters can be optimised using the same methods applicable to 

any ANN. The result is a generalised approach that can be applied to solve highly non-linear modelling 

and control problems without prior knowledge of the system. If knowledge of the problem is available, 

an initial parameter set can be applied, which typically results in faster convergence to suitable 

parameters during training [168].  

In the HEV EMS domain, ANFIS has been used both as a modelling and control method. One of the 

earliest applications of neuro-fuzzy control to this problem was in 2005 when M. Mohebbi & M. 

Charhgard  [171] utilised ANFIS in their parallel HEV EMS. Simulations were conducted using the 

ADVISOR software, and the results indicated good performance relative to the Modified Power 

Follower Strategy. However, as only a fuel consumption comparison was presented, more information 

is required to assess the controller in this work entirely.  

Al-Aawar and Rahman [172] demonstrated an ANFIS based EMS that included a drivability metric in 

the optimisation to achieve reduced fuel consumption and improved comfort relative to real-world 

benchmark data. To accomplish this, the ANFIS controller used previous values of vehicle velocity and 

the driver’s torque demand to generate an ICE set point that was a compromise between fuel 

consumption and changes in ICE speed. In other words, sudden changes in ICE speed were prohibited 

to ensure the vehicle accelerated and decelerated smoothly, regardless if improved fuel economy 

could have been achieved. The authors concluded that their strategy improved fuel consumption and 

driveability by 13% and 29%, respectively [172]. No real-world testing was conducted; however, the 

results presented were generated using a relatively detailed vehicle model that included dynamic 

models of the ICE and drivetrain.    
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Khayyama & Bab-Hadiashar [173] presented a detailed HEV EMS that also considered the power 

consumption of the air conditioning system. In this work, three separate fuzzy controllers were 

integrated into the EMS. The first fuzzy system predicted the upcoming vehicle speed based on the 

previous velocity and the ICE torque. The second utilised the estimated vehicle speed and used other 

inputs such as cabin temperature to determine the air conditioning operating point. The third was an 

ANFIS that also used the predicted velocity and air conditioning power demand to determine an 

efficient power split between the MGU and ICE. The EMS was demonstrated and benchmarked using 

the parallel HEV model and EMS provided with ADVISOR (Honda Insight / Modified Power Follower 

Strategy). Consideration was given to ensure a fair comparison by ensuring the distance travelled and 

change in SOC was identical for both simulations. Results indicated a 10.3% reduction in fuel 

consumption. While the authors stated that fuzzy systems were ideal for the HEV EMS problem as 

other control methods require increased computational resources, no implementation of the strategy 

was presented [173].  

Of particular relevance is a 2018 study produced by Kamal and Adouane [174] in which a fuzzy-based 

EMS was applied to an HEB. In this work, fuzzy logic was selected due to its practical implementation 

capabilities and the opportunities available with model-based optimisation. The EMS presented was 

separated into three parts. The first was a fuzzy-based system that determined the vehicle's operating 

mode (electric only, blended, ICE only, or regenerative braking). The second part used an ANFIS to 

determine the power distribution generated by the electrical system and the ICE. Finally, the third part 

used fuzzy controllers to regulate the operating points of the individual subsystems. The authors 

concluded that while meta-heuristic algorithms can be used to tune a fuzzy system, ANFIS was 

selected as the ANN optimisation methods provide faster convergence and that optimisation using a 

method such as GA required significant processing times. The authors used a combination of readily 

available models provided by TruckMaker (developed by the German company IPG Automotive) and 

MATLAB/Simulink for the system model. The authors demonstrated the performance of their strategy 

against a Stateflow based EMS and an optimised fuzzy-based EMS. However, they did not provide any 

details of these strategies other than comparative figures. Furthermore, while the system model 

details were provided, no validation against real-world data was presented.   

Another study of particular importance was conducted by Tian et al. [175], in which an ANFIS 

controller was trained using the results of Dynamic Programming (DP) and a hybrid bus vehicle model. 

DP (discussed further in section 2.3.5.1) is a global optimisation method that solves problems 

recursively, calculating an optimal control policy by proceeding backwards in time from the final 

system state and selecting control variables that minimise a cost function. As such, information 

regarding the vehicle velocity and energy demand is required a priori, and therefore, this method is 
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unsuitable for real-time implementation. However, it can be used to inform the design of real-time 

capable methods and as a benchmark to assess the performance of other methods. In this work by 

Tian et al. [175], DP was used to generate an optimal control policy for the China City Bus drive cycle. 

An ANFIS controller was then trained to reproduce these results using the inputs that are available 

when implemented in real-time (velocity, torque demand, battery SOC, and current gear). MATLAB 

was used to generate a dynamic system model that included steady-state maps to generate 

component performance values. Simulation results indicate that the ANFIS based controller could 

generate results close to DP (3.83% increase in fuel consumption compared with DP).  

Unlike most other research in this area, the authors demonstrated their control strategy on an actual 

vehicle through experimental testing. The authors compared the performance of their proposed 

strategy against the rule-based controller that was already present on the physical vehicle. However, 

no information regarding the rule-based control method was provided. When compared against this 

rule-based strategy, the ANFIS controller achieved a fuel consumption reduction of approximately 

16%. The authors commented that there were some discrepancies between simulation and real-world 

results.  

2.3.5 Global Optimisation based Strategies 

Globally optimal solutions require complete knowledge of the drive cycle and tractive energy demand, 

and therefore cannot be implemented in real-time. However, they can be used to inform the design 

of real-time controllers and provide a useful benchmark tool.  

2.3.5.1 Dynamic Programming (DP) 

DP is the most widely used global optimisation method found in HEV EMS literature [95]. Established 

by Bellman in the 1950s, it is a recursive numerical method that generates an optimal solution for 

multistage decision-making problems. Based on Bellman’s principle of optimality, which states that 

“An optimal policy has the property that whatever the initial stage and initial decision are, the 

remaining decisions must constitute an optimal policy with regard to the state resulting from the first 

decision” [176]. DP begins at the final step of the problem and calculates the optimal control decision 

at the preceding time step that would lead to the final state with the minimum cost.  

In the context of HEV EMS, DP begins at the end of the drive cycle, using the desired final state of the 

vehicle (e.g. final SOC), and calculates the control decision at the previous time step (the power split 

between ICE and MGU) that returns the minimum value of the cost function within the constraints 

imposed by the physical components (ICE speed range, SOC range, max motor torque, battery 

current). The permissible control actions and system states must be discretised. Then, all permitted 

decisions are evaluated using the cost function and vehicle model to determine which action has the 
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lowest cost. A compromise is required between the number of solution candidates in the search grid 

and the computational effort due to the ‘curse of dimensionality’. This concept describes the 

exponential increase in computational effort as the number of solutions in the search space increases 

[177]. 

Figure 38 illustrates a simple example of how this method would be applied to a parallel HEV. The x-

axis represents the time elapsed during the drive cycle, which has been discretised into a number of 

time steps each requiring a control decision. The Y axis represents the system state, which in this 

example is the RESS SOC. The discretised set of permitted control actions (the power split between 

ICE and MGU) at each time step is determined based on the component constraints and the power 

requested by the driver. Each position on the chart (A, B, C, etc.) corresponds to a system state 

described by the SOC. For example, at the first time step the system begins at A (65% SOC) and there 

are three permitted control actions. The arrows give the cost of each action (energy consumption), 

and the subsequent positions (B, C, D) represent the new system state as a result of the preceding 

action. DP begins at the end of the drive cycle and evaluates the costs associated with each permitted 

control action, selecting the minimum cost and determining the new system state at the previous time 

step. New permissible control actions are determined based on this new state. The cost associated 

with each permitted control action is then calculated, and the minimum cost is selected. This process 

is repeated until the start of the drive cycle, generating an optimal path as illustrated in Figure 39. 

Determining an optimal sequence of SOC values is common in the HEV EMS domain, as the variation 

in SOC between time steps is proportional to the integral of the MGU usage, and therefore, the 

optimal power split, provided the ICE constraints were considered when determining the permitted 

control actions [90]. 

While a valuable tool for evaluating the maximum potential of a given HEV architecture, there are 

significant limitations with DP. Due to the curse of dimensionality, the high computational 

requirements needed to explore the search area, and the backwards nature of the calculation, DP 

requires the use of backwards-facing vehicle models (discussed in Section 2.2.2) and simplified quasi-

static component models with low processing costs. Therefore, the optimal control policy generated 

using this approach may not return an optimal solution when evaluated on the actual vehicle or higher 

fidelity, dynamic, forward-facing vehicle models. Regardless, this approach provides a generic 

framework that can be used on any HEV architecture. Furthermore, as discussed in Section 2.3.4.5.4, 

it can also be used to inform the design of real-time controllers. 
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Figure 38 Example of permitted SOC states and cost of each state transition (redrawn from [90]) 

 

Figure 39 DP determines the control policy with the minimum cost (redrawn from [90]) 

2.3.6 Real-time Optimisation Strategies 

Real-time optimisation is possible by reducing the global optimisation problem into a succession of 

local optimisation problems based only on system variables at the current time. The Equivalent 

Consumption Minimisation Strategy (ECMS) and Model Predictive Control (MPC) are the most well-

known and widely researched real-time optimisation strategies [95], [104]. 
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2.3.6.1 Equivalent Consumption Minimisation Strategy (ECMS) 

First introduced by Paganelli et al. in 1999 [178], ECMS is based on the principle that on charge 

sustaining HEVs with no plug-in capabilities, the difference between the initial and final SOC is 

negligible relative to the change in fuel consumption. In other words, the RESS only acts as an energy 

buffer that will eventually be replenished, either from regenerative braking or by applying a load on 

the ICE with the MGUs. The latter method can generate charge if it is more efficient for the ICE to 

operate at a higher torque than is required to propel the vehicle. While charging the RESS in this 

manner increases fuel consumption, the ICE efficiency is improved, and therefore, there is an energy-

saving in the long term. ECMS considers the RESS as an extension of the fuel tank, where the stored 

electrical energy has an equivalent value in terms of fuel. When the RESS is discharged, the electrical 

energy consumed is converted into an equivalent amount of fuel and added to the total fuel 

consumption. This equivalent fuel consumption is based on the amount of fuel required to replenish 

the electrical energy using the ICE. Similarly, when the RESS is charged, the captured electrical energy 

is converted to an equivalent amount of fuel and subtracted from the total fuel consumption. Figure 

40 and Figure 41 illustrate this concept.  

 

Figure 40 Equivalent fuel consumption during discharge (redrawn from [178]) 
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Figure 41 Equivalent fuel consumption during charge (redrawn from [178]) 

Equation (13) defines the equivalent fuel consumption as the sum of the actual fuel consumed and 

the equivalent fuel cost associated with the RESS. The actual fuel consumption can be estimated using 

(14) based on the power generated, 𝑃𝑖𝑐𝑒 (kW), a constant efficiency, 𝜂𝑖𝑐𝑒, and the energy content per 

mass of fuel, 𝑄𝑙ℎ𝑣 (MJ/kg). The equivalent fuel cost of the electrical energy is proportional to an 

equivalence factor, 𝑠(𝑡),  as defined in (15), where 𝑃𝑏𝑎𝑡𝑡 is the electrical energy consumed in kW [90]. 

�̇�𝑓,𝑒𝑞𝑣(𝑡) = �̇�𝑓(𝑡) + �̇�𝑟𝑒𝑠𝑠(𝑡) 
(13) 

�̇�𝑓(𝑡) =
𝑃𝑖𝑐𝑒(𝑡)

𝜂𝑖𝑐𝑒(𝑡) 𝑄𝑙ℎ𝑣
 

(14) 

�̇�𝑟𝑒𝑠𝑠(𝑡) =
𝑠(𝑡)

𝑄𝑙ℎ𝑣
 𝑃𝑏𝑎𝑡𝑡(𝑡) 

(15) 
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ECMS is implemented using the following steps: 

1. The range of the control variable (power split) that satisfies the tractive power demand and 

component constraints at that moment in time is determined. 

2. The range of the control variable is then discretised into a finite set. 

3. The sum of the actual and equivalent fuel consumption for each candidate control value is 

calculated 

4. A nonlinear penalty function is used to scale the equivalent fuel consumption based on the 

difference between actual SOC and target SOC to ensure charge sustaining behaviour. An 

increased cost will be calculated if the control action causes a significant divergence from the 

target SOC.   

5. The control value with the minimum cost is selected. 

In 2001, Paganelli et al. successfully applied this method to a vehicle and demonstrated its real-time 

control capabilities [179]. Since then, some authors have noted that the performance of ECMS is 

heavily dependent on the equivalence factor used [180]. Originally, a pair of constant equivalence 

factors were estimated to equate the electrical energy to fuel consumption for charging and 

discharging, based on the electrical system's average efficiency and the ICE's average efficiency. 

However, by optimising these equivalence factors, some authors have shown results similar to the 

globally optimal solution but with substantially less computational effort [178], [181].  

The efficiency of the drivetrain components vary significantly with the operation, and therefore a pair 

of equivalence factors tuned for one vehicle or drive cycle will not perform as well when applied to 

different conditions. Since these early demonstrations of ECMS, determining appropriate equivalence 

factors for any driving condition has been the focus of additional research, leading to the more recent 

‘Adaptive-ECMS’.  

2.3.6.1.2 Adaptive Equivalent Consumption Minimisation Strategy (A-ECMS) 

Recognising the need to adapt the equivalence factors based on the current driving situation, Mursado 

et al. [180] introduced the adaptive ECMS (A-ECMS). In this strategy, the equivalence factors are 

periodically updated based on recent trip information and predicted road loads obtained through GPS 

and topological data. Figure 42 illustrates how the equivalence factors are updated in A-ECMS. In this 

work, the rate at which the equivalence factor updates is based on a compromise between processing 

power and control performance. No information was provided on how the algorithm estimated the 

upcoming speed or utilised GPS information. However, using a quasi-static forward-facing vehicle 

model, the authors show that this method performs slightly worse (<1 % difference) than the standard 
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ECMS using optimised equivalence factors. The authors claim these results demonstrate the proposed 

algorithm's adaptability, as offline tuning of equivalence factors was not required. 

 

Figure 42 Block diagram of A-ECMS (redrawn from [180]) 

Since then, various A-ECMS methods focused on improving the adaptive equivalence factors through 

drive cycle prediction or pattern recognition have been demonstrated in the literature [89]. For 

example, Sciarretta et al. [181] developed a predictive method that estimated upcoming vehicle speed 

and adjusted the equivalence factors accordingly. Gu & Rizzoni [182] presented a driving pattern 

recognition-based approach that considered past trip information and identified which of the 18 

predefined driving patterns available to the EMS was most similar. Then, the equivalence factor 

optimised for that driving pattern was implemented. More recently, Zhao & Stobart [183] utilised a 

fuzzy rule-based system designed to generate an appropriate equivalence factor based on the current 

SOC and operation of the electric motor. The authors found that this approach enabled the 

equivalence factor to vary rapidly as the operating conditions changed, leading to a 4-6 % reduction 

in fuel consumption relative to standard ECMS [183]. 

A-ECMS is a promising real-time capable method of controlling the electrical energy usage of an HEV, 

but the challenge of appropriately adapting the equivalence factors to achieve quasi-optimal 

performance remains. The most recent studies aim to resolve this challenge through advanced 

prediction methods, often relying on telematics data. These advanced methods that combine energy 

demand prediction with the ECMS are discussed further in the following section [184]. 

2.3.6.2 Model Predictive Control (MPC) 

MPC refers to an assortment of methods that determine control actions in real-time by estimating the 

system's response over a short prediction horizon and optimising the control variables [185]. The 

following steps describe how this method is implemented:  

1. Using the model to evaluate a cost function, an optimisation method is applied to determine 

the optimal control policy during the prediction horizon. 
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2. The first element of the optimal control policy calculated at the previous step is applied to 

the physical system. 

3. The prediction horizon is moved forward one time step, and steps 2 and 3 are repeated. 

MPC overcomes the limitations of global optimisation by using predictive models to estimate 

information on the system's future state and a short prediction horizon to keep the computational 

burden low. However, the performance of this method is entirely dependent on the accuracy of the 

system model. For HEV applications, the system model must be accurate enough to estimate physical 

component dynamics and energy consumption but simple enough to rapidly generate performance 

estimates for multiple scenarios while using onboard vehicle hardware. This compromise limits the 

usefulness of this approach, as the control orientated models needed for rapid and real-time 

optimisation are often poor at estimating fast system dynamics. Additionally, the use of detailed 

dynamic models is constrained by the computational resources available on the vehicle hardware and 

the processing requirements required for the optimisation. However, these shortcomings may only 

restrict MPC for use in HEVs in the short term, as the computational power installed on vehicles has 

increased substantially in recent years. It is expected that as advanced telematics systems become 

more common on vehicles, the information provided can be used to improve prediction accuracy, and 

therefore the MPC strategy becomes more appealing.  

It is clear from the body of research on HEV EMS that information on the future states of the vehicle 

can lead to improved control actions and reduced energy consumption [89]. Generally, MPC involves 

the use of real-time optimisation methods applied in the steps described above. However, in HEV 

control, MPC can also refer to any of the strategies previously discussed that also feature some form 

of predictive estimates on the future vehicle state [186]. For example, the predictive fuzzy-based EMS 

proposed by Hajimiri & Salmasi and discussed in Section 2.3.4.4 can also be considered an MPC 

strategy due to its use of fuzzy logic to estimate the future state of the vehicle [147].  

In a review of prediction techniques used in HEV EMS, Zhou et al. [152] found that the most common 

prediction objectives were velocity, acceleration, and power demand; battery SOC reference 

trajectory; and driver behaviour. Other prediction objectives used to inform the three previously 

mentioned are traffic congestion, weather, road surface condition, speed limits and traffic signals. It 

should be noted that all the prediction objectives are interrelated. For example, information on 

upcoming traffic signals and congestion can be used to estimate the future vehicle velocity, which, 

based on the EMS, leads to an estimate of SOC trajectory. The overarching aim of all the methods in 

this area is to predict the tractive energy demand and component states accurately. However, due to 

the unpredictability of real-world driving, this objective is unlikely to ever be achieved. Even so, 
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information on future component states and energy demand is undeniably useful from an HEV EMS 

sense. Therefore, methods to obtain and utilise this information will continue to be explored. 

In three recent review papers on MPC within the HEV domain, the authors each presented unique 

systems for classifying existing methods [152], [186], [187]. By consolidating these classification 

systems, the following system is proposed (Figure 43). With each method, the predicted energy 

demand can be incorporated into any of the EMSs previously discussed. Additionally, these predictive 

methods are not mutually exclusive and can also be combined.  

 

Figure 43 HEV MPC Classifications 

2.3.6.2.1 Telematics-based MPC 

Telematics based methods assume the information on upcoming driving conditions is made available 

to the vehicle through an ITS. This information can then be utilised using any of the control methods 

previously discussed. Zhang et al. [184] evaluated the impact of terrain preview on the performance 

of ECMS and demonstrated through simulation that fuel savings of 1-4% could be achieved. Chen et 

al. [188] proposed an ANN-based EMS that used information on the duration and length of the drive 

cycle to improve fuel economy. First, DP was applied to generic drive cycles representing real-world 

driving to generate optimal control policies. The ANN was then trained to emulate the results of DP 

on the same drive cycles using 11 inputs. The inputs were vehicle speed, power request, SOC, average 

speed, the percentage at idle, minimum acceleration and maximum acceleration. Assuming 

information on the vehicle journey can be provided by a telematics system, this strategy also uses trip 

length, duration, elapsed trip length and elapsed trip duration as further inputs to the ANN. The 

authors compared the performance of the proposed strategy against an equivalent ANN trained in the 

same manner but without the additional inputs related to trip preview information. The authors 
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demonstrated through simulations conducted on two separate drive cycles that fuel consumption 

improvements of 2-4 % could be achieved if trip information was known in advance. 

2.3.6.2.2 Markov Chain MPC 

The Markov chain method can estimate upcoming vehicle states by assuming the vehicle state 

transitions represent a Markov process. A stochastic process is called a first-order Markov process if 

the future state is independent of the past and only dependent on the current state. If this is true and 

the system under consideration operates under discrete state transitions, it is described as a first-

order Markov chain. Stochastic processes can be modelled using a Markov chain if the probabilities of 

all possible state transitions are known; therefore, the most likely sequence of events can be 

determined using the current state of the system and a matrix of transition probabilities [189].  

Figure 44 illustrates how a Markov chain can be used to make predictions [152]. The first step in this 

approach is the creation of a transition probability matrix (TPM). Lil et al. [190] provide a detailed 

description of this process for use in HEV EMS. First, experimental data recorded from the vehicle 

under investigation during all possible operating conditions is required to understand how the 

components typically transition between states. Lil et al. [190] recorded this data from a vehicle over 

two months while operating on two routes during different congestion levels. Ideally, this 

experimental data should represent the vehicles typical operating conditions as closely as possible. 

Next, the recorded velocity and acceleration range was discretised, and the frequency distribution of 

the vehicle in these states was analysed. Using this information, a TPM was then generated. Once the 

TPM was established, MPC can be performed on the vehicle by discretising and analysing the current 

vehicle state (Step 2 in Figure 44) and then using the TPM to estimate the future states. The 

information on the future states of the vehicle can then be used with any of the EMSs previously 

discussed. 

Several studies have used the Markov chain method to predict future velocities, as well as driver 

behaviour [152], [191]. For example, Shi et al. [192] utilised a first-order Markov chain to predict future 

velocities for an HEB using real-world bus routes and standard drive cycles as the training data. Online 

optimisation using quadratic programming was performed on the predicted energy demand to 

generate an optimal control policy, and a fuzzy rule-based system was used to ensure the components 

followed this control policy accordingly. Through simulation and hardware-in-the-loop testing, the 

authors demonstrated that their approach could achieve 4.7 – 8.4 % improved fuel consumption 

relative to the A-ECMS method. Continuing the work discussed in Section 2.3.4.5.2, where Poursamad 

and Montazeri [164] utilised a genetic algorithm to optimise a fuzzy-based EMS, Montazeri & 

Mahmoodi [193] incorporated a Markov chain to predict a future velocity profile which was then 
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classified into one of several categories according to roadway type and traffic congestion (Urban, 

Extra-urban and Highway). Multiple fuzzy rule-based systems were optimised using a genetic 

algorithm for each category. These fuzzy systems used the torque demand and SOC as inputs, and the 

output was a power split between the ICE and the MGU. In operation, the Markov chain would enable 

future operating conditions to be predicted and identified, and the fuzzy system optimised for those 

conditions would be used to generate the control signals. The authors determined through simulation 

that incorporating this predictive method led to a 6 % fuel consumption improvement relative an 

optimised fuzzy system that did not adapt to the identified conditions. 

While this method has been shown to improve EMS with reasonable predictions, there are some 

limitations. If the operating conditions under consideration differ significantly from those used to 

generate the TPM, the performance of this approach will be reduced. Additionally, this approach 

assumes that the future vehicle and component states are independent of the past. However, the 

future states of a vehicle differ significantly whether the vehicle is accelerating, decelerating, or 

travelling at a constant speed. Instead, using multiple TPM to account for the different driving modes 

could lead to improved performance. Also, as the future state of the vehicle is dependent on the 

upcoming driving conditions, telematics information could be incorporated for improved prediction 

accuracy. 

 

Figure 44 Markov chain prediction steps (redrawn from [152]) 
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2.3.6.2.3 AI-based MPC 

The AI-based approach uses machine learning methods to estimate the upcoming energy demand or 

recognise and identify recent driving conditions. This method can be further categorised into two 

types, recognition-based or experience-based predictions [152]. Figure 45 illustrates the recognition-

based approach, where features from recorded vehicle data are extracted and used as inputs to an AI-

based classification system. The classification system is designed to recognise which driving cycle 

(from a set of standard drive cycles representing various operating conditions such as roadway type, 

traffic congestion and driver behaviour) best matches the recent trip data. The output of the 

classification system is a value that corresponds to the recognised drive cycle. Based on the recognised 

operating conditions, the EMS adapts and uses a strategy designed specifically for those conditions. 

In this way, the classification system acts as a switch to change the operation of the EMS based on 

recognised conditions. The adaptive fuzzy-based systems and A-ECMS discussed previously are 

examples of this method. 

 

Figure 45 - Block diagram of recognition-based prediction (redrawn from [152]) 

Recognition based prediction has been widely explored in the HEV EMS domain, with particular 

attention given to the trade-off between accuracy and computational burden. To reduce the 

computational burden and improve suitability for online control, recent research in this area has been 

aimed at achieving good recognition accuracy with the minimum number of input parameters [152]. 

Some of these strategies have already been discussed in previous sections, such as the adaptive fuzzy-

rule based EMS proposed by Zhang and Fu [194] discussed in section 2.3.4.3.  

Langari and Won [195] demonstrated an adaptive fuzzy rule-based EMS that identified the roadway 

type from a set of reference drive cycles using an ANN and 47 velocity features. This strategy also 
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included a fuzzy-based driving behaviour identifier that used only two inputs. This work is discussed 

further in Section 2.3.4.3. He et al. [196] used an ANN with four input parameters to analyse 120 

seconds of recent velocity data and showed through simulation that an 8.51 % fuel consumption 

improvement compared with no recognition ability could be achieved. Aljaafreh et al. [197] 

constructed a fuzzy-based recognition system that could accurately identify driver behaviour using 

recent velocity and acceleration as inputs. Similarly, Zhang & Xiong used fuzzy logic to identify the 

current driving conditions using 100 seconds of recent vehicle data and three representative drive 

cycles. Their simulation results indicated that a 1.5 % improvement in fuel consumption was possible 

with drive cycle recognition [198]. Zhang et al. [199] showed an A-ECMS that used an ANN to identify 

driver behaviour into three types (moderate, average, and aggressive). Additionally, this strategy 

assumes data regarding the future energy demand was available through a telematics system. Their 

simulation results indicated a 5 – 7 % fuel saving was possible with this method compared to the 

standard ECMS. Most recently, Zhang & Fu [194] proposed an EMS that uses an ANN to classify recent 

trip data into five categories, each representing different driving conditions. Real-time control was 

implemented using five separate fuzzy rule-based systems, each optimised for one of the five 

operating conditions. During operation, the ANN identified which category most closely matched the 

recent trip information, and the fuzzy system optimised for those conditions was used to determine 

the control signals.  

 

Figure 46 Block diagram of experience-based prediction (redrawn from [152]) 
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The methods discussed to achieve MPC for HEV applications differ significantly in their complexity. 

Sun et al. [200] compared the performance of the exponentially varying, Markov Chain and AI-based 

approaches and found that the AI-based method achieved the best prediction accuracy (approx. 27% 

better than the Markov chain and 33% better than the exponentially varying based approaches). 

Additionally, the authors found that the AI-based approach had significantly reduced computation 

time relative to the Markov chain approach (0.2 versus 2.9 seconds). The exponentially varying 

method was the least complex, with a computation time of 0.032 seconds. This study is noteworthy 

as each prediction method was assessed using the same vehicle model and drive cycles; therefore, a 

reasonable comparison could be made. The study found that MPC using the AI-based approach 

reduced fuel consumption by 7% relative to the ECMS method. It is difficult to make comparisons 

between the methods presented in the literature as each author uses different modelling 

methodologies and test cycles, each of which contribute to the prediction accuracy. Additionally, 

authors compare their strategies different a range of other strategies or a globally optimal solution. 

The lack of a consistent benchmark and standard simulation tool to assess the proposed strategies is 

one reason why the indicated fuel savings from these approaches vary significantly. In any case, it is 

clear that the Markov Chain and AI-based approaches offer the most promise regarding prediction 

accuracy and that the use of future information in the EMS can lead to improved fuel economy. Both 

the Markov Chain and AI-based approaches are reliant on the training data used, and where this differs 

significantly from the driving conditions on the vehicle, the prediction accuracy and EMS performance 

will be degraded. 

2.4 Literature Review Summary 

This literature review shows that a vast amount of research has been conducted in the HEV EMS 

domain. Using classification systems established in the literature, the main topics have been examined 

individually and assessed for their usefulness within this project. However, it has also been shown that 

the classification system adopted by some researchers is poor at categorising advanced strategies, as 

many use a combination of different methods. Most research in this area aims to propose strategies 

to minimise energy consumption or achieve a trade-off between minimising energy consumption and 

emissions. However, comparisons between different research are difficult due to the lack of a 

standard benchmark system. Authors demonstrate the performance of their strategies using a range 

of test cycles, vehicles, and modelling methods. Each of these factors influences the results presented, 

and therefore, the results are incomparable unless the same modelling methods, test cycle and vehicle 

are evaluated. Nevertheless, this examination of existing research has found some recurring themes, 

and a decision regarding the most appropriate methods for this specific project can be made. 
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Model-based design is frequently used to evaluate the performance of proposed EMSs. Forward-

facing vehicle models are the most common method presented in the literature, as these models can 

be used to evaluate a proposed control system's performance directly. However, the majority of these 

models rely on quasi-static methods that negate the transient effects of the system. The rationale 

behind this approach is reduced computational and development times, useful for optimisation 

processes and real-time control. For drivetrain dynamics and energy consumption estimates, the 

transient behaviour of the system is significant. Black-box and grey-box modelling methods have been 

shown to be capable of capturing complex system dynamics with minimal processing requirements 

and development time. Within this project, a substantial quantity of relevant vehicle performance 

data is available. Therefore, black- and grey-box modelling methods will be used to develop a forward-

facing vehicle model that includes transient behaviours of interest suitable for real-time simulation 

and optimisation processes. The performance of the proposed model will be validated against 

available vehicle data captured from the target vehicle. The objective of the vehicle model is the 

accurate simulation of energy consumption and drivetrain dynamics.  

A recurring theme in the literature review, present in many strategies, was the trade-off between 

energy consumption and emissions. Due to the combustion processes within a diesel ICE, 

improvements to fuel efficiency may result in increased NOx emissions. To resolve this trade-off, many 

strategies opted for a weighted sum approach that aimed to achieve a compromise between improved 

efficiency and improved emissions. These strategies utilised steady-state performance maps to 

evaluate the change in emissions. Within this project, similar performance maps for the various engine 

emissions were not available, and it was outside of the project's scope to conduct the necessary ICE 

experiments required to generate such data. Therefore, this project prioritised improving the vehicle's 

overall efficiency, as these improvements could be demonstrated using validated models. 

Furthermore, as discussed in Section 1.3, the UK bus industry has already significantly reduced NOx 

emissions using a range of after-treatment technologies.  

Another theme revealed in the literature review was the lack of physical testing of the proposed EMSs. 

The vast majority of research demonstrate novel strategies using simulation tools, which may not 

accurately represent the physical system in its entirety. Therefore, the results presented in the 

literature may not reflect the actual system performance. Furthermore, the challenges of converting 

control systems designed for simulation models into implementable machine code are usually 

neglected. As discussed in Section 1.8, an objective of this project is the implementation of an EMS of 

the physical vehicle using the existing hardware. After examining the hardware present on HEV96, it 

was clear that the proposed strategy needed minimal computational resources. Therefore, strategies 
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that have been shown capable of real-time implementation with minimal computational effort were 

deemed preferable.  

It is clear from the body of research examined that deterministic rule-based strategies are the most 

simple and effective means to develop an EMS for an HEV. However, these strategies require lengthy 

development and cannot be applied to new vehicles without significant redevelopment. On the other 

hand, fuzzy rule-based strategies offer improved flexibility when applied to new vehicles, as rule-bases 

can be modified without significant reprogramming. Additionally, optimisation processes can be 

applied to design these strategies, automating the programming workflow and ensuring good 

performance. Global Optimisation methods are unsuitable for real-time control; however, they 

provide a useful benchmark to compare the performance of sub-optimal strategies. Additionally, as 

this method requires the use of a quasi-static backwards-facing vehicle model, the globally optimal 

solution obtained may not be accurate when applied to the real system. Real-time optimisation-based 

strategies offer the most promising approach to achieving near-optimal performance; however, these 

methods require greater computational resources and the challenges surrounding implementing 

these strategies on the physical vehicle are often neglected.  

Based on the literature review findings and the project objectives, it was determined that a fuzzy-rule 

based strategy was the most appropriate method for use in this project. Some papers have 

demonstrated the successful implementation of fuzzy rule-based systems on real-world HEVs, and the 

processing requirements of this method are notably less than the optimisation-based approach. 

Additionally, offline optimisation methods such as GA and PSO have been shown to improve the 

performance of a fuzzy-based EMS considerably, without affecting the processing requirements 

required when used on the vehicle. Therefore, the proposed fuzzy-based EMS will be optimised for 

bus applications using a meta-heuristic algorithm such as GA. Both the MFs and rule base will be 

optimised simultaneously using results generated by the vehicle model. 

Lastly, it was clear from the results presented by many authors in the literature review that adapting 

to the current or future operating conditions can improve overall system performance. A significant 

amount of research has been conducted on incorporating telematics data or energy demand 

predictions into the design of the EMS. For this project, telematics data is not available and therefore, 

this method could not be considered without the use of additional hardware on the vehicle. Some 

examples of predictive and adaptive fuzzy rule-based systems have been demonstrated in the 

literature, and the results show that these methods are suitable for real-time implementation. Buses, 

in particular, have a unique advantage where they regularly operate on predefined routes and 

therefore predicting the upcoming energy demand using a library of historical data would be very 
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feasible. Ideally, an HEB EMS would utilise recorded trip information to optimise the EMS parameters. 

With a sufficient volume of information, energy demand predictions could be updated based on the 

time of day, date, weather and traffic information. Unfortunately, designing such a system is outside 

of the scope of this project. Furthermore, while adapting to the current or future operating conditions 

has been shown to improve performance, the reduction in energy consumption is less significant than 

the improvement due to optimisation. In a study presented by Montazeri & Mahmoodi [193], 

discussed in section 2.3.6.2.4, the performance of an optimised fuzzy rule-based strategy with and 

without predictive features was demonstrated through simulation. These authors found that 

optimising the fuzzy system resulted in a 15 % improvement to energy consumption, whereas the 

predictive features only improved energy consumption by a further 6 %. Therefore, while predictive 

and adaptive features can improve performance, in this project, the focus will be an optimised system 

that demonstrates a significant real-world improvement. The proposed strategy will be suitable for 

the inclusion of additional adaptive and predictive elements; however, these are outside this project's 

scope. 

Based on the literature review, the following objectives were defined: 

• Most research investigating HEV EMS validate the performance of the strategy using models 

that neglect transient system behaviour. To address this gap, this project will develop a 

forward-facing vehicle model that features transient system behaviour to demonstrate the 

effect any proposed EMS has on energy consumption. The vehicle model will be developed 

using black- and grey-box modelling methodologies utilising the relevant vehicle data 

available. The vehicle model will be validated using further real-world test data to 

demonstrate its reliability.  

• The literature review found that recent research has focused on real-time optimisation-based 

strategies, while neglecting the practicalities of real-world implementation. This research 

addresses this gap by developing a strategy that can be optimised for bus applications but is 

also capable of implementation on a typical vehicle ECU. This will be achieved by creating an 

EMS using fuzzy logic and a meta-heuristic algorithm to simultaneously optimise all the fuzzy 

system parameters. Therefore, the entire design of the fuzzy system will be optimised using 

machine learning to minimise energy consumption on the HEV96 platform.  

• As discussed throughout this chapter, very few papers demonstrate system performance 

through real-world testing. Therefore, this project will address this gap by implementing the 

final EMS on the physical vehicle and demonstrate through real-world testing the 

performance of the new strategy.
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Chapter 3 

Vehicle Modelling 

3.1 Introduction 

This chapter describes the development of a simulation tool suitable for the MBD of an EMS. Different 

aspects of the vehicle were modelled and validated individually before being combined into a 

complete system model. The system model was then validated using data generated from the vehicle 

while tested on a rolling road and data generated from a similar vehicle operating on a real bus route 

in Brighton. 

3.2 Software Selection 

MATLAB and Simulink were selected for the development of the HEV model. This selection was due in 

part to the author's familiarity with the MATLAB language but also because of the control system 

development work required. At QUB, there is an extensive research license for MATLAB/Simulink, 

enabling complete access to all the tools available with the software. One key feature was the 

automatic code generation capabilities. A key deliverable within this project was the real-world 

implementation of the control strategy on the physical hardware. On the vehicle considered in this 

work (Wrightbus HEV96), the EMS was implemented on the existing central ECU, the Continental 

ZR32-A [201]. The existing EMS was programmed using logi.CAD, which is an integrated development 

environment (IDE) for graphically creating control systems using ladder logic [202]. Logi.CAD features 

limited offline simulation capabilities to test control logic and does not contain any ODE solvers to 

simulate system dynamics. Additionally, compared to MATLAB/Simulink, implementing advanced 

control functions such as an ANN would be extremely difficult and time-consuming. However, logi.CAD 

does support the use of IEC 61131-3 Structured Text, a programming language widely used in 

programmable logic controllers (PLC) [203]. MATLAB/Simulink offers a toolbox called 'Simulink PLC 

Coder' that enables Simulink models to be exported as Structured Text for use in other software 

environments [204]. With the Simulink PLC Coder toolbox, control systems can be designed using the 

wealth of functionality provided with MATLAB/Simulink, tested using Simulink system models, and 

then exported as Structured Text for use in other software environments. This approach ensured that 

the project deliverables would be compatible with the programming workflow currently used by 

Wrightbus. For this reason, MATLAB/Simulink was selected for use in this project, as it enabled the 
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creation of a bespoke HEV model that could be used for the MBD of an advanced control system, 

which could then be exported and implemented into the IDE currently used by Wrightbus. 

3.3 Introduction to Simscape 

Simulink provides a wealth of functions that enable both control systems and physical systems to be 

modelled at varying levels of fidelity. Within the Simulink IDE, additional suites of functions, known as 

toolboxes, provide additional application-specific functionality to aid development. For modelling 

physical systems, MATLAB recommends the use of the Simscape library [205]. Simscape provides a 

library of physical component models that enable multi-domain system modelling, including electrical, 

hydraulic, mechanical, and thermal domains. Simscape is both a graphical-based IDE for physical 

system modelling and a programming language that enables the creation of bespoke physical models 

for use in the Simscape modelling framework [206]. It is part of the wider Simulink environment but 

optimised explicitly for modelling physical systems. Simscape models are created within the same 

Simulink environment and can be embedded with other Simulink models, allowing the use of both 

methods in the same project.  

In addition to the core library of physical component models, Simscape also provides application-

specific models, such as the Simscape Driveline library that features powertrain component models 

suitable for this project [207]. Any bespoke component modelling required can be conducted using 

the Simscape textual programming language or the equation-based approach with Simulink blocks in 

the same environment. Simscape also features automatic equation simplification to reduce 

computational processing requirements [208]. When executing the model, Simscape parses the 

schematic and determines the mathematical formulation that most efficiently describes the system. 

For these reasons, where possible, the Simscape methodology was used to model the vehicle 

components in this project. Different aspects of the vehicle were modelled independently and later 

combined into a single model. The following sections describe the development of the subsystem 

models.  

3.4 Modelling Drivetrain Dynamics 

The vehicle considered in this study was introduced in Section 1.7. It is a P3 parallel HEB that contains 

two 35 kW MGUs positioned at opposite sides of the transmission output shaft. The torque from the 

MGUs was transferred to the drivetrain and vice versa using a belt and pulley system, shown in Figure 

47.  
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Figure 47 HEV 96 MGUs and belt/pulley system 

At the beginning of this project, several prototype vehicles featuring the final drivetrain configuration 

had already been constructed, and a large quantity of experimental test data was available. Therefore, 

a grey-box modelling approach utilising the available data was adopted to model the vehicle dynamics 

as accurately as possible and with the minimum development time. In particular, the use of 'coast-

down' data sets was employed when modelling the drivetrain dynamics.  

Coast-down tests are widely used in the automotive domain to determine the unknown coefficients 

in the vehicle dynamics equations. Vehicles are frequently tested using chassis dynamometers (also 

known as rolling roads) to measure vehicle performance without using a test track. However, the 

forces a vehicle experiences on a dynamometer are different from those experienced on the road. 

There is no aerodynamic drag on a dynamometer, and there is an additional resistive force due to the 

inertia of the dynamometer system. For the dynamometer testing to accurately reflect real-world 

performance, the dynamometer adjusts the resistive loads experienced by the vehicle at the wheels. 

For example, the aerodynamic drag experienced by the vehicle is a function of velocity; therefore, to 

simulate this on a dynamometer, a variable braking force is applied at the wheels. Coast-down tests 

are often performed to determine the appropriate settings to simulate the forces present on the 

actual vehicle [209].  

A coast-down test consists of testing the vehicle on a flat road surface where the vehicle is driven at a 

given velocity (ideally higher than the max velocity in the drive cycle to be tested), the transmission is 

set to neutral so that the ICE is disconnected from the drivetrain, and the vehicle is allowed to 

decelerate naturally until at rest. The rate at which the deceleration occurs is recorded, and the test 

is repeated several times. Ideally, the wind speed should be negligible; however, repeating the test in 

both directions on a straight road can help compensate for the wind speed’s effect on the data. When 

the vehicle is naturally decelerating and the transmission is set to neutral, the only forces acting on 



Vehicle Modelling 

88 

 

the vehicle are the aerodynamic drag, rolling resistance and the inertia of the drivetrain components 

downstream of the transmission, including the wheels. Using the deceleration data, an estimate of 

these forces can be determined as a function of velocity. These forces can then be used as settings for 

the dynamometer control system that regulates the braking force experienced at the wheels as a 

function of velocity. 

Most of the coefficients required for the vehicle dynamics equations listed in Section 2.2.2 were 

relatively straightforward to measure; however, some were unknown and difficult to obtain. These 

unknown parameters can be determined using the coast down data by optimising the unknown values 

until the simulated coast down velocity matches the recorded coast down velocity as closely as 

possible. To implement this method, a model of the drivetrain downstream of the transmission was 

created using Simscape. Figure 48 is an image of this model in Simulink/Simscape. The light green lines 

in Figure 48 indicate the rotational mechanical domain, the dark green indicates the translational 

mechanical domain and the brown lines indicate data. Each block in the model represents a different 

aspect of the drivetrain dynamics. A lumped inertia block in the model represents the inertia of the 

rotating components, including the wheels. For any torque applied, the lumped inertia block will 

generate a resistance to acceleration according to (16), where 𝜏𝑖𝑛𝑡 is the resistive torque, 𝐽 is inertia 

and 𝜔 is the angular velocity. The differential block converts the rotational velocity and torque from 

the driveshaft to the wheels and vice-versa. The tyre blocks represent a simple tyre model that 

converts the rotational velocities into translational velocities. The rolling resistance block implements 

the resistance due to tyre deformation according to (3). The rolling resistance from all four tyres were 

combined in this model as a single force. The vehicle dynamics block implements the aerodynamic 

drag and gravitational resistive forces according to (2) and (4). The gradient and wind speed are 

assumed to be negligible for the coast-down test. The remaining blocks in the model calculate the 

difference between the reference velocity and the simulated velocity to determine the cumulative 

absolute error between the coast down data and the simulated data. This value was then used in the 

optimisation process as the cost function. The Simscape model uses the Backward Euler method to 

solve the differential equations numerically, and a fixed time step of 0.01 seconds was used.  

 
𝜏𝑖𝑛𝑡 = 𝐽

𝑑𝜔

𝑑𝑡
 

 

(16) 
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Figure 48 Vehicle dynamics model in Simscape 
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The Simscape blocks also enable higher fidelity modelling methods to be used. For example, rather 

than defining a constant rolling resistance coefficient, this force can be modelled as a function of tyre 

velocity and pressure. Likewise, the forces acting on each axle due to the shift of the vehicle's centre 

of gravity during acceleration can be modelled and used as an input to the longitudinal dynamics 

equations. However, for this work, it was assumed that the rolling resistance coefficient remained 

constant, and the vehicle's mass was applied evenly to all four tyres such that the centre of gravity 

does not change during acceleration or deceleration. These assumptions can lead to modelling errors; 

however, by using a grey-box modelling approach, the assumptions can be compensated by the 

estimated parameters. For instance, the meshing losses found in the differential are assumed to be 

negligible; however, there is a minor loss. Using the grey-box modelling approach, the optimisation 

process determines the estimated parameters required so that the model outputs match the recorded 

data and inherently capture the underlying system dynamics. The estimated values may differ from 

the real parameters, but this approach can generate a highly accurate model like the black-box 

methodology.  

Table 14 defines the variables used in the model, and Table 15 lists the variables to be estimated. 

Initial values for the unknown parameters were used to develop the model. Upper and lower bounds 

were used in the optimisation process to ensure the estimated parameters obtained were reasonable. 

These bounds and initial values were based on data available for similar vehicles. Figure 49 illustrates 

the coast down data used for the optimisation, which is an average of multiple test runs in both 

directions. Figure 49 also illustrates the simulated velocity from the model using the initial values listed 

in Table 15. In the recorded data, the vehicle begins at a velocity of 19.59 m/s and decelerates to rest 

for approx. 180 seconds. The model begins at the same velocity, and the simulated deceleration takes 

approx. 191 seconds. The initial values provide a reasonable deceleration rate similar to the actual 

vehicle, and the cumulative absolute error between the simulated and recorded velocities was 79.67. 

PSO was selected as the optimisation method to minimise the error between the recorded and 

simulated coast down velocities. As discussed in Section 2.3.4.5.3, it is a derivative-free meta-heuristic 

search process that generates results through an evolutionary process. The Global Optimisation 

Toolbox in MATLAB was used to implement the PSO algorithm. The algorithm was set up to evaluate 

25 solutions per generation and allowed to run for 35 generations. The inertia factor applied to each 

particle ranged from 0.1-1.1 depending on the particle's fitness value relative to the best performing 

solution, while the self-confidence and swarm-confidence factors were both set to 1.49. Several 

optimisations were trialled where the imposed bounds were varied, and the algorithm was adapted 

to process more solutions/generations. However, the best performing solution overall obtained a 

fitness value of 16.22. Repeating the optimisation process helps ensures that the algorithm obtains 
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the global minimum and does not return a local minimum. Figure 50 illustrates some of the results 

from the algorithm, where each marker represents the best performing solution per iteration. The 

algorithm converges on the optimal solution within four iterations. The best performing values are 

listed in Table 16, and Figure 51 demonstrates that the model now closely matches the recorded coast 

down data. 

Table 14 Vehicle dynamics model: Constant variables 

Constant Parameter Value 

Vehicle Mass (kg) 13217 

Differential Ratio 7.38 

Tyre rolling radius (m) 0.477 

Windspeed (m/s) 0 

Gradient (°) 0 

Gravitational acceleration (m/s2) 9.81 

Air density (kg/m3) 1.225 

Frontal Aera (m2) 11.0754 

Initial Velocity (m/s) 19.59 

Table 15 Vehicle dynamics model: Estimated variables 

Estimated Parameter Initial Values / Upper and Lower Bounds 

Coefficient of drag (-) 0.7 / 0.6-0.8 

Coefficient of rolling resistance (-) 0.008 / 0.0045-0.01 

Lumped inertia term (kgm2) 300 / 1-600 
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Figure 49 Recorded coast down data (average) and simulated coast-down using initial values in Table 15 

 

Figure 50 Fitness value of best performing solution per iteration 

Table 16 Best performing solution 

Estimated Parameter Optimised Values 

Coefficient of drag (-) 0.6 

Coefficient of rolling resistance (-) 0.01 

Lumped inertia term (kgm2) 480.5884 
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Figure 51 Comparison of recorded data and simulation results using estimated variables 

Further validation is required on the model to ensure it performs equally well when tested using data 

separate from the training data set. However, these initial results indicate that the model can 

accurately reproduce the forces experienced on the vehicle.  

3.5 Modelling the Transmission 

3.5.1 Introduction 

The vehicle in this study features a Voith DIWA (differential wandler) transmission. The DIWA acronym 

stands for differential and wandler, German for differential and converter, referring to the combined 

mechanical and hydrodynamic power transmission in first gear. It is a 4-speed automatic transmission 

designed for heavy-duty vehicles with an integrated transmission retarder. Unlike manual 

transmissions that use a clutch to transfer power between the ICE and the drivetrain, automatic 

transmissions typically use a hydrodynamic torque converter. When a vehicle is in gear, the ICE is 

mechanically linked to the wheels. If the ICE cannot provide sufficient torque to overcome the resistive 

forces acting on the wheels, the ICE speed will reduce until the vehicle stalls. Therefore, manual 

transmissions feature a clutch that can physically disconnect the ICE from the drivetrain, enabling it 

to rotate independently of the wheels. Automatic transmissions achieve the same function using a 

torque converter, a fluid coupling that can vary the amount of power transferred between the ICE and 

drivetrain. A torque converter consists of a housing filled with oil, an impeller driven by the ICE, a 

stator that assists the oil flow, and a turbine driven by the flow of oil that drives the output shaft. This 

mechanism enables a speed difference between the ICE and drivetrain and is ideally suited for the 

start-off function [65]. When the ICE is idling, a small amount of torque is transferred to the drivetrain, 
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which provides the 'creep' functionality found in automatic vehicles. As the ICE speed increases, the 

flow of oil increases and more power is transmitted through the turbine to the drivetrain.  

This transmission features several clutch plates and disk brakes that are controlled electronically using 

an oil pump, solenoid valves and pistons that apply pressure to the clutch plates [210]. The clutch 

plates and disk brakes direct the flow of power through the transmission. Unlike most automatic 

transmissions, the first gear on this vehicle transfers power through two separate paths using a 

differential, one mechanical and one hydrodynamic. In gears 2 – 4, the power transmission is purely 

mechanical. In gears 2 – 4, the pump brake is closed, which stops the pump impeller from rotating, 

and the turbine wheel is disconnected from the power flow by opening the turbine brake. This process 

effectively removes the torque converter from the transmission in these gears. However, the torque 

converter also acts as a transmission retarder, whereby a braking force can be generated by engaging 

the turbine brake and reverse gear transmission. This results in the turbine wheel rotating in the 

opposite direction to first gear, directing oil towards the stator and the fixed pump impeller. A braking 

force is then generated due to the viscous drag of the oil and the obstructed flow caused by the stator 

and impeller. The kinetic energy is converted to heat and dissipated by the heat exchanger. The 

purpose of the transmission retarder is to reduce the dependence on the wheel brakes (foundation 

brakes), which wear quickly and perform worse when overheated (brake fade).  

3.5.2 Transmission Dynamics Model 

Due to the complexity of the transmission considered in this study, a simplified model was required 

for system-level analysis and real-time simulation. Therefore, a quasi-static approach was adopted 

using lookup tables provided by the manufacturer that describe the overall transmission behaviour, 

including losses. In first gear, the combined mechanical and hydrodynamic power transmission was 

defined by a variable torque ratio, 𝜇, which is a function of the speed ratio 𝜈. Figure 52 shows how the 

torque ratio varies with the speed ratio. 𝜇 and 𝜈 are defined in (17) and (18). The torque transfer in 

gears 2-4 is purely mechanical, and a constant torque ratio is used (listed in Table 17). Figure 53 to 

Figure 56 characterise the transmission efficiency in each gear as a function of the torque and speed 

of the input shaft. With this information, the torque transfer across the transmission can be modelled 

using (19), where M1 is the input torque, and M2 is the output torque of the transmission.  

 𝜈𝑡𝑟𝑎𝑛 =
𝑛2

𝑛1
 (17) 

 
𝜇𝑡𝑟𝑎𝑛 =

𝑀2

𝑀1
 

(18) 
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  𝑀2 = 𝑀1 × 𝜇tran × 𝜂𝑡𝑟𝑎𝑛 (19) 

 

Figure 52 Overall torque ratio in first gear as a function of speed ratio 

Table 17 Overall torque ratio and inertia of transmission in each gear 

Gear Torque Ratio Transmission Inertia (kgm2) 

Neutral - 0.99 

1 DIWA 1.13 

2 1.43 1.20 

3 1 1.47 

4 0.7 1.91 
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Figure 53 Transmission efficiency – Gear 1 

 

Figure 54 Transmission efficiency – Gear 2 
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Figure 55 Transmission efficiency – Gear 3 

 

Figure 56 Transmission efficiency – Gear 4 
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When the ICE applies torque to the transmission and the drivetrain, the resulting acceleration is a 

function of the total inertia and the torque/gearing ratios throughout the drivetrain. The torque 

generated from the ICE is multiplied according to the gearing ratios found in the transmission, 

differential, and wheel. Therefore, the torque generated at the wheel is significantly larger. Similarly, 

any resistive forces experienced by the vehicle are considered in terms of a resistive torque at the 

wheel, multiplied by the gearing ratios throughout the drivetrain and ultimately experienced as a 

resistive force at the ICE. Equation (16) in Section 3.4 defines the angular acceleration due to an 

applied torque. Therefore, the total drivetrain inertia and resistive forces must be considered to 

calculate ICE speed changes. While the torque is multiplied by the gearing ratios, the effective inertia 

of rotating components changes according to (20), where 𝐽𝑜𝑢𝑡 is the inertia following the gearing, 𝐽𝑖𝑛 

is the inertia before the gearing, N is the gearing ratio and 𝐽𝑔𝑒𝑎𝑟 is the inertia of the gearing 

component.  

 𝐽𝑜𝑢𝑡 = 𝐽𝑖𝑛 × 𝑁2 + 𝐽𝑔𝑒𝑎𝑟 
(20) 

For example, to calculate the change in engine speed, the drivetrain acceleration is calculated as a 

function of the torque applied minus the resistive forces expressed as a torque at the ICE according to 

the gearing ratios. To calculate the inertia of the drivetrain experienced at the ICE, (20) is used. Starting 

with the wheel inertia, the inertia of each component prior to a gearing ratio is added together and 

then multiplied by the square of the gear ratio. The inertia of the gearing component is then added 

and this process is repeated until the inertia experienced at the ICE is calculated. Using the rotational 

mechanical domain simulation tools within Simscape, (16) and (20) are automatically implemented 

such that the torque and inertia experienced at any point in the system satisfies these equations. For 

Simscape to solve rotational dynamics, each component must contain an inertia parameter. In the 

previous section, the inertia of the components downstream of the transmission were lumped into a 

single variable. The transmission model uses a variable inertia value based on Table 17.  

Figure 57 illustrates the transmission model created in Simscape. The light green lines indicate the 

mechanical rotational domain, where information regarding the torque, rotational velocity and inertia 

is sent in both directions. The 'Downstream Torque' block represents the mechanical connection with 

the drivetrain downstream of the transmission. It can be thought of as the output shaft of the 

transmission. Likewise, the 'Upstream Torque' block is the mechanical connection with components 

upstream of the transmission, representing the transmission input shaft. When the vehicle simulation 

is executed, information regarding any applied torque, component inertias and other losses included 

in the model is evaluated such that the resulting motion satisfies the effects present on the complete 

drivetrain. For example, a resistive torque experienced at the wheel due to the vehicle's aerodynamic 
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drag is multiplied by the gearing ratios while considering losses and experienced as a smaller resistive 

torque at the ICE, affecting the angular acceleration of the complete drivetrain.  

For simplicity, the transmission was modelled using Simscape blocks representing a variable inertia, 

torque ratio, and efficiency. The brown lines represent physical signals used to adjust the inertia, 

torque ratio and efficiency parameters throughout the simulation. The 'Transmission Data' block is a 

subsystem where the appropriate transmission parameters were calculated, and the 'Gear Shift Logic' 

subsystem determines the gear changes during the simulation.  

Figure 58 shows the 'Transmission Data' subsystem, where the torque ratio and efficiency data 

provided by the manufacturer were implemented. The 'Gear Signal' block is an input to the subsystem 

that controls the gear changes. The information provided by the manufacturer states that the average 

gear shift length is approx. 0.8 seconds; however, it is assumed to be instantaneous in this work. The 

Gear Signal is an input to three multi-port switches, labelled 'Transmission Inertia', 'Torque Ratio' and 

'Transmission Efficiency'. These switches change the outputs from the subsystem depending on which 

gear is active, where zero corresponds to neutral. ‘J_G0’ to ‘J_G4’ are the inertia values for each gear 

listed in Table 17. The torque ratio in first gear is a function of the transmission speed ratio and is 

provided by the lookup table '1stGear Torque Ratio', shown in Figure 52. Gears 2-4 use a constant 

torque ratio. The efficiency maps for each gear are encoded in the lookup tables labelled '1stGearEff' 

to '4thGearEff', where the simulated ICE speed and torque are used as inputs. This approach uses 

steady-state lookup tables to model the transmission efficiencies; however, the resulting shaft 

dynamics are modelled dynamically using (5). 
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Figure 57 Transmission model 
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Figure 58 ‘Transmission Data’ subsystem 
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3.5.2 Transmission Control System 

The transmission control system was replicated in Simulink using the information provided by the 

manufacturer. This system determines when the gear shifts are initiated based on the ICE speed, 

acceleration, and APP. If a high torque demand is present, indicated by a large APP value, the 

transmission will shift at a higher engine speed, enabling greater acceleration. Conversely, the 

transmission will shift at a lower ICE speed if a low torque demand is required. This adaptive gear 

shifting strategy aims to improve fuel consumption while enabling sufficient acceleration when 

required [210]. The APP is converted into a discrete 'Load Signal', which varies between 0 and 6. The 

APP value at which the Load Signal changes is different for upshifts and downshifts to prevent 

repeated shifting when the APP is around the threshold values, as illustrated in Figure 59. Figure 60 

shows the shift maps used on the vehicle that defines when each gear change occurs. In each plot, 

several lines, labelled L0 to L6, correspond to the different Load Signals. The point at which the 

transmission initiates a gear change varies based on the active Load Signal. The gear change begins 

when the input shaft speed and acceleration cross the shift line currently being used.  

 

Figure 59 Load signal with hysteresis 
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Figure 60 Gear shift maps 

(a) 1st to 2nd gear  (b) 2nd to 3rd gear  (c) 3rd to 4th gear  

(d) 4th to 3rd gear  (e) 3rd to 2nd 

gear  

(f) 2nd to 1st 
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Figure 61 demonstrates the 'Gear Shift Logic' subsystem, where the transmission control strategy was 

implemented in the model.  The inputs to this subsystem are the simulated velocity, ICE speed and 

APP.  There are a further six subsystems within this part of the model and an FSM labelled 'Gear State'. 

The 'LoadSignal Calc' subsystem determines which load signal is active based on the APP, as described 

in Figure 59.  

Figure 62  shows the 'LoadSignal Calc' subsystem in Simulink, where the APP is converted into two 

discrete values representing the load signal. The 'difference' block calculates the change in the APP 

value, which is then compared to zero to determine if it is increasing (positive) or decreasing 

(negative).  If the APP is increasing, the output of the comparator block will be 1. This signal is then 

used to control a switch, determining which lookup table is used to generate the Load Signal.   

There are six further subsystems in the 'Gear Shift Logic' subsystem, labelled G12, G23, …, G21, that 

correspond to each of the possible gear changes. The data from Figure 60 was encoded into each 

subsystem, as shown in Figure 63, which illustrates the subsystem 'G12'. Within each of these 

subsystems, there are seven lookup tables, each corresponding to the seven possible ‘Load Signals’ 

(L0 – L6). The input to each lookup table is the simulated ICE speed, which is equal to the transmission 

input speed. The output is the input shaft acceleration at which the gear shift begins according to the 

active load signal. The ‘Load Signal’ is used as an input to a multi-port switch that controls which of 

the lookup table outputs is used in the 'Gear Shift Logic' subsystem. The output of these subsystems 

was labelled 'NdotL'.  

In the 'Gear Shift Logic' subsystem (Figure 61), there is a Stateflow block that represents the FSM 

illustrated in  Figure 64. In this model, it was used to represent which gear was active. The initial state 

of the FSM is 'Neutral', during which the variable 'Gear Signal' is zero. When the APP is greater than 

zero, the FSM changes state to 'First', at which point the Gear Signal variable becomes 1. As shown in 

Figure 61, the output of the FSM was used to control two multi-port switches that change which 

subsystem (G12, G23, …, G21 ) was used. Additionally, Figure 61 also shows that the change in the ICE 

speed signal is calculated and compared to zero to determine whether it is increasing or decreasing. 

Depending on this, the input to the switch labelled 'Accel/Decel' will be either 1 (if ICE speed is 

increasing) or 0 (if ICE speed is decreasing). This logic determines which three of the six subsystems 

are used. If the ICE speed is increasing, then the path that includes G12, G23, G34 will be active. If the 

ICE speed is decreasing, then the path that includes G43, G32, G21 will be active.  

For example, if the Gear signal is 2, and the input shaft speed is increasing, then the output of 

subsystem G23 (NdotL) will be used as the input to the FSM 'Gear State'. NdotL is the transmission 

input shaft acceleration at which the shift occurs. Ndot is the simulated transmission input shaft 
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acceleration. Ndot is equal to the derivative of the simulated ICE speed and is calculated using the 

derivative block.  

Continuing this example, as illustrated in Figure 64, when the input shaft acceleration (Ndot) is greater 

than NdotL, the FSM will transition to the 'Third' state. This updates the output of the FSM, 'Gear 

Signal', to 3, which updates the subsystems and lookup tables used. If the ICE speed is decreasing, 

subsystems G43, G32, G21 are used to generated NdotL. Once Ndot is less than NdotL a downshift will 

occur. Finally, if the simulated velocity and APP are both equal to 0, the model transitions to the 

'Neutral' state.  
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Figure 61 ‘Gear Shift Logic’ subsystem in the transmission model 
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Figure 62  ‘Load Signal Calc’ subsystem 

 

 

Figure 63 ‘G12’ subsystem  
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Figure 64 ‘Gear State’ FSM that determines the current gear used in the model
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3.6 ICE Model 

3.6.1 Introduction 

The ICE used on HEV96 was a Euro VI, 5.1-litre inline-four-cylinder turbocharged diesel engine 

manufactured by Daimler for heavy-duty applications [211]. Some of the key information regarding 

this ICE is presented in Table 2 (Section 1.7). As discussed in Section 2.2.2, a quasi-static modelling 

method is generally used to estimate fuel consumption and emissions based on steady-state test data 

for system-level analysis. Figure 65 shows a steady-state fuel consumption map that can be used for 

this type of simulation. The contour lines indicate regions of constant efficiency as a function of ICE 

torque and speed. From this data, it can be seen that peak efficiency is 187 g/kWh at approximately 

1400 rpm and 750 Nm. However, the map does not provide any data for the ICE below 1000 rpm. 

Therefore, an alternative method, such as extrapolation, would be required when simulating vehicle 

performance in this region. Additionally, no information regarding emissions performance was 

available.  

3.6.2 Transient Fuel Consumption Model 

Quasi-static fuel consumption modelling provides reasonable approximations of ICE performance. 

However, this approach assumes the transient behaviour of the engine is negligible. Transient fuel 

consumption and emissions have been shown to be many times greater than steady-state operation. 

Figure 66 illustrates a comparison between PM emissions during transient and steady-state operation 

[212]. Other studies have shown that fuel consumption during transient operation can be 6-30% 

greater than the equivalent steady-state conditions [213]. There are many reasons for this difference 

in performance. Most notably for turbocharged diesel engines, the operating characteristics of the 

turbocharger are significantly different during transients. At steady-state, the rotational speed of the 

ICE, fuelling and boost pressure are effectively constant. Whereas, during transients, the ICE speed, 

fuelling rate and boost pressure are continuously changing. This can result in non-stoichiometric 

conditions due to the delay between changes in the fuelling rate and cylinder pressure because of the 

limited response time of the turbocharger. As a result, excessive fuelling and increased emissions can 

occur relative to the equivalent steady-state conditions.  



Vehicle Modelling 

110 

 

 

Figure 65 Fuel consumption map for HEV96 ICE 

 

Figure 66 Transient vs. steady-state PM emissions during a typical load increase event of a turbocharged diesel 
engine (redrawn from [212]) 

For real-time simulation, where a low computational burden is required, the steady-state approach is 

reasonable. An alternative approach is the detailed simulation of the fluid mechanics and chemical 

reactions within the cylinders to better represent the actual system. However, this approach requires 

complex high-fidelity physics-based models representing the in-cylinder processes, inlet and exhaust 

manifold pressures, exhaust-gas recirculation, turbocharger, fuel injection rate, exhaust gas 

temperature, cylinder wall temperatures and more [214]. Such models can require long development 

times and considerable processing requirements, making them unsuitable for real-time simulation. In 

the literature, some authors have investigated methods to accurately model transient fuel 

consumption and emissions, while achieving a low computational burden suitable for control-oriented 

simulations. Two distinct categories of research in this area have emerged: (i) transient-correction-

based modelling, where corrections are made to steady-state-based predictions to account for 
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transient behaviour; and (ii) direct dynamic-variables-based modelling, where transient models use 

dynamic variables such as velocity, engine speed, and acceleration directly [213]. 

Chiara et al. [191] demonstrated a transient-correction-based fuel consumption model where an 

estimated AFR adjusted the output of the steady-state map. This work required complex sub-models 

to generate the AFR correction factors. Similar models were proposed by Lindgren [215] and later by 

Guang & Jin [216], where the change in ICE torque and speed was used to adjust the steady-state fuel 

consumption to account for transient behaviour. However, the calibration of the correction factors in 

these works required specific experimental ICE testing, which may not always be available.  

Two separate examples of a direct dynamic-variables-based fuel consumption model where the 

transient fuel consumption was estimated as a function of vehicle acceleration were published by Ahn 

et al. [217] and Wei et al. [218]. The limitation with these approaches is that the effect of road 

gradients is neglected by only considering velocity and acceleration. Depending on the gradient, the 

torque and fuel consumption required to achieve the same velocity will vary.  

There is a need in the literature for a method to generate transient fuel consumption models suitable 

for real-time simulation and control orientated applications utilising variables readily available during 

system-level analysis. Some methods, such as the transient-correction-based modelling approach, 

have been proposed; however, this method requires specific ICE testing that may not always be 

available. In this work, a novel method was developed to estimate transient fuel consumption utilising 

a recurrent ANN. This method made use of the vehicle data available at the start of the project that 

was recorded while the vehicle was tested on a dynamometer. Therefore, specific ICE testing, such as 

the kind required to generate steady-state maps, was not required. Additionally, the inputs to the 

model were limited to the ICE torque and speed, which are commonly available during system-level 

simulations. Therefore, no additional sub-models were required. It has become more common for 

vehicle manufacturers to use the same ICE in various vehicles, and many HEVs are based on pre-

existing drivetrains for which real-world transient data may already be available. The method 

proposed here makes use of this data to generate a fuel consumption model that can accurately 

estimate transient performance without requiring any additional experimental testing. 

ANNs are ideal for this problem, as the complex processes within the ICE can be captured without 

significant model development time through the recorded data. Additionally, they facilitate real-time 

simulation due to the low computational requirements. The limitation of this approach is that any 

measurement error found in the training data can limit the accuracy of predictions. However, 

recorded fuel consumption data generated by the ICE ECU is commonly used to validate vehicle 

models that use steady-state-based predictions. Determining the error introduced into the data due 
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to the measurement system would require significant experimental testing. Therefore, for this work, 

any errors within the measurement system were neglected. The other disadvantage with this 

approach is that it can only be applied if relevant data is available. However, the methodology is easily 

transferable and can be applied to new engines when data becomes available. 

A recurrent ANN is particularly well suited to this problem as it features a 'memory' characteristic due 

to its use of past predictions as subsequent inputs. Unlike the steady-state map-based approach, 

where predictions are based on the ICE torque and speed at a particular time, the recurrent ANN uses 

the previous fuel consumption predictions to improve future prediction accuracy. Furthermore, the 

recurrent ANN can also utilise previous ICE torque and speed values as inputs to the model. Therefore, 

the instantaneous fuel consumption at a given moment using this method is a function of the ICE 

performance leading up to that point. Figure 67 illustrates this concept. This method better represents 

the real-world behaviour, as the ICE fuel consumption at a given operating point varies significantly 

based on the previous operation.  

 

Figure 67 Recurrent ANN transient fuel consumption model 

Some authors have used a similar method in the literature to model NOx emissions using a range of 

input variables such as intake pressure, mass air flow, rail pressure, injected fuel quantities and more 

[219], [220]. Expanding on this work, Deng et al. [221] used the same methods to generate a transient 

fuel consumption model, but as the inputs included the intake pressure and AFR, this model would 

not be suitable as a direct replacement for the traditional steady-state map-based approach.  

In this project, multiple datasets of recorded CAN data generated from the vehicle were available at 

the onset. This data was recorded while the vehicle was tested on a dynamometer using the MLTB 

drive. Two datasets were used for the generation of the ANN; one for training and another for 

validation. Ideally, the training and validation datasets would feature different drive cycles, and 
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therefore the proposed model would be validated against a completely different test case. However, 

only MLTB drive cycle data was available for this work. Even so, the MLTB was designed to represent 

a wide variety of bus operating conditions and is a standard used in the UK to assess vehicle 

performance. Therefore, while the same drive cycle was used for training and validation, both datasets 

were recorded separately and included a diverse set of operating conditions. 

The MLTB drive cycle lasts approximately 40 minutes and covers a distance of 8.92 km. It is split into 

two sections representing high speed and low speed driving with frequent stop-starts, as illustrated 

in Figure 68. The velocity data in this figure was generated using a wheel speed sensor present on the 

vehicle. The training dataset is presented in blue in each of the following figures, and the validation 

data set is presented in orange. Figure 68 to Figure 75 illustrate the recorded ICE speed, torque and 

fuel rate. For clarity, additional figures are included that show a section of the data (from 1200 to 1600 

seconds). Each of these datasets were generated by the engine ECU. One notable difference between 

the two datasets is that a start-stop system is active in the validation data. In the validation dataset, 

the ICE is stopped soon after the velocity is zero; however, in the training dataset, the ICE remains at 

idle. Table 18 lists the sampling frequency of each dataset. Each dataset was resampled using linear 

interpolation to a new frequency of 100 Hz for analysis and model development purposes. This 

frequency was selected for use in the complete vehicle model as early modelling tests indicated real-

time simulation was still possible, and it provides detailed results for analysis. 

Table 18 Sampling frequency of the recorded data 

Data Sampling frequency (Hz) 

Velocity 9.7 

ICE Speed 32.7 

ICE Torque 32.7 

Fuel Rate 3.3 
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Figure 68 Recorded velocity data used for training and validation (MLTB cycle) 

High speed conditions Low speed conditions 
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Figure 69 Section of recoded velocity data between 1200 and 1600 seconds 



Vehicle Modelling 

116 

 

 

Figure 70 Recorded ICE speed data used for training and validation (MLTB cycle) 
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Figure 71 Section of recoded ICE speed data between 1200 and 1600 seconds 
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Figure 72 Recorded ICE torque data used for training and validation (MLTB cycle) 



Vehicle Modelling 

119 

 

 

Figure 73 Section of recoded ICE torque data between 1200 and 1600 seconds 
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Figure 74 Recorded fuel consumption data used for training and validation (MLTB cycle) 
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Figure 75 Section of recorded fuel consumption data between 1200 and 1600 seconds
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The System Identification Toolbox within MATLAB was used to develop the transient fuel consumption 

model. The model structure is presented in Figure 76, which depicts a recurrent ANN known as a 

Nonlinear Autoregressive Exogenous (NARX) model [222]. When designing a model using this 

approach, the model structure is defined first. The weightings, offset, and bias terms are then 

estimated using an optimisation method to minimise the error between the predicted output and 

training data sets. Any number of hidden layers could be used, but in this work a sigmoid network with 

a single hidden layer consisting of 10 nodes was used. This structure was selected to keep the model 

complexity and computation time low. For other applications, a more complex network may be 

required to achieve sufficient model fidelity. The nonlinear least-squares method was used to vary the 

network parameters. In addition to the network structure, a set of regressors must also be 

determined. A large set of regressors may improve model accuracy; however, the computational 

burden will also be greater. Therefore, a trade-off between the number of regressors used and the 

model fidelity is required. The regressors can be defined using three values, na, nb, and nk [222]. For 

a model with y outputs and u inputs:  

• na is a y-by-y matrix, where na(i,j) specifies the number of regressors from the jth output used 

to predict the ith output. 

• nb is a y-by-u matrix, where nb(i,j) specifies the number of regressors from the jth input used 

to predict the ith output. 

• nk is a y-by-u matrix, where nk(i,j) specifies the delay in the jth input used to predict the ith 

output. 

 

Figure 76 Recurrent ANN model structure (redrawn from [222]) 
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To determine the most appropriate set of regressors, an algorithm was implemented in MATLAB to 

iteratively generate and trial models using each of the possible regressor combinations, where na, nb 

and nk could vary between 1 and 5. This process resulted in 3125 combinations of regressors, where 

the number of regressors used varied between 5 and 25. A penalty function was added to penalise 

regressor combinations that used a larger number of parameters. Following this process, the following 

set of regressors were identified as a reasonable compromise between model fidelity and the number 

of regressors. The best performing model used the following twelve regressors: 

• EngFuelRate(t-1) 

• EngFuelRate(t-2) 

• EngSpeed(t-5) 

• EngSpeed(t-6) 

• EngSpeed(t-7) 

• EngSpeed(t-8) 

• EngSpeed(t-9) 

• EngTorque(t-2) 

• EngTorque(t-3) 

• EngTorque(t-4) 

• EngTorque(t-5) 

• EngTorque(t-6) 

As this model uses delayed inputs which are not available at the first time step of the simulation, these 

values are initially set to 0. When implemented in Simulink, an initial set of values for the regressors 

can also be provided. After optimising the network weightings, the quality of the proposed transient 

fuel consumption model was demonstrated using the validation dataset. Figure 77 illustrates the 

model output (orange) compared to the validation data (blue), and Figure 78 is a section of this data 

between 1200 and 1600 seconds. 

To quantify the model performance, the R-squared metric was used. R-squared, also known as the 

coefficient of determination, is a statistical measure of performance that calculates the proportion of 

the output variable that is predictable by the model. An R-squared of 1 indicates that all of the 

variation in the output data can be explained using the model and the independent input variables. R-

squared is calculated using (21), where 𝑆𝑆𝑟𝑒𝑠 is the residual sum of squares and 𝑆𝑆𝑡𝑜𝑡 is the total sum 

of squares. 𝑆𝑆𝑡𝑜𝑡 can be thought of as the total amount of variation in the measured data and is 

calculated as the cumulative sum of the square of each reference value subtracted by the mean of all 

reference values, as defined in (22). 𝑆𝑆𝑟𝑒𝑠 is the total variation between the predicted and measured 

datasets and can be thought of as the total unexplained variation in the measured data. 𝑆𝑆𝑟𝑒𝑠 is 

calculated as the cumulative sum of the square of each reference value subtracted by the predicted 

value, given in (23).  

Using these equations, R-squared was calculated to be 0.997, and therefore, 99.7 % of the variation 

in the measured fuel consumptions was reproduced by the transient fuel consumption model when 

the same input data (ICE speed and torque) is used. Therefore, these results indicate the model can 

accurately capture the underlying dynamics that result in the fuel consumption.  
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 𝑅2 = 1 −
𝑆𝑆𝑟𝑒𝑠

𝑆𝑆𝑡𝑜𝑡
  (21) 

 
 𝑆𝑆𝑡𝑜𝑡 = ∑(𝑦𝑖 − �̅�)2

𝑖

  (22) 

 
𝑆𝑆𝑟𝑒𝑠 = ∑(𝑦𝑖 − 𝑓𝑖)2

𝑖

  (23) 

To compare the performance of the proposed fuel consumption modelling method against the 

traditional steady-state map-based approach, the map provided by the ICE manufacturer (Figure 65) 

was used to predict the fuel consumption on the validation dataset previously described. Figure 79 

illustrates the output from both the transient fuel consumption model (orange), the steady-state map-

based model (green), and the recorded reference data (blue) between 1200 and 1600 seconds. For 

added clarity, Figure 80 is a plot of the same data between 260 and 330 seconds. It can be seen that 

the steady-state map-based approach consistently under-estimates the actual fuel consumption and 

that this method performs significantly worse relative to the proposed modelling approach. These 

results demonstrate that the proposed modelling methodology performs better than the steady-state 

map-based approach and that accounting for the transient behaviour can lead to improved 

performance estimates. Furthermore, an 𝑅2 value for the steady-state map-based approach could not 

be calculated, as the missing data below 1000 rpm results in missing fuel consumption estimates.
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Figure 77 Comparison of the model output against the validation data set 
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Figure 78 Section of Figure 37, illustrating the validation results in more detail 
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Figure 79 Comparison of fuel consumption estimates from the transient fuel consumption model and steady-state map-based approach 
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Figure 80 Detailed view of Figure 79 between 260 and 330 seconds 
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3.6.3 ICE Dynamics and Auxillary Loads 

Another aspect of the ICE model required for vehicle simulation is torque generation and application 

to the drivetrain. Like the fuel consumption calculations, the torque generation depends on various 

operating conditions, including air mass flow rate, cylinder pressure, ambient temperature, fuel 

injection timings, mass of fuel, cylinder wall temperature, and more. Due to the complexity of the 

calculations required to simulate this behaviour, it is often simplified for system-level analysis and 

control applications. This work assumes that the driver's power demand can be immediately satisfied 

by the ICE, subject to the maximum power constraints depicted in Figure 65. This assumption can 

introduce errors into the analysis, and as the ICE torque is a critical input to the fuel consumption 

model, it can also lead to fuel consumption estimate errors. Therefore, to capitalise on the accuracy 

of the proposed fuel consumption modelling method described in the previous section, the ICE torque 

and speed must be accurate.  

As well as generating tractive torque, there are also losses in the ICE due to friction and pumping work 

which must be considered. This is particularly important when the vehicle is decelerating, as some 

kinetic energy is lost due to the ICE pumping and compressing air in the cylinders, as well as friction. 

These pumping losses are exerted as a braking force on the vehicle. Using data provided by the ICE 

manufacturer (illustrated in Figure 81), these losses were implemented as a resistive torque using a 

lookup table. 

 

Figure 81 Pumping and friction losses in the ICE as a function of ICE speed 

The remaining aspects of the ICE implemented in the model were an idle governor, a starter motor, 

and the losses due to the auxiliary electrical components powered by the engine. The idle governor 
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regulates the torque required to keep the ICE at idling speed when the vehicle is at rest. This process 

was modelled as a simple lookup table that generated a torque demand which varied based on the 

ICE speed. The starter motor cranks the engine using electrical power. In the model, this was 

implemented as an ideal torque source that brings the ICE to idling speed without any associated fuel 

consumption. The power required to drive the auxiliary components varies depending on their 

operating states. However, for simplicity, this was implemented in the model as a constant power loss 

equal to the average power required to drive these components. This value was generated by 

analysing the auxiliary components. 

Figure 82 is a screenshot of the ICE model created in Simulink/Simscape. The pedal signals generated 

by the driver model are at the top left of the image, explained further in Section 3.9.2. The APP varies 

between 0-100 % and represents the torque demanded by the driver. The area highlighted in purple 

represents the idle governor, which consists of two lookup tables that output a value between 0 – 100 

depending on the simulated engine speed at any given time. The minimum and maximum comparator 

blocks compare the drivers demand with the output from the idle governor lookup tables. The output 

is either the maximum or minimum of both inputs. If the engine speed is above a maximum threshold, 

the 'High Idle Control' block will output a low torque demand, and using the minimum comparator 

block, this value overrides the driver's demand and becomes the torque demand applied to the ICE. 

This logic prevents the engine speed from exceeding a desired value. Similarly, if the engine speed 

drops below a specified value, the 'Low Idle Control' block outputs a large torque demand, which is 

then applied to the ICE and prevents the engine speed from falling below idle. The values used within 

these lookup tables were determined using trial and error such that the maximum and minimum 

values of engine speed were implemented without significant overshoot or settling time. 

To the right of the idle governor section, is a multi-port switch that either outputs the torque demand 

from the driver/idle governor or a value of zero depending on the value of the 'EngStart' signal. This 

signal was generated elsewhere in the model to control whether the ICE was active/disabled. The 

torque demand signal is then multiplied by a value of 9.94, which represents the engine reference 

torque divided by 100. The engine reference torque is the maximum torque the ICE can produce; this 

multiplication converts the torque demand from a percentage to an actual value of torque relative to 

the maximum the ICE can deliver. At the bottom of the model, the 'Estimated Pumping Torque' lookup 

table implements the data presented in Figure 81 and generates a value for the estimated losses due 

to pumping and friction at a given engine speed. The multi-port switch next to this lookup table 

switches the output to 0 when the engine speed is 0. These losses are subtracted from the torque 

demand to generate an assumed output torque value.  
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The minimum comparator block compares the torque value with the maximum torque the engine can 

produce at a given engine speed (illustrated in Figure 65) so that the torque applied to the drivetrain 

does not exceed the maximum torque the engine can produce at a given engine speed. This torque 

signal is then applied to the drivetrain through the 'Ideal Torque Source' Simscape block. Additionally, 

the torque value is also applied to the 'NARX’_FuelCons’ subsystem block, where the NARX fuel 

consumption model is implemented to calculate the transient fuel consumption. The ‘ICE + Flywheel’ 

block represents the engine inertia using data that was provided by the engine manufacturer (0.588 

kgm2). The ‘BSFC calculation’ block converts the instantaneous fuel consumption from l/h to g/kWh 

based on the specific gravity of the fuel (0.83). Brake specific fuel consumption (BSFC) is the fuel 

consumed by an ICE in grams per kilowatt-hour of energy produced. Therefore, it is a valuable metric 

to gauge the efficiency of an ICE at generating power.  

The 24 V system on the vehicle was not modelled in detail within this work; however, the effect this 

system has on torque generation and fuel consumption was considered. The ‘Elec Aux Loads’ block 

generates a resistive torque value equivalent to the load applied to the engine by the alternator to 

power the auxiliary components. While the alternator load varies based on the 24V system battery 

SOC and engine speed, in this work, it was simplified to a constant load based on the average of the 

auxiliary component demands and the average efficiency of the alternator. Using data provided by 

Wrightbus, the power required for the auxiliary components was calculated. Table 19 details the 

auxiliary loads present on the vehicle. The utilisation column indicates the percentage of time these 

loads are active. In the model, the nominal load and utilisation are considered to calculate an 

estimated power demand. These loads can be varied to simulate vehicle performance under different 

operating conditions by adjusting the utilisation variable.  

For model validation purposes, the utilisation variables presented in Table 19 were selected based on 

the estimated activity of these components during the vehicle testing on the dynamometer. 

Additionally, using information available from the alternator manufacturer and calculating the 

average engine speed on the MLTB drive cycle from available test data, the average alternator 

efficiency was found to be approx. 61 %. Therefore, to power the loads defined in Table 19 while 

considering the alternator's efficiency, it was calculated that a load of 2.63 kW was required.  

Figure 83 illustrates the ‘Elec Aux Loads’ subsystem block, where the average auxiliary load is 

converted into a resistive torque applied to the engine crankshaft, based on the simulated engine 

speed at any given moment. The multi-port switch present simply replaces this value with zero if the 

engine speed is zero.  
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Table 19 Electrical loads present on HEV96 24V system 

Aux System Description Nominal Load (A) Utilisation Estimated Power (W) 

Body Exterior Road Lighting LED 8 1 192 

Body Fog Lamps Front 5.17 0 0 

Body Fog Lamps Rear 0.21 0 0 

Body Reversing Alarm 0.25 0 0 

Body Horn 2.5 0 0 

Body Windscreen Wipers 2.56 0 0 

Body Windscreen Wash Pump 1.33 0 0 

Body Heated Seat 7.5 0 0 

Body Saloon Lighting 18 0 0 

Body LED Destination Signs 10 0 0 

Body Telematics 5 0 0 

Body Ticket Machine 2.5 0 0 

Body Ticket Validation Equipment 5 0 0 

Body CCTV 5 0 0 

Body Entrance Door 0.2 1 4.8 

Body Exit Door 0.2 1 4.8 

Body Powered Access Ramp 2.5 0 0 

Body Drivers Assault Alarm 0.5 0 0 

Body Advertising Board Illumination 10 0 0 

Body Fire Suppression System 0.5 1 12 

Body Driver Fresh Air Fan 1.5 0 0 

Chassis 
Misc Electrical (e.g. Control 

Units, Instrument lighting etc.) 
12 1 288 

Chassis Electric Power Assisted Steering 100 0 0 

Chassis Electric Air Compressor 130 0.145 452.4 

Chassis Cooling Fans - Radiator 72 0.25 432 

Chassis 
Cooling Fans – Charge Air 

Cooler 
36 0.25 216 

HVAC 
Saloon Climate Control – 

Interface 
2 0 0 

HVAC Saloon Heating Blowers 25 0 0 

HVAC PTC additional saloon heaters 100 0 0 

HVAC AC Condenser (2 X 12.5A) 25 0 0 

HVAC AC Clutch 2 0 0 

HVAC Heating Pump 7 0 0 

HVAC Demister @ 100% Speed 12.5 0 0 

HVAC 
Electrical Driver's AC 

Compressor & Condenser 
60 0 0 
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Lastly, Figure 84 illustrates the simple representation of the starter motor that was implemented in 

the model. As indicated earlier, the 24 V system was not modelled in this work, and therefore, the 

starter motor was modelled as an ideal torque source with no associated energy consumption. In 

Figure 84, the ‘EngStart’ signal comes from elsewhere in the model and controls the multi-port switch 

to output zero when the starter motor is not active. A simple lookup table evaluates the simulated 

engine speed and generates a torque signal that is applied to the engine crankshaft based on the 

simulated engine speed. The values of this lookup table were generated through trial and error by 

evaluating the rate at which the engine speed rises compared with the recorded reference data.  
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Figure 82 ICE model overview 
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Figure 83 ‘Elec Aux Loads’ subsystem in the ICE model

 

Figure 84 ‘Starter Motor’ subsystem in the ICE model
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3.7 Battery Model 

The RESS implemented on the Wrightbus HEV96 vehicle was a 96 V LTO battery with a capacity of 3.84 

kWh / 40 Ah developed by Microvast. The battery was comprised of four strings of cells in parallel 

with 42 cells in series per string.  Despite the relatively high cost and low energy density, this cell 

chemistry was chosen due to its high cycle life (3000-7000), excellent thermal safety attributes, and 

very high charge/discharge rate (Up to 5 C and 10 C, respectively) [83]. For system-level analysis, the 

key features of interest when simulating the battery are the change in SOC, voltage, and current 

required to generate a given amount of power. Each of these characteristics are dynamically 

interrelated, such that a change in SOC will affect the voltage and current associated with an applied 

load. Equally, an applied load will affect the voltage and SOC. These variables are critical information 

for the EMS, as the amount of power the electric motor can provide or absorb is dictated by the state 

of the battery. For example, if the battery SOC is near the maximum threshold, the amount of power, 

and therefore, regenerative braking available will be significantly less than if the battery SOC was near 

the minimum threshold. Some authors have also investigated other features of interest, such as 

battery ageing, in the design of their EMS [223], [224]. Battery ageing is a loss of capacity due to 

increased internal resistance brought about by repeated cycling. However, battery ageing does not 

affect performance in the short term and is only apparent over long periods of time and therefore was 

not considered in this work.   

The battery SOC, defined in (24), is the amount of electrical charge stored in a battery relative to a 

nominal maximum capacity. Where 𝑄(𝑡) is the amount of charge in the battery at a given moment in 

time, and 𝑄𝑛𝑜𝑚 is the nominal maximum capacity. The battery SOC can be estimated by measuring 

the open-circuit voltage (OCV), which is the battery's voltage when no load is applied. However, the 

relationship between OCV and SOC is highly nonlinear, and a small measurement error can cause a 

substantial SOC measurement error. Stroe et al. [225] performed characterisation tests on an LTO cell 

and demonstrated how the OCV varies with SOC, as illustrated in Figure 85. It can be seen that 

between 10 – 40 % SOC, a difference of 10 mV approximates to a 5 % change in SOC. Furthermore, 

the relationship observed varies with battery temperature. Therefore for these reasons, it is more 

common to use the Columb counting approach, which can provide better estimates of SOC than the 

OCV method [226].  

 
𝑆𝑂𝐶(𝑡) =

𝑄(𝑡)

𝑄𝑛𝑜𝑚
 

 (24) 
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Figure 85 OCV-SOC profile of an LTO cell measured at 25 °C  (redrawn from [225]) 

The coulomb counting approach determines the change in SOC using (25), by considering the current 

drawn or absorbed by the battery (𝐼) and the Coulombic efficiency (𝜂𝑐𝑜𝑢𝑙), which accounts for the 

charge losses during the charging or discharging process [92]. In this work, a positive value of 𝐼 

represents battery discharge, and a negative value represents battery charge. The Coulombic 

efficiency varies with operating conditions such as the battery temperature; however, it is often 

assumed to be constant [90].  

 
𝑆𝑂𝐶 =

−1

𝑄𝑛𝑜𝑚
∫ 𝐼𝜂𝑐𝑜𝑢𝑙𝑑𝑡

𝑡

0

 (25) 

To use (25), the load current must first be calculated. The current associated with a given amount of 

power varies with the battery voltage; therefore, the voltage dynamics must also be considered. 

Figure 86 illustrates the change in the battery terminal voltage in response to a discharge current pulse 

of 1 C. The discharge pulse begins at 20 seconds, and it can be seen that the terminal voltage drops 

immediately, represented by ΔV0. While the discharge current is applied, the voltage continues to drop 

but at a slower rate, indicated by ΔV1 and ΔV2 in the plot. After 40 seconds, the load is removed. A 

similar near-instantaneous voltage rise occurs, followed by a continuous rise in voltage at a 

decelerating rate, until the voltage settles at a lower value than the initial voltage. These voltage 

dynamics are typically modelled using an equivalent circuit-based modelling approach [71].  

The equivalent circuit-based battery modelling approach is illustrated in Figure 87, where Voc is the 

open-circuit voltage, Vterminal is the terminal voltage, and Iterminal is the applied current. Rohm represents 
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the losses due to the resistance of the wires and electrodes but also due to the dissipative phenomena 

that reduces the net power available at the terminals [90]. Cdyn and Rdyn are used to model the dynamic 

behaviour of the battery. The values of the components in this equivalent circuit model are generally 

estimated using experimental data. The hybrid pulse power characterisation test (HPPC) is a standard 

method used to generate appropriate test data to identify the model parameters. Additional pairs of 

capacitors and resistors can be added to the equivalent circuit model to improve the model fidelity; 

however, this also comes at the cost of increasing the model complexity and requiring more variables 

to be estimated. 

 

Figure 86 Voltage response of LTO cell for a 1 C current pulse at 25 °C (redrawn from [225]) 

 

Figure 87 Equivalent circuit-based model of a battery (redrawn from [71]) 

The battery voltage dynamics using the model presented in Figure 87 can be calculated using (26) [71]. 

Where 𝑉𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙 is the battery voltage at the terminals, 𝑉𝑜𝑐 is the OCV and 𝑅𝑜ℎ𝑚, 𝑅𝑑𝑦𝑛 and 𝐶𝑑𝑦𝑛 are 

the circuit model parameters that need to be estimated based on test data. The voltage dynamics of 
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the battery vary significantly as the battery state changes; in particular, temperature and SOC have a 

substantial effect on the voltage dynamics. Additionally, the voltage dynamics differ during the charge 

and discharge processes. Therefore, multiple sets of the equivalent circuit-based battery model 

parameters can be used to describe the voltage dynamics across different operating conditions. For 

example, Table 20 lists a set of battery model parameters for a 4.4 Ah Li-ion pack at 25 °C  

 𝑑𝑉𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝑑𝑡
+

𝑉𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙

𝑅𝑑𝑦𝑛𝐶𝑑𝑦𝑛
= 𝑅𝑜ℎ𝑚

𝑑𝐼

𝑑𝑡
+

𝑅𝑑𝑦𝑛 + 𝑅𝑜ℎ𝑚

𝑅𝑑𝑦𝑛𝐶𝑑𝑦𝑛
𝐼 +

𝑉𝑜𝑐

𝑅𝑑𝑦𝑛𝐶𝑑𝑦𝑛
 (26) 

Table 20 Example battery model parameters for a Li-ion pack at 25 °C [71] 

 SOC (%) 

0 10 20 30 40 50 60 70 80 90 100 

𝑽𝒐𝒄 (V) 106.24 116.36 125.04 132.44 138.72 144.04 148.6 152.52 155.96 159.08 162.08 

𝑹𝒐𝒉𝒎𝒄𝒉𝒈
 (Ω) 0.0988 0.0944 0.0904 0.0876 0.0852 0.0836 0.0820 0.0812 0.0804 0.0800 0.0792 

𝑹𝒐𝒉𝒎_𝒅𝒊𝒔𝒄𝒉𝒈 (Ω) 0.1128 0.1024 0.0956 0.0916 0.0888 0.0868 0.0825 0.0836 0.0824 0.0816 0.082 

𝑹𝒅𝒚𝒏_𝒄𝒉𝒈 (Ω) 0.8488 0.7076 0.5852 0.4816 0.3956 0.3276 0.2764 0.2420 0.2240 0.2220 0.2356 

𝑹𝒅𝒚𝒏_𝒅𝒊𝒔𝒄𝒉𝒈 (Ω) 0.4396 0.4280 0.3904 0.3408 0.2892 0.2436 0.2088 0.1856 0.1724 0.1652 0.156 

𝑪𝒅𝒚𝒏_𝒄𝒉𝒈 (𝑭) 73.6 86.1 97.6 108.0 117.5 125.7 132.9 139.0 143.9 147.6 150.1 

𝑪𝒅𝒚𝒏_𝒅𝒊𝒔𝒄𝒉𝒈 (𝑭) 43.8 63.8 80.05 94.3 105.5 114.7 122.0 128.0 132.9 137.2 141.2 

In this work, experimental battery testing was not available. However, a significant amount of 

recorded CAN data generated from the HEB when tested on a rolling road was available. This data 

includes the battery SOC (estimated by the onboard battery management system (BMS)), terminal 

voltage and current for multiple MLTB cycles. Each test was conducted with an ambient temperature 

of 10 °C. Ideally, an HPPC test would be conducted at various temperatures to characterise the battery 

model. However, this work demonstrates that an accurate dynamic battery model can be generated 

using CAN data collected from drive cycle testing. First, an equivalent circuit-based battery model was 

created in Simulink/Simscape. Following this, the unknown model parameters (listed in Table 20) were 

estimated using an optimisation process to minimise the error between the simulated and recorded 

terminal voltage when the recorded battery current was applied to the model. Multiple datasets that 

cover the complete SOC operating range of the vehicle were used as part of the optimization process 

objective function.  



Vehicle Modelling 

140 

 

Initially, multiple sets of model parameters that varied with SOC were generated, such as those listed 

in Table 20. A set of parameters were generated for every 5 % SOC increment between 30 and 85, 

resulting in 84 variables in the optimisation function. However, it was found that similar performance 

could be achieved by using constant values for all the model parameters except 𝑉𝑜𝑐, which still varied 

with SOC. This had the advantage of reducing the number of variables in the optimisation function 

down to 18 and reducing model complexity.  

Figure 88 shows the battery model created in Simulink/Simscape. The blue lines correspond to the 

electrical domain, and the brown lines represent data signals. The inputs to this model are the initial 

SOC (iSOC) and the load on the battery (Sim_Current). For the parameter estimation process, the 

recorded current and SOC were used. The recorded current was applied to the battery model 

throughout each simulation, and the absolute cumulative error between the simulated and recorded 

terminal voltage was used as the objective function. Within the ‘SOC calculation’ subsystem, the 

change in SOC was calculated according to Equation (25). The ‘OCV lookup Table’ subsystem contains 

a lookup table that uses the estimated OCV values and linearly interpolates between the estimated 

values to generate an estimated OCV that varies with SOC. The estimated OCV relates to the cell 

voltage (1.8-2.5); therefore, this value was multiplied by the number of cells in series to generate the 

pack voltage (42 cells in series). The output of the ‘OCV lookup Table’ subsystem is a data signal that 

controls the ‘Controlled Voltage Source’ block that represents a voltage source in the simulation.  

The ‘Rohm Calc’, ‘Rdyn Calc’ and ‘Cdyn Calc’ subsystems contain Simulink logic blocks that determine 

whether the applied current is positive or negative, and therefore whether the battery is being 

discharged or charged at any time throughout the simulation. Each subsystem generates an output 

that updates depending on whether the battery is being charged or discharged. For example, the 

‘Rohm Calc’ subsystem will output the estimated value of 𝑅𝑜ℎ𝑚𝑐ℎ𝑔
 if the battery is being charged, or 

𝑅𝑜ℎ𝑚𝑑𝑖𝑠𝑐ℎ𝑔
, when the battery is being discharged.  

PSO was selected as the optimisation algorithm to estimate the unknown parameters. It had 

previously been applied to estimating unknown variables in the drivetrain dynamics model, and it was 

simple to adapt the code to this problem. The variables included in the optimisation process are listed 

in Table 21. Twelve variables describing the OCV at 5 % SOC intervals between 30 % and 85 % were 

included, resulting in 18 variables in the optimisation.   
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Table 21 Optimisation variables and the upper and lower bounds used 

Estimated Parameter Upper and Lower Bounds 

OCV (30 – 85 % SOC) 1.8 – 2.5 

𝑅𝑜ℎ𝑚𝑐ℎ𝑔
 (Ω) 0.001 – 1 

𝑅𝑜ℎ𝑚_𝑑𝑖𝑠𝑐ℎ𝑔  (Ω) 0.001 – 1 

𝑅𝑑𝑦𝑛_𝑐ℎ𝑔  (Ω) 0.001 – 1 

𝑅𝑑𝑦𝑛_𝑑𝑖𝑠𝑐ℎ𝑔  Ω) 0.001 – 1 

𝐶𝑑𝑦𝑛_𝑐ℎ𝑔 (𝐹) 1 – 300 

𝐶𝑑𝑦𝑛_𝑑𝑖𝑠𝑐ℎ𝑔 (𝐹) 1 - 300 
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Figure 88 Equivalent circuit battery model developed in Simulink/Simscape
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As previously discussed, PSO begins with a population of candidate solutions, where each solution, in 

this case, contained the twelve variables listed in Table 21. The quality of each solution was evaluated 

by applying these variables to the battery model and simulating the voltage dynamics when the 

recorded current data was applied. The objective of the optimisation was to minimise the absolute 

cumulative error between the simulated and recorded voltage dynamics. Five separate sets of 

recorded vehicle data were used to evaluate each candidate solution to ensure the estimated values 

performed well over a wide operating range. Each dataset contained a full MLTB drive cycle test. The 

datasets selected were chosen as each contained data collected from the battery at various SOC 

ranges. Figure 89 shows the five data sets used as part of the objective function. The datasets were 

labelled based on the SOC range present in the data. Finally, the absolute cumulative error generated 

from the five simulations were added together for each candidate solution, and the total was used as 

the objective function. 
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Figure 89 SOC, voltage and current data recorded from five separate MLTB drive cycle tests

(a) (b) (c) (d) (e) 

(f) (g) (h) (i) (j) 

(k) (l) (m) (n) (o) 
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The PSO algorithm generated 100 candidate solutions, and the stopping criteria was a maximum of 80 

generations or when the relative change in the best performing solution per generation was less than 

1e-6.  The inertia factor applied to each particle ranged from 0.1 – 1.1 depending on the particle's 

fitness value relative to the best performing solution, while the self-confidence and swarm-confidence 

factors were both set to 1.49. Figure 90 shows the results of the PSO algorithm, where each marker 

corresponds to the fitness value of the best performing solution per generation. The stopping criteria 

was achieved when the change in the fitness value of the best performing solution across subsequent 

generations was less than the specified threshold.  

 

Figure 90 PSO results – Battery model parameter estimation 

Figure 91 illustrates the estimated OCV values for each SOC increment. As shown in Figure 91, the 

estimated OCV values are reasonably close to the results obtained by Stroe et al. [225] through 

experimentation. A third-order polynomial curve was fitted to the data to enable better interpolation 

between the estimated values. The remaining estimated values are given in Table 22. Figure 92 

illustrates the performance of the battery model using the estimated parameters by comparing the 

simulated voltage dynamics to the recorded voltage for each of the five training datasets. For clarity, 

a section of the data has been used ranging from 800 to 1000 seconds. It can be seen that the 

simulated voltage dynamics are very similar to the recorded on all five data sets, and therefore, the 

estimated model parameters perform well across the SOC range. Additionally, the simulated SOC 

matches the recorded data equally well, as the SOC in the battery model was calculated using the 

applied current input data. R-squared values were calculated for each dataset to quantify the battery 

model performance; these results are presented in Table 23.  
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Figure 91 Estimated OCV and 3rd order polynomial curve fit 

Table 22 Estimated battery model parameters 

Model Parameter Estimated Value 

𝑅𝑜ℎ𝑚𝑐ℎ𝑔
 (Ω) 0.016607 

𝑅𝑜ℎ𝑚_𝑑𝑖𝑠𝑐ℎ𝑔  (Ω) 0.083249 

𝑅𝑑𝑦𝑛_𝑐ℎ𝑔  (Ω) 0.002329 

𝑅𝑑𝑦𝑛_𝑑𝑖𝑠𝑐ℎ𝑔  (Ω) 0.94874 

𝐶𝑑𝑦𝑛_𝑐ℎ𝑔 (𝐹) 204.102 

𝐶𝑑𝑦𝑛_𝑑𝑖𝑠𝑐ℎ𝑔 (𝐹) 299.9712 

Table 23 R-Squared values for each data set 

Dataset (SOC range) Voltage R-Squared SOC R-Squared 

30 − 40 0.92 0.91 

40 − 50 0.88 0.90 

50 − 60 0.84 0.88 

60 − 70 0.89 0.91 

70 − 80 0.85 0.85 
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Figure 92 Comparison of the simulated and recorded SOC and voltage data for the five training datasets between 800 and 1000 seconds

(j)      SOC Comparison (SOC 70 – 80 %) 

(a) Voltage Comparison (SOC 30 – 40 %) (b) Voltage Comparison (SOC 40 – 50 %) (c)      Voltage Comparison (SOC 50 – 60 %) (d)      Voltage Comparison (SOC 60 – 70 %) (e)      Voltage Comparison (SOC 70 – 80 %) 

(f) SOC Comparison (SOC 30 – 40 %) (g)     SOC Comparison (SOC 40 – 50 %) (h)      SOC Comparison (SOC 50 – 60 %) (i)      SOC Comparison (SOC 60 – 70 %) 
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Further model validation was performed to demonstrate the battery model performance using data 

that was not part of the training process. Another set of recorded CAN data generated from 

dynamometer testing was used for this process. The drive cycle used in this test data differed from 

the training data slightly, as this time, the vehicle followed the UK Bus Cycle (UKBC) rather than the 

MLTB cycle.  

Figure 93 illustrates the recorded current data used as an input to the battery model for the UKBC 

dataset, as well as the simulated voltage and SOC compared against the recorded data. The simulated 

voltage achieved an R-squared value of 0.92 relative to the recorded data, and similarly, the SOC R-

squared value was 0.96. These results demonstrate that the battery model developed in this work can 

accurately simulate the required voltage dynamics and SOC based on the applied load. The battery 

model will be further validated when implemented with the other components in the complete vehicle 

model.  
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Figure 93 Battery model validation using UKBC data 

(a) Recorded velocity data 

(b) Recorded current data 

(c) Simulated and recorded voltage dynamics comparison  

(d) Simulated and recorded SOC comparison  
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3.8 Electric Motors / Inverter Model 

Detailed modelling methods that describe the internal electrical dynamics of the inverter and the 

motor, as well as the electromagnetic behaviour, are typically excessive for system-level analysis and 

control applications. For this application, the essential features of interest are the rotor dynamics and 

the corresponding current applied to the battery. Generally, the relationship between the torque at 

the shaft and electric power is modelled using an efficiency map [71], [227]. The efficiency map can 

also contain the losses experienced by the inverter; otherwise, these need to be considered 

separately. Figure 94 and Figure 95 illustrate how the electrical power requirements of the motor can 

be modelled using performance maps for both propulsion and regeneration modes.  

 

Figure 94 Electric motor model in propulsion mode (redrawn from [71]) 

 

Figure 95 Electric motor model in regeneration mode (redrawn from [71]) 

Introduced in Section 1.7, the electrical propulsion system on HEV96 uses two 35 kW motors with a 

maximum torque of 145 Nm, positioned at the output of the transmission, as illustrated in Figure 47. 

Figure 96 shows the measured electrical system efficiency as a function of the motor torque and 

speed. A model of the electrical drive system was implemented in Simulink/Simscape using the 

method described in Figure 94 and Figure 95. The inputs to this model were the MGU speed, torque 

demand, and an initial battery SOC. Figure 97 shows how the battery model described in Section 3.7 

was integrated into the electrical system model.  
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In Figure 97 the battery model is represented with the block ‘Battery Model’, which has the initial SOC 

and the simulated current as inputs. The output of the battery model is the simulated voltage 

dynamics that result from the applied loads. There are two subsystems in Figure 97, ‘Motor’ and 

‘Generator’, where the efficiency map (Figure 96) was implemented. Figure 98 shows the 

Motor/Generator subsystem models, where the current required to generate a given amount of 

torque based on the efficiency map was calculated. Both the Motor and Generator subsystems were 

identical, except for the data in the efficiency lookup table. The MGU torque demand, speed, and 

battery voltage were inputs to these subsystem models, and the output was the current required to 

generate the MGU torque demand. A saturation block was implemented to limit the torque demand 

to either 0 to 150 Nm for the Motor subsystem, or 0 to -150 Nm for the Generator subsystem. In both 

subsystems, the MGU speed was converted from RPM to rad/s and multiplied by the torque demand 

to determine the power request. At the same time, the MGU torque and speed were used as inputs 

to the lookup table to determine the current electrical system efficiency based on Figure 96.  The 

power demand was then divided by the efficiency value to determine the actual power required. This 

value was then divided by the battery voltage to determine the current applied to the battery. Some 

additional logic blocks were implemented and shown under the ‘Logic 1’ section that ensured the 

output value of current was zero when the torque demand was zero.   

 

Figure 96 Motor-inverter system efficiency  
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Figure 97 Electrical drive system model 
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Figure 98 Motor/Generator Subsystem 
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As two identical motor/inverters were used on HEV96, the calculated current required to generate a 

requested amount of torque was doubled. This current value was then applied to the battery model 

to determine its effect on the subsequent voltage dynamics. Due to this algebraic loop, a delay equal 

to one time step (0.01 s) was added to the simulated current before applying it to the battery model. 

During the first time step of the simulation, the current applied to the battery model was set to zero.  

To determine the performance of the electrical system model, recorded CAN data generated from the 

vehicle while tested on the UKBC cycle was used. The recorded MGU speed and torque demand were 

used as inputs to the model to evaluate its effectiveness at calculating the required current to 

generate the required power. Additionally, the performance of the battery model at simulating the 

voltage dynamics using the calculated current was also considered. Figure 100 shows the CAN data 

used as inputs to the model. 

Figure 101 to Figure 104 show the results generated from the electrical system model compared with 

the recorded data. Additional plots showing the results from 1500 to 1800 seconds are also included 

for clarity. It can be seen from the plots that the simulated current and resulting voltage dynamics 

match the recorded data closely. R-squared values were calculated for both current and voltage, and 

were found to be 0.91 and 0.86, respectively. Therefore, these results show that the electrical system 

model can reproduce the desired electrical behaviour accurately.  

 

Figure 99 Recorded velocity data used as an input to the electrical system model for validation 

 

Figure 100 Recorded MGU demand used as an input to the electrical system model for validation
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Figure 101 Comparison of recorded and simulated current for the UKBC cycle validation data 
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Figure 102 Comparison of recorded and simulated current for the UKBC cycle validation data between 1500 and 1800 seconds 
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Figure 103 Comparison of recorded and simulated voltage for the UKBC cycle validation data 
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Figure 104 Comparison of recorded and simulated voltage for the UKBC cycle validation data between 1500 and 1800 seconds
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The remaining aspects of the MGUs required for system-level analysis are the rotor dynamics. In this 

work, it was assumed that the MGU could instantaneously produce the torque requested. The torque 

from each MGU was transferred to the drivetrain using a belt and pulley system. In this work, torsional 

deflections of shafts, and likewise, belt slippage, stretching, and compression were neglected. 

Therefore, the belt and pulley system was considered as an ideal torque coupling device that 

transferred torque according to the gearing ratio. Figure 105 shows how the mechanical aspects of 

the MGUs were modelled in Simulink/Simscape. The torque demand that comes from the EMS was 

the input to this subsystem. It was assumed that the torque demand could be instantly satisfied; 

therefore, two Simscape blocks, ‘MGU1’ and ‘MGU2’ that represent ideal torque sources, were used. 

Pulleys are present at the motor and the transmission output shaft that transfer power between the 

two MGUs and the drivetrain. The difference in size of these pulleys results in a conversion, where the 

torque and speed present at both shafts differ according to (17) and (18). This gearing ratio was 

calculated to be 3.17 by comparing the dimensions of each pully. In the model, this system was 

represented using a mechanical gear block. In the diagram, the ‘Transmission Output’ and 

‘Differential’ ports represent the mechanical connection to the transmission and the differential. 

There was no inertia component added to this subsystem, as the lumped inertia value determined in 

Section 3.4 includes the inertia of both MGUs, as these were present during the coast-down analysis. 

 

Figure 105 Model of MGU rotor dynamics and the transfer of torque to the drivetrain 

3.9 Remaining Vehicle Model Components 

Throughout the generation of this vehicle model, available data was utilised to minimise model 

development time, ensure high accuracy, and perform validation. The remaining aspects of the vehicle 

model are the driver model, braking system, and the inertia of the components upstream of the 

transmission. The following sections outline how data available at the project's onset was utilised to 

maximise model accuracy. 



Vehicle Modelling 

160 

 

3.9.1 Brake System and Remaining Component Inertia 

Heavy-duty vehicles such as buses must comply with strict legislation that mandates the essential 

functions, effects, and test methods for brake systems, such as the United Nations Economic 

Commission for Europe Regulation 13. For example, buses must have a secondary braking system that 

can provide at least 50 % of the braking force of the primary brake system [65]. HEV96 uses a 

conventional compressed-air brake system as the primary brakes and the hydrodynamic transmission 

retarder as the secondary brake system. These braking systems are relatively complex, and detailed 

information of their operation was not required for this work. Therefore, a simplified approach was 

adopted to model the braking system within this project. Both braking systems were combined into a 

single model, which generates a resistive torque that reduces the net torque acting on the wheels. 

This resistive torque was proportional to the driver’s brake pedal position (BPP). As shown in Figure 

106, the BPP was multiplied by a gain value to determine the brake torque applied to the wheels. 

Additional logic was also included so that when the vehicle velocity is zero, and the BPP is greater than 

zero, the brake torque applied is equal to the torque measured at the wheel. Therefore, when the 

velocity is zero, and the BPP is greater than zero, the net torque at the wheel is also zero. This logic 

prevents a negative torque from being generated and keeps the simulated velocity zero under those 

conditions.  

 

Figure 106 Brake system model 

Due to the availability of recorded CAN data, an empirical modelling approach was adopted to 

generate a relationship between BPP and resistive torque at the wheel. First, all the components of 

the vehicle model previously discussed were combined into a single model. Figure 107 illustrates how 

the components in the vehicle model were connected, and Figure 108 is a screenshot of the model in 

Simulink/Simscape. For clarity, not every data signal transmitted in the model is shown in Figure 108.  

The subsystems that have yet to be discussed are the driver model, discussed in Section 3.9.2, and the 

energy management strategy, discussed in Chapter 4. 
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Figure 107 Block diagram of the vehicle model components 

 

Figure 108 Complete vehicle model in Simulink/Simscape
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CAN data recorded from the vehicle while tested on the UKBC was used as the training dataset. While 

recording this dataset, the hybrid propulsion system was deactivated. Therefore, the only braking 

forces present were from the foundation brakes and the transmission retarder. The recorded APP and 

BPP signals were used as inputs to the model, and an optimisation process was applied to determine 

the coefficient applied to the BPP signal. The objective function was the sum of the absolute 

cumulative error between the simulated and recorded vehicle velocity, as well as the simulated and 

recorded engine speed. At the same time, a lumped parameter approach was used to account for the 

resistance to acceleration of the rotating components upstream of the transmission. Values for the 

inertia of some components, such as the ICE, were provided by the manufacturer. However, the 

remaining components were unknown. Therefore, similar to Section 3.4, these remaining unknown 

values were lumped together and estimated within the optimisation process. Both the brake torque 

coefficient and the lumped inertia of the components upstream of the transmission were varied in the 

optimisation process until the simulated velocity and engine speed matched the recorded data as 

closely as possible.  

Similar to the previous sections, PSO was used to determine the unknown parameters, and the 

algorithm settings were the same as before. Each generation contained 25 candidate solutions, and 

the maximum number of generations was set to 100. Several optimisation runs were required as the 

returned values were limited by the bounds imposed. Figure 109 illustrates the results generated from 

the final optimisation run. The solutions begin to converge after ten generations, and the algorithm 

reached the termination criteria after 58 generations. The best performing solution was a brake 

torque coefficient of 20169.99 and an inertia value of 2.9756 kgm2. Figure 110 and Figure 111 illustrate 

the performance of the vehicle model when simulating drivetrain dynamics using the recorded APP 

and BPP signals as inputs, as well as the estimated values. It can be seen that the vehicle model 

simulates the deceleration rate, velocity and drivetrain dynamics very accurately. R-squared values 

for the velocity and engine speed were calculated to be 0.9851 and 0.9221, respectively. In the next 

section, the recorded pedal positions are replaced with simulated signals generated by a driver model 

to demonstrate the vehicle models effectiveness at drive cycle simulation. 
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Figure 109 Best performing solution per generation produced by PSO 
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Figure 110 Velocity and engine speed comparison between simulated and recorded data on the UKBC 

 

Figure 111 Velocity and engine speed comparison between simulated and recorded data on the UKBC 
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Figure 112 Sections of the data presented in Figure 110 and Figure 111 added for clarity

(a) Velocity comparison (400 – 600 s) (c) Velocity comparison (1500 – 1700 s) (b) Velocity comparison (2400 – 2600 s) 

(d) Engine speed comparison (400 – 600 s) (e) Engine speed comparison (1500 – 1700 s) (f) Engine speed comparison (2400 – 2600 s) 
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3.9.2 Driver Model 

In the forward-facing vehicle simulation methodology, a driver model is required to generate control 

inputs in response to a prescribed drive cycle. Generally, the model is a PID controller that minimises 

the simulated and reference velocity error throughout the simulation. PID controllers generate a 

control signal according to (27), where 𝑢(𝑡) is the control variable, and 𝑒(𝑡) is the observed error 

between the actual and desired output. 𝐾𝑝, 𝐾𝑖, and 𝐾𝑑are the proportional, integral and derivative 

gains, respectively.  

 𝑢(𝑡) = 𝐾𝑝𝑒(𝑡) + 𝐾𝑖 ∫ 𝑒(𝑡)𝑑𝑡 + 𝐾𝑑

𝑑𝑒

𝑑𝑡
  (27) 

When designing a PID controller, the gain values are usually adjusted until the rise time, overshoot, 

settling time, and steady-state error are minimised. For vehicle modelling applications, the error is the 

difference between the simulated and reference velocity. This approach enables the complete vehicle 

model to be applied to new drive cycles, as the only input required is the reference velocity. The driver 

model generates the necessary control signals that are then applied to the remainder of the model.  

As large quantities of recorded data were available from the vehicle considered in the study, the error 

between the simulated and recorded engine speed was also considered when tuning the driver model. 

Therefore, while the driver model only considers the error between the reference and simulated 

velocity, during the tuning process in this work, both the error between the simulated and recorded 

velocity and engine speed were considered when determining the gain coefficients. The same dataset 

used in Section 3.9.1 was used; therefore, the HEV propulsion system was deactivated.  

While there are well-established methods presented in the literature for tuning PID controllers, for 

convenience, a PSO algorithm was again used as the optimisation method. The gain coefficients were 

varied, and multiple simulations were conducted, where the objective function was the cumulative 

absolute error between the simulated and recorded velocity and engine speed. Constraints were 

included in the optimisation to limit the values of the gain coefficients to between 0 and 50. The 

algorithm was set up to process 32 simulations per generation for 50 generations. 32 candidate 

solutions per generation was selected due to the 32-core limit available with the parallel processing 

set up. Therefore, the algorithm processed each candidate solution in parallel for each generation. 

PSO returned values of 16.63, 0.01 and 0 for 𝐾𝑝, 𝐾𝑖 and 𝐾𝑑 respectively. Therefore, the resulting driver 

model was a proportional-integral (PI) controller. Figure 113 shows the PI controller implemented in 

Simulink. The output of the PI controller was split into two paths, and saturation blocks were used to 

limit the values on each path. Therefore, when the output of the PI controller was above zero, only 

the APP output was generated. Likewise, when the PI controller output was less than zero, only the 

BPP output was generated. Additionally, gain blocks were included to convert the PI controller output 
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to a percentage. These signals were then applied to the rest of the vehicle model, where the resulting 

dynamics were simulated. 

The performance of the complete vehicle model using the control signals generated by the driver 

model in response to a reference velocity is discussed in Section 3.10. 

 

Figure 113 PI controller-based driver model 

3.10 Full Vehicle Model Validation 

The objective of this project was the MBD of an EMS; therefore, the behaviour of the vehicle in 

response to different MGU demand signals was required. A prototype of the vehicle considered in this 

project was already developed at the project's onset, and a simple rule-based EMS was implemented 

on the prototype. Additionally, many datasets recorded from the HEV96 vehicle while tested on a 

rolling road following prescribed drive cycles were available. These datasets include drive cycles where 

the HEV system was active and disabled. Rather than replicating the existing EMS present in the 

recorded data, the recorded MGU demand was used as an input to the model to demonstrate that 

the vehicle model can accurately reproduce the electrical component dynamics required.  

The objective of the vehicle model discussed in this chapter was the accurate simulation of the energy 

consumption required to complete a drive cycle while considering the effect of the EMS. Therefore, 

the drivetrain dynamics, including engine speed, transmission operation, and the forces present on 

the vehicle, as well as the electric motor operation and the associated battery dynamics, were all 

required to calculate the fuel and electrical energy consumption. Furthermore, using a drive cycle as 

the only time series based input, as well as some component parameters such as the vehicle mass, 

frontal area, initial battery SOC and more, the model was required to accurately estimate energy 

consumption when applied to new situations, such as different drive cycles and EMSs. For validation, 

the recorded MGU demand was included as an input to the model. However, in the next chapter, the 

development of a new EMS is discussed. Consequently, the recorded MGU demand was later replaced 

by the simulated demand generated by the EMS.  

To validate the performance of the complete vehicle model, its performance was tested using 

reference datasets collected from the vehicle that were not involved in the development of the model. 
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Hence, these datasets are different from the training data used to generate some of the model 

components. Figure 114 to Figure 131 show the results generated from the model when tested using 

the recorded velocity and MGU demand from two separate UKBC cycles as inputs. Table 24 lists the 

R-squared values calculated for the simulated velocity, engine speed, fuel consumption, voltage and 

current. 
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Figure 114 Validation dataset 1 – Comparison between simulated and recorded velocity 

 

Figure 115 Validation dataset 1 – Comparison between simulated and recorded engine speed 
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Figure 117 Validation dataset 1 – Comparison between simulated and recorded cumulative fuel consumption 

Figure 116 Validation dataset 1 – Comparison between simulated and recorded fuel rate 
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Figure 119 Validation dataset 1 – Comparison between simulated and recorded current 

Figure 118 Validation dataset 1 – Comparison between simulated and recorded voltage 
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Figure 120 Validation dataset 1 – Various sections of Figure 114 and Figure 115 

(a) Velocity comparison (400 - 600 s) (b) Velocity comparison (1500 - 1700 s) (c) Velocity comparison (2400 - 2600 s) 

(d) Engine speed comparison (400 - 600 s) (e) Engine Speed Comparison (1500 - 1700 s) (f) Engine Speed comparison (2400 - 2600 s) 
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Figure 121 Validation dataset 1 – Various sections of Figure 116 and Figure 117 

(a) Fuel rate comparison (400 - 600 s) (b) Fuel rate comparison (1500 - 1700 s) 

(d) Cumulative fuel consumption comparison (400 - 600 s) (e) Cumulative fuel consumption Comparison (1500 - 1700 s) (f) Cumulative fuel consumption comparison (2400 - 2600 s) 

(c) Fuel rate comparison (2400 - 2600 s) 
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Figure 122 Validation dataset 1 – Various sections of Figure 118 and Figure 119 

(c) Voltage comparison (2400 - 2600 s) (a) Voltage comparison (400 - 600 s) (b) Voltage comparison (1500 - 1700 s) 

(d) Current comparison (400 - 600 s) (e) Current Comparison (1500 - 1700 s) (f) Current comparison (2400 - 2600 s) 
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Figure 123 Validation dataset 2 – Comparison between simulated and recorded velocity 

 

 

Figure 124 Validation dataset 2 – Comparison between simulated and recorded engine speed 
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Figure 125 Validation dataset 2 – Comparison between simulated and recorded fuel rate 

 
Figure 126 Validation dataset 2 – Comparison between simulated and recorded cumulative fuel consumption 
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Figure 127 Validation dataset 2 – Comparison between simulated and recorded voltage 

 

Figure 128 Validation dataset 2 – Comparison between simulated and recorded current 
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Figure 129  Validation dataset 2 – Velocity and current comparisons 

(c) Velocity comparison (2400 - 2600 s) 

 

(a) Velocity comparison (400 - 600 s) (b) Velocity comparison (1500 - 1700 s) 

(d) Current comparison (400 - 600 s) (e) Current Comparison (1500 - 1700 s) (f) Current comparison (2400 - 2600 s) 
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Figure 130 Validation dataset 2 – Fuel consumption comparison 

(d) Cumulative fuel consumption (400 - 600 s) 

(c) Fuel rate comparison (2400 - 2600 s) (b) Fuel rate comparison (1500 - 1700 s) (a) Fuel rate comparison (400 - 600 s) 

(f) Cumulative fuel consumption (2400 - 2600 s) (e) Cumulative fuel consumption (1500 - 1700 s) 
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Figure 131 Validation dataset 2 – Voltage and current comparison 

(a) Voltage comparison (400 - 600 s) (b) Voltage consumption (1500 - 1700 s) (c) Voltage consumption (2400 - 2600 s) 

(d) Current comparison (400 - 600 s) (e)      Current consumption (1500 - 1700 s) (f) Current consumption (2400 - 2600 s) 
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Table 24 R-Squared values for each variable on both validation drive cycles 

Variable R2 - UKBC Validation 

Dataset 1  

R2 - UKBC Validation 

Dataset 2 

Velocity (m/s) 0.9974 0.9977 

Engine Speed (rpm) 0.8921 0.8480 

Fuel Rate (l/h) 0.8226 0.8542 

Cumulative fuel 

consumption (l) 
0.9994 0.9997 

Voltage (V) 0.6664 0.8044 

Current (A) 0.9008 0.9048 

The figures presented demonstrate that the vehicle model can simulate the component dynamics with 

a high degree of accuracy when a drive cycle and MGU demand are used as the inputs. On both 

validation datasets, the simulated velocity achieved an R2 of greater than 0.99, and therefore, the 

driver model is capable of generating the required control signals to follow the prescribed drive cycle 

closely. Additionally, the model achieved an R2 of 0.89 and 0.85 for the simulated engine speed, 

indicating that the simulated drivetrain dynamics match the recorded data very well. The engine speed 

results from the total forces acting on the vehicle and the torque generated by the ICE and the MGU. 

As the driver model generated the torque demand for the ICE during the validation datasets, these 

results indicate that the pedal signals generated by the driver model are similar to the recorded data. 

When the recorded pedal signals were used as inputs to the model to determine the brake torque 

coefficient in Section 3.9.1, the simulated velocity and engine speed achieved an R2 value of 0.9851 

and 0.9221, respectively. Therefore, with the inclusion of the driver model, the velocity matching is 

better, due to the closed-loop control of the driver model. However, the engine speed matching is not 

as good due to the difference between the recorded and simulated pedal signals.  

The simulated fuel rate achieves a high degree of accuracy relative to the recorded data due to the 

recurrent ANN-based transient fuel consumption model. This model is reliant on the accuracy of the 

engine speed and engine torque used as inputs. As demonstrated in Section 3.6.2, when the recorded 

engine speed and torque are used as inputs to the transient fuel consumption model, the simulated 

values match the recorded data with an R2 of 0.997. Therefore, the errors between the simulated fuel 

consumption and recorded data in the validation datasets are likely due to the simulated engine speed 

and torque accuracy. Consequently, improving the engine speed and torque accuracy within the 

model has the added benefit of improving the accuracy of the fuel consumption results. Furthermore, 

the cumulative fuel consumption validation results match the recorded data extremely well. In the 
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first validation set, the maximum difference between the recorded data and simulated data 

throughout the simulation was 1.89 %. The difference between the simulated and recorded total fuel 

consumption was 0.02 %. The actual mileage in the recorded data was 30.98 l/100km, and the 

simulated mileage was 30.99 l/100 km. In the second data set, the maximum difference between 

simulated and recorded cumulative fuel consumption was 1.53 %, and the difference between the 

simulated and recorded total fuel consumption was 0.80 %. The actual mileage in the recorded data 

was 31.14 l/100 km, and the simulated mileage was 31.39 l/100 km. 

The voltage comparisons between both validation datasets differ significantly. In the first validation 

dataset, the simulated voltage R2 was 0.67, whereas, in the second dataset, it was 0.80. The simulated 

voltage dynamics are calculated based on the current applied to the battery model. The simulated 

current performed equally well in both validation datasets, with an R2 of 0.90 for both. Therefore, the 

simulated current validation results indicate that the efficiency map-based approach to determine 

current demand based on the MGU demand and simulated MGU speed works very well. It can be seen 

in Figure 122 and Figure 131 that the error between the simulated and recorded voltage in validation 

set 1 is greater when the applied current is zero. The simulated battery voltage when the current is 

zero is equal to the OCV, which in the model is based on the relationship between OCV and SOC, 

illustrated in Figure 91. In the first dataset, the SOC ranged from 61.5 to 71.5, while in the second data 

set, it ranged from 60 to 66.5. The initial SOC is an essential parameter for comparison purposes and 

is applied to the model at the start of the simulation. This value comes from the SOC recorded at the 

start of the validation datasets. However, estimating SOC on a battery is relatively challenging, and if 

there are errors with this value, it will introduce errors to the OCV and, therefore, simulated voltage 

comparisons. These results indicate that there may be some error in the SOC calculated in the 

recorded data from the battery BMS. The estimated OCV may also be more accurate at particular SOC 

values.  

3.10.2 Real-world validation 

The validation results shown so far demonstrate that the methods proposed in this work can simulate 

the vehicle performance with a high degree of accuracy. However, while different datasets were used 

for training and validation, only data recorded from the vehicle when completing the MLTB and UKBC 

(which is identical to the MLTB but with an additional rural section) cycles were used. This was due to 

the limited variation in the recorded data available. While these drive cycles were purposely designed 

to demonstrate vehicle performance over most operating conditions, it would be better to apply the 

vehicle model to entirely different situations that were not considered during development.  
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Outside of this project, data was recorded from a similar vehicle during on-road testing. The on-road 

test data was collected from a conventional bus, the Wrightbus micro hybrid V3 (MHv3), which shares 

all of the same components as the HEV96. However, it does not have any electrical propulsion 

components (electric motors, inverters, and battery). Due to the similarities between HEV96 and 

MHv3, for which real-world test data exists, it was decided to use the on-road test data to demonstrate 

the performance of the proposed model at simulating all of the HEV96 component dynamics, apart 

from the electrical propulsion system. The reference data was recorded while the vehicle completed 

a real-world bus route in Brighton. The route began in Hove and ended at the Brighton Marina, as 

illustrated in Figure 132. The recorded data was approximately 53 minutes in length, and the distance 

travelled was approximately 17.11 km.  

 

Figure 132 Route completed during recorded data [228] 

Unlike the data recorded from the rolling road, the real-world data includes elevation changes. 

Therefore, this validation test has the added benefit of demonstrating the vehicle models ability to 

determine the forces due to the road gradient. Therefore, the inputs to the model during this test 

were the recorded velocity and the elevation. The elevation data was generated by the onboard GPS 

but contained some noise and was relatively poor. As shown in Figure 133, the elevation data included 

some instances where the reported elevation changed considerably while the distance travelled 

remained constant. Therefore, to remove these issues from the data, a moving average was applied 

to smooth the elevation data. The road gradient was calculated by considering the rate of elevation 

change and the length of the bus. 
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Figure 133 Comparison of elevation against distance travelled before and after moving was average applied 

Unlike the previous datasets, the mass of the vehicle was unknown during this test. As the vehicle was 

not in service and only contained a few passengers, the unladen mass of the vehicle was used (11,000 

kg). The hybrid components in the model were disabled, and the rest of the model remained the same. 

The same lumped inertia values were used, and therefore, the inertia of the MGUs / belt and pulley 

system was included. However, the effect of this on the overall system performance was considered 

to be negligible. Figure 134 to Figure 137 show a comparison between the simulated and recorded 

data. Figure 138 and Figure 139 show sections of the data for added clarity. Table 25 lists the R2 results 

generated from the key performance variables. 

Table 25 R2 results for the key simulation variables 

Variable R2 – Real-world Validation 

Velocity (m/s) 0.9796 

Engine Speed (rpm) 0.7675 

Fuel Rate (l/h) 0.5586 

Cumulative fuel consumption (l) 0.9956 
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Figure 134  Real-world validation - Velocity comparison  

 

Figure 135 Real-world validation - Engine speed comparison  
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Figure 136 Real-world validation – Fuel rate comparison 

 

Figure 137 Real-world validation – Cumulative fuel consumption comparison 
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Figure 138 Real-world validation – section views of velocity and engine speed comparison 

(a) Velocity comparison (200 - 400 s) (b) Velocity comparison (1300 - 1500 s) (c)   Velocity comparison (2400 - 2600 s) 

(d) Engine speed comparison (200 - 400 s) (e)   Engine speed comparison (1300 - 1500 s) (f) Engine speed comparison (2400 - 2600 s) 
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Figure 139 Real-world validation – section views of fuel consumption comparison

(a) Fuel rate comparison (200 - 400 s) (b) Fuel rate comparison (1300 - 1500 s) (c)   Fuel rate comparison (2400 - 2600 s) 

(d) Cumulative fuel comparison (200 - 400 s) (e)   Cumulative fuel comparison (1300 - 1500 s) (f) Cumulative fuel comparison (2400 - 2600 s) 
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Figure 134 shows that the simulated velocity follows the reference data very closely. However, the 

simulated velocity tends to be lower than the reference velocity, despite the PI-controller based driver 

model that minimises the error between both variables. This trend indicates that the simulated 

velocity was constrained by the available vehicle performance and the resistive forces present. This 

difference in velocity is likely due to the accuracy of the resistive forces generated from the elevation 

data. The simulated engine speed matches the recorded data reasonably well, with an R2 of 0.77. 

Again, part of the error in the engine speed results comes from the difference between the velocity 

data, and therefore, resistive forces present. The transient fuel consumption was significantly 

different from the recorded data and tended to be noisier and provide over-estimates. The noise 

comes from the sensitivity of the driver model, which reacts very quickly to differences between the 

simulated and recorded velocities. The overestimates are again likely due to the elevation data, as the 

simulated resistive forces were likely to be overvalued, causing the torque demand and fuel 

consumption to be higher. This is evident by the underestimates illustrated in the velocity comparison.  

Despite the transient fuel consumption differences, the cumulative fuel consumption follows the 

reference data particularly closely. The poor matching between the transient fuel consumption results 

is primarily due to the sensitivity of the driver model and an excessive torque estimation. While this 

results in a noisy signal that is different from the recorded fuel rate, the overall behaviour is similar. 

The total fuel consumption calculated by the model was 3.50 % greater than the recorded fuel 

consumption. Additionally, the maximum error between the recorded and simulated cumulative fuel 

consumption was 4.63 %.  

These results demonstrate that the vehicle model developed in this work can accurately estimate the 

vehicle's energy consumption and drivetrain dynamics when subjected to new operating conditions. 

The model performed better when considering data generated from a rolling road. However, there 

were issues present with the elevation data used in the real-world validation. Therefore, the elevation 

data must be accurate for the vehicle model to be applied to real-world conditions and generate highly 

accurate results. Despite this, the vehicle model still generated results that were reasonably close to 

the recorded data.   
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3.11 Chapter Summary 

Throughout this chapter, the components required for a detailed simulation of the dynamics 

experienced on the HEV96 vehicle were discussed, and modelling methodologies were proposed. The 

modelling objectives were the accurate simulation of the energy consumption required to complete 

a drive cycle while considering the effect of the EMS. Therefore, the drivetrain dynamics, including 

engine speed, transmission operation, and the forces present on the vehicle, as well as the electric 

motor operation and the associated battery dynamics, were all required in order to calculate the 

resulting fuel and electrical energy consumption.  

Simulink/Simscape was found to be a highly useful development environment that facilitated the 

generation of bespoke components based on mathematical operations and logic, but also provided a 

wide variety of component models that could be parameterised and readily used. The Simscape library 

ensured that the complete set of forces acting on the vehicle were considered when calculating the 

dynamics of any rotating component in the drivetrain. Additionally, this software facilitated 

optimisation programs written in the MATLAB language to be applied for parameter estimation.  

MBD for control system development was discussed throughout Chapter 2, and it was shown that a 

trade-off between model fidelity and processing time was often required. Unlike many projects in this 

field, relevant data recorded from the vehicle was available at the onset. Therefore, this project 

demonstrates how data can be utilised to achieve a highly accurate model without excessive 

development time or processing requirements. On the UKBC cycle, the model took 3.4 mins to process 

the component dynamics across the 55-minute drive cycle. While the processing time will vary with 

system hardware and background tasks, this result demonstrates that the model is highly suitable for 

optimisation and control related applications.  

A novel fuel consumption modelling method was proposed in this work, and simulation results 

demonstrate that it can achieve highly accurate results. This method is reliant on the availability of 

relevant test data; however, as shown in this work, no specific test procedure is required. Instead, the 

necessary data can be collected from the vehicle during regular operation and ideally includes a large 

volume of data demonstrating vehicle performance across the full operating range. In Section 3.6, it 

was shown that this method was superior to the conventional steady-state map-based approach at 

estimating fuel consumption. The steady-state map-based approach also relies on experimental data; 

however, it requires a specific test regime.  

The validation results demonstrate that the modelling methods proposed enable highly accurate 

results to be generated using a drive cycle and elevation profile as the only time series-based inputs. 

For bus applications, this is particularly useful, as it enables bus operators to determine the operating 
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costs of applying new vehicles to specific bus routes. Drivetrain simulation has become even more 

important with the introduction of new vehicle types, such as BEBs and fuel cell electric buses, as 

simulations can determine whether these vehicles can service specific routes given their range 

limitations.  
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Chapter 4 

Energy Management Strategy 
Development 

4.1 Introduction  

In Chapter 2, the various HEV EMS methodologies present in the literature were examined. It was 

found that while a variety of methods ranging in complexity have been investigated in the past, most 

publications do not consider the real-world implementation of the proposed control logic. To resolve 

this gap in the literature, this study focused on the development and implementation of an EMS 

applied to an HEB. Considering this and the literature review findings, a fuzzy rule-based strategy was 

identified as the most appropriate solution for this project as the processing requirements for such a 

strategy are substantially lower than optimisation-based methods and within the capabilities of the 

existing vehicle ECU. Furthermore, fuzzy systems permit the use of offline optimisation algorithms 

such as GA to achieve superior performance.  

This chapter outlines the development of an initial fuzzy rule-based EMS that was evaluated using the 

vehicle model described in Chapter 3. Next, the design of the fuzzy system was optimised using GA 

and parallel processing. Based on the literature review findings, this work presents the first example 

of the successful implementation of a Genetic-Fuzzy EMS on a HEB. 

4.2 Existing Rule-Based EMS present on HEV96 

Introduced in Section 1.7, a heuristically designed rule-based strategy was previously developed for 

the target HEV96 vehicle. This strategy was deployed and tested on the target ECU while integrated 

on the vehicle during dynamometer testing using standard drive cycles. This strategy considered the 

MGU torque demand in two sections, the positive torque request, and the negative torque request. 

Figure 140 is a screenshot of the positive torque request logic created in logi.CAD, which was the IDE 

used by Wrightbus for development and introduced in Section 3.2. 

In this strategy, the MGUs provided torque assist in first gear only. Essentially, the positive torque 

request was proportional to the APP, such that 0 – 20 % APP would generate a 0-100 % MGU demand. 

However, this value was also adjusted based on the SOC present in the battery. At low SOC, the MGU 

provided less power and vice versa. This process resulted in charge-sustaining behaviour, as the 

positive torque request became negligible as the SOC decreased. Additionally, when the vehicle 
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transitioned out of first gear, the MGU demand ramped down to zero at a specified rate. Similarly, the 

negative torque request (regenerative braking) was a linear function of the BPP, such that 0 – 20% 

BPP would generate a negative torque request of 0 – (-100) %. When the BPP was above 20%, the 

conventional braking system would also be used. Again, the EMS also considered the SOC present in 

the battery, such that the negative torque request decreases as the SOC reaches the upper limit. The 

MGU torque demand was also constrained by the maximum current permitted by the battery. On the 

vehicle, the BMS sends a maximum allowed current on the CAN that is received by the vehicle’s 

supervisory control unit and applied to the EMS. If the torque demand generated by the EMS exceeded 

the threshold permitted by the battery current limits, then the MGU demand would be limited to 

prevent damaging the battery.  

 

Figure 140 Positive torque request logic in logi.CAD 

4.3 Initial Fuzzy Rule-Based EMS 

4.3.1 Designing the Fuzzy System 

There are multiple aspects to the EMS. The component with the most significant effect on the vehicle’s 

overall efficiency is the control of power generation from the multiple sources in response to a power 

demand from the driver. Other aspects include the distribution of braking forces generated by the 

primary braking system and the MGUs. In addition, the battery SOC must also be regulated to prevent 

permanent damage from over-charge or over-discharge. The focus of this project was improving the 

vehicle’s overall efficiency, and therefore, the distribution of power generation was considered the 

most critical component of the EMS. This section discusses the development of a heuristically designed 

fuzzy system to control the blend of power generated from both sources. 

As the vehicle considered in this study cannot charge the battery from the grid, all of the energy on 

board comes from the fuel. Therefore, it was decided that the EMS must manage the use of the ICE to 

maintain highly efficient operation as much as possible while supplementing power demanded by the 
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driver with power generated from the MGUs. The BSFC, which is the amount of fuel consumed in 

grams per kilowatt-hour of energy produced, was identified as an ideal metric to gauge the efficiency 

of the ICE. The metric can be calculated in real-time on the vehicle, based on the fuel rate and power 

output at any given time. Therefore, to control the blend of power produced by the ICE and the MGUs, 

a fuzzy system was developed that used the BSFC as an input, and the output was the ratio of power 

production between the two sources. Specifically, the fuzzy system output was the percentage of the 

driver’s torque demand that the MGUs would generate. If this value exceeded the MGU maximum 

torque curve (illustrated in Figure 96), then the maximum MGU torque would be used. Furthermore, 

the state of the electrical system was also considered to ensure the current required to generate the 

torque demand did not exceed the maximum current permitted by the battery. The remaining torque 

requested by the driver was used as the ICE torque demand. While a similar strategy that calculates 

the MGU demand as a function of ICE efficiency could be developed without fuzzy logic, this method 

was pursued as fuzzy logic readily facilitates the use of optimisation algorithms.  

To ensure charge-sustaining behaviour, an additional input, the SOC, was introduced to the fuzzy 

system. Figure 141 illustrates the heuristically designed fuzzy system used to generate the positive 

torque request for the MGUs and the ICE. The fuzzy system used two inputs, 30 rules, and calculated 

one output. The complete operating range of the inputs were classified into linguistic variables using 

MFs. As illustrated in Figure 142, five MFs were used to classify the SOC input into five sets, enabling 

the system to vary the motor blend based on the SOC present in the battery. The SOC range was 

labelled 0 – 100 %, representing the useable amount of energy present in the battery. This range 

corresponds to an actual SOC of 30 – 70 %, which was defined as safe by the battery manufacturer.  

The BSFC input enables the controller to vary the motor blend based on engine efficiency. Figure 157 

illustrates the six MFs that were used to classify the BSFC input range into fuzzy sets labelled ‘Min’ to 

‘Very High’. Each fuzzy set defines a linguistic value that represents ICE efficiency (BSFC). Each fuzzy 

set was defined by considering normal vehicle operation based on data collected from vehicle testing. 

This data revealed that the BSFC typically ranged from 180 to 300 g/kWh. However, values above 500 

g/kWh can also be expected but are less frequent. Rather than equally distributing the MFs across the 

BSFC range, more MFs were added at low values of BSCF. This provides the fuzzy system with 

additional degrees of freedom to determine the MGU output when the BSFC is low. Effectively 

providing a finer degree of control over the MGU when the BSFC values are low and therefore the ICE 

efficiency is high.  
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Figure 141 Fuzzy system to calculate motor blend (%) 

 

Figure 142 SOC input MFs 

 

Figure 143 BSFC input MFs 

For the output, five trapezium and two singleton membership functions were used to define the motor 

blend associated with each linguistic value, as shown in Figure 144. The singleton output fuzzy sets 

(labelled ‘MinBoost’ and ‘MaxBoost’) facilitate a precise, crisp output value to be determined during 

the defuzzification process. In this application, the singleton membership functions were used to 

generate a crisp output of either 100% or 0% when the inputs activate the corresponding rules.  
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Figure 144 Motor Blend output MFs 

Table 26 describes the rule base created for use in this fuzzy system. 30 equally weighted rules were 

defined, one for every possible combination of input MFs. The objective of the proposed strategy was 

to keep the ICE operating in a region of high efficiency by supplementing inefficient ICE operation with 

torque generated by the MGUs. Thus, the rules were defined so that when the BSFC is low, i.e. the ICE 

is producing energy efficiently, the motor torque request will be low. Alternatively, when the BSFC is 

high, the ICE produces energy less efficiently, so the motor torque request will be higher. For example, 

when the SOC is within the ‘High’ set, and the BSFC is within the ‘Medium’ set, the ‘Medium’ output 

set is used to calculate the crisp output of the fuzzy system.  

Table 26 Rule base used in the fuzzy system (VH – VL corresponds to ‘Very High’ – ‘Very Low’) 

   SOC 

   VL L M H VH 

        

BSFC 

VH  M H H VH Max 

H  L M M H VH 

M  VL VL M M H 

L  Min Min L L M 

VL  Min Min Min VL L 

Min  Min Min Min Min Min 

The centre of gravity method was used to obtain the crisp motor blend output from the implied fuzzy 

sets generated during the inference mechanism (discussed further in Section 2.3.4.1). Figure 145 

illustrates how the output of the fuzzy system varies with the BSFC and SOC inputs according to the 
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MFs and rules defined. It can be seen that as the SOC decreases, less electrical energy is used. 

Additionally, as the BSFC increases, the motor blend percentage also increases. 

 

Figure 145 Output of the fuzzy system  

4.3.2 Simulating the Performance of the Fuzzy System 

To demonstrate the performance of the fuzzy system, the vehicle model described in Chapter 3 was 

used. First, the existing deterministic rule-based strategy developed by Wrightbus was replicated in 

Simulink. This system was then applied to the vehicle model to establish a baseline to compare the 

performance of the new fuzzy system.  

The EMS developed by Wrightbus and installed on HEV96 considered the MGU torque demand in two 

sections, the positive torque request and the negative torque request. In that strategy, the MGUs 

provided torque assist in first gear only. Essentially, the positive torque request was proportional to 

the APP, such that 0-20 % APP would generate a 0-100 % MGU demand. However, this value was also 

adjusted based on the SOC present in the battery. At low SOC, the MGU provided less power and vice 

versa. This process resulted in charge-sustaining behaviour, as the positive torque request became 

negligible as the SOC decreased. Additionally, when the vehicle transitioned out of first gear, the MGU 

demand ramped down to zero at a specified rate. Similarly, the negative torque request (regenerative 

braking) was a linear function of the BPP, such that 0-20% BPP would generate a negative torque 

request of 0-(-100)%. When the BPP was above 20%, the conventional braking system would also be 

used. Again, the EMS also considered the SOC present in the battery, such that the negative torque 

request decreases as the SOC reaches the upper limit.  
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The MGU torque demand was also constrained by the maximum current permitted by the battery. On 

the vehicle, the battery BMS sends a maximum allowed current on the CAN that is received by the 

vehicle’s supervisory control unit and applied to the EMS. In the model, the maximum current 

permitted was implemented using a lookup table provided by the manufacturer that defined the 

maximum current (both positive and negative) at various SOC and temperature ranges. However, the 

thermal behaviour of the battery was not included in the model. Therefore, if the torque demand 

generated by the EMS exceeded the threshold permitted by the battery current limits, then the MGU 

demand would be limited to prevent damaging the battery.  

The existing EMS developed by Wrightbus was created using the logi.CAD IDE (introduced in Section 

3.2). As the strategy featured an array of standard logic functions, it could be easily replicated using 

the same functions in Simulink. Figure 146 shows the replicated strategy in Simulink, where each 

subsystem represents a different aspect of the EMS. The outputs of each subsystem are not illustrated 

in the figure. The existing strategy contains many additional functions and signals required to operate 

some components that can be neglected in the model, as they do not contribute to the energy 

consumption or drivetrain dynamics. The control bus contains all the signals available to the EMS on 

the vehicle CAN. Figure 147 demonstrates the ‘HEV96 Enable’ subsystem, present on the existing 

strategy. Figure 148 illustrates a comparison of the ‘Positive Torque Request’ in the logi.CAD IDE and 

the Simulink environment.  

 

Figure 146 Wrightbus EMS replicated in Simulink – top level 
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Figure 147  Wrightbus EMS replicated in Simulink – ‘HEV Enable’ subsystem 
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Figure 148  Wrightbus EMS replicated in Simulink – Comparison of ‘PositiveTorqueReq’ subsystem in logi.CAD and Simulink  
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To demonstrate that the strategy replicated in Simulink was an accurate representation of the strategy 

developed in logi.CAD, recorded signals generated from the vehicle were applied to the Simulink 

model, and the output of the replicated control system was compared with the recorded outputs. 

Figure 149 and Figure 150 show the output of the ‘AccelAssistHEV96Enable’ and the 

‘RegenChargeHEV96Enable’ subsystems and the corresponding recorded signals from the vehicle. 

These control signals dictate when the MGUs can provide torque assist or regenerative braking. Figure 

151 shows the resulting MGU demand generated by the replicated control system compared with the 

recorded data. It can be seen from these results that the replicated EMS generates almost identical 

results to the recorded data. Unlike the component dynamics models, this Simulink model simply 

replicates logic functions. Therefore, as the same inputs are applied, the outputs are essentially the 

same. These results demonstrate that the Simulink model of the Wrightbus EMS is an accurate replica 

of the system developed in logi.CAD. 

 

Figure 149 Assist Enable Comparison 

 

 

Figure 150 Regen Enable Comparison 

 

Figure 151 MGU Torque Demand Comparison 



EMS Development 

202 

 

After replicating the existing EMS in Simulink, it was then applied to the complete vehicle model, and 

a performance benchmark was generated by simulating the vehicle performance using the MLTB drive 

cycle. For this test, only the change in performance due to the positive torque request was considered. 

Therefore, both simulations were run with regenerative braking disabled, and both vehicles started at 

100 % usable SOC. As discussed in Chapter 2, when evaluating the performance of hybrid vehicle EMSs, 

it is not possible to directly compare the fuel consumption results without considering the difference 

in electrical energy used by the vehicle during each test. For example, if one strategy used considerably 

more electrical energy than the other, the associated fuel consumption would inevitably be lower. 

Therefore, any discrepancy between the total electrical energy used during both simulations must be 

considered while evaluating the total energy consumption. By disabling regenerative braking and 

allowing both simulations to begin and end with the same SOC, both strategies could be compared by 

simply evaluating fuel consumption, as the electrical energy consumption was identical.  

After establishing a benchmark using the existing EMS, the fuzzy system described in Section 4.2.1 was 

applied to the vehicle model to generate the positive torque request. Figure 152 illustrates how the 

fuzzy system was implemented in the vehicle model. First, the simulated SOC and BSFC were used as 

inputs to the fuzzy system, and the output was multiplied by the driver’s torque demand to generate 

the MGU positive torque request. Additionally, the subsystem ‘Torque Limit due to Battery Current’ 

calculates the maximum permitted torque due to the current limits of the battery. Figure 153 shows 

this subsystem, where the simulated SOC and a nominal battery temperature (as the battery 

temperature was not modelled) were applied to two lookup tables that output the maximum positive 

and negative current that can be applied to the battery. These maximum currents are then multiplied 

by the simulated voltage (generated elsewhere by the battery model) to determine the maximum 

power, which is then divided by the simulated MGU speed to produce a maximum charge and 

discharge limit in terms of MGU torque. Next, the minimum value between the torque limit and 

calculated positive torque request was applied to a switch that replaces the torque demand with zero 

if the velocity or APP is zero. Lastly, a lookup table that contains the maximum MGU torque as a 

function of MGU speed was used to ensure the positive torque request does not exceed the physical 

component constraints. This final value was then applied to the model of the MGUs illustrated in 

Figure 105. 

In the existing strategy, the MGU only provided torque-assist at low velocities, as accelerating from 

rest is typically associated with high fuel consumption. However, in the proposed strategy, the MGU 

operation varies with ICE efficiency; therefore, it was decided that the motors may provide torque 

assist in all gears. After implementing the fuzzy system to generate the positive torque request in the 

vehicle model, a second simulation was conducted to determine the effect this new strategy has on 
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energy consumption. All parameters in the vehicle mode were identical for both simulations, and the 

only difference was the logic used to determine the MGU positive torque demand. Figure 154 and 

Figure 155 show the velocity and engine speed comparisons between both simulations. Both 

simulations follow the MLTB reference velocity closely and that both simulated velocities are almost 

identical. There are some differences in the engine speed comparison, as the engine torque demand 

differed due to the two EMSs. Figure 157 shows the change in the fuel consumption and SOC as a 

result of the two strategies. The fuzzy-based EMS depleted the energy within the battery at a faster 

rate than the existing strategy; however, it also used less fuel to complete the drive cycle. Additionally, 

the existing strategy does not completely deplete the useable SOC in the battery due to how it reduces 

the MGU torque demand as the SOC decreases.  

The difference between both strategies can be seen in more detail in Figure 158 and Figure 159, where 

the MGU demand generated by each strategy is compared. The existing strategy effectively generates 

a digital MGU demand that is either 0 or 100 % and is only active at the start of acceleration events, 

as this corresponds with the first gear being active. In contrast, the fuzzy-based EMS was permitted to 

provide torque assist with the MGU throughout each gear, and the MGU demand generated varies 

considerably. This variation was due to the fuzzy system calculating a new MGU demand as the engine 

efficiency, represented by the calculated BSFC, changed. There is some noise in the MGU demand 

plots, as both strategies determine the MGU demand based on the driver’s torque demand. As the 

driver model was based on a PI-controller, the torque demand varied rapidly to ensure the resultant 

simulated velocity matched the reference velocity. 

As both simulations used a different amount of electrical energy, this difference must first be 

considered before evaluating the total energy consumption results. To compensate for this 

discrepancy, the final difference in SOC between both simulations was considered in terms of an 

equivalent amount of fuel energy. The difference in the final SOC between both simulations was 2.2 

%. The battery has a useable capacity of 3.84 kWh, and therefore, 2.2 % of this would be 84.48 Wh. 

To determine an equivalent amount of fuel that corresponds to the electrical energy difference, the 

average BFSC from the recorded data was used. The average BSFC in the recorded data was 268.39 

g/kWh, and therefore, 84.48 Wh would equate to 22.67 g of fuel. Using a specific gravity of 0.83 for 

diesel, the difference in electrical energy used by both strategies corresponds to 0.0188 l of fuel. The 

existing strategy consumed 2.8657 l of fuel, whereas the fuzzy-based strategy produced a fuel 

consumption of 2.7160 l. By subtracting the remaining electrical energy in terms of fuel from the 

amount consumed by the existing strategy, it was found that the fuzzy-based EMS reduced the total 

energy consumption by 4.60 %. 
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In Figure 157, it can be seen that the fuzzy rule-based strategy depleted the electrical energy stored 

in the battery at a higher rate. Therefore, the fuel consumed by the engine during this period was 

considerably lower than the existing strategy, as the MGUs were more heavily utilised. After approx. 

900 seconds, the fuzzy-rule based strategy used the ICE to provide all of the torque required. 

Therefore, this difference in fuel consumption between both strategies decreased, as the existing 

strategy still utilised the MGUs for torque assist. However, after considering the remaining unused 

electrical energy by the existing strategy, the fuzzy-rule based strategy was found to have used less 

energy to complete the drive cycle. This was due to the fuzzy system adjusting the MGU usage based 

on the ICE efficiency, and therefore, decreasing the MGU usage when the ICE was operating efficiently 

and vice versa. These results indicate that the proposed fuzzy rule-based strategy to determine the 

positive torque request for the MGU can reduce the vehicle's overall energy consumption by 

approximately 4.60 % when tested on the MLTB cycle. 
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Figure 152 Fuzzy rule-based positive torque request 
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Figure 153 ‘Torque Limit due to Battery Current’ subsystem 
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Figure 154 Simulated velocity comparison between both EMSs 

 

Figure 155 Simulated engine speed comparison between both EMSs 
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Figure 156 Simulated fuel consumption comparison between both EMSs 

 

Figure 157 Simulated SOC comparison between both EMSs 
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Figure 158 Simulated MGU demand comparison between both EMSs 

 

Figure 159 Additional subplots of MGU demand compaison between both EMS

(a) MGU demand comparison (270 - 300 s) (b) MGU demand comparison (760 - 795 s) (c)   MGU demand comparison (875 - 900 s) 
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4.4 Genetic-Fuzzy EMS 

From the literature review presented in Chapter 2, it was apparent that optimising the design of a 

fuzzy rule-based system using a meta-heuristic algorithm could improve the system’s performance. 

Furthermore, simultaneously optimising both the MFs and rule-base leads to better results, as these 

features are the key parameters that affect the performance of the fuzzy system. To improve the 

performance of the fuzzy rule-based EMS described in Section 4.2, model-based optimisation using a 

genetic algorithm was applied. The process of applying GA to the design of a fuzzy system was 

described in Section 2.3.4.5.2. 

4.4.1 Defining the Structure of the Fuzzy System  

In Section 4.2, it was shown that a fuzzy rule-based strategy that varied the MGU torque demand 

according to the engine efficiency could improve performance relative to the existing strategy on the 

vehicle. This strategy was designed based on intuition and knowledge of the system. Genetic-fuzzy 

systems are a form of machine learning that can remove the human element from the design of the 

system, typically leading to improved performance. To apply GA to the fuzzy system, the structure of 

the fuzzy system must be defined first. The structure of the fuzzy system is defined by the inputs, 

outputs, and the number of MFs used.  

The goal of this project was to produce an EMS that improved the efficiency of the vehicle through 

the use of the MGUs. In section 4.2, it was shown that utilising the MGUs to minimise inefficient engine 

operation can improve the vehicle's overall efficiency. After considering the efficiency of the other 

components in the drivetrain, it was decided to include an additional input to the controller 

representing the transmission efficiency. As shown in Figure 53 to Figure 56, the transmission 

efficiency varies considerably with its operation. Using the efficiency maps provided by the 

transmission manufacturer, an estimate of transmission efficiency can be generated and used to vary 

the MGU demand. Similar to the ICE efficiency, this input enables the fuzzy system to reduce losses 

caused by the transmission by instead providing torque with the MGUs. Additionally, it was also 

decided to remove the SOC input from the controller, and instead, the charge-sustaining behaviour 

would be implemented using logic outside of the fuzzy system.  

As discussed in Section 2.3.4.5.2, Poursamad and Montazeri [164] found that when optimising a fuzzy 

system, a trade-off is required between the complexity of the system and the processing time 

required. An increased number of MFs and rules adds greater flexibility to the system, as it provides 

more opportunities to tune the controller output in response to specific inputs. However, several 

values are required to define each MF, increasing the number of variables in the optimisation process. 

Additionally, complex MF shapes typically require more variables to be defined than simple shapes. 
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Furthermore, each rule requires at least two variables to be defined, and that number increases by 

one for every additional input considered in the rule. For example, a rule that considers two inputs 

and specifies one output requires at least three variables in the optimisation process.  

The following fuzzy system was defined for use in the optimisation to keep the number of variables 

that describe the system within a reasonable limit. Five triangular MFs were used for each input and 

output, as illustrated in Figure 160 to Figure 162. Additionally, 25 rules were defined, one for each 

possible combination of the two input MFs.  

 

Figure 160 BSFC input MFs 

 

Figure 161 Transmission efficiency input MFs 

 

Figure 162 Motor blend output MFs 
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Figure 163 shows the fuzzy system applied to the model in Simulink. Similar to the implementation of 

the fuzzy system described in Section 4.2.2, the output of the fuzzy system was multiplied by the 

driver’s torque demand and subject to the constraints imposed by the maximum current permitted 

by the battery and the maximum torque the motor can produce at the current operating conditions. 

However, unlike Section 4.3.2, where the regenerative braking commands were not considered, Figure 

163 also shows how the regenerative braking demand was generated in this strategy based on the 

BPP.  

For regenerative braking, the goal is to capture as much electrical energy as possible and minimise the 

use of other braking methods. The existing strategy was determined based on the real-world test 

results demonstrating the deceleration rate generated from the multiple braking systems. For this 

reason, it was decided to use the same strategy present on the prototype vehicle, as test results show 

it performs well and decelerates the vehicle within the required safe limits. In the model, this was 

implemented by generating a negative MGU demand between 0 – (-100) % as the BPP varies between 

0 – 20 %, while considering the constraints imposed by the battery current limits and the maximum 

braking torque the MGUs can provide at a given speed. Beyond 20 % BPP, the conventional braking 

systems are also engaged. If the BPP is between 0 – 20 % and the MGUs are constrained by the battery 

or MGU limits, the difference between the braking torque requested and the maximum the MGUs can 

deliver is then provided with the conventional braking system. 

Also included in the strategy depicted in Figure 163 is a simple charge-sustaining strategy that varies 

how frequently the motors can provide torque assist based on the SOC in the battery. The rule-based 

EMS designed by Wrightbus limited torque assistance from the MGUs to first gear only. This was 

decided as the vehicle is least efficient in first gear. However, as the proposed genetic-fuzzy strategy 

calculates the MGU demand as a function of ICE efficiency, it was decided to allow torque assist in all 

gears and vary this amount based on how efficiently the ICE was operating. 

The subsystem ‘SOC Strategy’ is illustrated in Figure 164. This subsystem determines whether the 

MGUs can provide torque assist based on the battery SOC and the current gear engaged by the 

transmission. Above 60 % SOC, the MGUs are permitted to provide torque assistance in all gears. 

Between 50 % and 60 %, torque assist is limited to gears 1 – 3. Between 40 % and 50 %, torque assist 

is limited to gears 1 and 2. Lastly, between 30 % and 40 %, the MGUs can only provide torque in the 

first gear. If the SOC falls below 30 %, torque assist is disabled. The SOC considered ranges between 

30 – 70 %, equating to 0 – 100 % of the useable charge in the battery. The effect of this strategy on 

charge-sustaining behaviour is analysed further in Section 4.4.2. 
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Figure 163 Fuzzy rule-based positive torque request 
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Figure 164 ‘SOC Strategy’ subsystem



EMS Development 

215 

 

4.4.2 Optimising the Fuzzy System 

GA was selected as the optimisation method based on the existing body of research that demonstrates 

its effectiveness at generating optimal fuzzy system designs. Applying GA to a fuzzy system was 

discussed further in Section 2.3.4.5.2. In this work, the variables defining the MFs and rule base were 

encoded into the algorithm, and the vehicle model described in Chapter 3 was used to assess the 

quality of each proposed solution.  

Figure 165 illustrates how the MFs for each input and output were encoded into the algorithm. Fifteen 

variables were required to define the five MFs for each input and output. However, only one variable 

that defines the MFs at the extremities of the input/output range was included in the optimisation. 

Therefore, eleven variables, defined as x1 – x11, were considered in the optimisation, as illustrated in 

Figure 165. Upper and lower bounds, defined in Table 27, were applied during the optimisation to 

ensure the generated results were within the input/output range.  

The design of the rule base was also included in the optimisation. As described in Section 4.4.1, 25 

rules were established, one for every possible combination of the two input MFs. Therefore, 25 

variables were required to define the output MF associated with each rule. Furthermore, as the output 

used five MFs, these values were limited to integers between 1 and 5, corresponding to the MF 

activated.  

 

Figure 165 Variables corresponding to MF design 

The global optimisation toolbox in MATLAB was used to implement GA. The algorithm began by 

creating an initial population of random solutions within the bounds defined in Table 27. Then, each 

candidate solution was evaluated using the vehicle model simulating the UKBC drive cycle. To account 

for discrepancies in the final SOC present between simulations, the objective function was the 

minimisation of the total equivalent energy consumption on the vehicle. This was calculated by 

converting the remaining useable charge present in the battery into an equivalent amount of fuel. This 
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amount was then subtracted from the fuel consumed during the simulation to determine an 

equivalent amount of fuel that would have been consumed if the MGUs completely depleted the 

battery. This calculation neglects the efficiency of the motors and the battery at converting the 

remaining charge into an amount of fuel. However, as it is applied to every simulation identically, it 

provides a reasonable method to account for the difference in the final SOC between simulations. 

Therefore, every candidate solution in the algorithm generates a complete set of 58 variables that 

define a fuzzy system, and the performance of that system is evaluated using the vehicle model.  

Table 27 Optimisation variables and the corresponding upper and lower bounds 

Input/Output to Fuzzy System Variable Lower and Upper Bounds 

BSFC Input x1 – x11 180 - 500 

Transmission Efficiency Input x12 – x22 0 - 1 

Motor Blend Output x23 – x33 0 - 1 

Consequent Rule x34 – x58 1 - 5 

 

The performance of the fuzzy rule-based system is dictated entirely by the MFs and rule table used. 

Therefore, by optimising both the design of the MFs and the rule table simultaneously, the complete 

performance of the fuzzy system can be optimised by GA. With this approach, the system performance 

is only limited by the fuzzy system structure defined prior to the optimisation. The structure was the 

selection of the inputs/outputs, the number and type of MFs, and the number of rules. For this 

optimisation problem, a balance between system complexity and optimisation dimensions was 

necessary. The goal was to have sufficient optimisation dimensions that could enable the resulting 

system to achieve high quality results, while keeping system complexity and processing time to a 

minimum. This was achieved using triangular MFs that required only three variables to be defined, as 

well as the use of only one variable for the MFs near the maximum and minimum values of the 

inputs/outputs. Five MFs for each input and output were initially chosen with the expectation that 

this number could be reduced if the resulting optimised system contained significant overlapping MFs, 

indicating some redundancy in the system design. As a result of the fuzzy system design and the desire 

to optimise the complete performance of the system while retaining sufficient optimisation 

dimensions to enable a high-quality result, a minimum of 58 variables were required. 

To ensure the GA considered a wide range of fuzzy system designs, many simulations were conducted. 

To minimise the computation time, parallel processing was performed using the high-performance 

computing (HPC) cluster at QUB. Parallel processing is the method of dividing a compute task into 
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multiple parts that can be processed simultaneously using multiple processing units. Multi-core 

processors have become commonplace in the consumer computing market in recent years, and many 

applications are now designed to take advantage of the multiple processing streams. GAs are ideal for 

parallel processing, as multiple candidate solutions are considered during every generation. The 

evaluation of each candidate solution is independent of the others and only requires the optimisation 

variables supplied at the beginning of that generation. Therefore, in this application, multiple 

candidate solutions can be considered simultaneously by simulating the performance of each system 

using multiple processing units.  

The HPC cluster at QUB is a collection of servers that can be remotely accessed to perform large 

computational tasks. Dell c6220 servers that featured Intel Xeon E5-2660 Octa-core processors with a 

base clock speed of 2.20 GHz were available for this project. Up to 32 processing units were made 

available; therefore, by using a population size of 32, each candidate solution could be evaluated 

simultaneously in parallel. A maximum of 150 generations was initially used as part of the stopping 

criteria, which could be increased on subsequent runs if required. Therefore, up to 4800 simulations 

were considered.  

While the time required to complete a single simulation varies with background tasks, on an Intel Core 

i7-6820HQ processor with a base clock speed of 2.70 GHz, it was determined that the model required 

3.4 mins to simulate the UKBC drive cycle. Assuming a linear increase in processing time required to 

compute the 4800 simulations, this algorithm could take up to 16,320 mins, or 272 hours to complete, 

if processed sequentially. Using parallel processing and the HPC cluster, it was found that the 4800 

simulations required 2926.5 mins, or 48.78 hours to complete. Therefore, this method substantially 

reduced the processing time required to complete the simulations. 

After evaluating the initial population of candidate solutions, the algorithm performs the selection, 

crossover, and mutation processes, as described in Section 2.3.4.5.2. For this application, the best 

performing solution from each generation was carried over to the subsequent generation without any 

changes. In each generation, 80% of the solutions were generated using the crossover process, and 

the remaining 20% were generated using the mutation process. The crossover process generates new 

solutions by combining aspects of two different solutions in the previous generation. This algorithm 

used the fitness proportional selection method (also known as roulette wheel selection) to select the 

candidate solutions for the crossover process. In this method, a random number generator selects a 

candidate solution for the crossover process. The probability of an individual solution being selected 

is proportional to the fitness value obtained. Therefore, the best performing solutions are more likely 

to be selected for the crossover process. This method helps to generate new solutions using the 
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random variation introduced in the selection process. The intermediate crossover function combined 

the selected ‘parent’ solutions and generated a new solution for the subsequent population. This 

method generates each variable in the new solution (𝑥𝑛) according to (28). 

𝑁𝑒𝑤𝑆𝑜𝑙𝑢𝑡𝑖𝑜𝑛(𝑥𝑛) = 𝑃𝑎𝑟𝑒𝑛𝑡
1

(𝑥𝑛) + 𝑟𝑎𝑛𝑑(𝑃𝑎𝑟𝑒𝑛𝑡2(𝑥𝑛) − 𝑃𝑎𝑟𝑒𝑛𝑡1(𝑥𝑛)) 
(28) 

The mutation function introduces random variation into the creation of new candidate solutions by 

adjusting the variables within the solution by a random amount, ensuring the new values meet the 

constraints and bounds required. The new population of candidate solutions are then evaluated, and 

the process repeats until the termination criteria are satisfied. 

Several optimisation runs were conducted, where different settings were applied. Figure 166 

illustrates the results generated by the GA from final optimisation that produced the best results. The 

fitness value is the total equivalent fuel consumption on the UKBC after considering the remaining 

useable SOC in terms of fuel energy. The termination criteria were set as 150 generations, or when 

the change in the fitness value of the best performing solution was less than 1e-6 for 50 subsequent 

generations. It can be seen in Figure 166, that the best performing solution did not change after the 

70th generation, and therefore, the algorithm stopped at 120 generations. 

 

Figure 166 Comparison of the best performing solution and the average solution obtained per generation by 
GA 

4.4.3 Optimised Fuzzy System Results  

Figure 167 to Figure 169 show the MFs produced by the GA for each input and output. With fuzzy 

logic, the position and shape of the MFs determine the range of the input/output variable considered 

when making a decision. For instance, in Figure 168, the majority of the MFs are above 0.5. This 

indicates that below a transmission efficiency of 50 %, one rule was sufficient to define how the fuzzy 
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system output changes in response to the efficiency of the transmission. By having the remaining MFs 

above 50 %, greater control of the fuzzy system output is enabled due to the multiple MFs defining 

multiple rules when the transmission efficiency is above 50 %. Where the MFs are very similar and 

overlap significantly, these MFs effectively serve the same purpose and therefore could be replaced 

by a single MF that achieves the same performance. Reducing the number of MFs reduces the 

complexity of the system and the processing effort required to complete the fuzzy inference process. 

Figure 170 illustrates how the output of the fuzzy system varies with the two inputs due to the MFs 

and rules generated from the optimisation. Figure 171 is a heat map showing the same information 

for clarity. Figure 170 shows that overall, the motor blend percentage increases as the BSFC increases, 

regardless of the transmission efficiency. Also, the motor blend percentage is highest when both 

transmission and engine efficiency are low. These results are intuitive; however, the shape of the 

resulting surface plot generated by the fuzzy system is complex. Additionally, there are some areas 

where the output of the fuzzy system is counter intuitive. For example, at the minimum BSFC, as the 

transmission efficiency decreases, the output of the fuzzy system increases, decreases, and then 

increases again. This behaviour is likely because the fitness function can only determine whether a MF 

is effective at improving the vehicle's energy consumption if the inputs considered by that MF are 

present during the simulations. Therefore, if the system does not operate in that region, the effect of 

changing the MFs in that area becomes negligible. Hence, the GA has no data to inform the optimal 

design of the system in that area.  

The fitness function in this work considers the vehicle performance across the UKBC drive cycle, which 

is representative of a wide range of real-world operating conditions. Therefore, the resulting fuzzy 

system has been optimised to improve vehicle efficiency while considering typical bus operation. 

While the output of the fuzzy system may appear counter-intuitive in some areas, as those operating 

conditions are unlikely to occur, this has a negligible effect on the system's performance. 
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Figure 167 BSFC input MFs generated by the GA 

 

Figure 168 Transmission efficiency input MFs generated by the GA 

 

Figure 169 Motor blend output MFs generated by the GA 
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Figure 170 Surface plot demonstrating how the optimised fuzzy system output varies with the inputs 

 

Figure 171 Heat map demonstrating how the optimised fuzzy system output varies with the inputs 

The performance of the optimised fuzzy system was evaluated by comparing the simulation results 

generated using this strategy against the simulation results where the existing strategy was used. The 

existing strategy was implemented in the vehicle model by applying the recorded MGU demand and 



EMS Development 

222 

 

setting the initial SOC to match the recorded data. Both simulations began with 61.5 % SOC. Figure 

172 and Figure 173 show the velocity and engine speed comparisons between both simulations. It can 

be seen that both the velocity and engine speed profiles are very similar. This is due to the driver 

model ensuring the reference velocity was followed closely, and therefore, the engine speed, which 

is kinematically linked to the velocity in gears 2-4, is equally similar. However, these signals are not 

identical in both datasets due to the difference in torque generation due to each strategy. The 

maximum difference in velocity between both datasets was found to be 1.3 km/h, which was deemed 

low enough for a reasonable comparison to be made. show the comparison between fuel 

consumption and SOC. The results show that the genetic-fuzzy EMS consumed significantly less fuel, 

0.72 l. However, this strategy also used more electrical energy; therefore, this must be considered 

before any conclusions regarding energy consumption can be made. The existing strategy ended the 

simulation at 75.92 % SOC, whereas the fuzzy rule-based strategy ended the simulation at 46.09 % 

SOC. As the lower limit of useable SOC on this battery was 30%, the existing strategy had 45.92 %, and 

the new strategy had 16.09 % of useable charge remaining. Using an average BSFC calculated from 

the recorded data of 268.39 g/kWh, a specific gravity of diesel of 0.83, and neglecting the losses 

associated with converting the stored energy into mechanical power, the remaining charge in each 

simulation equates to 0.3928 l of fuel for the existing strategy, and 0.1376 l for the fuzzy rule-based 

strategy. Therefore, while the existing strategy has substantially more charge remaining in the battery, 

the fuzzy rule-based strategy still achieved lower energy consumption overall when this is taken into 

account. Subtracting the remaining charge in terms of fuel from both simulation results gives an 

equivalent fuel consumption of 4.59 l for the existing strategy and 4.13 l for the proposed strategy. 

The simulation results indicate an energy consumption reduction of 10.13 % using the genetic-fuzzy 

based strategy.  

Figure 176 illustrates the difference between both strategies in more detail. Between 200 and 600 

seconds, the fuzzy rule-based strategy frequently provides torque assist, supplying torque more often 

due to the high SOC. In contrast, the existing strategy only provides torque assist in first gear, and 

therefore, the fuzzy rule-based strategy depletes the SOC faster. As the MGUs are providing more 

power, the ICE is being used less, and therefore, the fuel consumption during 200 – 600 is noticeably 

lower. Between 1500 s and 1900 s, the fuzzy rule-based strategy has significantly reduced the SOC, 

and therefore mainly provides torque assist in first gear, similar to the existing strategy. However, it 

can also be seen that while the existing strategy provides torque assist in a digital nature, typically 0 

or 100% MGU demand, the fuzzy rule-based strategy continuously varies the torque demand based 

on the efficiency of the ICE and the transmission. The result of the new strategy is improved use of the 

ICE to convert the fuel energy into mechanical power, as it is operated less during inefficient periods. 
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From the simulation results shown, it is clear that the proposed charge-sustaining strategy depletes 

the SOC at a faster rate than the existing strategy. The fuzzy system depletes the SOC initially as it is 

permitted to provide torque assistance with the MGUs in all gears. As the SOC decreases, the strategy 

uses the MGU’s less frequently and only in the lower gears. After 2500 seconds, the SOC begins to 

increase as this represents the high-speed section of the drive cycle (illustrated in Figure 172), where 

the amount of energy generated from the high-speed braking events is significant and enough to 

produce a net increase in SOC. 

To further explore how this method regulates the SOC in the battery, multiple simulations were 

conducted using the new strategy where the initial SOC was set to 30 – 70 % in 5 % increments. Figure 

177 shows the results of these simulations, and it can be seen that regardless of the initial SOC, the 

resulting SOC profiles converge around 40 – 45 %. These results demonstrate that the proposed 

strategy achieves charge-sustaining behaviour and prevents the SOC from dropping below the 

minimum threshold of 30 %. This strategy could also be tuned such that the SOC converges on an 

optimal SOC range that minimises battery degradation. 
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Figure 172 Velocity comparison between both EMSs 

 

Figure 173 Engine speed comparison between both EMSs 

(a)  Engine speed (200 - 400 s) (b) Engine speed (1300 - 1500 s) (c)      Engine speed (2400 - 2600 s) 
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Figure 174 Fuel consumption comparison between both EMSs 

 

Figure 175 SOC comparison between both EMSs 
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Figure 176 MGU demand and fuel rate comparison between both EMSs 

(a)      MGU demand comparison (200 - 600 s) 

(c)        Fuel rate comparison (200 - 600 s) 

(b) MGU demand comparison (1500 - 1900 s) 

(d)        Fuel rate comparison (1500 - 1900 s) 
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Figure 177 Charge-sustaining behaviour of the proposed EMS 
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4.5 Chapter Summary 

Within this chapter, a fuzzy rule-based system was developed to determine the MGU positive torque 

request based on the BSFC and transmission efficiency inputs. The aim of the strategy was the 

minimisation of losses in the drivetrain by minimising inefficient drivetrain operation. Simulation 

results indicated that this method reduces energy consumption relative to the existing strategy 

present on HEV96. Following this, the performance of the proposed fuzzy system was then optimised 

using a GA and parallel processing. Finally, results from the genetic-fuzzy based strategy demonstrated 

further improvements. Therefore, these results show that utilising the MGUs to minimise inefficient 

drivetrain operation is an effective method of improving the vehicle's overall efficiency.  

As the vehicle model was used during the optimisation process, the quality of the optimised system is 

directly influenced by the model's accuracy used to evaluate potential fuzzy system designs. Due to 

the validation results presented in Chapter 3, it is reasonable to assume the proposed system will 

perform equally well on the actual vehicle; however, physical testing is required to evaluate this fully. 

When comparing simulation results between the existing strategy and the proposed genetic-fuzzy 

rule-based strategy, there was a significant discrepancy between the final SOC in both simulations. 

Therefore, a method to account for this was applied; however, this method makes assumptions 

regarding the efficiency of the ICE and electrical system at converting energy into mechanical power. 

In reality, the efficiency of these power converting components varies with their operation. Therefore, 

the difference in the energy consumption due to both strategies may be different if the same amount 

of electrical energy was used. However, as the difference in fuel consumption was so substantial 

between both simulations, it is still reasonable to deduce that the proposed fuzzy rule-based system 

provides a significant energy consumption reduction relative to the existing EMS. 

The fuzzy system generated from the GA contained MFs that overlapped significantly. Further work is 

required to determine whether some of these MFs could be removed while retaining the same level 

of performance. Furthermore, the difference in performance due to the number of MFs or type of 

MFs was not evaluated, and therefore, further research could investigate whether further 

improvements could be achieved by utilising different types and numbers of MFs in the GA. Likewise, 

the number of rules generated using the GA was fixed. Therefore, further work could also investigate 

whether increasing the number of rules in the system can improve performance.  

From the simulation results presented, the proposed system does not appear to introduce any 

undesirable driveability behaviours. This is apparent in the simulated velocity and engine speed results 

that do not show any sudden changes during acceleration and deceleration associated with poor 

driveability. The simulated vehicle acceleration appears smooth and follows the reference velocity 
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well. From the simulated engine speed results, it can be seen that the engine, and therefore, the 

drivetrain, accelerate smoothly with the vehicle, and the only sudden changes are associated with 

gear shifts. Some oscillations are apparent in the engine speed during idle conditions due to the idle 

governor implemented in the vehicle model; however, this does not affect driveability. 

The results presented in this chapter demonstrate that GA is an effective method to design a fuzzy 

rule-based EMS. The simulation results indicate that the optimised fuzzy system achieves substantially 

improved performance relative to the existing strategy present on the vehicle. Furthermore, this 

method enables the EMS to be optimised for the particular vehicle and bus applications by using the 

model and UKBC drive cycle as part of the objective function. This method is highly flexible and can be 

applied to new vehicles or operating conditions by updating the vehicle model and drive cycle 

considered within the objective function. Designing the fuzzy system using GA automates a significant 

aspect of the EMS design, reducing development time and providing a flexible and repeatable method 

that can be applied to other vehicle EMSs. 
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Chapter 5 

Implementation and Testing 

5.1 Introduction 

This chapter describes how the genetic-fuzzy system developed in Section 4.3 was exported from 

MATLAB / Simulink and integrated with the development process used by Wrightbus for the HEV 

control system development. After demonstrating successful integration, the new strategy was 

implemented on the physical vehicle and a series of experiments designed to characterise the change 

in energy consumption due to the new strategy were conducted. Section 5.3 presents an analysis of 

the experiment results.  

5.2 Integration with logi.CAD 

A key objective of this project was to produce a strategy that could be easily integrated with the 

development process currently used by Wrightbus. On the prototype HEV96 vehicle, the existing EMS 

was installed on the ZR-32 ECU, which also manages many of the body functions, such as lighting, 

operating the doors, climate control and more. Additionally, the ZR-32 acts as a gateway device that 

facilitates sharing of information across multiple CANs. For these reasons, it was imperative that any 

proposed strategy developed from this project could be integrated within the existing control system 

framework.  

As previously discussed, the hardware installed on the vehicle was programmed using the logi.CAD 

IDE. Therefore, early in the project, methods to export control functions from MATLAB to logi.CAD 

were explored. It was determined that logi.CAD facilitates the use of programs written in the IEC 

61131-3 Structured Text (ST) language. Additionally, MATLAB provides a toolbox called the Simulink 

PLC Coder that enables Simulink models to be exported as Structured Text [229]. However, the 

Simulink PLC Coder toolbox can only export a limited set of functions as Structured Text. Therefore, it 

was decided to develop an EMS within the constraints of the Simulink PLC Coder toolbox, as this 

ensured the system developed could be integrated with the IDE used by Wrightbus.  

After demonstrating the performance of the fuzzy rule-based EMS through simulation, it was decided 

to test the strategy on the prototype vehicle. As discussed in Section 4.2.2, the existing control system 

present on the HEV96 performs a wealth of functionality to ensure the components operate within 

safe limits. Rather than reproduce these functions, it was decided to implement the optimised fuzzy 

system described in Section 4.3.2 to generate the positive MGU demand while leaving the remaining 
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functions present on the existing EMS the same. This way, the physical testing that had already been 

completed to confirm the vehicle’s safe operation would remain valid. The only difference would be 

the calculation used to determine the torque assist from the MGUs. To achieve this, the fuzzy system 

was converted into an equivalent lookup table that generated the same output as Figure 170 based 

on the BSFC and transmission efficiency as the inputs. This was necessary as the Simulink PLC Coder 

toolbox did not support the fuzzy inference system function block. However, this had the added 

benefit of reducing the processing requirements required on the vehicle while providing the same 

functionality as the fuzzy system.  

To use the Simulink PLC coder, a Simulink model of the desired functionality, including any data, was 

required. Figure 178 shows the logic used to generate the positive torque request. First, the BSFC and 

transmission efficiency are applied to a lookup table that replicates the fuzzy system. The output is a 

percentage of the driver’s torque demand that the MGUs will provide. Next, the APP is multiplied by 

the maximum ICE torque to determine the drivers demand in terms of torque. This value is then 

multiplied by the output of the fuzzy system to determine MGU torque demand. The MGU torque 

demand is then divided by the maximum torque the MGUs can provide to generate a percentage, 

which is then applied to a saturation and gain block to limit this value between 0 and 100 %. Using the 

Simulink PLC Coder toolbox, this system was then converted to an equivalent ST function. The ST 

function contains all of the data required to replicate the output of the genetic-fuzzy system, as well 

as IF-ELSE statements that replicate the logic blocks in the Simulink model. 

 

Figure 178 MGU positive torque request subsystem (genetic-fuzzy EMS) 

The engine reference torque and the MGU reference torque are the maximum torque values that each 

component can produce. These values were used elsewhere on the control system developed by 

Wrightbus, and therefore, along with the APP, were readily available as inputs to this subsystem. 

However, the BSFC and transmission efficiency were not calculated by the existing control system. 

Therefore, additional logic was required to calculate these values in real-time based on the component 

states.  
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Figure 180 illustrates the system developed in Simulink to calculate the BSFC. The inputs to this 

subsystem are the engine speed, fuel rate, actual engine percent torque (AEPT) and the engine 

reference torque. Each of these inputs are readily available on the vehicle CAN. The engine speed, fuel 

rate, and AEPT come from the engine ECU and are received by the ZR-32. The AEPT is the estimated 

torque generated by the engine at a given moment in time, represented as a percentage of the 

reference torque. This value does not include the losses incurred by the engine, and therefore, is an 

indicated torque value rather than a brake torque value. The BSFC calculation begins by converting 

the AEPT from a percentage to a torque value and then subtracting the estimated pumping and friction 

losses incurred by the engine to generate the net torque produced. The engine speed and brake 

torque output are then multiplied to give the engine power output, which is then divided by the fuel 

rate (g/h) to give the fuel consumed per kilowatt-hour. Due to the division by the engine power output 

in the calculation, a very large BSFC will be calculated as the power approaches zero. Therefore, a 

saturation block was implemented to limit BSFC values above 500 g/kWh. The output of this system 

was the calculated BSFC and the engine brake torque at any given moment in time. 

The last additional calculation required was the transmission efficiency. Figure 180 shows the Simulink 

model created to calculate this based on the engine speed, transmission output shaft speed, torque 

converter ratio and the current gear engaged. The engine speed is equal to the speed of the 

transmission input shaft, and the remaining input signals are generated by the transmission ECU.  The 

transmission efficiency in first gear is calculated by considering the torque and speed ratios according 

to (29). In the remaining gears, the efficiency data provided by the transmission manufacturer was 

implemented as lookup tables based on the input shaft speed and torque. 

 𝜂𝑡𝑟𝑎𝑛 =
𝜏2

𝜏1
×  

𝑀2

𝑀1
 

(29) 

Within the existing control system developed by Wrightbus, the positive torque request subsystem 

was replaced with three function blocks that contained the ST files previously discussed. Figure 181 

shows these functions implemented in the logi.CAD IDE. To ensure these function blocks worked as 

expected, the offline simulation capabilities of logi.CAD were used. Logi.CAD facilitates simple logic-

based simulations to evaluate system outputs in response to a set of inputs. The white boxes in Figure 

181 show the inputs and outputs applied during this test. Static inputs were applied to the functions 

in logi.CAD and the same inputs were applied to a Simulink model containing the three subsystems. It 

can be seen in Figure 181 and Figure 182 that the same outputs were generated in both logi.CAD and 

Simulink. Therefore, this result confirms that the genetic-fuzzy system developed in Simulink was 

implemented successfully in logi.CAD. 
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Figure 179 BSFC calculation 

 

Figure 180 Transmission efficiency calculation 
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Figure 181 Fuzzy rule-based positive torque request calculation implemented in logi.CAD 
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Figure 182 Fuzzy rule-based positive torque request calculation tested in Simulink.



Implementation and Testing 

236 

 

5.3 Real-World Implementation and Testing 

After demonstrating that the functionality of the genetic-fuzzy EMS had successfully been integrated 

with the rest of the control system in logi.CAD, this new program was uploaded onto the physical 

vehicle, and an experiment to determine the real-world performance was devised. Ideally, the vehicle 

would be tested on a rolling road, where the external factors can be carefully controlled, and the 

vehicle can be tested repeatedly on well-known prescribed drive cycles. Unfortunately, these facilities 

were not available to test the proposed strategy; therefore, an alternative test procedure was devised. 

The SAE J2711 standard defines recommended practices for measuring the energy consumption of 

hybrid-electric heavy-duty vehicles [230]. Therefore, this standard was followed as closely as possible 

when creating the following test procedure.  

An essential requirement for any comparisons to be made regarding the energy consumption between 

vehicles or control settings is that the same test conditions are applied as closely as possible. For this 

reason, standard drive cycles are typically completed by vehicles while tested on a rolling road to 

enable the vehicle to follow the test schedule as closely as possible. The SAE J2711 provides a method 

to compare velocity data from different tests to determine whether they are close enough to make 

comparisons. Unfortunately, a rolling road was unavailable for these tests, so a standard drive cycle 

could not be used. Instead, a section of road within the Wrightbus factory in Ballymena was made 

available for testing, and a custom drive cycle for these tests was created. Figure 183 shows an aerial 

photograph of the factory with the route marked in red.  

 

Figure 183 Aerial image of the Wrightbus factory and the road used for testing [231] 



Implementation and Testing 

237 

 

A closed section of road was required for these tests, as the vehicle cannot be interrupted and must 

follow the reference velocity profile. The drive cycle was created by driving the prototype vehicle 

around the factory at a safe speed with several stops at different locations. Figure 184 illustrates the 

velocity profile generated from this drive cycle. This drive cycle was 1074 m in length, lasted 

approximately 5.5 mins and consisted of low-speed driving (<15 km/h) only using first and second 

gear. Therefore, it did not represent typical operation. However, as both strategies predominantly 

provide torque assist in first and second gear, this drive cycle was considered suitable for these 

comparisons. 

 

Figure 184 Drive cycle created for testing the EMSs 

Figure 185 is a photograph of the actual vehicle during these tests. CAN data generated on the vehicle 

was logged using the DEWESoft Sirius data acquisition hardware. This hardware, coupled with the 

DEWESoftX software, enables CAN messages to be logged, interpreted and displayed in real-time 

[232]. In addition, various types of displays can be configured using the software, which was 

particularly useful for reviewing the collected data. Figure 186 shows the display configured in 

DEWESoftX used to monitor the state of the vehicle components.  

After some initial tests, it was found that a driver could not reproduce the reference velocity profile 

accurately enough for comparisons. Therefore, a system that assisted the driver to follow the 

reference velocity was developed using DEWESoftX. This system provided real-time feedback in a 

visual display that reported the error between the reference velocity and the current vehicle velocity 

during the test. The reference velocity was loaded into the software, and a laptop was connected to 

the vehicle’s CAN that received real-time information from the vehicle. The laptop was placed within 
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the driver’s cabin, where the ticketing machine would usually be installed. The display was configured 

to be easy to interpret without being distracting. Figure 187 shows the display that was available to 

the driver. The green bar on the right of the image represents the difference between the current 

vehicle velocity and the reference velocity at any given time. This error bar provided real time 

feedback that the driver could use to module the vehicle’s speed and follow the reference velocity. 

The level displayed by the bar would increase and decrease corresponding to the difference between 

the actual vehicle velocity and reference velocity. The goal was to keep the bar as close to the middle 

throughout the test. If the difference between the actual velocity and reference velocity was greater 

than three kilometers per hour, the bar would turn red, indicating to the driver that a speed 

adjustment was required, as shown in Figure 188. Additionally, it was found that a warning signal, 

indicating the start of the next acceleration event, helped improve the repeatability of the tests. The 

green circle in Figures Figure 187 and Figure 188 labelled ‘Go_Logic’ was red when the vehicle was 

stationary and turned green three seconds before the start of the next acceleration event. This system 

enabled the driver to repeat the drive cycle around the factory within the tolerance defined for 

comparison by the SAE J2711 standard. 

First, a set of drive cycles were recorded using the existing EMS present on HEV96. By disabling 

assistive torque from the MGUs, the battery could be charged between tests, allowing the 

performance at different SOCs to be determined. Next, the fuzzy-rule based EMS developed in this 

project was uploaded to the vehicle and subsequently more drive cycles were recorded at varying 

initial SOCs.  
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Figure 185 HEV96 during the real-world testing 

 

Figure 186 DEWESoftX display created to monitor vehicle information during testing 
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Figure 187  DEWESoftX display configured to assist the driver follow the reference velocity  – In this example 
the present vehicle velocity (yellow) has exceeded the reference velocity (red) 

 

 

Figure 188 DEWESoftX display configured to assist the driver follow the reference velocity  – In this example 
the present vehicle velocity (yellow) is less than the reference velocity (red) 
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5.3 Analysing the Test Results 

Multiple sets of recorded data generated from the vehicle using both strategies were analysed. Both 

strategies share the same charge-sustaining logic to prevent the SOC from reducing beyond a desired 

threshold. As a result, the motor provides varying levels of assistive torque as the SOC changes. 

Therefore, comparisons were selected based on the initial battery SOC at the start of each test. 

Throughout the comparisons, data generated from the vehicle using the existing strategy was labelled 

set ‘A’, and data generated from the fuzzy rule-based EMS was labelled set ‘B’. 

5.3.1 Comparison 1 

The two drive cycles selected for this comparison were chosen as the initial SOC was similar. The 

existing strategy began the drive cycle with 78 % SOC, and the fuzzy rule-based strategy began the test 

with 73.5 % SOC. The SAE J2711 standard provides a method to evaluate whether comparisons can be 

made between datasets based on the recorded velocity. In this method, the two velocities are plotted 

against each other using an increment of one second, and linear regression with a zero intercept is 

applied. The trendline must fit the data with an R2 greater than 0.8, and the gradient of the linear 

regression must be between 0.9 – 1.1. Figure 189 illustrates this method applied to the velocity 

datasets. The trend line has a gradient of 1.01 and an R2 of 0.91. Therefore, these velocity profiles meet 

the criteria for comparison.  

 

Figure 189 Velocity A (existing EMS) vs Velocity B (fuzzy rule-based EMS) – Comparison 1 

 

Figure 190 shows the velocity comparison between both datasets. There are discrepancies between 

the velocity profiles; however, these meet the criteria required for comparison. Figure 191 shows the 

difference in the MGU demand generated by both strategies and Figure 192 shows the resulting fuel 
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consumption and SOC throughout both tests. Table 28 provides a summary of the results recorded 

from the vehicle when each EMS was applied. The data shows that the fuzzy rule-based strategy used 

less fuel (0.23 l versus 0.25 l) and less electrical energy (0.46 kWh versus 1.02 kWh) to complete the 

same test cycle. To compare both strategies, the total energy consumed during both tests was 

calculated. The UK Office for National Statistics estimates that diesel in the UK typically has a calorific 

value of 42.6 MJ/kg [233]. Therefore, by converting the fuel consumption into grams using a specific 

gravity of 0.83 for diesel, the amount of energy consumed by the ICE was found to be 2.43 kWh. The 

net electrical energy consumption was calculated as the change in SOC from the beginning to the end 

of the test, multiplied by the useable energy in the battery. In this test, the existing strategy depleted 

the battery SOC by 26.5 %, equalling 1.02 kWh of electrical energy. Therefore, the total energy 

consumed by the existing strategy was 3.45 kWh. In contrast, the fuzzy rule-based system produced a 

total energy consumption of 2.68 kWh. Therefore, the proposed strategy reduced the energy 

consumption on the drive cycle by 22.3 %. Furthermore, the fuzzy rule-based strategy improved the 

ICE efficiency (BSFC) by 2.93 %. Therefore, these results indicate that the proposed strategy has 

reduced the energy consumption on the vehicle through improved use of the ICE and the MGUs. 

Table 28 Results from vehicle testing – Comparison 1 

 Rule-based EMS Genetic Fuzzy EMS Percentage change 

Average BSFC (g/kWh) 251.94 244.56 -2.93 % 

Fuel Consumption (l) 0.25 0.23 -8.00 % 

Net Electrical energy Consumption (kWh) 1.02 0.46 -54.90 % 

Total energy consumption (kWh) 3.45 2.68 -22.32 % 

 

The difference between both strategies can be observed by considering the MGU demand presented 

in Figure 191. At the start of the drive cycle, both strategies use the MGUs for the same duration. 

However, the fuzzy rule-based strategy generates a lower torque demand and therefore depletes the 

SOC at a lower rate. This difference initially results in higher fuel consumption than the existing 

strategy. However, the existing strategy starts to use the MGUs less frequently as the SOC is depleted. 

In contrast, the fuzzy rule-based strategy continues to use the MGUs more frequently but with a lower 

demand that varies with the ICE and transmission efficiency. Towards the end of the drive cycle, the 

existing strategy is more dependent on the ICE to provide power and consequently consumes more 

fuel overall. The results demonstrate that the fuzzy rule-based strategy improved the overall efficiency 

of the vehicle.
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Figure 190 Recorded velocity data generated from the existing EMS and the fuzzy rule-based EMS - Comparison 1 

 

Figure 191 Recorded MGU torque generated from the existing EMS and the fuzzy rule-based EMS - Comparison 1 

 

Figure 192 Recorded SOC and fuel consumption generated from the existing EMS and the fuzzy rule-based EMS - Comparison 1
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5.3.2 Comparison 2 

To determine the difference in performance between both strategies at a low SOC, this comparison 

uses recorded data where the existing strategy had an initial SOC of 51.5 % and the fuzzy rule-based 

strategy had an initial SOC of 48.5 %. Again, the method described in SAE J2711 was used to evaluate 

whether the recorded velocity profiles were similar enough for comparison. Figure 193 shows the 

recorded velocities from both tests plotted against each other and a trend line with a zero-intercept 

added. This linear regression fit the data with an R2 of 0.95 and a gradient of 1.00. Therefore, these 

datasets meet the criteria required for comparison and are more similar than the data presented in 

Section 5.3.1. 

 

Figure 193 Velocity A (existing EMS) vs Velocity B (fuzzy rule-based EMS) – Comparison 2 

The recorded velocities from each test are presented in Figure 194, the recorded MGU demands are 

shown in Figure 195, the resulting fuel consumption and SOC are given in Figure 196, and the 

performance data generated from each EMS is given in Table 29. The data shows that the fuzzy rule-

based EMS resulted in lower fuel consumption (0.38 l versus 0.41 l) and a lower net electrical energy 

consumption (0.06 kWh versus 0.23 kWh). The same method described in Section 5.3.1 was used to 

determine the total energy consumed by the vehicle. It was found that the existing strategy consumed 

4.24 kWh, whereas the fuzzy rule-based strategy consumed 3.83 kWh. Therefore, in this comparison, 

the fuzzy rule-based system reduced the total energy consumption of the vehicle by 9.67 %. 

Additionally, when the average BSFC was considered, it was found that the fuzzy system improved the 

ICE efficiency by 6.46 %.  

These results demonstrate that both strategies use less electrical energy as the SOC decreases to 

ensure charge sustaining behaviour. As the ICE is less efficient at providing tractive power, the overall 
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energy consumption is higher. However, the results also show that even at a low SOC, the fuzzy-rule 

based strategy still reduces the energy consumption relative to the existing strategy. 

Table 29 Results from vehicle testing – Comparison 2 

 Rule-based EMS Genetic Fuzzy EMS Percentage change 

Average BSFC (g/kWh) 326.41 305.34 -6.46 % 

Fuel Consumption (l) 0.41 0.38 -7.32 % 

Net Electrical energy Consumption (kWh) 0.23 0.00 -73.91 % 

Total energy consumption (kWh) 4.24 3.80 -10.38 % 

 

Figure 195 illustrates that strategies provided less torque-assist than in the first comparison. 

Additionally, the MGU demand generated by the fuzzy system was typically lower and varied more 

than the existing strategy. This difference resulted in lower electrical energy consumption. Most 

notably, as the fuzzy system considers the ICE efficiency (BSFC) when calculating the MGU set points, 

the fuzzy system controlled the MGUs to provide increased torque at low ICE efficiency. The result of 

this approach was a reduction in the total fuel and energy consumption. Furthermore, the fuzzy rule-

based strategy demonstrated charge-sustaining behaviour by ending the drive cycle at the same SOC 

as the start of the test.
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Figure 194 Recorded velocity data from the existing EMS and the fuzzy rule-based EMS - Comparison 2 

 
Figure 195 Recorded MGU torque from the existing EMS and the fuzzy rule-based EMS - Comparison 2 

 

Figure 196 Recorded SOC and fuel consumption from the existing EMS and the fuzzy rule-based EMS - Comparison 2
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5.3.3 Comparison 3 

Due to the limited amount of data available, the last comparison uses the same data presented in 

Section 5.3.2 for the existing strategy. The existing strategy began with an SOC of 51.5 %, and the fuzzy 

rule-based EMS started with 53 %. Figure 197 shows the velocity comparison validation results, where 

the linear regression fit the data with an R2 of 0.86 and a gradient of 1.01. Therefore, out of the three 

comparisons shown, the velocities in this comparison matched the least. However, they are still within 

the criteria defined in SAE J2711.  

 

Figure 197 Velocity A (existing EMS) vs Velocity B (fuzzy rule-based EMS) – Comparison 3 

The recorded velocities from each test are presented in Figure 198, the recorded MGU demands are 

shown in Figure 199, the resulting fuel consumption and SOC are given in Figure 200, and the 

performance data generated from each EMS is given in Table 30. Again, it was shown that the fuzzy 

rule-based system reduced both the fuel consumption and electrical energy usage on HEV96. The total 

energy consumption using the existing strategy was calculated to be 4.24 kWh, whereas the fuzzy rule-

based produced an energy consumption of 3.83 kWh, a reduction of 9.67 %. Furthermore, the average 

BSFC was found to be 6.57 % lower with the fuzzy rule-based strategy. These results further 

demonstrate that the proposed strategy effectively reduces inefficient ICE operation, improving the 

overall vehicle efficiency.  
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Table 30 Results from vehicle testing – Comparison 3 

 Rule-based EMS Genetic Fuzzy EMS Percentage change 

Average BSFC (g/kWh) 326.41 304.98 -6.57 

Fuel Consumption (l) 0.41 0.38 -7.32 

Net Electrical energy Consumption (kWh) 0.23 0.06 -73.91 

Total energy consumption (kWh) 4.24 3.83 -9.67 
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Figure 198 Recorded velocity data from the existing EMS and the fuzzy rule-based EMS - Comparison 3 

 

Figure 199 Recorded MGU torque generated from the existing EMS and the fuzzy rule-based EMS - Comparison 3 

 

Figure 200 Recorded SOC and fuel consumption generated from the existing EMS and the fuzzy rule-based EMS - Comparison 3
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5.4 Chapter Summary 

This chapter demonstrated the real-world performance of the genetic-fuzzy EMS developed in this 

project through real-world implementation and testing. A test procedure was developed using the 

resources available and following the SAE J2711 standard. The test procedure involved creating a 

custom drive cycle and a driver assistance tool that was found to improve repeatability between tests. 

The test procedure developed does not conform fully with the SAE J2711 standard, which was defined 

for use on a rolling road with standard drive cycles. For example, the standard defines a method to 

compensate for the discrepancy in the electrical energy use between multiple tests. The difference in 

battery SOC is compared to the total energy consumed by the vehicle during the drive cycle. If the 

battery SOC difference is less than 5 % of the total energy consumed, the fuel consumption results can 

be adjusted using the method described in the standard. In this work, comparison one did not meet 

the criteria for the SOC correction method presented in the standard, as the electrical energy 

consumed was approx. 30% of the total drive cycle energy. For this reason, the SAE J2711 standard 

recommends using drive cycles with a duration of at least 30 mins. However, that was not possible 

with the limited amount of testing available. Instead, an alternative method that evaluated the total 

energy consumed by the ICE and electrical system was used to evaluate the performance of each 

strategy during these tests. This method was found to provide a practical metric that could evaluate 

changes in performance while considering the electrical energy consumed.  

As previously discussed, when evaluating the energy consumption on HEVs, the difference in the 

electrical energy consumed must also be considered. Typically, this is achieved by ensuring the 

difference in SOC between the start and end of the test is negligible or compensating the results based 

on this difference. However, these test results demonstrate that the vehicle consumed less electrical 

energy and fuel when the genetic-fuzzy EMS was applied. Therefore, the conclusions would remain 

the same if the results were adjusted to reflect a zero net energy change in the battery SOC. These 

results demonstrate that the proposed EMS significantly reduces the energy consumption on the 

vehicle throughout the complete SOC range relative to the existing strategy currently used. 

Furthermore, no undesirable driveability issues were detected. During the tests, the driver of the 

vehicle commented that they could not distinguish the difference between both strategies. This is 

primarily because both strategies provide the total amount of torque requested by the driver. 

However, the difference in performance is due to the blend of power from both sources. As the 

electrical propulsion system has relatively fast system dynamics, it can quickly adjust to the fluctuating 

MGU demand generated by the fuzzy rule-based EMS. Additionally, as the MGUs provide a relatively 
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small amount of tractive power relative to the ICE, small changes in the MGU torque output were 

unnoticeable by the driver or the passengers.  

Three comparisons were made using real-world test data that demonstrates the EMS performance at 

varying levels of battery SOC. While these tests presented are relatively short due to the limited testing 

available, it was found that the genetic-fuzzy EMS reduced the average BSFC and total energy 

consumption in each comparison. Therefore, these results show that the genetic-fuzzy EMS has 

improved the vehicle efficiency at both high and low SOC. The improved vehicle efficiency is due to 

the improved utilisation of the MGUs that reduce inefficient ICE operation. Additionally, the results 

show that the reduction to the total energy consumption due to the genetic-fuzzy EMS was more 

significant at high SOC than low SOC.  

The test results presented use relatively short drive cycles that do not contain a wide variety of 

different operating conditions. Therefore, further testing is required using standard drive cycles and a 

rolling road to fully assess the energy consumption and performance of the vehicle when the genetic-

fuzzy EMS is employed. These tests would enable the results generated from the vehicle model to be 

compared with the recorded data, as the same velocity and elevation profile could be applied. 

Furthermore, emissions testing is required to determine how the new strategy affects the emissions 

produced. As the new strategy significantly reduces the total energy consumption, it is assumed that 

an equivalent reduction in emissions has occurred. However, further analysis is required to investigate 

this. Unfortunately, further testing could not be performed as Wrightbus entered administration 

shortly after these initial tests were conducted. The company has since been purchased out of 

administration; however, no further testing was available. 

While the test results presented use a relatively short drive cycle, and a limited amount of testing was 

available, each comparison demonstrates a significant reduction in the total energy consumed by the 

vehicle when the proposed genetic-fuzzy EMS was applied. Therefore, these results demonstrate that 

the proposed strategy was effective at improving the vehicle efficiency without introducing any 

undesirable driveability aspects. 
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Chapter 6 

Conclusion and Future Research 
Recommendations 

6.1 Conclusion 

In Chapter 1, the state of the UK public transportation industry was examined, and it was found that 

low emission drivetrain technologies are necessary to reduce the impact transportation has on the 

climate. However, the total cost of ownership of these new drivetrain technologies varies considerably 

based on the utilisation and associated infrastructure costs. While there is some uncertainty regarding 

which technologies will become dominant in the long term, it was shown that HEBs can provide an 

immediate and low-cost solution to effectively reduce energy consumption and emissions relative to 

the traditional diesel-powered vehicles.  

Chapter 2 thoroughly examined the state of the art in HEV EMSs to determine an effective solution 

for the vehicle considered within this project. The proposed method was constrained based on the 

available hardware on the vehicle, and thus a fuzzy-rule based method optimised using a meta-

heuristic optimisation algorithm and a vehicle model was identified as the most promising approach. 

This method was selected due to the low computational requirements when implemented on the 

vehicle, but also as the fuzzy system could be implemented in the logi.CAD IDE as an ST function using 

the Simulink PLC coder. Furthermore, offline optimisation using a high-quality vehicle model would 

ensure good performance could be achieved.  

The literature review showed that the most recent strategies aim to estimate upcoming power 

demands and optimise the use of the MGUs accordingly. However, it was also shown that very few 

strategies presented in the literature consider the real-world implementation of the system and 

assumed information telematic information was available to the EMS from various sources. 

Furthermore, the vast majority of the strategies discussed in the literature validate the system's 

performance using vehicle models and rarely demonstrate any real-world results. As this project was 

focused on real-world implementation, attention was given to methods that could be applied while 

considering the vehicle hardware and programming constraints. Based on the literature findings, this 

work demonstrates the first real-world application and demonstration of a genetic-fuzzy EMS applied 

to an HEB. 
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In Chapter 3, the development of the vehicle model required for this work was presented and 

discussed. Due to the availability of relevant data, parameter estimation methods were heavily utilised 

to generate a highly accurate forward-facing vehicle model. Additionally, a novel method to simulate 

transient fuel consumption was proposed using a recurrent ANN. This method was shown to vastly 

improve simulation accuracy relative to the conventional steady-state map-based approach. The 

proposed method is suitable for fuel consumption predictions on any ICE and can be used as a direct 

replacement to the traditional method as the same inputs are considered. When validated using 

recorded ICE torque and speed data, the transient fuel consumption model obtained an R2 of 0.997, 

demonstrating that this modelling approach accurately captures the fuel consumption dynamics. 

When employed in the complete vehicle model, the proposed method enabled transient fuel 

consumption predictions with an R2 above 0.8, limited by the accuracy of the driver model and the 

simulated torque demand and engine speed. Furthermore, during the complete vehicle model 

validation, the proposed modelling method enabled fuel consumption estimates less than 0.8 % 

different from the recorded data. These results show that the proposed method can be used in drive 

cycle analysis to generate highly accurate results. 

The complete vehicle model was validated using two recorded UKBC datasets and data generated 

from a vehicle completing an actual bus route in Brighton. These validation results are presented in 

Table 31. The results demonstrate that the proposed methods can generate a highly accurate vehicle 

model suitable for the MBD of an EMS. Furthermore, the real-world validation results demonstrate 

that the vehicle model can predict energy consumption on actual bus routes using only a drive cycle 

as the primary input. This work demonstrates the value of the vehicle model developed, as it can be 

used to generate accurate energy consumption, and therefore range and cost estimates that bus 

operators can use to make informed decisions when purchasing new vehicles. 

The development of the genetic-fuzzy EMS was described in Chapter 4. By repeating the optimisation 

process using a new population of initial candidate solutions, it could be confirmed that a global 

optimum was achieved as the algorithm produced the same results each time. Simulation results 

indicated that it could reduce the vehicles total energy consumption by approximately 10.13 % on the 

UKBC relative to the existing strategy. In addition, multiple simulations were conducted using the 

proposed strategy that demonstrated charge sustaining behaviour had been achieved.  
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Table 31 Vehicle model validation results 

Variable R2 - UKBC 

Validation 

Dataset 1  

R2 - UKBC 

Validation 

Dataset 2 

R2 – Brighton 

Validation 

Dataset 

Velocity (m/s) 0.9974 0.9977 0.9796 

Engine Speed (rpm) 0.8921 0.8480 0.7675 

Fuel Rate (l/h) 0.8226 0.8542 0.5586 

Cumulative Fuel Consumption (l) 0.9994 0.9997 0.9956 

Voltage (V) 0.6664 0.8044  

Current (A) 0.9008 0.9048  

    

Predicted Fuel Consumption Error 0.02 % 0.80 % 3.50 % 

 

Designing the fuzzy system using GA was found to be a highly repeatable procedure that could be 

applied to any HEV EMS design. As the fuzzy system was optimised based on the drive cycle 

considered, this method can optimise strategies for various operating conditions by using different 

drive cycles. As the UKBC represents typical operating conditions for a UK transit bus, the fuzzy system 

was optimised for bus applications. Furthermore, this method was well suited for parallel processing, 

due to the nature of GA. Using the HPC facilities at QUB and parallel processing, the processing time 

required for the algorithm was reduced by 82% relative to serial processing on a local PC. 

The real-world implementation of the EMS developed in this work was discussed in Chapter 5. The 

genetic-fuzzy system was easily integrated as part of the existing control strategy by exporting it as an 

ST function and implementing it in the logi.CAD IDE. A test procedure following the SAE J2711 standard 

was created, and a driver assistance tool was developed to help ensure the results generated were 

repeatable and within tolerance for comparison. From the tests conducted, it was clear that the 

genetic-fuzzy system produced a substantial energy consumption reduction on HEV96 through 

improved use of the MGUs that increased the overall vehicle efficiency. Furthermore, it was clear from 

the real-world testing that no undesirable driveability issues had been introduced. The test results 

show that the proposed EMS can reduce the energy consumption on HEV96 by approximately  

10 – 20 % relative to the existing strategy depending on the initial SOC. While no emissions tests were 

conducted, as the reduction in energy consumption is so significant, it can be assumed that a reduction 

in emissions has also occurred.  
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As stated in Section 1.8, the objectives of this project were as follows: 

1. Research model-based design applied to vehicle control system development and propose 

methods suitable for the design and optimisation of a supervisory powertrain control system 

for HEV96. The complete vehicle model will be validated against real-world test data to 

quantify its performance. 

2. Explore the state of the art in HEV EMSs and develop a novel system optimised for HEV96. The 

aim of this system is the minimisation of the tractive energy consumption. The performance 

of any proposed system will be quantified by considering the total energy consumption of the 

vehicle.  

3. Demonstrate the real-world implementation and practicality of the proposed strategy 

through real-world testing.  

The results presented in Section 3.10 and summarised in Table 31 demonstrate objective one has been 

satisfied. These results show that the proposed vehicle modelling methodology was able to produce 

a highly accurate simulation tool suitable for the model-based design of the EMS in this project. 

Chapter 2 provides an in-depth exploration into the state of the art in HEV EMSs, from which a method 

suitable for this project was proposed. Simulation results indicated a tractive energy consumption 

reduction of 10.13 % on the UKBC relative to the previously established rule-based strategy. Through 

Chapter 5, the real-world implementation of the proposed strategy was discussed and the 

experimental results corroborate the simulation results by indicating a substantial improvement to 

both energy consumption and ICE efficiency. 

 

6.2 Future Research Recommendations 

There were a number of areas outside of this project's scope that warrant further investigation and 

study. Examples of these include the following: 

• Buses present a unique opportunity for HEV EMS design due to their use of predefined and 

well-established routes. The work conducted in this thesis has demonstrated how an EMS can 

be optimised using a drive cycle as part of the objective function. Future research could 

incorporate logged data from the target vehicle on the actual bus routes and use this for 

optimisation. Furthermore, many EMSs discussed in Chapter 2 aim to predict and adapt to 

upcoming driving demands. Route information could be integrated into these strategies and 

used to improve prediction accuracy. 
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• Some strategies have demonstrated that recognising and adapting to the current operating 

conditions can improve the performance of the EMS. The method described in Section 4.3 

could be extended to a multi-mode system, where multiple fuzzy systems are employed, each 

optimised for a specific set of recognised operating conditions. 

• The change in harmful tailpipe emissions due to the proposed EMS was not considered, as 

there was no test data available to validate any models generated. Additionally, there were 

no emissions maps provided by the engine manufacturer. Therefore, the focus was given to 

optimising the strategy for energy consumption, under the assumption that a substantial 

improvement to vehicle efficiency would also reduce emissions. However, it would be useful 

to characterise the change in emissions due to each strategy. This could be achieved through 

further physical testing. Further testing would also enable the performance of the proposed 

strategy on a standard drive cycle to be determined. A model of the various emissions 

produced by the vehicle could be produced from these test results and would be useful in 

many different applications. Furthermore, the recurrent ANN method used to model transient 

fuel consumption in this work has been shown in the literature to be a reasonable method to 

model NOx emissions.  

• Further exploration into the optimal design of the fuzzy system described in Section 4.3 could 

return improved performance. The optimised fuzzy system contained significantly overlapping 

MFs, which indicates that some could be removed without scarifying system performance. 

Fuzzy systems can be designed using a variety of MF types that were not considered in this 

work. Furthermore, increasing the number of rules in the fuzzy system could increase 

performance at the cost of system complexity. Equally, the system complexity could be 

reduced by investigating the minimum number of MFs and rules required to achieve sufficient 

performance. Likewise, many different settings in the GA could be explored to determine if 

greater algorithm efficiency or solution quality could be obtained. 
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