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Abstract 

 

 Using an advice-taking paradigm, we investigated how people use information about 

the wisdom of the crowds when revising their judgments. We focused on two types of 

information: information about the size of the advisor crowd and information about the 

distribution of the judgments within the crowd. To test whether judges use these two types of 

information, we varied the size of the advisor crowd (two, four, or eight advisors) and 

orthogonally manipulated whether judges received advice in the form of a crowd estimate or 

in the form of the separate individual judgments. In a third condition, participants received the 

crowd estimate, but it was labeled as stemming from an individual. We found no evidence 

that judges used information about the size of the crowd, but they considered information 

about the distribution of the advice when revising their opinions. Compared with crowd 

estimates, receiving the individual judgments as advice led to less advice taking but not to 

substantial differences in post-advice accuracy. Exploratory analyses showed that judges 

receiving multiple pieces of advice heeded advice less when their initial judgments were 

closer to the center of the distribution of judgments. In those instances, their initial judgments 

were also the most accurate, so they stood to gain less from the advice. Receiving multiple 

pieces of advice also led to smaller confidence gains, suggesting that judges receiving crowd 

judgments as advice might underestimate the variance of the underlying individual judgments.
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How people use information about the number and distribution of judgments when 

tapping into the wisdom of the crowds 

The wisdom of the crowds was first described by Galton (1907) and refers to the effect 

that an aggregate of individual judgments is usually more accurate than the average individual 

judgment. Since its reintroduction by Surowiecki (2005), the wisdom of the crowds has 

attracted the interest of researchers from various disciplines. Generally, we can differentiate 

two lines of research. The first is concerned with the question how we can maximize the 

accuracy of crowd judgments. This research emerged because the most frequently used 

aggregation strategy, taking the mean of all judgments within the crowd, is not always the 

most effective one. The more people within the crowd share misconceptions, the less one can 

gain from averaging their judgments to produce a crowd judgment (Einhorn et al., 1977). 

Here, the accuracy of crowd estimates can be maximized via weighted means of the 

individual judgments, with the weights being chosen according to the relative accuracy of the 

individual judgments (Bednarik & Schultze, 2015), the correlation of their errors (Davis-

Stober et al., 2014), or their general distribution (Laan et al., 2017).  

The second line of research aims to answer the questions of how and how well people 

actually use the wisdom of the crowds or, in the words of Mannes (2009), how wise we are 

about the wisdom of the crowds. Compared to the first line of research, the second one is still 

underdeveloped. One question that we find particularly important is whether people consider 

further information about the crowd estimates (on top of the average crowd judgment) and, if 

so, whether they use this information adequately. In this study, we explore how people use 

two types of information: the number of judgments that formed a crowd estimate and the 

distribution of those judgments. We chose to focus on these types of information for two 

reasons. First, whereas it might be relatively difficult for laypeople to derive the correct 

weighting scheme from information about relative expertise, and especially about the 

intercorrelation of errors, they might be capable of considering crowd size and characteristics 



2 

 

of the distribution, such as the presence of outliers when using the wisdom of the crowds. 

Second, accurate information about the size and intercorrelation of errors is usually hard to 

come by, while information about the number and distribution of judgments underlying a 

crowd judgment is often available. Consider, for example, quality ratings of products, movies, 

health professionals etc. on various online platforms. Those ratings are usually presented as an 

average rating with additional information about how many judgments were aggregated (e.g., 

3.7 out of 5 stars based on 133 reviews). Many online platforms also allow users to view the 

distribution underlying the aggregate rating.  

In order to explore whether the availability of such information changes the way 

people use the wisdom of the crowds, we follow the example of Mannes (2009) and employ 

the judge-advisor system (JAS, Sniezek & Buckely, 1995) as our experimental paradigm. In 

the JAS, a participant (the judge) first makes an uninfluenced individual judgment, then 

receives advice in the form of one or more judgments from other people (the advisors), and 

subsequently makes a final judgment. Comparing the final to the initial judgment then allows 

determining how strongly the judge used the advice or, in our case, the wisdom of the crowds. 

In the present study, we compare advice taking in judges who receive advice from differently 

sized crowds (either 2, 4, or 8 advisors). In addition, we contrast judges who receive the mean 

of a certain number of judgments as advice with judges who receive all individual judgments 

instead, thus being able to see their complete distribution. If we find systematic differences 

between the two modes of presenting the crowd judgment, we further aim to investigate 

whether usage of the information about the distribution of judgments results in greater 

accuracy. 

The wisdom of the crowds in research on advice taking 

Although often not labeling it as such, there are already several studies on advice 

taking using crowds as advisors. These studies can be grouped into two categories, namely 

those that used crowd estimates as advice (e.g., Mannes, 2009; Minson & Mueller, 2012; 



3 

 

Schultze et al., 2019), and those that provided judges with the individual judgments of 

multiple advisors (e.g., Harvey & Fischer, 1997; Wanzel et al., 2017; Yaniv & Milyavsky, 

2007; Yaniv et al., 2009).  

In the studies using crowd judgments as advice, the number of advisors whose 

judgments were aggregated varied. The study by Mannes (2009) was specifically designed to 

test how the size of the crowd affected the weight judges assigned to the crowd (or, more 

precisely, to the average judgment of the crowd members) when making their final judgments. 

Mannes found that this weight increased with the crowd’s size both when the crowd estimate 

was the mean of several (independent) individual judgments and when it was framed as the 

consensus judgment of interacting groups. However, judges underweighted advice from 

individuals and crowds of any size. The latter is not surprising because underweighting of 

advice, also called egocentric advice discounting, is the most robust finding in research on 

advice taking (for reviews, see Bonaccio & Dalal, 2006; Rader et al., 2017).  

To the best of our knowledge, there has been no replication of Mannes’ (2009) study 

yet. There are two studies in which the authors compared the weight of advice when the 

advice was the consensus judgment of an interacting dyad rather than that of an individual 

(Minson & Mueller, 2012; Schultze et al., 2019). One could argue that these studies provide, 

at least, partial replications of the critical effect reported by Mannes (2009), namely that 

advice taking increases with the number of advisors. However, although the difference in 

advice taking between judges with individual advisors and those with dyad advisors was in 

the expected direction, it was not statistically significant in Mannes’ study (Mannes found 

those differences when comparing two vs. nine advisors, three vs. fifteen advisors, or one vs. 

four or more advisors). The fact that, despite relatively large sample sizes, neither the study 

by Minson and Mueller (2012) nor that by Schultze et al. (2019) found significant differences 

with regard to the weighting of individual vs. dyad advisors is, thus, somehow consistent with 

Mannes’ (2009) study. It does, however, not allow us to draw any conclusions about the 
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robustness of the advisor crowd size effect on advice taking. Therefore, the question whether 

judges consider the number of advisors when using a crowd estimate to revise their judgments 

still requires some clarification.  

The second group of studies provided judges with multiple individual judgments. In 

some of these studies, the individual pieces of advice differed by precision. Harvey et al. 

(2000) as well as Harvey and Harries (2004) provided their participants with artificially 

generated advice from four advisors. Advice from all four advisors was unbiased (i.e., 

centered around the true values), but the precision of the advice (i.e., its standard deviation) 

differed between advisors. Harvey et al. (2000) found that judges were able to assess the 

quality of the advice and were, to a somewhat lesser extent, able to weight the advice 

according to its perceived quality. The study by Harvey and Harries (2004) also showed some 

evidence of weighting by advice quality, but participants showed the typical tendency to place 

too much weight on their own initial estimates.  

Yaniv et al. (2009) provided their participants with advice from three advisors. They 

manipulated whether the advice was drawn randomly from a pool of estimates (independent 

advice) or whether the advice was drawn such that it was close to the initial estimate 

(dependent advice). In the dependent advice condition, the advice contained less information 

because it was not drawn independently, but it showed greater consensus between the 

advisors. Even though participants knew how the advice was sampled, Yaniv et al. found a 

dissociation between confidence and accuracy. While participants felt more confident in the 

accuracy of their final estimates after receiving dependent advice, the accuracy of their final 

estimates was lower than when receiving independent advice. Wanzel et al. (2017) built on 

this study and showed that the effects reported by Yaniv et al. (2009) resulted from 

differences in advice proximity whereas advisor consensus played a subordinate role. 

However, the two features of advice seem to interact. When advisor consensus was high and 
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advice was far from the initial estimate, participants were particularly likely to revise their 

judgments. 

The, in our opinion, most elaborate study investigating how judges use advice from 

multiple advisors is a study by Yaniv and Milyavsky (2007). Their participants received 

randomly drawn advice from two, four, or eight advisors. Yaniv and Milyavsky computed 

several revision rules such as choosing the median of all judgments (i.e., the initial judgment 

and all pieces of advice), taking their mean, or using a trimmed mean by first excluding either 

the most extreme judgments (consensus trim) or those pieces of advice that were farthest from 

the initial judgment (egocentric trim). Their analyses yielded three crucial insights. First, 

revision rules that discount outliers such as the choosing the median or consensus trimming 

produced lower judgment errors than taking the mean. This finding is important because it 

shows that judges can theoretically benefit from information about the distribution of multiple 

pieces of advice. Second, judges’ actual behavior was best described by choosing the median 

when there were only two advisors and by an egocentric trimming strategy when there were 

four or eight advisors. It seems, then, that judges did not simply average all judgments but, 

instead, considered the distribution of the advice when revising their opinion. Finally, judges’ 

revision strategies were not particularly effective. Although they benefitted from the advice in 

terms of accuracy, these accuracy gains fell short of those that would have resulted from 

averaging all judgments. In sum, previous research on advice taking with multiple advisors 

suggests that judges are sensitive to the distribution of the advice, particularly in relation to 

their own initial judgment, but that the revision strategies they use are far from optimal.  

The present research 

In our study, we aimed to address two research questions. The first is whether judges 

consider information about the size of a crowd when using its wisdom to revise their opinions. 

The second is whether judges benefit from information about the distribution of the judgments 

within the crowd, that is, from receiving multiple pieces of advice rather than an aggregate 
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crowd estimate. These questions are not only of theoretical interest. Judges frequently fail to 

use advice to its full potential due to the above-mentioned egocentric advice discounting 

(Yaniv & Kleinberger, 2000). Therefore, it is also of practical importance to elucidate 

whether providing information about the crowd size and the distributional of judgments leads 

to more effective use of advice. 

To answer our research questions, we orthogonally manipulated the size of the advisor 

crowd (two, four, or eight, as in Yaniv & Milyavsky, 2007) and how the advice was presented 

(alleged single advice vs. aggregate advice vs. multiple pieces of advice). Across the different 

presentation modes, the advice was yoked, that is, despite differing in the way the advice was 

presented, the underlying judgments were held constant to allow for maximum comparability 

(for a similar procedure, see Study 3 of Mannes, 2009). 

In the aggregate advice condition, participants received advice in the form of the mean 

of all advisors’ judgments, and they also received information about the size of the advisor 

crowd. This condition allows for a relatively close replication of the crowd size effect on 

advice taking reported by Mannes (2009). Should this effect replicate, there are two possible 

explanations for it. One is that judges simply weight crowd advice based on the number of 

judgments involved, meaning that they (implicitly or explicitly) understand that the accuracy 

of crowd judgments increases with crowd size, and they weight the advice in accordance with 

this understanding. The second possible explanation also has to do with the above-mentioned 

relation between crowd size and accuracy. However, in this case judges react to the accuracy 

of the advice rather than the information about crowd size: Since judges can, to some extent, 

infer the quality of advice even in the absence of information about its accuracy (Yaniv & 

Kleinberger, 2000), judges’ greater reliance on advice that already incorporates more 

judgments could reflect sensitivity to perceived advice quality rather than to the size of the 
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crowd.1 In order to be able to differentiate between these two explanations, we included an 

alleged single advice condition in our yoked design. Similar to one of Mannes’ experiments, 

judges in this condition also received the aggregate of the individual judgments as advice, but 

the advice was labeled as stemming from a single advisor rather than a crowd. Since we hold 

advice quality constant in our yoked design, differences in advice taking between the two 

conditions with aggregate advice must necessarily be due to judges using information about 

the crowd size. If, in contrast, we find differences only as a function of the actual number of 

advisors and not how their aggregate advice is labeled, we can conclude that advisor crowd 

size effects are due to the (perceived) accuracy of the advice instead and not due to judges 

using information about the advisor crowd size.  

To answer our second research question, we compared judges in the crowd estimate 

condition with judges who received multiple pieces of advice. If judges can use distributional 

information effectively, we would expect differences in the level of advice taking between the 

two conditions. More importantly, though, the accuracy of the final estimates in the condition 

with multiple pieces of advice should exceed that of the aggregate advice condition.  

Method 

Participants and Design 

Participants were 288 university students aged 17 to 53 (M = 23.67 years, SD = 4.98 

years), 169 (59%) of whom reported their gender as female, whereas the others identified as 

male. The study is based on a 3 (advice type: alleged single advice vs. aggregate vs. multiple 

pieces of advice) × 3 (number of advisors: 2 vs. 4 vs. 8) between-subjects design. We chose 

the cell size of about 30 participants per condition to strike a balance between the desire for 

high test power, on the one hand, and the pressure of limited resources, on the other. Running 

the study with 30 participants per cell was still feasible and, due to this cell size slightly 

 
1 Note that Mannes argued that he was able to rule out that effects of advisor crowd size on advice 

taking are due to perceived advice quality. However, we consider this statement premature because it is based on 

a null finding in a relatively small sample.  
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exceeding that of the original study by Mannes (2009), provided at least the same power as in 

the original study to detect effects of advisor crowd size. A sensitivity analysis showed that 

this sample size allows detecting an effect of at least f = 0.18 with a power of .80 when 

tolerating a type I error level of .05. 

Procedure 

Participants were recruited via ORSEE (Greiner, 2015) to participate in a computer-

based lab study on quantitative judgments. The experiment was programmed using ALFRED 

(Treffenstädt & Wiemann, 2018). After participants were greeted and placed at individual 

seats, they received written instructions on the computer. We first asked participants to report 

their age, gender, and field of study. Next, participants were instructed about the judgment 

task. Their task was to estimate the length of 30 rivers in kilometers as accurately as possible. 

On each trial, they were presented the name of a river and made an initial (pre-advice) 

estimate of that river’s length. They were then asked to rate their confidence in the accuracy 

of the initial estimate on a 7-point Likert scale ranging from 1 (not at all confident) to 7 (very 

confident). After receiving advice, participants were asked to make a final, and possibly 

revised, estimate of the river’s length and to rate their confidence in this estimate. Participants 

also learned that the accuracy of their final estimates would determine their performance-

based bonus payment. 

Advice was manipulated via two independent variables. First, participants received 

advice from two, four, or eight advisors depending on the experimental condition. The 

respective advisors were drawn randomly from a pool of 54 pretest participants who had 

worked on the same task. This set of advisors provided advice on all 30 trials. Second, 

instructions and the presented advice differed between the three advice type conditions. 

Participants in the single advice condition were led to believe that the advice was the estimate 

of a single pretest participant. Accordingly, on each trial, when the advice was presented, it 

was stated that this was the number their advisor had estimated. However, the advice was 
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actually an aggregate of 2 (or 4 or 8) estimates. In the aggregate advice condition, participants 

were accurately informed that they would receive advice in the form of the mean of the 

estimates of their 2 (or 4 or 8) advisors. On each trial, whenever advice was presented, 

participants read that the respective estimate was the mean of the estimates of their 2 (or 4, or 

8) advisors. Finally, in the multiple pieces of advice condition, participants learned that they 

would receive multiple pieces of advice, and they were provided with a list of the individual 

estimates of the 2 (or 4 or 8) advisors on each trial.  

The advice was yoked between the three advice type conditions. To this end, we 

formed triplets of participants (one from each advice type condition with the same number of 

advisors). Within each triplet, the estimates presented as advice for the participant in the 

multiple pieces of advice condition were averaged to form the aggregate or the alleged single 

piece of advice in the two remaining conditions. Advice differed between triplets of 

participants.  

Once participants had completed the estimation task, they filled in a final 

questionnaire. In this questionnaire, we asked participants to rate how familiar they were with 

the lengths of rivers, how difficult they thought the task was, how accurate they thought their 

own estimates were, and how accurate they thought the advice was. The response format was 

a 7-point Likert scale ranging from 1 (not at all) to 7 (very) for all of these questions. We also 

asked participants to estimate the percent weight they had assigned to the advice, on average, 

when making their final estimates. Using an open response format, we asked participants 

whether they had used a specific strategy when using the advice and, if so, which one. Finally, 

we asked participants whether they had previously taken part in a study using the same 

estimation task. Once participants had completed the final questionnaire, they were informed 

about the accuracy of their final estimates and the resulting bonus payment. Afterward, they 

were debriefed, paid, and thanked for participating in the study. 

Measures 
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Judgment revision. Our measure of how strongly participants revised their judgments 

was the advice taking score (AT, Harvey & Fischer, 1997), which is defined as  

𝐴𝑇 =  
𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑒𝑠𝑡𝑖𝑎𝑡𝑒 − 𝑓𝑖𝑛𝑎𝑙 𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒

𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑒𝑠𝑡𝑖𝑚𝑎𝑡𝑒 − 𝑎𝑑𝑣𝑖𝑐𝑒
 

The AT is proportional to the percent weight participants assign to the advice, with 0 

indicating that participants retained their initial estimate and 1 indicating that they completely 

adopted the advice. Technically, one cannot compute an actual AT score in the condition with 

multiple pieces of advice. Therefore, we computed pseudo AT scores in this condition by 

entering the mean of all pieces of advice in the formula. Since advice was yoked between 

conditions, pseudo AT scores are perfectly comparable with the true AT scores computed in 

the other two advice type conditions. In 35 cases (0.4%), the AT or pseudo AT was not 

defined because the initial estimate equaled the advice. In line with previous research, we 

winsorized AT scores and pseudo AT scores at 0 and 1 (e.g., Schultze et al., 2015; Soll & 

Larrick, 2009; see also Bonaccio & Dalal, 2006). This way, 220 scores below zero (2.6%) 

were set to zero, and 640 scores (7.4%) exceeding 1 were set to 12. 

Confidence gains. We computed confidence gains as an additional measure of the 

effects of receiving advice. The reason for doing so was that in studies using the JAS, there is 

typically a large proportion of trials in which judges do not change their initial estimates after 

receiving advice. However, retaining the initial estimates does not necessarily mean that the 

advice had no effect. Instead, advice can act as a means of social validation, that is, it can 

reinforce a judge’s belief that the initial accuracy is accurate (Schultze et al., 2015). We 

computed confidence gains by subtracting judges’ confidence in the accuracy of their initial 

 
2 Since the proportion of cases in which AT scores were winsorized is somewhat larger than in previous 

studies, we checked for the robustness of our results by truncating (pseudo-)AT scores at 0 and 1 instead of 

winsorizing them. The results are qualitatively identical, that is, all effects that are statistically significant when 

winsorizing (pseudo-)AT scores are significant with truncation, too. Likewise, non-significant effects with 

winsorized (pseudo-)AT scores are also non-significant with truncated scores. 
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estimate from their confidence in the accuracy of their final estimates such that positive 

values indicate an increase in confidence.  

Accuracy gains. We measured the accuracy of individual judgments as their absolute 

percent error. To create a measure of accuracy gains, we first computed the mean absolute 

percent error (MAPE) of each participant’s initial estimates and subtracted from it the MAPE 

of corresponding final estimates. Positive values of this score indicate that the final estimates 

had lower errors and, thus, that accuracy increased from the initial to the final estimate.  

Results 

Open Science Statement 

This study was not preregistered. However, we clarify which analyses were 

exploratory in nature, and we refrain from reporting p-values for the exploratory analyses. 

The materials, data, and analysis code are publicly available at the Open Science Framework 

under (Schultze et al., 2022). 

Preliminary analyses 

We first tested whether the accuracy of the advice increased with the size of the 

advisor crowd. Since the advice was yoked between the advice type conditions, it was 

sufficient to run a one-factorial ANOVA on the MAPE of the aggregate advice in the single 

advice condition, with the number of advisors as a between-subjects factor. The analysis 

showed that advisor crowd size affected the accuracy of the aggregate advice, F(2, 93) = 

11.44, p < .001, η² = .20. When there were eight advisors, the accuracy of the aggregate 

exceeded that of the four-advisor crowd (M = 61.76, SD = 9.22 vs. M = 67.63, SD = 13.08), 

t(55.57) = 2.09, p = .042, d = 0.52, as well as the two-advisor crowd (M = 61.76, SD = 9.22 

vs. M = 80.28, SD = 22.44), t(93.34) = 4.27, p < .001, d = 1.09. Advice from a four-advisor 

crowd was more accurate than advice from a dyad (M = 67.63, SD = 13.08 vs. M = 80.28, SD 

= 22.44), t(47.97) = 2.73, p = .009, d = 0.69. Thus, as we would expect, advice became more 

valuable in terms of accuracy as the size of the advisor crowd increased. 
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We next tested for baseline differences in the accuracy of judges’ initial estimates. 

Such differences would indicate that the randomized assignment of participants to the 

experimental conditions was ineffective. More importantly, they would preclude analyses of 

accuracy gains between the initial and final estimates because initially more accurate judges 

have lower potential for improvement than their initially less accurate counterparts. A 3 

(advice type: single advice vs. aggregate vs. multiple pieces of advice) × 3 (number of 

advisors: 2 vs. 4 vs. 8) ANOVA with judges’ initial MAPE scores as the dependent variable 

showed no indications of baseline differences between the advice type conditions, F(2, 279) = 

0.41, p = .662, η² = .003, nor as a function of advisor crowd size, F(2, 279) = 2.01, p = .134, 

η² = .01. The interaction effect was not significant either, F(4, 279) = 0.85, p = .496, η² = .01. 

Differences in initial accuracy between our experimental conditions were, thus, well within 

the range of chance, which means that the randomization worked as intended with regard to 

judges’ accuracy.  

Main analyses 

Advice taking. We tested for differences in advice taking by analyzing judges’ 

(pseudo-)AT scores in a 3 (advice type: single advice vs. aggregate vs. multiple pieces of 

advice) × 3 (number of advisors: 2 vs. 4 vs. 8) ANOVA. The results of this analysis are 

shown in Figure 1. We found significant differences in advice taking between the three advice 

type conditions, F(2, 279) = 22.01, p < .001, η² = .14. Surprisingly, the size of the advisor 

crowd had no significant effect on advice taking, F(2, 279) = 0.04, p = .961, η² = .0003.3 The 

interaction effect was not significant, either, F(4, 279) = 1.03, p = .394, η² = .01. Pairwise 

comparisons among the advice type conditions revealed that judges heeded advice less when 

 
3 One could argue that the main effect of the number of advisors in the 3×3 ANOVA is not an ideal test 

of whether judges use information about crowd size because this information was held constant in the condition 

in which the crowd estimate was labeled as stemming from an individual, and because receiving multiple pieces 

of advice introduces several differences compared with receiving an aggregate. Thus, we ran a one-factorial 

ANOVA on AT scores in the aggregate advice condition. However, the effect of advisor crowd size on advice 

taking was negligible, F(2, 93) = 0.52, p = .950, eta² = .001. 
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receiving multiple pieces of advice. Their pseudo-AT scores were lower than the AT scores in 

the aggregate advice condition (M = 0.34, SD = 0.17 vs. M = 0.52, SD = 0.19), t(187.07) = -

6.76, p < .001, d = -0.98, as well as those in the single advice condition (M = 0.34, SD = 0.17 

vs. M = 0.47, SD = 0.21), t(182.66) = 4.85, p < .001, d = 0.70. Although AT scores were 

slightly higher in the aggregate advice condition than in the single condition (M = 0.52, SD = 

0.19 vs. M = 0.47, SD = 0.21), this difference was not statistically significant, t(188.87) = 

1.52, p = .129, d = 0.22.  

In sum, the results of these analyses yield two important insights. First, there is no 

evidence of an advisor crowd size effect on advice taking. Judges neither relied on the advice 

more when they knew that it comprised more judgments, nor did we find that the greater 

accuracy of advice from larger crowds led to greater advice taking. Second, distributional 

information about the wisdom of the crowd clearly affected advice taking. Apparently, then, 

judges used this information, but whether they did so in a sensible fashion can only be 

answered in concert with our analysis of judges’ accuracy gains (see below).  
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Table 1. Means (and SDs) for the three dependent variables by experimental condition. 

 number of advisors  

 2 4 8 mean 

(pseudo-)AT scores     

single piece of advice 0.43 (0.21) 0.49 (0.22) 0.49 (0.20) 0.47 (0.21) 

aggregate advice 0.51 (0.19) 0.52 (0.21) 0.52 (0.19) 0.52 (0.19) 

multiple pieces of advice 0.38 (0.19) 0.32 (0.15) 0.32 (0.17) 0.34 (0.17) 

mean 0.44 (0.20) 0.44 (0.21) 0.45 (0.20)  

     

confidence gains     

single piece of advice 0.49 (0.68) 0.61 (0.75) 0.59 (0.67) 0.57 (0.70) 

aggregate advice 0.37 (0.53) 0.38 (0.53) 0.60 (0.61) 0.45 (0.56) 

multiple pieces of advice 0.31 (0.40) 0.23 (0.29) 0.49 (0.51) 0.34 (0.42) 

mean 0.39 (0.55) 0.40 (0.57) 0.56 (0.60)  

     

accuracy gains     

single piece of advice -1.61 (17.07) 8.27 (12.72) 16.75 (27.36) 7.99 (21.30) 

aggregate advice 0.16 (24.09) 11.51 (21.36) 9.73 (11.19) 7.23 (19.98) 

multiple pieces of advice 5.88 (10.71) 9.42 (15.05) 12.03 (12.65) 9.18 (13.05) 

mean 1.48 (18.22) 9.73 (16.65) 12.84 (18.60)  
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Figure 1. Mean (pseudo-)AT scores by number of advisors and advice type. Bold 

horizontal lines indicate the mean, whereas the colored boxes around the means represent 

95% CIs. The width of the beans corresponds to the density of the (pseudo-)AT scores at a 

given point of the y-axis. The jittered points represent the mean (pseudo-)AT scores of 

individual participants. 

 

Confidence gains. We next analyzed how participants’ confidence increased between 

the initial and final estimates in a 3 (advice type: single advice vs. aggregate vs. multiple 

pieces of advice) × 3 (number of advisors: 2 vs. 4 vs. 8) ANOVA with confidence gains as the 

dependent variable. In correspondence to the analysis of the (pseudo-)AT scores, confidence 

gains differed as a function of advice type, F(2, 279) = 3.69, p = .026, η² = .03. Neither the 

main effect of the number of advisors nor the interaction were significant, F(2, 279) = 2.73, p 

= .067, η² = .02, and F(4, 279) = 0.59, p = .667, η² = .01. Separate t-tests against zero showed 

that confidence increased significantly from the initial to the final estimates in all three advice 

type conditions, all ts(95) > 7.88, all ps < .001, all ds > 0.80. However, pairwise comparisons 

showed that judges’ confidence increased more in the single advice condition than in the 

condition with multiple pieces of advice (M = 0.57, SD = 0.70 vs. M = 0.34, SD = 0.42), 



16 

 

t(156.17) = 2.68, p = .008, d = 0.39. Confidence gains did not differ significantly between the 

aggregate advice and the multiple pieces of advice conditions (M = 0.45, SD = 0.56 vs. M = 

0.34, SD = 0.42), t(175.92) = 1.54, p = .125, d = 0.22. The same was true when comparing 

confidence gains between the single advice and aggregate advice conditions (M = 0.57, SD = 

0.70 vs. M = 0.45, SD = 0.56), t(181.97) = 1.22, p = .222, d = 0.18.  

 

Figure 2. Mean confidence gains by number of advisors and advice type. Bold 

horizontal lines indicate the mean, whereas the colored boxes around the means represent 

95% CIs. The width of the beans corresponds to the density of the confidence gains at a given 

point of the y-axis. The jittered points represent the mean confidence gains of individual 

participants. 

 

Accuracy gains. Finally, we analyzed how participants benefited from advice in terms 

of accuracy by running a 3 (advice type: single advice vs. aggregate vs. multiple pieces of 

advice) × 3 (number of advisors: 2 vs. 4 vs. 8) ANOVA on participants’ gains in accuracy 

between the initial and final estimates. Figure 3 displays the results of this analysis. Accuracy 

gains differed as a function of advisor crowd size, F(2, 279) = 10.29, p < .001, η² = .07, but 

neither the effect of advice type, nor the interaction were statistically significant, F(2, 279) = 

0.30, p = .738, η² = .002, and F(4, 279) = 1.40, p = .235, η² = .02, respectively. We 
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disentangled the effect of the number of advisors via pairwise comparisons. Compared to the 

condition with dyads of advisors, accuracy gains were greater when there were four advisors 

(M = 9.73, SD = 16.65 vs. M = 1.48, SD = 18.22), t(184.28) = -3.25, p = .001, d = 0.47, and 

when there were eight advisors (M = 12.84, SD = 18.60 vs. M = 1.48, SD = 18.24), t(189.66) 

= -4.27, p < .001, d = 0.62. Accuracy gains were slightly but not significantly greater with 

eight versus four advisors (M = 12.84, SD = 18.60 vs. M = 9.73, SD = 16.65), t(191.79) = 

1.23, p = .221, d = 0.18. Separate t-tests against zero further showed that judges’ accuracy 

increased significantly only when they had four or eight advisors, t(95) = 5.73, p < .001, d = 

0.58, and t(98) = 6.87, p = .436, d = 0.69, respectively. In contrast, the accuracy gains were 

not significantly different from zero when judges had two advisors, t(92) = 0.78, p = .436, d = 

0.08. 

 

Figure 3. Mean accuracy gains by number of advisors and advice type. Bold 

horizontal lines indicate the mean, whereas the colored boxes around the means represent 

95% CIs. The width of the beans corresponds to the density of the accuracy gains at a given 

point of the y-axis. The jittered points represent the mean accuracy gains of individual 

participants. 
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In sum, our main analyses draw a somewhat pessimistic picture of individuals’ ability 

to use information about crowd judgments when revising their opinions effectively. Although 

the accuracy of the crowd judgments participants received in the single advice and aggregate 

advice conditions increased with the number of advisors, this greater potential to benefit from 

the advice was neither reflected in greater adjustments toward the advice nor in greater 

confidence gains. Receiving all pieces of advice individually and, thus, having information 

about the distribution of the advice, also did not seem to help participants to use the wisdom 

of the crowds more effectively, as their accuracy gains were not substantially larger than those 

of judges in the other two conditions (they were not significantly smaller, either). However, 

that is not to say that having access to distributional information had no effect. We found 

evidence of lower degrees of advice taking in this condition (and, hence, quite the contrary of 

what could be expected). We address this issue further in our exploratory analyses. 

Exploratory analyses 

Perceived advice quality. Following up on our failure to replicate the effect that 

advice taking increases with the number of advisors, we investigated participants’ ratings of 

advice quality in a 3 (advice type: single advice vs. aggregate vs. multiple pieces of advice) × 

3 (number of advisors: 2 vs. 4 vs. 8) ANOVA. Similar to the analysis of the (pseudo-)AT 

scores, we found only a main effect of advice type, F(2, 279) = 12.93, p < .001, η² = .08. The 

main effect of the number of advisors was not significant, F(2, 279) = 0.02, p = .984, η² = 

.0001, and neither was the interaction effect, F(4, 279) = 1.47, p = .212, η² = .02. Pairwise 

comparisons of the advice type conditions showed that participants rated advice quality lower 

when receiving multiple pieces of advice than when receiving aggregate advice (M = 2.85, SD 

= 1.10 vs. M = 3.59, SD = 1.17), t(186.54) = -4.49, p < .001, d = -0.65, or aggregates labeled 

as stemming from an individual (M = 2.85, SD = 1.10 vs. M = 3.62, SD = 1.27), t(189.45) = -

4.51, p < .001, d = -0.65. Quality ratings of the two conditions with aggregate advice did not 

differ significantly (M = 3.59, SD = 1.17 vs. vs. M = 3.62, SD = 1.27), t(188.70) = -0.18, p = 
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.859, d = -0.03. Thus, participants’ ratings of advice quality were consistent with how they 

used the advice (keep in mind, however, that these quality ratings were assessed at the end of 

the experiment, which means that participants may have based them on their recollection of 

how much they relied on the advice).  

Effects of relative distance from the advice. In our second exploratory analysis, we 

aimed to make sense of the finding that judges receiving multiple pieces of advice used the 

advice less than participants in the other two conditions while benefitting comparably in terms 

of accuracy gains. One possible explanation is that judges, receiving multiple pieces of 

advice, based their decision whether (or how far) to adjust their initial estimate on its position 

relative to the judgments of the advisors. This explanation was inspired by a recent study on 

advice taking with multiple advisors, in which judges revised their initial estimates more 

frequently if they were outside the range of the advice, that is, if the initial estimate was lower 

than the lowest piece of advice or higher than the highest piece of advice (Schulz-Hardt et al., 

2021). In a similar fashion, judges in our study might have felt more compelled to heed the 

advice when they saw that their initial judgments marked the extremes of the distribution – a 

cue that was not available to participants in the other conditions. In contrast, the closer the 

initial judgments were to the center of the judgments, the better judges with multiple pieces of 

advice might have felt about leaving their initial estimates unchanged. There are several ways 

to run such an analysis. We chose the following because we think it illustrates nicely how 

judges’ behavior in the multiple pieces of advice condition differed from that of judges in the 

other two conditions. For each participant and trial, we first determined the rank of the initial 

estimate among the initial estimate and all pieces of advice. We did so separately for the 

differently sized advisor crowds because the same rank may mean different things depending 

on the number of judgments involved (e.g., a rank of 2 means that the initial estimate was the 

median when there were two advisors, but that it was relatively low when there were eight 

advisors). We then computed the relative frequency with which participants revised their 



20 

 

initial opinions for each possible rank and compared the three advice type conditions by 

visual inspection (Figure 4, top row).4 We also computed the average accuracy of 

participants’ initial estimates for each possible rank. Similar to the revision frequencies, we 

plotted initial accuracy against the rank of the initial estimate among the advice (Figure 4, 

central row). Finally, we computed participants’ average confidence gains by rank (Figure 4, 

bottom row). 

As can be seen, participants in the two conditions with aggregate advice heeded this 

advice the more often the further they were from the central ranks. Since they did not know 

their relative rank, we can interpret this finding as the typical effect of advice distance 

(Schultze et al., 2015). Participants in the conditions with multiple pieces of advice revised 

their opinions with similar frequency when the initial estimate ranked highest or lowest. 

However, their revision frequencies showed a much steeper decline as the initial estimate 

moved toward the central ranks (the fact that revision frequencies and initial accuracy were 

lowest for rank 6 instead of rank 5 is likely due to a) our participant population being 

somewhat biased toward underestimating the true values and b) the distribution of judgments 

being fat-tailed on the right half of the distribution, as is common in tasks with no upper 

bound). In other words, as soon as the participants saw that they were well within the range of 

the advisor judgments (which is something that participants in the other conditions could not 

know), they felt less need to revise their initial judgments.  

The center row of Figure 4 provides an explanation as to why those lower revision 

frequencies did not seem to hurt judges receiving multiple pieces of advice. While the 

accuracy of the initial estimates was rather similar in the three conditions (which is not 

surprising given the results of the preliminary analyses of initial accuracy reported above), 

 
4 Since we ran several exploratory analyses on distance effects and chose the one that we thought 

illustrated the differences between judges’ behavior in the three advice type conditions best, we refrained from 

reporting inference statistics. However, our plot includes the 95% confidence bands for each type of advice 

which should provide the interested reader with a good intuition about how advice taking likely differed. 
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cases in which the initial estimates ranked closer to the middle were characterized by greater 

initial accuracy and, thus, less room for improvement by taking advice.  

Notably, the differences in confidence gains between the conditions we observed also 

seemed to be driven by instances in which the initial estimates were closer to the center of the 

distribution of the advice. While the data was somewhat fuzzy for judges with eight advisors, 

differences in confidence gains between the three advice type conditions were small when the 

initial estimates mark the extremes of the distribution. As the initial estimates approached the 

center of this distribution, confidence gains increased, but less so for judges receiving 

multiple pieces of advice. In other words, the validating effect of advice was much smaller 

when judges received all pieces of advice rather than the crowd judgment. 
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Figure 4. Frequency of judges revising their initial estimates (top row), (lack of) 

accuracy of the initial estimates (center row), and confidence gains (bottom row) by advice 

type and rank of the initial estimate among the advice.  
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Discussion 

 In this study, we aimed to investigate whether, and if so, how well people use 

information about the crowd when using the wisdom of crowds to revise their judgments. We 

focused on two types of information: information about the crowd's size when people 

received an aggregated crowd judgment as advice and information about the distribution of 

the individual judgments underlying the crowd judgments. Participants in our study seemed to 

largely neglect information about the size of the crowd when revising their opinions. 

Irrespective of whether they were advised by a crowd of two, four, or even eight advisors, the 

degree to which they adjusted their initial pre-advice judgments toward the advice did not 

differ notably. In contrast, participants behaved differently when receiving each advisor’s 

individual judgment rather than an aggregate as advice. Other than expected, participants who 

received multiple pieces of advice rather than an aggregate and, thus, had information about 

the distribution of the advice did not benefit more from the advice. Instead, they retained their 

initial judgments more often, especially when they were near the center of the advice 

distribution. Because being closer to the center of that distribution also goes along with 

greater initial accuracy, relying less on the advice did not hurt participants who received 

multiple pieces of advice relative to those who received aggregates.  

 We first turn to the lack of effects indicating that judges considered the size of the 

advisor crowd when revising their opinions. Our motivation for testing these effects was that 

the original study by Mannes’ (2009) has not yet been replicated. As mentioned initially, there 

are two studies comparing how judges used advice from two-person crowds compared with 

advice from individuals. Both studies failed to find significant differences between these two 

conditions (Minson & Mueller, 2012; Schultze et al., 2019). However, since the comparison 

between individual and dyad advisors was not significant in Mannes’ (2009) study either, 

these studies do not tell us much about the robustness of the advisor crowd size effect. With a 

setting quite comparable to that of Mannes’ original study, an arguably strong manipulation of 
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advisor crowd size, and comparable salience of the information about the size of the advisor 

crowd, we could not replicate the finding that advice taking increases with the number of 

advisors. When analyzing only the condition with correctly labeled aggregate advice (which is 

the closest replication of the original effect that we can provide), we found no effect of the 

number of advisors. We neither found that judges heeded advice (significantly) more when 

they knew how large the advisor crowd was compared to the yoked condition in which we led 

participants to believe that the advice was provided by an individual, which is essentially a 

comparison of judges receiving advice from crowds of at least two advisors with judges 

receiving advice from an individual. The lack of differences between the two conditions is 

also hard to reconcile with the idea that judges use information about the advisor crowd when 

revising their judgments.  

Interestingly, participants’ ratings of advice quality did not differ significantly as a 

function of advisor crowd size either (Mannes found such differences in his first experiment 

where he asked participants to rate the quality of advice from 2-person vs. 9-person crowds). 

This might explain why there was no notable effect of advisor crowd size on advice taking in 

our study. It is conceivable that participants decided how strongly to rely on the advice based 

on its perceived quality instead of information about the number of advisors. If so, we can 

conclude that our participants would have weighted advice from larger crowds more strongly 

had they only noticed that it was more accurate. Keep in mind, however, that this explanation 

is highly speculative because quality ratings were gathered at the end of the experiment and 

could, thus, reflect post-hoc justifications of how much participants heeded the advice. In 

sum, while we still consider it highly plausible that the number of advisors should influence 

how much we rely on the advice, our study, along with those of Minson and Mueller (2012) 

and Schultze et al. (2019), suggests that the crowd size effect on advice taking reported by 

Mannes (2009) is more elusive than we would expect.  
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The failure to replicate the effect is unlikely to be a power problem because effect 

sizes were relatively large in Mannes’ study, and sample sizes in the replicating studies were 

larger than in the original study. However, there are a number of methodological differences 

between our study and that of Mannes (2009) that might explain the different results. First, we 

used a different judgment task. Although we do not consider it particularly plausible that 

judges might only use information about the crowd size on some tasks but not others, we 

cannot technically rule out that the advisor crowd size effect on advice taking would have 

replicated had we used another task. Second, we manipulated advisor crowd size in a 

narrower range than Mannes did because we had to keep the condition with distributional 

information manageable for participants. Since the benefit of increasing the size of the crowd 

is subject to diminishing returns, we would expect substantial increases in advice taking when 

comparing crowds of size 2 versus 8. It remains possible, though, that we would have found 

effects when using crowds comprising more than 8 members. Finally, participants in Mannes’ 

study worked in a blocked design where they only received advice after making all initial 

judgments. In contrast, we used a sequential design, in which advice was provided 

immediately after judges had made an initial estimate and stated their confidence in it. There 

is some evidence that judges learn from their advisors even after a few trials (Stern et al., 

2022). When comparing sequential with blocked designs, these learning effects manifest in 

more accurate initial (i.e., pre-advice) estimates on subsequent trials but also lower degrees of 

advice taking, which makes sense given the greater initial accuracy. It is conceivable that 

choosing a sequential design did not simply lower all reliance on advice but also affected 

judges’ willingness or ability to consider the size of the advisor crowd when making their 

final estimates. Given the failure to replicate Mannes’ (2009) study, and considering the 

intuitive plausibility of the crowd size effect, further research is required that can clarify 

whether the effect exists or not, or which moderating variables determine whether and how 

strongly it manifests. 



26 

 

 Regarding the availability of information about the distribution of the advice, we 

found that it reduces rather than increases advice taking. At the same time, this lower 

propensity to heed advice did not lead to lower accuracy. Judges receiving multiple pieces of 

advice benefitted about as much as judges receiving only the crowd estimate as advice. Our 

exploratory analysis illustrates why this may be the case: in line with a recent study by 

Schulz-Hardt et al. (2021), judges with multiple pieces of advice retained their initial 

judgments much more frequently when they were closer to the center of the distribution. 

These were also the cases in which judges were already closer to the true values and could, 

thus, benefit less from the advice. In other words, by relying on information about whether 

their initial judgment was within the range of the advisors’ judgments, participants used a 

weighting strategy that was, in principle, fruitful. However, in order to really benefit from it, 

they would have had to not only lower their revision frequency in cases where they were 

enclosed by advisors’ judgments but rather also increase their revision frequency in cases 

where they were not (both relative to the conditions without information about the distribution 

of the advisors’ judgments).  

In the exploratory analysis, another effect of receiving multiple pieces of advice was a 

reduced boost in confidence. While participants in the multiple advice condition were still 

more confident in their final than in their initial estimates, this increase was much lower than 

in the two conditions with aggregate advice. We think the explanation for this is closely 

related to the pattern that we just described for the weighting of advice. Since differences 

between the advice type conditions both in terms of advice taking and confidence shifts were 

most pronounced when judges’ initial estimates were close to the center of the distribution of 

the advice, we can make an educated guess: judges receiving crowd judgments as advice 

instead of the advisors’ individual judgments might have underestimated how diverse the 

advisors’ opinions were because the point estimates they received as advice contained no 

information about the variance of the advice distribution. That is, if judges in the conditions 
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with aggregate advice considered that their advisors had different opinions at all, the only 

information they had in order to estimate the degree of heterogeneity was the discrepancy 

between their own initial estimate and the advice. If we further consider that people tend to 

overestimate the similarity between their own beliefs and those of others (Ross et al., 1977), it 

seems plausible that judges receiving aggregate advice underestimated the variance of the 

individual judgments within the crowd. Now, we already know that the heterogeneity of 

opinions is negatively associated with judges’ confidence in an aggregate of these opinions 

(Budescu & Rantilla, 2000). Likewise, judges heed heterogeneous advice less than advice 

with high consensus – even if this consensus is spurious (Wanzel et al., 2017). Thus, if judges 

receiving crowd estimates underestimate advice heterogeneity, we can derive that they should 

feel less confident when they receive multiple pieces of advice because they possess a more 

accurate representation of the variance of the advice.  

Our findings are also perfectly in line with a recent theory on the (mis-)perception of 

reliability of judgments based on multiple cues (Broomell, 2020). This theory states that 

factors that mask the actual amount of the variance in cues and, thus, make the available 

evidence seem overly homogeneous, lead to overconfidence in the resulting judgment. If we 

conceive of the individual judgments underlying a crowd judgment as cues for the aggregate 

judgment, then presenting judges with this aggregate judgment is an extreme form of masking 

the variance of the underlying cues. This masking of the variance would then explain the 

greater reliance on the advice and greater confidence gains in the condition with aggregate 

judgments compared to the receiving all individual crowd judgments.  

Although still speculative at this point, we consider it highly plausible that differences 

in the perceived variance of the advice led to the observed differences in advice taking and 

confidence gains between judges who received the wisdom of the crowds as a point estimate 

and those who received the individual judgments of the crowd members instead. 

Alternatively, it is conceivable that judges rely on different heuristics when using the wisdom 



28 

 

of the crowds, depending on whether they receive only the crowd judgment or the individual 

judgments of the crowd members. In the former case, they might use a distance heuristic 

(Ekken & Pibernik, 2016; Schultze et al., 2015) whereas in the latter case they could use a 

“rank heuristic” (i.e., the necessity for opinion revision can be derived from one’s rank in the 

distribution of judgments). A direct test of these explanatory mechanisms seems like a fruitful 

venture for future research into how people use the wisdom of crowds.  

The reduced confidence gains we observed among judges receiving multiple pieces of 

advice are interesting for another reason. If we consider that current confidence determines 

whether we seek additional information (Desender et al., 2018; Hütter & Ache, 2016), it is 

conceivable that judges who receive multiple pieces of advice instead of an aggregate may 

continue searching for advice before feeling comfortable in their judgments. When aiming to 

maximize accuracy, this need for additional information may be beneficial, at least if we 

assume that additional information allows judges to increase the accuracy of their judgments 

further. However, when judges are interested in social validation and the goal is to attain a 

certain level of confidence, receiving advice in the form of individual judgments may be less 

effective. Compared with crowd estimates, attaining a desired level of confidence with 

individual judgments may require a disproportionally large number of advisors. 

 Limitations  

Before we conclude, we would like to point out several limitations of our study. First, 

we need to address the constraints on generality due to our participant sample. Our sample 

consisted of university students and, thus, represents a young, educated urban population. 

Thus, replication of our findings with a more diverse population is desirable.  

Second, we used only a single judgment task, which somewhat limits the 

generalizability of our results. As we have insinuated above, the task itself may moderate the 

strength of the observed effects. As such, replications of our findings with different tasks are 

required.  
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Third, our manipulation of crowd size was limited to crowds of eight advisors as 

larger crowds would have probably been difficult to handle for participants receiving the 

individual crowd judgments rather than an aggregate estimate. As such, we cannot make 

statements about the effects of the number of advisors when considering very large crowds. 

However, since crowd advice in real life is sometimes based on hundreds or even thousands 

of opinions, it may be worthwhile for future studies to investigate whether the effects of the 

number of advisors might be more pronounced at more extreme crowd sizes. 

Fourth, since we used real judgments from previous participants as advice, we could 

not systematically study how the shape of the advice distribution affects advice taking. For 

example, it is conceivable that it makes a difference for the judge whether the advice 

distribution is unimodal versus bimodal or whether this distribution is skewed versus 

symmetric. Studying the effects of such distributional characteristics certainly seems an 

important topic for future research. 

Finally, while we did not find evidence supporting Mannes’ (2009) finding that judges 

consider the size of their advisor crowd when revising their opinions, our data does not 

support the (much stronger) claim that these effects do not exist. For example, the ANOVA 

comparing the different advisor crowd sizes in the condition with correctly labeled aggregate 

advice allows us to confidently rule out the existence of effects equal to or greater than f = 

0.41 (to derive this effect size, we simply computed the required effect size to achieve 95% 

power – or a type II error or 5% - for the given sample size when making inferences with the 

conventional type I error level of 5%). However, an effect that is comparably smaller than this 

may still exist. Therefore, studies aiming to test whether judges consider the size of the 

advisor crowd when revising their opinions should be designed such that they can yield 

evidence for the existence of the effect and for its absence. Using Bayes factors instead of p-

values as the inference criterion may prove particularly effective since Bayes factors can yield 

evidence for the null hypothesis (e.g., Wagenmakers, 2007).  
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Conclusion 

How wise are we about the wisdom of the crowds? Probably not as wise as we should 

be, as our data suggests. While we found some evidence that judges used certain types of 

information about the crowd when revising their opinions, the conclusions they drew from 

this information did not allow them to benefit more from the wisdom of the crowds. These 

findings are not entirely surprising as they are reminiscent of previous research showing that 

people are remarkably inept at using meta-information correctly when making judgments and 

decisions (Fiedler, 2012). Understanding how to overcome our apparent inability to draw the 

correct conclusion from information about crowd judgments may, among others, hold the key 

to unlocking the full potential of the wisdom of crowds when revising one’s judgments. 
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