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Doctor of Philosophy 

Visual Speech Recognition in Sparse Data Domains 

by Philip McShane 

 

In recent years, audio-based Speech Recognition has matured to be a mainstream 

mode of human-computer interaction with the widespread introduction of smart 

personal assistants such as Amazon’s Alexa. Voice-based authentication has also 

become a reality for some security applications using speaker identification or PIN 

recognition. Much of the success of these systems can be attributed to advances in 

Deep Learning techniques and, in particular, the increasing availability of very large 

acoustic voice datasets. 

 

Alongside these advances in speech technology, Visual Speech Recognition (VSR), i.e. 

the recognition of what is being said from a person’s lip movements (rather than the 

audio signal produced), has also increased in popularity as a field of research toward 

building technology which could augment or replace the audio-based speech 

recognition systems where the audio signal is absent or corrupted by environmental 

noise. However, most VSR work to date has focused on recognition within the visible 

spectrum (RGB) for which abundant data is available to train models. However, RGB 

models may not be robust in many real-world low-light application domains, e.g., for 

in-car speech recognition. For those domains, Infrared (IR) sensors which are 

illumination invariant offer greater signal stability. Unfortunately, there is very 

limited data available, i.e., a severe sparse data problem, when attempting to train 

IR-based VSR models using conventional strategies. The work in this thesis describes 
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two important contributions towards solving this problem, firstly a new IR-RGB 

dataset is collected (named AVIR Lips) to enable new research in this area and 

secondly, new IR to RGB adaptation strategies are investigated and developed using 

Generative Adversarial Networks (GANs) which demonstrate how models for sparse 

data domains can be trained through adaptation of models from abundant data 

domains. 

Additionally, face and fingerprint verification systems are now often used for access 

to mobile devices and online services. However, both of these modalities have been 

shown to be susceptible to spoof and replay attacks. In this work, it is demonstrated 

that VSR models can be designed, trained and employed within a novel Liveness 

Verification system to prevent such imposter attacks. Specifically, a detailed analysis 

is performed which shows that the Liveness Verification process using the optimised 

VSR models can be highly secure while only needing a user to utter six randomly 

sequenced digits. 
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1 Introduction 
 

“Never regard study as a duty but as an enviable opportunity to learn to 
know the liberating influence of beauty in the realm of the spirit for your 
own personal joy and to the profit of the community to which your later 
works belong." 

- Albert Einstein  

 

1.1 Visual Speech Recognition 

Visual Speech Recognition (VSR) is a method of recognising speech based on 

visual rather than auditory input, sometimes referred to as automated lip-

reading. Visual speech recognition can also be combined with audio-based 

systems to produce Audio-Visual Speech Recognition (AVSR) systems.  Within 

such systems, the audio is usually favoured over the visual input to achieve 

high performance. Improvements in VSR are valuable as they improve not only 

the visual-only systems but can also enhance combined systems. There are a 

number of scenarios where it would be preferable to rely on visual input such 

as in large crowds, where the signal to noise ratio of audio would cause 

significant degradation of the audio signal.  

While the focus within this thesis is purely on improving the performance of 

VSR models, these models could have applications within VSR-only or AVSR 

use-cases. Potential use cases where improved VSR will have significant 

benefits include command and control interfaces for use in vehicles, digit-string 

recognition (for PIN entry or telephone number recognition), Liveness 

Verification (explained later in this chapter), allowing mute people to be able 

to interact with speech interface systems, e.g. tracheostomised patients in 

hospitals, online digital assistants, and recognition of speech in industrial 

settings where a large amount of audio noise is present.    
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Key to building VSR systems is the use of machine learning algorithms. VSR 

typically employs the same algorithms as ASR, at the time when this work 

commenced the predominant model architectures and algorithms for ASR 

centred on Hidden Markov Models (HMMs) with Gaussian Mixture Model 

(GMM) state representations, i.e., HMM-GMMs. However, during the period 

of this research, two significant advances in ASR technology based on the 

evolution of Deep Learning methods became prevalent and subsequently 

became a viable modelling strategy to investigate within this work. These 

advances were the use of Deep Neural Networks (DNNs) within HMMs, i.e. 

HMM-DNNs and secondly the use of Sequence-to-Sequence modelling 

strategies.   

1.2  Sparse Data 

Modern approaches to machine learning are typically described as data-hungry, 

requiring thousands of labelled examples in order to effectively model their 

targets. This requires extensive datasets that can be very expensive to capture 

and prepare. For instance, to achieve Word Error Rates (WERs) of between 

10% - 20% on an Audio Speech Recognition task, it can take upwards of 140 

hours of recorded audio [1]. Achieving a WER of close to 0% has been cited as 

requiring between 600,000 – 800,000 hours [1]. Collecting such large datasets 

is very time consuming and is logistically very difficult. While this initially 

presented a problem for audio-based systems, large datasets have now been 

collected over many years allowing ASR to achieve close-to-human 

performance on some real-world tasks. VSR is a much less researched topic, 

and as a result, there has not been the same level of data collection. This was 

certainly the case at the outset of this PhD work. While there has been some 

improvement in the availability of video data for some speech domains, it is 

likely to be a continuing challenge to collect the same volume of data for VSR 

compared to ASR. Collecting data for VSR has greater privacy concerns 
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compared to audio-only data. Within audio data, a person is arguably not 

identifiable, but when providing video data where a person’s face is visible, 

many people feel more reluctant to volunteer. Furthermore, video data is much 

larger than its audio equivalent, e.g. for HD video typically requires 260 times 

more memory than HD quality audio, which increases the cost of collection 

and storage. It has recently become possible to harvest video data from publicly 

accessible sources such as YouTube which has alleviated some of the data 

sparsity problems for training RGB-based models. However, when attempting 

to build VSR models for non-standard video sensor data, e.g. Infrared (IR), for 

low-light applications, there are no similar public sources and researchers are 

faced with a severe sparse data problem. In this thesis, consideration is given 

to addressing the issues of building effective VSR systems where only limited 

amounts of data are available as this is a vital issue to address for the 

widespread adoption of such systems. This significant sparse data problem is 

addressed throughout the thesis but is a primary focus within Chapter 6 where 

three distinct modelling strategies are investigated and compared.  

VSR is a fairly new technology that has yet to find any significant commercial 

applications compared to its audio counterpart which is now very widely 

accepted in real-world devices and systems. While VSR has yet to match the 

performance of ASR on large vocabulary tasks and will no doubt require much 

research effort and investment to reach that level, there is potential for VSR 

to reach useful and robust levels of performance in some limited vocabulary 

domains, e.g., digit recognition. Digit recognition systems have several real-

world applications, and a robust VSR-based digit recogniser would have 

application as either a supporting technology for ASR (in moderate noise 

conditions) or in some scenarios where audio is not appropriate (in extremely 

high noise conditions). VSR-based digit recognition, if robust, would also offer 

the potential for a novel Liveness Verification process to be designed for mobile 
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devices to counteract spoofing attacks during biometric identity checks. In this 

research, VSR-based digit recognition is a specific focus of the experimental 

work as it is seen as a high-value application domain which, if successful, could 

be adopted in several real-world applications, including within a liveness 

verification system.  

 

 

Figure 1-1 Biometric system with added liveness verification steps 

 

Figure 1-1 shows the proposed steps within a liveness verification system which 

would be enabled if VSR-based digit recognition was possible. This particular 

example is based on adding the liveness verification steps into a face 

recognition system. The system would introduce a secondary set of steps 

(shown in blue) following the standard identity check is made to ensure that 

the image of the face is an image of a real person and not just a photograph of 

1. Attempt to gain 

access with 

biometric (face) 

captured with 

camera on mobile. 

2. This is compared to 

the enrolled biometric 

identity and based on 

similarity 

measurements the 

person is given access 

4. The user speaks 

or mimes the 

requested phrase 

into the camera. 

3. If Step 2 is 

passed then the 

system 

generates a 

random phrase 

5.The video is 

processed and 

VSR is applied to 

estimate what 

the person said 

based on lip 

movements. 

Unlike the voice 

6. A verification process is applied 

which checks that the content of the 

VSR recognition results sufficiently 

match the request phrase. 

7. If a match is 

determined then the 

user is granted access 

otherwise a spoof has 

been detected 

Reject 

based 

on face 

identity 
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the person held up to the camera. Chapter 4 describes research into VSR 

modelling strategies with the aim of achieving highly accurate digit string 

recognition which is the prerequisite for making such as Liveness Verification 

system viable. Building on the results of Chapter 4, Chapter 5 then focuses on 

an experimental investigation of the liveness verification performance which 

can be achieved by this novel Liveness Verification algorithm using the 

developed VSR models.  

1.3  Structure of the Thesis 

The work in this thesis is structured as follows.  

• Chapter 2 will provide a thorough literature review of the 

research relevant to this thesis. It begins with a brief discussion of the 

history of speech recognition and the underpinning work done within 

ASR. The discussion then moves on to focus on introducing the 

algorithms that have been used specifically for VSR. Relevant previous 

work on Liveness Verification is also examined in order to put the work 

in Chapters 3, 4 and 5 into context. 

• Chapter 3 focuses on the selection and collection of appropriate datasets 

for the experimental work in this thesis. A set of criteria are identified 

as the basis for this selection process. The publicly available datasets 

that could be used are then identified and two of the available datasets 

are selected as suitable for some of the proposed research, namely 

XM2VTS and GRID. They are described in detail along with the 

specific pre-processing steps required to enable them to be used within 

this work. Beyond these datasets, it was determined that for some of 

the work it would be necessary to collect a new bespoke dataset 

containing both RGB video (capturing visible light) and synchronised 

IR data. The substantial work required to collect and pre-process this 

dataset (named AVIR Lips) is explained in detail. 
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Chapter 4 focuses on the development of a VSR-based digit string 

recogniser. It explores both well-established approaches to VSR and, 

what were at the time the work was undertaken, new approaches based 

on the use of Deep Neural Networks (DNN). The digit string VSR 

models were developed through a systematic experimental process using 

state of the art techniques.  

• Chapter 5 proposes and develops a novel phrase verification algorithm 

based on the Levenshtein Distances between challenge phrases and 

utterance phrases as a solution to the Liveness Verification problem 

described earlier in this chapter. The strength of the proposed 

Levenshtein Distance-based algorithm is dependent on the accuracy of 

the VSR models employed and the length of the challenge phrases 

requested. Therefore, the VSR models developed within Chapter 4 are 

employed in a detailed series of experiments as examples of weak VSR 

models and accurate VSR models to ascertain the level of 

security/usability that can be achieved in terms of False Acceptance 

Rates vs False Rejection Rates against varying length digit-string 

phrases.  

• Chapter 6 moves the focus of the thesis towards an investigation into 

how to train VSR models which can be used to recognise speech from 

data captured using visual sensors for which there is severe data 

sparsity. Specifically, an investigation into infra-red (IR) based visual 

speech recognition is described.  Three strategies toward building 

models are described and investigated. The first two strategies represent 

fairly conventional approaches to building or adapting models with 

strategy two (using a transfer learning approach) offering VSR models 

which give reasonable performance. However, strategy three (which uses 

Generative Adversarial Networks) is a particularly novel approach to 



Introduction 7 

 

adapting an existing RGB-based VSR system so that it can take IR 

data as input, and it is also shown to provide reasonable performance 

in a range of problem domains.  

• Chapter 7 summarises the work in the thesis, reviewing the conclusions 

from the previous chapters, the contributions made within the work 

relative to previous research in the area and considers possible future 

directions for the research.  

1.4 Contributions of the Thesis 

This thesis offers a number of original contributions with regard to VSR and 

its development and deployment within sparse data domains. The following 

are the six most significant contributions made: 

 

• A novel strategy for adapting visual speech data from one visual domain 

to another is presented. This involves the first known work which uses 

Generative Adversarial Networks (GANs) for such a domain adaptation 

problem. The approach offers a key benefit compared to alternative 

VSR model adaptation strategies in that any existing VSR model which 

has been trained on RGB data (from an abundant source) can be used 

to recognise the input data from a sparse data domain without 

modification of the model parameters. 

• Within Chapter 6, it is shown for the first time that Transfer Learning 

can be used to adapt VSR models trained initially from an abundant 

data source i.e., RGB data, for use in a sparse data domain, i.e. IR data. 

While this work focused on IR adaptation it is reasonable to assume 

that this same modelling strategy would also work for other sparse data 

domains e.g., depth images.  

• A novel algorithm is proposed for Liveness Verification based on the use 

of VSR. The algorithm prompts the user with a random series of digits 
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whenever they try to access the system and determines if a live 

individual is present based on their ability to say or mime the phrase. 

This enables a liveness verification process which would be particularly 

difficult to spoof and, if adopted, would thereby improve the security of 

existing face recognition systems. 

• A substantial bespoke video dataset was collected that contains 

synchronised RGB and IR video, as well as audio. This dataset, known 

as the Audio-Visual Infra-Red lips (AVIR lips) dataset contains three 

distinct vocabularies allowing not only research into digit strings but 

also command and control phrases and a set of GRID-like phrases. 

Uniquely, the RGB and IR videos were collected simultaneously 

• A detailed experimental study is provided, showing the relative 

performance of HMM-GMMs vs HMM-DNNs for VSR-based digit string 

recognition. VSR based digit string recognition is a particularly 

important problem domain which if solved, enables several real-world 

applications of VSR technology. The relative strengths of both 

modelling strategies are investigated, and it is shown that HMM-DNN 

models can provide the necessary accuracy for potential deployment. In 

particular, it is shown that a Liveness Verification system using these 

models would be highly secure.  
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2  Literature Review 

2.1 Introduction 

This chapter will provide a literature review of the relevant research relating 

to the modelling of speech and in particular, the modelling of visual speech, 

i.e. lip movements made while speaking. In section 2, the history of speech 

recognition, both audio and visual-based, is briefly discussed as early 

investigations into VSR were heavily influenced by approaches taken for ASR. 

Thus, it is useful to understand these to be aware of how developments in ASR 

research affect approaches to VSR. Following this, the Hidden Markov Model 

(HMM) and Gaussian Mixture Model (GMM) are described, as the use of these 

two models has been significant in the history of speech recognition. Section 3 

then discusses the architecture and training of artificial neural networks which, 

provide the basis for understanding deep learning-based modelling strategies 

that began to emerge during the course of this PhD work.  

2.2  History of Speech Recognition  

2.2.1 Audio 

Research into audio speech recognition initially focused on how the machine 

could understand speech from an audio signal. The first successful system was 

developed at Bell labs in 1952 [2] [3], known as the ‘Audrey’ system. It was 

limited to the recognition of digits spoken by a single speaker based on spectral 

resonance. Over the following decades, several different approaches were tried 

of note, DTW (discrete-time warping) became popular during the 1970s as an 

alternative to rules-based approaches, which specified a specific rule for 

identifying the letter spoken. [4] In comparison with prior methods, DTW 
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based pattern matching showed significant improvement as it was less 

susceptible to errors caused by co-articulation of sub-word units known as 

phonemes [5]. However, DTW based approaches were mainly limited to 

speaker-dependent systems and they were limited to whole word recognition. 

It did not scale well for larger vocabularies as a large number of templates need 

to be stored to account for inter-speaker variability. This made it difficult to 

use for speaker-independent use cases.    

The most common metric for measuring the performance of an ASR or VSR 

system is the Word Error Rate (WER) [2] [4]. WER for a single test utterance 

is calculated as: 

 

 

Where S is the number of substitution errors found in the hypothesis phrase, 

I is the insertion errors, D is deletions errors, and N is the total number of 

words in the correct transcription 

In the mid-1970s, research began on the use of statistical-based approaches, 

including the use of Gaussian Mixture Models - Hidden Markov Models (GMM-

HMM) [5]. These models overcame the limitations of DTW based approaches 

as they could better capture the variability between speakers and could better 

model groups of phonemes, e.g. triphones. In the 1980s, research shifted away 

from DTW as HMM started to be widely applied [2]. The 1980s also saw a 

resurgence of research into neural networks, which were first researched in the 

60s, thanks to the invention of backpropagation [2] [4] and the use of 

nonlinearities to resolve the issues raised in the XOR affair, where it was shown 

that a single neuron could not implement the XOR logical function. It was 

claimed that networks of such neurons shared this limitation [6] [7] [8]. New 

neural networks, such as time-delay neural networks (TDNN), were proposed 

𝑊𝐸𝑅 =  
𝑆 + 𝐷 + 𝐼

𝑁
(2.1) 

 

 



Literature Review 11 

 

in the late ’80s as a means of applying this development to the field of speech 

recognition [9]. Major research groups such as those at AT&T Bell Labs, 

Cambridge, Carnegie Mellon University (CMU), and Massachusetts Institute 

of Technology (MIT) focused their work on the development of GMM-HMM 

systems such as CMU’s Sphinx system [2] or HTK (Hidden Markov Toolkit). 

The GMM-HMM remained the predominant method for performing speech 

recognition into the late 2000s. Hinton et al. 2012 paper entitled “Deep neural 

network for Acoustic Modelling in Speech recognition: The shared views of four 

research groups” began a shift toward the use of neural networks for speech 

recognition [10]. These developments were spurred on by the creation of an 

approach to the use of neural networks known as Deep Learning. As a result 

of the work in [10], Google saw significant improvements in its commercial 

speech recognition systems, reported as a reduction in word error rate of 30% 

due to the use of deep learning, significantly outperforming the GMM HMM-

based system [11].  

2.2.2 Visual speech recognition 

While much of the work on speech recognition has focused on the use of 

auditory information, there has also been work on the use of sources other than 

audio. For example, it has also been shown that humans make use of visual 

cues to understand speech [12]. The McGurk effect is most clearly 

demonstrated by showing a person a video in which a speaker is saying “va”. 

While they listen to the audio for the syllable “va” where the visual cue is 

changed to indicate that a “b” sound is being made rather than a “v” sound, 

the listener will start to hear the sound as “ba” [12].  

 



Literature Review 12 

 

The first successful system developed to make use of visual information for 

recognition of spoken language was developed by Petajan in 1984 [4]. Early 

visual speech recognition systems followed initial work on audio-based speech 

recognition by making use of a DTW approach, which aimed to map 

observations to templates of mouth shapes to recognize the sub-word unit that 

had been produced [13]. As noted, at the time that the first visual speech 

recognition systems were being developed, audio-based speech recognition 

came to be dominated by systems based upon the use of the GMM-HMM 

paradigm. In the 90s visual speech recognition systems followed the shift in 

audio-based speech recognition into focusing on GMM-HMM systems [14], [15], 

[16]. Although neural networks had seen a resurgence, attempts to employ 

them for visual speech recognition at the time, their results were not significant 

enough to challenge the dominant position of the GMM-HMM approach [17] 

[18]. The development of deep learning-based methods for visual speech 

recognition has, as it did with audio-based speech recognition, moved the field 

away from GMM-HMM and towards deep learning-based approaches [19] [20] 

[21].  

2.3 Pre-processing 

It is typically necessary to pre-process the raw video data prior to model 

training or testing. This is used to standardise the nature of the data which 

will be used within the models. It initially involves the extraction of the 

relevant regions of the video frames and then applying a range of transforms 

on the video frames. The following sections outline some of the typical steps 

involved in this pre-processing which have been observed in the published 

literature. 
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2.3.1 Region of interest detection 

 

Figure 2-1 The ROI and feature extraction pipeline. 

In order to perform visual speech recognition, it is necessary to extract from 

the video of the user the region of interest (ROI). As visual speech recognition 

is focused on the speaker's lips, the region of interest is comprised of the area 

around the user’s mouth. The initial video is RGB, which is converted to 

grayscale prior to the extraction of the ROI. To be able to identify the area of 

the video images in which the ROI is present, face detection is performed on 

the images using the Dlib lip detector. The FFMPEG landmark detector was 

used to generate the coordinates of 68 facial landmarks within the image. These 

coordinates are then used to identify the position of the ROI in the video based 

on the landmarks indicating the edges of the lips and crop the video to a width 

of 176 and a height of 144, in order to produce cropped videos containing only 

the ROI which are then used as the input to the system. This process is shown 

in figure 2-1, in the first step the system detects the location of the face; then, 

the ROI is extracted from the area of the face for each frame. These frames 

are the input to the system. For each frame, histogram equalization is 

performed. Then a DCT transform is applied in order to obtain DCT features 

of the ROI. Both mean and variance normalization is applied, and the delta 

and delta deltas are calculated and appended to give the final feature vector.   
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In [20], a Histogram of orientated gradients (HOG) based face detector is 

applied to each frame of a video. The detected faces are then grouped across 

frames using a Kanade Luca Tomasi (KLT) tracker to reduce the number of 

false positives found by the HOG face detector. Once the face has been 

detected, facial landmarks are generated through the use of an ensemble of 

regression trees, and these landmarks are then used to crop the ROI. In [22], a 

multi-resolution pyramid is constructed by successive subsampling of the 

original frame at lower resolutions. The cumulative skin tone counts are 

calculated and compared to the skin tone pixels in the original image to 

determine if a face is present. The orientated face area is then taken as the 

ROI from which to try and identify landmarks. Feature templates are 

generated through resampling of the training images based on rectangles of 

pixels centred on the feature. The relative position of landmarks is then used 

to remove errors, for example, where the mouth is identified as being above 

the nose. In [23], the DLIB face detector was used to identify where the face is 

in each frame, and then landmarks are detected using the iBug face landmark 

predictor with 68 landmarks and a Kalman filter. An area of 100 x 50 pixels 

centred on the mouth region is then used as the ROI. In [24], A CNN was 

trained to predict the location of 16 facial landmarks on a frame-wise basis, as 

well as using a separate CNN to generate a bounding box around the face. A 

15-frame window was used to temporally smooth the CNN’s predictions and 

to remove outliers. The four outer landmarks are used to identify the ROI. 

They also report an approach that uses the lower half of the face as the ROI 

but find that the cropping using the landmarks predicted by the CNN gives 

better performance as there is less noise in the images used as input to the 

system. There is no currently available CNN that could be used to extract the 

ROI without first going through the process of annotating a sufficiently large 

dataset on which to train the CNN. For this reason, an approach based on the 

use of the Dlib detector was chosen for use in this work.  
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2.3.2 Normalization 

Normalization is the process of adjusting a set of values in order to make them 

fit within a specific range. This is done to reduce the influence of anomalous 

values on the different processes that are applied to a dataset and is commonly 

applied to the features used for visual speech recognition. When generating 

features for speech recognition systems, mean and variance normalization are 

commonly used [16] [25] [26]. The mean refers to the central value of the 

features. Mean normalization is used to try and remove signal and channel 

distortions from the features by performing a linear transform to alter the mean 

to 0. Variance normalization is done to make the signal more robust to noise. 

This is done by normalizing the variance to 1.  

 

2.3.3 Feature interpolation  

Visual speech recognition is commonly combined with audio speech recognition 

[18] [19] [25]. In comparison with audio, the frame rate for video is much lower; 

in many works, the frame rate of the video is increased from the rate at which 

the camera records it (usually 25 or 30 fps) to 100 fps to match the rate at 

which audio is sampled. There are numerous ways that this can be achieved 

as follows. Given two data points, it is possible to derive an intermediate data 

point that lies between the two known points. The process for doing this is 

known as interpolation. The simplest form of interpolation is a nearest-

neighbour interpolation, in which the value of the nearest point is used as the 

interpolate value without reference to other neighbouring points. This form of 

interpolation is limited as the nearest neighbour may be an outlier, which may 

not represent a good representation of a value within the set. Linear 

interpolation takes two data points and calculates the interpolant as: 

𝑦 = 𝑦𝑎 + (𝑦𝑏 − 𝑦𝑎)
𝑥−𝑥𝑎

𝑥𝑏−𝑥𝑎
       (2.2) 
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Where ya,yb xa xb are the data points, and y is the interpolated value. Linear 

interpolation is limited as it is not a very precise form of interpolation, and the 

interpolated value is not differentiable. Polynomial interpolation is a 

generalization of linear interpolation where the linear function is replaced with 

a polynomial of a higher degree. With polynomial interpolation, the 

interpolation error is proportional to the distance between the data points to 

the power of n. As the interpolated value is a polynomial, it is infinitely 

differentiable. Polynomial interpolation solves the problems of linear 

interpolation. However, there are also disadvantages to polynomial 

interpolation. The calculation of the interpolated polynomial is 

computationally expensive compared with linear interpolation, or nearest 

neighbour and polynomial interpolation can result in Runge’s phenomenon. 

Runge’s Phenomenon refers to a problem of oscillation at the edges of an 

interval that occurs when polynomial interpolation is performed with 

polynomials that possess a high degree over a set of equispaced interpolation 

points.    

Spline interpolation is a form of interpolation that uses a special type of 

piecewise polynomial, known as a spline. A spline is a smooth piecewise 

polynomial approximation. Consider a vector of N+1 points with N intervals 

in between them. For each interval, there is a separate polynomial; these 

polynomial segments together make up the spline. Spline interpolation is often 

chosen as it avoids Runge’s Phenomenon. Spline interpolation has a lower error 

rate than linear interpolation making it more accurate. 

2.3.4 Visual Speech Features  

In order to process the image that the system receives, they need to be 

transformed in some manner to a suitable representation for processing by a 

computer. The features generated by this transform need to effectively encode 

information about the signal, that is, the information that is useful in 
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understanding what visemes appear in the image while limiting the impact of 

noise, i.e., the presence of a person’s nose tells us little about the viseme present 

in an image. There are a number of different options for creating features from 

input images that will be discussed in the following sections. Features can be 

generated by using geometric information about the shape of the mouth, such 

as height and width. Appearance-based features apply a transform on the raw 

pixel values of an image to produce the feature vector. In contrast, learned 

features move away from the hand engineering of features by attempting to 

apply machine learning techniques to learn an effective representation from the 

data.   

2.3.5 Geometric-based features 

Approaches to feature modelling for visual speech recognition that focuses on 

the height, width, or area parameters of the mouth are collectively known as 

geometric or shape-based features [27] [28] [29]. The first use of geometric 

features was proposed by Petajan in [27]. Petajan proposed geometric features 

based upon vector quantized visual speech templates being used to generate a 

codebook; when a new utterance is encountered, recognition is performed using 

template matching. This was further developed through the use of active 

contours [30]. In [31], a method for generating geometric features is proposed 

based on first applying a Haar cascade to identify the ROI, then segmenting 

the ROI based on an HSV colour filter to distinguish lips from the skin, the 

contours are extracted, and from this, the width, height, perimeter, and ratio 

of height to width are used as the visual features. In the paper, the CUAVE 

dataset was used, and results for visual only speech recognition showed a word 

accuracy of just over 60%.  
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Figure 2-2 Lip geometry features. [32] 

Recent work on geometric features has focused on active appearance models 

(AAMs) and active shape models (ASMs). ASMs are statistical models of the 

shape of an image that deform to fit the example of objects in a new image. 

An example of geometrical features is shown in figure 2-2, From left to right 

are shown the active contour deformed around the lips, and the horizontal 

edges found. In the rightmost diagram h1-3 show different heights for the area 

within the lips with h4 indicating the height from the highest point of the top 

lip to the lowest point of the bottom lip, w indicates the widest point within 

the area of the lips. These geometry features were first proposed by Cootes, 

Taylor, Cooper, and Graham in [33]. The base shape and shape vectors are 

generated by applying principal component analysis (PCA) to a set of 

annotated training images. The deformation of the shape is used during 

tracking over a series of images to record the changes in the shape parameters. 

The shape parameters produced are used as visual features.  

AAM employs computer vision algorithms to capture a statistical model of the 

appearance and shape of an object to an image of a similar object [25]. This is 

similar to ASMs. They differ in that an AAM will also take the texture into 

account. The most relevant differences between these two approaches are that 

an AAM will use a model of the appearance of the whole region. In contrast, 

an ASM uses smaller regions around the landmark points. An ASM will search 

around the current position, while AAM only considers the current position. 
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With an ASM, the aim is to minimize the distance between the model points 

and the corresponding points in the test image; AAMs instead aim to minimize 

the difference between the test image and the model image [34]. Examples of 

these can be found in [25] [34] [35].  

Another approach taken for using geometric features is to make use of active 

contours, sometimes referred to as snakes [30] due to the deformation of the 

spline giving the appearance of a snake. These active contour models (ACMs) 

work by fitting splines to lines within an image. For the purpose of lip-reading, 

the lines are those that describe the perimeter of the lips. A number of points 

on the lips are used. The distance between them over a period of time is used 

to produce the features which describe the shape of the lips [30].  

2.3.6 Appearance-based features  

2.3.6.1 Discrete Cosine Transform (DCT) 

Approaches based upon the raw pixel values or a transform of them, such as a 

discrete cosine transform (DCT), are known as image-based features [26]. The 

DCT is a technique used to transform an image from the spatial domain into 

the frequency domain. When transformed, the images are separated into parts 

of unequal importance with the lower frequency containing most of the 

important information. There are a number of different DCT transforms, of 

which the 2D DCT is the most commonly used for the generation of features 

to be used in visual speech recognition [26]. The 2D DCT is given as: 

 

                      𝑞𝑢,𝑣 = 𝑊𝑢𝑊𝑣 ∑ ∑ 𝑝𝑖,𝑗𝑐𝑜𝑠 (
𝑢𝜋(2𝑖+1)

2𝑁
) 𝑐𝑜𝑠 (

𝑣𝜋(2𝑗+1)

2𝑀
)𝑀−1

𝑗=0
𝑁−1
𝑖=0    (2.3) 

𝑊𝑢 = 

{
 

 √1 𝑁⁄   if 𝑢 = 0

√2 𝑁⁄   otherwise

 𝑊𝑣 =

{
 

 √1 𝑀⁄     if 𝑣 = 0

√2 𝑀⁄ otherwise
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Where the pixels have been extracted from an area of M by N centred on p. 

pi,j represents the pixel intensity at row i and column j. W is used to make the 

resulting matrix orthogonal, and q  is the matrix that is produced by the 

application of the DCT transformation with u and v indicating the column and 

row, respectively. When used for speech recognition, a number of low-frequency 

DCTs are selected and combined with the first and second-order derivates to 

generate the feature vector. A limitation of the DCT based approach is that it 

is not shift-invariant, so the performance is dependent on precise tracking of 

the region of interest.  

2.3.6.2 Principal Component Analysis 

Principal Component Analysis (PCA) can also be used to generate features for 

visual speech recognition. PCA is a statistical procedure that generates a linear 

transform by using basis vectors derived from the data. This contrasts with 

methods such as DCTs where the basis vectors are fixed [26]. To perform PCA, 

the data is first transformed into uncorrelated elements known as principal 

components. As PCA is sensitive to large differences in the ranges of the initial 

values, standardization is applied to the initial values to put them all on the 

same scale. The variance in the data is encoded into vectors known as 

eigenvectors. The eigenvectors are referred to as principal components. These 

components are ordered based upon the amount of variance that they 

represent. As a result of this, the earlier components contain more information 

than the later ones. The total number of components is equal to the 

dimensionality of the original data. For a vector X, the principal components 

can be calculated as: 

𝑦𝑖 = ∑ 𝛽𝑖𝑗𝑥𝑗
𝑘

𝑗=1
(2.4) 
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Where β is the coefficient matrix, k is the number of components to be kept, 

and Xj is the j-th element of X. The sample covariance matrix 𝛴 for y is then 

given as:  

𝛴𝑦 = 𝛽
𝑡𝛴𝛽 (2.5) 

 

Where βt is the transpose of the coefficient matrix. The population variance 

and covariance are given as:  

𝑣𝑎𝑟(𝑦𝑖) =  ∑𝜆𝑗(𝛽𝑖
𝑇𝛽𝑗)(𝛽𝑗

𝑇𝛽𝑖)

𝑘

𝑗=1

(2.6) 

𝑐𝑜𝑣(𝑦𝑖𝑦𝑗) =  ∑𝜆𝑟(𝛽𝑖
𝑇𝛽𝑟)(𝛽𝑟

𝑇𝛽𝑗)

𝑘

𝑟=1

 

Where λ are the eigenvalues of 𝛴. The portion of the total variance explained 

by the i-th principal component is then: 

    
𝜆𝑖
∑ 𝜆𝑖
𝑘
𝑖=1

⁄ (2.7) 

The goal of PCA is then to minimize the number of m principal eigenvalues in 

the ratio: 

∑ 𝜆𝑖
𝑚

𝑖=1
∑ 𝜆𝑖

𝑘

𝑖=1
⁄ (2.8) 

 

Linear Discriminant Analysis (LDA), like PCA, generates a linear transform 

from the data based upon basis vectors derived from it [22]. It differs from 

PCA in that information about the class is used with the data in order to 

project data to the directions of greatest class separation. With LDA, this is 
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done based on the Fisher ratio. This is calculated by maximizing the ratio 

between the class scatter, and the within-class scatter. The data vectors are 

labelled based on their class, and the distance between these classes is 

maximized, while the variance within each class is minimized. The classes may 

represent speech classes, or they can be derived from HMM states. The scatter 

matrices are calculated as: 

 

                                   

𝑆𝐵 =∑|𝑄𝑐|(𝜇𝑐 − 𝜇)(𝜇𝑐 − 𝜇)
𝑇

𝑐∈𝐶

 

(2.9) 

𝑆𝑤∑ ∑(𝑥𝑛⃗⃗⃗⃗ − 𝜇𝑐)(𝑥𝑛⃗⃗⃗⃗ − 𝜇𝑐)
𝑇

𝑛∈𝑄𝑐𝑐∈𝐶

 

 

 

Where 𝜇 is the total mean vector, T indicates a transpose and 𝜇𝑐, 𝑐 ∈ 𝐶 are 

the class mean vectors, which are calculated as: 

 

                      𝜇 =
1

𝑁
∑ 𝑥𝑛⃗⃗⃗⃗ 
𝑁
𝑛=1      (2.10) 

𝜇𝑐 =
1

|𝑄𝑦|
∑ 𝑥𝑛⃗⃗⃗⃗ 

𝑛∈𝑄𝑦
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With 𝑥𝑛⃗⃗⃗⃗  Representing the data vectors, Q being the labelled vectors, Sb is the 

class scatter, and Sw is the within-class scatter. With this, it is then possible to 

find the ratio R as: 

 

𝑅(𝑊) =
det (𝑊𝑇𝑆𝑏𝑊)

det (𝑊𝑇𝑆𝑤𝑊)
                         (2.11) 

 

With W representing the projected matrix. A variant of LDA known as 

Hierarchical linear discriminant analysis (HiLDA) was proposed in [22]. To 

generate features for visual speech recognition using HiLDA, LDA is applied 

to high dimensional features vectors formed from the concatenation of the first, 

middle, and last frames within a window. Then a maximum likelihood linear 

transform (MLLT) is applied to map the features to a new space, which 

minimizes the within-class distance whilst maximizing the observation 

likelihood in the original frame.  

2.3.7 Learned features 

2.3.7.1 Convolutional neural networks 

Recently, a number of approaches to visual feature extraction using 

convolutional neural networks (CNN) have been proposed [36] [37] [20] [21]. A 

CNN is a type of deep, feed-forward neural network. The network is comprised 

of a number of convolutional, pooling, normalization, and fully connected 

layers. The first layer of a CNN is always a convolutional layer. Convolutional 

layers apply a filter to their input in a convolutional manner. The weight of 

the convolutional layer is the filter that is applied to the input. A convolutional 

layer also has a bias, which is a scalar value that is added to the output of the 

convolutional layer in a pixel-wise fashion. A convolutional layer can have 

multiple input channels. Commonly the three channels found in an RGB image 

are used as the input. Though it should be noted that when used for learning 
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features for visual speech recognition, a greyscale image is usually used as the 

input [20] [23]. Each neuron in a convolutional layer will process data only 

from its receptive field. This refers to a small region of the input image, 

generated by moving a window across the image based upon a specific stride. 

The stride is defined based on pixels. For example, a stride of 2 would indicate 

that the window shifts 2 pixels at each step. A fully connected layer in a CNN 

refers to a layer of the network that performs a linear operation and in which 

every input is connected to every output by a weight. Normalization layers in 

a CNN are used for feature scaling and batch normalization. Pooling layers 

take the input that represents a receptive field and pools the values to give a 

single output; a visual representation of this process can be seen in figure 2-3, 

where the dashed box is representing the receptive field showing the area of 

the images that are pooled to produce the single value at the next step. In [38], 

the output of the last fully connected layer (this is the penultimate layer before 

the final softmax layer) is used as the feature vector. The database used in [38] 

consists of a single French speaker pronouncing 488 sentences; using the CNN 

features, they achieve a WER of 19.6% and compare it with a system using 

PCA, which gave a performance of 25.3%.  

 

Figure 2-3 Architecture of Convolutional Neural Network 
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Features learned from CNN were also used in [20], which base the architecture 

of their model on the Visual Geometry Group medium (VGG-M) [39] model; 

they report results both on the BBC dataset, OuluVS1, and OnluVS2.  

2.4 Hidden Markov Models 

A Hidden Markov Model is a kind of stochastic signal model. It allows the 

modelling of a series of connected states by transition probabilities. An 

observation of some phenomena, e.g. a person speaking can be modelled as a 

series of hidden states where the images of the person speaking results from 

them producing some sequence of visemes. The states are the visemes that the 

model then tries to determine the underlying sequence off from the observed 

images. It is referred to as hidden because the states are not directly observed, 

but rather some output that is emitted by the state serves as the observation. 

An HMM is then concerned with determining the emission probability of the 

observed features to determine the most likely state of the underlying system 

that cannot be directly observed. Each time a state is activated, the observable 

features are emitted; this allows an HMM to be used for understanding the 

changes in a system over time. In figure 2-4, a three-state HMM is shown with 

the lines indicating transitions between the states. Notice that a state can 

transit to itself, such a transition would still produce observable features. An 

example of such a transition would be when observing speech; the same 

phoneme could be emitted twice in a row, such as when pronouncing 

Mississippi. 
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Figure 2-4 HMM. Transition between states is indicated by the arrows marked transition. 
This includes a transition to the same state, which is denoted by the arrows starting and 
ending at the same state. The emitted state is indicated by the arrows directed upwards. 

 

A formal definition for an HMM can be given as: 

 

                                                  

𝜆 = (𝐴, 𝐵, 𝜋) (2.12)           

    

 

Where A is the state transitions probabilities, B represents the observation 

emission probabilities, π is the initial state probabilities. This is shown in figure 

2-4, where transitions between states are indicated by the arrows marked 

transition. This includes a transition to the same state, which is denoted by 

the arrows starting and ending at the same state. The emitted state is indicated 

by the arrows directed upwards. In [40], HMMs are characterized by three 

fundamental problems. These are the likelihood problem, the decoding 

problem, and the learning problem. The likelihood problem is concerned with 

efficiently computing the probability that a specific sequence of observations 
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was produced by the model. The use of Bayes theorem addresses this 

computation. Bayes theorem can be stated as: 

 

𝑃(𝐴|𝐵) =
𝑃(𝐵|𝐴)𝑃(𝐴)

𝑃(𝐵)
(2.13) 

 

Where P(A|B) is the probability of A conditioned on B, P(A) is the probability 

of A, and P(B) is the probability of B. With HMM, A is the hidden state and 

B is the observation which indicates the underlying state. To solve the 

likelihood problem the probability of O, where O is a sequence of observations 

O = O1, O2, O3 . . . On, is calculated as P(O|λ). The probability of O is obtained 

by summing the joint probability over all the possible state sequences. 

However, calculating this is computational infeasible even when dealing with 

a small number of states and observations. To solve this issue efficiently, the 

forward algorithm is used. The forward algorithm is efficient as it makes use 

of a mathematical optimization technique known as dynamic programming. 

Dynamic programming simplifies a problem by breaking it down into a series 

of steps over time. The forward variable 𝛼𝑡(𝑖) is calculated as: 

 

𝛼𝑡(𝑖) = 𝑃(𝑂1, 𝑂2 . . . 𝑂𝑡, 𝑞𝑡, = 𝑆𝑖|𝜆) (2.14) 

 

Where 𝑂1, 𝑂2 . . . 𝑂𝑡 is the observation until time t, Si is the state at time t, and 

𝜆 is the model. There are three steps in the forward algorithm. Firstly, the 

forward probabilities are initialized as the joint probability of the state Si and 

the initial observation Oi. This can be expressed as: 
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𝛼𝑡(𝑖) =  𝜋𝑖𝑏𝑖(𝑂𝑡),                   1 ≤ 𝑖 ≤ 𝑁 (2.15) 

 

Where N is the number of states, πi is the probability of state i, bi(Ot) is the 

probability of state i emitting the observation Ot. After initialization, the next 

step is in the forward algorithm is the induction step, which may be stated as: 

 

𝛼𝑡+1(𝐽) =  [∑𝛼𝑡(𝑖)𝛼𝑖𝑗

𝑁

𝑖=1

] 𝑏𝑗(𝑂𝑡+1),   1 ≤ 𝑡 ≤ 𝑇 − 1 (2.16) 

                                                               1 ≤ 𝑗 ≤ 𝑁    

 

Where αt+1(j) is the accumulative sum of probabilities for each of the N paths 

leading to state J at time t + 1. Using the induction step, the probability 

P(O|λ) can then be calculated by summing all N forward variables at time T 

based on the termination step. The termination step can be stated as:      

 

𝑃(𝑂|𝜆) =  ∑𝛼𝑇(𝑖)

𝑁

𝑖=1

(2.17) 

 

 

The decoding problem can be addressed by the use of the Viterbi algorithm. 

This can also be used as an alternative to the forward algorithm for solving 

the likelihood problem. With the Viterbi algorithm, the induction step is 

replaced with a step known as the recursion step. In the recursion step the best 
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score variable 𝛿𝑡(i) is used to keep track of the highest scoring path to state i 

instead of the sum of all paths. 

 

𝛿𝑡+1(𝐽) = max[𝛿𝑡(𝑖)𝑎𝑖,𝑗] 𝑏𝑗(𝑜𝑡+1); 1 ≤ 𝑡 ≤ 𝑇 − 1; 1 ≤ 𝑗 ≤ 𝑁 (2.18) 

 

 

By backtracking from the final state, the optimal state sequence can be found. 

For the decoding problem, the term ψ is added to the initialization step to 

keep track of the argument that maximizes 𝛿𝑡+1(𝐽)The new initialization step 

is then: 

 

𝛿1(𝑖) =  𝜋𝑖𝑏𝑖(𝑂𝑡),                   1 ≤ 𝑖 ≤ 𝑁; 

ψ1(𝑖 = 0) (2.19) 

The termination step for the Viterbi algorithm is given as: 

 

𝑝 ∗= max[𝛿𝑇(𝑖)];  𝑞𝑡 = 𝑎𝑟𝑔𝑚𝑎𝑥 [𝛿𝑇(𝑖)]; 

1 ≤ 𝑖 ≤ 𝑁; (2.20) 

 

Where p* is the path with the highest probability, and qt is the state path at 

time t. 

The learning problem is addressed with the Baum-Welch algorithm [2]. This 

algorithm adds a backward pass to the forward algorithm and is also known 

as the forward-backward algorithm. The Baum-welch algorithm can be used 

to train both the transition probabilities A and the emission probabilities B 
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for an HMM. The initialization step of the Baum-Welch algorithm takes the 

form: 

 

𝛽𝑇(𝑖) =  𝑎𝑖𝐹, 1 ≤ 𝑖 ≤ 𝑁 (2.21) 

 

 

Where 𝛽𝑡(𝑖)is the backward probability of i at T, and aiF is the transition 

probabilities. The recursive step is: 

 

𝛽𝑡(𝑖) =  ∑𝑎𝑖,𝑗𝑏𝑗(𝑂𝑡+1)𝛽𝑡+1(𝑗)

𝑁

𝑗=1

, 1 ≤  𝑖 ≤ 𝑁, 1 ≤ 𝑡 < 𝑇 (2.22) 

 

Where 𝑏𝑗(𝑂𝑡+1) is the observation probabilities observation j at time t. This 

continues until convergence based upon the termination step: 

𝑃(𝑂|𝜆) =  𝛼𝑇(𝑞𝐹) =  𝛽1(𝑞𝑂) =  ∑𝑎𝑂𝑗𝑏𝑗(𝑜1)𝛽1(𝑗)

𝑁

𝑗=1

(2.23) 

 

When used for speech recognition, the observation emission probabilities are 

often modelled as a Gaussian Mixture Model (GMM). The Gaussian mixture 

components are combined as: 

 

𝑏𝑖(𝑂𝑡) =  ∑𝑐𝑖𝑘𝑁[𝑂𝑡, 𝜇𝑖𝑘, 𝑈𝑖𝑘]

𝐾

𝑘=1

(2.24) 
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K represents the Gaussian mixture components for state i, µ is the mean, and 

U is the covariance, cim  is the mixture weight. All of the mixture weights sum 

to 1 due to the constraint placed upon them, this is given as: 

 

∑𝑐𝑖𝑘

𝐾

𝑘=1

= 1 (2.25) 

 

  

2.5 Artificial Neural Networks (ANN) 

An ANN is “a computing system made up of a number of simple, highly 

interconnected processing elements, which process information by their 

dynamic state response to external inputs” [41]. The first artificial neural 

network was implemented by Marvin Minsky and Dean Edmunds in 1951 [6]. 

From that initial network, a large number of variations have been created to 

address both regression and classifications problems. [9] [42] [43] 

2.5.1 Neurons and Activation functions 

ANNs are made up of artificial neurons; these neurons model the behaviour of 

biological neurons in the brain. They model them through a mathematical 

function that calculates the weighted sum of the inputs to the neuron. A bias 

is then added and based on the result; the neuron is either activated (also 

known as fired) or not activated. The relevant equation is given in equation 

2.25   

 

𝑌 =∑𝑤𝑥 + 𝑏 (2.26) 
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The input x, and weight w, are multiplied, and then the bias b is added to 

them; the sum Y is then used to determine if the neuron should activate. The 

decision to activate the neuron is based upon an activation function, such as 

the step function. The step function uses a threshold to determine if the neuron 

should be activated. If the threshold was set at 0, then all values of Y that are 

less than 0 will not cause the neuron to activate, and all values of Y that are 

greater than or equal to 0 will result in the neuron being activated, the plot of 

this activation function can be seen in figure 2-5.  

 

 

Figure 2-5 Plots of activation functions. Top left Step function, top centre SoftMax, top 
right sigmoid, bottom left hyperbolic tan, bottom centre relu, bottom right leaky relu 
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This activation function is useful where there are only two classes that can 

then be mapped to 0 and 1, for example, when training a binary classifier to 

decide if a photograph is of an apple. The presence of the apple could be 

mapped to 1 while its absence could be mapped to 0 so that where the input 

to the neuron indicates an apple is present, it would activate, giving 1 as the 

output; otherwise, it would output 0, indicating the absence of an apple. 

However, when dealing with a problem with more than two classes, this 

activation function would not be as useful. Other than the step function, there 

are several other activation functions that can be used with neurons in a neural 

network. These can be used to overcome the issues faced by the step activation 

function when dealing with many classes. 

The sigmoid activation function is a bounded differentiable real function that 

is defined for all real input values and has a positive derivate at each point. 

Known as sigmoid as it is a mathematical function having the shape of an s 

when plotted. It is a special case of the logistic function, and its equation is 

given as: 

 

𝑦 =  
𝐿

1 + 𝑒−𝑥
(2.27) 

 

Where L is the maximum value of the curve, e is Euler’s number, and -x 

describes the steepness of the curve. When used in machine learning, L is 

usually set as 1. This results in the output value of a neuron that uses the 

sigmoid activation function falling within the range 0-1, giving it an analogue 

activation in contrast to the binary activation of the step function. This is 

significant as not only is the sigmoid activation function non-binary, it is also 

nonlinear. The plot of the sigmoid function can be seen in figure 2-5.  
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Another activation function that can be used is the tanh (hyperbolic tangent) 

activation function. The equation for this activation function is: 

 

tanh(𝑥) =  
𝐿

1 + 𝑒−2𝑥
− 1 (2.28) 

 

Where e is Euler’s number, L is the maximum value of the curve, and -x 

describes the steepness of the curve. The plot of this activation function is seen 

in figure 2-5. This looks similar to the sigmoid as it is effectively a scaled 

sigmoid function. As such, it shares the characteristics of the sigmoid function 

both in producing an analogue output and having a nonlinear nature.  

The softmax activation function is an activation function that can be used to 

approximate the max function. It does so in a way that produces a smooth 

curve when plotted hence the name softmax. It can be used to calculate the 

probability of a target class over all target classes. The output from a neuron 

with a softmax activation function will be the probability between 0 and 1 of 

a given class with all probabilities summing to 1; this is due to the denominator 

acting as a regularizer. This makes it suitable for dealing with problems that 

have multiple classes, such as determining the most likely sub-word unit to 

have been spoken based on an observation. Unlike the other activation 

functions mentioned so far, the softmax activation function is only used in the 

output layer of a neural network. The equation for the softmax activation 

function is: 

𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑧(𝑖)) =
𝑒𝑧

(𝑖)

∑ 𝑒𝑧𝑘
(𝑗)

𝑘
𝑗=0

(2.29) 
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Where z is the k dimensional vector input, i is the current position in the 

vector, k is the number of classes, e indicates the exponent, and j is controlling 

the iteration over k number of classes. This acts as a generalization of the 

logistic function. When plotted, the softmax activation function gives a curve 

like that seen in figure 2-5. 

The P-norm (norm pooling) activation function is a kind of maxout function. 

With a p-norm activation function, a pooling strategy is applied. This 

reduces the dimensionality of the input.  

The equation for the p-norm activation function is: 

𝑦 = ||𝑥||𝑝 = (∑ |𝑥𝑖|
𝑝

𝑖
)

1
𝑝

(2.30) 

 

With x being the input to the neuron, i indicates the iterative step, and p 

approximates the maximum norm.   

Rectified linear units (Relu) [44] are an activation function that imposes a limit 

on the output, which prevents it from dropping below 0. This is done as a 

means of combatting the vanishing gradient problem where the gradient being 

backpropagated in a deep learning network diminishes dramatically so that the 

earlier layers in a DNN are not updated to improve their performance. Relu 

solves this as the gradient of a relu function is either 0 for a negative value or 

1 for a positive value. In comparison with the sigmoid activation function, relu 

is more computationally efficient to compute and tends to show better 

convergence [45]. While relu can combat vanishing gradients, there is no 

method to constrain the output as it is the value of x. Relu also has a problem 

with dying relu, where if too many activations get below zero, the neurons will 

output 0, prohibiting learning. A proposed solution to this is the use of the 
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leaky relu activation function, which allows a small value below zero to be 

output. [46] 

The equation for relu is given as: 

𝑓(𝑥) = 𝑚𝑎𝑥(0, 𝑥) (2.31) 

Where x is the input to the neuron. 

2.5.2 Architecture of neural networks 

To make use of the neurons previously discussed, they need to be combined 

into a network. The structure of this network is referred to as its architecture. 

The most commonly used architecture is the feed-forward neural network; the 

architecture of this can be seen in figure 2-6. 

 

 

Figure 2-6 Architecture of the feed-forward neural network 

 

As can be seen in the figure, the architecture is comprised of an input layer, a 

hidden layer, and an output layer. Within the layers of an artificial neural 

network, all neurons will have the same activation function, as such layers can 

be referred to as being associated with their activation function, such as a 

sigmoid layer or a tanh layer. The input layer is an exception to this as it is a 

passive layer; the neurons within this layer take in the input and pass it to the 

Neurons Connections 
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next. Each layer within a neural network is comprised of one or more neurons. 

The input layer takes in the input and passes it to its multiple outputs 

unaltered. All the input into this layer is duplicated and passed to all the 

neurons in the hidden layer; this is known as a fully interconnected structure. 

In contrast, the hidden and output layers are active, meaning that some change 

occurs when the input is passed to these layers. In the hidden layer, the input 

is received, and the neurons activate based on the activation function used. In 

some cases, the neurons will not activate or will only be weakly activated, 

depending on the activation function used. This allows the neural network to 

be able to better distinguish between signal and noise. For example, a neural 

network trained for handwriting recognition might have a neuron that is more 

strongly activated by a curved part in the lower half of the character, which 

would either not be activated or very weakly activated when the presented 

with the input of the character nine but would be strongly activated by the 

character 8, even though both characters have lower parts that are curved the 

stronger activation cause by the greater curve in the eight would help to 

distinguish between an eight and a 9. The output layer of the neural network 

will take in the output of the hidden layer and based upon the activation 

function; it will give an output; for example, if the network was trained to 

detect the presence of an apple in an image, it could output 1 to indicate that 

an apple is present or 0 to indicate that no apple is present.  

2.5.3 Gradient descent 

Gradient descent is an iterative optimization algorithm for finding the 

minimum of a function. To find the minimum steps are taken proportional to 

the negative of the gradient of the function at each step. A similar approach 

can be applied to find the maximum of a function by taking steps positive to 

the gradient; this is known as gradient ascent. Gradient descent is given as: 
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𝜃𝑗: =  𝜃𝑗 − 𝛼
𝜕

𝜕𝜃𝑗
𝐽(𝜃)    (2.32) 

Where 𝜃 are the weights, 𝜃𝑗 is the j-th weight, 𝛼 is the learning rate, ∂ and 

𝜕𝜃𝑗 refer to the gradients and 𝐽(𝜃) is the cost function. Since updates are 

performed based on a single data point these can be very noisy.  Performing 

gradient descent overall data in a dataset is referred to as batch gradient 

descent and may be stated as: 

 

𝑏 = 𝑎 −  𝛾∇𝑓(𝑎) = 𝑏 −  𝛾∑
∇𝑓𝑖(𝑎)

𝑛

𝑛

𝑖=1

(2.33)  

 

Where ∇𝑓(𝑎) is the direction of the steepest descent, a is the current position, 

b is the next position to move to, n represents the number of data points in 

the dataset so that the iteration will run from i = 1, . . . n and 𝛾 is the learning 

rate. When working with a large number of variables, it can become costly to 

compute the update as it is necessary to sum over all variables at each step. A 

variation on gradient descent, commonly used in machine learning, is 

stochastic gradient descent. With stochastic gradient descent, the dataset is 

firstly randomized, and then the coefficients are updated at each instance 

instead of at the end of a batch of instances. As the cost gradient of a single 

example is used rather than the gradient of all examples, the training time is 

reduced. Stochastic gradient descent can be formally stated as:  

 

𝑏 = 𝑎 −  𝛾∇𝑓(𝑎) = 𝑏 −  𝛾∑∇𝑓𝑖(𝑎)

𝑛

𝑖=1

(2.34) 
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As can be seen in equation 2.33, the gradient is approximated using a single 

example, and the updates are performed as the algorithm iterates over the 

dataset instead of being done when all iterations are complete. When training 

neural networks, gradient descent is used to update the weights in the network 

to minimize some loss function.  

2.5.4 Backpropagation 

The backpropagation algorithm is an algorithm used for training neural 

networks via the backward propagation of errors [47]. The errors are 

determined based on the use of an error function, also referred to as the cost 

function. The cost function maps the output variables from the neural network 

unto a real number which can be compared with the expected output to give 

the error. The backpropagation algorithm assumes that the error can be 

written as an average over the error functions for each training example, as 

the algorithm will calculate the gradient of the error function for a single 

training example, which then needs to be generalized to the overall error 

function. It also assumes that the error can be written as a function of the 

outputs of the network. Given a training set (x1, y1) . . . (xn, yn), the weight 

matrix ∆𝑖,𝑗
(𝑙)

 is initialized to all zeros. Set the activation of the input layer a(l) to 

x(t), where t represents a time step. The forward propagation step is performed 

as a(l) for i = 2 . . . L: 

 

𝑎(𝑙) = 𝑔(𝜃(𝑖)𝑎(𝑖−1)) (2.35) 

 

Where L is the output layer of the network, and 𝜃 is the parameters of the 

network. The next step is to compute the error as: 
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𝛿(𝐿)= 𝑎
(𝐿)−𝑦(𝑖) (2.36) 

 

With the second term being calculated as: 

 

𝜕𝛼𝑗
𝑙

𝜕𝜃𝑖𝑗
𝑙 =

𝜕

𝜕𝜃𝑖𝑗
𝑙
(∑𝜃𝑘𝑗

𝑙 𝑜𝑘
𝑙−1

𝑟𝑙−1

𝑘=0

) = 𝑜𝑖
𝑙−1 (2.37) 

 

Thus, the partial derivative of the error function with respect to the weights 

is:  

𝜕𝐸

𝜕𝜃𝑖𝑗
𝑙 = 𝛿𝑗

𝑙𝑜𝑖
𝑙−1 (2.38) 

 

Where y is the expected output, the backward propagation step is then given 

as: 

 

𝛿(𝑙) = ((Θ(𝑙))𝑇𝛿(𝑙+1)).∗ 𝑎(𝑙).∗ (1 − 𝑎(𝑙)) (2.39) 

   

 

 The weight matrix can then be updated as: 

 

∆(𝑙)≔ ∆(𝑙) + 𝛿(𝑙+1)(𝑎(𝑙))
𝑇
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𝐷𝑖,𝑗
(𝑙) ≔ 

1

𝑁
(∆𝑖,𝑗

(𝑙) + 𝜆𝜃𝑖,𝑗
(𝑙)) 𝑖𝑓 𝑗 ≠ 0 (2.40) 

 𝐷𝑖,𝑗
(𝑙) ≔ 

1

𝑁
∆𝑖,𝑗
(𝑙) 𝑖𝑓 𝑗 = 0 

 

Where D acts as an accumulator that allows values to be added at each 

iteration allowing for the computation of the partial derivative, 𝜆 is the 

regularization term, which is applied to all layers with the exception of the 

input layer. N is the number of examples in the training set. Using the 

backpropagation algorithm, these steps are repeated in order to minimize the 

cost function of the neural network. 

2.6 Deep Learning  

As well as the three layers structure shown in figure 2-6 the architecture of an 

artificial neural network can be configured to have more than a single hidden 

layer. When a network’s architecture contains multiple hidden layers, it is said 

to be a deep neural network or DNN for short. The use of these DNNs is 

referred to as deep learning to distinguish it from the use of shallower artificial 

neural networks. DNNs can learn higher-order representations of features, 

making them suitable for complex problems like those found in computer vision 

and speech recognition. 

When training a deep neural network, it is necessary to consider how many 

layers to use and how many neurons should be in each layer. The input layer 

needs to be large enough to accept the input, and the output layer needs to 

match a number of outputs, i.e., if the network should produce a single result 

when trained, the output layer should have a single neuron. There is no set 

rule to determine the number of layers between the input and output layers 
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and the number of neurons in them. The best architecture for a specific 

problem needs to be discovered through trial and error [42] [46] [48] [49] [50]. 

2.7 Liveness Verification 

Biometric authentication is the process of authenticating a claimed identity 

based on something you are [51].  This refers to the use of some physical 

characteristic of an individual such as their fingerprint or the appearance of 

their face this is contrasted with other approaches, such as password-based 

systems, where authentication is based on something you know. As they are 

based on a variety of physical attributes they are generally known as 

biometrics. As part of the biometric authentication process, Identity 

Verification is performed based on one or more physical attributes of the 

individual claiming an identity. Such attributes can include facial features, iris 

information, fingerprints and voice [51] [52]. When a person claims to have the 

identity of a person authorised to access the system, they will be required to 

present the relevant physical attribute to a sensor, for example, the user could 

be required to place a finger on a fingerprint scanner which will provide the 

system with a scan of the fingerprint to be compared with the scan of the 

authorised user's fingerprint, provided during enrolment to the system, where 

they fingerprints match the identity claims is then verified.   

Biometric security systems are vulnerable to spoofing attacks, where the 

biometric data used to secure the device is faked by a hostile actor in order to 

circumvent the security. Where a user’s face is used as the means of detecting 

the presence of an individual, a spoofing attack can be done through methods 

such as using a photograph or video of the user [53] and presenting this to the 

system in order to make it appear as though a valid user was requesting access. 

A number of approaches to Liveness Verification have been proposed based on 

what kind of biometric data is being used by the system. The most commonly 

used biometric security systems in commercial applications use either visual 
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information of a user’s face or a scan of the user's fingerprints to identify them. 

For systems based on the use of images, examples of Liveness Verification tests 

include user’s eye blinking [53] and audio [54] tests where a user is required to 

speak a passphrase, which is then identified via audio-based speech recognition. 

In the case of fingerprint scanners, the most prevalent liveness test is testing 

for a pulse [54] [55]. 

In order to fool biometric systems, a number of different means of spoofing the 

physical attributes have been developed such as the “gummy finger” where 

fingerprints are lifted from a surface and used to mould a copy of the finger 

with the same pattern as an actual person [51] or using a recording of a person 

speaking to bypass ASR based security measures [52]. In order to ensure that 

it is an actual person present a Liveness Verification step can be added to the 

process. Liveness Verification is the process of verifying that an individual 

trying to interact with the system is in fact a live person. The process of 

Liveness Verification can take a number of different forms depending on the 

biometric used. This can include combining more than a single biometric in 

order such as in [52] where audio and facial features are combined to determine 

if a live person is present. In this work, the use of VSR will be investigated as 

a means of performing Liveness Verification.    

2.8 Summary 

In this chapter, the history of speech recognition from the initial development 

of the technology to the modern approach was briefly discussed. Following on 

from this, the most significant models for understanding speech were discussed 

in further detail. The HMM, which was the most commonly used model for 

visual speech recognition when this work was started, has been described as it 

was used in the initial work. The details of DNN have also been discussed as 

the field has moved towards almost exclusively using DNN for both audio and 
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visual speech recognition. Several activation functions are used in this work 

and have been detailed in this chapter alongside an explanation of the gradient 

descent algorithm employed in training DNN.  The role of Liveness Verification 

as an enhancement to systems based on Identity Verification is introduced and 

will be discussed further in later chapters where the contributions of this work 

to the use of VSR for Liveness Verification are discussed.  
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3  Collection and Selection of 

Datasets 

3.1 Introduction 

In this chapter, the datasets used in this work will be discussed. As part of this 

work, it was necessary to collect a bespoke dataset containing both RGB and 

IR videos of speakers saying a specific set of phrases. In this chapter, the 

bespoke dataset and the process of collecting it are described. This bespoke 

dataset allows for research into IR based VSR and when it is made publicly 

available will allow other researchers to also investigate the use of IR video for 

VSR. Alongside this, the selection of pre-existing datasets used in this work is 

also described and the criteria used for the selection of these datasets.  

As with all research in machine learning, it is essential to source suitable data 

for both training models and also testing in various conditions. Therefore, the 

first step in this thesis is to provide a thorough review of the datasets available 

for research into visual speech processing. This includes datasets that have 

been used in previous research and a discussion on their appropriateness and 

availability. First, the criteria that will be used to select appropriate datasets 

are described in section 3.2, and details of the potential datasets are presented 

in a table. From these, some suitable datasets are then selected, specifically, 

the XM2VTS dataset [56] and the GRID dataset [57] were selected as being 

useful for some aspects of the planned research. However, it was clear that no 

existing dataset met all of the criteria and therefore it was necessary to collect 
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a new bespoke dataset specifically to enable research into the use of IR video 

for visual speech recognition.  

In section 3.3, the XM2VTS dataset is described along with details of how the 

dataset was processed. In section 3.4, the GRID dataset is described. Then the 

details of the bespoke dataset containing RGB, and IR videos are discussed in 

section 3.5 along with detailed information on how the collection of this dataset 

was undertaken. 

3.2 Criteria for Data Selection 

For the purpose of selecting suitable datasets, it was necessary to identify a 

set of criteria that would make a dataset suitable for this work. Since part of 

this work focuses on digit string recognition as part of a Liveness Verification 

system, it was important that the selected datasets contain digit strings. 

Ideally, these should be longer than ten digits to allow for the investigation of 

digit strings of various length. Therefore, it would be preferable to use a dataset 

in which digits are spoken in sequences rather than individual words. While 

the work using infra-red (IR) video needed to have the digit strings as well as 

some domain-specific command and control phrases. The videos need to be in 

colour and IR for the work on IR based visual speech recognition, at a frame 

rate of at least 25 fps, and to include a variety of different speakers to support 

speaker-independent visual speech recognition. An extensive search for 

potential datasets was conducted. All the potential datasets that were 

identified are listed in table 3.1. The criteria set out here were used to decide 

which of these dataset(s) would be suitable for the experimental work described 

in the following chapters. Table 3.1 shows an extensive list of datasets that 

were considered. From these, a small sample was selected to be discussed 

further.  Those chosen were based on which of those listed in table 3.1 appear 

to meet the criteria in order to give a clearer picture of how the criteria were 

applied to select or reject specific datasets. 



Collection and Selection of Datasets 47 

 

 

Table 3-1 Table showing all datasets that were identified as candidates for use in this research. For each dataset, the name, year created, language, number of 
speakers, task(s) classes (e.g., for digits 0-9, there are ten classes with one digit per class), number of utterances, resolution of the videos, and the duration of 
the dataset.  

Name Year Language Speakers Task Classes  Utterances Resolution Duration 

AVLetters 1998 English 10 Alphabet 26 780 367x288, 25fps 13 min 

XM2VTS 1999 English 295 Digits 10 885  720x576,25 fps 59 min 

IBMViaVoice 2000 English 290 Sentences 10,500 24,325 704x480 30fps 50h 

VIDTIMIT 2002 English 43 Sentences 346 430 512x384, 25fps 30min 

BANCA 2003 Multiple 52 Digits 10 29,952 720x480, 25fps 14h 

AVOZES 2004 English 20 Digits 10 200 720x480, 30fps 2h 

IBMIH 2004 English 79 Digits 10 16,197 720x480, 30fps N/A 

AV@CAR 2004 Spanish 20  Alphabet 
Digits 
Sentences 

26 
10 
250 

800 768×576,25fps 1h 

CUAVE 2004 English 36 Digits 10 7000 720x480,30fps 14min 
AVICAR 2004 English 86 Alphabet 

Digits 
Sentences 

26 
13 
1317 

59,000 720x480,30fps 4h 

AV-TIMIT 2004 English 233 Digits 510 4660 720×480,30fps 4h 

VALID 2005 English 106 Sentences 10 1590 576×720,25fps N/A 

GRID 2006 English 34 Phrases 51 34,000 720×576,25fps ∼28h 
IBMSR 2008 English 38 Digits 10 1661 368×240,30fps N/A 

AVLetters2 2008 English 5 Alphabet 26 910 1920×1080,50fps 15 min 
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IV 2008 French 300 Sentences 15 4500 780×576,25fps ∼8h 
UWB-07-ICAV 2008 Czech 50 Sentences 7550 10,000 720×576,50fps 25h 

OuluVS 2009 English 20 Phrases 10 1000 720×576,25fps 16 min 

CENSREC-1-
AV 

2010 Japanese 42 Digits 10 3234 720×480,30fps N/A 

Qulips 2010 English 2 Digits 10 3600 720×576,25fps N/A 

NDUTAVSC 2010 German 66 Digits 
Words 
Sentences 

6907 6907 640×480,100fps ∼11h 

WAPUSK20 2010 English 20 Phrases 52 2000 640×480,32fps 20h 

LiLiR 2010 English 12 Sentences 200 2400 720×576,25fps N/A 

BL 2011 French 17 Sentences 238 4046 640×480,30fps ∼6h 
UMC-VIER 2011 English 123 Sentences 12 2460 708×640,29fps N/A 

MOBIO 2012 English 150 Sentences N/A N/A 640×480,16fps 61h 

AGH AV 2012 Polish 20 Digits N/A N/A 1920×1080,50fps ∼3h 
MIRACL-VC 2014 English 15 Words 

Phrases 
10 
10 

1500 
1500 

640×480,15fps N/A 

AusTalk 2014 English 1000 Digits 
Words 
Sentences 

10 
966 
59 

24,000 
966,000 
59,000 

640×480 ∼3000h 

MODULARIT
Y 

2015 English 35 Words 182 231 1920×1080, 
100fps 

N/A 

OuluVS2 2015 English 53 Sentences 10 1590 1920×1080, 
30fps 

∼1h 

RM-3000 2015 English 1 Sentences 1000 3000 360×640, 
60fps 

∼4h 

IBM AV-ASR 2015 English 262 Sentences 10,400 N/A 704×480, 
30 fps 

∼40h 

TCD-TIMIT 2015 English 62 Sentences 5954 6913 1920×1080, 
30fps 

∼6h 

HAVRUS 2016 Russian 20 Sentences 1530 4000 640×460, 
200fps 

N/A 
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LRW 2016 English 1000 Words 500 400,000 256×256, 
25fps 

∼111h 

LRS 2017 English 1000 Sentences 17,428 118,116 160×160, 
25fps 

∼33h 

VLRF 2017 Spanish 24 Sentences 1274 10,200 1280×720, 
50fps 

∼3h 

MV-LRS 2017 English 1000 Sentences 14,960 74,564 160×160, 25fps ∼20h 
AV Digits 2018 English 53 

39 
Digits 
Phrases 

10 795 
5850 

1280×780, 
30fps 

N/A 
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Figure 3-1 Process of force aligning for XM2VTS. 

3.3 XM2VTS 

The XM2VTS dataset is a multi-model dataset comprised of 295 

speakers saying the 20-digit phrase “zero one two three four five six 

seven eight nine five zero six nine two eight one three seven four”. The 

videos are recorded at the required framerate (25 fps). This dataset 

met the criteria for the number of speakers, framerate, vocabulary, and 

was selected for use in this work. Figure 3-1 shows the process by which 

the audio in the XM2VTS dataset was force aligned, an isolated digit 

model trained with TIDIGITS was used to create the alignments. The 

alignments created from the audio are then used to identify the 

relevant timestamps for the video. Consideration was given to the 

BANCA dataset [58] based on having a larger number of speakers, but 

it was discovered that the 208 speakers that are described were actually 

52 speakers repeating phrases in 4 different languages. It was 

considered preferable to having more variety in speakers over having a 

larger number of languages; therefore, it was preferable to make use of 
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XM2VTS. The data is split between training and testing data based 

on the Lausanne protocol [7].  

 

Figure 3-2 Example images from XM2VTS. Three different speakers are shown 
recorded in 4 different sessions with their appearance changing in between sessions. 

The protocol specifies two distinct configurations for the dataset. 

Configuration II of the protocol was used as the starting point for 

selecting the training and test data. This protocol divides the dataset 

into 225 speakers in the training set and 70 speakers in the test set.  
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The videos from the 70 speakers in the test partition were selected as 

the test data for the speaker-independent Liveness Verification 

experiments in Chapter 5. The videos from the speakers that are not 

in the test set are used when training the VSR models in Chapter 4. 

Based on this protocol, where none of the videos from the speakers 

present in the training set were used for our test experiments, the 

results reported indicate how the system would perform under speaker-

independent conditions and are, therefore, a good indication of how the 

system would perform when presented with data from new speakers, 

as would occur in real-world applications.  

 

The specific IDs for the speakers in the test set are listed here (with 

all other speaker IDs being in the training set): 

001, 008, 010, 011, 023, 028, 031, 039, 043, 044, 048, 059, 067, 070, 081, 

086, 087, 088, 095, 096, 098, 107, 109, 111, 114, 119, 127, 128, 130, 131, 

134, 142, 147, 149, 153, 155, 160, 170, 171, 172, 174, 175, 176, 185, 190, 

199, 200, 201, 202, 225, 226, 234, 241, 250, 263, 271, 272, 280, 283, 286, 

300, 313, 315, 317, 318, 323, 335, 341, 367.  

3.3.1 Generating shorter-phrase videos from XM2VTS 

While the XM2VTS dataset comes with 20-digit string videos, one of 

the aims of some of the research within this thesis was to investigate 

the effect of shorter digit sequences on the recognition accuracy of VSR 

models and also the impact of shorter digit sequences on Liveness 

Verification. Therefore, it was necessary to write software to process 
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the original digit sequences to produce multiple shorter digit sequences. 

Specifically, the videos in the test set were segmented to generate new 

videos from the test data, which contained digits strings of 6, 10, and 

15 digits.  

Figure 3-3 Sliding window used to generate 10-digit phrases 

 

This was achieved by segmenting the 20-digit videos into videos 

containing shorter phrases based upon word boundaries for each digit 

in the video. The word boundaries were obtained by performing forced 

alignment of the audio from the videos using a highly accurate (99% 

word accuracy) audio-based speech recognizer. A variety of phrases 

were generated using these boundaries by moving a window of size w 

one word at a time over the 20-digit phrase. As a result of this 

approach, it was possible to expand the number of phrases that could 

be used in experiments. The variety of phrases can be seen by looking 

at the first three 10-digit sequences generated from the original 20-digit 

videos: 

- “zero one two three four five six seven eight nine”  

- “one two three four five six seven eight nine five”  

- “two three four five six seven eight nine five zero”  
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The test sets are identified as XMTe6, XMTe10, XMTe15 and 

XMTe20, with the number in the code indicating the phrase length. 

 

Table 3-2 Dataset partitions for XM2VTS 

 

 

3.4 GRID 

The phrases used in the GRID dataset are based on the coordinate 

response measure (CRM) task [55], in which phrases followed the 

format “READY <call sign> GO TO <colour> <digit> NOW.” The 

GRID dataset expands on the dataset used in [59] by including letters 

in order to improve the phonetic balance of the dataset and includes 

the video along with the audio in order to facilitate the training of 

multi-model speech recognition models. The phrases used in GRID are 

the in the format <command> <colour> <preposition> <letter> <digit> 

Data partition 

labels 
Details 

XMTr 
Original XM2VTS training video partition  

(1599 videos of 20 digits) 

XMTe6 
XM2VTS Test videos split into 6 digits strings  

(4480 videos) 

XMTe10 
XM2VTS Test videos split into 10 digits strings  

(3080 videos) 

XMTe15 
XM2VTS Test videos split into 15 digits strings  

(1680 videos) 

XMTe20 
XM2VTS Test videos split into 20 digits strings  

(280 videos) 
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<adverb> where each element is a selected from the corresponding 

options shown in table 3-3. There are 34 speakers in the dataset, each 

speaking 1000 sentences. There are 18 male and 16 female speakers, 

who at the time the videos were recorded, were either staff or students 

at the University of Sheffield. The speakers in the dataset represent a 

variety of English accents as well as two speakers from Scotland and 

one from Jamaica. The videos for speaker 21 are missing, and a small 

number of others are corrupt, which leaves 32746 videos that can be 

used in training a visual speech recognition model.  

 

Table 3-3 Sentence structure for the Grid corpus. Keywords are identified 

command  colour*  preposition  letter*  digit*  adverb 

Bin 

Lay 

Place 

Set  

Blue 

White 

Green 

Red 

At 

By 

In  

With 

A-Z 

(excluding 

W) 

0-9 Again 

Now 

Please 

Soon 

 

The videos are split into separate training and testing sets based on 

the speakers. So that no speaker that is present in the training set is 

present in the test set and vice versa, this ensures that the models 

trained with this dataset are speaker-independent. The test set consists 

of the videos for speakers one, two, twenty, and twenty-one. All the 

remaining data from all other speakers are used as the training set. 

The videos were cropped so that only the area around the lips is 

present. This was done by using the DLIB landmark detector to 



Collection and Selection of Datasets 56 

 

 

identify the facial landmarks of the speaker. The landmarks that 

indicate the area where the lips were used to determine where in the 

image to place a bounding box. The frames in the video are cropped 

to the bounding box that is generated, and it is the cropped version of 

the video that is used as the input to the system. An example of the 

cropped region of interest can be seen in figure 3-4. A number of GRID 

like phrases were included in the AVIR Lips dataset, and this dataset 

was used in some of the work on IR videos where the possibility of 

transforming IR video for recognition by a model trained on RGB video 

was investigated. The choice of the GRID dataset is based on its 

extensive use in VSR research and the similarity of the short sequences 

to the short sequences that are used in command-and-control systems. 

 

Figure 3-4 Videos from the GRID dataset cropped to the ROI based on landmarks 
generated by Dlib’s landmark detector. 
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3.5 Audio Visual Infra-Red (AVIR) Lips 

To perform research into the use of infrared video for visual speech 

recognition, it was necessary to collect a new bespoke dataset. This 

required a substantial amount of time and effort to coordinate over a 

period of several weeks. This involved the logistical steps of recruiting 

participants and arranging recording sessions and then the data 

processing steps of checking and cleaning the data after each recording 

session.  

A key requirement of this new dataset was to ensure it contained 

everything that would be required to enable experiments that showed 

the relative performance of VSR models trained on RGB data 

compared to IR data. Therefore, it was decided that the data for both 

sensor types should be recorded simultaneously in order to minimise 

any differences in speech content or differences in the delivery of the 

speech by each speaker as possible. Any alternative approach without 

simultaneous recordings would have required each participant to 

repeat the recording session multiple times and this would have made 

the recruitment of participants more difficult. 

3.5.1 AVIR Script Design 

To enable a range of experiments with IR data which could then be 

compared to the other datasets used in this research, i.e. XM2VTS and 

GRID it was decided that AVIR should mirror the scripts used within 

those datasets. Along with that, it was decided that a further set of 

recording scripts should also be used which simulated the phrases 

potentially used within an in-car deployment of VSR. Therefore, the 
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AVIR dataset would have three distinct partitions which would all be 

recorded together by participants in each recording session. The three 

partitions are described in the next sections. 

3.5.1.1 AVIR-Grid 

This partition of AVIR lips consists of phrases based on the grammar 

of GRID. The short sentences generated are similar to the kind of short 

sequences used in command-and-control systems. As with the GRID 

dataset, the phrases contained in this section of AVIR Lips include 

alphabet letters (excluding W), that is, letters pronounced as by 

themselves rather than as part of a word. For example, “B” is 

pronounced as “Be.” The use of the GRID grammar helps to ensure 

that the phrases selected contain an appropriate variety of visemes 

needed to train a visual speech recognition system. The specific 15 

GRID-like phrases that were created by each AVIR speaker are shown 

in table 3-4. 

Table 3-4 Phrases of AVIR Lips dataset based on GRID grammar 

GRID PHRASES OF AVIR LIPS 

Bin blue at B zero again Lay blue in L 8 soon 

Lay green by C 1 now Place green with O 9 again 

Place red in A 2 please Set red at U zero now 

Set white with E 3 soon Bin white by V 8 please 

Lay blue in D 4 soon Lay blue in X 6 soon 

Place green with M 5 again Place green with Y 3 again 

Set red at N 6 now Set red at Z 5 now 

Bin white by K 7 please  
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3.5.1.2 AVIR-Digits 

The second section of AVIR lips consists of digit strings of length 20. 

While this was similar to XM2VTS, a decision was made to expand 

upon the digit combinations that are found within XM2VTS scripts to 

increase the variability and produce a more balanced distribution of 

digit representations. Specifically, 15 scripts each containing 20 digits 

were designed that captured each digit in the left or right context of 

every other digit at least once thereby including all of the possible 

coarticulation effects. Table 3-5 shows the 15 scripts recorded by each 

participant. 

Table 3-5 Digit sequences of AVIR lips 

DIGITS SEQUENCES OF AVIR LIPS 

1   2   3   4   5   6   7   8   9   9   8   7   6   5   4   3   2   1   3   5 

5   7   9   7   5   3   1   1   4   7   7   4   1   5   9   6   3   3   6   9 

2   4   6   8   8   6   4   2   2   5   8   5   2   6   6   1   6   2   7   3 

3   7   2   8   4   4   8   1   7   1   8   2   9   4   9   1   9   5   1   4 

3   8   3   9   2   9   3   8   5   5   7   9   1   6   8   2   4   6   7   7 

8   7   2   6   1   6   6   2   5   8   5   2   2   4   6   8   8   6   4   2 

9   6   3   3   6   9   5   1   4   7   7   4   1   1   3   5   7   9   7   8 

7   7   6   4   2   8   6   1   9   7   5   5   8   3   9   2   9   3   8   3 

4   1   5   9   1   9   4   9   2   8   1   7   1   8   4   4   8   2   7   6 

6   3   1   2   3   4   5   6   7   8   9   9   8   7   6   5   4   3   2   1 

5   7   9   7   5   3   1   1   4   7   7   4   1   5   9   6   3   3   6   9 

7   7   6   4   2   8   6   1   9   7   5   5   8   3   9   2   9   3   8   3 

3   7   2   8   4   4   8   1   7   1   8   2   9   4   9   1   9   5   1   4 

9   6   3   3   6   9   5   1   4   7   7   4   1   1   3   5   7   9   7   8 

4   1   5   9   1   9   4   9   2   8   1   7   1   8   4   4   8   2   7   6 
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3.5.1.3 AVIR-Command and Control 

The third partition of AVIR lips consists of several command phrases 

that would be useful for an in-car visual speech recognition system. 

This is a scenario in which frequent changes in the illumination of the 

speaker would be common, while the position of the speaker would not 

vary substantially. Table 3-6 shows the 20 scripts spoken by each 

participant. 

 

Table 3-6 In-car domain-specific command and control phrases present in AVIR lips 
dataset 

COMMAND AND CONTROL PHRASES OF AVIR LIPS 

Find an address  Show traffic 

Destination home Show map 

Destination my work Repeat instruction 

I need fuel Reroute 

Favourite destination Cancel route 

Where is the airport? Dial 

Find nearest Redial 

Call Listen to message 

Play Radio 

CD player Set temperature to 20 degrees C 

 

3.5.2 AVIR Lighting Conditions 

A key advantage of IR compared to RGB is the fact that it is illumination 

invariant. In order to test the impact of that invariance, a decision was made 

to record the AVIR data under three separate lighting conditions which could 

potentially emphasise the difference in the RGB and IR data. Three lighting 

conditions were used for each recording session by each participant which 
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were designed to simulate common real-world conditions. The three 

conditions were, low-light, even-lighting, and side-lighting, the outcomes of 

which are illustrated in figure 3-5.  

 
Figure 3-5 Recordings of the AVIR lips dataset with different illumination, low-

light(top), even-lighting(middle), side-lighting (bottom). 
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3.5.3 AVIR Recording Sensor 

In order to record both RGB and IR video simultaneously, the 

Microsoft Kinectv2 sensor was used. The Kinectv2 device allows both 

RGB and IR recordings to be captured simultaneously and the sensors 

for each data type are positioned physically very close together within 

the device which ensures that the spatial characteristics of the video 

are very similar and not affected by significant differences in viewing 

angle. This single device strategy with both sensors built-in rather than 

separate sensors also reduced potential complications regarding the 

starting and stopping of recordings and the need for a secondary 

synchronisation process. 

The Kinectv2 device offers a number of improvements over the 

Kinectv1, including an improved resolution for the RGB camera going 

from 640 x 480 at 30 fps to 1920 x 1080 at 30 fps, increased horizontal 

and vertical fields of view going from 57 degrees to 70 and from 43 to 

60 respectively. The Kinectv2 also makes use of a Time of Flight (ToF) 

camera, which continually projects infrared light and detects the 

shifted phase of the returning flight which is an improvement on the 

sensor within Kinectv1 [61][62]. 

Alongside the IR and RGB video, the Kinectv2 sensor is also capable 

of capturing synchronised audio which is extremely useful for potential 

word boundary detection and could be used to create audio-visual 

models.   
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3.5.4 AVIR Collection and Post-processing 

Thirty participant speakers were recruited for inclusion within the 

dataset. These included individuals who were (at the time of recording) 

staff and students from Queen's University Belfast. There are ten 

female speakers and twenty male speakers in the dataset. All the 

recordings were captured in the same room within Queens University 

Belfast over a three-month period.  

Each participant speaker was seated 0.5 meters from the camera and 

placed in the centre of the area captured by the Kinectv2 cameras. The 

speakers had the next script presented to them on a screen in front of 

them and were prompted to speak clearly towards the camera. Bespoke 

software was written and used to control the Kinectv2 sensor which 

was manually controlled by an operator in order to start and stop each 

recording and to move to the next script. Each script represented a 

separate recording. If a mistake was made during a recording, the 

speaker is asked to repeat the recording before moving to the next 

script.  

For the different lighting conditions described in Section 3.5.2, it was 

necessary to repeat the entire process with each participant three 

times. The first session was recorded with just low-level office lighting 

switched on but with no extra lamps. The second session was with a 

lamp turned on in front of the participant and the third session had 

no lamp on in front of them, but a lamp switched on positioned at 90 

degrees to the participant, i.e. lighting just half of their face.  
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Each recording session took at least 30 minutes but typically longer 

depending on the number of mistakes made on each script etc. This 

accounted for around 2 hours per participant (including breaks). 

Beyond this, a substantial amount of time was required to coordinate 

the sessions and recruit/schedule participants  

The bespoke recording software captured the Kinectv2 sensor data into 

files in the XEF format. This produced single files for each script 

recording containing uncompressed high-resolution RGB and IR video 

along with the audio stream. The files ranged in size from 500MB to 

1.2GB, depending on the length of the captured script. This produced 

a very substantial amount of data which needed to be carefully 

managed and backed up on several external hard drives.  

To make these recordings useable, further software was written to 

extract the individual streams from the XEF files and convert them to 

mp4 files which can be further processed for VSR in the same way as 

other datasets such as XM2VTS etc. 

3.5.4.1 AVIR ROI Extraction 

The IR camera has a lower resolution than the RGB camera. That, 

coupled with the fact that the sensors are spatially slightly separate on 

the device, leads to images that do not overlap precisely due to the 

different fields of view and resolution of each sensor. The RGB camera 

has a wider horizontal field of view, and the IR camera has a larger 

vertical field of view, as shown in figure 3-6 which produces images 

that are very similar to one another but do not show precisely the same 
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thing. As a result, the position of the mouth ROI in the RGB image 

does not correctly match that in the IR image, meaning the x, y 

coordinates of the mouth in one image are not the same as the other. 

Therefore, the ROI detection and extraction in each image type needed 

to be performed separately.  

For the RGB videos, facial landmark detection could be completed 

using default landmark detection models from Dlib which had been 

trained on RGB data. However, no such detector is available for IR 

data, so it was necessary to train a new landmark detection model for 

IR. The steps involved in this were as follows: 

1. Manual measurement of the offset for coordinates in the RGB 

images relative to the IR images. 

2. Detection of the facial coordinates in RGB images using the 

default Dlib facial landmark detector. 

3. Applying the offset to the RGB coordinates and marking them 

on the synchronised IR images. 

4. Manual inspection of a range of test images to ensure the 

correctness of the offset measurement. 

5. Using the Dlib model trainer to train a new model using the 

newly tagged facial coordinates in the IR images. 

 

With the new IR-based landmark detector, the IR videos were then 

processed in a similar manner to the RGB videos to produce versions 

of the IR videos, which are cropped to the mouth ROI.  



Collection and Selection of Datasets 66 

 

 

This IR-based landmark detector is a further contribution within this 

work that can be made available to allow others to be able to detect 

facial landmarks within IR video. Examples of the extracted ROI can 

be seen in figure 3-7, the top row shows the RGB images, and the 

bottom row has the corresponding IR images. The RGB images are 

captured at a higher resolution than the corresponding IR frames 

resulting in a more detailed ROI for the RGB images.  

 

 

 

F2d DCT 

figure 3-6 Frame from RGB camera (top) and IR camera (bottom). 
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Figure 3-7 Cropped images of ROI 

 

3.5.5 AVIR Dataset Protocols 

The AVIR lips dataset contains a number of different vocabularies, 

aimed at addressing different tasks. A set of protocols are proposed for 

the use of this dataset and a labelling convention can be used to help 

the referencing of experiments that use the data. As with other 

datasets, AVIR was primarily partitioned for speaker-independent 

training and testing of models. Beyond that, as each RGB video has a 

corresponding IR video the dataset is then split identically for RGB 

and IR. Splitting the data in this way ensures that comparisons 

between RGB and IR performance are not affected by variation in the 

speakers. It would also allow comparison between RGB, IR and a 
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multimodal system that combines both. Table 3-7 shows the 

partitioning of the AVIR data for a speaker-independent protocol. 

Table 3-8 shows a more detailed breakdown of the suggested labelling 

and folder structures within AVIR to enable experiments with specific 

IR and RGB data types. These labels are used later within Chapter 6 

to explain various model training and testing regimens. 

Table 3-7 Showing AVIR speaker-independent data partitioning 

Training Partition Test Partition 

Number of Speakers: 25 

     Male 17, Female 8 

Total videos: 2849 

Digit videos: 472 

Grid-like videos: 1021 

Command videos: 356 

Number of Speakers: 25 

     Male 3, Female 2 

Total videos: 508 

Digit videos: 115 

Grid-like videos: 169 

Command videos: 224 

 

Table 3-8 Showing AVIR data partition labels 

Data partition labels Details 

AVIR-D-i-Tr Digits IR training data (500 videos of 20 digits) 

AVIR-D-R-Tr Digits RGB training data (500 videos of 20 digits) 

AVIR-D-i-Te Digits IR test data (180 videos of 20 digits) 

AVIR-D-R-Te Digits RGB test data (180 videos of 20 digits) 

AVIR-Cm-i-Tr CommandControl IR training data (1439 videos) 

AVIR-Cm-R-Tr CommandControl RGB training data (1439 videos) 

AVIR-Cm-i-Te CommandControl IR test data (360 videos) 

AVIR-Cm-R-Te CommandControl RGB test data (360 videos) 

AVIR-G-i-Tr Grid IR training data (1080 videos) 

AVIR-G-R-Tr Grid RGB training data (1080 videos) 

AVIR-G-i-Te Grid IR test data (270 videos) 

AVIR-G-R-Te Grid RGB test data (270 videos) 
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The datasets described here are used in a number of different ways in 

the following chapters. In order to make it clear which data is being 

used and where datasets are used together, a set of codes are specified. 

The codes are shown in table 3-8, a number of these codes relate to 

adapting a model trained on one dataset with data from another. 

Where this is done it is the training section of the second dataset that 

is used as the adaptation corpus. No data from the test set is seen 

during the adaptation process ensuring a fair comparison between 

adapted results and results without adaptation. 

3.6 Summary 

In this chapter, the datasets that are used within all of the subsequent 

experimental work in later chapters have been described, alongside 

detailed descriptions of how they have been pre-processed for use in 

the work. The chapter commenced with a review of the publicly 

available datasets alongside a devised selection criteria. Following this, 

two suitable datasets were selected and described, namely XM2VTS 

and GRID. Lastly, and importantly, a detailed description of the new 

bespoke dataset which was collected for this research was provided. 

The dataset is named AVIR and offers unique characteristics not found 

in any public dataset. In particular, it includes synchronously captured 

RGB and IR videos of speakers saying a range of phrase types. This 

unique data is required to enable the experimental work within this 

thesis and AVIR can be made available to other interested researchers 

upon request to the author. The remaining chapters of the thesis will 

make use of the datasets described in this chapter. 
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4  Visual Speech 
Recognition for Limited-
Vocabulary Domains 

 

4.1 Introduction 

In the previous chapters, a novel liveness verification process was 

proposed to solve the problem of replay attacks and other similar spoof 

attacks on face verification systems. The core enabling component of 

the proposed system was a VSR-based digit recognition system which 

could determine, using lip movements alone, if a previously unseen user 

had correctly uttered a randomly generated phrase from a limited 

vocabulary, specifically a sequence of digits, into a camera. The 

potential level of security offered by this system and its practical 

usability would be dependent on the VSR system being sufficiently 

accurate for unseen speakers. Specifically, it would be dependent on 

the VSR system’s Word Error Rate (WER) when performing digit-

string recognition (a limited-vocabulary problem) being sufficiently low 

so that the random strings requested of a user could be as short as 

possible, i.e. contain as few digits as possible. 

Therefore, the primary research question motivating this chapter can 

be stated as “What is the VSR performance that can be achieved by 
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adapting the current state-of-the-art modelling strategies from ASR for 

a visual digit recognition task?”. 

This work includes an investigation and comparison of two competing 

machine learning model architectures which represented the state-of-

the-art approaches for audio-based speech recognition (at the time 

when this work was carried out). The models are designed and tuned 

for digit recognition and tested under varying sparse-data test 

conditions.  The specific architectures compared are HMM-GMM and 

HMM-DNN, both of which are described in detail in Chapter 2. 

The remainder of this chapter is as follows. A description of the visual 

speech dataset used in the work is provided along with the detailed 

steps used to prepare the data for the training and testing processes. 

This includes a description of the feature extraction process applied to 

convert the raw video frames into feature vectors. Then the 

implementation and training parameters for each model type are 

described along with the results from an extensive range of 

experimental tests. This is followed by a summary and comparative 

analysis of the results obtained by each model, concluding with a 

review of the key findings which can be used as the basis for training 

similar low-vocabulary systems and in particular to inform the 

development of the Liveness Verification system investigated in 

Chapter 5. 
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4.2 Data Preparation  

Based on the analysis of the available datasets provided in Chapter 3, 

the XM2VTS dataset was selected for the digit recognition work in 

this chapter. The scripts used within XM2VTS are ideally suited to 

this work due to the ground-truthed digit sequences provided for each 

speaker. It is also suitable because it contains a relatively large variety 

of speakers, was captured in studio-quality recording conditions with 

consistent lighting and a frontal pose for each speaker. The specific 

training and test data protocol used in this work is described in detail 

in Section 3.3 in Chapter 3 and illustrated in Table 3-2 but for clarity 

and completeness is summarised again here.  

There are 225 speakers in the training data and 70 speakers in the test 

data with roughly equal gender splits within each. No speakers in the 

training are used in the testing partition. Each person was recorded 

over 4 separate sessions, so their appearance sometimes varies for each 

session. At each session, a speaker was recorded saying the 20-digit 

string shown in Figure 4-1, two times (in two separate recordings).  

"zero one two three four five six seven eight nine 

five zero six nine two eight one three seven four" 

Figure 4-1 XM2VTS 20-digit string spoken by all speakers twice in each of 4 sessions 

 This provides 1800 digit strings (36000 occurrences of each digit) for 

training models and 560 digit strings (11200 digits in total) for testing 

the models. 
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As explained in Ch3, for this work, the data was further processed to 

extract a range of substring digit sequences to investigate the effect 

that phrase length and digit content had on recognition performance. 

Specifically phrases of 6, 10, 15 and the original 20 were held as 

separate test sets known as XMTe6, XMTe10, XMTe15 and XMTe20. 

The process whereby the sub strings for XMTe6, XMTe10 and 

XMTe15 are extracted is explained in detail in Chapter 3. 

4.2.1 Region-Of-Interest Extraction 

As was described in Section 2.3.1 the first stage of data preparation is 

the extraction of the mouth ROI from the full-face video frames. This 

is a two-step process involving first detecting the face within the frame 

and then detecting facial landmarks within the face. For this work, the 

well-known open-source DLIB face and facial landmark detectors were 

used. These detectors implement work based on [62], which, at the 

time of this research, represented the state-of-the-art method for facial 

landmark detection. 

The process of face and mouth ROI detection and extraction is 

illustrated in figure 4-2. The green box represents the DLIB-detected 

face ROI which forms the search space for the DLIB 68-facial landmark 

detector, which, as the name suggests, locates 68 positions on the face. 

This includes 20 coordinate positions representing the inner and outer 

lip contours. The centre point of these 20 landmark coordinates was 

calculated on each frame and an affine transformation was 
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implemented and was applied to extract a mouth-centred ROI of size 

176x144 pixels (QCIF standard image format). 

 
 

 
Figure 4-2 Illustrating DLIB face detection (green box) and cropping Region Of Interest placement 

(red box) using the 20 mouth-focused coordinates from the DLIB 68 facial landmarks 

4.2.2 Feature Extraction 

Several studies have shown that Discrete Cosine Transform (DCT) 

coefficients are a highly efficient and effective feature representation 

for capturing the appearance of the lips (as was discussed in Chapter 

2 Section 2.3.6.1). [63]  Specifically, they were shown to outperform 

several other handcrafted features types including coefficients from the 

Discrete Wavelet Transform, Principal Component Analysis, Linear 

Discriminant Analysis and Discrete Curvelet Transform. Therefore, 

DCTs were used in this work as the lip feature representation.  

Prior to the extraction of DCTs a series of pre-processing steps were 

applied to the raw lip ROI images. Firstly, the ROI was converted to 
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greyscale and histogram equalisation was applied to enhance and 

standardise the contrast between the lip region and the surrounding 

skin area. Finally, as the 2D DCT transform expects a square image 

as input, the image was resized and downsampled to 16x16 pixels. 

Again, 16x16 pixel images were found to be optimal in previous 

research compared to larger image sizes [63]. The effect of each pre-

processing step on an example mouth ROI image are illustrated in 

figure 4-3.  

A 2D DCT is then applied to the greyscale 16x16 images which 

produces a set of 16x16 coefficients as illustrated in figure 4-4. The 

coefficients are arranged such that the lowest frequency information is 

in the top left corner. High energy, representing high information, is 

shown with lighter pixels and as can be seen from figure 4-4, most of 

the lighter pixels are concentrated in the top left portion of the matrix. 

Therefore, a triangular mask is used to extract the lowest frequency 

coefficients. Specifically, the 15 lowest frequency coefficients are 

extracted and then the 0th coefficient is removed leaving 14 DCT 

features. The 0th coefficient, shown in red in figure 4-4, represents the 

mean of the DCT features and has been found to be largely redundant.  
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(a) 

 

(b) 

 

(c) 

 

(d) 

Figure 4-3 Showing four image transformations applied to lip ROI prior to feature 
extraction: (a) RGB ROI (resized to 176 x 144 pixels) (b) Converted to Greyscale (c) 
Histogram Equalization (d) Resized to 16x16 pixels 

 

 

Figure 4-4 Illustrating the 16x16 2D DCT feature matrix for a single image and the triangular 
selection mask used to extract the 14 lowest frequency coefficients (the 0th coefficient 

indicated in red is excluded). The 14 selected features are indicated with a small white dot in 
their centre 

 

Finally, mean and variance normalisation is applied to the features as 

this has been shown to have a significant improvement on performance 

[63]. 
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4.2.3 Feature Interpolation to Increase Frame Rate 

As explained in Section 2.3.3 in Chapter2, in previous research [63] 

into audio-visual speech recognition the frame rate of the video data 

has been interpolated through various means to match the frame rate 

of the accompanying audio frames. Audio is typically processed at 100 

frames per second (fps) whereas the XM2VTS video was captured at 

a constant 25fps. Therefore, cubic spline interpolation (which, as was 

explained in Chapter 2 is more robust than other approaches) was 

applied to the static DCT feature vectors to increase the frame rate to 

100fps. This increases the volume of frames for training purposes, 

which in some preliminary experiments not reported here, was shown 

to provide a small improvement in the model accuracy. It is important 

to note that the interpolation step was carried out prior to the 

calculation of dynamic features described in the next section. 

4.2.4 Dynamic Features 

The resultant 14 DCTs for each frame (after interpolation) are known 

as the static features as they represent the lip appearance in one static 

video frame. However, it has been shown [63] that dynamic features 

representing the velocity and acceleration of each coefficient, i.e. the 

delta (∆) and delta-delta (∆∆), are particularly effective in capturing 

temporal dynamics of the mouth. The ∆ features are calculated using 

Equation 4.1 

∆𝑡=
∑ 𝑛(𝑐𝑡+𝑛 −
𝑁
𝑛=1 𝑐𝑡−𝑛)

2∑ 𝑛2𝑁
𝑛=1

              (4.1) 
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where ∆𝑡 is the delta coefficient from frame t calculated using the static 

DCT coefficients 𝑐𝑡+𝑛 and 𝑐𝑡−𝑛. As is normal for feature extraction in 

ASR or VSR work, 𝑛 was set to 2 meaning that the delta features were 

calculated based on the difference in features over a 5-frame window 

centred on the current frame. This represents the changeover 50ms 

based on the interpolated static frames (10ms each). The same 

equation is used to calculate the ∆∆ features where the ∆ features are 

used as input rather than the static DCTs. This results in a final 

feature vector of 42 coefficients for each frame of video. 

4.3 Model Training 

The dominant modelling architecture for audio-based speech 

recognition within the literature at the commencement of this research 

was an HMM using GMM state representations (an HMM-GMM 

architecture). This architecture is well documented and tested in the 

audio domain and it has been shown that audio-based digit string 

recognition can be achieved at human-level performance using these 

models when sufficient training data was available [64] Alongside this, 

research has shown [65] that an HMM with DNN state representations 

(HMM-DNN) can provide improved WERs in some test domains [66]. 

However, it is also understood that DNNs typically require more 

training data than GMMs in order to converge [67] and may therefore 

not be a viable choice for VSR under sparse data conditions. Therefore, 

the relative performance of these competing model architectures are 
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compared here. The initial benchmark experiments using HMM-GMM 

models are described first followed by the more novel HMM-DNN 

experiments. 

4.4 HMM-GMMs 

A number of open-source toolkits have been developed by 

internationally renowned research groups since the late 80s to facilitate 

advanced research into audio-based speech recognition. None of these 

toolkits were designed for visual speech input. Therefore, an analysis 

of the alternative toolkits was carried out to find which was most 

suitable to be reengineered to accept and model visual speech data. 

Each toolkit typically includes software for audio-based feature 

extraction and model training and testing utilities. HTK (Hidden 

Markov Modelling ToolKit) is one such audio-based speech recognition 

toolkit originally developed at Cambridge University in 1989. It is 

designed to facilitate the training of HMM-GMM models and the 

extraction of MFCC-based audio features and their dynamic variants. 

HTK was implemented in C with an emphasis on efficiency and speed 

rather than extensibility.  

Julius is another similar audio-based speech recognition toolkit 

developed at Kyoto University in 1991. It is also written in C with a 

particular focus on speed and efficiency rather than ease of 

modification. 

CMU Sphinx is an audio-based speech recognition toolkit developed at 

Carnegie Mellon University and has two distinct branches. Sphinx-4 is 
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a Java-based large vocabulary audio-based speech recognition system 

developed in collaboration with Sun Microsystems. Extensibility 

through good Object-Oriented Design was a key emphasis in the design 

and implementation of Sphinx-4, making it a particularly popular 

platform for novel research (at the time of the commencement of this 

research). Pocket Sphinx is a lightweight C-based speech recognition 

system aimed at performing on-device speech recognition for mobile 

devices. It is typically used as a platform for mobile application 

development rather than research.  

Given the need for significant modification of the input feature 

pipeline, Sphinx-4 was selected as the platform for the HMM-GMM 

research in this thesis.  

The key modifications made to Sphinx4 were to the frontend pipeline 

architecture. This was originally designed to receive raw audio data 

from which the system would perform the extraction of Mel Frequency 

Cepstral Coefficients (MFCCs). For this work, a new version of the 

pipeline was implemented which was capable of accepting the DCT-

based feature vectors instead. 

4.4.1 HMM-GMM Sphinx4 Parameters and Training 
Process 

Section 2.4 in Chapter 2 explained the general structure of the HMM-

GMM model. In this work, using Sphinx4, each digit was modelled 

with an HMM of left-to-right topology with diagonal covariance 

consisting of 5 GMM states, each having 9 mixtures. This followed a 
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pattern used in previous digit-based work [63]. The models were 

trained using the full training data set through 10 iterations of the 

Baum-Welch estimation algorithm which was sufficient for the model 

parameters to convergence. 

4.4.2 HMM-GMM Digit Recognition Results 

Digit string recognition tests were performed on each of the separate 

test sets (XMTe6, XMTe10, XMTe15, XMTe20). As the test phrases 

were to be considered as random sequences of digits (replicating the 

scenario which could be encountered in the proposed liveness 

verification system), a simple unigram language model was used during 

the decoding process where all digits were specified as equally likely. 

During the tests, a range of values for the tuneable decoder parameters 

were used that control aspects of the search space (beam width) 

maintained during recognition and also the propensity of the HMM to 

transition during the decoding steps from the final state of one model 

to the initial state of another model. These parameters are critically 

important when optimising the performance of a particular model for 

a test application. If the beam width is overly restricted, then the 

correct transcription path may be incorrectly pruned during the 

recognition process. The insertion probabilities are typically tuned 

towards balancing the distribution of insertion and deletion errors 

exhibited by the system. The parameters, along with their default 

value suggested in Sphinx4 benchmark experiments are listed below: 

• Word Insertion Probability  = 0.1  

• Absolute Beam Width   = 20000 
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• Absolute Word Beam Width  = 200  

• Relative Beam Width   = 1e-60 

• Relative Word Beam Width  = 1e-40 

• Silence Insertion Probability  = 0.1 

• Filler Insertion Probability  = 1e-2 
 

Using these default values initially on the XMTe20 test data yielded a 

poor 79.2% WER due to high levels of deletion errors. This experiment 

was repeated numerous times, where the value of only one parameter 

was increased or decreased in order to determine the effect on WER. 

The values found to produce the best results for XMTe20 are shown 

below (only the parameter values that differ from the defaults are 

shown): 

• Word Insertion Probability  = 0.20 

• Absolute Beam Width   = 2,000,000 

• Absolute Word Beam Width  = 160,000 

• Relative Beam Width   = 0.02 

• Relative Word Beam Width  = 0.02 

These parameter values formed the starting point for similar 

experiments on the other test data sets (XMTe6, XMTe10, MXTe15) 

with values on either side of each parameter tested until local 

optimums were discovered. The values listed above were also found to 

be optimal in each case except with regard to the Word Insertion 

Probability (WIP).  This parameter was found to have the greatest 

impact on performance for phrases of different lengths.  

The results obtained on the four test sets when varying the WIP value 

are shown in figure 4-5 and table 4-1. 
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Figure 4-5 Showing %WER against Word Insertion Probability for XM2VTS 

 

Table 4-1 Detailing the %WER against Word Insertion Probability for XM2VTS. 
The grey values indicate the best WER achieved with the HMM-GMM model 

 Word Insertion Penalty 

 0.01 0.05 0.1 0.2 0.25 

XMTe6 67.8 52.5 44 58.3  
XMTe10 62.8 61.5 45.5 41.7 46.3 

XMTe15 58.5 49.7 46.6 38.2 44.4 

XMTe20 71.6 64.5 56.4 44 55.5 
 

The WIP is used to control breaks between words in the sequence 

produced by the decoder and from these results it is shown that for 

longer phrases a slightly higher value is optimal. It is also clear how 

important this tuning process is to the potential acceptability of a 

VSR-based digit recogniser. The minimum WER achieved was for the 

XMTe15 data set at 38.2% and the average WER, using the optimal 

parameters for each phrase length was 42.0%. These results represent 
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the benchmark against which the novel work on HMM-DNN will be 

compared in the following sections. 

4.5 HMM-DNNs 

The Kaldi audio-based speech recognition toolkit, developed originally 

at John Hopkins University in 2009, was used for this work. It was 

originally developed to support research into HMMs with subspace 

GMMs (SGMMs) but was then expanded to support Deep Neural 

Network state representations, i.e. HMM-DNNs. Kaldi provides utility 

programs for extracting MFCC features from raw audio which are then 

packaged in a compressed ARK format to be ingested by the training 

and decoding programs. Therefore, for this work, new frontend utilities 

were implemented to extract the DCT-based features and to format 

and compress them into the required binary ARK format.  

A number of different architectures for the DNN state representations 

were implemented and tested using Kaldi. These include Feed-Forward 

Neural Networks (FFNN), Time-Delay Neural Networks (TDNN) and 

two variants of Recurrent Neural Networks (RNN), namely Long 

Short-Term Memory (LSTM) networks and Bi-directional LSTMs 

(BLSTM).   

Within the Kaldi toolkit, there are various “recipes” which control the 

architecture and training process for each model type. All of the HMM-

DNN model types which were implemented and compared in the 

following sections in this chapter have the same HMM topology of 3 

states per triphone which mirrors the high-level model structures used 
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in the HMM-GMM work and also the recommended structure of HMM 

models for audio-based triphone modelling.  

The Kaldi recipes include options to set a wide variety of training 

parameters. Some of these are common to all model types and many 

have default values that are strongly recommended for purely practical 

reasons to ensure the training process will complete successfully on 

specific computing platforms, e.g. they control the memory used or 

CPU/GPUs etc. These have no effect on the quality of the model being 

produced and while they are configurable in the recipes, in this work 

the recommended default values were used for all experiments. Two of 

these parameters were num_threads which controls the number of 

threads to use(set to 16 in his work) and shuffle_buffer_size which 

controls the randomisation of samples and the memory required for 

training. It is advised to keep this low to avoid memory issues (set to 

5000 in this work).  

Other parameters, which may have an impact on the quality of the 

model or on the practical efficiency of the training process, are the 

Input Size and Learning Rate. As was explained in Chapter 2 Section 

2.5.2 the Input Size defines the number of input neurons for the 

network. Within the Kaldi implementation, a number of frames are 

concatenated before being passed into the DNN to give the context 

window, within this work a left and right context of 3 was used as 

recommended in the Kaldi literature. The Learning Rate defines how 

quickly the model parameters are allowed to update after each training 
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epoch. The ideal Learning Rate can only be determined, when using 

Kaldi, by carrying out a set of tuning experiments. If it is set too high, 

then the model will adapt too strongly and quickly to the training data. 

It will likely find a local minimum within the parameters and the model 

will become overfit. If it is set to a value that is too low, then the 

model will take too long to converge.  

It should be noted that the training data used for all of the experiments 

with HMM-DNNs was the same as that described in Section 4.2 for 

the HMM-GMM work. However, due to time and computing resource 

constraints, each DNN configuration was initially only tested on the 

XMTe20 test data. Once the best model had been identified then this 

was tested on all of the test data variants (XMTe6, XMTe10 and 

XMTe15) to allow a full comparison with the HMM-GMM system. 

It should also be noted that the same 42 DCT-based features (14 static 

features along with deltas and delta-deltas) were used in all of the DNN 

experiments. 

The following sections detail the parameters and configuration options 

that were tested for each model type along with their associated digit 

recognition test results.  

4.5.1 Feed-Forward Neural Network 

The FFNN could be considered the most basic DNN type available 

within Kaldi and was the first to be implemented within the toolkit. 

In this work, the FFNN model had 3 hidden layers with 1024 neurons 
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in each as recommended in the Kaldi recipes for modelling tasks of this 

scale. 

The FFNN can be implemented with Tanh layers or P-norm layers 

which are described in Chapter 2. The following initial experiments 

were carried out with Tanh layers to discover optimal parameter values 

for Input Size and Learning Rate. In all of the experiments, the models 

were tested after training 10 epochs which was found to be sufficient 

for the training loss value to plateau. Experiments with P-Norm layers 

were then carried out with the same optimal values for comparison.  

4.5.1.1 Input Size Optimisation 

Models were trained with Tanh layers with varied Input Size 

parameters from 1200 (a suggested value within the Kaldi 

documentation) to 20,000 in steps of 2000. In each experiment, the 

Learning Rate was set to 0.06 and the model was trained for 10 Epochs. 

The results are shown in figure 4-6. As can be seen, the Input Size had 

a strong impact on the WER with higher values giving better results. 

The best size was 1600 which gave a very significant 25% absolute 

reduction in WER compared to 1200. Based on this result, for the 

remaining DNN experiments in this chapter, 1600 was used for the 

Input Size parameter. 
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Figure 4-6 Showing WER against Input Size for FFNN with Tanh layers, after 10 epochs at 
a Learning Rate of 0.006 

4.5.1.2 Learning Rate Optimisation 

A range of Learning Rates from 0.004 to 0.016 in steps of 0.002 were 

tested using the same model architecture as in Section 4.5.1.1 (the 

previous section) with the optimal Input Size of 1600. The results are 

shown in figure 4-7. As can be seen, the Learning Rate had a less 

significant impact on the overall WER at the range of values used but 

a local optimal value was found to be 0.006. The values after that 

giving a deteriorating performance which may indicate some initial 

move towards over-fitting. A Learning Rate of 0.006 was therefore used 

for the other DNN experiments in this chapter. 
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Figure 4-7 Showing WER against Learning Rate for FFNN with Input Size 1600 
and Tanh layers. Shown after 10 epochs 

 

 

4.5.1.3 Tanh layers vs P-norm layers 

The same optimal experimental parameters (Input Size 1600, Learning 

Rate 0.006 and 10 training epochs) were used to train FFNN models 

with P-norm layers. These layers were found to be significantly more 

accurate than Tanh. As can be seen in the chart in figure 4-8, the P-

norm layers reduced the WER from 41.04% to an impressive 19.7%, 

equating to a very significant relative reduction in WER of 52%.  
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Figure 4-8 Showing WER against Learning Rate for FFNN with Input Size 1600 and Tanh layers. 
Shown after 10 epochs 

 

4.5.1.4 FFNN with Identity Vectors 

Within FFNNs it is possible to include Identity Vectors (commonly 

referred to as i-vectors). I-vectors, are a continuous value vector 

representation that embeds information about speakers’ characteristics 

[68] [69] [70]. I-vectors model the variability within speech through the 

use of a variability subspace known as a universal background model 

(UBM). For each speech frame, the t-th frame is calculated as:              

𝒐𝑡~∑ 𝑟𝑡(𝑘)𝑁(𝜇𝑘 + 𝑇𝑘𝑤𝑠,∑𝑘)
𝐾
𝑘=1  (4.2) 

Where is ot is the original feature vector, K are the Gaussian 

components, ∑𝑘 is the covariance matrix, µk is the mean vector, ws is 

the latent vector, Tk are the total variability matrices, N is the diagonal 
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matrix, and rt(K) is the posterior probability of the k-th Gaussian given 

the speech frame. 

The UBM is commonly modelled as a GMM, the details of which were 

discussed in chapter 2. For performing an adaption of DNN's, further 

steps are added after the training of the UBM. Once the i-vectors have 

been extracted for each speaker, an adaptation neural network is 

trained with the i-vectors as the inputs. The adaptation neural network 

then outputs a speaker-specific linear shift. Backpropagation is used to 

train the adaptation neural network, as described in Chapter 2 Section 

2.5.4. The output of the adaptation network ys-1 is combined with the 

original feature vector ot as: 

𝑍𝑡 = 𝒐𝑡 ⊗𝑦𝑠
−1   (4.3)  

Where ⊗ is element-wise addition. The resulting vector Zt is then 

used as the adapted feature vector. 

These embeddings have been used in audio-based speech recognition 

to perform speaker adaptive training which is a process whereby 

models are adapted to increase performance for speakers within the 

adaptation corpus and speakers similar to them [71] [72]. In [66] and 

[73] it was further shown that i-vector embeddings could be used to 

model not just features about the speaker but also background noise 

within the environment.  

To test the effectiveness of i-vectors for modelling visual speech 

characteristics, the best FFNN models with Tanh and P-norm layers 
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described in the previous section were trained and tested again with i-

vectors included. In both cases, the i-vector dimension was set to 100 

and the number of gaussians was set to 5 (recommended values in the 

Kaldi implementation). The results are shown in figure 4-9. I-vectors 

have a beneficial effect in all cases, in particular on the Tanh layer 

model. However, the best model again was the P-norm layers along 

with i-vectors giving the best result so far of 16.26% WER. This 

improvement may be due to the i-vectors ability to learn groupings in 

the training data, essentially modelling commonality between speakers 

and groupings. This may have helped the model capture elements of 

gender and ethnicity within the training data which are also present 

in the test data. 

 

Figure 4-9 Showing WER for FFNN when different types of i-vector are used 
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4.5.2 Time Delay Neural Network 

TDNNs have a contextual window which allows the network, which is 

a form of feed forward network, to take into account the temporal 

component of the data. This adds additional temporal modelling 

capability to the model along with the use of dynamic features.  

TDNNs were trained with a context window of 3 frames left and right. 

Unfortunately, i-vectors are not included in this model type within 

Kaldi. As these models were learning a new set of parameters, the 

Input Size was again optimised and in this case was found to be 3000 

(roughly twice the size found to be optimal for the other FFNNs). The 

Learning Rate was then also optimised again with the results shown in 

figure 4-10. As can be seen, the best result achieved was 17.12% which 

is better than the equivalent FFNN model with p-norm layers without 

i-vectors but slightly poorer than the one with i-vectors. These results 

indicate that TDNNs offer improved temporal modelling capability 

than just using dynamic features (deltas and delta-deltas). 
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Figure 4-10 Showing WER for different learning rates for TDNN with i-vectors and Input 
Size=3000 

 

 

4.5.3 Long Short-Term Memory 

LSTMs are a form of RNN. The "memory" aspect of the RNN 

structures can capture the dependencies between past and current 

feature vectors as an alternative approach to the TDNN. They 

typically allow for a much longer window size to be considered than 

TDNN and capture the dependencies between frames at varying 

distances within the context window as opposed to fixed distances. 

However, traditional RNNs can be impractical to train with techniques 

such as backpropagation which led to the development of LSTMs to 

mitigate this problem. They can learn long term dependencies 

efficiently and are particularly suited for learning sequential data such 

as financial time series or speech temporal dynamics.  
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LSTM models were trained and optimised using the same approach as 

for the FFNN models in the previous sections with Input Size being 

optimised first (which was found to be optimal at 1600) and then 

Learning Rate. The results are shown in figure 4-11. LSTMs have an 

additional parameter of context Chunk Size for previous frames which 

was set to 40 as recommended in the Kaldi recipe for similar modelling 

tasks on audio. 

The results appear to show that the LSTM RNN with a larger 40 frame 

context chunk is better than the TDNN or the other FFNN for 

modelling the temporal dimension of the speech data. The best result 

is 14.23% compared to 16.26% for the best FFNN model with i-vectors. 

It should be noted that while the models appear to offer better 

recognition performance, the training time required for the LSTM 

models was approximately 10x longer than for the equivalent FFNN 

models to allow the model to analyse the much greater number of frame 

dependencies in the longer chunk windows. 
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Figure 4-11 Showing WER for LSTM with Input Size 1600 and with varying 
learning rates  

 

 

4.5.4 Bi-directional LSTM 

LSTM models only preserve information within the chunk context for 

past frames. A BLSTM model adds an additional context chunk of future 

frames to allow the full temporal context (forwards and backwards) of a frame 

to be considered.  

BLSTM models were trained in a similar fashion to the LSTM models 

described in the previous section with the same Input Size and again with 

variable Learning Rates. The context Chunk Size for both left and in this 

case the right was set to 40 again. 
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Figure 4-12 Showing WER for BLSTM with Input Size 1600 and with varying  

 

The results show that the addition of future frame dependencies within 

the BLSTM model improves the WER even further with 13.68% being 

the best result achieved so far in all of the digit recognition 

experiments. It again should be recognised that the training time for 

the BLSTM models was significantly longer than for the FFNN models. 

The BLSTM models typically took 30X longer to train. 

4.6 Summary 

The stated research question for this chapter was “What is the VSR 

performance that can be achieved by adapting the current state-of-the-

art modelling strategies from ASR for a visual digit recognition task?”.  

Through an extensive series of experiments, the two primary 

competing modelling architectures from ASR were implemented and 
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compared on relevant training and test data for the proposed liveness 

verification process, i.e. digit string recognition. Consideration has also 

been given to the extensive range of configurable parameters of the 

models in order to tune them for best performance.  Figure 4-13 shows 

a summary of the best results achieved on the range of phrase lengths 

within XM2VTS with the optimal parameters and architectures for 

each model type and clearly shows that HMM-DNNs outperform the 

HMM-GMMs. While there are no directly comparable experiments in 

the literature on VSR-based digit string recognition, this pattern of 

improvement has been seen in audio-based research and on some 

related VSR research on command-and-control style datasets such as 

GRID [74] [75]. 

 

 

Figure 4-13 Showing best WER achieved with HMM-GMM and HMM-DNN 
models for various test phrase lengths 
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In the case of HMM-DNN, the best results were achieved with the BLSTM 

model which offers on average a 67% relative reduction in WER compared 

to GMM-based models on the same test data. This clearly demonstrates 

the importance of the longer-term temporal dynamics which can be 

captured more effectively with the BLSTM models compared to HMM-

GMM models. While these DNN based models take a considerably 

longer time to train relative to HMM-GMM models (~50x longer) the 

improvement in WER is the key consideration in this application 

because the models will be trained once and then deployed for all users 

rather than needing to be trained for each specific user (the models 

will be used in a speaker-independent mode). 

In the next chapter, these models will be tested as the phrase 

verification component within the proposed Liveness Verification 

system. The BLSTM system clearly offers more accurate results and 

will be used as an example of a strong recogniser, while the HMM-

GMM will also be considered as an example of a weak recogniser to see 

the extent to which this affects the deployment of the proposed Liveness 

Verification system. 
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5  Liveness Verification 

5.1 Introduction 

This chapter focuses on the application of visual speech recognition to 

Liveness Verification. Liveness Verification refers to the process of 

determining that an individual presented to a biometric security 

system is a live person as opposed to a picture or video of a person. 

Biometric security systems are vulnerable to spoofing attacks, where 

the biometric data used to secure the device is faked by a hostile actor 

in order to circumvent the security. Where a user’s face is used as the 

means of detecting the presence of an individual, a spoofing attack can 

be done through methods such as using a photograph or video of the 

user [53] and presenting this to the system in order to make it appear 

as though a valid user was requesting access. A number of approaches 

to Liveness Verification have been proposed based on what kind of 

biometric data is being used by the system. The most commonly used 

biometric security systems in commercial applications use either visual 

information of a user’s face or a scan of the user's fingerprints to 

identify them. For systems based on the use of images, examples of 

Liveness Verification tests include user’s eye blinking [53] and audio 

tests where a user is required to speak a passphrase [54], which is then 

identified via audio-based speech recognition. In the case of fingerprint 

scanners, the most prevalent liveness test is testing for a pulse [54] [55]. 

The focus of this research is concerned with the development of an 
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appropriate Liveness Verification algorithm as an enhancement to 

existing face recognition. A key question that this research aims to 

answer is whether a VSR-based phrase verification algorithm offers 

sufficient stability and accuracy as a component in a secure Liveness 

Verification system. Specifically, this research will aim to understand 

the operating parameters which would be necessary for a given digit 

based VSR recogniser with a measured WER to enable its use in 

Liveness Verification, thereby allowing a decision to be made about its 

practical use in such systems. In the previous chapter, several VSR 

systems were designed and tested to ascertain their WER in various 

conditions. In this chapter, those systems will be tested within the 

proposed phrase verification algorithm. A key operating parameter 

that will be investigated is the work is phrase length and its effect on 

the level of security that can be achieved with each VSR model.  

In section 2, the details of the Liveness Verification algorithm are 

discussed. Section 3 discusses how the data was generated for the 

experiments on different phrase lengths. Section 4 focuses on Liveness 

Verification experiments.  

5.2 The Liveness Verification Algorithm 

The output of a speech recognition system is typically a single 

highest-likelihood hypothesis phrase, and the performance of a 

recognition system is commonly measured by performing recognition 

on a set of test utterances and calculating its average Word Error Rate 

(WER) [12]. WER for a single test utterance is calculated as: 
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Where S is the number of substitution errors found in the hypothesis 

phrase, I is the insertion errors, D is deletions errors, and N is the total 

number of words in the correct transcription. S, D, and I are 

determined through the use of dynamic programming during the 

calculation of the Levenshtein distance between the correct 

transcription of the spoken utterance and the hypothesis phrase. 

 

𝑊𝐸𝑅 =  
𝑆 + 𝐷 + 𝐼

𝑁
(5.1) 

 

 

 

Figure 5-1 The process of Liveness Verification employing the 
proposed VSR based algorithm 
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When using the system, a user will be prompted to either say or mime 

a randomly generated series of digits that make up the challenge 

phrase. The steps for this process are shown in figure 5-1. Ideally, when 

a speaker says the challenge phrase, the result of VSR would be a 

perfect match, but VSR is not yet perfect and typically may operate 

at WERs of between 10% - 40% depending on the user, the domain, 

the size of the vocabulary and the quality of the video provided. 

Therefore, given that a recognition system will operate at a certain 

average WER, it seems plausible that if a challenge phrase of sufficient 

length is compared to the output of the recognizer and the Levenshtein 

distance is within an Acceptable Levenshtein Distance (ALD) 

threshold, then it could be postulated that the challenge phrase was 

probably spoken as opposed to a random phrase and therefore liveness 

could be verified. Given this setup, the probability of a successful 

spoofing attack using a video containing the correct number of random 

digits can be expressed as in Equation 5.2. 

 

Where P is the probability of a match being found with a challenge 

phrase containing w words chosen from a vocabulary of v+1 word types 

and where the system allows ε errors. Taking a specific example, the 

probability of a random digit string video being used successfully for a 

spoof attack where w=20 and e=12 is 3.4×10−10. Therefore, while 

𝑃 =  
1

𝑤

𝑤−𝜀

∙
𝑣

𝑤

𝜀

∙  (
𝑤
휀
) (5.2) 
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ideally, the ε would be kept as low as possible, even where the 

recognizer is not completely accurate, it can still be used as an effective 

means of Liveness Verification. 

An advantage of this approach is that it is robust to noisy 

environments as it relies on visual rather than audio-based speech 

recognition. The liveness verification can be performed without the 

user needing to make any sound, as they can choose to mime the phrase 

rather than saying it out loud. This makes the approach suitable for 

use in a number of locations where an audio-based system would fail 

such as in large noisy crowds or a quiet office where the user may not 

wish to announce their use of the device. The use of a random challenge 

phrase limits the effectiveness of replay attacks as the challenge phrase 

changes each time a user attempts to access the system. Any single 

recording of an authorised speaker is unlikely to contain the phrase 

which matches the randomly generated challenge phrase. The user 

would be prompted to respond within a limited time making it harder 

to synthetically generate a video containing the correct phrases, once 

it is known. In comparison with other approaches to liveness 

verification, such as detecting a pulse when using a fingerprint scanner, 

there is no need for specialised equipment to allow the system to work 

as most modern phones and laptops come with cameras built into 

them. 
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5.3 Lattice-based Phrase Verification 

Aside from the single highest-likelihood hypothesis phrase, it is also 

possible to generate an N-best list of phrase hypotheses ranked 

according to their likelihoods from what is known as the recognizer’s 

search lattice. The N-best list typically includes phrases that are 

plausible slight variations of the highest-ranked hypothesis. For 

example, if a user was challenged to say the following phrase: 

“one two seven three nine zero eight six four” 

 then the resulting 3-best list might be as in Table 5-1. 

Table 5-1 N-best list where N=3 

  

As can be seen in this example, the second-ranked hypothesis contains 

fewer errors than the best hypothesis, and it is not unusual for the 

correct transcript or a close match to it to be found elsewhere within 

the N-best list rather than at the very top. The maximum length of an 

N-best list is primarily determined by the beam width and other 

pruning parameters during recognition, but in practice, the correct 

phrase is generally found close to the top of the N-best list. As can be 

Rank Hypothesis 
Word Error 

Rate (WER) 

1 one two six three nine six eight six six 33% 

2 one two seven three nine zero eight six six 11% 

3 one two three seven zero eight six four five 33% 
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seen in figure 5-2 the correct phrase is always found in the top 50 

phrases. Therefore, the system is set to perform phrase verification 

with each of the hypothesis phrases in the top 100 phrases. If any of 

the phrases are verified based on the search of the N-best list, then the 

liveness is determined to be positive. This potentially allows the ALD 

threshold to be reduced slightly, leading to a reduction in the False 

Rejection Rate (FRR).  

 

Figure 5-2 Histogram showing the position at which correct phrases were found in 
the n-best list for 20-word phrases using the GMM-HMM model. 

 

5.4 Liveness Verification Experimental Data 

As previously described in chapters 3 and 4, the XM2VTS dataset was 

selected and used for Liveness Verification experiments. The original 
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videos from this dataset were split into shorter length phrases to 

facilitate experiments on a number of different challenge phrase 

lengths. This process of creating the shorter phrases is described in 

detail in chapter 3, section 3.3.1 with the specific data partitions listed 

in table 3-2. The test videos were used to represent instances of both 

valid and spoof videos. When a video was being used as a spoof video, 

it was paired with 1000 randomly generated challenge phrases whereas 

when it was being used as a valid video it was paired with the 

corresponding correct transcription of the video.   

As was summarized in Chapter 4, the HMM-GMM models can be 

described as a “weak” recogniser based on their relatively high WER 

and the HMM-DNN models could be described as relatively “strong”. 

Both of these model types are tested within the proposed Liveness 

Verification algorithm to ascertain what level of security/usability can 

be achieved with each.  

5.5 Liveness Verification using HMM-GMMs  

The HMM-GMM model used in this work is the one developed within 

chapter 4 and described in detail in section 4.4.1.  

Figures 5-3 to 5-6 show the results obtained from Liveness Verification 

tests using this model with challenge phrase lengths of 6, 10, 15, and 

20 words, respectively. The word insertion probability for each phrase 

length is set to a value that is optimal for that phrase length.  
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The charts show the resultant False Acceptance Rate (FAR) and False 

Rejection Rate (FRR), which is achieved when the ALD threshold is 

set at a range of potential values. FAR measures the percentage of 

accepted inputs that should have been rejected. FRR measures the 

percentage of inputs that were rejected that should have been accepted.  

Based on the assumption that an acceptably secure system would be 

one which operates with a FAR of 1% or less, then these experiments 

show the necessary minimum ALD threshold which would be needed 

to achieve this level of security against spoof attacks alongside the 

resultant FRR which would be achieved. This indicates the practical 

usability/acceptability of the system.  

 

 

Figure 5-3 FAR/FRR for 6-word phrases at different ALD thresholds using HMM-
GMM 
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Figure 5-4 FAR/FRR for 10-word phrases at different ALD thresholds using 
HMM-GMM 

 

 

 

Figure 5-5 FAR/FRR for 15-word phrases at different ALD thresholds using 
HMM-GMM 
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Figure 5-6 FAR/FRR for 20-word phrases at different ALD thresholds using 
HMM-GMM 

 

Figures 5-3 to 5-6 show that for phrase lengths of 10, 15 and 20, the 

FAR stays below 1% until the ALD is above 60%. This indicates that 

a high ALD can be used to reduce the FRR while allowing the system 

to be effective at rejecting non-authorised users. Figure 5-3 shows that 

a lower ALD would be required for 6-word phrases which would reduce 

its security and also increase the expected FRR thereby harming the 

over all usability of the system. 

5.6 Liveness Verification using HMM-DNNs 

The HMM-DNN model used in this work is the one developed within 

chapter 4 which gave the best overall WER performance. Specifically, 

it was the BLSTM model described in section 4.5.4. Liveness 

Verification experiments were conducted using the BLSTM model on 
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the same test videos as used in the previous sections for HMM-GMMs 

to allow a direct comparison of the results. 

 

 

Figure 5-7 FAR/FRR for 6-word phrases at different ALD thresholds using 
HMM-DNN 
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Figure 5-8 FAR/FRR for 10-word phrases at different ALD thresholds using 
HMM-DNN 

 

 

 

Figure 5-9 FAR/FRR for 15-word phrases at different ALD thresholds using 
HMM-DNN 
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Figure 5-10 FAR/FRR for 20-word phrases at different ALD thresholds using 
HMM-DNN 

 

From figures 5-7 to 5-10 it may be seen that the FAR with an ALD of 

40% remains below 1% indicating that even a six-word phrase length 

would be robust enough when using the HMM-DNN based system. 

From a user’s perspective, a shorter phrase length would be preferable 

while also maintaining a low FAR and FRR so as to limit the number 

of times that an authorised user would be turned away by the system. 

In figure 5-9, the FRR remains relatively high until the ALD is over 

60% but that is not the case in figure 5.10. Instead at the 20-word 

phrase length, a similar pattern to what may be observed when moving 

from the 6 to 10-word phrases is evident. This suggests that the results 

for 15-word phrases are in some way an anomaly as the general trend 

is consistent over the 6, 10 and 20-word phrases. In comparison with 

0%

10%

20%

30%

40%

50%

60%

70%

10% 20% 30% 40% 50% 60% 70%

%
  w

o
rd

 e
rr

o
r 

ra
te

Acceptable Levensthein distance threshold

FAR/FRR 20 word phrases

FRR FAR



Liveness Verification 114 

 

 

the HMM-GMM experiments described in the previous section, the 

improved WER for the BLSTM model allows for a lower ALD 

threshold to be used which also achieves a reduction in false rejections 

balanced against the increase in false acceptance.  

 

 

Figure 5-11 Percentage at which FAR goes above 1% for each phrase length 
for HMM-GMM and HMM-DNN models 
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can be performed, i.e. the round-trip delay for the user would be 

shortened. Of the two investigated models, the HMM-DNN clearly 

outperforms the HMM-GMM model and offers a relatively low FRR 

for all phrase lengths which is likely to be acceptable in real-world 

applications. 

5.7 Summary 

In this chapter, the focus has been on the application of visual speech 

recognition to Liveness Verification. A novel algorithm has been 

proposed for determining the presence of a live person based upon the 

use of visual speech recognition.  

The limitations of the approach are that since the recognised phrase 

does not have to exactly match the challenge phrase it is possible that 

an attempt to gain access will be successful where the challenge phrase 

is not accurately spoken by the user. Depending on the threshold 

chosen it may be possible that a synthetically generated video contains 

a phrase close enough to the challenge phrase that it would be 

considered valid. As the Liveness Verification is an enhancement to an 

Identity Verification system the security of the overall system could be 

compromised if the Identity Verification step also considered the user 

to be valid.      

A number of different deep neural network architectures were 

considered, and the tuned performance of each was evaluated to 

determine which was the most suitable for use in the Liveness 

Verification system. The research question proposed at the start of the 
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chapter aimed at identifying if a VSR based approach could be used 

as an effective means of Liveness Verification and it has been shown 

that a VSR based Liveness Verification system using HMM-DNN 

models can enable such a Liveness Verification process. The effect of 

varying phrase lengths on the performance of the system was 

investigated through a range of experiments.  

While the HMM-GMM could also be used, the HMM-DNN would give 

better performance and allow for shorter-phrase lengths which would 

likely be preferable for the end-users. The significant findings presented 

in this chapter are published in [76] and [77]. 
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6  Infrared Visual Speech 

Recognition 

 

6.1 Introduction 

This chapter is focused on determining if infra-red (IR) video can be 

used for VSR and determining the optimum approach to performing 

adaption for using IR video as the source for a VSR system. A 

particular focus in this chapter is on how models for IR data can be 

created from limited or sparse sources.  

Research that makes use of visual information other than RGB for 

visual speech recognition has been very limited and to date has only 

included one study with IR [75] and one other with depth information 

[76]. The choice of IR for use in this work is motivated by the potential 

VSR applications which would be enabled in low light settings. IR 

sensors are illumination invariant so IR video could potentially offer 

greater robustness to variations in illumination compared to RGB 

sensors. This would be important in use-cases where the environment 

would involve variable and changing light conditions. For instance, in-

car VSR would require such robustness to illumination changes as the 

level and direction of illumination on the speaker would change rapidly. 
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Furthermore, in future mobile applications where a VSR system would 

need to work in a large variety of variable illumination settings.   

When the literature was initially reviewed (06/2019), there was only a 

single paper on the use of IR video [80] for visual speech recognition. 

In that study, a wide-view miniature camera attached to a headset was 

used in order to capture video of the lower half of the face including 

the mouth. DCT features were extracted and used as input to an 

HMM-GMM model. The data used, consisted of 79 speakers uttering 

connected digits and another 113 speakers uttering Via-Voice dictation 

scripts into a bespoke headset containing an IR camera.  A WER of 

35% was reported on the digit-string VSR test cases using the IR video 

data. However, there were no direct comparisons made with the 

performance of RGB models in the paper. Unfortunately, the IR data 

used in that study has not been made publicly available, so it is not 

possible to make any direct comparisons. However, given that the tests 

were on digit strings, the results do offer a good benchmark for the 

work in this chapter. Those results only formed one part of the study 

in [80], with the remainder primarily focused on audio-visual 

integration strategies that are not relevant to this work.   

In contrast, the work in this chapter makes use of the bespoke AVIR 

lips dataset, the collection of preparation of which is described in 

chapter 3. To briefly recap, AVIR was captured using the Kinectv2 

sensor, which allowed both RGB and IR video frames to be captured 
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synchronously. The data includes scripts for digit strings, GRID-like 

phrases and command-and-control phrases for in-car applications. 

As was stated earlier, although this chapter is focused on building IR 

models as a goal, it is also very much focused on finding solutions to 

the problem of training VSR models in the face of sparse data. VSR 

models, whether they involve statistical models such as HMM-GMMs 

or hybrid models such as HMM-DNN all require a substantial volume 

of data to learn model and tune parameters or hyperparameters. With 

the IR domain, there is likely to be a limited amount of useful data for 

the foreseeable future so novel techniques and strategies are required 

to train models from the sparse available sources. In this chapter three 

distinct strategies are investigated which are listed briefly below before 

being described in detail in the next sections: 

- Strategy 1: Training HMM-DNN models using only the sparse 

IR data available. 

- Strategy 2: Using Transfer Learning to adapt RGB-based VSR 

models (trained using an abundant RGB data source) to IR-

based VSR models (using sparse IR data) 

- Strategy 3: Building and using a Generative Adversarial 

Network (GAN) to convert IR data to RGB-like data so it can 

be recognized by RGB-based VSR models (trained using an 

abundant RGB data source).  

Strategy 1 is primarily used as a benchmark model against which the 

more novel research in Strategy 2 and 3 are compared. It initially 
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involved training IR models with the HMM-DNN architectures and 

parameters found to be best in Chapter 4. However, following that, a 

new modelling architecture, namely that of sequence-to-sequence (S2S) 

models, was implemented, which had subsequently been shown in the 

literature to outperform HMM-DNN models on some ASR tasks (since 

the completion of the experimental work in Chapters 4 and 5). The 

S2S models are shown to provide significant improvements and are 

then used for the remaining work on Strategies 2 and 3. 

Strategy 2 focuses on adapting the existing RGB VSR models to work 

with the sparse IR data through updating the model’s weights via a 

process known as Transfer Learning. With this strategy, the process 

begins with an RGB model trained on a non-sparse dataset, such as 

GRID. Once trained the model is then adapted to the sparse domain, 

in this case, the IR domain. At the time of writing, this is the first 

known work showing the efficacy of Transfer Learning for adapting 

RGB domain models to the IR domain. 

Strategy 3 takes a very different and novel approach to solving the 

data sparsity problem in that it does not attempt to train a VSR model 

for the sparse domain. Instead, it involves training a data converter for 

the sparse domain using a GAN which can be used as a front-end 

component for the non-sparse domain models. This highly novel idea 

means that any existing VSR system using RGB-based models trained 

using the abundantly available RGB data could potentially be used to 

recognize IR data without the need to change any of the VSR model 
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parameters. This is a significant potential advantage relative to other 

strategies if successful. 

Furthermore, training a GAN for sparse-to-abundant domain 

conversion would require less training data than training VSR models 

as there are no temporal constraints within GAN models that need to 

be captured. At the time of writing this approach to domain conversion 

for VSR has not been previously attempted in the literature.   

6.2 Strategy 1: Training VSR models with sparse IR data 

As mentioned above, two model architectures are used within strategy 

1. The first is HMM-DNN which was found to be best in chapter 4 and 

then S2S models are implemented. The following sections provide 

detailed descriptions of the model training process and results 

obtained. 

6.2.1 HMM-DNN IR models 

In chapter 4, the HMM-DNN model which was found to offer the best 

performance was the BLSTM model. Therefore, this was used for the 

initial preliminary experiments with AVIR data. The specific model 

parameters mirror those specified in Section 4.5.4.  

6.2.2 Sequence-to-Sequence IR models 

Sequence-to-Sequence (S2S) models were at the time of writing, a 

relatively new modelling approach devised to enable the conversion of 

symbols or data from one domain into a sequence or data in another 

domain. The first published work with this architecture focused on 
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language translation, i.e., translating written English to French but it 

has subsequently been applied to other analogous problems such as 

audio speech recognition and very recently visual speech recognition 

[78]. S2S models are a form of DNN with a specific type of layer 

architecture. The architecture used in this work employs three primary 

layer types, namely Spatio-Temporal Convolutional Neural Networks 

(STCNN), Gated Recurrent Units (GRU), and Connectionist 

Temporal Classification (CTC). The entire model can be described 

using the acronym STCNN-GRU-CTC but in this work, it is often 

referred to using the shorter S2S acronym. In the following section, the 

theory regarding the use of CTC layers is presented before the details 

of the entire S2S model implementation are provided. 

6.2.2.1 Connectionist Temporal Classification 

CTC was introduced to solve the problem of how to train RNNs to be 

able to learn from unsegmented sequence data [87], such as speech or 

handwriting. Prior to the introduction of CTC, the most effective 

means to make use of RNNs for working with unsegmented sequence 

data was to combine them with HMMs as a hybrid model as was 

described in Chapter 4. The HMM is used to model the long-range 

sequential structure of the data with the RNN providing more localized 

classification in a similar manner to how the GMM is used in GMM-

HMM models. The limitations on the use of RNNs for performing 

classification on unsegmented sequence data are a result of the 

objective functions that have been used, which limits them to making 
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a series of independent label classifications on pre-segmented data [80] 

[81].     

Given an input sequence X = [x1, x2, . . . xt] the goal is to find an 

accurate mapping to an output sequence Y = [y1, y2, . . . yu]. Where 

the sequences X and Y vary in both length, and the ratio of the parts 

of X that correspond to Y also varies.  

Without CTC, the data used in training needs to be aligned so that 

the beginning and end times of each sub-word unit is known [82]. By 

using CTC, the need to generate these alignments is removed, 

significantly reducing the amount of effort needed to train a model for 

audio or visual speech recognition. The CTC algorithm is able to avoid 

the need for alignments as it sums over the probability of all possible 

alignments to produce an output for a given input.  

The alignments produced by CTC are the same length as the input 

where at each step, the most likely token is predicted. To the list of 

possible tokens, a blank token is added to allow the model to predict 

none of the tokens. For example, if there is a period of silence in the 

input, the model should be able to predict the blank token rather than 

predicting an incorrect token. Table 6.1 shows how the output 

sequence of repeating symbols is collapsed to produce the correct 

sequence of symbols. As a result, the alignments are many to one as 

one or more input elements can align to a single output. 
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Table 6-1 Example of collapsing strings in CTC decoding 

OUTPUT STRING Sssssshhhoooowwwwmmmaaaappp 

COLLAPSED STRING show map 

 

The objective function used with CTC is: 

𝑃(𝑌|𝑋) = ∑ ∏𝑝𝑡(𝑎𝑡|𝑋)

𝑇

𝑡=1𝐴∈𝐴 𝑥,𝑦 

(6.1) 

Where 𝑃(𝑌|𝑋) is the probability of Y conditioned on X, T is the total 

time for the input sequence, t is the current timestep, A is a token 

drawn from the set of tokens A, and pt(at|X) is the per time step 

probabilities. This can result in the loss being expensive to compute 

due to a large number of possible alignments. This is solved through 

the use of the forward, backward algorithm with accompanying α and 

β parameters, combined with a beam as previously described for 

HMMs.  When training a DNN with CTC, the loss function is then 

calculated as: 

∑ − log𝑝(𝑌|𝑋)
(𝑋,𝑌)∈𝐷

(6.2) 

Where D is the training set, X is an observation within the training 

set, and Y is the label that corresponds to X. [80]     

Once the model is trained, the inference is done based on maximizing 

the probability of the alignment conditioned on the input. This is 

calculated as: 
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𝐴∗ = argmax
𝐴

∏𝑝𝑡(𝑎𝑡|𝑋)

𝑇

𝑡=1

 (6.3) 

 

Where A* is the predicted alignment, and A is a possible alignment. 

As with other models used in speech recognition, the application of a 

language model can help to improve accuracy. In the case of a DNN 

trained with CTC, the language model is applied to the output as: 

𝑌∗ = argmax
𝑌

 𝑝(𝑌|𝑋) ⋅ 𝑝(𝑌)𝛼 ⋅ 𝐿(𝑌)𝛽 (6.4) 

L(Y)β is used to compute the length of Y with relation to the language 

model and acts as a word insertion bonus, and p(Y)α is the probability 

from the language model. 

6.2.2.2 S2S model implementation 

This S2S architecture used in this work was based on the system 

described in [23] and is illustrated in figure 6-1.  

The model consists of 3 STCNN layers with max-pooling layers 

between each and 2 Bi-directional GRU layers with 128 neurons. 

Weights were initialized with He initialization [79] except for the GRU 

layers, which were initialized orthogonally. Channel-wise dropout of 

0.5 and Size 50 mini-batches were used. The initial learning rate was 

10-4 used with the Adam optimizer with momentum initially set to 0.9 

and then moving to 0.999. For the CTC beam search, α was set to 1, 

and β was set to 1.5 with a beamwidth of 200. The videos were post-
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padded to the length of the longest video to ensure batches were all 

the same size as this is required when training the network. Five 

hundred epochs were needed to properly train the STCNN-GRU-CTC 

model on the IR data. The same number of epochs were used for the 

RGB models so that they could be appropriately compared. 

The data used for the sequence-to-sequence models was the same as 

for the HMM-DNN. The videos are cropped as described in chapter 3. 

The sequence-to-sequence model was implemented using the 

TensorFlow library. 

 

Figure 6-1 STCNN-Bi-GRU-CTC architecture of deep learning model used for 
experiments with the Kinect dataset. 
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6.2.3 Strategy 1 Experimental Results 

6.2.3.1 Data partitions used 

A range of experiments were conducted for strategy 1 using the AVIR 

data and the XM2VTS dataset. These initially included tests with the 

HMM-DNN model and then primarily the S2S model. These 

experiments included tests on each partition of the AVIR dataset and 

using both the RGB or IR data streams in order to see for the first 

time, the direct comparison of the performance of VSR models on these 

two different data signals. To help with the identification of the various 

data used in each experimental setup, table 6-2 provides a label for 

each data combination (Train/Test). This makes the presentation of 

the results in graphs easier to understand. It should be noted that when 

using the raw AVIR data, each video was used in its original format 

and also in a horizontal flipped format as a form of data augmentation. 

Table 6-2 data combinations for strategy 1 experiments 

Code Datasets 

o_XM2VTS Trained on XM2VTS and tested on XM2VTS 

o_AVIR_GRID_r Trained on AVIR lips RGB GRID like phrases, tested 

on AVIR lips RGB GRID like phrases test set 

o_AVIR_GRID_i Trained on AVIR lips IR GRID like phrases, tested on 

AVIR lips IR GRID like phrases test set 

o_AVIR_digits_r Trained on AVIR lips RGB digits tested on AVIR lips 

RGB digits test set  

o_AVIR_digits_i Trained on AVIR lips IR command-and-control, tested 

on AVIR lips IR digits test set  

o_AVIR_cmd_r Trained on AVIR lips RGB command-and-control, 

tested on AVIR lips RGB command-and-control test set  

o_AVIR_cmd_i Trained on AVIR lips IR command-and-control test on 

AVIR lips IR command-and-control test set  
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6.2.3.2 Comparison of HMM-DNN and S2S models 

The purpose of the first experiments was to enable a comparison of the 

performance of RGB and IR models but also to compare the 

performance of the two different modelling architectures (HMM-DNN 

versus S2S). The results are shown in figure 6-2 on the GRID partition 

of AVIR.  

Two conclusions can be drawn from these results. Firstly, the S2S 

models provide significantly better recognition performance than the 

HMM-DNN models. For RGB data, the improvement is a 63% absolute 

reduction in WER and for IR it is 42%. It appears that the S2S model 

benefits from being able to efficiently learn how to extract better 

feature representations through the STCNN layer compared to the 

DCT features used in HMM-DNN.  A similar conclusion was drawn 

from a comparison of HMM-DNN models and S2S in [23]. 

Secondly, the models trained with RGB data outperformed the IR 

models for both model types. This indicates that the RGB data stream 

provides a richer source of lip movement information than IR data 

perhaps due to increased contrast levels. 
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Figure 6-2 Model’s performance on GRID phrases. (Blue indicates RGB and 
Orange indicates IR). The STCNN-GRU-CTC model has been abbreviated to S2S 

 

Given the clear benefits of S2S compared to HMM-DNN, for all 

remaining experiments in this chapter S2S models were used. Figures 
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6-3 and 6-4 show the remaining experiments with S2S models using strategy 

1 using the Digit and Command partitions of AVIR. 

 

Figure 6-3 WER on digits for the AVIR lips RGB & AVIR lips IR datasets 

 

 

Figure 6-4 WER on command phrase for RGB and IR datasets from the AVIR lips 
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Importantly, in Figure 6-4 the S2S results for XM2VTS are also shown, 

providing an indication of the performance possible using an abundant 

training data source. Interestingly, the results for RGB AVIR data are 

only slightly poorer than XM2VTS, indicating that the S2S model can 

efficiently learn from the sparse RGB AVIR data.   

For each of the partitions, the results are quite similar, with the IR 

models offering WER roughly three times higher than RGB models.  

Again, it can be seen that in comparison with the models trained on 

the RGB data, the IR models show a lower performance for each task. 

This further indicates that the IR images perhaps hold less salient 

information regarding lip shape than their RGB counterparts and 

potentially means that a greater volume of training data would be 

required to build IR models with the same performance as RGB 

models.  

A deeper analysis of the results from the GRID tests showing the WER 

for each token in the script is shown in figure 6-5. This indicates that 

the single “letter” tokens within the scripts for both the RGB and IR 

datasets were responsible for a higher proportion of the recognition 

errors than the other tokens. The fourth word token in the GRID 

phrases are the letters followed by the digits.  
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Figure 6-5 WER for word at each position in GRID phrases of AVIR Lips 

  

This is most likely caused by the single letter having a large number 

of potential correct transcriptions, which then affects the following 

phrases where for example, if the letter was e and the output for the 

timesteps for the letter took the form of eeeeee_eeee, the removal of 

duplicates would result in the correct letter but would then leave an 

extra e which would make it easier to output an incorrect transcription 

for the following step. Similarly, the same drop in performance can be 

observed with the command phrases where the correct characters are 

‘I’ and ‘C’ with some errors being a result of deletions of the character 

and others occurring as a result of insertion errors. This is present in 

both IR and RGB experiments, and it can be concluded that this is 

not caused by the IR input but rather is a result of a section of the 

visual speech that is harder to decode. This indicates an inherent 
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problem with the CTC decoding process which would benefit from 

further research. 

In summary, the strategy 1 results show that S2S models are better 

than HMM-DNN models for three different recognition tasks. They 

indicate that models trained on IR achieve a poor level of performance 

relative to their equivalent RGB models trained on the same volume 

of data. They are clearly more affected by data sparsity than RGB. 

The next sections on strategies 2 and 3 investigate alternative ways to 

build models taking advantage of RGB and IR data together. 

6.3 Strategy 2 – Using Transfer Learning to adapt RGB 
models to IR 

Transfer learning refers to the process of using the weights of a pre-

trained model as the initial weights for training a DNN. The pre-

trained model is chosen based on the similarity of the task the new 

model is to perform to the one that the initial model is trained on. For 

example, a model trained to recognize different kinds of animals could 

be used as the pre-trained model for training a model to recognize cats 

and dogs. The pre-trained models used as the basis for transfer learning 

are trained on very large datasets, for example, the youtube-8M 

dataset, which consists of 8 million videos containing 500,000 hours of 

video [84], where training can be very expensive taking months to 

complete and running up large electric bills. The training of a model 

using transfer learning will run for fewer epochs as it is able to make 

use of what has previously been learned by the initial model with a 

smaller number of steps used to update the weights used for 
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classification to better recognize the desired classes of the new model. 

As an example, a model already trained to recognize animals could 

have transfer learning applied using a dataset of cats and dogs. The 

final model would be specialized to recognize cats and dogs at the 

expense of being able to recognize other kinds of animals. With DNNs 

the initial model will usually have the weights of the hidden layers 

frozen with only the weights of the last few layers being updated. The 

advantages of using transfer learning are that it can reduce the time 

to train a new model as fewer epochs are needed, the new model can 

be trained with a comparatively smaller amount of data than would be 

required when training a model from scratch, and the model produced 

through transfer learning often performs better [85] due to being able 

to take advantage of what was learned when the initial model was 

trained.  

Transfer learning has been used very successfully in computer vision. 

ImageNet [85], a deep CNN, has been used as the basis for training 

models for image classification [86], object detection [87], action 

recognition [88], and other computer vision tasks. It has also been 

applied to a variety of tasks in the field of natural language processing, 

BERT (Bidirectional Encoder Representations from Transformers) [89] 

has been used to address problems of text classification, named entity 

recognition, question answering, and other natural language processing 

(NLP) tasks. Transfer learning has shown significant potential as a 

means of making the benefits of deep learning more easily available 

[90].  
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As explained earlier, a significant issue with training deep learning 

models is the need for large datasets [91] [92] [93]. With IR there is no 

such large available dataset but there are some large RGB datasets. 

Therefore, it may be possible to take a model trained on a large RGB 

dataset and perform transfer learning with a smaller IR dataset [94]. 

To investigate this, experiments were performed using the STCNN-

GRU-CTC models trained on the RGB-based GRID and XM2VTS 

datasets. The matching partitions from the AVIR IR data partitions 

were used for teaching the pre-trained RGB models to be able to work 

with IR input. This approach takes advantage of all available abundant 

data sources to seed the core models which can be quickly and 

efficiently adapted to new sparse domains [95] [96].  

6.3.1.1 Strategy 2 Experimental results 

Tables 6-2 and 6-3 show the data combinations used for each 

experiment and the associated labels given to the data combinations 

to help with understanding the presentation and comparison of results. 

Table 6-2 Experimental data combinations for Strategy 1 benchmark tests 

Code Datasets 

o_AVIR_GRID_i Trained on AVIR lips IR GRID like phrases, tested on 
AVIR lips IR GRID like phrases test set 

o_AVIR_digits_i Trained on AVIR lips IR command-and-control, tested 
on AVIR lips IR digits test set  

o_AVIR_cmd_i Trained on AVIR lips IR command-and-control test on 
AVIR lips IR command-and-control test set  
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Table 6-3 experimental data combinations for strategy 2 tests 

Code Datasets 

q_GRID_AVGRID_i Trained on original GRID adapted with IR videos 
from AVIR-GRID phrases 

q_XM2VTS_digits_i Trained on original XM2VTS adapted with IR 
videos from AVIR digits 

q_AVIR_cmd_i Trained on AVIR lips command-and-control RGB 
videos adapted with IR videos from AVIR lips 
command-and-control 

 

Results are shown in figure 6-6, for digits where the initial model was 

trained on the XM2VTS dataset, and transfer learning was performed 

using the training set for the AVIR lips digits. For the GRID phrases, 

the initial model was trained on the GRID dataset, and transfer 

learning was performed using the training set from the AVIR lips grid 

phrases. For the command phrases, the AVIR lips command phrases 

RGB videos were used to train the RGB model then transfer learning 

was performed using the corresponding IR training data from the AVIP 

lips IR command phrases. Transfer learning was applied for 3 epochs 

after which the models appeared to converge. 
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Figure 6-6 Performance of models trained only on IR (in blue) and models 
where an initial RGB model was adapted to IR with transfer learning (in 

orange). 

 

It can be seen that for all three tests, strategy 2 provides improved 

performance relative to the equivalent strategy 1 experiments.  The 

most significant improvement is seen with the GRID task with an 

absolute and relative reduction in WER of 11% and 32% respectively. 

The gains for the digit recognition task are more modest at 2% absolute 

and 7% relative reduction in the WER but still significant. Strategy 2 

is therefore shown to be an effective way of seeding models using data 

from an abundant data source prior to transfer learning being applied 

with data from a sparse data domain. 
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6.4 Strategy 3 – GAN-based IR to RGB image conversion 

Strategy 3 is quite different from strategies 1 and 2 in that it is not 

used to train new VSR models for the sparse data domain. Instead, it 

is used to convert the data from the sparse data domain into data 

which closely matches the characteristics of an abundant data domain 

in order to allow it to be recognized by pre-existing VSR models for 

the abundant data domain.  

This, therefore, requires the training of a different type of “converter” 

model which can do the data conversion. The new model needs to be 

able to learn the corresponding characteristics of images from one 

domain to the same image captured from a different domain. Which in 

this work means learning the conversion parameters from IR images to 

the equivalent RGB images. This form of image transformation can be 

achieved using Generative Adversarial Networks (GANs). 

6.4.1 Generative Adversarial Networks 

GANs have been used for generating different kinds of images for 

example for converting greyscale images into RGB images. Examples 

of other image-to-image translation tasks that GANs have been used 

for may be seen in figure 6-7. These images are based on the state-of-

the-art Pix2pix GAN implementation (which was also used in this 

work and described in later sections).  
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Figure 6-7 Examples of applications of GANs 

 

GANs are an unsupervised approach to generative modelling [83] and 

involve the training of two separate DNNs. The first DNN is the 

generative model that is designed to learn to generate new examples 

that are similar to those found in the training data for example when 

trained on images of handwritten digits the generator should produce 

new images of digits. The second DNN is the discriminator which is 

used to classify examples as true or fake. In the previously mentioned 

example where the generator is producing images of digits, the role of 

the discriminator is, given a set of images drawn both from the training 

set and generated by the generator, to attempt to classify them such 

that the generated images are distinguished from real images. During 

training information on how the discriminator classified its inputs is 

used to feedback into the generator and iteratively update it. Through 

this process, it is intended that the generator learn to produce an 

output that the discriminator cannot distinguish from a real example. 
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The training process for GANs needs to be carefully monitored to 

ensure conditions such as “mode collapse” do not occur. This happens 

when the discriminator gets stuck in a local minimum where the 

generator then learns to always produce the same image regardless of 

the input image. The discriminator is then unable to learn to classify 

the generated image as incorrect. Mode collapse can only be detected 

through manual inspection of the images produced during the training 

process to detect repeated incorrect image generation. 

6.4.2 Pix2pix architecture 

The state-of-the-art GAN implementation known as Pix2pix was used 

in this work and is described in this section. It uses a U-net architecture 

for its generator and a patch GAN for the discriminator. The U-net 

consists of a series of convolutional steps. The early layers in the 

network are used to downsample the input image while the latter layers 

work to upsample the image. This gives the architecture the U shaped 

after which it is named. Following [83] pix2pix does not include the 

max-pooling layers that were used in the original U-net, instead, the 

convolutional layer is followed by a batch normalisation layer and a 

leaky relu layer in the downsampling layers. In the upsampling layers, 

the convolutional layer is replaced with a 2D transpose. This allows 

the network to learn its own spatial downsampling [83]. The Pix2pix 

GAN makes use of learned features as part of the training process.   
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6.4.3 Pix2Pix IR-to-RGB transform implementation 

The Pix2pix GAN is used in this work in order to learn to convert an 

image captured with an IR camera into one similar to a greyscale 

version of the same image captured with an RGB camera. This form 

of GAN can only be trained using synchronized images such as those 

in the AVIR dataset. The generator is trained such that, given an IR 

video frame, it will produce a corresponding greyscale frame that 

contains the same lip shape such that a sequence of frames converted 

in this manner can be used to generate the appropriate RGB-like video 

frames to be input to a VSR classifier. 

Using this strategy, three separate GANs were trained based on each 

of the recognition tasks in AVIR, namely digits, GRID and 

commandAndControl. The specific data partitions used to train and 

test the GANs are shown in table 6-4. In each case, the GAN is trained 

using the matched IR/RGB frames from the training partition. 

Table 6-4 experimental data combinations for strategy 3 

Code Datasets 

g_AVIRgri_GRID_i - GAN training (AVIR GRID (IR and RGB)) 
- VSR model training (original GRID) 
- VSR test data (AVIR GRID-like IR Test data) 

g_AVIRdri_XM2VTS_i - GAN training (AVIR digits (IR and RGB)) 
- VSR model training (original XM2VTS) 
- VSR test data (AVIR digits IR Test data) 

g_AVIRcri_cmd_i - GAN training (AVIR cmd (IR and RGB)) 
- VSR model training (AVIR cmd RGB) 
- VSR test data (AVIR cmd IR Test data) 
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6.4.3.1 GAN parameters and model output 

The generator used in this work had a batch size of 32, and the number 

of epochs was set to 60. The input layer size was set to (256, 256, 1) 

with 8 downsample steps and the corresponding number of upsampling 

steps. Both downsample and upsample blocks have a stride of 2 with 

padding set to same. Dropout for the upsample block is set to 0.5. A 

random normal initializer is used for each with initial values in the 

range 0.000001 to 0.02. The number of channels is set to one as the IR 

videos only contain a single channel. Adam is used as the optimizer for 

both generator and discriminator with the learning rate set to 2e-4 and 

the decay rate set at 0.5 for both.    

Figure 6-8 shows examples of the transformed video frames. The left 

column is the original IR images, the middle column is the original 

matched RGB frame, and the rightmost column shows the generated 

image. Each row shows a frame from a different speaker. As can be 

seen, there is no evidence of mode collapse in the data as each of the 

generated images are different. The predicted images also appear to 

match well the characteristics of the expected ground truth images 

indicating that the GAN training process was successful. 
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Figure 6-8 IR, RGB and GAN generated images of ROI. 

  

6.4.4 Strategy 3 VSR results 

The GANs were used to convert the AVIR IR test data for each 

partition into RGB-like test data which could be processed using the 

existing RGB-based VSR models described previously in section 6-2. 

Specifically, the S2S models were used in these experiments and the 
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results for each task are shown in figures 6-9 and 6-10 alongside the 

corresponding results achieved with the same IR test data for strategy 

1 and strategy 2 respectively. 

 

Figure 6-9 Performance when using IR video adapted by use of the pix2pix GAN (strategy 3) vs 
performance with direct model training (strategy 1). 

 

It is shown that strategy 3 offers improved recognition performance 

compared to strategy 1 in all tasks except digit recognition where it 

gave the same performance. Strategy 3 also gives results that are 

similar in all cases to strategy 2, with a slight improvement for the 

GRID task. For digits and commands, the results are slightly weaker. 

However, these results show for the first time that a GAN can feasibly 

be implemented as a discrete component within the frontend processing 
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pipeline of a pre-existing VSR system. The pre-existing system can be 

trained on an abundant data source and would then not need to change 

when recognition in a new domain is required.  

 

 
Figure 6-10 Performance when using IR video adapted by use of the pix2pix GAN vs performance with 
transfer learning. 

 

While GANs have been used for image-to-image translation in a 

number of areas, it has not previously been attempted for the 

adaptation of IR video for VSR. The results shown here indicate that 

this could be used successfully as a means of adapting IR video for use 

with pre-existing VSR systems.  
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6.5 Summary 

In this chapter, a number of approaches have been considered towards 

the training of visual speech recognition systems to work with IR data. 

Three distinct strategies were investigated.  

- Strategy 1: Training HMM-DNN models using only the sparse 

IR data available. 

- Strategy 2: Using Transfer Learning to adapt RGB-based VSR 

models (trained using an abundant RGB data source) to IR-

based VSR models (using sparse IR data) 

- Strategy 3: Building and using a Generative Adversarial 

Network (GAN) to convert IR data to RGB-like data so it can 

be recognized by RGB-based VSR models (trained using an 

abundant RGB data source).  

Strategies 2 and 3 were successful in improving the performance of IR 

based VSR where only sparse data is available. In particular strategy 

3, is an interesting approach to solving the problem as it doesn’t require 

retraining of the core VSR model.  

It is also interesting to note that the results obtained from all 3 

strategies for digit recognition using IR data (26-28% WER) were 

better than the previously published best results for IR digit string 

recognition found in the literature (35% WER) [80].  
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7  Summary & Conclusions 
 

7.1 Introduction 

This thesis has investigated the use of visual speech recognition in areas 

where sparse data problems are encountered. This has included the use 

of visual speech recognition for Liveness Verification where the aim is 

to recognize short digit strings and validate their content against short 

challenge phrases. The phrase lengths need to be as short as possible 

to ensure the usability of the verification system so the short phrases 

could be considered a sparse test data problem. Alongside this, the use 

of adaptation strategies is explored to allow visual speech recognition 

to be performed within a domain for which there is a sparse training 

data problem, i.e., the IR domain. In the remainder of this chapter, 

the significant contributions made within this research are outlined, 

and possible directions for future work are suggested. 

7.2 Summary of Contributions 

7.2.1 Novel Liveness Verification Algorithm 

The Liveness Verification algorithm proposed in this work represents 

a novel means of ensuring that a live person is present when an attempt 

is made to gain access to a secure biometric system. It should be noted 

that the problem of Identity Verification, i.e., confirming that a person 

is who they claim to be, is not addressed in this work, instead, the 

problem of Liveness Verification (LV) is investigated, and a novel 

algorithm proposed. This algorithm can be used in conjunction with a 
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biometric system (such as a face verification system) to combat spoof 

attacks, e.g., where a photograph is shown to a camera to gain entry 

as a real person. The strengths of the proposed LV approach are that 

it makes use of randomly generated challenge phrases that a person 

must repeat within a short time frame. This prevents replay attacks 

where a previously recorded video could be used as false evidence of 

liveness (the challenge phrase changes each time).  

The use of VSR as the basis for recognizing what the individual says 

into a camera and then confirming its correctness against the challenge 

phrase is investigated. The novel algorithm which is based around a 

threshold parameter termed the Acceptable Levenshtein Distance is 

developed and thoroughly investigated. Challenge phrases composed of 

digit strings of six, ten, fifteen and twenty digits were tested. The 

respective FAR and FRR for each length of digit string were found 

experimentally in order to understand the level of security and 

useability offered by the system. In particular, two forms of VSR model 

were optimized and tested for use within the LV algorithm. These were 

HMM-GMM and HMM-DNN models. HMM-DNN models were shown 

to offer more robust WER performance relative to HMM-GMM models 

and were sufficiently accurate to make the LV algorithm highly secure 

and useable. The %WER for the HMM-DNN models for different digit 

string lengths are summarized in table 7-1. Alongside this, the %FRR 

achievable for each phrase length when the LV algorithm parameters 

are tuned to ensure FAR is limited to less than 1% are shown in table 

7-2. 



Summary & Conclusions 149 

 

 

As can be seen, the LV algorithm, which incorporates the HMM-DNN 

VSR models would be able to successfully verify the liveness of 

individuals using challenge phrases of 6 digits with only 0.1% of 

imposters being missed. If the challenge phrase was extended to 10 

digits (which is not a significant requirement for users) then the False 

Acceptance rate would be 0%, i.e. no imposters gaining access. This 

would only entail a false rejection of real users in 6.2% of test cases 

which compares very favourably with other biometric systems, e.g. face 

recognition systems often have FRR of ~25%.  

It should be noted that the results of this part of the thesis have been 

published in conference proceedings [76] and in an invited journal paper 

[77]. 

Table 7-1 Performance for different phrase lengths with HMM-DNN models 

Phrase 
length 

WER 

6 12.42% 

10 13.83% 

15 14.74% 

20 13.68% 

 

Table 7-2 FAR and FRR at different phrase lengths when using an ALD of 40% 
 

Phrase length FAR FRR 

6 0.1% 2.5% 

10 0% 6.2% 

15 0% 14.5% 

20 0% 4.9% 
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7.2.2 VSR model adaptation for sparse IR domain 

In this work, three strategies for developing VSR models which can 

recognize data from sparse data domains were proposed and 

investigated. In particular, the IR data domain is investigated as an 

example of a sparse data domain for which there are many useful 

applications. Extensive experiments were carried out using the three 

strategies, i.e., training models directly with sparse IR data, using 

transfer learning to adapt RGB models to IR models [50] and using 

Generative Adversarial Networks (GANs)for conversion of IR frames 

to RGB frames for use in RGB VSR models. 

Of the three strategies investigated, the third offers a particularly novel 

idea that has not been attempted before in the VSR literature. The 

idea was to train GANs as a data transform for allowing images from 

a sparse data domain (IR) to be converted to their equivalent images 

for an abundant data domain (RGB). This process allows an existing 

VSR model which has been trained on the abundant data source to 

effectively recognize videos from the sparse domain. This effectively 

creates a decoupling of the VSR models from the domain in which they 

will be used and makes the problem of adapting models for any further 

sparse domains much easier.  

The effectiveness of the GAN trained in this work is illustrated in figure 

7-1. As can be seen, the GAN was able to produce very similar RGB-

like images to the ground-truth images from IR inputs.  
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Figure 7-1 IR input, grayscale ground truth and GAN generated images. 

 

Within this experimental work, the three strategies were shown to be 

effective and of particular note is the fact that the performance on 

connected digits for IR video was 28% WER which represented a 
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significant improvement on the previously published best results for 

IR digits reported in [80] at 35% WER.  

A comparison is made between the three strategies which showed that 

applying transfer learning on a VSR model trained on a large RGB 

dataset (strategy 2) will tend to give slightly better performance. 

However, in some applications, it could be difficult or impractical to 

retrain a model or apply transfer learning and for those situations using 

strategy 3 would offer very similar performance to strategy 2 as can be 

seen in figure 7-2.    

 

Figure 7-2 Performance when using IR video adapted by use of the pix2pix GAN vs performance with 
transfer learning 
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7.2.3 AVIR LIPS dataset 

To allow research into IR-based visual speech recognition, it was first 

necessary to collect an appropriate dataset. At the time of writing, 

there are no publicly available databases of visual speech captured on 

IR cameras. Therefore, it was decided to collect a bespoke dataset 

named AVIR.  

The Kinectv2 sensor was used to simultaneously collect synchronized 

RGB and IR videos from thirty speakers, primarily comprising 

staff/students at Queen’s University Belfast. The dataset contains ten 

female and twenty male speakers. The data can be made available 

upon request to the author for other researchers in the field.  

The data has some unique characteristics not found in any other 

publicly available data which would enable a range of interesting future 

research projects. These characteristics include:  

- the synchronous IR and RGB videos 

- a variety of illumination conditions 

- a variety of scripts which correspond to other well-used datasets 

- audio and video streams for use in multimodal speech 

recognition 
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Overall having this dataset available to the research community is a 

valuable contribution in its own right and will potentially spawn new 

insights into visual speech in the future.  

As part of preparing the IR part of the dataset, it was necessary to 

implement a facial landmark detector for IR images as no such detector 

was available. This IR-based detector will also be made available upon 

request to the author as a separate and useful contribution to the 

research community. 

7.3 Future work 

There are a number of further avenues for investigations arising out of 

this work. The following are a number of possible suggestions for 

directions that such work might take. The AVIR lips dataset would 

allow for investigations into audio-visual speech recognition that 

employed IR video in lieu of, or alongside RGB video, for systems that 

would be more robust to both auditory noise and large variations in 

illumination.    

Further investigation into the use of transfer learning could be focused 

on the use of depth images as the basis for a visual speech recognition 

system or combined with RGB or IR for a multimodal approach. The 

techniques described in this thesis are likely to also apply to other 

kinds of visual input signals such as depth.  
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Since the work was completed, there have been a number of 

developments in the field that make it potentially easier to create fake 

videos of speakers uttering specific phrases such as Wav2Lip [98], 

which given audio can generate a matching sequence of visemes. These 

could potentially be used for spoof attacks on the proposed Liveness 

Verification algorithm. Some of these approaches can take a significant 

amount of time to generate a new video, such that the time-out on the 

proposed LV solution would cause the randomly generated challenge 

phrase to change before a spoof video could be generated. However, 

given access to significant computing power, it may be possible to 

generate a video quickly enough to resent to the LV system and 

thereby attempt to attempt a spoof attack. Future work would 

therefore be useful to test the effectiveness of such spoof videos against 

the proposed LV algorithm.  

Future work on using depth images could also investigate how the 

Liveness Verification work described here could be applied to mobile 

phones with depth cameras. At the time that this work was undertaken 

phones with these kinds of cameras, were rare but beginning to appear 

on some high-end devices. This would make such investigations useful 

both for research and practical application. 

7.4 Conclusion 

Throughout this work, a number of different areas related to the use 

of VSR in sparse data were investigated. From these, a number of 

important contributions have been developed including a novel 
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algorithm for Liveness Verification, a new dataset to allow an 

investigation into IR based VSR systems and multi-model systems 

incorporating the IR modality. Further, new approaches to the 

adaptation of models trained on large RGB datasets for use with IR 

video have been proposed as a means to develop an effective IR based 

VSR system where there is only limited IR training data available. A 

number of potential areas for the future have been proposed to allow 

this work to be taken further.  

Given the findings of this work, VSR models which can operate in 

sparse data domains are now potentially viable and hold promise for 

application in the future. 

  



Bibliography 157 

 

 

Bibliography 

[1]  R. Moore, "A comparison of the data requirements of automatic 
speech recognition systems and human listeners", in European 
Conference on Speech Communication and Technology, 
EUROSPEECH 2003 - INTERSPEECH 2003, Geneva, pp. 2582-2584, 
2003. 

[2] B-H. Juang. L. Rabiner, Fundamentals of Speech recognition, New 
Jersey: Prentice-Hall, 1993.  

[3] H. Dudley, R.R Riesz, S.S.A Watkins, "A synthetic speaker," Journal 
of the Franklin Institute, vol. 227, no. 6, pp. 739-764, 1939.  

[4] N. Morgan, D. Ellis, B Gold, Speech and Audio Signal Processing: 
Processing and Perception of Speech and Music (2nd Edition), John 
Wiley & sons, 2011.  

[5] W. Holmes, Speech synthesis and recognition (2nd edition), New York: 
Taylor and Francis, 2001.  

[6] M. Minsky, Perceptrons: an introduction to computational geometry, 
Cambridge: MIT press, 1969.  

[7] M. Olazaran, "A Sociological Study of the Official History of the 
Perceptrons Controversy," Social Studies of Science, vol. 26, no. 3, p. 

611–659, 1996.  

[8] W. Bechtel, "The Case for Connectionism," Philosophical Studies, vol. 

2, no. 71, p. 119–154, 1993.  

[9] G. Hinton, T Hanazawa and A. Weibel, "Phoneme recognition using 
time delay neural networks," IEEE Trans. Acoustics, Speech, Signal 
Proc., no. 37, pp. 393-404, 1989.  

[10] G. Hinton, L. Deng, D. Yu, G. Dahl, A.-R. Mohamed, N. Jaitly, A. 
Senior, V. Vanhoucke, P. Nguyen, T. Sainath and B. Kingsbury, "Deep 
Neural Networks for Acoustic Modeling in Speech Recognition: The 
shared views of four research groups," IEEE Signal Processing 
Magazine, vol. 29, no. 6, pp. 82-97, 2012.  

[11] J. Markoff, "The New York Times," 24 November 2012. [Online]. 
Available: https://www.nytimes.com/2012/11/24/science/scientists-
see-advances-in-deep-learning-a-part-of-artificial-
intelligence.html?pagewanted=1&_r=3. [Accessed 22 January 2018]. 

[12] H. McGurk, and J. MacDonald "Hearing lips and seeing voices," 
Nature, no. 264, pp. 746-748, 1976.  



Bibliography 158 

 

 

[13] E. Petajan, B. Bischoff, D. Bodoff and N. Brooke, "An improved 
automatic lip reading system to enhance speech recognition," in 
Proceedings of the Human Factors in Computing Systems Conference, 
pp.12-25, 1988.  

[14] A. J. Goldschen, O. Garcia and E. Petajan, ‘Continuous Automatic 

Speech Recognition by lipreading’ in NATO ASI Series, Series F: 
Computer and Systems Sciences, Washington, DC: George Washington 
University, pp.321-343, 1993.  

[15] C. Bregler and Y. Konig, "‘‘Eigenlips’’ for Robust Speech Recognition," 
in IEEE International Conference on Acoustics, Speech, and Signal 
Processing, Adelaide, pp. 669-672, 1994.  

[16]  G. Potamainos, C. Neti and G. Gravier "Recent advances in the 
automatic recognition of audiovisual speech," in Proceedings of the 

IEEE 91(9), San Jose, pp.1306 – 1326, 2003.  

[17] G. Wolff, E. Levine and D. Stork, "Neural network lipreading system 
for improved speech recognition," in International joint conference on 
neural networks, Baltimore, pp. pp. 285-295, 1992.  

[18] J. Wu, S. Tamura and H. Mitsumoto, "Neural network vowel 
recognition jointly using voice features and mouth shape images," 
Pattern recogniton , vol. 24, no. 10, pp. 921-927, 1991.  

[19] J. Ngiam, A. Khosla, M. Kim, J. Nam, H. Lee and A. Ng,"Multimodel 
deep learning," in Proceedings fo the 28th international conference on 
machine learning, Washington, pp. 1-9, 2011.  

[20] J. S. Chung and A. Zisserman, "Lip reading in the wild," in Proc Asian 
Conference on Computer Vision, 2016.  

[21] J. S. Chung, A. Senior, O. Vinyals and A Zisserman, "Lip reading 
sentences in the wild," in Proc. CVPR, 2017.  

[22] G Potamianos, J. Luettin and C. Neti, "Hierarchical discriminant 
features for audio-visual LVCSR," in Proceedings of the International 
Conference on Acoustics, Speech, and Signal Processing, Salt Lake 
City, pp.  2001.  

[23] B. Shillingford, S. Whiteson, N, Freitas and Y. Assael, LipNet: 
Sentence-level Lipreading. ( arXiv:1611.01599 ), 2016.  

[24] A. Koumparoulis, G, Potamianos, Y. Mroueh and S. Rennie, 
"Exploring ROI size in deep learning based lipreading," in The 14th 
International Conference on Auditory-Visual Speech Processing, 
Stockholm, pp. 64-69, 2017.  



Bibliography 159 

 

 

[25] I. Matthews, G. Potamianos and C. Neti, "A comparison of model and 
transform-based visual features for audio-visual LVCSR," in Proc. 
International Conference on Multimedia and Expo, Tokyo, 2001.  

[26] Z. Zhou, G. Zhao, X. Hong and M. Pietikainen "A review of recent 
advances in visual speech decoding" in  Image and Vision Computing , 
vol. 32, pp. 590-605, 2014.  

[27] E. Petajan, Automatic lipreading to enhance speech recognition, PhD 
Thesis, I. of Illinois, 1984.  

[28] M. Nefian, L. Xiaoxing, P. Xiaobo, L. Luhong and A. Nefian "Dynamic 
Bayesian networks for audiovisual" in EURASIP J. Appl. Signal 

Process, p. 1274–1288, 2002.  

[29] H. Cetingul, Y. Yemez, E. Erzin and A. Tekalp, "Discriminative 
analysis of lip motion" in IEEE Trans. Image Process., vol. 15, pp. 
2879-2891, 2006.  

[30] T. Saitoh and R. Konishi., "Lip Reading Based on Sampled Active 
Contour Model" in  International Conference on Image Analysis and 
Recognition (ICIAR2005), pp. 507-515, 2005.  

[31] M. Ibrahim and D. Mulvaney, "A lip geometry approach for feature-
fusion based audio-visual speech recognition" in 6th International 
Symposium on Communications, Control and Signal Processing 
(ISCCSP), Athens, 2014.  

[32] D. Stewart, A. Pass, and J. Zhang, “Gender classification via lips: static 

and dynamic features.” in IET biometrics.2013;2(1), pp. 28–34, 2013  

[33] T. F. Cootes, A. Hill, C. Taylor and J. Haslam, "The use of active 
shape models" in Image and Vision Computing, vol. 12, pp. 355-366, 
1994 

[34] T.F. Cootes, G. Edwards and C. Taylor,"Comparing Active Shape 
Models with Active Appearance Models" in British Machine Vison 
Conference 99, Nottingham, pp. 173-182, 1999.  

[35] G. Potamianos, A. Verma, C. Neti, G. Iyengar and S. Basu, "A cascade 
image transform for speaker independent automatic speechreading," in 

Proc. of IEEE Int’l. Conf. on Multimedia and Expo, New York, vol II, 
pp. 1097-1100, 2000.  

[36] H Akbari, H. Arora, L. Cao and N. Mesgarani, "Lip2AudSpec: Speech 
reconstruction from silent lip" CORR, 2017.  



Bibliography 160 

 

 

[37] K. Noda, Y. Yamaguchi, K. Nakadai, H. G. Okuno, and T. Ogata, 

‘‘Lipreading using convolutional neural network,’’ in Proc. Conf. Int. 

speech Commun. Assoc., pp. 1149–1153, 2014 

[38] E. Tatulli and T. Hueber, “Feature extraction using multimodal 

convolutional neural networks for visual speech recognition,” in Proc. 

ICASSP, pp. 2971–2975, 2017 

[39] K. Chatfield, V. Lempitsky, A. Veldaldi and A. Zisserman, "The devil 
is in the details: an evaluation of recent feature encoding methods.," in 
Proceedings of the British Machine Vision Conference 2011, vol 76, pp. 
1-76.12, 2011 

[40] L. Rabiner, "A tutorial on hidden markov models and selected 
applications," Proc IEEE, no. 77, pp. 267-297, 1990.  

[41] M. Caudill, "Neural Network Primer: Part 1" in AI Expert, 1989. 

[42] I. Goodfellow, Y. Bengio and A Courville, Deep learning book, 
Cambridge: MIT press, 2017.  

[43] C. Szegedy, Wei Liu, Y. Jia, P. Sermanet, S. Reed, D. Anguelov, D. 
Erhan, V. Vanhoucke, and A. Rabinovich. Going deeper with 
convolutions. in Proceedings of the IEEE conference on computer 

vision and pattern recognition, pp. 1–9, 2015. 

[44] R. Hahnloser, R. Sarpeshkar, M. Mahowald, R. Douglas and H.Seung 
"Digital selection and analogue amplification coexist in a cortex-
inspired silicon circuit.," in Nature, vol. 405, pp. 947-51., 2000. 

[45] A. Krizhevsky, I. Sutskever, and G. Hinton, "ImageNet Classification 
with Deep Convolutional Neural Networks," Neural Information 

Processing Systems, vol. 25, pp. 1097–1105, 2012.  

[46] A. Rosebrock, Deep Learning for Computer Vision with Python, 
Philadelphia: pyimagesearch, 2018. 

[47] D. Rumelhart, G. Hinton, and R. Williams, "Learning representations 
by back-propagating errors," in Nature, no. 323, pp. 533-536, 1986. 

[48] Questions -FAQ3 [Online]. Available: 
ftp://ftp.sas.com/pub/neural/FAQ3.html. [Accessed 3/10/2018]. 

[49] Yu-Chi Ho and D. L. Pepyne, "Simple explanation of the no free lunch 
theorem of optimization," Proceedings of the 40th IEEE Conference on 
Decision and Control (Cat. No.01CH37228), 2001, pp. 4409-4414 vol.5, 
doi: 10.1109/CDC.2001.980896. 



Bibliography 161 

 

 

[50] A. Geron, Hands-On Machine Learning with Scikit-Learn and 
TensorFlow: Concepts, Tools, and Techniques to Build Intelligent 
Systems (2nd edition), Sebastopol: O'Reilly, 2017. 

[51] J. Andress, Foundation of Information Security: A Straightforward 
Introduction, No Startch Press, San Francisco, (2019) 

[52] G. Chetty and M. Wagner, "Biometric person authentication with 
liveness detection based on audio-visual fusion",  IJBM, vol. 1, no. 4, 
p. 463, 2009. 

[53] G. Pan, Z. Wu and L. Sun, "Liveness Detection for Face Recognition," 
in Recent Advances in Face Recognition, Vienna, I-Tech, pp. 109-124, 
2008 

[54] A. Jain, A. Ross and S. Prabhakar, "“An introduction to biometric 

recognition”," IEEE Trans. Circuits Systems Video Technol., vol. 1, 
pp. 4-20, 2004. 

[55] C.Roberts, "Biometric attack vectors and defenses," inComputers and 
Security, vol. 26, no. 1, pp. 14-25, 2007. 

[56] K. Messer, J Matas, J. Kittler, K. Jonsson, J. Luettin and G. Maître, 

“Xm2vtsdb: The extended m2vts database.” in Proc. of Audio- and 

Video-Based Person Authentication, 964, pp. 965–966, 2000 

[57] M. Cooke, J. Barker, S. Cunningham, and X. Shao, “An audio-visual 

corpus for speech perception and automatic speech recognition,” in the 
Journal of the Acoustical Society, vol. 120, no. 5, pp. 2421-2424, 2006. 

[58] E. Bailly-Bailliére, S. Bengio, F. Bimbot, M. Hamouz, J. Kittler, J. 

Mariéthoz, J. Matas and  K. Messer, T. Jean-Phillippe, B. Ruiz-

Mezcua, V. Popovici, and F. Porée. “The banca database and 

evaluation protocol.” in International conference on Audio-and video-

based biometric person authentication,pp. 625–638, 2003 

[59] M. Barker and J. Cooke, "An audio-visual corpus for speech perception 
and automatic speech recognition," The Journal of the Acoustical 
Society of America 120(5 Pt 1), pp. 2421-4, 2006.  

[60] O. Wassenmuller and D. Stricker, "Comparison of Kinect V1 and V2 
Depth Images," in Terms of Accuracy and Precision in Computer 

Vision – ACCV 2016 Workshops: ACCV 2016 International 
Workshops, Taipei, pp. 20-24, 2016 



Bibliography 162 

 

 

[61] D. Pagliari and L. Pinto, "Calibration of Kinect for Xbox One and 
Comparison between the Two Generations of Microsoft Sensors," in 
Sensors , vol. 15, no. 11, pp. 27569-27589, 2015. 

[62]  Kazemi, V. and Sullivan, J. (2014). One millisecond face alignment 
with an ensemble of regression trees. In 2014 IEEE Conference on 

Computer Vision and Pattern Recognition, pages 1867–1874.]  

[63] Seymour, R., Stewart, D. & Ming, J. Comparison of Image Transform-
Based Features for Visual Speech Recognition in Clean and Corrupted 
Videos. J Image Video Proc 2008, 810362 (2007). 
https://doi.org/10.1155/2008/810362 

[64] R. Leonard, "A database for speaker-independent digit recognition," 
ICASSP '84. IEEE International Conference on Acoustics, Speech, and 
Signal Processing, 1984, pp. 328-331, doi: 
10.1109/ICASSP.1984.1172716. 

[65] A. Fernandez-Lopez and F. Sukno, “Survey on Automatic Lip-Reading 

in the Era of Deep Learning,” in Image and Vision Computing, vol. 78, 
pp. 53-72, 2018. 

[66] P. Karanasou, Y. Wang, M. Gales, and P. Woodland, "Adaptation of 
deep neural network acoustic models using factorised i-vectors," in 
Fifteenth Annual Conference of the International Speech 
Communication (INTERSPEECH), Singapore, 2014. 

[67] B. Shillingford, A. Yannis, M. Hoffman, T. Paine, C. Hughes, U. 
Prabhu, L. Hank, H. Sak, K. Rao, L. Bennett, M. Mulville, B. Coppin, 

B. Laurie, A. Senior and F. Nando  “Large-Scale Visual Speech 

Recognition,” arXiv:1807.05162v3, 2018. 

[68] Y. Miao, H Zhang and F Metze, "Speaker Adaptive Training of Deep 
Neural Network Acoustic Models Using I-Vectors," IEEE/ACM 
Transactions on Audio, Speech, and Language Processing, pp. 1938-
1949, 2015. 

[69] V. Vestman, K. Lee, T. Kinnunen, and T. Koshinaka, “Unleashing the 

Unused Potential of i-Vectors Enabled by GPU Acceleration,” in Proc. 

Interspeech 2019, pp. 351–355, 2019 

[70] V. Vestman, K. Lee and T. Kinnunen, “Neural i-vectors,” Odyssey 2020 
The Speaker and Language Recognition Workshop , pp. 67-74, 2020. 

[71] X. Xie, X. Liu, T. Lee and L. Wang , “Bayesian Learning for Deep 

Neural Network Adaptation,” arXiv:2012.07460v1, 2020 



Bibliography 163 

 

 

[72] G. Saon, H. Soltau, D. Nahamoo, and M. Picheny, "“Speaker 
adaptation of neural network acoustic models using i-vectors," 
Automatic Speech Recognition and Understanding (ASRU), pp. 55-59, 
2013. 

[73] J. Li, J. Huang, and Y. Gong, "“Factorized adaptation for deep neural 
networks," in Acoustics, Speech and Signal Processing (ICASSP), 

Florence, pp. 5537–5541. 2014.  

[74] Y. Lan, R. Harvey, B. Theobald, E. Ong, and R. Bowden. Comparing 
visual features for lipreading. In International Conference on Auditory-

Visual Speech Processing, pages 102–106, 2009 

[75] S. Gergen, S. Zeiler, A. H. Abdelaziz, R. Nickel, and D. Kolossa. 
Dynamic stream weighting for turbodecoding-based audiovisual ASR. 

In Interspeech, pp. 2135–2139, 2016. 

[76] P. Mc Shane and D. Stewart, “Challenge based visual speech 

recognition using deep learning.,” in International Conference for 
Internet Technology and Secured Transactions, pp. 405-410, 2017. 

[77] P. McShane and D. Stewart, “Liveness Verification Using Deep Neural 

Network Based Visual Speech Recognition,” in International Journal of 
Multimedia and Image Processing, vol. 8, pp. 380-388, 2018. 

[78] G. Galatas, G. Potamianos, and Makedon, F, "Audio-visual speech 
recognition using depth information from the Kinect in noisy video 
conditions," in Proceedings of the 5th International Conference on 
PErvasive Technologies Related to Assistive Environments, Heraklion, 
2012. 

[79] J. Wang, Y. Gao, J. Zhang, J. Wei and J. Dang, "Lipreading using 
profile lips rebuilt by 3D data from the kinect," Journal of 
Computational Information Systems, vol. 11, pp. 2429-2438, 2015.  

[80] J. Huang, G. Potamianos, G, J. Connell and C. Neti, "Audio-visual 
speech recognition using an infrared headset," in Speech 
Communication, vol. 44, pp. 83-96, 2004.  

[81] A. Fernandez-Lopez and F. Sukno, “Survey on Automatic Lip-Reading 

in the Era of Deep Learning,” in Image and Vision Computing, vol. 78, 
pp. 53-72, 2018. 

[82] A. Graves, S. Fern´andez, F. Gomez, and J. Schmidhuber, 

“Connectionist temporal classification: labelling unsegmented sequence 

data with recurrent neural networks,” in Proceedings of the 23rd 

international conference on Machine learning, pp. 369–376, 2006 



Bibliography 164 

 

 

[83] K. He, X. Zhang, S. Ren and J. Sun "Delving deep into rectifiers: 
Surpassing human-level performance on imagenet classification," in 

IEEE International Conference on Computer Vision, p. 1026–1034, 
2015. 

[84] S Abu-El-Haija, N Kothari, J Lee, P Natsev, G Toderici, B 

Varadarajan, and S Vijayanarasimhan. “Youtube-8m: A large-scale 

video classification benchmark,” arXiv Prepr. arXiv1609.08675, 2016 

[85] M. Huh, P. Agrawal and A. Efros. What makes ImageNet good for 
transfer learning? arXiv1608.08614, 2016  

[86] J. Lim, R. Salakhutdinov and A. Torralba "Transfer learning by 
borrowing examples for multiclass object detection," in Neural 
Information Processing Systems, NIPS, Granada, pp.1-9, 2011.  

[87] Y. Cui, Y. Song, C. Sun, A. Howard, and S. Belongie. Large scale fine-
grained categorization and domain-specific transfer learning. In 
Proceedings of the IEEE conference on computer vision and pattern 

recognition, pp. 4109–4118, 2018 

[88] A. B. Sargano, X. Wang, P. Angelov, and Z. Habib, “Human action 

recognition using transfer learning with deep representations,” in 2017 
International joint conference on neural networks (IJCNN). IEEE, pp. 

463–469. 2017 

[89] J. Devlin, M. Chang, K. Lee, and K. Toutanova, BERT: Pre-training 
of deep bidirectional transformers for language understanding. arXiv 
preprint arXiv:1810.04805. 2018 

[90] D. Soekhoe, P. Putten, and A Platt, "On the Impact of Data Set Size 
in Transfer Learning Using Deep Neural Networks," in IDA 2016: 
Advances in Intelligent Data Analysis XV , Sweden, Springer, pp. 50-
60. 2016 

[91] X. Li, Y. Grandvalet, F. Davoine, J. Cheng, Y. Cui, H. Zhang, S. 

Belongie, Y.-H. Tsai, and M.-H. Yang, “Transfer learning in computer 

vision tasks: Remember where you come from,” in Image and Vision 
Computing, vol. 93, 2020 

[92] A. Koumparoulis, G. Potamianos, S. Thomas, E. Da, and S. Morais, 

“Resource-adaptive Deep Learning for Visual Speech Recognition,” in 
proc Interspeech 2020, pp. 3510-3514, 2020. 

[93] I. Fung and B. Mak, End-To-End Low-Resource Lip-Reading with 
Maxout CNN and LSTM in ICASSP 2018 - 2018 IEEE International 
Conference on Acoustics, Speech and Signal Processing. pp.2511-2515, 
2018 



Bibliography 165 

 

 

[94] F. Zhuang, Z. Qi, K. Duan, Keyu & Xi, X. Dongbo, Z. Yongchun, Z. 
Hengshu, H. Xiong and Q. He, A Comprehensive Survey on Transfer 
Learning in Proceedings of the IEEE. pp. 1-34, 2020 

[95] Q. Yang, Y. Zhang, W. Dai and S. Pan, Transfer Learning. Cambridge: 
Cambridge University Press. 2020 

[96] J. Huang, O. Kuchaiev, P. O'Neill, V. Lavrukhin, J. Li, A. Flores, G. 
Kucsko and B. Ginsburg, Cross-Language Transfer Learning, 
Continuous Learning, and Domain Adaptation for End-to-End 
Automatic Speech Recognition, (arXiv:2005.04290), 2020. 

[97] P. Isola, J.-Y. Zhu, T. Zhou, and A. A. Efros, “Image-to-image 

translation with conditional adversarial networks,” in IEEE Conference 

on Computer Vision and Pattern Recognition (CVPR), 2017, pp. 1125–
1134. 

[98] K. Prajwal, R. Mukhopadhyay, V. Namboodiri, and C.V Jawahar, “A 
Lip Sync Expert Is All You Need for Speech to Lip Generation In the 

Wild”, (arXiv:2008.10010v1), 2020. 

 

 

 

 

 

 


