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Abstract

Bayesian reasoning is a manner of thinking about probability that speci lies 

how people should integrate given evidence with existing knowledge in order to 

produce the most accurate likelihood judgement. I lowever, much research has 

shown that people tend to make a systematic error in Bayesian reasoning, known as 

Base Rate Neglect, whereby the prior probability of an events occurrence, 

irrespective of the evidence, is not considered. I his PhD is concerned with a recent 

theoretical account of probabilistic judgement: the causal Bayesian framework of 

Krynski and Tenenbaum (2007), which posits that accurate Bayesian reasoning is 

contingent upon the reasoner being able to intuitively represent the evidence in terms 

of a sufficient causal model representation.

Chapter I reviews the literature on base rate neglect, introducing the reader 

to Bayesian reasoning and key accounts of base rate neglect. The chapter concludes 

by evaluating the causal Bayesian framework, highlighting several issues with the 

work of Krynski and Tenenbaum (2007), before outlining the main research aims of 

the PhD. Four experiments are described in Chapter 2. Experiments 1 and 2 aimed to 

test the intuitiveness of causal facilitation by using a dual-task paradigm. Whilst 

neither causal information nor secondary load was found to have an overall effect on 

reasoning, Experiments 3 and 4 -  where no loading procedure was employed -  

replicated the causal facilitation effect and observed similar levels of causal 

facilitation to the dual task experiments, leading to the overall conclusion that the 

effect is not related to working memory. Chapter 3 explores whether clarifying the 

causal basis of the given evidence in fact encourages reasoners to employ a nested 

sets rather than a strictly causal representation. Whilst the results of Experiment 5



are ambivalent, results from Experiment 6 showed that the causal facilitation ellect 

was present only in the absence of an additional intervention designed to highlight 

the set relations. Reasoners, then, may not employ a strictly causal model, but may 

instead represent different causes as interrelated sets of data. Chapter 4 investigated 

the role of mathematical ability in probabilistic reasoning. Experiments 7a and 7b 

demonstrated more Bayesian responses in a sample likely to be of high mathematical 

ability than in a lower ability sample, although the size of the causal facilitation 

effect was equivalent in both samples. I lowever, Experiment 8 showed that causal 

facilitation is limited to reasoners of sufficiently high numeracy.

Whilst each chapter closes with a general discussion of the results reported 

therein, Chapter 5 presents an overall synthesis of the major findings of the PhD. 

Overall, the thesis furthers our understanding of how mental representations can 

positively influence judgements over the classical, purely statistical approach. 

Clarifying the causal basis of the given evidence can help reasoners of good 

numerical ability to intuitively recognise the set relations between data, leading to 

significant improvements in performance.
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Chapter I

Base Rate Neglect in Statistical Reasoning: An

Introduction.

“Given an intelligence which could comprehend all the forces by which 

nature is animated and the respective situation of the beings who compose it - 

an intelligence sufficiently vast to submit these data to analysis...nothing 

would be uncertain and the future, as the past, would be present to its eyes

- Laplace (1814)

1.1. Introduction

Probabilistic judgements permeate our everyday lives, from the innocuous 

“what are the chances these clouds will lead to rain later?” to the more serious 

“given the evidence, what are the chances that this patient has cancer?” 1 low do 

people make such probabilistic judgements? Are people essentially human 

calculators, dealing firmly with observed and known statistics to calculate the most 

accurate probabilities possible? Such a strictly computational strategy would allow 

people to have total confidence in their predictions, as suggested above by Laplace.

I lowever, are people cognitively capable of such analysis? Furthermore, making 

decisions in such a purely statistical sense in everyday life would require access to 

vast amounts of statistical data in order to calculate the most accurate likelihoods 

upon which to base our decisions; such a wealth of data is not always readily 

available. Even for highly trained professionals such as doctors, who have access to
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a wealth of information concerning likelihoods of cancer given symptoms, survival 

rates, genealogy etc, the time and cognitive demand invariably required to sift 

through and synthesise all of this available information is likely to be beyond the 

cognitive capacity of most. In fact, too much information can be as much of a bad 

thing as not enough: people have limited cognitive resources, meaning we often have 

to decide which information to focus on as we cannot consider all of it at once. For 

example, “Analysis paralysis”, popularised by Gladwell (2005), refers to a situation 

where judgement is impaired because one simply has too much information to 

possibly consider, a situation which can cripple the decision making process.

Considering the complexity of our world and the sometimes ambiguous 

nature of information available to us, an intuitively appealing possibility is that 

mental efficiency takes precedence and that cognitive strategies may exist that allow 

us to come to reasonable approximations, thereby saving time and mental effort. In 

some of the earliest work in the statistical reasoning literature, Peterson & Beach 

(1967) noted that “...it is reasonable to use optimality rather than accuracy as the 

primary criterion for intuitive inference” (p. 32). If we don't have access to the full 

set of statistical data required to make a calculated decision, or if using such 

information (lawlessly is simply beyond our ability, the best alternative is to make an 

educated guess. However, as will be seen, sometimes people are startlingly 

inaccurate when it comes to making intuitive, approximate statistical judgements.

This chapter will explore the history of theory in statistical reasoning and 

discuss the main attempts made to improve accuracy when making probabilistic 

judgements. Firstly, the review will introduce the concepts of probability as they are 

studied in the judgement and decision making literature; this will focus on 

Bayesianism, a particular conceptualisation of how people should make probabilistic
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judgements. The theory is typically expressed in a mathematical form known as 

Bayes' Theorem, a formula detailing how one should statistically integrate available 

evidence with pre-existing belief in order to form a judgement of how likely a 

particular outcome is. Next, some of the earliest work on Bayesian statistical 

reasoning will be considered, which indicated that people appeared to make 

systematic errors when reasoning probabilistically. Emphasis will be given to a 

particularly controversial error in Bayesian reasoning known as “Base Rate 

Neglect", which would become one of the most widely studied phenomena in the 

judgement and decision making literature upon its discovery in the pioneering work 

ofTversky and Kahneman beginning in the 1970’s. The next section of the chapter 

will consider Tversky and Kahneman’s hugely influential 1 leuristics and Biases 

programme of work, which represented the first attempt to explain why people 

reliably neglect vital base rate information when making statistical judgements. 

Several other attempts to explain why people commit base rate neglect will also be 

considered, including the evolutionary-based natural frequency hypothesis of 

Gigcrenzcr and 1 loffrage (1995), as well as the subsequent nested sets hypothesis 

(e.g. Evans, Handley, Perham, Over & Thompson, 2000; Sloman, Over, Slovak & 

Stibel, 2003) that attempted to explain frequency facilitation in non-evolutionary 

terms.

The chapter will next consider a more recent attempt to explain why base rate 

neglect occurs, and how to potentially alleviate the error: the causal Bayesian 

framework of Krynski and Tenenbauin (2007). This theory has taken a new approach 

to probabilistic judgement, and proposed that people intuitively construct a causal 

model representation to represent evidence when making a statistical judgement, and 

that failure to do so compromises judgements, leading to base rate neglect, t he
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review will conclude by evaluating the causal Bayesian framework as it stands, 

particularly in light of some of the existing issues which have beset the study ol 

statistical judgement such as the role of cognitive ability in Bayesian reasoning.

Finally, the main aims of the rest of the PhD will be outlined.

1.2. Bayesianism and errors in probabilistic judgement

In the study of statistical reasoning the participant is typically presented with 

a scenario that requires integration of several pieces ol probabilistic evidence, each 

of which will influence the statistical likelihood of the outcome the reasoner is being 

asked to evaluate. The reasoner is usually given a baseline statistic, concerning the 

unconditional probability that an event will occur, and tasked with re-evaluating this 

probability in the light of some featural evidence, typically also probabilistic in 

nature. The computation of such probabilistic judgements is specified more formally 

in Bayes’ Rule. This section outlines how Bayes’ Rule applies to probabilistic 

judgement, as well as some of the early research in the field that tested whether 

people adhere to this rule when making statistical judgements. This work uncovered 

a particular error that many commit when applying this type of reasoning.

1.2.1. Formal probability: The Bayesian approach.

Many statistical judgements require the calculation of a conditional 

probability, that is, judging the likelihood of an event A occurring (e.g. rain) having 

observed some evidence B (e.g. clouds) which may or may not be indicative of event 

A’s subsequent occurrence. We may already have an initial idea of how likely it is to 

rain today; for example, we know that it is the middle of December, which is 

typically a wetter period of the year. Whilst such “prior” knowledge represents our

4



existing belief that it may generally rain, we may wish to revise this beliel upwards 

on a particular day given the appearance of clouds, as clouds tend to precede rain. 

This interpretation of probability, whereby new evidence is integrated with an 

existing, prior baseline belief to produce a revised estimate is known as 

“Bayesianism”, named after an 18th century mathematician called Thomas Bayes. 

Whilst Bayes died before his work became known, the French mathematician Pierre- 

Simon Laplace published the work of Thomas Bayes posthumously in Théorie 

cmalytique des probabilities (1812), which specified Bayes’ 1 heorem: the 

mathematical formulation of Bayesian probabilistic inference. Despite this, 

Bayesianism did not come to be of interest in the study ol judgement and decision 

making until the latter half of the 20'1' century, with Ldwards, Lindman and Savage 

(1963) noting that Robert Schlaifer’s 1959 text Probability and Statistics for  

Business Decisions “ ...presented for the first time a practical implementation of the 

key ideas of Bayesian statistics” (p. 194).

'fhe contemporary Bayesian approach to probability represents one’s degree 

o f belief in an hypothesis 11 having observed some evidence E. It allows for the 

combination of one’s existing degree of belief in a hypothesis (the “prior” 

probability) with some observed evidence E to produce a “posterior” judgement, 

which can be further updated in light of new evidence. This Bayesian approach is 

represented by Bayes’ Theorem in Equation 1:

P ( // |/0  =
P(H) x P(E|H)

P (lI)xP (E |ll) +  P ( 111) x P(E| —TfT) ( 1 )

Here, P (//|E ) represents the posterior probability of hypothesis II given the 

observation of evidence E. To illustrate, a test for a disease may not be 100%
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accurate, in which case the presence of a positive test result does not guarantee 

infection; in this respect, P(7/|E) represents how sure one can be that the disease is 

present given a positive test. P( 11), the prior probability, represents ones initial 

degree of belief in the probability of 11 occurring irrespective of E; in other words, 

this reflects the incidence rate (or "base rate”) for the disease, which indicates how 

likely it is that an individual could have the condition, irrespective of the test 

outcome. Finally, P(E|/7), known as a “likelihood”, is the probability that one will 

observe evidence E if hypothesis II is true, reflecting how likely a positive test is to 

occur given presence of the disease. In calculating a posterior probability, Hayes' 

Theorem also necessitates consideration of the probability that the hypothesis, in this 

case presence of infection, may not be true, which is denoted by - ’ll. It follows that 

one must also thus consider the probability of the evidence, in this case a positive 

test, given ~T1. This is denoted by P(E|-i/7).

Hayes' Theorem has been applied in the study of probabilistic judgement in a 

normative sense, with participants expected to produce probabilistic judgements in 

accordance with the prescriptions of the theorem, however, much research into 

judgement and decision making over the past four decades suggests that people are 

inherently poor at performing Bayesian analysis.

1.2.2. Do people make judgements in accordance with Bayes’ Theorem?

Hayesian probabilistic reasoning became a focus of judgement and decision 

making research from the mid-1960’s onwards, particularly with the introduction of 

the pioneering Poker Chip paradigm by Edwards, Lindman and Philips (1965). This 

task presented participants with two urns containing red and blue poker chips; one 

urn contained 70% red chips and 30% blue chips, the other urn contained the reverse
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proportion of red to blue chips. After a sample ot chips was drawn Iront an urn 

selected at random (thus the "prior probability" in this ease was .5) participants were 

asked to indicate which of the two urns they felt the sample was drawn from. 11ère, 

participants were being challenged to update their prior belief of .5 in light of the 

evidence: a sample of chips. Given a sample with more red chips, for example, 

participants were found to indicate a .75 probability that such a draw came from the 

urn with predominantly more red chips, a much more conservative judgement 

compared to the correct Bayesian estimate ot .97. Sueh a result was also noted by 

Beach and Sopp (1968) in a similar study using decks of cards, with their 

explanation being that participants tended to “underweight deviant sample data' (p. 

109) i.e. extremes in data, such as a much larger ratio ol red to blue poker chips in a 

draw, for instance. Edwards ( 1968) proposed that whilst participants initially 

approached probability judgements in Bayesian terms they failed to appropriately 

consider all of the available information, leading to conservative judgements. The 

consensus from this init ial period of research into Bayesianism w as that people were 

conservative Bayesians, making probabilistic estimates somewhat more reserved 

than prescribed by Bayes’ Theorem, but approximating it nonetheless (e.g. Peterson, 

Schneider & Miller, 1965; Phillips & Edwards, 1966; Wheeler & Beach, 1968).

Towards the end of this period of initial research into Bayesianism, Pit/., 

Downing and Reinhold (1967) claimed that probabilistic judgements were “ ...non- 

optimal in a more fundamental way than is implied by discussions of conservatism” 

(p. 392). Pit/ (1969) proposed that conservatism was due to a more fundamental 

“inertia effect” (analogous to a primacy effect in memory research), whereby 

participants were found to show delayed revisions to their initial probability 

estimates, particularly when the evidence was contrary to their currently preferred
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hypothesis. The contention was that people seemed predisposed to settle on an initial 

estimate and failed to adjust this estimate appropriately in light of any further new 

evidence, compromising a fundamental tenet ol Bayesianism. Research began to 

suggest, then, that people failed to conduct Bayesian reasoning in more fundamental 

terms than was suggested by the conservative Bayesian argument, with results 

showing that in many instances people actually produced extreme over-estimations 

(Slovic, Fischhoff& Lichtenstein, 1977).

The subsequent increase in research into probabilistic judgement would lead 

to the introduction of new materials designed to test Bayesian reasoning, and with 

these new materials it soon became clear that in many instances people did not act in 

accordance with Bayes’ Theorem. One particular form of statistical reasoning 

problem, still studied in the literature today, would provoke perhaps more research 

into probabilistic judgement than any other: the medical diagnosis problem. Interest 

in this style of problem stemmed predominantly from the robust finding that the 

majority of people who attempt the problem fail to consider the given prior 

probability in their judgements, an error that would become known as base rate 

neglect.

1.2.3. Base rate neglect: a pervasive error in Bayesian reasoning.

As noted above, when making a Bayesian estimate one must set a “prior” 

probability, typically representing ones existing degree of belief in the hypothesis in 

question, before new evidence has been considered. In many instances prior 

probabilities can be represented by the base rate for the phenomenon in question, 

which refers to the general incidence of the particular phenomenon unconditional 

upon any observed evidence. 1 knvever, much research over the past four decades has
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shown that people are particularly poor at integrating base rate information into their 

Bayesian judgements, instead over-emphasising likelihood information and 

committing base rate neglect (Tversky & Kahneman, 1982). Such an error tends to 

result in highly over-in Hated Bayesian estimates, which can have several far- 

reaching repercussions.

Base rates are of particular importance to professionals such as doctors, for 

example, who must be aware of the general prevalence of a disease when making 

diagnoses. 1 lowever, evidence has shown that even medical professionals commit 

base rate neglect, and over-estimate the likelihood of a condition given positive test 

results (Meehl & Rosen, 1955; Casscells, Schoenberger & Grayboys, 1978; Eddy, 

1982). Consider that a patient who tests positive for a disease for which the base rate 

is low' is still statistically unlikely to have the disease, despite the positive test.

Meehl and Rosen (1955) first raised concern about clinical diagnoses, proposing that 

“Almost all contemporary research reports neglect the base rate factor“ (p. 215) 

which, they argued, called into question the validity of the medical decision making 

process. Casscells et al. (1978) gave the following medical diagnosis problem to 60 

students and staff from I larvard Medical School:

If a test to detect a disease whose prevalence is 1/1000 has a false positive 

rate of 5%, what is the chance that a person found to have a positive result 

actually has the disease, assuming that you know nothing about the person’s 

symptoms or signs? _ %

Almost half of Casscell’s et al.’s sample gave a response of 95%. The correct 

Bayesian estimate is 2%, meaning the majority ofresponses reflected “a 30-fold
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overestimation of disease likelihood” (Casscells et al. 1978, p. 1000) as a result of 

base rate neglect. Using a version of the problem concerning breast cancer and 

mammographies, Eddy (1982) noted that 95% of a sample of physicians also 

neglected base rate information and produced responses between 70% and 80%, 

commenting that many doctors’ lack of awareness of Bayesian principles “threatens 

the quality of medical care” (p. 249). These two studies were alarming in the sense 

that they both showed that even highly trained professionals were capable of poor 

Bayesian reasoning, the potential consequences of which were serious. Consider that 

patients may be put through an unneeded and invasive surgical procedure as a result 

of poor probabilistic reasoning or, worse, be wrongly labelled as all clear.

The following version of the mammography problem is taken from 

Gigerenzer and 1 loffrage (1995), who also note responses predominantly in the 

range of 70% - 90%:

The probability of breast cancer is 1% lor a woman at age forty who 

participates in a routine screening.

If a woman has breast cancer, the probability is 80% that she will get a 

positive mammography. If a woman does not have breast cancer, the 

probability is 9.69% that she will also gel a positive mammography.

A woman in this age group had a positive mammography in a routine 

screening. What is the probability that she actually has breast cancer?



Applying Bayes’ Theorem to the above problem yields the following 

equation:

P(Cancer\Pos. Mam)
.01 x .8

.01 x .8 + .99 x .096
.078

7.8% chance of cancer

Reasoners may neglect base rate statistics in a number of ways that lead to 

highly over-inflated estimates. Macehi (1095, 2000) notes that the predominant 

forms of neglect errors committed on typical statistical problems involve calculating 

1 - P(E |-,tf), P(£|H ) -  P (E h H ), or simply stating P (£ |/f), the true positive rate 

of the mammography test. Each of these forms of base rate neglect yields estimates 

in line with the modal responses reported by all of the above studies.

Base rate neglect has been shown to be a particularly pervasive error in 

Bayesian reasoning, and many attempts have been made to explain why people 

appear to systematically neglect base rate information when making Bayesian 

estimates, and also to understand what can be done to mitigate the error. The next 

section of the review will consider each of these major theoretical accounts of base 

rate neglect in turn.

1.3. Why do people commit base rate neglect?

Several hypotheses have been advanced over the years that have attempted to 

understand why people neglect base rates on several model statistical reasoning 

tasks. The following section considers these major hypotheses in detail, culminating 

in an examination of the most recent attempt to explain the basis of base rate neglect: 

the causal Bayesian framework of Krynski and Tenenbaum (2003, 2007).



1.3.1. The Heuristics and Biases account

In their influential Heuristics and Biases programme which began in the 

1970’s, Kahneman and Tversky began to consider the mechanisms by which 

participants arrived at their probabilistic estimates, and explored this by introducing 

new styles of reasoning materials which would come to take precedence over the 

poker chip studies that came before. Kahneman and Tversky’s emphasis on 

understanding why people err spearheaded a shift in the study ol Bayesian reasoning 

which culminated in the conceptualisation of Base Rate Neglect, and the major 

finding that many people are poor at integrating the available evidence in accordance 

with Bayesian principles.

The thesis of Kahneman and Tversky’s body of work was that human 

reasoning is characterised by heuristics, and that such heuristics bias reasoning in 

several ways which compromise an accurate Bayesian analysis. In general terms, a 

cognitive heuristic represents an approximation to a more rigorous manner of 

reasoning, which prioritises efficiency over accuracy -  a form of “mental shortcut”. 

Heuristics afford us a snap judgement of likelihood, usually of reasonable accuracy, 

without the effort that would be required for a detailed Bayesian analysis. For 

example, you may be more likely to bring an umbrella if the sky is overcast, as 

clouds are usually a good indicator (but not always) of impending rain. Basing your 

decision entirely on this information, without considering other pertinent clues, 

represents a heuristic approach to reasoning that, whilst sufficient in many instances, 

can lead to systematic errors in other cases.

Kahneman and Tversky’s early work would identify three central decision

making heuristics, each of which led participants to commit a range of apparently 

systematic biases resulting in errors, causing inaccurate statistical estimates. The



“availability” heuristic was thought to influence judgements through the ease with 

which the reasoner can recall a salient example. I he more “available such an 

example is in memory, the more likely someone is to judge the likelihood oi the 

phenomenon to occur, at the expense of giving equal consideration to other available 

evidence. Availability has been shown to negatively influence several forms of 

judgment, such as health-related risk (e.g. Gana et al. 2010; Katapodi, Facionc,

I lumphreys & Dodd, 2005); sentencing decisions by jurors (e.g. Diamond & Stalans, 

1989; Stalans, 1993) and economic decisions by stock market traders (e.g. Kliger & 

Kudryavstev, 2010). The second heuristic, the “anchoring and adjustment” heuristic, 

explained the basis of Pitz’s (1969) inertia eftect referred to earlier. Tversky and 

Kalmeman (1974) proposed that people “anchor” their initial judgements on a 

particular reference point, which may be an intuitive and arbitrary value, and adjust 

their judgements upwards or downwards on the basis of this anchor. Adjustments, 

however, tend to stop whenever the reasoner feels that a plausible estimate has been 

reached, however, many judgements are insufficient as a result of this strategy 

(Epley & Gilovich, 2006). Jacowitz and Kahneman (1995), for example, found that 

initially asking participants if the population of Chicago was greater than or less than 

200,000 led to smaller subsequent estimates of the actual population than if 

participants were initially asked if the population was greater than or less than 5 

million.

The final heuristic, termed “representativeness” by Tversky and Kahneman 

(1971), was proposed as an explanation for base rate neglect in statistical reasoning. 

According to this heuristic, when participants are faced with judging the likelihood 

of one event given the occurrence of some other event they base this judgement on 

how similar the two events are;
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“ ...when A is highly representative of B, the probability that A originates 

from B is judged to be high. On the other hand, if A is not similar to B. the 

probability that A originates from B is judged to be low” (Tversky & 

Kahneman, 1974, p. 1124).

Tversky and Kahneman ( 1971 ), for instance, propose that the reason Tune’s 

(1964) participants incorrectly give a head/tails ratio of close to .50 when asked to 

give a hypothetical distribution of coin tosses was that they saw each individual toss 

as “...highly representative of the fairness of the coin...leading them to expect that a 

deviation in one direction will soon be cancelled out by a corresponding deviation in 

the other” (p. 106). A sample of coin tosses with a .50 distribution would only occur 

in a very large population of trials in true statistical terms. Participants, then, 

appeared to see smaller samples of coin tosses as being representative of the 

randomness associated with larger populations.

Representativeness was proposed as the reason participants neglected base 

rate information in Kahneman and Tversky's (1973) famous Lawyer/Engineer 

problem. 11ère, participants were given a short personality description representing a 

person said to be drawn at random from a sample oi 100. As well as this, participants 

were told that the population comprised lawyers and engineers in the ratio of 70/30. 

The task was to judge whether the target to which the personality description 

referred was either a lawyer or engineer. Participants’ judgements were seen to be 

dependent on how representative the personality assessment was of their stereotype 

of a lawyer/engineer, neglecting the fact that there were either 70 or 30 engineers in 

the population to begin with. A normative Bayesian approach to this problem should 

consider both the statistical base rate information and the more specific evidence
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rather than ignore one over the other. In a population oi disproportionately more 

lawyers than engineers the statistical probability is that any personality description is 

more likely to be that of a lawyer, regardless of how representative the personality 

description may be. Participants’ insistence on intuitively favouring subjectively 

appealing descriptive information meant they consistently failed to consider prior 

probability with the more specific evidence, the failure of which was considered 

“...one of the most significant departures of intuition from normative theory of 

prediction” (Kahneman & Tversky, 1973, p. 241). Alarmingly, this error was found 

even in those of high statistical ability (1 versky & Kahneman, 1971; Kahneman 

Tversky, 1973).

Using Peterson & Beach’s (1967) poker chip paradigm, both Marks & 

Clarkson (1972, 1973) and Svenson (1973) found that participants’ revised their 

probability judgments in line with how representative they perceived drawn samples 

to be of the available populations. Teigen (1974a, 1974b), found participants 

overestimated probabilistic outcomes when asked to judge the likelihood of the 

height of a student from a given population, for example, noting that the similarity 

between sample and population was “the chief determinant...irrespective of the (base 

rate) probabilities” ( 1974a, p. 56), with Wise and Mockovak (1973) and Bar-11 illei 

(1979) noting similar outcomes in equivalent experiments.

Lawyer/Engineer type studies by Lyon & Slovic (1976); Kassin (1979); 

Borgida and Nisbett (1977) and Nisbett and Borgida (1975) further suggested that 

people systematically excluded base rate statistics in their probability calculations; 

salient, descriptive, representative information overrode what Nisbett & Borgida 

(1975) called “remote, pallid and abstract” (p. 936) base rate information. The 

wealth ol support lor the representativeness explanation of base rate neglect
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appeared to support Kahneinan and Tversky's earlier claim that “In his evaluation ot 

evidence, man is apparently not a conservative Bayesian: he is not Bayesian at all" 

(1972a, p. 454). Despite this, however, representativeness failed to account for why 

people committed neglect on statistical problems that did not present any form of 

“representative” information, namely the taxicab problem, and later the medical 

diagnosis and mammography problems of Casscells et al. (1078) and Eddy (1082) 

considered earlier.

1.3.2. Are base rates perceived as relevant?

The taxicab problem, introduced by Kalmeman and Tversky ( 1972b), was 

also seen to reliably yield high levels of base rate neglect despite the fact that the 

problem did not invoke responding in accordance with subjective stereotypes. The 

original version of the problem is presented below.

A cab was involved in a hit and run accident at night. Two cab companies, 

the Green and the Blue, operate in the city. 85% of the cabs in the city are 

Green and 15% are Blue.

A witness identified the cab as Blue. The court tested the reliability of the 

witness under the same circumstances that existed on the night of the 

accident and concluded that the witness correctly identified each one of the 

two colours 80% of the time and failed 20% of the time.

What is the probability that the cab involved in the accident was Blue rather 

than Green knowing that this witness identified it as Blue?

Given the above data, conducting a Bayesian analysis yields a 41% chance
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that the cab involved in the accident was blue:

.15 x .8
P(Blue Cab\Witness Testimony) = [f. ■-..----- ^  x = .41

Neglecting to consider the base rate, however, yields an 80% chance that the 

cab involved in the accident was blue.

.8
P(Blue Cab\Witness Testim ony) = j—^  =  .8

Kahneman and Tversky (1972b) report a median response of 80%, with a 

large degree of highly over-inflated estimates resulting from a failure to consider 

base rate statistics, in much the same manner as in Lawyer/Engineer studies. Unlike 

the Lawyer/Engineer problem, however, Bar-I lillel (1980) noted that a 

representative heuristic explanation for neglect on the cab problem is difficult, as 

there appears to be no “representative’ information in the problem. Lawyer/Engineer 

problems present qualitative (personality descriptions) as well as quantitative (base 

rates) information, whilst all salient information in the cab problem is quantitative. 

Indeed Tversky and Kahneman (1982) themselves admit that representativeness is 

not compatible with the cab problem. Such suggestions were significant as they 

indicated that the representativeness heuristic could not account for poor Bayesian 

performance in all contexts, which in turn signalled that base rate neglect was 

perhaps a more general error in reasoning than previously believed. Whilst Ajzen 

(1977) and Tversky and Kahneman (1980) had began to suggest that base rates were 

being ignored in favour of information that could be more easily causally linked to
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an outcome (personality descriptions are more causally diagnostic compared to a 

base rate statistic, for example) Bar-1 lillel ( 1980) believed this explained only some 

cases of base rate neglect and offered an alternative explanation as to why base rates 

were disregarded in the cab problem, positing that the perceived relative relevance of 

base rate and likelihood information was key. Bar-1 lillel suggests that participants 

consider the likelihood information in the cab problem as having greater relevance to 

their judgement due its specificity.

"...the witness’ testimony actually focuses directly on the unique cab 

involved in the accident, and identifies it as green. It is, however, not 

perfectly reliable. This, then, is one example where the more specific 

information, though it seems more relevant, should not supersede the base 

rate” (Bar-1 lillel. 1980, pg.218).

Bar-Hillel argued that causality was one means of increasing the specificity 

of given information, in turn affecting its perceived relevance. Bar-I lillel presented 

participants with an alternative version of the cab problem in which participants are 

given the base rates for each cab type, and told that the previous 80%/20% likelihood 

rates now refer to the percentage of each cab type that have intercoms installed. The 

question in the scenario concerns the likelihood that a cab was green, given that a 

witness to a hit and run accident involving a cab could hear an intercom radio 

coming from the guilty cab. 1 Icre, says Bar-1 lillel, the relative specificity ol the 

given information is symmetrical; participants are not differentially drawn to any 

particular piece of the statistical data. By replacing the witness testimony in the cab 

problem description with information on which taxis had intercom systems, Bar
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i lillel was able to illicit a median response of .48 to the problem, proposing that 

intercom data was less specific than a witness testimony and so was considered in 

conjunction with the base rates rather than in isolation -  both types of information 

were weighted equally.

Similarly, Ginosar and Trope (1980) found that participants utilised base 

rates when given a non-diagnostic personality sketch in then Lawyei/bngineei 

problem. Again the argument was that participants used base rates when they 

appeared relevant to the calculation at hand. Interestingly, Kahneman and Tversky 

also found this in their original Lawyer/Engineer study yet made little mention of it 

("When no specific evidence is given, the prior probabilities are properly utilised”, 

Kahneman & Tversky. 1973, p. 245).

1.3.3. The naturally sampled frequencies hypothesis

Another alternative explanation of why statistical judgements were typified 

by base rate neglect would focus on how probabilistic judgement should be 

conceived of. Why should humans think of probability in subjective Bayesian terms, 

and why does failure to compute a Bayesian posterior necessarily imply poor 

reasoning characterised by hem istical errors? Gigerenzer (1994) suggests that errors 

such as neglect are, in fact, not biases in Bayesian reasoning but instead are due to 

experimenters’ “interpretation of probability theory, often a narrow version ol 

Bayesianism” (p. 133). Gigerenzer argues that the I leuristics and Biases 

programme's rigid application of a subjective Bayesian norm reflects an approach of 

little use to the everyday reasoner, as it requires a robotic application of a particular 

version of Bayes’ theorem. Instead, Gigerenzer asserts that alternative accounts of 

probabilistic reasoning exist, and should be considered instead o f “pretending that
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statistics speaks with one voice” (1991, p. 104). proposing that people more naturally 

conceive of probability in terms of frequencies as opposed to the degree-of-belicl 

percentages typically used in statistical problems. Cosmides and I ooby (1996), also 

prominent frequentists, note that even “professional probabiIists olten disagree on 

what probability means theoretically (pg. 2).

In general terms, the “frequentist” approach to probability asserts that 

statistical judgements should reflect the expected frequency of occurrences given a 

number of trials, rather than subjective degrees of belief as in standard Bayesianism, 

arguing that reasoning about abstract percentages is at odds with how the brain 

evolved to consider probability. Gigerenzcr and I loffrage (1995) note that 

“percentages” are a relatively recent invention, gaining prominence in the 19th 

century, and question the appropriateness of the format in a normative context given 

its recent origin. Furthermore, frequentists argue that, typically, statistical problems 

in the literature have tasked reasoners with computing a “single-event probability” 

i.e. the probability that a single outcome will result based on evidence pertaining to 

one individual instance. Given that frequentists argue that probability” should 

ideally represent relative occurrences, the probability of one single event is thus 

thought impossible to calculate, as it cannot have a relative frequency.

Gigerenzer and I loffrage propose that, prior to the advent of percentages, 

humans conceived of probabilistic judgements in terms of “natural sampling”, in 

essence tracking the frequency of outcomes of an event sequentially over time in 

relation to the number of times the event occurs. Frequentists argue that probability, 

in this sense, should reflect the number of times an outcome would be expected 

given a reference class. Each experience of a particular outcome is thought to be 

stored relative to the overall number of times the event in question occurred. For
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example, 05 out of 100 times when you turn the key (the event) the engine will shut 

(the outcome). 1 lere, statistical probability is still calculated in Bayesian terms in the 

sense that likelihood data is integrated with a prior probability, but the input now 

reflects absolute data as opposed to abstract percentage data lellecting a degiee ol 

belief. Gigerenzer and 1 loffrage argue that people have evolved to consider 

probability in frequency terms, and are thus naturally better equipped to consider 

statistical data presented in frequency form (i.e. “ 10 in 100") as opposed to 

percentage form. They propose that base rate neglect on classical statistical problems 

arises as the typical percentage format is incompatible with the frequency-based 

Bayesian algorithm that Gigerenzer and 1 loffrage assert hits evolutionary 

precedence. To illustrate their approach, below is a modified version of Eddy’s 

(1082) mammography problem as employed by Gigerenzer and 1 loffrage (1005).

10 out of every 1000 women at age forty who participate in a routine 

screening have breast cancer.

8 out of every 10 women with breast cancer will get a positive 

mammography.

95 out of every 990 women without breast cancer will also get a positive 

mammography.

1 lere is a new representative sample of women at age forty who got a positive 

mammography in routine screening; how many of these women do you 

expect to actually have cancer? __out ol —

Whereas prior versions of the problem presented data as percentages and 

required reasoners to assess the single-event probability that one patient had cancer.



the above version tasks the reasoner with calculating the equivalent odds but

expressed in frequency terms. This conceptualisation of probabilistic judgement 

allows fora computationally simpler application of Bayes’ I heorcm. A frequency 

based Bayesian analysis of the above mammography problem yields:

9
P(Ccincer\Pos. Mam)  = + (jl_ = .078

7.8% chance of cancer

Such a calculation is clearly less cognitively demanding than the single-event 

probability equivalent (see section 1.2.3.) Significantly, a frequency format permits 

the reasoner to omit base rate statistics from their calculation by virtue ol the tact 

that because data represents frequencies of an outcome relative to total event 

occurrences, the base rate is implicit in the likelihood data (see f igure 1.1):

9 5  d o  n o i h ave  can ce r & Pos. M a m

Figure 1.1 Natural sampling Bayesian analysis of Mammography problem

Cosmides and l ooby (1996) protest that it is unreasonable to assume that
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reasoners are incapable o f statistical reasoning given their failure to compute a 

single-event Bayesian estimate, particularly given that professional statisticians still 

argue about the distinction between subjective and frcquentist interpretations ol 

probability. Furthermore, given evidence suggesting that many foraging animals are, 

in fact, capable of impressive statistical reasoning (e.g. Real, 1991), Cosmides and 

l ooby contend that humans surely have evolved similar cognitive mechanisms.

I hus, that participants in classical studies have seemingly not approached 

probabilistic judgements from a subjective Bayesian perspective does not prohibit 

the possibility that the problem lies in this application ol Bayesianism, rather than a 

failure to apply Bayes' Theorem. Furthermore, on a technical level, Cosmides and 

l ooby also highlight how Bayes1 I heorem does not specify how one should set prior 

probabilities; experimenters in the heuristics and biases programme having thus 

arbitrarily assumed that reasoners would equate the given base rates with priors.

Whilst Christensen-Szalanski and Beach (1982) demonstrated significantly 

reduced neglect on a naturally sampled medical diagnosis problem (p’s were shown 

100 slides, each containing details about a single patient) compared to a classical 

single-event version, it was the work oi Gigerenzer and I loll rage ( 1995) that drew 

attention to the frequentist hypothesis. Using a range ol 15 statistical problems 

(including the taxicab problem, and mammography problem from above), 

Gigerenzer and I loffrage reported a significant increase in Bayesian responses from 

16% in the single-event percentage problems, to 46% in frequency versions. 

Cosmides and looby (1996) report similarly unequivocal results: Bayesian 

responses increase from 12% in Casscells ct al. (1978) medical diagnosis problem to

an average of 76% in their Experiments 2 and 3.

“It may be time to...grant human intuition a little more respect than it has
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recently been receiving” concluded Cosmides and l ooby (1996, p. 69). Together 

with Gigerenzer and 1 lotfrage ( 1995), Cosmides and I ooby advanced an aigument 

that would go on to become a hotly debated topic in the literatuie, and which is still 

argued over today. I lowever, despite a large amount ol ev idence show ing 

improvements in Bayesian reasoning with frequencies (e.g. Ihnse, Cosmides ¿e 

Tooby, 1998; Brase, 2002. 2008; Sedlmeier & Gigerenzer, 2001; Kurzcnhauser &

I loffrage, 2002; Bramwell, West & Salmon, 2006), there is controversy as to the 

exact nature of the facilitation offered by frequency based problems, and whether 

such a numerical format has evolutionary precedence.

1 3.4. Nested sets: A noil-evolutionary account of natural frequency

facilitation

That naturally sampled frequencies can permit a mathematically simpler 

Bayesian calculation is unequivocal, however, much debate would surround 

Gigerenzer and Hoffrage's (1995) and Cosmides and l ooby’s (1996) evolutionary 

argument. The strongest contention comes from those supporting the “nested sets” 

hypothesis of frequency facilitation, who claim that presenting statistical data as 

natural frequencies actually induces people to represent statistical data in terms of 

sets and subsets. It is this that is thought to promote more accurate reasoning rather

than an appreciation of frequencies themselves. Proponents of nested sets argue that 

frequencies do not consistently improve performance, and also show that 

performance on classic percentage versions of statistical problems can be improved 

significantly when framed in a manner similar to liequency based variants.

Macchi (1995) proposed that typically high levels of base rate neglect stem 

from the “non-partitive” linguistic structure of the text in classic problems, which
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leads reasoners to confuse the statistical information. Using modified versions of the 

cah problem employed by Tversky and Kahncman (1980) and Bar-1 lillel (1980), 

Macchi reports levels of neglect as low as 10% (compared to an average of 75% in 

the original studies). Crucially, the required Bayesian calculation remained the same 

between the classic version, and the reformulated version (both percentage based); 

only the wording of the problems was modified to be 'partitive . Macchi’s (1995) 

partitive taxicab problem is presented below.

“Partitive” Taxicab problem

A cab was involved in a hit and run accident at night. Two cab companies, 

the Green and the Blue, operate in the city. You are given the following data:

1. In the city 85% of the cabs are Green and 15% are Blue.

2. A witness identified the cab as a Blue cab. The witness recognised as Blue 

80% of the Blue cabs and mistook 40% of the Green cabs for Blue ones. 

Among those cabs identified as Blue, what is the percentage o f cabs that

really are Blue?

The original, non-partitive cab problem more vaguely states that “...the 

witness made correct identifications in 80% of the cases and erred in 20% of the 

cases”; Macchi argues that the complementary nature of these statistics invites 

reasoners to think they refer to an illusory set of cabs rather than to separate 

identifications of Blue and Green cabs. This may lead the reasoner to see these 

statistics as representing the witness’s “capacity for recognition” (Macchi, 1995, p. 

200) and Macchi argues this confuses reasoners into thinking that the given
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likelihood information has been derived from the base rates, causing subsequent 

neglect of the base rates in judgements. The partitive version makes it clear that the 

likelihood data is separate from, and refers to, the base rate data rather than a priori 

contains the base rate data.

Macchi (2000) directed more attention to the frequentist hypothesis, arguing 

that natural frequency-based problems are inherently more partitive than single

event, percentage based equivalents, and demonstrated only 3% accuracy on a non

partitive frequency-based problem. Significantly, accuracy on frequency and 

percentage-based problems was equivalent when both problems had a partitive text 

formulation, leading Macchi (2000) to note “ ...there is no difference in performance 

between texts formulated in frequentist or percentage terms provided that these are 

partitive” (p. 226).

Macchi's partitive hypothesis would come to be more generally represented 

by the analogous “nested sets hypothesis” (Mellers & McGraw, 1999; Evans et al. 

2000; Girotto & Gonzalez, 2001; Sloman, Over, Slovak & Stibel, 2003; Fox &

Levav 2004), which claims that natural frequencies promote more accurate reasoning 

by inducing a representation o f the problem in terms of sets and subsets. As all given 

statistics in a natural frequency problem are typically derived from the same 

reference class, these problems allow the reasoner to more clearly infer how the data 

forms subsets o f the initial reference class. In essence, natural frequencies are more 

statistically partitive than percentages. Using Cosmides and Tooby’s (1996) natural 

frequency medical diagnosis problem, both Evans et al. (2000) and Sloman et al. 

(2003) not only report substantially lower rates of correct responding overall (35% 

and 45% respectively), but demonstrate equivalent accuracy on nested versions of 

the problem irrespective of statistical format (Sloman et al. Experiment 1), and
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higher accuracy on the classic percentage based problem relative to a non-nestcd 

frequency based version (Evans et al. Experiment 1). Rclatcdly, Girotlo and 

Gonzalez (2001) present several scenarios where frequencies fail to improve 

accuracy, such as when the data are unpartitioned (as in typical percentage versions), 

poorly partitioned (i.e. nested, but in an unusual manner which necessitates extra 

computation) and on an "ill-partitioned" version (see their Experiment 7). All of this 

work supported Macchi’s earlier claims that wording typical statistical problems in 

more partitive terms, clearly communicating the relations between the data, 

improved accuracy whether data was presented in percentage or frequency terms.

Further support for the nested sets hypothesis comes from studies that report 

improved accuracy on statistical problems when participants are given diagrams, 

which visually depict the nested relations in the problem. “Euler circle" diagrams 

(see Figure 1.2 below) resemble Venn diagrams in that they show how the “sets" of 

people referred to in a medical diagnosis problem overlap. Reasoners can use this 

cue to aid in discerning how the statistical data should be integrated. Sloman et al. 

(2003) report that accuracy substantially improved on a non-nested, single-event 

probability medical diagnosis problem when reasoners were given an Euler diagram, 

whilst a diagram did not improve reasoning any further on an already nested natural 

frequency version o f the problem, a finding also reported by Cosmides and Tooby 

( 1 9 9 6 , Experiment 4). Yamagishi (2003) also notes that, whilst natural frequencies 

do significantly improve accuracy over a standard probability task, performance on 

both versions is equally high when diagrams are given, again suggesting that 

participants are particularly perceptive of the nested relations.
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All of those that undergo mammography

Figure I ~> Filler circle diagram of the nested relations in the medical diagnosis

problem.

Nested sets theorists have ultimately questioned the cognitive primacy of 

frequencies, the proposed evolutionary basis oi an innate tendency to perform better 

with frequencies, and the actual utility of frequencies in day-to-day terms. Firstly, 

judgements of likelihood based entirely on a concrete recollection of outcome 

frequencies relative to the overall number of event instances would require access to

and recall of a huge amount of error-free data. I lowever, we are forced to make 

decisions daily on the basis of less than clear and incomplete data. In addition, the 

frequentist view fails to take into account novel and unique experiences, for which 

frequency-based data are not necessarily available. For example, Sloman et al.

(2003) note that it is difficult to conceive of a defendant’s guilt in terms of 

frequencies. That clarifying nested sets has also shown to significantly reduce other 

forms of cognitive errors, such as the conjunction fallacy (Sloman et al. 2003, 

Experiment 5), as well as to improve deductive reasoning (e.g. Monoghan & 

Stenning, 1998) and categorical induction (Sloman, 1998) has lead to the proposition 

that an appreciation for nested relations represent a more general skill over and
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above an appreciation for frequency based data

Whilst opinion diverged on whether people think in terms ol frequencies or 

percentages, relative counts or degrees-of-beliel, these competing hypotheses 

concerned themselves simply with factors which appeared to influence the accuracy 

of Bayesian judgements. Like previous accounts of base rate neglect, frequentist and 

nested sets theorists were simply interested in whethei paiticipants calculated a 

Bayesian posterior or did not, with the focus of attention being on factors which 

could improve the accuracy of estimates. No consideration was given to how people 

arrive at their judgements. The awareness of when Bayesian principles apply, and 

how to apply them, however, is not likely to occur spontaneously. It is reasonable to 

assume that the recognition ol how and when a Bayesian analysis should be 

conducted comes as the result of a more fundamental process of reasoning which 

cues a particular response. The question thus arises as to what the differences in this 

underlying process are between a reasoner who commits neglect and one who 

successfully completes a Bayesian analysis. Dual-Process theorists approached the 

study of judgement and decision making from precisely this angle, offering a 

structural framework by which the judgement process was thought to operate. The 

framework suggested several dichotomous tendencies in reasoning that could 

potentially explain why someone arrives at a judgement either characterised by base 

rate neglect or by accurate Bayesian standards.

1.3.5. Dual-process theories of judgement

Dual-process theories of thinking and reasoning represent an attempt to 

psychologically model the judgement and decision making process, and within the 

field of judgement and decision making can be traced back to Wason and Evans s
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(1975) early work on the famous Wason card selection task. Much like statistical 

reasoning problems, the Wason card task is typified by a particular form of error, 

where participants usually select the cards explicitly referred to in the problem 

instructions. Wason and Evans attempted to understand why people erred in this 

manner, and how their thinking differed from that prescribed by a normative 

approach. Interestingly, they noted that participants denied simply matching their 

card choices to those specified in the instructions, prompting Wason and Evans to 

propose that card selections were cued by an unconscious process, which operated 

on the basis of a matching heuristic, but that participants applied conscious reasoning 

to in order to rationalise their decisions. This was the first contention that a "split” 

may exist in reasoning, and from this Evans (1989) later developed the heuristic- 

analytic dual-process theory, the first formal dual-process theory, which was updated 

in Evans (2006a). Dual-process theories (e.g. Evans. 1989,2006a; Sloman, 19%; 

Stanovich, 1999; Kahneman & Frederick 2002, 2005) have attempted to understand 

what distinguishes good reasoning from bad by proposing a framework representing 

the psychological process of reasoning. The models distinguish between accurate 

and poor reasoning according to a dichotomy, and propose several characteristic

differences that divide the reasoning process.

In general terms, dual-process theories conceive of reasoning as being 

governed by two distinct “systems”, known variously as the heuristic and analytic 

systems (Evans, 1989, 2006a); the associative and rule-base systems (Sloman, 1996); 

and System 1 and System 2 (Stanovich, 1999; the current terms of choice). Despite 

the different terminology, each definition is generally equivalent. System I is said to 

reflect a more unconscious form of reasoning, whereby our prior beliefs and 

stereotypes rapidly and automatically influence our judgements without our being
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aware; this is the domain of heuristic reasoning, offering snap judgements which 

approximate a fuller reasoning analysis. Immediacy prevails over accuracy in 

System I reasoning. System 2 is characterised by a more logical, systematic and 

analytical decision making process, requiring active ellort and attention. I he result is 

a slower, more deliberate process, which operates based on rules and engages in 

hypothetical thought, generally producing better reasoned judgements. Crucially, the 

operation of System 2 is thought to necessitate working memory resources, whilst 

System 1 does not. Whilst all agree on a System I/System 2-style dichotomy, there 

are two broad distinct categories of dual-process theory. "Default-Interventionist” 

theories (coined by Evans, 2008) such as Evan’s (2006a) revised I leuristic-Analytic 

Theory, propose that System I and System 2 operate in sequence, with System I 

rapidly cueing an intuitive "default” response (see also Stanovich, 1999; Kahneman 

& Frederick ">002, 2005). System 2 monitors this output and may intervene to 

inhibit it and replace it with a more reasoned response, but is thought to be poor at 

performing this monitoring. In contrast, -parallel-competitive” (Evans, 200S) 

theories such as those o f Epstein ( 1994) and Slotnan < 1996) suggest both systems 

simultaneously cue responses based on relatively divergent information. Both 

systems “compete- for conscious acceptance, with System 2 suppressing a System I 

response where logic and analytical rules can be applied. Importantly, both 

conceptualisations suggest different appraisals o f the conflict that may arise Iron, 

opposing systems. Interventionists typically see System 2 as only casually 

monitoring default System 1 responses, with the reasoner unaware o f any 

interchange between the two systems as evidenced by the notion that “people are 

often content to trust a plausible judgement that quiekly comes to mind" (Kahneman 

& Frederick, 2005, p. 274). Competitive dual-process theories imply a conscious
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struggle between compelling intuition and logic; Denes-Raj and Epstein (1994. p. 

819) comment on how people often “know the collect iespouse but leel the nioie 

intuitive response is the best, ultimately causing them to behave against theii bettei 

will”.

De Neys has used the classic Lawyer/Engineer problem in several studies 

that have attempted to further clarify the nature of the supposed eonlliet between 

System I and System 2 as experienced by the reasoncr. Using a think aloud 

paradigm. De Neys and Glumicic (2008) indicated that paiticipants cl id not 

consciously refer to base rates when committing base rate neglect, but when given a 

surprise recall task were able to successfully recall base rate statistics more often for 

problems where System 1 and System 2 responses were expected to conflict, i.e. 

where base rates indicated a low probability for a particular profession but 

descriptive information suggested a high probability. Furthermore, better recall of 

base rate statistics was associated with significantly longer response times, 

particularly when the personality information conflicted with the base rate. This was 

taken as an indication that reasoners had detected the conflict. Despite the implicit 

conflict detection, many reasoners still committed base rate neglect, which averaged 

around 80% in the study. In a follow up, Franssens and De Neys (2009) report that 

putting reasoners under secondary load increased the rate of base late neglect 

relative to non-load trials, but only for problems where System 1 and System 2 

diverged. Load did not affect problem performance where System 1 cued the correct 

response, supporting the dual-process claim that heuristic responding does not 

require working memory resources. Whilst load apparently reduced reasoners ability 

to apply a System 2 analysis and increased heuristic error, surprise recall of base 

rates was again substantially better for conflict problems and, interestingly, not
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affected by load. Together, the above studies suggest that conflict detection is an 

efficient and implicit process that is outside ol conscious awaieness and idatively 

effortless, not requiring substantial cognitive resouices. De Neys, Vartanian and 

Goel (2008) again found typically high rates ol base late neglect (around 50/o), but 

using fiVIRl were able to show that the lateral prefrontal cortex (involved in 

inhibition) was active when participants correctly solved conflict problems, whilst 

the anterior cingulate cortex (involved in eonlliet-deteelion) was active even when 

heuristic, base rate neglect responses wcie gi\en. I lie pievalence ol hemistie eirors, 

then, is thought to be due to a failure to inhibit rather than lailuie to deteet a logical 

response. That people take longer to respond on conflict problems, are better able to 

recall base rate data as a result (irrespective of load), indicates that reasoners are 

attending to base rate information in some respect, base lutes ait not totally 

neglected. More recently, however, Pennycook, 1 ugelsang and Koehlei (2012) have 

criticised De Neys and Glumicic (2008) for using much more extreme probabilities 

in their materials (such as 995/1000) than is usual. Kahneman and Tversky’s (1973) 

original Lawyer/Engineer problem used base rates such as 70 out ol 100, for 

instance. Pennycook et al. (2012) found increased response times on conflict 

problems to be isolated to those problems where extreme base rates were used, and 

have thus questioned the reliability of conflict detection on these forms of base rate 

problem.

Barbey and Sloman (2007) have proposed that facilitation of Bayesian 

responding via nested sets framing indicates that base rate neglect can be conceived 

of as varying according to a dual-process theory. The error is thought to arise due to 

System I heuristics, and overcoming the error occurs only with application of more 

stringent System 2 analytical and rule-based reasoning. Clarifying the nested sets
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relationships of a typical statistical problem, say Barbey & Sloman, permits many 

reasoners to more readily apply a logical. System 2 analysis and hence reduces the 

incidence of base rate neglect. In line with the general dual-process view, Barbey 

and Sloman state that application ol more analytical rules typically requires 

sufficient cognitive resources, and appeal to the early work of Stanovich and West 

(1 998a, b) that indicated significant positive correlations between cognitive ability 

and Bayesian reasoning performance on classical statistical reasoning tasks.

Whilst dual-process theories have remained popular for some time, the 

theories are not without issue. Recall how the notion of conflict is key to dual

process theories; of this, Evans (2006b) considers:

"The most perplexing issue in all this is how generally well controlled, 

predictable and effective most of our behavior actually is. Most people 

manage to get up in the morning, go to work, manage their domestic affairs, 

maintain relationships and utilize their leisure time broadly in accordance 

with their goals. If the conscious, analytic system is at best only partially in 

control and in competition with not one but several implicit systems, how 

come everything works so well'.’ Understanding how generally adaptive 

behavior can result from such an apparently chaotic cognitive architecture is 

one of the great challenges for cognitive science, (p. 206)

If our thinking is apparently characterised by compelling heuristics that 

promote unconscious bias, whilst our logical mind struggles to make an impact, then 

how do people remain relatively rational in everyday terms? Moshman (1999, 2000), 

for example, suggests that dual-process theorists are wrong to consider intuition as
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being the sole domain of heuristics, instead proposing that explicit reasoning can 

leverage a rational application of heuristics. In a particularly damning indictment of 

dual-processes, Osman (2004) asserts that the theories are too constrained and “ ...do 

not adequately accommodate the range ol processes identified in studies of 

asoning" (p. 1002). Keren & Schul (2009) question the qualification of dual-re

processes according to sets of binary characteristics (e.g. System I = “automatic” 

whilst System 2 = “effortful”), arguing that this is as much evidence for a hybrid 

system as it is for a two-system approach. They also take issue with the fact that 

dual-process theories have been constructed in retrospect, and given as post-hoc 

interpretations of reasoning errors. Bonner and Newell (2010) also argue in favour of 

single-process theory akin to Hammond’s (1996) Cognitive Continuum Theory,a s

where intuitive and analytical reasoning are thought to be much more related than in 

dual-process theory, and not in state of competition. Such an approach subsumes a 

dual-process theory within a more parsimonious single system framework that 

avoids “...forcing data to fit with a competing systems account” (Bonner & Newell,

2010, p. 197).

Besides the supposed mechanisms underlying good/bad reasoning, a related 

question concerns what exactly “good" reasoning is. Does “good" reasoning 

necessarily reflect strict adherence to formal logic? Consider that the Bayesian 

statistical approach to probability has been the de facto norm applied in cognitive 

research, despite statisticians themselves often debating whether it represents the 

best means of representing probability. Furthermore, given the prevalence of base 

rate neglect, it may be the case that the statistical Bayesian norm typically used to 

measure performance is simply beyond the capability of many people; is it fair to 

assume from this that humans are systematically irrational? There may also be the



possibility that those who do solve typical statistical problems may be utilising a 

different normative approach to that assumed by researches (Koehlei. Ib%). I hcse 

issues have bedevilled the field ol reasoning lot many years and icsultcd in much 

debate surrounding how research has and should be conducted (Llc)ayam & hvans, 

2011). Whilst the more recent work of Krynski and Tenenbaum (2003, 2007) does 

not speak directly to these issues, they have proposed a new normative framework 

for probabilistic judgement, which has offered promising results. They have 

demonstrated significantly reduced levels of base rate neglect through refraining the 

classical mammography problem in a manner that facilitates participants to reason in 

accordance with their causal Bayesian framework. Krynski and Tenenbaum argue 

that the framework better approximates how people think and reason about 

probabilistic judgements in everyday terms, and offer it as a new normative standard 

by which probabilistic judgement should be assessed.

1.3.6. The causal Bayesian framework

Krynski and Tenenbaum (2003, 2007) disagree with the typical, purely 

statistical Bayesian approach to probabilistic judgement. I hey aigue that such a 

rigidly, statistically-driven norm, be it based on subjective degree-ol-beliel 

percentages or naturally sampled frequencies, constrains judgements to mere 

calculations at the expense of richer knowledge that may benefit the reasoning 

process. Given that the amount and quality of data typically required for a purely 

statistically derived Bayesian calculation is not usually available in everyday terms, 

and that classical Bayesian posteriors arc otherwise difficult to compute for the 

majority, they propose an alternative normative account based on intuitive causal 

models. An appreciation and application of causal structure can facilitate everyday
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statistical judgements, say Krynski and Tenenbaum, by giving reasoncrs a more 

intuitive means of understanding how co-occurring variables may be related than is 

offered by thinking purely in terms of statistical data.

Krynski and Tenenbaum propose that when making probabilistic decisions 

people intuitively construct transient causal model representations on the basis of the 

perceived relations amongst the evidence. Alter this initial step, the model can be 

parameterised with the available statistical information. It is only when these two 

steps are complete that a typical Bayesian analysis can proceed through applying 

Bayes' Theorem. Difficulty arises if people are unable to construct such a causal 

model, or if they are given information that violates or is incongruent with their 

causal theories. Using Eddy’s (1982) mammography problem, Krynski and 

Tenenbaum (2003, 2007) show how causal considerations are tied closely to 

linguistic pragmatic aspects of the problem description, and argue that previous 

studies use vaguely defined statistics, particularly in the case o! the false positive 

rate. Their modified version of the original mammography problem is below, and 

denoted as the “Standard” problem throughout the remainder of this thesis:

The following statistics are known about women at age 60 who participate in 

a routine mammography screening; an X-Ray ol the breast tissue that detects 

tumours.

2% of women have breast cancer at the time of screening. Most of them will 

receive a positive result on the mammography.

There is a 6% chance that a woman without breast cancer will receive a 

positive result on the mammogram.
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Suppose a women at age 60 gets a positive result during a routine 

mammogram screening; what are the chances she has breast cancer9

Krynski and Tenenbaum argue that reasoners will primarily attempt to 

understand the mammography problem in terms ol a causal mental model 

representing cause and effect relations between the variables, not simply extract and 

compute a set of figures in line with the traditional Bayesian norm. In initially 

constructing a causal model representation of the problem, participants will readily 

understand that a positive mammography will be caused by presence of a cancerous 

tumour, but no corresponding causal link is readily available for why 6% of people 

without cancer also test positive. That such a high incidence rate could occur 

randomly is at odds with an intuitive causal understanding -  effects cannot occur 

without causes after all. The result, argue Krynski and Tenenbaum, is a deficient 

causal model that subsequently fails to specify the correct Bayesian integration of

the data.

Figure 1.3 Causal model representation for the Standard mammography problem.



Krynski and Tenenbaum constructed an alternative version of the problem, 

denoted as the "Causal" problem:

The following statistics are known about women at age 60 who participate in 

a routine mammography screening; an X-Ray of the breast tissue that detects 

tumours.

2% of women have breast cancer at the time of screening. Most of them will 

receive a positive result on the mammography.

About 6% of those without cancer have a dense but harmless cyst, which 

looks like a cancerous tumour on the X-Ray and thereby results in a positive 

mammogram.

Suppose a women at age 60 gels a positive result during a routine 

mammogram screening; what are the chances she has breast cancer?

Krynski and Tenenbaum propose that clarifying that false positives are 

caused by benign cysts gives reasoners enough information to intuitively construct a 

fuller causal model representation, which permits better integration of the data 

(Figure 1.4).
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Figure 1.4 Causal model representation l'or Causal mammography problem.

Krynski and Tenenbaum thus argue that a full understanding of the causal 

structure underlying the problem is key to facilitating accurate Bayesian reasoning, 

and report significant reductions in base rate neglect on the Causal problem relative 

to the Standard problem. They apparently demonstrate the importance of causal 

structure in their Experiment four, using lawyer/engineer style materials. Participants 

were given one of two cover stories, both presented below.

Scenario A

The CIA's Department of Special Operations recruited agents for a secret 

mission. Part of the mission required female agents, so agents were more 

likely to be selected if they were women. Most of the final team members 

were women. Because most women are short, the team ended up being 

mostly under 5’ 7”.
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Scenario lì

The CIA's Department of Special Operations recruited agents lor a secret 

mission. Part of the mission required short agents, so agents were more likely 

to be selected if they were short. Most of the final team members were under 

5’ 7". Because it was easier to find short women than short men, the team 

ended up being mostly women.

The gender make-up of each sample was thus identical. One of the tasks was 

to judge whether a randomly selected male was shorter than an average male. Such 

lawyer/engineer style materials are classically characterised by base rate neglect as a 

result of representativeness. For example, in accordance with Kahneman and 

Tversky (1973), judgements based on the second sample above might be made in 

relation to how typically likely males are to be short (in accordance with a gender 

stereotype), at the expense of the salient base rate information that specified a high 

number of short people in the sample. However, Krynski and Tenenbaum’s 

participants were seen to consider all relevant information in causal terms, and 

subsequently utilised or ignored base rate information depending on the prescriptions 

of the causal Bayesian framework. Consider, if judging whether a male was shorter 

than average based on the sample in scenario A, it makes intuitive sense to ignore 

the given base rate pertaining to the gender distribution of the sample: the selection 

criterion cannot causally influence whether a randomly selected male is more or less 

likely to be smaller than an average man. If judging based on the sample in scenario 

B, however, the base rate is relevant as the selection criterion has caused the sample 

to be average in height overall. Thus, Krynski and Tenenbaum (2007) demonstrated 

that when problems can be construed causally reasoners are savvy to how and when



to consider base rates.

Although Waldmann & l lagmayer (2001) also propose, for example, that 

differences in causal structure may account for why people perform differently with 

probabilistic statistical information: causal domain knowledge will speciIy dilicicnt 

causal models which may prescribe alternative interpretations of how to reason with 

statistical data, the causal Bayesian framework is the first fully-specified theoretical 

account incorporating a facilitative role for causal knowledge in Bayesian 

probabilistic judgement. It comesas the result ol a marked inciease in the interest 

into the crossover between human reasoning and A I, particularly since the early 

2000’s. Central to such research is the popular causal Bayes’ nets framework, which 

has proven to closely approximate human reasoning in computers (c.g. Pearl, 2000; 

Tenenbaum & Griffiths 2001, 2003; Sloman & Lagnado, 2005), and upon which the 

causal Bayesian framework is based. The upshot of such theoretical developments 

has been to further develop our understanding of how causal considerations can be of 

general utility in facilitating better inferences (e.g. Danks, 2004, 2006; Waldmann & 

Martignon, 1998), with reasoning in terms of causality having been shown to 

produce better results than reasoning in purely Bayesian terms with respect to 

categorization (e.g. Relider, 2003) and association (e.g. Gopnik & Glymour, 2002), 

for instance. Krynski and Tenenbaum’s (2007) work has furthered this endeavour by 

presenting several convincing examples of how causal structure can be a powerful 

influence on base rate neglect.

Despite this, two closely related issues arise from the work of Krynski and 

Tenenbaum (2007), which have also plagued the study of base rate neglect more 

generally, and which may serve to undermine the convincing facilitation effects they 

report. Firstly, the issue of assessing performance on judgement tasks in relation to a
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normative account, and which norm to apply. As seen, the majoiity ol people lail to 

reason in accordance with the traditional Bayesian norm when given the 

mammography problem. Given this, Krynski and lenenbaum (2007) have 

questioned die applicability of the traditional Bayesian norm loi everyday 

judgement, and present their causal Bayesian Iramcwoik its a new and alternative 

normative account of statistical reasoning. However, Elquyum and Evans (201 I ) 

have recently argued that "normativity —the pieoccupation with computing 

performance to a potentially unobtainable norm -on experimenters’ part has biased 

the study of reasoning in several significant ways. For instance, the vast majority of 

research in reasoning has focussed on naïve participants, with the a priori assumption 

that people somehow innately have a basic understanding of Bayesianism. As Stitch 

( 1990) notes: “ ...it is simply perverse to judge that subjects are doing a bad job of 

reasoning because they are not using a strategy that requires a brain the si/e of a 

blimp” (p. 27). In many instances, then, experimenters have expected participants to 

employ an objective strategy, using Bayes' Theorem, of which they may have no 

knowledge.

In fact, there is evidence that many reasoners do not construe typical 

reasoning problems in the same manner that expei imenters expect. Gubrcnya and 

Arkin (1979), for instance, demonstrated that the participants in their 

Lawyer/Engineer study considered the description “John is married and has one 

child. I le enjoys his work and likes to work in his yard” (p. 4) as diagnostic of an 

engineer, whilst experimenters considered it diagnostically worthless. Similarly, 

Koehler (1996) suggests that experimenters assume that participants will assign 

given base rates as priors in a Bayesian analysis. In everyday terms base rates may 

influence prior beliefs of probability, but it is likely they are not the sole fact on
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little diagnostic viiluc (due to unreliability/ambiguity) tlicit people may actually 

benefit more from ignoring them in everyday contexts. I he peivasiveness ol base 

rate neglect, thus posits Koehler, may not actually indicate a Iniluie on paiticipants 

part to reason, but instead be the result of an unfairly assumed normative approach. 

Stanovich (1999), for example, suggests that only those of sufficient cognitive ability 

will solve typical statistical problems in a manner congruent with experimenters’ 

expectations. Whilst Koehler would argue that this renders the appropriateness of the 

statistical Bayesian norm debatable, Stanovich and West instead see this as 

supporting use ofthe classical norm to distinguishing between accurate and poor

The normative issue is difficult to overcome: McNair and Feeney (2011 ), for 

instance, argue that the fact that many highly trained individuals still commit typical 

reasoning errors (e.g. Bornstein & Emler, 2001; Ruscio, 2006) shows that 

interventions are required to improve judgement in critical contexts, and it is 

unlikely that such knowledge would exist if it were not for the use of normative 

accounts in reasoning research. What is clear, though, is that further woik is required 

before the causal Bayesian framework should be endorsed as a potential new 

normative standard. Whilst much research has employed naïve participants, consider 

that Krynski and Tenenbaum tested samples of students attending MIT. The average 

ability of such samples would likely outclass that of more generally representative 

samples, which raises possible concerns for adopting the framework as a new 

normative account of everyday judgement, as it may in fact simply represent the 

reasoning of high ability participants; an issue of particular relevance given the point

above from Stanovich (1999).



This raises the second issue with Krynski and Tenenbaum’s work, which 

also applies to several other studies in the field: failing to account for the ability of 

participants used. That numerous studies have shown various expert groups to 

commit base rate neglect (e.g. Eddy, 1982; Duthie & Vincent, 1986; Willis, 1984; 

Balia, l.ansek & Elstein, 1985) would seem to suggest that conducting a purely 

statistical Bayesian analysis is beyond the capability ol even sophisticated 

participants. That said, there are many studies considered in this icview which 

reported significant improvements in statistical reasoning as a result of some form of 

intervention upon the problem materials. Brase, l iddick and I lanies (2006), 

however, have questioned some of the methodological practices concerning 

sampling that have been used in the field, which may be a particular issue in those 

studies reporting improvements. Brase el al. (2006) report that samples drawn from 

top-tier UK universities performed significantly better on a statistical problem than 

samples taken from mid-tier universities, and that paying participants also led to 

further significant improvements in performance. They thus question the validity of 

Cosmides and looby’s (1996, Experiment I) 76% rate of correct responding on the 

basis that their samples comprised paid students from Stanford University: a highly 

select institution currently ranked as the 3rd best research university in the world by 

Times Higher Education (2012). Elsewhere, Sloman el al. (2003) employed samples 

taken from Brown University (an Ivy League institution) and report a rate of “only 

5 1 %» (p 3 oo. n  = 45) correct responding, which is still substantially higher than the 

12.5% correct response rate reported by Brase et al. (2006) on an equivalent problem 

using a sample from a mid-tier institution (N = 40). Both Mellers and McGraw 

(1999) and Ruscio (2003) failed to replicate the high levels of Bayesian responding 

reported by Gigerenzer and 1 loffrage ( 1995) and Sedlmeier and Gigerenzer (2001)
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respectively, and also cited methodological differences concerning sampling and 

payment of participants as being a potential determining factor in the original studies 

high levels of Bayesian responding. In particular, Mclleisand McGiavv suggest that 

cultural differences in mathematical proficiency, as a result ol dilferent educational 

practices for example, may account for why Gigerenzer and 1 lot(iage s (1995) 

sample of students from the University of Salzburg outperformed their sample from 

Ohio State University. Indeed, Gigerenzer and 1 loflrage (1999) themselves do not 

deny this possibility, stating that such a theory is “promising" (p. 7).

Whilst Stanovich and West (2008) have since rebuffed many of their original 

findings concerning positive correlations between reasoning performance and 

general cognitive ability (Stanovich & West, 1998 a, b, c), correlations persist in the 

case of causal base rate problems (e.g. Ajzen, 1977), where a causal relationship 

between base rate statistics and the target being judged can be inferred. This is of 

particular interest given that Krynski and Tenenbaum (2007) also appeal to causal 

relations as facilitating judgements, and especially so considering that they employ 

samples comprising MIT students, of likely high cognitive ability. Of greater interest 

may be the role that numerical ability in particular, rather than general cognitive 

ability, would reasonably be expected to exert on performance. A recent extensive 

review into how numeracy affects various medical decisions in patients, for example, 

has indicated that low numeracy was associated with various forms of errors in 

statistical reasoning such as framing effects and ratio bias (Reyna, Nelson, Han & 

Dieckmann, 2009). This finding has yet to be extended to base rate neglect.

However, the potential issue remains that large improvements in Bayesian reasoning 

due to interventions which are reported for select samples may not generalise as 

efficaciously to samples of more average ability.
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1.5. Summary anil main aims ot I’lil).

Probabilistic reasoning is a fundamental aspect of our everyday behaviour. 

Poor statistical judgement lias potentially life-changing implications, a lact 

underlined by typically poor performance on the mammogtnphy pioblcm even in 

samples of highly trained medical professionals. In pai ticular, icsearch has 

demonstrated that people arc poor at appropi iately integiating statistical evidencc in 

accordance with Bayesian principles: the normative approach to probabilistic 

judgement to which performance is classically compared. Statistical reasoning, and 

particularly the phenomenon of base late neglect, has thus piovcn to be a topic ol 

much interest to those interested in the psychology of judgement and decision

making. Research over the course of the past four decades has posited several

different explanations of and antidotes for base rate neglect. The influential work of 

Kahneman and Tversky, for example, indicated that in many instances objective 

statistical judgement is compromised by subjective heuristics that tend to bias 

judgement by errantly focussing attention on isolated parts of the available evidence. 

Important findings concerning the format of statistical information were made by 

Gigerenzer and I loffrage: naturally sampled frequencies allow for an application of 

Bayes’ Theorem in simpler terms than is possible when dealing with percentage 

based probabilities, and performance on frequency based versions of classical 

statistical problems was found to improve dramatically. However, as nested sets 

theorists demonstrated, performance on non-nested frequency based problems is 

typically found to be worse than standard, percentage-based versions (Evans ct al. 

2000). instead, they argue that naturally sampled frequencies make the set structure 

of statistical problems more transparent; reasoners are more able to establish more 

clearly how the given statistical data are related to each other.
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More recently, Krynski and Tenenbaum (2003, 2007) have argued that 

participants have typically been expected to solve classical statistical piohlems via 

means that are of little use in everyday judgment. I hey assert that mechanically 

computing an estimate using Bayes’ I heorem is a strategy which is ol use only 

where a few. well-defined variables are involved. Such circumstances rarely apply in 

everyday terms, where we are required to reason and make judgements concerning 

complex systems of interrelated variables, many ol which do not atloid a means ol 

judging directly in statistical Bayesian terms. Instead. Krynski and Tenenbaum 

propose that a more intuitive approach to probabilistic judgement involves 

representing variables in terms of causal relations in order to subsequently direct 

how the available evidence can be integrated in accordance with Bayesian principles. 

Krynski and Tenenbaum (2003, 2007) slightly altered how a typically vague part of 

the evidence in the mammography problem was presented, leading to significant 

improvements in performance.

The causal Bayesian framework represents the most recent theoretical 

attempt to explain and understand why base rate neglect occurs and how statistical 

judgements can be improved, representing the forefront of research into probabilistic 

judgement. This PhD will attempt to address some key issues arising from the work 

of Krynski and Tenenbaum (2007). Whilst a recurrent objective throughout the 

thesis was to replicate the causal facilitation effect using a range of statistical 

reasoning problems and various experimental procedures in an effort to test the 

robustness of the framework, the first chief experimental aim was to explore the 

supposedly intuitive nature of causal facilitation in statistical reasoning. Intuition, as 

this chapter has indicated, is typically thought of as a source of heuristic error, and 

substantial research has indicated, for instance, that forcing participants to rely on a
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more intuitive approach to several dilferent reasoning tasks incieases the intes ol 

errors, including base rate neglect (e.g. Franssens & De Neys, 2009; De Ney's & 

Glumieic, 2008). Secondly, both the causal Bayesian framework and the nested sets 

theory hypothesise that Bayesian reasoning is facilitated through promoting a 

structured representation of the evidence; several experiments were carried out to 

explore whether causal information may actually facilitate Bayesian icasoning 

through encouraging nested sets representations. Finally, concern has been raised at 

several studies in the field as having employed samples comprising likely highly 

able students from select institutions (see Brase et al. 2006). I his issue may also 

apply to the work of Krynski and Tenenbaum, and with this in mind, the final 

experimental chapter explored the extent to which the numerical ability of reasoners 

affects the level of causal facilitation obtained.
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Chapter 2.

Is causal structure an intuitive means of facilitating

Bayesian reasoning?

2.1. Introduction

l hc pervasiveness of base rate neglect on classical statistical problems has 

consistently been taken as evidence that reasoners are inherently poor at Bayesian 

reasoning. More recently, Krynski and Tcnenbaum (2003, 2007) have questioned the 

applicability of the purely statistical Bayesian approach to probabilistic judgement, 

which has remained the normative account used to assess how reasoners perform on 

typical statistical reasoning problems. The purely statistical Bayesian norm, for 

instance, requires access to sufficient statistical data, and in many day-to-day 

instances such data may simply not be available -  how can one ascribe a prior 

probability or likelihood to a novel event, for instance? On the other hand, the 

complexity of a Bayesian analysis increases as the number of sources of evidence 

increases, which is a particular issue as statistical Bayesianism dictates that all 

possibilities must be enumerated. The world is a constantly shifting maze of 

uncertainty; yet, people manage to navigate about their daily lives in a remarkably 

rational fashion, despite a wealth of evidence suggesting that we are ill equipped to 

do so. If people were intrinsically poor at estimating the statistical likelihood of 

event A given evidence B, as the literature on statistical reasoning suggests, then we 

would perhaps expect day-to-day life to be somewhat more chaotic. This has 

prompted Krynski and Tenenbaum to suggest that statistical judgement may, in tact.
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concern more than the mere numbers, and they propose their causal Bayesian 

framework as representing a better specification of how probabilistic judgement 

operates in everyday terms.

Central to the framework is the idea that causal lacilitation ol Bayesian 

reasoning operates intuitively; in other words, the facilitation is not due to any extra 

explicit or effortful reasoning. 1 lowever, Krynski and Tenenbaum (2007) did not 

probe the intuitive aspect of causal facilitation experimentally, and furthermore used 

only a narrow range of experimental materials. If the effect is indeed real, then it 

should generalise to a range of novel reasoning problems. Furthermore, if the effect 

is intuitive in nature then it should not be affected by interfering with cognitive 

resources. Chapter 2 aimed to further investigate the causal Bayesian framework by 

attempting to replicate the causal facilitation effect using several experimental 

procedures and designs in an effort to test the robustness of the framework.

2.1.1. Causal structure in the mammography problem

Krynski and Tenenbaum (2003, 2007) propose that people do not approach 

statistical judgement in purely data-driven terms. Instead, according to their causal 

Bayesian framework, statistical judgement occurs in three progressive stages. The 

first stage involves construction of a qualitative causal model representation of the 

given information as a means of specifying how variables may be related. Causal 

relations are an immediate and compelling means by which people can make 

qualitative sense of co-occurrences, yet such structural knowledge has classically 

been seen as a source of interference in what was otherwise supposed to be an 

objective application of Bayesian principles (see next section for more). Krynski and 

Tenenbaum (2007) argued instead that an initial causal representation is an intuitive
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step iii the reasoning process, occurring without elIbrt, which can save to guide 

reasoners as to how the available statistical data can be integrated accoiding to 

Bayesian standards. At stage two of the causal Bayesian framework the reasoner is 

said to parameterise their causal model with the available statistical data bet ore, at 

stage three, conducting a statistical Bayesian analysis. 1 luis, whilst the Iramcwork 

does not reject the statistical Bayesian approach for computing the judgement, it 

suggests that in order for judgements to proceed in Bayesian terms the reasoner must 

be able to intuitively invoke causal knowledge at the outset.

Eddy (1982) famously reported that 95% of a sample of medical physicians 

committed base rate neglect on the mammography problem. The error is also

prevalent amongst non-professionals; (iigeren/ei and llollrage (1995), in one of the 

largest studies of statistical reasoning, also reported a majority of responses between

70% - 90% on their version of the mammography problem. The correct response, in

accordance with Bayes' Theorem (Equation I, p. 5) is 7.8%, meaning the highly 

inflated answers of >70% typically reported for the problem result from a failure to 

include base rates in a Bayesian analysis. Krynski and Tenenbaum (2003, 2007), 

however, report significantly reduced base rate neglect, and significant increases in 

Bayesian responses, on their amended version ol the mammography problem. 

Crucially, their amended causal problem contained the same statistical information 

as their standard problem, required the same Bayesian calculation, and had the same 

correct estimate. The main difference between problems was in how the false

positive statistic, P(E|—iH) in Bayesian terms, was presented. Rather than simply 

state the probability of a false positive mammography as in the original 

mammography problem, Krynski and Tenenbaum specified an alternative cause for 

a positive mammography: benign cysts, and argued that this small change facilitated
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the crucial first stage in their causal Bayesian framework. Bayesian responses 

increased from 25% on their classic mammography problem to around 45% on their 

causal version, suggesting a strong causal facilitation cl feet.

But how might the false positive statistic affect neglect ol base rate data? 

Macchi (1995, 2000), for instance, reports that the predominant form of the base rate 

neglect error that reasoners commit involves simply subtracting P(E|-,H) from 

P(E|H), which indicates that reasoners seem to appreciate the implications that the 

false positive statistic has for their judgment. Typically, P(E|-,H) is presented in the 

mammography problem without any indication of what actually causes a false 

positive mammography. Krynski and Tenenbaum would argue that because of the 

opaque causal basis of this term, the reasoner is forced to abandon any intuitive 

attempt to initially represent the problem in causal terms. The lack of a structured 

representation of the data means reasoners cannot recognise how statistical 

information should be integrated, as the purely statistical Bayesian approach is 

otherwise not accessible.

Whilst Krynski and Tenenbaum (2007) report convincing evidence 

supporting the causal facilitation effect, their work considered only a narrow range 

of problem materials across their four experiments: the mammography problem, the 

taxicab problem and their own CIA problem. If causal information really does play a 

key role in statistical reasoning, then the facilitation effect should generalise to novel 

statistical reasoning problems typical of those used in the field, but where causal 

structure is made clear.

2.1.2. The intuitivcncss of causal representation in statistical reasoning

Central to Krynski and Tenenbaum’s framework is the idea that reasoners
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intuitively appeal to causal relations when making judgements concerning 

uncertainly in everyday life. However, research into judgement and decision-making

has typically portrayed intuition as biasing reasoning where a more objective and 

exhaustive approach should be taken. Indeed early work into base late neglect 

posited a role for a”causality heuristic (Ajzen, 1977), whereby leasoneis were seen

to neglect crucial base rate data that could not be causally connected to the target 

case in a judgement task. Similarly, Tversky and Kahneman (1980, p. 84) suggested 

“...base rate data that are given a causal interpretation affect judgments, whilst base-

rates that do not lit into a causal schema are dominated by causally relevant data. 

Both Ajzen (1970), and Tversky and Kahneman (1980), then, would somewhat agree 

with Krynski and Tenenhaum's (2007) contention that reasoners default to applying 

a causal approach when reasoning statistically, however, the former posited that such 

an approach was a source of error and irrational in line with a purely statistical 

Bayesian norm. The literature on dual-process theories of reasoning, for example, 

sees intuition as reflecting a System One type reasoning process: a rapid, impulsive 

form of reasoning which serves to automatically contextualise judgements via 

stereotypes and heuristics such as representativeness and availability. Typically, as 

Chapter I notes, such an approach leads to errors in a wide range of reasoning tasks. 

Thus, Krynski and Tenenbaum’s (2007) position on the role of intuition in statistical 

judgement differs from the classical perspective, in that they propose that 

restructuring traditional statistical reasoning problems can in fact influence intuitive 

reasoning in a manner which then facilitates Bayesian reasoning, and that this 

approach is normative in accordance with their causal Bayesian framework.

The role of intuition in statistical judgement has been studied in more recent 

times from a dual-process perspective, which posits that intuitive judgements do not
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require working memory resources in order to function. I lowever, oveicoming 

biasing intuitions and reasoning in more objective, Bayesian teims is thought to 

require active memory resources. Using lawycr/engineei-style pioblems, l)e Neys 

and Glumieic (2008) and Franssens and De Neys (2009) have reported significantly 

increased rates of base rate neglect when participants attempted these pioblems 

whilst reasoning under concurrent cognitive load. I he task on these Bayesian 

problems is to judge the probability that a randomly selected target Irom a sample is 

either a lawyer or engineer, with evidence in the form of base rates for each 

profession in the sample as well as a short personality description of the target, 

designed to appeal to stereotypical intuitions. By interfering with working memory 

resources, reasoners were forced to rely more on intuitive judgements meaning that 

many then made probability judgements solely on the basis of personality 

descriptions, neglecting to consider the crucial base rate data. A fuller Bayesian 

analysis, which should consider the relative merit of the given statistical and 

descriptive information, is thus thought to be contingent upon having sufficient 

cognitive resources available.

Evidence to date in the literature, then, has shown that encouraging a more 

intuitive approach to statistical judgements leads to base rate neglect errors, rather 

than improvements in judgements. However, Krynski and Tenenbaum (2007) might 

argue that such findings arc not surprising, and actually support their causal intuition 

argument: reasoners are likely to intuitively infer strong causal links from the salient 

features of a personality description and the chance that the target is of a certain 

profession, whereas the typically “remote, pallid and abstract” (Nisbett & Borgida, 

1975) base rate data affords no such qualitative inferences. This is exactly their 

contention surrounding the false positive statistic in the classic mammography
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problem: the lack o f a clear cause for this data Interferes with reasoned intuitive 

tendency to represent the overall causal relations in the problem. According to the 

causal Bayesian framework, base rale neglect does not occur due to intuitive 

tendencies interfering with a statistical Bayesian analysis, but rather due to a 

“mismatch between the statistics given to people and the causal models they 

intuitively construct to support probabilistic reasoning” <p. 430). In other words, 

traditional statistical problems, such as the mammography problem, fall to 

appropriately support rcasoners Intuitions by virtue of clouding the causal relations 

between features of the problem.

Whilst forcing people to reason intuitively has been shown to lead to 

Increases in base rale neglect, it remains to be seen how people would perform under 

load should the problems be formulated in such a way as to facilitate rcasoners to 

intuitively construct a causal model representation. Should the first step in Krynskl 

and Tcnenbaum’s causal Bayesian framework Indeed be intuitively driven, then 

although forcing reasoners to attempt statistical problems under load may lead to 

more base rale neglect overall, it would not be expected to interfere with the relative 

size of the causal facilitation effect. Experiments 1 and 2 in the current chapter 

aimed to investigate this.

2.1.3. The current experiments

The experiments in the current chapter had several broad aims. Firstly, at the 

time of writing no published replications of Krynski and Tcnenbaum’s causal 

facilitation effect exist. Krynski and Tenenbaum’s (2003, 2007) own experiments are 

the only ones thus far to report facilitating effects of additional causal information in 

statistical reasoning. Given that Krynski and Tenenbaum present the causal Bayesian
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framework as representing a better normative standard, and descriptive account, ol 

statistical judgement, a primary aim of the current experiments was to implicate the 

effect and, importantly, to extend and generalise causal facilitation beyond the 

limited range of reasoning problems which were employed in the oiiginal 

experiments. The second aim was to investigate, through the use of secondary load 

manipulations, Krynski & Tenenbaum’s account ot the intuitive process that 

underlies their causal facilitation effect. They posit that the first stage of the causal 

Bayesian framework involves intuitively constructing a causal model repiesentation 

(pg. 430) that is then subsequently parameterised with the given statistical data. In 

other words, providing participants with information about alternative causes 

improves statistical judgement because it helps participants to cieate the correct 

intuitive causal model of the problem rather than facilitating theii moie cllbitlul 

explicit reasoning about the statistics it contains.

In Experiment I and 2 participants were presented with sets of 

standard or causal statistical problems in between (Experiment I ) or within subject 

(Experiment 2) designs. Both of these experiments also employed a dual-task 

paradigm, putting reasoners under concurrent load as they attempted to pioduce 

probabilistic judgements. As noted, putting reasoners under load should not interfere 

with the size of the causal facilitation effect if clarifying the causal relations in 

typical reasoning problems is of an intuitive benefit. A diminishing of the effect 

under load, however, would suggest that constructing the collect causal model 

representation requires active resources. Later in the chapter, experiments are 

described where participants were asked to reason without the presence of a 

concurrent load, but the nature of the task was manipulated such that participants had 

either to produce or to choose an answer (Experiments 3), or the format in which
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statistical information was provided was varied (Experiment t).

2.2. Experiment 1

2.2.1. Introduction

Experiment I attempted to further explore the natuie ol the causal facilitation 

effect on several grounds, and had several specific aims, firstly, the experiment 

aimed to replicate Krynski and Tenenbaum’s (2003, 2007) causal facilitation effect 

as a means of testing the causal Bayesian framework. Secondly, the experiment 

introduced a wider variety of novel problem materials with which to test the causal

effect; this was done in an attempt to generalise the effect beyond the narrow range

or problems used by Krynski and Tencnbnum (2007). The novel problems resembled 

typical statistical reasoning problems such as the mammography problem, finally,

the experiment utilised a dual-task design whereby reasoners were placed under

concurrent working memory load whilst making statistical estimates. Load has been

shown lo increase errors associated with intuitive responding (lie Neys, 2006a,

2006b; [)e Neys, Schaeken, d’Ydewalle, 2005; Verschueren, Schaeken. d'Ydewalle,

2004: Franssens & De Neys, 2009). If the causal facilitation effect is real then a main

effect o f manipulating Hie causal content of the problem would be expected,

however, should the facilitation operate on an intuitive basis then i, would be

, , . . . inilfi and causal problem content would beexpected that no interaction between loan anu tau « ,

..i . ,, . >nn(i mav interfere with reasoners ability to calculate,observed. However, given that loau may

ovnfvtprl Snecifically, if load interferes with a main effect of load may still be expected, apeemwa.

participants’ ability to calculate then It should Interfere with responses on both 

Causal and Standard problems. On the other hand, if load particularly interferes with 

causal representations then a smaller causal facilitation effect would be expected
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under high degrees of load, which would in tin 11
call into question the intuitiveness

°l the facilitation effect.

2.2.2. Method

Participants.

Forty live female and nineteen m ale participants ranging Front 18-40 years 

old were recruited through word of month and online advertising. F.ach was invited 

to v o lu n tee r for one of three daily testing periods. Participants were not offered 

payment for taking part.

Design.

The experiment had a 2 (Problem Type: Causal vs. Statistical) x 2 (Loath

High load vs. Low load) mixed design, using a dual-task paradigm. Problem Type

was varied between subjects such that half of the participants received problems

where the cause of a false positive statistic was made clear, with the remaining

participants receiving problems where no such information was given. Load was

. f „ortirinants received half of their statistical problems varied within subjects such that participants 11. ^ 1» 1

. |nad with Load order blocked such that half of under High load and hall under Low toau, wmi

ti • • . 1 , t, innii nroblems first whilst the other half received Lowthe participants received High load piomcms

load problems first.

_ . . • „¡nllt trials involving eight different statistical problems,Participants received eight u iais in t

and eight different Load patterns lo recall. Trials were presented in two blocks of 

four problems each. The dependent variable was Response I ypc.
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Materials.

Reasoning problems.

Although each participant saw only eight statistical problems, a total ol 16 

were used in the experiment (see Appendix A, pg. 24lJ). Bach ol the 16 problems 

was randomly assigned to one of two sets of eight, with each half of the sample 

receiving one o f these two sets.

Amongst the 16 problems were Kahneman and Tvcrsky's (1972b) taxicab 

problem and Gigerenzer and I lolfrage's (1995) adapted version ol liddy's (1982)

, , ,  TUa _„m„;nino 14 nroblems were novel and created in themammography problem. 1 he remaining n  p|UU,v-m

style o f statistical problems typically used it. the field. Problems resembled Krynski 

and Tenenbaunt's (20117) Experiment 2 mammography problem m thal they 

presented participants with a short description o f scenario and presented three salient

,. . . „ uaci» rate reflecting the incidence of thepieces of statistical information, a base laie

phenomenon in question; a true positive rate indicating the rate ol correct 

identifications o f the phenomenon by some form ol lest/process, and finally a lalsc 

positive rate indicating the rate o f incorrect positive identifications by the same 

test/process. Unlike Krynski and Tenenbaum's work, statistics were presented in a 

natural frequency format (out of 100) rather than single event probabilities as the 

arithmetic involved in computing a Bayesian estimate with natural frequencies is 

simpler than that required lo calculate an estimate using percentages (see Gtgerenzer 

& I loffrage. 1995). It was also expected that requiring participants lo complete a 

secondary task would increase the difficulty of the statistical reasoning lask, which 

further informed the decision lo use natural trequencies.

Causal and Standard versions o f  each problem were used, with the only 

difference between problems being whether or not an alternative cause was given for
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P(E|--I |). As Problem Type was manipulated between subjects, each participant 

received either eight Causal or eight Standard problems, with the order of the eight 

problems randomized for each participant. Responses were coded according to loin 

categories, with each category separated by more than 10% (see Dutct ( oiling in 

Results for further information). An example of each type ol pioblem can be found 

below.

Standard Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray ol the bieast tissue 

that detects tumours:

10 in every 100 have breast cancer at the time of the screening. 8 in every 10 

of those with breast cancer will receive a positive mammogram. I lovvever, 20 

in every 90 of the remaining cases without cancer will also receive a 

positive mammogram.

Of those that receive positive mammographies, what % would you expect to 

have cancer?

Causal Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray of the breast tissue 

that detects tumours:

10 in every 100 have breast cancer at the time of the screening. 8 in every 10 

of those with breast cancer will receive a positive mammogram. However, a 

dense but benign cyst, which looks like a cancerous tumour on the X-ray, can
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cause positive mammograms in those without cancer; this occurs in 20 in 

every 90 cases without cancer.

O f those that receive positive mammographies, what % would you expect to 

have cancer?

Load task.

At the beginning of each trial participants were shown a 3x3 grid containing 

a pattern of dots. Participants were required to keep the displayed pattern in memory 

"■hilst calculating an answer to the statistical problem. After submitting a statistical 

estimate participants then had to recall the dot pattern on a blank 3x3 grid. This task 

vvas used as it has been previously shown to increase rates of intuitive base rate 

ueglect responses (De Neys & Glumicic, 2008; Franssens and De Neys, 2009). High 

*°ad patterns comprised complex, 4-dot patterns with dots appearing in randomised 

squares. Low load patterns involved simple 3-dot patterns, where dots always 

appeared in adjacent squares, thus comprising a line in each instance. Given their 

simplicity, it was anticipated that such patterns would offer little interference with 

cognitive resources. As such, low load represented a control condition in the current 

experiment as in De Ney’s (2006a). Each grid was displayed for 1000ms, giving 

Participants enough time to perceive them clearly. Load was blocked such that 

Participants received four problems under low load, and four under high load, with 

blocks counterbalanced such that half o f the sample received a low load block lirst 

whilst the other half received a high load block first.
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Figure 2.1 Load task. Participants were required to recall memorised dot 

patterns after each statistical problem.

Procedure.

Participants were tested individually or in groups ol up to six in a small 

computer lab at QUB. Participants were initially given an introduction to the 

structure of the experimental trials as well as practice dot matrix arrays. Participants 

were told there was no time limit for completion of the experiment, and that use ol 

pens or calculators was prohibited. Participants had the option of taking a short break 

after half o f the trials were completed.

All experimental materials were presented on computers using E-Prime. 

Responses to the reasoning problems were entered via the keyboard, l or the Load 

task, participants used the mouse to indicate which squares on a blank 3 x 3 grid they 

could recall dots for. Clicking a space placed a dot, with another click removing the 

dot; participants were free to place as many or as few dots as they could recall, and 

were not under time-pressure for recall. Upon submitting a pattern of recalled dots a 

slide appeared indicating that the next trial would begin upon pressing the spacebar.

Upon completion of the experiment, participants were given a verbal 

debriefing outlining the aims of the experiment and were given the opportunity to 

ask the experimenter any questions. The instructions given to participants at the 

beginning o f the experiment can be found in Appendix A (pg. 256).
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2.2.3. Results

Data coding.

Whilst Krynski and Tenenbaum coded responses according to three 

categories -  Bayesian, base rate neglect, and a composite of other errors -  the 

current experiment used four categories of response. Besides Bayesian and base rate 

neglect responses, answers produced by over-emphasising the base rates were coded 

as base rate overuse, with all remaining responses coded as Other. The decision to 

code base rate overuse responses follows Evans, I landley, Pcrham, Over and 

Thompson (2000) who report significantly elevated levels of the response on their 

statistical problems. Furthermore, the parameters used to assign answers to each 

category in the current experiment also differed from those of Krynski and 

I enenbaum. In their experiment, only exactly correct estimates were designated as 

Bayesian, with any estimate larger than the value produced by P(£'|//) - P(E |-dl) 

coded as base rate neglect. All remaining responses in their Experiments I and 2 

were collapsed into a composite variable. In the current experiment, any response 

within 5% of an exact Bayesian, base rate neglect or overuse response was assigned 

to that respective category, with remaining responses coded as Other. Calculation of 

an exact Bayesian response was likely made more difficult in the current experiment 

given that participants were placed under concurrent cognitive load (and were thus 

also prohibited from using pen and paper), hence the ±5% decision rule allowed for 

calculation errors. The Bayesian estimate for several of the current experimental 

problem materials was also greater than the value produced by P(E |//) - P(E|-ilI), 

rendering this decision rule unusable for base rate neglect.

Given the frequency format, Bayesian estimates could be given by 

calculating the ratio of the given number of true positive instances to the product ol
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true and false positive instances. Using data from the mammography problem 

presented under Reasoning Problems above: a Bayesian response in this instance 

could be represented by a ratio of ̂  (29%). It was expected that those failing to

recognise the simpler Bayesian strategy may opt to represent data as relative 

percentages. In these cases, base rate neglect responses involved calculating a ratio

o f—-y1"-' , = 78%, whilst a response of 10% resulted from anchoring on the base 
80 % + 22%

rate data given in the problem. Any response which did not fall within 5% of these 

given responses was coded as Other.

Load task analysis.

To ensure that participants engaged sufficiently with the Load task, the 

number of load patterns successfully recalled was analysed in a 2 (Problem Type) x 

2 (Load) mixed design ANOVA, which revealed a main effect of Load, F( I, 62) =

5 1.03, p < ,001, eta2 = .45, such that fewer complex patterns were remembered 

(mean = 2.64 out of 4 (66%), SD =1.10) than simple patterns (mean = 3.64 out of 4 

(91%), SD = .57). Participants were thus seen to have attended to the Load task 

sufficiently. None of the remaining effects were significant (all ps > .6). Further 

inspection of the results indicated a large degree of variation in performance on the 

recall task. Only 15 participants successfully recalled all eight patterns, 13 

participants recalled five patterns, and five participants recalled four or fewer of the 

patterns. This suggested that the potential effects of load on reasoning performance 

may be variable contingent on degree of engagement with the secondary task, and as 

a result load task performance was included as a covariate in subsequent analyses.



Reason in i’ task analyses.

Table 2 .1 indicates the mean levels of each Response Type across Problem 

Type and Load variables.

In order to investigate for effects of problem content and load on 

participants’ responses, a series of 2 (Problem Type: Causal vs. Standard) x 2 (Load:

11igh vs. Low) ANCOVAs were run for each Response Type, with Load Accuracy 

included as a covariate. Problem Type was not seen to significantly affect the rate of 

Bayesian responding (/; > .6), however, a main effect ol Load approached 

significance, F( 1.61) = 2.99, p  < .09, eta2 = .04, and suggested that participants 

tended to produce fewer Bayesian responses under High load (mean = .88 out of 4 

(22%), SD = 1.22) compared to when under Low load (mean = I out of 4 (20%), SI) 

= 1.08). I he interaction between Load and Load Accuracy also approached 

significance, F( 1.61) = 3.92, p < .06, and suggested that, on both Problem Types, 

the effect of Load was greater for those participants that successfully recalled more 

patterns. Problem Type and Load did not interact to affect Bayesian responses (p > 

.9). To further investigate the marginal effect of Load, a median split was conducted 

on the data such that participants who successfully recalled more than 6 load patterns 

were grouped as “High Accuracy”, with the remaining participants grouped as “Low 

Accuracy”. A 2 (Problem Type) x 2 (Load) ANOVA on Bayesian responses was 

now conducted for each accuracy group. Analysis indicated a main effect of Load on 

Bayesian responses within the High Accuracy group, f'(l, 27) = 7.353, p  < .02, who 

produced significantly more Bayesian responses under Low load (mean = 1.10 out of 

4 (28%), SD = 1.21) compared to when under High load (mean = .79 out of 4 (20%), 

SD= 1.23).

For base rate neglect responses, there was no main effect of Load (p > .1),
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and neither the interaction between Problem Type and Load, nor between Load and 

Load Accuracy were significant (both j)S >.!).! lowever, a main effect of Problem 

Type was observed, F( 1,61) = 7.48. p  <.01, eta2 = .11, with participants committing 

significantly more base rate neglect errors on Standard problems (mean = 1.84 out of 

8 (23%), SD =1.42) compared to on Causal problems (mean = .94 out of 8 (12%),

SI) = 1.22). No main or interaction effects were observed for base rate overuse or 

Other responses (all ps > .1). Figure 2.2 shows the differences in levels of each 

response according to Problem Type for each level of Load.

Table 2 .1

Mean level o f  each Response Type in Experiment 1 broken down by Problem Type 

and Load (standard deviations in parentheses)

Bayesian BRN BRO Other

f I  Load LLoail ¡¡Load LLoad IILoad LLoad 11 Load LLoad

Causal .94 1.06 .50 .44 .56 1 2 1.5

(1.31) (1.13) (.84) (.71) (.91) (1.16) (1.22) (1.22)

Standard .81 .94 .94 .91 .66 .59 1.59 1.56

(1.14) (1.04) (.88) (.96) (.90) (.84) (.95) (1.16)

.88 1 .72 .67 .61 .80 1.80 1.53

(1.23) (1.08) (.88) (.87) (.90) (1.02) (1.10) (1.18)

Note: all means are out ot'a total o f four given that each participant received either four Causal or 

Standard problems under each level o f  Load.
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Figure 2.2 Mean rates of Response Types according to Problem Type across 

Load conditions for Experiment !.

The above graphs show that the overall rate of Bayesian responding was 

somewhat diminished under high load relative to low load, and also illustrate the 

significant difference in rates of base rate neglect responses across Problem Types 

which was unaffected by Load. Summary tables for all analyses above are given in 

Appendix A (pg. 259.)
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2.2.4. Discussion.

According to Krynski and Tenenbaum (2007), explicitly clarifying what 

causes a false positive result in typical statistical reasoning problems should yield an 

increase in Bayesian responses compared to problems, which do not afford the 

correct causal model representation. Furthermore, this facilitation effect is thought to 

be intuitive in nature, meaning that the facilitation effect should not be affected by 

loading working memory. Whilst Experiment 1 found that participants committed 

significantly fewer base rate neglect errors on Causal problems, no significant 

increase in Bayesian responses on Causal problems was observed. Results indicated 

a main effect of Load on Bayesian responses for those participants who engaged 

most with the secondary task and successfully recalled more patterns. These 

participants produced significantly fewer correct responses when solving statistical 

problems under I ligh load. The lack of a main effect of Problem t ype on Bayesian 

responses makes it difficult to comment on whether the lack of an interaction 

between Load and Problem Type suggests an intuitive basis for causal 

representations in statistical reasoning. However, that Causal problems lead to 

significant reductions in base rate neglect, irrespective of load, suggests that these 

problems do encourage reasoners to consider all of the given data, leading to fewer 

over-inflated estimates, and in manner which does not require working memory. 

Whilst it isn’t clear why causal facilitation did not occur, the possibility remained 

that, despite apparent individual differences in the effect of Load, even imposing a 

low load may have somehow interfered with performance on Causal or Standard, or 

both problems, to an extent that diminished overall correct responding.

Another key distinction between the results of the current experiment and 

those of Krynski and Tenenbaum (2007) was that the overall rate of Bayesian
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responding on Causal problems in the current experiment was almost half that of 

Krynski and Tenenbaum’s: 25% compared to roughly 45% in Krynski and 

Tenenbaum's (2007) Experiments 1 and 2. This issue will be considered in more 

detail at the end of the chapter.

2.3. Experiment 2

2.3.1. Introduction

Given that Experiment 1 failed to observe a causal facilitation effect on 

Bayesian responses, the question remained open as to whether facilitation operates 

on an intuitive level. The decision was taken to run another dual-task experiment, 

this time with a different experimental design, in an attempt to again explore if 

causal representations can intuitively facilitate Bayesian reasoning. Thus, the main 

aims of Experiment 2 were to again replicate the causal facilitation effect, and to use 

load to investigate the intuitiveness of the effect. A further aim of Experiment 2 was 

to study whether varying the causal structure of problems within subjects would 

have any effect on the facilitation effect. Classical studies of statistical reasoning in 

the Heuristics and Biases literature tended to use mixed designs where likelihood 

information was varied within subjects across trials, but with base rate information 

kept constant and varied only between subjects. Research has shown, however, that 

using complete within subjects designs, where all of the available information is 

varied across trials for each participant, leads to significantly less base rate neglect 

(Ajzen, 1977; Birnbaum & Mellers, 1983; Fischhoff, Slovic & Lichtenstein, 1979). 

The explanation is that such a design alerts participants to the importance of all of 

the statistical information in the problem, as opposed to emphasizing the role of the 

likelihood data. Whilst all of the statistical data was varied across trials for each
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participant in Experiment I, the causal saliency of the problems was varied between 

subjects only. By presenting the same participants with problems with and without 

mention of an alternative cause, it was anticipated that participants may be further 

alerted to the significance of the causal explanation for P(E|~■! I) which in turn would 

result in higher rates of Bayesian responding on Causal problems or, recognising the 

possibility that participants might transfer their understanding of the importance of 

the likelihood data to Standard problems, to higher rates of Bayesian responding 

overall in comparison to Experiment 1.

2.3.2. Method

Participants.

Twenty male and twenty female participants ranging from 18-30 years old 

were recruited randomly through word of mouth and online advertising and invited 

to take part in one of three daily testing periods. Participants were not offered 

payment for taking part.

Design.

The experiment had a 2 x 2 entirely within subjects design. Independent 

variables were the same as in Experiment I. Participants now received all 16 of the 

statistical problems (as opposed to a set of eight) in dual-task trials. Each participant 

attempted Causal versions of one set of eight randomly determined problems and the 

Standard versions of the problems in the other set. The assignment of problems to 

each set was counterbalanced to each level of the Problem Type variable. Load was 

blocked such that participants attempted four Causal and four Standard problems in a 

High Load block, and the remaining problems in a Low Load block, with block
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order counterbalanced. Four randomly selected Causal and Standard problems were 

assigned to each Load block, and these assignments were counterbalanced 

throughout the experiment. As previously, the dependent variable was Response 

Type.

Ma tenais.

The experiment used the same reasoning materials and load task materials as 

in Experiment 1, however, each participant now received both of the sets of eight 

problems for a total of 16 trials.

Procedure.

Experiment 2 followed the same procedure as Experiment 1. Up to six 

participants were tested simultaneously in a computer lab at QUIT Materials were 

presented using E-Prime. At the start of each trial a load pattern was displayed for 

1000ms, next a statistical reasoning problem was displayed until participants entered 

their estimate using the keypad and spacebar to confirm their response. At this point 

a blank 3x3 Load grid was displayed, with participants using the mouse to click on 

squares for which they could recall dots in. Dots could be removed be clicking the 

square again. Participants clicked a separate button to confirm their recalled dot 

pattern. Participants were under no time pressure to complete the experiment, but 

were prohibited from using pens and paper. Participants were allowed to take a break 

after the first set of eight trials had been completed.
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2.3.3. Results

Data coding.

Responses to statistical problems were assigned according to the four 

categories outlined for Experiment 1. using the same ±5% decision rule to allow for 

calculation errors.

Loud (ask analysis.

To ensure that reasoners did attend to the secondary task, a 2 (Problem Type) 

x 2 (Load) ANOVA was conducted on the number of patterns successfully recalled. 

A main effect of Load resulted, F( 1, 39) = 43.43, p < .001, eta2 - .53, suggesting that 

participants did engage with the secondary task, and recalled significantly more low 

load patterns than high (Low load mean = 7.25 out of 8 (91%), SI) .87; I ligh load 

mean = 5.58 out of 8 (70%), SD = .163). As in Experiment 1, inspecting the results 

suggested people varied considerably in their performance, with five participants 

recalling ten or fewer patterns, whilst nine participants successfully recalled 14 

patterns, for instance. To control for individual differences potentially interfering 

with load effects, Load Accuracy was again included as a covariate in analyses of 

reasoning performance.

Reasoning task analyses.

Table 2.2 shows the mean levels of each response category across Problem 

Type and Load variables.

Problem Type and Load were entered into a series of 2x2 within subjects 

ANOVAs for each category of response, with Load Accuracy as a covariate. As in 

Experiment I, neither Load nor Problem Type, nor their interaction, significantly



affected rates of Bayesian responding (all ps > .2), however, there was a main el led 

of the Load Accuracy covariate on Bayesian responses, F( 1,38) = 4.33, p < .05, eta2 

= .102. No further effects concerning Problem Type, Load, or their interaction were 

observed for base rate neglect, base rate overuse or Other responses (all ps>  A ). 

Figure 2.3 illustrates the differences in responses across Problem Types for each 

level of Load.

Table 2.2

Mean level o f each Response Type in Experiment 2 broken down by Problem Tyjne

and Load (standard deviations in parentheses)

Bayesian BRN BRO Other

¡[Load LLoad HLoad LLoad HLoad LLoad HLoad LLoad

Causal .85 .98 .98 .98 .40 .35 1.77 1.70

(1.15) (1.31) (1) (.89) (.74) (.53) (L01) (1.07)

Standard 1.03 .92 .58 .70 .43 .53 1.98 1.85

(1.31) (1.20) (•SI) (.97) (.71) (.85) (1.21) (1.10)

.94 .95 .76 .84 .41 .44 1.88 1.78

(1.12) (1.17) (.70) (.76) (.58) (.53) (.86) (.89)

Note: all means are out o f  a total o f  four given that each participant received either four Causal or 

Standard problems under each level o f  Load.

7 4



2.5 High Load

Bayes BRN BRO Other
Response Type

N Causal 
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Figure 2.3 Mean rates of Response Types according to Problem Type across 

Load conditions for Experiment 2.

The graph illustrates that the most salient difference in responding is in levels 

of base rate neglect across Problem Types, with participants now producing more 

neglect errors on Causal problems relative to Standard, particularly under high load. 

Remaining responses did not tend to fluctuate much between Problem Types or 

across Load conditions.
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In order to follow up on the effect of Load Accuracy on Bayesian responses, 

the correlation between the variables was examined and discovered to be positive, 

r(40) = .32, p < .05, meaning participants who performed well on the secondary task 

also produced more Bayesian responses. It was posited that this may have occurred 

due to fatigue effects whereby some participants’ performance on both tasks was 

diminished as the experiments progressed. If this was the case, then the effect should 

be more pronounced in the second block of trials that participants underwent. Thus, 

ANOVAs were conducted on each block of trials separately. Analysis of the first 

trial block indicated no significant effects (all ps > .1), whilst an effect of the 

covariate was observed in the second block, F( 1, 37) = 6.07,/? < .02, eta2 = .14, with 

the corresponding correlation also proving significant and positive, r(40) = A ,p  < 

.02. Summary tables for all analyses above are given in Appendix A (pg. 263.)

2.3.4. Discussion.

Presenting participants with problems that provided information regarding 

alternative causes for P(E| —iH) again failed to significantly improve levels of 

Bayesian responding. In fact, by varying the causal saliency of problem scenarios 

within subjects it was found that Causal problems actually led participants to neglect 

the base rates somewhat more often than on Standard problems, a finding which 

directly contradicts Krynski and Tenenbaum’s (2007) causal facilitation hypothesis. 

Analysis also suggested that individual differences in fatigue, especially in the latter 

half of the experiment, explained the positive correlation between Load Accuracy 

and Bayesian responding.

Whilst significantly increased Bayesian responding has previously been 

reported in within subjects designs (e.g. Ajzen, l ‘)77; Birnbaum & Mellers, 1083),
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those experiments specifically varied base rate information within subjects, where 

traditionally such information had been held constant. Base rates were varied on a 

per-trial basis across both Experiments 1 and 2 in the current work, however, and the 

main within subjects manipulation in the current experiment was whether a cause 

was provided for P (E|_,H). One possibility is that the effect of providing information 

about an alternative cause was somewhat amplified by the absence of that 

information in some trials, and that the outcome of this amplification was to anchor 

participants’ attention on the likelihoods and to lead them to neglect the base rate.

It is noteworthy that drawing participants’ attention to the likelihoods and 

providing causal explanations for both of them once again did not increase rates of 

Bayesian responding as a causal models account appears to predict, replicating the 

result found in Experiment I. Given this, the possibility again arose that the dual

task paradigm may have interfered with performance in the Causal or Standard 

problems, or both, and thus inhibited detection of any causal facilitation effect. 

Despite this, the rate of correct responding on Causal problems (23%) was again 

substantially reduced compared to that reported by Krynski and Tenenbaum (2007, 

45%), and remained a stable finding from Experiment I despite the change in 

experimental design. Given the stability of this finding across two experiments, an 

experiment was now conducted in which participants were not placed under load; of 

interest would be whether a causal facilitation effect would now be visible, and how 

the rate of Causal Bayesian responses would be affected by the change in procedure.

2.4. Experiment 3

2.4.1. Introduction

Facilitating reasoners to construct the correct causal model representation of
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the statistical problems failed to improve accuracy across two experiments. In an 

attempt to test Krynski and Tenenbaum’s (2003, 2007) claim that such an effect is 

intuitive in nature, Experiments I and 2 placed reasoners under concurrent load -  a 

procedure designed to force people to reason more intuitively by interfering with 

working memory resources (De Neys, 2006a, 2006b; Franssens & De Neys, 2009). 

Despite finding an effect of Load for Bayesian responses in Experiment I, the lack 

of a Causal facilitation effect meant that it was still unclear as to what part of the 

reasoning process (representation or calculation) Load was exerting an influence on. 

The lack of causal facilitation or load effects in Experiment 2 further clouded this 

issue. As the dual-task procedure may have inadvertently degraded overall 

performance in such a manner as to prevent detection of a causal facilitation effect. 

Experiment 3 introduced several experimental changes in attempt to address this and 

other possible issues arising from the lirst two experiments, f irstly, a dual-task 

paradigm was not employed in this experiment. Another possible issue arising from 

Experiments I and 2 was the high rates of Other responding that were observed. 

These essentially random responses may indicate that participants could have simply 

struggled to compute Bayesian estimates. To alleviate the potential issue of 

computation, Experiment 3 introduced multiple choice statistical problem materials, 

with half of the participants allowed to choose from a selection of four possible 

estimates for each problem. It was expected that that the rate of random responding 

would now decrease in favour of an overall improvement in performance. Of greater 

interest was whether multiple-choice responses would result in greater responding on 

Causal over Standard problems.

Experiment 3 also afforded the opportunity of coding response data in line 

with Krynski and Tenenbaum’s strategy (see Data Coding in Experiment I results).
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Because the Bayesian probability estimate was higher than P(/?|//) — P(E|-iH) for 

some of the problems in Experiments 1 and 2, a comparison of results obtained using 

the two coding systems was impossible. In the problems selected for Experiment 3, 

the Bayesian estimate was always lower than P (£ |//)  — P(E| —iH) which permitted 

coding of responses according to both strategies, and subsequent comparisons to be 

made.

2.4.2. Method

Participants.

Fifty two male and forty eight female participants ranging from 18-45 years 

old were recruited on-campus at a number of sites at Queen’s University, Belfast. 

Participants were not offered payment for participation.

Design.

The experiment used a 2 (Problem Type: Causal vs. Standard) x 2 (Response 

Format: Multiple vs. Open) between subject design. Participants received either four 

Causal or Standard reasoning problems, and were either given a choice of four 

answers for each problem or asked to produce an open estimate. The dependent 

variable was Response Type.

Materials.

A subset of four of the problems used in Experiments I and 2 was selected 

for Experiment 3: the mammography, tornado, pregnancy test, and drug test 

problems. These were selected on the basis that they produced the greatest 

differences between Bayesian and base rate neglect responses on average across
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Experiments I and 2. Reasoning problems were now presented on paper with 

participants giving written responses, and each participant received the same four 

problem scenarios. At the end of each problem participants in the Free Response 

condition were asked to state the percentage chance of a particular outcome (“Of 

those that receive positive mammographies, what % would you expect to have 

cancer?“). Participants in the Multiple Choice condition were given a selection of 

four potential answers presented as percentages. Each of the four answers reflected 

one of the four categories of response according to the coding strategy used for 

Experiments I and 2. “Other” responses in this case were random numbers that were 

separated from each of the other answers by at least 10%.

Procedure.

Participants were approached at various locations around the university and 

asked if they would like to take part in an experiment concerned with statistical 

reasoning. Those who showed interest were given a page that contained the four 

reasoning problems and a pen with which to respond. Participants were asked not to 

use calculators or to confer if colleagues were present. Participants were advised not 

to take longer than ten minutes to complete the problems. The specific instructions 

given to participants are presented in Appendix A (pg. 257.)

2.4.3. Results

Data coding.

Response Type data was now coded in two ways. Free Responses were coded 

according to the same four-category strategy employed in Experiments I and 2.

Here, any response within 5% of the exact Bayesian, base rate neglect or base rate
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overuse response was included in that category of response. Remaining responses 

were coded as Other. Next, Free Response data was recoded according to Krynski 

and Tenenbaum’s three category strategy and re-analysed. I lere, only exactly 

correct responses were coded as Bayesian, with any response greater than \3(E\H) - 

P(E|-iH) coded as base rate neglect. Remaining responses were coded as Other. Free 

Response data could thus be compared across both coding schemes.

Four category coding.

Tables 2.3 and 2.4 indicate the mean level of each type of response according 

to Problem Type for each Response Format.

A series of 2 (Problem Type) x 2 (Response Format) ANOVAs was 

conducted to compare rates of each Response Type across Problem Type and 

Response Format. A main effect of Problem Type was found for Bayesian responses, 

F( 1, 96) = 23.24, p = <.01, eta2 = .2, such that participants produced a significantly 

greater rate of correct responding on Causal problems (mean = 1.56 out of 4 (39%), 

SI) = 1.09) compared to Standard problems (mean = .82 out of 4 (21%), SD = .80). 

An accompanying main effect of Problem Type was also found for base rate neglect 

responses, F( 1, 96) = 17.13,/; = <.001, eta2 = .15, with fewer neglect errors on 

Causal problems (mean = .62 out of 4 (16%), SI) = .67) compared to Standard 

problems (mean = 1.28 out of 4 (32%), SD = 1.05).
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Fable 2.3 ■

Mean level o f each Response Type in the Free Response condition for Experiment 3, 

broken down by Problem Type (standard deviations in parentheses)

Free Response

Bayesian BUN BRO Other

Causal .96(1) .80 (.69) .69 (.74) 1.38 (1.02)

Standard .42 (.58) 1.70 ( 1.04) .71 (1) 1.17(1.09)

.70 (.86) 1.25 (.98) .7 (.86) 1.28 (1.05)

Note: all means are out o f a total o f four given that each participant received either' four Causal or

Standard problems.

Table 2.4

Mean level o ft•ach Response Type in the Multiple Choice response c'audition for

Experiment 3 broken down by Problem Type (standard deviations in parentheses).

Multiple Choice»

Bayesian BRN BRO Other

Causal 2.21 (.78) .42 (.58) .5 (.72) .88 (.74)

Standard 1.19 (.80) .88 (.91) .69 (.74) 1.23 (.86)

1.7 (.94) .65 (.8) .6 (.73) 1.06 (.82)

Note: all means are out o f a total o f four given that each participant received either four Causal or 

Standard problems.

Response Format was also seen to have a main effect on Bayesian responses, 

F( 1, 96) = 39.01, p <.001, eta2 = .29 with a higher rate of Bayesian responses given
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.94) compared to when participants were required to calculate an estimate (mean = 

.70 out of 4 (18%), SI) = .86). An effect of Response Format also existed for neglect 

responses, F( 1,96) = 13.49, p = <.001, eta2 = .12 , with base rates neglected more 

often in the Free Response condition (mean = 1.24 out of 4 (31%), SD = .98) 

compared to the Multiple Choice condition (mean = .66 out of 4 (17%), SI) = .79), 

No interactions between Problem Type and Response Format were noted for either 

of these response categories (all ps >.14). Neither of the remaining two ANOVAs for 

base rate overuse and Other responses produced any significant results (all ps >. 13). 

Figure 2.4 illustrates the differences in Response Types across Problem Types for 

each level of Response Format.

when participants had Multiple Choice answers (mean = 1.68 out of 4 (42%), SI)

Response Type

H Causal 

Standard
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2 . 5  M ultiple Choice

Bayes BRN BRO Other
Response Type
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Figure 2.4 Mean rates of Response Types according to Problem Type across

Response Formats for Experiment 3.

The graphs indicate a replication of the causal facilitation effect reported by 

Krynski and Tenenbaum (2003, 2007). Participants provided a significantly greater 

number of Bayesian responses when the causal structure of the problem was clear, 

and committed significantly more neglect on Standard problems, where causal 

relations were vague. Distinct differences in responding are apparent across both 

Response Formats. When participants were required to compute an open estimate 

they were significantly more likely to commit base rate neglect compared to when a 

choice of four estimates was provided. Giving participants multiple-choice answers 

also yielded a significantly greater degree of Bayesian responses. Summary tables 

for all analyses above are presented in Appendix A (pg. 268.)

Three-category coding.

Free Responses were re-coded using Krynski and Tenenbaum’s (2007,

Experiment 2) three-category coding scheme. This version of their coding strategy 

was selected as current problem materials were based on their Experiment 2
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materials. Only the exact answer was coded as a Bayesian response, any response 

greater than P(E\H) -  F(E| —ill) was coded as base rate neglect, whilst any 

remaining responses were coded as Other. Table 2.5 shows a comparison between 

coding schemes of the mean levels of each response broken down by Problem Type.

I lere it can be seen that failing to make allowances for calculation errors when 

assigning responses to the Bayesian category resulted in near-negligible rates of 

Bayesian responding.

Table 2.5

Comparison o f mean level o f  each Response Type in the Free Response condition for 

Experiment 3 broken down by Problem Type and coding scheme (standard 

deviations in parentheses)

Bayesian BRN BRO Other

Causal

4 category .96(1) .80 (.69) .69 (.74) 1.38 (1.02)

3 category .15 (.37) 1.65 (1.07) — 2.19(1.02)

Standard

4 category .42 (.58) 1.70(1.04) .71 (1) 1.17(1.09)

3 category .08 (.28) 2.63 (1.21) — 1.29(1.12)

Note: all means are out o f  a total o f four given that each participant received either four Causal or 

Standard problems.

ANOVAs revealed no effect of Problem Type on Bayesian responses: F( I, 

48) = .571 p > .4. Problem Type did significantly affect the rate of neglect, however: 

F{ 1,48) = 9.18, /) < .01, eta2 = .16, with participants failing to account for base rates 

significantly more often on Standard problems (Causal mean = 1.65 out of 4 (41%),
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SD = ] .06. Standard mean = 2.63 out of 4 (66%), SD -  ! .21). Problem Type also

significantly affected the rate of Other responses, F( 1.48) = 8.835, p  < .01, eta'

.16, with a greater degree of random responding on Causal problems (Causal mean 

2 .19 out of 4 (55%), SD = 1.02. Standard mean = 1.29 out of 4 (32%), SD = 1.12). A 

substantial decrease in the rates of Bayesian responses was clear when data were 

coded in line with Krynski and Tenenbaum’s approach, whilst a large increase in 

levels of base rate neglect can be seen, particularly for Standard problems. Summary 

tables for the above analyses are presented in Appendix A (pg. 270.)

2.4.4. Discussion.

In contrast to Experiments I and 2, where causal structure was not found to 

improve rates of Bayesian responding, Experiment 3 more closely replicated the 

findings of Krynski and Tenenbaum (2007) and offered support for the causal 

facilitation hypothesis. Participants who received Causal problems produced 

substantially more correct responses, and substantially less base rate neglect on these 

problems, compared to participants who received Standard problems. Providing 

participants with a choice of answers for each statistical problem was also seen to 

significantly improve rates of Bayesian responses whilst at the same time 

significantly reducing the number of neglect errors. However, the size of the causal 

facilitation effect was the same in both response conditions.

Coding problem responses using Krynski and Tenenbaum’s own three 

category scheme, and using their decision rules for assigning responses to these 

categories, had a considerable effect on the results. Using their scheme, the overall 

rate of Bayesian responding fell to near floor level, whilst the overall rate of neglect 

increased substantially. This resulted in a total degradation of the causal facilitation
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effect reported above, with only an effect of Problem Type on base rate neglect 

remaining. This suggests that, whilst participants were indeed more inclined to 

appropriately consider base rate data on Causal problems, many were incapable of 

computing the exact Bayesian estimate. That participants produced significantly 

more Bayesian responses when given multiple choice answers also implies that 

reasoners were at least capable of recognising the correct estimate, but erred when 

made to produce this estimate freely. A clear disadvantage of the three category 

coding scheme is that it does not allow for some degree ol calculation error. Thus, 

many responses that are indicative of correct Bayesian reasoning in the sense that 

participants have identified how the given information should be integrated, but 

subsequently make arithmetic errors, may not be coded as Bayesian under the 

stricter, exact response criterion, an issue overcome by the four category scheme. 

The increase in base rate neglect using the three category coding scheme would be 

expected given that Krynski and Tenenbaum’s criterion for assigning responses as 

base rate neglect allowed a much large range of estimates to be included in this 

category, compared to the four category coding scheme.

A particularly interesting finding in the current residts was the fact that the 

level of Bayesian responses on Causal problems in the Free Response condition was 

24% - roughly one in four responses to causal problems was correct -  which closely 

resembles rates of correct responses in both previous experiments where free 

responses were also required. Participants in three different samples have now 

produced similar levels of Bayesian responding on Causal problems and in each 

instance the rate of Causal Bayesian responding is roughly half of that reported by 

Krynski and Tenenbaum (2003, 2007). Removing concurrent load from the 

paradigm, then, did not lead to an increase in rates of correct responding. In fact, of
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note is that there was a sharp contrast in rates of correct responding on Standard 

problems in the current experiment (11%) relative to both previous experiments 

(roughly 24% across in both experiments). It is thus this deterioration in Standard 

problem performance that would appear to account for the effect of Problem 1'ype on 

Bayesian responses reported for the current experiment. Given that Krynski & 

Tenenbaunrs (2007) sample produced a stable, 45% rate of Bayesian responding on 

Causal problems requiring free responses, the contrast in performance between theirs 

and the current samples may reflect differences in population ability, a point 

considered further in the general discussion.

In a final experiment, a particular difference between problem materials used 

in the current experiment and those of Krynski and Tenenbaum (2003, 2007) was 

addressed: the format of the statistical information given in the problems. 

Investigating this difference would show whether disparity in response between the 

current work and that of Krynski and Tenenbaum was related to difference in 

problem materials.

2.5. Experiment 4

2.5.1. Introduction

Experiment 4 aimed to replicate the causal facilitation effect observed in 

Experiment 3, and to this time explore whether another difference in methodology 

between the current work and that of Krynski and Tenenbaum could account for 

differences in results between both sets of experiments. Statistical data in the current 

problem scenarios were expressed in natural frequency form rather than the 

percentage form used by Krynski and Tenenbaum. Various studies have reported 

improved rates of Bayesian responses when statistics in the mammography problem
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are presented as natural frequencies rather than the typical percentage format (e.g. 

Gigerenzer & I loffrage, 1995; Cosmides & Tooby, 1996; Brase, Cosmides & l ooby, 

1998; Brase, 2002, 2008; Sloman, Over, Slovak & Stibel, 2003). As noted in 

Chapter 1, naturally sampled frequency data permits use of an arithmetically simpler 

formulation of Bayes’ Theorem, and this format was chosen as it was anticipated 

that people would find the judgement task difficult. However, the point remained 

that this difference in problem materials between the current work and that of 

Krynski and Tenenbaum (2007) may have accounted for the differences in results 

between both sets of work. Experiment 4 varied the format of the statistical data 

presented to participants in an attempt to examine whether the causal facilitation 

effect depends on whether the statistical information is presented in percentage or 

frequency format.

2.5.2. Method

Participants.

Seventy three male and forty seven female participants ranging from 18-31 

years old took part in the experiment. Ninety of these were politics students at QUB, 

with the remaining thirty being recruited from QUB’s McClay library. Participants 

were not offered payment for taking part.

Design.

The experiment used a 2 (Problem Type: Causal vs. Standard) x 2 (Statistical 

Format: Percentage vs. Frequencies) between subjects design. Participants again 

received either four Causal or four Standard statistical problems. 1 lalf of the 

participants received problems containing statistics presented as percentages, with
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the remainder receiving problems containing statistics presented as natural 

frequencies out of 100. The dependent variable was Response I ype.

Materials.

Experiment 4 used the same four problems used in Experiment 3. Problems 

were again presented on paper, and participants required to give written responses.

As well as receiving either the Causal or Standard version ol each problem, 

problems this time also differed according to the format in which the statistical 

information was presented. Half of the sample received statistics in frequency form 

(“ 10 out of 100 have breast cancer at the time of screening’ ) as in die previous 

experiments, w hilst half now received a version ol the problem where statistics were 

presented in percentage terms ("10% have breast cancer at the time ol screening. ')

Procedure.

Materials were initially distributed during several politics classes at QUB. 

Participants were asked not to confer with colleagues or use calculators. I hey were 

also advised not to take longer than ten minutes solving the problems. The remaining 

participants were recruited from QUB’s main library.

2.5.3. Results 

Data Coding.

Problem responses were coded in the same manner as in Experiment 3: 

firstly according to the four category strategy, and then according to Krynski and 

Tenenbaum’s three category strategy.
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Table 2.6 indicates the mean levels of each Response Type according to 

Problem Type across each level of Statistical Format.

A series of Problem Type x Statistical Format ANOVAs was conducted on 

the data. Whilst neither variable had any effects on base rate overuse or Other 

responses (all /;s > .3), effects of Problem Type were found for Bayesian and base 

rate neglect responses. Participants were found to produce a significantly greater 

level of Bayesian responding on Causal problems (mean = .85 out of 4 (21%), SI) = 

1.1) compared to Standard problems (mean = .47 out of 4 ( 12%), SI) = .83.), F{ I. 

116) = 4.47./; < .04, eta2 = .04. Participants committed base rate neglect 

significantly more often on Standard problems (mean = .82 out of 4 (21%), SI) =

.79) compared to Causal problems (mean = .43 out of 4 ( I 1%), SD = .7), F( I, 116) = 

7.81,/; < . 01, eta2 = .06. Figure 2.5 shows the mean rate of each Response Type 

across Problem Type for each Statistical Formal. Statistical Format was not seen to 

affect rates of any Response Type, nor did format interact with Problem Type to 

affect responding (/;s > .6). Rates of each Response Type were closely comparable 

regardless of what format data were presented in. Figure 2.5 illustrates the 

differences in responses across Problem Types. Summary tables are presented in 

Appendix A (pg. 271.)

Four category coding.
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Figure 2.5 Mean rates of Response Types according to Problem Type 

across each Statistical Format for Experiment 4.
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Table 2.6

Mean level o f  each Response Type broken down by Problem Type and Statistical Format for Experiment 4 (standard deviations in parentheses)

Bayesian BRN BRO Other

Causal

F

.87(1.2)

%

.83 (1.1)

F

.47 (.73)

%

.4 (.67)

F

.63 (.93)

%

.67 (.8)

F

2(1.1)

%

2.1 (.88)

Standard .43 (.68) •5 (.97) .87 (.86) .77 (.73) .43 (.63) •7 (.1) 2.3 (.98) 2 (.85)

.65 (.99) .67(1) .67 (.82) .58 (.72) .53 (.79) .68 (.91) 2.2 (1.1) 2.1 (.86)

Note: all means are out of a total of four given that each participant received either four Causal or Standard problems. F = frequency format. % = percentage format
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Table 2.7 shows the mean levels of each response type when data in the 

current experiment were re-coded in line with Krynski and Tenenbaum’s strategy. 

Results closely match those obtained in Experiment 3 when data in that experiment 

were also recoded. In particular, requiring the exact Bayesian estimate resulted in the 

assignment of near-negligible numbers of responses to the Bayesian category. 2 

(Problem Type) x 2 (Statistical Format) ANOVAs conducted for each response type 

revealed a significant effect of Problem Type on the tendency to neglect the base 

rate, F( 1, 116) = 5.356, p = <.03, eta2 = .04, with elevated base rate neglect on 

Standard problems (mean = 1.88 out of 4 (47%), SI) = 1.26) compared to on Causal 

problems (mean = 1.37 out of 4 (34%), SD = 1.16). The effect of Problem Type on 

rates of Other responding approached significance, F( 1, 116) = 3.399, p < .07, eta2 = 

.02 (Standard mean = 1.97 out of 4 (49%), SI) = 1.20; Causal mean = 2.37 out of 4 

(59%), SI) = 1. 15). None of the remaining effects concerning Problem Type, 

Statistical Format, or their interaction, were significant (all ps > . I.) Summary tables 

for the above analyses are presented in Appendix A (pg. 273).

The rate of Bayesian responding was equally low across Problem Types 

when coded according to Krynski and Tenenbaum’s criterion. Again, the rate of 

neglect responses increased drastically when coded according to Krynski and 

Tenenbaum’s rule, and a significant difference was also noted between levels of 

neglect on Causal and Standard problems.

Three-category coding.
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Table 2.7

Mean level o f each Response Type broken down by Problem Type and Statistical 

Format for Experiment 4 (three category coding, standard deviations in 

parentheses)

Bayesian BUN Other

F % F % F %

Causal .33 (.55) .2 (.56) 1.3 (1.3) 1.4 (.97) 2.3 (1.2) 2.37 (.99)

Standard .2 (.48) • 1 (.31) 1.8 (1.2) 1.9 (1.3) 2(1.1) 1.9 ( 1.3)

.27 (.51) .15 (.44) 1.5(1.2) 1.7(14) 2.1 (1.2) 2.1 (1.1)

Note: all means are out o f  a total o f four given that each participant received either four Causal or 

Standard problems. F = frequency format, %  -  percentage format.

2.5.4. Discussion.

Experiment 4 demonstrated further support for the causal facilitation 

hypothesis. Significant improvements in Bayesian reasoning were noted when the 

problem description included an explicit reference to what causes false positive 

results, which aided reasoners in constructing the causal model representation upon 

which to base a statistical estimate. Given the equivalence of both Problem Types in 

all regards except for the explicit causal explanation for P(E|-iH), it again appeared 

that reasoners were sensitive to the causal structure of the statistical problem and that 

it positively influenced participants’ reasoning process. As in Experiment 3, coding
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the current data in accordance with Krynski and Tenenbaum's (2007) specifications 

led to the disappearance of the causal facilitation effect, with a sharp reduction in the 

overall rate of Bayesian responses and accompanying increase in base rate neglect. 

Again, it would appear that participants in the current experiments found calculation 

of an exact Bayesian response difficult in comparison to those tested by Krynski and 

Tenenbaum (2003, 2007), an issue returned to in the general discussion.

The format in which statistical data was presented did not affect levels of 

each Response Type; all responses were similarly matched regardless of whether 

statistical information was presented in percentage or frequency terms. This indicates 

that the differences in results between the current experiments and those of Krynski 

and Tenenbaum (2003, 2007) were not simply as a result of presenting statistical 

data in a different format. Despite the fact that the nested set relations are typically 

clearer in natural frequency based problems, which can make the arithmetic required 

to calculate a Bayesian estimate simpler, what appeared to matter more to 

participants was whether a causal model representation could be easily inferred. That 

an effect of Problem Type was noted, but not of Statistical Format, may give support 

to Krynski and Tenenbaum's argument that an appreciation of the causal structure of 

the problem is a primary, and intuitive, means of informing statistical Bayesian 

analysis.

The rate of Bayesian responding on Causal problems in the current 

experiment (21%) again fell closely in line with equivalent response rates in the 

previous experiments, meaning that across four experiments of very different 

experimental designs the rate of Bayesian responding on Causal problems ranged 

from 21% to 25%. Furthermore, the rate of Standard Bayesian responses in the 

current experiment (12%) was closely related to that reported in Experiment 3.



2.6. General Discussion

The four experiments described in Chapter 2 were designed to further explore 

the causal Bayesian framework devised by Krynski and Tenenbaum (2007) and to 

test, using a secondary load procedure, whether additional causal information 

facilitates statistical reasoning at an intuitive level. Results across the four 

experiments provide mixed evidence for causal facilitation, and call into question the 

efficacy of the causal Bayesian framework despite Krynski and Tenenbaum's (2003, 

2007) seemingly convincing results. Experiment 1 found that clarifying a cause for 

the false positive statistic led to a significant decrease in base rate neglect, however, 

this decrease was not accompanied by significant increase in Bayesian responding on 

Causal problems, as the causal Bayesian framework would have predicted. 

Experiment 2, however, failed to find any substantial effects of problem content. 

Whilst effects of Load in these experiments provided limited insight into the 

intuitiveness of causal facilitation, a persistent trend in the level o f Bayesian 

responses on Causal problems across all four experiments did suggest an intuitive 

basis for performance on these problems. Experiments 3 and 4 exhibited causal 

facilitation effects, with substantially higher Bayesian responding on Causal 

problems, and substantially reduced base rate neglect errors, relative to Standard 

problems. Additionally, both experiments showed that the vast majority of 

participants did not compute the exact Bayesian response, which led to the 

degradation of the effect on Bayesian responses when coded in line with Krynski and 

TenenbaunTs (2007) coding scheme.

The first question to arise is why a causal facilitation effect was observed in 

the final two experiments, but not in the first two experiments where Causal 

problems affected base rate neglect responses only. As noted, the rate of Bayesian
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responding on Causal problems remained reliably stable across all experiments in the 

chapter, meaning the facilitation effect reported for Experiments 3 and 4 actually 

came about as a result of significant decreases in Bayesian respond ing on Standard 

problems. Krynski and Tenenbaum report a 25% and 15% rate of Standard Bayesian 

responding across their first two experiments, whilst the current Experiments I and 2 

yielded over 20% Bayesian responding on these problems. Thus, as the rate of 

Causal Bayesian responding in the current experiments was consistently and 

considerably lower than that in Krynski and Tenenbaum’s work, the causal 

facilitation effect was only observed when the rate of Standard Bayesian responding 

had fallen to roughly 10% in Experiments 3 and 4.

I’lie fall in rates of Standard Bayesian responses in the final two experiments 

seems counterintuitive, given that participants were not under load as they were in 

Experiments I and 2. Differences in testing conditions may have had an impact here, 

for example participants may have concentrated harder when tested in a lab setting 

as in the first two experiments. Alternatively, it is possible that the ability level of the 

participants sampled in the different experiments also varied (for another example 

see Newstead, Handley, Harley, Wright & Farrelly, 2004). Whilst the reason is 

unclear, it is clear that the substantially higher rates of Causal Bayesian responding 

in Krynski and Tenenbaum’s experiments helped to determine the strong causal 

facilitation effects found across all of their experiments.

Why might the level of Bayesian responding on Causal problems in the 

current experiments have been lower than in Krynski and Tenenbaum’s work? One 

potential explanation for the comparatively lower rate of correct responding on 

Causal problems may be differences in the ability levels of the participants used in 

each set of experiments. Krynski and Tenenbaum (2007) report using samples drawn
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exclusively from MIT: a top-tier science and engineering university. It is likely, 

therefore, that students at MIT are generally of well above average mathematical 

competence. There does exist evidence that shows significant differences in the rates 

of Bayesian estimates on medical diagnosis problems between samples drawn from 

top-tier institutions compared to mid-tier and regional institutions (Brase, Fiddick &

I larries, 2006). This suggests that in studying statistical reasoning one must take in 

to consideration the competence of the participants, as this may have implications for 

the overall level of Bayesian responding reported. Two further results from the 

current experiments may support this claim. Firstly, results in the Causal condition 

of Experiment 3 indicate that providing participants with multiple-choice versions of 

the problems resulted in a rate of Bayesian responding of 55%. This may suggest 

that many participants do have Bayesian intuitions, but that computing an estimate 

leads to arithmetic errors that lead to responses falling outside of the Bayesian 

category. This was particularly evident in Experiments 3 and 4, where coding open 

response data in accordance with the strategy used by Krynski and Tenenbaum 

(2007, Experiment 2) led to a drastic decrease in the overall rate of Bayesian 

responses compared to when the coding scheme allowed for calculation errors of up 

to 5%. 4% of free responses in the Causal condition of Experiment 3 were 

considered Bayesian in accordance with Krynski and Tenenbaum, whereas 24% of 

responses where within 5% of an exact Bayesian response. In sharp contrast, as 

noted, Causal problems produced a consistent rate of exact Bayesian responding of 

around 43% in Krynski and Tenenbaum’s Causal condition (2003, 2007). Once 

again, this suggests that differences in ability between their samples and those tested 

in the current experiments may underlie the differences in Bayesian responses 

reported. The issue of ability in statistical reasoning is given particular emphasis in
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Chapter 4.

It is also important to consider the differences in the current problem 

materials, and those used by Krynski and Tenenbaum (2007, Experiment 2) upon 

which they were based. The first difference concerned the format of the statistical 

data presented to participants: Krynski and Tenenbaum used percentage-based data, 

whilst the primary format in the current work was natural frequencies. A virtue of 

using the natural frequency format was that problems could be presented with fewer 

statistical data than would be the case if using percentages; this decision was 

explicitly taken to reduce the complexity of a Bayesian analysis. Focussing on the 

mammography problem as the key example, Krynski and Tenenbaum’s Causal 

materials presented participants with the base rate for the alternative cause (30%) as 

well as the conditional probability of a positive mammogram given this cause (50%). 

I heir Standard problems presented a single statistic concerning the rate of false 

positive tests ( 15%). In contrast, current Standard materials told participants of the 

number of women who received positive tests in the absence of cancer, or the 

number who received positive tests in the presence of benign cysts in the Causal 

version. The equivalent percentage-based data was used in the probability format of 

Experiment 4. Whilst Experiment 4 showed that statistical format did not 

significantly impact on rates of responding, the distinction in numerical format 

meant a subtle difference existed in the nature of the correct causal model required 

for the current materials and those used by Krynski and Tenenbaum. Fewer 

statistical data concerning false positive tests meant that the correct causal model for 

the current problems required fewer parameters than that specified for Krynski and 

Tenenbaum’s problems. Although Krynski and Tenenbaum (2007) make no 

specifications as regards how the causal Bayesian framework would apply to
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problems other than their own, a key feature of the framework is supposedly its 

adaptability in using causal relations to direct Bayesian reasoning. I Iovvever, the 

current work raises an issue: what isn’t clear is whether the crucial parameters 

required for the correct causal model are the base rate of the alternative cause and 

the conditional probability of the effect given this cause (which they provided) or the 

total number of positive mammograms in the presence of the alternative cause 

(provided in the current materials). Despite this difference, the statistical calculation 

required was analogous in both studies; participants in Krynski and Tenenbaum’s 

experiments combined their given statistics to calculate the equivalent statistic which 

was expressly provided in the current problem materials. It could be that giving 

participants this statistic, rather than requiring them to work it out, may have 

interfered with parameterisation of causal models. Nevertheless, Experiments 3 and 

4 still showed that providing a causal basis for false positive statistics leads to 

improved Bayesian reasoning over a statistically equivalent, but causally vague, 

version of the problem.

An express aim of Experiments I and 2 was to investigate the intuitiveness of 

the causal facilitation effect. Whilst load has failed to affect other forms of statistical 

judgement (e.g. Bonner & Newell, 2010), the marginal effect of Load reported in 

Experiment I was somewhat in line with existing work that has reported decreases in 

Bayesian responses when participants are placed under heavy load (Franssens & De 

Neys, 2009). Whilst Franssens and De Neys’ effect was much stronger, their 

materials were also much simpler than materials used in the current experiments. 

Nonetheless, current results showed that load did have the anticipated effect on 

Bayesian responding particularly in participants who recalled more of the patterns. 

Results also indicated that fatigue effects could also influence the nature of the effect
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of load which is observed. Overall, though, it is important to note that even in those 

participants who were affected by load there was no interaction between high/low 

load and Problem Type on Bayesian responses. I his is consistent with the 

hypothesis that causal problems may influence responding in an intuitive manner. 

Furthermore, that experiments indicated a stable and consistent rate of Bayesian 

responses on Causal problems in a range of designs, procedure and using materials 

of various statistical format, with the consistency remaining despite imposition of a 

secondary load, suggests that causal structure can be a primary means of informing a 

Bayesian analysis, and a means which is not subject to factors such as working 

memory limitations. Interestingly, a similar Finding was reported by Krynski and 

Tenenbaum (2007), who noted a rate of causal Bayesian responses of around 45% in 

their first three experiments despite differences in the complexity of their problem 

materials.

To conclude, the primary aim of the experiments carried out in this chapter 

was to further investigate Krynski and Tenenbaum's (2003, 2007) causal facilitation 

effect, and to test their causal Bayesian framework under several different 

experimental conditions in an attempt to understand the psychological mechanism 

underpinning the framework. Several inferences about the framework can be drawn 

from the current results. Firstly, reasoners do appear sensitive to the causal structure 

of typical statistical reasoning problems, however, clarifying the causal relations in 

the problem does not guarantee an improvement in Bayesian estimates. 

Improvements in Bayesian reasoning were noted in only two of the current 

experiments, and in each instance the occurrence of the effect was primarily driven 

by the decrease in Standard Bayesian responses relative to Experiments I and 2, 

rather than an increase in rates of Bayesian responding. Whilst Bayesian responses
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were found to be reliably affected by Causal structure in the final two experiments, 

results suggested that the facilitation effect may not be as large in every population 

than as reported by Krynski and Tenenbaum (2003, 2007). Additionally, given the 

stability in Causal Bayesian responses across several different experimental designs 

and procedures, it is likely that the effects of causal structure on statistical reasoning 

operate at an intuitive level. Other recent research also suggests that causal 

information affects statistical reasoning at an intuitive level (Crisp & Feeney, 2009), 

and the current work adds to the picture that is emerging (for reviews see Sloman, 

2005; Gopnik, 2011; Waldmann & Hagmayer, in press), in which causal 

representations play a central role in cognition.
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Chapter 3.

Do alternative causes encourage nested sets 

representations?

3.1. Introduction

Whilst Experiments I and 2 failed to replicate the causal facilitation effect 

using a dual-task paradigm, Experiments 3 and 4 provided direct support for the 

hypothesis that probabilistic reasoning can be improved by presenting an alternative 

cause for false positive statistics. Experiments in Chapter 3 again set out to replicate 

the causal facilitation effect in a manner similar to that reported in Experiments 3 

and 4. The other key aim of the work in the chapter was to further investigate how 

the provision of causal information might facilitate statistical reasoning.

I lumans’ innate capacity for recognising and reasoning about causal relations 

is highlighted in a range of developmental studies, some of which indicate that 

infants as young as 6 months old seemingly understand the difference between 

causal and non-causal events (e.g. Leslie & Keeble, 1987; Oakes & Cohen, 1990). In 

a review of the literature, Waldman and I lagmayer (2011) showed how the concept 

and application of causal reasoning has developed, with causal models now implied 

in a range of reasoning including diagnostic reasoning (e.g. Fembach, Darlow & 

Sloman, 2010) and even legal reasoning (e.g. Lagnado & Harvey, 2008). Given the 

increasing ubiquity of Bayesianism in understanding how people think, and the 

evident intuitiveness of causal models in directing how we reason, Krynski and 

Tenenbaum (2007) have posited how these concepts may also extend to statistical 

judgement, arguing that the purely statistical Bayesian approach to judgement is of
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little use to the everyday reasoner. Koehler (1996) posits further problems with the 

classical, statistically driven Bayesian norm, for one suggesting that it is an errant 

assumption on the experimenter’s behalf that reasoners necessarily constrain their 

judgements solely to the data provided in typical problems, Krynski and Tenenbaum 

(2007) would agree with this contention: reasoners are thought to intuitively appeal 

to causal knowledge to aid statistical judgement, and err on problems where causal 

relations are not entirely clear. In other instances reasoners may extract extra 

qualitative information from the problem materials not considered useful by 

experimenters (Gabrenya & Arkin, 1979), and many have reported that reasoners, in 

fact, do not take the given base rates to solely represent prior probabilities in their 

judgements (e.g. Beyth-Marom & Fischhoff, 1983; Schneider & Fishback, 1994; 

Ginosar & Trope, 1980). In each case reasoners have “gone beyond” the information 

provided rather than assume a purely statistical approach to judgement. An intuitive 

appeal to other qualitative knowledge to supplement the judgement process, then, 

may occur where a mechanical application of statistical Bayesian principles is 

unintuitive.

Krynski and Tenenbaum (2003, 2007) improved the rate of Bayesian 

responding on the classic mammography problem through reformulating the problem 

in a manner that clarified the causal basis of all of the given evidence. Their 

contention is that people intuitively approach judgements about uncertainty by 

specifically appealing to causal knowledge as such knowledge represents a highly 

invariant means by which people can understand uncertainty in the relationship 

between variables in the real world. Causal knowledge can promote more accurate 

statistical reasoning by constraining what would otherwise be a more exhaustive 

calculation in purely statistical Bayesian terms (for more, Chapter I, section 1.3.6.).
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I lowever, several other authors have also reported improvements in Bayesian 

reasoning by facilitating reasoners to approach problems using another form of 

structured representation: nested sets. The current chapter outlines how both forms 

of representation may actually support Bayesian reasoning in a similar psychological 

sense, before describing a series of experiments which aimed to examine whether 

providing an alternative cause for P(E| —iH) may, in lact, encourage a nested sets 

structured representation of the given data.

3.1.1. Nested sets as an alternative structured approach to Bayesian

judgement.

Nested sets theorists (Mellers & McGraw, 1999; Macchi, 2000; Hvans et al. 

2000; Girotto & Gonzalez, 2001; Sloman et al. 2003) have demonstrated that 

manipulations which make the set structure of classical statistical problems 

transparent leads to significantly improved rates of Bayesian responding. 1 lere, much 

like in Krynski and Tenenbaum (2007), the contention is that classical statistical 

problems produced high levels of base rate neglect as participants had no means of 

readily inferring a structured representation to specify how a judgement should 

combine the given information. Unlike the causal Bayesian framework, however, the 

nested sets approach is focussed on clarifying how the different groups of patients in 

the mammography problem relate to each other; the collective “set" of those with 

positive mammographies is made up of two further “sets”: those with cancer, and 

those without. This approach still assumes the purely statistical Bayesian approach 

as the overarching normative means of making probabilistic judgements: participants 

are still expected to think in terms of the data, and apply Bayes’ Theorem, but 

clarifying the nested relations makes it more likely that reasoners will solve the



problem correctly. In contrast, according to the causal Bayesian framework 

reasoners initially make sense of the causal relations between concepts in the 

problem, before proceeding to the quantitative judgement; rather than “sets” of data, 

reasoners are thought to represent what causes each phenomenon in the problem.

Nested sets theory gained prominence in the literature as an alternative to the 

evolutionary natural frequentist hypothesis championed most notably by Gigerenzer 

and I Ioffrage (1995), and Cosmides and fooby (1996). Here, it was asserted that 

people are innately attuned to naturally sampled, frequency-based statistical data. In 

more general terms, frequentists propose people are inclined to rely on simple counts 

when making statistical judgements: successive exposure to a particular outcome 

given an event will lead us to update our “counts” of a) the number ol times the 

event has occurred, and b) the number of times the particular outcome has occurred, 

rather than the traditional Bayesian manner of assigning prior probabilities and 

likelihoods. Both Gigerenzer and Hoffrage (1995), and Cosmides and l ooby (1996) 

reported vast improvements in Bayesian reasoning when statistical information in 

typical reasoning problems was presented in terms of natural frequencies rather than 

percentages, and concluded that such a format had evolutionary primacy, thus 

explaining why reasoners performed better. However, initial opposition to this 

hypothesis came from Macchi (1995) who proposed that “the use of the base rate is 

linked to the effective transmission of the fundamental relationship between different 

pieces of information” (p. 204), showing significant improvements on a percentage 

based taxicab problem which had been reworded in a manner which better 

communicated the nested relations between the data. This finding would eventually 

spark an alternative explanation as to why naturally sampled frequencies improved 

reasoning, which posited that, in fact, such a format inherently clarified the statistical
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relationships between the evidence by making the nested sets structure ot the 

problem transparent.

3.1.2. How do nested sets facilitate Bayesian reasoning?

What does it mean to say that naturally sampled frequencies clarify the set 

structure of a statistical problem? When statistical data is presented as naturally 

sampled frequencies, each piece of the data is derived from the same reference class 

presented initially in the problem. For instance, the reasoner may initially be told that 

10 in 100 people have breast cancer, representing the base rate for the disease. 

Subsequent evidence may state that 8 in 10 of those with cancer receive a positive 

mammography (the true positive likelihood) and that 20 in 90 of those who do not 

have cancer also receive a positive mammography (the false positive likelihood). 

Both likelihoods are “subsets” of the iniiial 100 person sample; 8 of the 10 in 100 

who have cancer also receive a true positive mammography, whilst 20 of the 90 in 

100 who don't have cancer also receive a false positive mammography. Such a 

numerical format intrinsically partitions the data into the discrete components 

required to conduct a more straightforward Bayesian analysis than is typically 

afforded by the classic mammography problem. Thus, it should now be clear that the 

Bayesian judgement requires determining the ratio between the number of instances 

of cancer and positive mammography (8) and the total number of instances of 

positive mamographies (8 + 20 = 28). Perhaps crucially, such a nested representation 

makes it clearer to the reasoner that the denominator of this judgement, the set of 

those with positive mammographies, comprises two subsets: the set of those with 

true positive mammographies, plus the set of those with false positive 

mammographies.
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Nested sets theorists argue that the natural frequency facilitation effect is 

actually due to the format inherently clarifying the nested sets structure of the 

problem over and above an evolutionary predisposition for frequency data. Whilst 

die debate surrounding the exact nature of frequency facilitation is on-going (for 

recent reviews, see Moro, Bodanza &. Freidin. 2011, and Barbey & Sloman, 2007), 

nested sets theorists in particular point to the finding that performance on classic 

probabilistic reasoning problems can be improved ¡1 reasoners are provided with a 

visual aid which depicts the nested structure of the problem (see Figure 3.1, p. Ill),  

Both Sloman et al. (2003) and Yamagishi (2003) report that reasoners who received 

visual diagrams depicting the nested structure of the statistical data along with their 

probability based problems significantly outperformed participants who received the 

problems alone. Sloman et al. (2003) also note that provision of a diagram did not 

further increase the rate of correct responding on natural frequency based problems 

(a finding also reported by Cosmides & 'l ooby, 1996), and argued that the frequency 

based statistics already made the nested relations sufficiently clear such that the 

diagram offered no further benefit. Indeed, Tversky and Kahneman themselves 

( 1983), also alluded to set representations as underlying improvements they also 

noted with frequencies: ‘‘...explicit reference to the number of individual cases 

encourages subjects to set up a representation of the problems in which class 

inclusion is readily perceived and appreciated” (p. 309).

Sloman et al. (2003) also reported significant improvements in performance 

through linguistically restructuring Casscells et aPs (1978) probability-based 

medical diagnosis problem to make nested relations clearer. They note an increase in 

the rate of correct responses from 20% in the standard problem to 48% in their 

reworded version with clarified set relations, a roughly similar increase to that
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observed when participants were given the standard problem along with an Euler 

diagram. Macchi (1995) also reports increases in the region of 30% on reworded, 

statistically-partitive versions of several problems over classical, non-partitive 

versions. Although it may be coincidental that Krynski and Tenenbaum (2007) 

report a comparable increase in the rate of correct responding on their reworded 

mammography problems, it is nonetheless intriguing that the improvements they 

report are also on the basis of facilitating a structured representation of the problem. 

Of interest is to what extent the mental representations posited in both accounts may 

share similarities.

3.1.3. Do nested and causal representations facilitate Bayesian reasoning 

on similar grounds?

Both the causal Bayesian framework, and the nested sets hypothesis, posit 

facilitation of Bayesian reasoning through making it clear to the reasoner how the 

phenomena referred to in the problem description are related to each other. In 

understanding these relations, it thus becomes more obvious how the associated 

statistical data should be combined. Might both forms of intervention actually clarify 

the same underlying relations? If it is the case that both forms of manipulation to 

typical problem materials do cue similar representations then it would be expected 

that combining both would not lead to any multiplicative increase in reasoning 

accuracy. In order to understand how a nested sets and causal model representation 

may in fact be similar, consider Krynski and Tenenbaum’s (2007, Experiment I) 

causal version of the mammography problem:



The following statistics are known about woman at age 60 who participate in 

a routine mammogram screening, an X-ray of the breast tissue that detects 

tumors:

2% of women have breast cancer at the time of screening. Most of them will 

receive a positive result on the mammogram. There is a 6% chance that a 

woman without breast cancer will have a dense but harmless cyst that looks 

like a cancerous tumor and causes a positive result on the mammogram.

Suppose a woman at age 60 gets a positive result during a routine 

mammogram screening. Without knowing any other symptoms, what are the 

chances she has cancer?

Both accounts appear to differ on the surface in terms of the nature of the 

mental representation that they propose; Figure 3.1 indicates the representations 

promoted by each approach.

Nested Sets Representation Causal Model Representation

Figure 3.1 Nested sets (Euler) and causal model representations of the mammography

problem.



Firstly, a nested sets representation is centred specifically on explicating the 

groups of instances in each target category as sub-groups of the overall reference 

class. In this respect, a nested representation is concerned specifically with making 

the overlapping statistical relations in the problem more transparent. The Euler 

diagram in Figure 3.1, by virtue of its concentric circle design, makes it visibly clear 

that the set of people with cancer are contained within the set of those who receive 

positive mammographies, but do not make up the complete set. Reading the problem 

with this representation in mind, it should be obvious that the remainder of this set 

comprises the 6% of women who receive a positive test in the absence of the disease. 

Therefore, a nested representation clarifies that the correct judgement must consider 

the number of those who lest positive and have cancer relative to those who lest 

positive both with and without the disease.

Secondly, the causal Bayesian framework of Krynski and Tenenbaum (2007) 

proposes a mental representation on the basis of the qualitative causal relations 

between the variables in the problem. Krynski and Tenenbaum (2007) argue that 

Bayesian judgement will fail where reasoners cannot construct the correct causal 

model representation of the problem, and that tailing to present a cause for false 

positive mammographies is the basis of such interference. This mental representation 

centres on initially expressing each identifiable cause as a separate node that 

connects independently to the effect variable, and then parameterising this model 

with the given statistical data. In other words, understanding how the evidence can 

be causally related in turn directs the reasoner as to how the statistical data can be 

integrated. In the classical version of the mammography problem, reasoners can infer 

only one reason that a positive test may occur (presence of cancer), leaving 

ambiguity surrounding why else it may occur. Figure 3.2 depicts both a nested and a



causal model representation of the mammography problem side by side.

Figure 3.2 Bayesian analysis of the causal mammography problem assuming a nested 

model, or a causal model representation.

Euler diagrams make it visibly clear that the set of those with positive 

mammographies concerns more than just those with cancer and positive tests, 

specified by P(£j/7), but also contains those who test positive due to cysts. In a 

similar vein, Krynski and Tenenbaum (2007) posit that their causal facilitation effect 

operates by clarifying a causal basis for the false positive statistic, which in turn 

facilitates a causal model whereby positive tests are more clearly inferred as being 

caused by the Cancer group (true positive) and Benign Cyst group of patients (false 

positive). With this in mind, questions arise as to whether the qualitative causal 

relations in the causal mammography problem are indeed the basis of causal



facilitation, or whether specifying an alternative cause for P(E| —iH), in fact, 

encourages reasoners to represent a superordinate set of positive mammographies as 

comprising two constituent sets of patients: those with cancer and those with cysts.

3.1.4. The current experiments

Krynski and TenenbaunTs (2007) causal Bayesian framework highlights the 

apparent importance of intuitive causal model representations to statistical analysis. 

They report significant reductions in base rate neglect on the mammography problem 

when it is worded in such a manner as to make clear the causal relations in the 

scenario. Similarly, nested sets theorists suggest that Bayesian reasoning can be 

improved by facilitating reasoners to conceive of typical statistical problems in a 

structured representation, and have demonstrated such improvement by providing 

reasoners with supplementary visual diagrams showing the set relations of the 

problem (e.g. Sloman et al. 2003; Yamagishi, 2003). Having considered both forms 

of intervention in more detail, it is possible that both facilitate equivalent 

representations of the mammography problem as used by Krynski and Tenenbaum 

(2007, Experiment 1). Chapter 3 aimed to establish to what extent both 

representational forms may overlap. A series of experiments was conducted in which 

Problem Type was varied along with the presence or absence of an Euler circle 

diagram in order to investigate whether receiving both interventions concurrently 

provided any further benefit over causal manipulations alone.

3.2. Experiment 5

3.2.1. Introduction

As noted in the chapter introduction, both forms of structured representation



may facilitate Bayesian reasoning through clarifying that reasoners must integrate 

the base rate of women with cancer with the number of women who comprise the set 

of those with positive mammographies. Importantly, both manipulations make it 

clear that the set of patients testing positive consists of P(E|/7) + P(E |-i//). The 

possibility is open, then, that presenting an alternative cause may actually invoke a 

more set-oriented representation of the problem structure. Thus, the primary aim of 

Experiment 5 was to establish whether providing additional causal information for 

the mammography problem would have a differential effect on reasoning accuracy 

depending on whether the participants received a supplementary Euler circle 

diagram. If both types of manipulation promote the same form of representation in 

participants then a causal facilitation effect would only be expected in the absence of 

Euler diagrams; here, performance on the Standard problem should be typically low, 

whilst the Causal problem should facilitate increased Bayesian responding.

Providing Euler diagrams should improve the level of Bayesian responses on 

Standard problems only, and thus lead to similar levels of correct responding as on 

Causal problems. A further aim of the experiment was to replicate the Euler 

facilitation effect reported in the literature (Sloman et al. 2003; Yamagishi, 2003).

3.2.2. Method

Participants.

Thirty eight male and one hundred and sixteen female participants ranging in 

age from 18 -52  years old were tested. The sample comprised undergraduate 

students from QUB: half of these were English students, whilst the other half were 

Sociology students.



Design.

A between subjects design was used. The first independent variable was 

Problem Type (Causal vs. Standard), with participants receiving either the Causal or 

Standard version of the mammography problem. The second independent variable 

was Euler Circle (Yes vs. No), with half of the sample receiving a supplementary 

Euler circle diagram along with the statistical problem. The dependent variable was 

Response Type, which reflected participants’ responses to the statistical problems.

Mute rin Is.

Krynski and Tenenbaum's (2007, Experiment 1) Causal and Standard 

mammography problems were used. Again, the only salient difference between both 

versions was whether an explicit causal explanation for P(E|-TI) was given in the 

problem description. Statistical data remained constant across both versions, and was 

presented in percentage terms as seen in Krynski and Tenenbaum (2007). Half of the 

sample also received an Euler circle diagram: a diagrammatic representation of how 

instances in the problem description could be considered in terms of nested sets. 

Diagrams appeared after the problem text. An example nested sets diagram is found 

below. The exact problem materials used can be found in Appendix B (pg. 275.)

Figure 3.3 Euler circle representation of the mammography

problem.



Procedure.

Materials were distributed during English and Sociology lectures at QUB. 

Participants were told that use of calculators was prohibited, as was conferring with 

colleagues, and were given up to five minutes to complete the problem before 

materials were collected. The exact instructions given to participants can be found in 

Appendix B (pg. 277.)

3.2.3. Results

Data Coding.

Problem responses were initially coded using the four category strategy 

employed in Chapter 2, with the same ±5% decision rule used to allow for 

calculation errors. To recap, any response within 5% of the exact Bayesian response 

(25%) was coded as Bayesian, with this rule also being applied to responses within 

5% of the exact base rate neglect (94%) or base rate overuse (2%) responses. Any 

remaining responses were coded as Other.

Four calegory coding.

Table 3.1 indicates the overall frequency of each Response Type across 

Problem Types for Experiment 5.

Chi square analysis yielded a significant overall association between Problem 

Type and Response Type: (3, N -  154) = 19.09, p  < .01. To further explore this 

effect, a series of post-hoc chi square analyses were conducted whereby each 

category of response was compared to a composite of the remaining responses. 

Comparing Bayesian to non-Bayesian responses yielded a significant association 

with Problem Type, (1, N=  154) = 15.75, p < .001, as did comparing base rate
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overuse and non-overuse responses, /" '(I, N -  154) = 5.21,/; < .02. I he association 

was not significant when comparing neglect or Other responses with their equivalent 

composites (both /«  >.3). Results indicated a strong causal facilitation effect, with 

participants producing significantly more Bayesian responses on Causal problems, 

supporting the hypothesis that clear causal structure can promote more accurate 

judgements. Standard problems were associated with an elevated rate of base rate 

overuse in particular, indicating that participants tended to over-emphasi.se base rates 

in their judgements on these problems.

Table 3.1

Overall frequency o f Response Types according to Problem Type for Experiment 5

Bayes BRN BRO Other Total

Causal 25 10 19 25 79

Standard 4 14 32 25 75

Total 29 24 51 50 154

Differences in the rates of each response were also analysed with respect to 

whether participants received an Euler circle diagram or not. fable 3.2 indicates the 

frequency of each Response Type according to presence of Euler diagram for 

Experiment 5.



Table 3.2

Overall frequency o f Response Types according to Euler group for Experiment 5

Bayes URN BRO Other fötal

Euler 16 10 31 18 75

No Euler 13 14 20 32 79

Total 29 24 51 50 154

Chi square analysis indicated that the association between Euler circle and 

Response Type approached significance, ) f  (3, N = 154) 7. 17, p < .07. As with the

analysis of Problem Type, rates of each response were compared with a composite of 

remaining responses in order to further explore whether presence of an Euler 

diagram had effects on specific responses. Such analyses indicated a significant 

association between Euler and overuse responses, [ \ ,N  ~ 154) = 4.46, p < .04, 

with analysis of Other responses also yielding a significant association, f  (\, N -  

154) = 4.06, p < .05. Participants produced significantly more base rate overuse 

responses when given diagrams, and significantly more random responses when no 

diagram was given. Neither of the analyses concerning Bayesian or base rate neglect 

responses were significant (both ps > .5).

Further analyses were conducted on the data. A 2 (Problem Type) x 2 (Euler) 

x 4 (Response) log linear analysis was performed to investigate if any higher order 

interactions existed between the variables. Table 3.3 presents a full contingency table 

of the data according to each condition in the experiment. Analysis at a = I indicated 

that removing the three way interaction between all variables did not significantly
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affect the model fit (p > .8). Removing the Euler x Response Type interaction was 

seen to marginally effect how the data fitted the model, X  (3) -  7.28, p < .07. The 

best fitting model included the interaction between Problem Type and Response 

Type only, X  (3) = 20.89, p < .01. A summary output table for this analysis can be 

found in Appendix B (pg. 278.)

Table 3.3

Overall frequency o f Response Types in each Euler group according to Problem 

Type for Experiment 5

Euler -  Yes

Causal 

Stauda rd

Bayes

14

2

BUN

5

5

URO

11

20

Other

10

8

Total

40

35

Total 16 10 31 18 75

Euler = No

Bayes URN BRO Other Total

Causal 11 5 8 15 39

Standard 2 9 12 17 40

Total 13 14 20 32 79
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Although the three way interaction was not significant, it was decided to 

further explore responses in each Euler group separately. Splitting the data according 

to presence of Euler diagram, analysis indicated significant overall associations 

between Problem Type and Response type both within the group that received Euler 

circles: N=  75) = 11.55, p < .01. and also within the group that did not receive

Euler circles: ^ (3 , N = 79) = 8.29. p .04. To further explore the nature of the 

associations, each response type was again compared to composites of the remaining 

responses. Table 3.4 summarises the significant associations yielded by these 

analyses.

Table 3.4

Further Problem Type x Response Type analyses within each Eider group for  

Experiment 5

Euler = Yes (N = 75)

X P

Hayes vs. Non-Bayes 7.87 <01

Overuse vs. non- 5.6 <.02

Overuse

Eider = No (N = 79)

Bayes vs. non-Bayes 6.14 <.02

Note: df = 1 in each instance
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Participants in both Euler groups produced significantly more Bayesian 

responses on Causal problems compared to Standard, indicating a strong causal 

facilitation effect within both groups. Participants who received Euler diagrams were 

also found to commit significantly more base rate overuse errors on Standard 

problems in particular. Analysing for effects of Euler diagram at each separate level 

of Problem Type also found the presence of diagrams to be singularly associated 

with increased base rate overuse on Standard problems.

In summary, causal problems led to increased rates of Bayesian responding 

irrespective of whether participants received Euler diagrams or not. On the other 

hand, providing Euler diagrams was not seen to promote more accurate reasoning, 

but instead encouraged participants to over-emphasise the base rate data, particularly 

when given Standard problems.

Three category coding.

Data were recoded according to Krynski and Tenenbaum’s (2007,

Experiment 1) coding strategy whereby only exactly correct responses were coded as 

Bayesian, with any estimate greater than 80% coded as base rate neglect. This 

version of their coding strategy was selected given that the current experiments used 

their exact Experiment 1 materials. Remaining responses were coded as Other. Table 

3.5 presents the overall frequencies of each of these response types in the current 

data. Chi square analysis indicated a significant overall association between Problem 

Type and Response Type: (2, N = 154) = 9.74, p  < .01. Comparing Bayesian vs. 

non-Bayesian responses yielded a significant association (Fisher’s Exact Test, p < 

.01). The association between Problem Type and base rate neglect vs. non-base rate 

neglect responses approached significance, (1, N  = 154) = 2.82, p < .09, whilst



analysis concerning Other responses was not significant (/> = 1).

Table 3.5

Overall frequency o f Response types according to Problem type in recoded data for

Experiment 5

Bayes BUN Other Total

Causal 8 15 56 79

Standard 0 23 52 75

Total 8 38 108 154

Both coding schemes observed similar associations whereby participants 

performed significantly better on Causal problems. The most salient difference 

between coding schemes was that when the three category scheme was used, there 

was a sharp decrease in the number of Bayesian responses on Causal problems, 

suggesting that many participants struggled to produce the exact Bayesian estimate, 

echoing findings in Experiments 3 and 4. There was a marginal decrease in the 

already low number o f Bayesian responses observed for Standard problems. The 

overall number of base rate neglect responses increased, with the relative difference 

between Causal and Standard neglect responses also increasing, but following the 

expected trend. As expected, the rate of Other responses increased by virtue of 

collapsing base rate overuse responses into this category.

The data was also reanalysed with respect to whether providing an Euler 

diagram affected responding. Table 3.6 presents the overall frequencies of responses



according to presence or absence of a supplementary diagram.

Table 3.6

Overall frequency o f Response Types according to Euler group in recoded data for  

Experiment 5

Bayes BRN Other Total

Euler 5 13 57 75

No Euler o 25 51 70

Total 8 38 108 154

Recoding the data led to a diminishing of the marginal effect of I Tiler 

diagram reported earlier, as Chi square analysis indicated no significant overall 

association between presence of an Euler diagram and Response Type (p > . I). 

Comparing base rate neglect vs. Non-base rate neglect responses yielded a 

significant association, ^  (\, N -  154) = 4.24, p  < .04, with neither of the remaining 

Response Type analyses proving significant (both ps > . I)

3.2.4. Discussion.

Experiment 5 provided further support for Krynski and Tenenbaum’s (2007) 

causal facilitation effect, with results indicating that participants performed 

significantly better on their causal version of the mammography problem. Results 

again support the contention that clarifying an alternative cause for P(E| —ill) can 

facilitate improved Bayesian reasoning. Providing a supplementary Euler circle
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diagram led to significant increases in number of participants over-emphasising base 

rate data and thus producing low estimates. Subsequent analysis indicated this effect 

occurred when participants received an Euler diagram along with the Standard 

problem, with diagrams failing to have any effect on Causal problem responses.

Of interest was the finding that base rate overuse errors were the most 

prevalent response in the sample. Here, participants are responding by simply giving 

the base rate for cancer as their estimate, meaning judgements are severely under

estimated. This is not an isolated finding: Evans et al. (2000), Sloman et al. (2003), 

and Cosmides and fooby (1096) have also reported elevated levels of base rate 

overuse particularly on natural frequency based problems in which participants are 

required to give a frequency based estimate. One possible explanation is that 

participants simply "match” their response to the information referred to directly in 

the problem question. Such a strategy is analogous to the matching heuristic 

hypothesis which was posited to explain typically illogical responses on the Wason 

card selection task (Evans & Lynch, 1973; Evans, 1998), and later for base rate 

overuse responses on statistical problems with clear nested relations (Evans et al. 

2000). Krynski and Tenenbaum’s mammography problem states that 2% of women 

have cancer, and that “most of them will receive a positive result on the 

mammogram”. Given that task is to estimate the chance that a woman with a positive 

test has cancer, participants who fail to recognise the integrative nature of the 

judgement required may give a response of'2% as this information “matches” 

directly with the information referred to in the problem question. Reasoners were 

more likely to recognise the integrative judgement when given Causal problems 

(perhaps intuitively so), leading to a higher degree of Bayesian responding, whilst 

overuse errors were elevated on Standard problems, suggesting that the lack of
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coherent causal structure on these problems meant many reasoners appeared to 

misunderstand the nature of the judgement expected. That overuse errors were 

highest on Standard problems with Euler diagrams is a novel finding, and shows that 

such diagrams can actually reinforce errors in reasoning where the problem content 

does not intuitively suggest to participants that all data in the problem must be 

integrated.

Whilst diagrams appeared to have exacerbated poor reasoning, they did not 

interfere with the causal facilitation effect, which was observed both in the group 

that received diagrams and the group that did not. However, only a marginal increase 

in the rate of Bayesian responding was observed on Causal problems with diagrams 

over Causal problems alone (14 vs. II). Thus, any improvements in Bayesian 

responses came almost exclusively through manipulating the causal content of the 

problem. The lack of a facilitative effect of Euler diagrams in this experiment, 

however, does make it difficult to argue that the hypothesis that both forms of 

intervention should not interact has been sufficiently tested. As a result, a further 

experiment was conducted to once again investigate whether causal and nested 

representations were equivalent.

Finally, the rate of Bayesian responding on Causal problems in Experiment 5 

continued the trend reported in Experiments 1-4, peaking at 32% (28% when no 

diagram was provided), and again failed to reach the 45% rate reported by Krynski 

and Tenenbaum (2007), despite the current experiment using their exact materials.

3.3. Experiment 6

3.3.1. Introduction

Whilst Experiment 5 observed no significant interaction effects when
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participants were given a combination of Euler diagrams and the more causally 

structured mammography problem, that Euler diagrams failed to improve Bayesian 

reasoning on Standard problems in the manner expected suggested that the diagrams 

simply failed to have any form of facilitative effect on reasoning. As such, further 

work was required to determine whether the effects of both forms of intervention are 

additive or interactive. The primary aims of Experiment 6 were to attempt again to 

replicate the causal facilitation and Euler facilitation effects, and again to examine 

whether these effects are independent of each other. In this experiment, reasoners 

received two problems each: one Causal and one Standard. If causal structure 

representations and nested sets representations are indeed equivalent in 

psychological terms then causal facilitation effects should only be observed in the 

half of the sample which did not receive Euler diagrams.

3.3.2. Method

Participants.

Sixty seven male and fifty three female participants ranging from 18 -  36 

years old were tested. The sample comprised a range of students recruited randomly 

at QUB's main library.

Design.

A mixed design was used. Problem Type was now varied within subject such 

that each participant received a Causal and a Standard statistical problem. Euler 

Circle was varied between subjects as in Experiment 5. Half of the participants 

received a Causal problem first, whilst the remaining half received a Standard 

problem first. Problems also differed in statistical parameters, with the
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mammography problem presenting 4 parameters, and the Tornado problem 

presenting three parameters. Such a step was taken in order to prevent participants 

from carrying over any representation strategy from the first problem to the second. 

Statistical content was counterbalanced across Causal and Standard conditions. The 

dependent variable was Response Type.

Materials.

The mammography problem and Euler circle diagrams from Experiment 5 

were used, as well as the percentage based version of the Tornado problem from 

Experiment 4, presented below. The exact materials used can are presented in 

Appendix B (pgs. 275 - 277.)

Causal Tornado Problem

Assume the following statistics are known about "Tornado Season" which 

occurs along the Gulf Coast of America from late February into late April.

Over the past 20 years, tornadoes have occurred on 20% of days during 

“Tornado Season”. 75% of tornado days have been correctly predicted 3 days 

in advance of their occurrence. However, brief but severe fluctuations in 

storm activity can lead to a mistaken tornado prediction, and this has 

occurred on 30% days for which tornadoes do not occur.

What % of predicted tornadoes would you expect to occur?
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Standard Tornado Problem

Assume the following statistics are known about "Tornado Season" which 

occurs along the Gulf Coast of America from late February into late April.

Over the past 20 years, tornadoes have occurred on 20% of days during 

“Tornado Season”. 75% tornado days have been correctly predicted 3 

days in advance of their occurrence. However, tornadoes have been 

mistakenly predicted on 30% days for which tornadoes do not occur.

What % of predicted tornadoes would you expect to occur?

Procedure.

Participants were approached on campus and asked if they would like to 

participate. As previously, participants were asked not to confer, or use calculators, 

and were given around five minutes to complete the materials.

3.3.3. Results 

Data Coding.

Problem responses were coded as in Experiment 5.

Four category coding.

Given that participants in Experiment 6 attempted one Causal and one 

Standard problem, there were 16 possible response patterns in the current 

experiment. Table 3.7 presents the frequencies of each response pattern broken down 

by Problem Type.
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fable 3.7

Overall frequency o f Response Types across Problem Type for Experiment 6

Standard

Bayes BUN BRO Other Total

Bayes 11 15 3 11 40

BUN 5 9 0 10 24

BRO 2 1 1 6 10

Other 7 12 8 19 46

Total 25 37 12 46 120

Analysis of the current data involved comparing the numbers of participants 

who switched Response Type across each Problem Type; if participants were more 

inclined to switch from a non-Bayesian response on Standard problems to a 

Bayesian response on the Causal problem, for instance, this would indicate a causal 

facilitation effect. To explore how Problem Type affected responding in this manner, 

a series of McNemar Tests of Change were conducted for Response Types. Table 3.8 

summarises the response pattern data analysed. Each Response Type was compared 

with a composite of the remaining responses.
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I able 3.8

Summary o f McNcmar Tests o f  Change for Response Types in Experiment 6

Causal Bayes

Si andarci

Bayes Non-Bayes 

11 29

Non-Bayes 14 66

C *ausai BUN

Standard

BRN Non-BRN

9 15

Non-BRN 28 68

Causal BRO

Standard

BRO Non-BRO

1 9

Non-BRO 1 1 99

For Bayesian vs. non-Bayesian responses, analysis indicated that there was a 

significantly higher proportion of participants who switched from a non-Bayesian 

response on Standard problems to a Bayesian response on Causal problems (20) 

compared to the proportion that switched from a Bayesian response on Standard 

problems to a non-Bayesian response on Causal problems (14), f"(\ ,  N -  120) = 

4.55, p < .04. This suggested a causal facilitation effect had taken place. Next, a 

comparison involving those who switched from base rate neglect to non-Base rate



neglect responses was conducted, and indicated a marginally significant el feet, f ( I, 

N=  120) = 3.34, p < .07. A higher proportion of participants switched from 

committing base rate neglect on Standard problems to producing a non-base rate 

neglect response on Causal problems (28), indicating that neglect errors were 

significantly reduced on Causal problems. Finally, analysis focussed on base rate 

overuse errors, but did not observe a significant effect (p >.8).

Differences in rates of Response Types were also analysed with respect to 

whether or not a supplementary Euler diagram was received along with the problem 

materials. Table 3.9 indicates the overall proportion of each response across Euler 

diagram groups for Experiment 6.

Table 3.9

Proportion o f Response Types according to Euler group for Experiment 6

Bayes BRN BRO Other

Euler 27.9% 20.3% 14.4% 37.2%

No Euler 26.2% 30.3% 4% 39.3%

T-tests indicated that those who received Euler diagrams committed 

significantly more overuse errors (mean = .29, SD = .49) compared to those who did 

not receive the diagrams (mean = .08. SI) = .28), with /(l 18) = 2.837, p < .01. 

Marginally more neglect errors were observed when reasoners did not receive 

diagrams (mean = .61, SD = .67) compared to when diagrams were available (mean 

= .41, SD = .6), with /(118) = -1.737, p < .09. Summary tables for these analyses are 

presented in Appendix B (pg. 279.)
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Iii order to examine whether the causal content of the statistical problems was 

affecting reasoning performance independently of w hether an Killer diagram was 

provided,or not, response data was broken down by both variables, fable 3.10 

presents the full distribution of response patterns according to Problem Type for 

each Euler diagram group.

Table 3.10

Overall frequency o f Response Type, 

for Experiment 6

v in each Euler group according to Problem Type

Euler Bayes BUN

Standard

BUO Other Total

Y es Causal Bayes 6 6 2 4 18

BUN 3 3 0 3 9

BRO 0 1 1 6 8

Other 6 5 6 7 24

Total 15 15 9 20 59

No Causal Bayes 5 9

Standard

1 7 22

BUN 2 6 0 7 15

BRO 2 0 0 0 2

Other 1 7 2 12 22

Total 10 22 3 26 61



As noted in the experiment introduction, if both forms of intervention induce 

similar mental representations it would be expected that a Causal facilitation effect 

would be found only in the group of participants which did not receive Euler 

diagrams. In order to investigate this, several splits were performed on the data in 

order to determine if facilitation effects had occurred differentially contingent upon 

experimental group.

Data were initially split according to presence of Euler diagram. As 

previously, a series of McNemar tests determined the difference in reasoners’ 

tendency to switch responses across Problem Type. A causal facilitation effect 

woidd be indicated by a significantly greater tendency to switch from a non- 

Bayesian response on Standard problems to a Bayesian response on Causal 

problems; should this effect be significant in both Euler groups, this would suggest 

that both interventions operate independently. The rate of response switching for 

each Response Type was again analysed in relation to composites of the remaining 

responses, with table 3.11 offering a summary of the data analysed.

For Bayesian responses, McNemar tests indicated that a causal facilitation 

effect occurred when participants did not receive supplementary Euler diagrams, 

^ { \ , N = 6 \ )  = 5.52, p  < .02, but that the effect did not occur when diagrams were 

provided. ¿*(i, N = 59) = .19 ,p >  .6. Neither of the remaining analyses concerning 

base rate neglect and overuse responses were significant (both /?s = 1). Thus, when 

Euler diagrams were not given, participants were more likely to switch from a non- 

Bayesian responses on Standard problems to a Bayesian response on Causal 

problems, indicating a causal facilitation effect. However, when a diagram was 

available, participants produced a higher degree of Bayesian responding on the 

Standard problems, whilst Causal Bayesian responses actually diminished



somewhat.

Finally, t-tests were conducted to compare the rate of each Response Type 

across Euler diagram conditions for each Problem Type. Analysis indicated an effect 

of diagram on base rate overuse responses for causal problems only, /( 1 18) — 2.056, 

p < .05, with a significantly higher rate of base rate overuse on Causal problems 

received with diagrams (mean = .14, SD = .35) compared to when no diagrams were 

available (mean = .03, SD = . 18). Summary tables for these analyses are presented in 

Appendix B (pg. 280 - 281.)
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Table 3.11

Distribution o f  response patterns fo r  Bayesian, base rate neglect and base rate overuse responses across Problem Type in each Euler 

diagram condition for Experiment 6

Standard

Euler = Yes Bayes Non-Bayes BRN Non-BRN BRO Non-BRO

Causal Bayes 6 12 BRN 3 6 BRO 1 7

Non-Bayes 9 32 Non-BRN 12 38 Non-BRO 8 43

Standard

Euler = No Bayes Non-Bayes BRN Non-BRN BRO Non-BRO

Causal Bayes 5 17 BRN 6 9 BRO 0 i

Non-Bayes 5 34 Non-BRN 16 30 Non-BRO 56
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Three category coding.

As in previous experiments, data were also coded according to Krynski and 

renenbaum’s (2007, Experiment I) three category strategy. Table 3.12 presents the 

overall frequencies of each Response Type according to this approach.

Table 3.12

Overall frequency o f recoded Response Type, 

for Experiment 6

v across Problem Type in recoded data

Standard

Bayes URN Other Total

Causal Hayes 0 3 6 9

u r n 1 16 13 30

Other 2 26 53 «1

Total 3 45 72 120

As with the data coded according to four categories, McNemar Tests of 

Change were used to explore whether a causal f acilitation effect had occurred. 

Analysis indicated a significant association between Problem fype and base rate 

neglect responses, X*{2, N  = 120) = 4.55, p < .04, with a higher degree of switching 

to a base rate neglect response on Standard problems. Analyses concerning Bayesian 

and Other responses were not significant (both /xs > .1).

Response data were also reanalysed with respect to whether participants 

received Euler diagrams. Table 3.13 shows the frequencies of each recoded response
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across Euler conditions.

Table 3.13

Proportion of Response Types according to hitler condii ton in iccoded data for 

Experiment 6

Hayes HUN Other

Euler 6% 29% 65%

No Euler 2% 37% 61%

As in the four category coded data, a series ol t-lests was conducted to 

analyse for effects of presence o f Euler diagram on responses, but no significant 

overall effects were found in the recoded data (all ps > . 1 ).

Further analysis

Experiment 6 represented the first time in the current work that rcasoners 

received both Krynski and Tenenbaum’s mammography problem, as well as one of 

the novel reasoning problems constructed for Experiments I and 2. As noted in the 

general discussion of Chapter 2, one difference between these problems was that 

Krynski and Tenenbaum’s mammography problem refers to four parameters in the 

text, whilst the novel materials present three parameters. Additionally, Krynski and 

Tenenbaum’s materials also present likelihood data set at I, whilst likelihood data in 

the Tornado problem had a degree of uncertainty: P(E |//)  was set at 75%, and 

p (£ |_ ,//) set at 30%. The Tornado problem was thus more computationally 

demanding. To test whether performance across the problems differed significantly,



;i series of McNemar tests of change was conducted for Response Types vs. a

composite of the remaining responses as previously. None of these analyses yielded

significant associations (all ps > .1). Table 3.14 presents a breakdown of the 

response patterns across each problem content.

Table 3.14

Overall frequency o f Response Types across Problem Type for Experiment 6

Tornado

Bayes BUN BRO Other Total

Mammography Bayes 11 13 12 2 38

BRN 7 9 1 19 36

BRO 3 0 1 4 8

Other 6 3 10 19 38

Total 25 37 12 46 120

3.3.4. Discussion.

Experiment 6 indicated that the causal facilitation effect still occurred when 

Problem Type was varied within subjects. Results showed significant changes in the 

rates of Bayesian and base rate neglect responses between problems, with 

participants producing substantially more Bayesian responses on Causal problems 

and substantially less neglect on Causal problems. Given the within subjects 

manipulation of Problem Type in the current experiment, this finding is o f particular 

merit for Krynski and Tenenbaum’s causal Bayesian framework as it strongly
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suggests that the increase in Bayesian responses over neglect responses can be 

attributed to the explication of an alternative cause in the Causal problem 

description.

As in the previous experiment, visually clarifying the nested relations was 

not sufficient in itself for reasoners to correctly solve the problem in Bayesian terms, 

but did affect the type of error that participants made in much the same manner as in 

Experiment 5. Providing an Euler diagram of the nested sets relations in the problem 

encouraged participants to consider base rates to the extent that neglect was 

marginally reduced, however, many now over-emphasised the base rates and 

produced low estimates. Whilst a facilitative effect of providing an Euler diagram 

was not found in either of the experiments in the current chapter, the within subjects 

manipulation of Problem Type in Experiment 6 allowed for some insight into 

whether causal and nested interventions have effects on participants’ mental 

representations. The current experiment indicated that causal lacilitation, wheicby 

participants answered the Standard problem incorrectly but gave a Bayesian response 

on the Causal problem, was found to occur only when an Euler diagram was not 

provided. That the effect of problem content did not occur in the presence of a 

diagram would appear to suggest that clarifying the causal structure of the problem 

does not provide any further benefit when reasoners have clear picture of the set 

relations in the problem. Overall, then, clarifying the relations between the pieces of 

evidence does have an appreciable effect on how people conduct their Bayesian 

analysis, and in the absence of any clear means of discerning these structured 

relations, such as on the Standard problem alone, base rates in particular are ignored. 

Thus, in typical statistical reasoning problems many participants simply do not infer 

the importance that this data has for judgements. Euler diagrams appear to have the
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opposite effect whereby many reasoners attach too much importance to tltc base rate 

data when given this visual aid. perhaps inferring that the placement of this 

information at the centre of the diagram is a clue to its importance. Either way. it 

appears many participants do not approach the problems in Hayestan terms, or 

recognise that all data must be integrated.

3.4. General Discussion

Both experiments in Chapter 3 provided further support for Krynski and 

Tenenbaum’s (2003. 2007) causal facilitation ellect. Results bom two expet intents 

showed extensive effects of problem content on responses. Bayesian responding was 

markedly increased on problems containing a cause for the false positive statistic, 

once again suggesting a positive effect of causal structure for probabilistic reasoning. 

Results concerning Euler circle diagrams were more equivocal, with the nested 

diagram not substantially improving Bayesian responding in the manner reported 

elsewhere in the literature (e.g. Sloman et al. 2003; Yamagishi, 2003). Bayesian 

responding was marginally increased by the presence of an Euler diagram at best, a 

finding reported across both experiments of different design, with diagrams instead 

leading to significantly elevated levels of base rate overuse in both experiments. 

Finally, Experiment 6 indicated that when Euler diagrams were provided the rate of 

Bayesian responses across Problem Types was sufficiently similar such that a Causal 

facilitation effect was not observed. I lowever, the rate of Bayesian responses was 

significantly elevated on Causal problems relative to Standard problems when no 

diagram was available.

Fhe chapter introduction explained how Euler diagrams make it visibly clear 

that the set of those with positive mammographies constitutes not only those with
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cancer and positive tests, specified by but also contains those who test

positive in the absence o f cancer, specified by P(FhW ). « similar vein. Krynski 

and Tenenbaum (2007) posit that their causal facilitation effect operates by 

clarifying a causal basis for the false positive statistic, which in turn facilitates a 

causal model whereby positive tests are more clearly inferred as being caused by 

either having cancer (true positive) or by having a Benign Cyst (false positive). As 

such, it was expected that no causal facilitation effect would be found in the presence 

of diagrams. On the other hand, when no diagram was available it was predicted that 

a causal facilitation effect would be observed. Results from Experiment 6 indicated 

exactly this. I lere, performance was poor when the problem materials did not afford 

a means of inferring a structured representation specifying how data should be 

integrated (Standard problem, no diagram), but improved by explaining an 

alternative cause for false positive statistics, permitting an intuitive causal model 

representation. This effect, however, did not occur when diagrams were provided.

A quote from Sloman et al. (2003) may help to elucidate the significance of 

this finding: “Most representational schemes that identify instances and the 

categories they belong to will automatically also specify the set structures relating 

the categories (e.g. Euler circles, mental models, taxonomic hierarchies)” (p. 208).

By specifying an alternative cause for false positives (benign cysts), this may induce 

reasoners to conceive of the problem in terms of sets in line with figure 3.4 below, 

for example, which closely matches the Euler diagram representation of the standard 

mammography problem presented in figure 3.3.
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Figure 3.4 A causes-as-sets representation of the mammograph)

problem.

Another issue arising front the current work concerns why the nested diagram 

failed to produce improvements in Bayesian reasoning, commensurate with results 

reported by the likes of Slontan et al. (2003) and Yamagishi (2003). One point to 

note is that the literature on how nested diagrams may facilitate Bayesian reasoning 

is currently small, with little consistency between studies. For instance, whilst 

Sloman et al. (2003) report a 48% rate of Bayesian responding when a standard 

problem was presented with an Euler diagram, Yamagishi (2003) notes an average of 

75% Bayesian responding across initial experiments when participants received a 

roulette wheel diagram (which also shows the nested relations), despite both studies 

having similar sample sizes. Although Euler diagrams did facilitate better reasoning 

relative to problems alone in each study, the rate of facilitation was very different in 

each case. Brase (2009) noted that several forms of diagrams that explicated nested 

set relations did lead to improvements in Bayesian reasoning relative to a probability 

problem alone, yet Euler diagrams in particular did not lead to such improvements. 

Brase concluded by noting that "in practical terms, this research indicates that not all 

types of pictorial representations are equivalently useful” (p. 380). More recently.



More, Bodanza & Freidin (2011) also failed to observe significant diagram 

facilitation effects, which included Euler diagrams. The reliability of facilitation 

effects with Euler diagrams, then, is not without question, and the current results 

further suggest this. Experiments 5 and 6 both observed significant increases in base 

rate overuse when materials included a visual diagram. Whilst the discussions ol 

these respective experiments noted that several other studies have reported elevated 

levels of overuse where natural frequency based problems are used (where nested 

relations are intrinsically clear), the current results are the ilrsl to suggest that a 

visual specification of the nested relations in the problem can also elicit this error in 

reasoning.

One possible explanation for this effect is that participants initially assume 

the nature of the judgement required upon reading the problem, and subsequently use 

the diagram to confirm this initial assumption, rather than deny it (perhaps 

demonstrating a confirmation bias effect). Using an eye-fixation paradigm, research 

by Hegarty and Just (1993), for example, showed that when given supplementary 

diagrams along with a text-based problem, reasoners sequentially create an initial 

mental representation of the problem based on encoding portions of the text, before 

constructing a more global representation by integrating this with information from 

the diagram. In other words, people use the diagram to confirm the model they have 

constructed from the text. Krynski and Tenenbaum (2007) would argue that 

reasoners will not intuitively recognise the correct means of integrating the data on 

the standard problem due to its vague causal structure, meaning that many will have 

incorrect initial assumptions as to how the evidence should be combined, or may not 

recognise that an integrative judgement is required. As noted, Evans et al. (2000) 

proposed that reasoners may be subject to a matching bias, which may account for



base rate overuse errors on statistical tasks: participants who fail to understand that 

data must he combined may instead simply respond in accordance with the data 

specifically referred to in the question wording. Current participants may simply 

have not appreciated how the nested relations in the Euler diagram pertained to a 

judgement of probability, and may instead have interpreted the diagram as literally 

signalling the importance ol the base rate statistic by placing it at the centre ot the 

diagram, a hypothesis analogous to that suggested by Sloman el al. (2003,

Experiment IB).

Finally, and as in Chapter 2, whilst a causal facilitation effect was found in 

both experiments, the absolute levels of Bayesian responding were found to be 

markedly decreased relative to the work ol Krynski and 1 enenbaum; an average ol 

32% of responses on Causal problems across Experiments 5 and 6 were Bayesian, 

compared to around 45% in Krynski and Tenenbaum (2007). Importantly, the 

stability in this finding was now extended to experiments that employed Krynski and 

Tenenbaunvs exact mammography problem materials. Given this, it was likely that 

the difference in rates of correct responding on causal problems was due to 

differences in the samples used by each ol the studies, a point which may also have 

implications concerning the fluctuations in nested diagram facilitation reported in the 

literature, and current experiments. Several studies in the literature reporting high 

degrees of facilitation in statistical reasoning, be it due to natural frequencies (e.g. 

Cosmides & Tooby, 1996); nested sets and diagrams (Sloman et al. 2003); or causal 

structure (Krynski & Tenenbaum, 2007) have employed samples from Stanford, 

Brown and MIT respectively, with no appropriate controlling for cognitive ability. 

Whilst the experiments described in the thesis thus far have demonstrated reliable 

causal facilitation effects, the lower overall rates of Bayesian responses highlight that
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sample ability may have a potentially key role in determining how apparently 

effective interventions are. Furthermore, despite the high levels ol Bayesian 

responding reported in other studies, just over half of responses on Krynski and 

Tenenbaum’s Causal problems, for instance, remained incorrect. Similarly, Sloman 

et al. (2003, Experiment two) noted that “the problem remained difficult for just over 

half the participants for reasons of calculation or conceptual mapping despite 

transparent nested-sets structure” (p. 302). I hat half ol these samples still failed to 

respond correctly, despite facilitative interventions, highlights how difficult these 

problems can be even for high ability reasoners. I hese laets suggest that the overall 

ability of the samples used in these kinds of experiments needs to be considered 

closely, and in Chapter 4 a final series of experiments was conducted to further 

explore this issue.
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Chapter 4.

Is the causal facilitation effect contingent upon 

numeracy?

4.1. Introduction

Chapter 3 successfully replicated Krynski and Tcnenbaum’s (2003, 2007) 

causal facilitation effect across two experiments, observing significantly improved 

Bayesian reasoning on the Causal mammography problem relative to the Standard 

version. Strikingly, both experiments in Chapter 3 again indicated a close 

consistency in levels of Bayesian responding on C ausal problems — 32% in 

Experiment 5, 33% in Experiment 6 -  mirroring a persistent trend also found across 

the experiments conducted in Chapter 2 .1 lence, in all experiments described thus far 

in the thesis the rate o f Causal Bayesian responding has been consistently and 

decidedly lower than rates of Bayesian responding reported by Krynski and 

Tenenbaum. furthermore, as noted in the previous chapter, several studies have 

reported vast improvements in Bayesian reasoning by providing reasoners with 

supplementary visual diagrams (Sloman et at. 2003; Yamagishi, 2003), and still 

others report similarly vast improvements when statistics in typical reasoning 

problems are presented as natural frequencies (Gigerenzer & Hoffrage, 1995; 

Cosmides & l ooby, 1996). Previous chapters have failed to find significant 

improvements in reasoning concerning either ol these interventions.

Why might the earlier experiments in this thesis have failed to replicate the 

strong improvements found by the likes of Cosmides and looby (1996), Sloman et 

al. (2003) or, indeed, Krynski and Tenenbaum (2007)? As alluded to in the
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discussions of Chapters 2 and 3, one potential issue with the studies mentioned 

previously concerns the expected cognitive ability of the samples they employed. 

Many of the large improvements reported in Bayesian reasoning, whether they were 

due to supplementary Euler diagrams, frequency based statistics, or clarified causal 

structure, have been found in samples of students from highly select institutions such 

as Stanford, Brown and MIT. No attempts were made in these studies to sufficiently 

account for the possible role of ability in potentially driving the efficacy of 

interventions, let alone in driving general performance. I he experiments in this 

chapter will aim to address this issue specifically by directly investigating if 

differences in sample abilities underlie the effectiveness of causal structure 

manipulations. A secondary aim will be to explore to what extent performance on the 

mammography problem, irrespective of Problem Type, is mediated by the ability of 

the reasoner. It is hoped that studying these issues in detail may provide insight into 

why the level of Bayesian responding on Causal problems in thesis has been 

consistently lower than would be predicted by Krynski and Tenenbaum.

4.1.2. How has cognitive ability been implied in reasoning?

The notion that cognitive ability may play a crucial role in Bayesian 

reasoning makes intuitive sense, especially given that the purely statistical Bayesian 

approach to statistical judgem ent-the norm by which performance on probabilistic 

reasoning tasks is judged -  seems to elude the vast majority of reasoncrs who instead 

commit errors such as base rale neglect. Stanovich (2010), for instance, argues that it 

is perhaps folly to expect naïve participants to derive Bayes' rule and apply it when 

in fact they may lack the “mind ware" for the task. However, is it as straightforward 

as people simply not being “smart” enough to realise that these reasoning tasks
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require an objective, data-driven approach as encapsulated by Bayes I heorem 

More recently, Elqayam and Evans (2011) have argued that people should not be 

judged in accordance with a normative form ol reasoning that seems inaccessible to 

even expert groups, who also commit base rate neglect (e.g. Eddy, 1982). It seems 

that the question of how cognitive ability is implied in reasoning should have an 

obvious answer, but much research has shown that this may not be the case.

Positive correlations between cognitive ability and reasoning performance 

have been reported for a number of other standard reasoning tasks, such as logical 

syllogisms (e.g. Torrens, Thompson &. Cramer, 1999; Sa, West & Stanovich, 1999) 

and the Wason card selection task (e.g. Klaczynski. 2001; Stanovich West 1998a, 

1998b; Valentine, 1975). As well as this, research has suggested that children higher 

in cognitive ability are less biased by heuristics (e.g. I Iandley, Capon, Beveridge, 

Dennis & Evans, 2004; Kokis, Macpherson, Toplak, West & Stanovich, 1999).

1 lowever, the literature is also filled with examples where cognitive ability 

apparently does not correlate significantly with reasoning performance (the more 

recent work of Stanovich & West, for example, is considered below). Furthermore, 

other work has indicated that higher ability is associated with a decrease in the 

inappropriate use of some heuristics, but an increase in the use ol others (e.g. 

Morsanyi, Primi, Chiesi & Handley, 2009). Still further, numerous studies have 

shown that clinicians, a group who would be expected to ot high general 

intelligence, are also prone to committing base rate neglect (Meehl & Rosen, 1955; 

Casscells et al. 1978; Eddy, 1982; Willis, 1984; Balia et al. 1985; Duthie & Vincent, 

1988).

1 ligh cognitive ability, then, is not necessarily always associated with better 

reasoning; perhaps the most relevant example comes from the influential work of
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Stanovich and West in relation to base rate neglect. Stanovieh and West ( 1998a) 

correlated participants Scholastic Assessment I est scores (taken as a proxy measure 

of cognitive ability) with performance on a range ol typical reasoning tasks studied 

in the Held of judgement and decision making, proposing that individual dillerenccs 

in ability could predict performance according to a dual-piocess theory. I ligher 

ability reasoners would be expected to be more capable ol System I wo style 

reasoning, whereas lower ability reasoners would be loiced to rely on System One 

style heuristics. Whilst SAT scores were found to be significantly positively 

correlated with performance on most reasoning tasks, results for statistical reasoning 

tasks were less clear. I lere, SAT scores were significantly correlated with Bayesian 

responses on statistical problems where base rates weie causally linked to the target, 

however, the high ability group produced significantly more neglect responses on 

statistical problems where no causal links could be inferred between base rate and 

target. To further examine this anomaly, Stanovich and West (1998c) asked 

participants to simply indicate which ol the available statistical information was 

relevant to a judgement, rather than compute a Bayesian posterior. Those who 

deemed the base rate as important to the judgement did not differ in overall SAT 

scores, however, those correctly indicating the relevance ol P(E|-iU) were 

significantly higher in overall SAT scores. I his finding is ol particular relevance 

given that Krynski and Tenenbaum (2007) argue that accurate Bayesian judgements 

on the mammography problem hinge upon the reasoner’s suitable use ol P(E| —iH). 

Failing to integrate P(E|—iH) into a causal model, they say, is what ultimately leads 

reasoners to neglect base rates through use of inappropriate representations. Whilst 

more recently, Stanovich and West (2008) observed that the majority of positive 

correlations between SAT scores and reasoning performance from their 1998 series
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of work disappeared when the experiments were re-conducted with between subjects 

designs, the previous correlation between SAT score and performance on causal base 

rate problems remained. Despite the less than straightforward relationship between 

general cognitive ability and statistical reasoning performance, these results strongly 

suggest that cognitive ability is an important consideration in statistical reasoning 

where causal representations arc concerned. In essence, they suggest that causal 

statistical problems may only be of facilitative benefit to high ability reasoners.

In other work, Brase, Fiddick and I larries (2006) suggest that participant 

recruitment methods may underlie many significant results reported in the base rate 

neglect literature. Brase et al. report that samples taken from top tier universities in 

the USA and UK perform significantly better on a standard medical diagnosis 

problem (analogous to the traditional mammography problem) than participants from 

mid-tier universities, and honours degree students outperform those from standard 

degrees within each university. Paying students to participate also significantly 

improved performance. Consider that some key studies that report significant 

improvements in Bayesian reasoning on medical diagnosis problems employ highly 

select samples: Cosmides and fooby (1996) tested Stanford students (and paid 

participants) for instance, and report accuracy of as high as 92%. Sloman, Over, 

Slovak and Stibel (2003) tested students from Brown university, and whilst they 

failed to obtain accuracy levels as high as Cosmides and l  ooby, they still report 

accuracy as high as 52%; significantly above average. Elsewhere, Mellers and 

McGraw (1999) failed to replicate the high level o f accuracy reported by Gigerenzer 

and Hoffrage (1995), and argued that cultural differences (such as in mathematical 

training) between their American sample and Gigerenzer and I foffrage’s German 

sample may account for this, a contention that Gigerenzer and I loffrage (1999)

151



themselves do not dispute.

I he considerations above are particularly relevant given that Krynski and 

Tenenbaum (2007) use samples comprising MIT students: an institution ranked 7lh in 

the world by The Times 1 ligher Education Supplement (2012), and which reported 

admitting only 9.7% of the near 18,000 applicants for its class of 2011 (MIT, 2012). 

A sample from such a select institution is likely to be ol well above average ability, 

for instance, which raises the question that Krynski and lenenbaum s reported 

improvements in reasoning on their causal mammography problem may in part have 

been driven by the ability ol their sample. Krynski and lenenbaum (2007) 

themselves tacitly acknowledge this contention, and aigue that the lad that their 

sample demonstrated typical levels ot base rate neglect on the standard 

mammography problem asserts that their participants ...were not merely more 

statistically adept than the populations ol previous studies” (p. 437). They also point 

to a previous study of theirs (Krynski & Tenenbaum, 2003) where they report similar 

levels of causal facilitation in a sample comprising a mixture of MIT students and 

participants recruited randomly at an airport. Issues can be raised with both of their 

arguments. Firstly, Krynski and fenenbaum s central proposal is that the causal 

vagueness of traditional statistical reasoning materials prevents reasoners from using 

causal intuitions to support Bayesian reasoning, leading to base rate neglect. The 

issue, then, is more than simply not being able to calculate a response, yet, according 

to the causal Bayesian framework this is the only option supposedly available to 

reasoners on the standard mammography problem. If performance on the 

mammography problem is contingent upon clear causal relations, it seems 

counterintuitive to then suggest that typically poor performance on their standard 

problem indicates average mathematical ability. Instead, it may simply indicate that,
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irrespective of general ability, accuracy on the standard problem is compromised by 

poor causal structure. Performance on their Causal problems may perhaps serve as a 

better proxy indication of how ability may affect performance, yet given that 

Krynski and Tenenbaum (2007) tested only samples o f MIT students, such 

differences have yet to be studied. Secondly, assuming that half of Krynski and 

Tenenbaum’s (2003) sample was recruited randomly (though they do not specify the 

proportion of MIT students to randomly recruited participants), it is possible that 

only those who felt extremely competent volunteered to take part, making their 

sample self-selecting in terms of ability, again potentially confounding their strong 

causal facilitation effect.

Research has shown, then, that higher ability reasoners are more likely to 

recognise the importance of the false positive data to judgement, and outperform 

lower ability participants on causal base rate problems. If. in accordance with 

Krynski and Tenenbaum (2007), accurate Bayesian reasoning is contingent upon 

problems clearly communicating causal relations, particularly for P(E|-tH), then the 

above results would seem to indicate that testing high ability cohorts with their 

causal mammography problem should lead to very high levels of Bayesian 

responses. Research has also shown, however, that performance on statistical 

reasoning tasks is not simply a question of having high general cognitive ability, 

with many expert cohorts also demonstrating high levels of base rate neglect. Thus 

general ability, expressed as SAT scores for instance, may not represent the best 

means of operationalising ability to measure against probabilistic reasoning 

performance. The SAT reasoning test, for instance, is comprised of three sections 

testing reading, writing and mathematical skills. It is reasonable to believe that some 

people with above average SAT scores may nonetheless perform below average on



the maths section of the test relative to the reading and writing sections, for example, 

and may still commit base rate neglect whilst scoring high in general ability. As the 

next section outlines, though, much research has also looked specifically at how 

participants’ numerical ability may influence judgements.

4.1.3. Numeracy as a measure of individual difference in reasoning

Reyna, Nelson, Han and Dieckmann (2009) comment that both medical 

professionals and, increasingly, patients, are “ ...swamped with numerical 

information that they do not understand, and yet they have to make lile or death 

decisions that depend on understanding il (p. 944). Importantly, they distinguish 

between cognitive ability and numeracy - defined as the ability to process basic 

numerical concepts and probability - and suggest that each may have separate 

implications for statistical judgement accuracy. Reyna and Brainerd (2007) review 

the outcomes from several national tests of literacy and numeracy, and note that 

results indicate that the majority of typical US students have basic numeracy "but are 

not mathematically proficient or advanced ' (p. 151), with 22% ol adults scoring as 

“below basic” in numeracy on the 2003 National Assessment of Adult Literacy in 

the U.S.A. (conducted every 10 years.) Much research has indicated that those of 

lower numeracy are prone to many errors in medical decision making, including 

distortions in breast cancer risk perception and perceived mammography benefit (e.g. 

Schwartz, Woloshin, Black & Welch, 1997; Davids, Schapira, McAuliffe & 

Nattinger, 2004), with Weinfurt et al. (2003) finding that cancer patients who 

incorrectly answered a single numeracy item significantly over-estimated the benefit 

of certain therapies having been given relevant information. Such distortions can 

lead patients to make erroneous treatment decisions. Evidence also suggests
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distortions in reasoning and subsequent poor decisions as a result of poor numeracy 

extend to non-health related contexts: Dieckmann, Slovic & Peters (2009), for 

example, note that low numeracy was associated with higher ratings of risk 

concerned with a hypothetical terrorist attack, so that participants low in numeracy 

advocated higher expenditure on national security.

Importantly, numeracy has been found to apparently operate independently of 

general ability. Woloshin, Schwartz, Moncur, Gabriel and Tosteson (2000) found 

only 39% of their sample correctly answered three basic numeracy items, where 77% 

of the sample was educated to college level. Similarly, Lipkus, Samsa and Rimer 

(2001) found only 32% of a sample of 463 adults, 88% of which were educated to 

third level, correctly solved all eight items on a basic numeracy scale (see Methods 

for more on this scale). Peters, Vast (jail, Slovic, Mertz, Mazzocco and Dicker!

(2006) assessed numeracy using the Lipkus et al. (2001) scale, and found higher 

numerates were significantly less susceptible to framing effects, and committed 

significantly less ratio bias (a statistical error comparable to base rate neglect) than 

lower numerates. Peters et al. concluded that lower numerates rely more on 

affectively cued interpretations of numbers, leading to more intuitive errors, as 

numerical information is lacking in the clarity it affords those of higher numeracy. 

Crucially, Peters et al. found that the relationship between numeracy and 

performance held after the effect of general ability (represented by SAT score as in 

the work of Stanovich & West) was controlled for. These findings led Reyna et al. 

(2009) to conclude:

“In sum, individual differences in dual-processes do not consistently predict

biases in processing numerical information in ratio bias and framing tasks.
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Differences in numeracy that are supposed to reflect such dual-processes, 

however, are associated with ratio bias and framing effects as well as with 

effects of mood.” (p. 23).

Despite the studies above reporting that numeracy mediates statistical 

decisions, the potential role of numeracy in base rate neglect is comparatively 

lacking in research. Whilst Krynski and Tenenbaum (2007) argue that their samples 

are not biased in terms o f  competency, their specification of ability is weak and 

incongruous with their own theoretical argument. Furthermore, the usefulness of 

general ability as a predictor of statistical reasoning performance is questionable 

given the inconsistent pattern o f  correlations reported by Stanovieh and West. That 

numeracy is implicated in several errors in judgement, and remains correlated with 

performance after controlling for ability, suggests that this trait may offer more 

insight into individual differences in base rate neglect than measures of general 

ability. Existing work has also reported that the facilitation that typically comes with 

presenting statistical data in natural frequency formats is o f greater benefit to those 

higher in numeracy (e.g. Chapman & Liu, 2009; Galesic, Gigerenzer & Straubinger; 

2009; Sirota & Juanchic, 2011), for instance, but such an approach has not yet been 

taken with respect to causal facilitation in statistical reasoning. Chapter 4 aims to 

further investigate how numerical ability may be implied in the efficacy of 

facilitative interventions by investigating if numeracy is associated with the causal 

Bayesian framework.

4.1.4. The current experiments

Again, the primary aim of the experiments in the Chapter 4 was to replicate
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Krynski and Tenenbaum’s (2003, 2007) causal facilitation effect, using the same 

methods and materials they employed in their hxpei intent I. As no existing research 

has done so, another aim of the current experiments was to directly assess whether 

numerical ability was related to performance on the mamtnogiaphy problem, in 

particular to establish to what extent, il any, that the efficacy of the causal facilitation 

effect may in fact be determined by the numeracy ol the teasonei. Should the effect 

be significantly more pronounced in more highly numerate participants, the 

applicability of the causal Bayesian framework as a desciiptive account ol statistical 

reasoning would be rendered debatable, especially given that Krynski and 

Tenenbaum’s descriptive argument does not consider individual differences.

Initial experiments echoed those of Brase et al. (2006) by comparing the 

reasoning performance of two discrete samples varying in expected maths ability; 

student architects and engineers, for whom maths ability was expected to be high, 

and students of sociology, who were expected to be of more average maths ability. 

This permitted an initial indirect investigation of the effects of numerical ability on 

performance, before the final experiment in the chapter examined the relationship 

more directly by directly assessing participants’ level of numeracy with respect to 

reasoning performance.

4.2. Experiment 7a

4.2.1. Introduction

Experiment 7 attempted a straightforward replication of Krynski and 

Tenenbaum’s (2007) equivalent Experiment 1: both of their versions of the 

mammography problem were used, and a sample composed of civil engineering and 

architecture students was tested. Such students were selected as entrance onto these
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degree courses stipulates high attainment in maths. I he performance ol this sample 

was intended to form a baseline permitting subsequent comparison with less 

mathematically-inclined samples. It was anticipated that a causal facilitation ellect 

would be observed, and that a greater level of Bayesian responding on Causal 

problems would be noted relative to previous experiments in the thesis.

4.2.2. Method

Participants.

One hundred and fifty four male and fifty female architecture and civil 

engineering students from QUB were tested, ranging from 19 -  37 years of age. A 

further two participants did not indicate their gendei. As students in this sample were 

required to have at least a B grade in A Level maths in order to be permitted entry 

onto their respective courses, it was expected that this sample would thus be of high 

numerical ability.

Design.

A between subjects design was used. The independent variable was Problem 

Type (Causal vs. Standard), with the dependent variable as Response Type coded 

according to four categories (see Data Coding under Results).

Materials.

Both versions of Krynski and Tenenbaum’s (2007) adapted mammography 

problem were used. The Standard version was similar to Eddy’s (1982) original, and 

reflected the style of the problem typically studied in the field. The Causal version 

differed from the Standard version by providing a cause for P(E|-TI), specifically:
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benign cysts. Besides this supplementary text in the Causal version, both versions 

remained otherwise equal, retaining the same statistical information. I he Bayesian 

response was thus the same in each problem case, as was the required calculation. 

Participants were permitted to give answers in ratio or percentage terms. Examples 

of both problem versions can be found below.

Standard Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray of the breast tissue 

that detects tumours:

2% have breast cancer at the time of the screening. Most of those with breast 

cancer will receive a positive mammogram. There is a 6% chance that a 

woman without cancer will receive a positive mammogram.

Of those that receive positive mammographies, what % would you expect to 

have cancer?

Causal Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray of the breast tissue 

that detects tumours:

2% have breast cancer at the time of the screening. Most of those with breast 

cancer will receive a positive mammogram. About 6% of those without 

cancer have a dense but harmless cyst which looks like a cancerous tumour 

on the X-Ray and thereby results in a positive mammogram.
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Of those that receive positive mammographies, what % would you expect to

have cancer?

Procedure.

Materials were distributed during civil engineering and architecture lectures 

at QUB. Participants were told that use of calculators was prohibited, as was 

conferring with colleagues, and were given up to five minutes to complete the 

problem before materials were collected. 1 he exact instructions presented to 

participants are given in Appendix C (pg. 282.)

4.2.3. Results

Data Coding.

Responses within ±5% of the correct answer (25%) were coded as Bayesian, 

meaning a response ol between 20% and 30% was considered Bayesian, lor 

example. Responses within ±5% of the answer produced by solely employing the 

likelihoods (1 - P{E\->H) =  94%) were coded as base rate neglect, with responses 

within ±5% of the answer produced by exclusively using the base rates were coded 

as base rate overuse (2%). All remaining responses were coded as Other. This coding 

strategy differed from that of Krynski and lenenbaum (2007, hxpenment 1), who 

accepted only exactly correct answers as Bayesian, whilst answers greater than 80% 

were assigned to the Base Rate Neglect category, with remaining answers coded as 

Other. Initial analyses are based on the four category scheme detailed above, with 

subsequent analyses based on the same data as coded in line with Krynski and 

Tenenbaum (2007).
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Four culegory coding.

Table 4.1 indicates the overall frequency of each Response Type across 

Problem Types for Experiment 7a.

Table 4 .1

Overall frequency o f Response Types according to Problem Type for Experiment 7a

Bayes BRN BRO Other Total

Causal 48 15 27 16 106

Standard 32 27 14 27 100

Total 80 42 41 43 206

Chi square analysis yielded a significant overall association between Problem 

Type and Response Type, yf (3, N = 206) = 13.40,;; < .01. As in previous 

experiments, rates of each response were now analysed in relation to a composite of 

remaining response types. Significant associations with Problem Type were 

observed for Bayesian vs. non-Bayesian responses, yf (1, N = 206) = 3.82,/; = .05, 

with a greater degree of Bayesian responding on Causal problems over Standard 

problems. The association was also significant for base rate neglect responses, ^  (I, 

N=  206) = 5.23,/; < .03, with significantly more neglect errors on Standard 

problems. Base rate overuse vs. non-Overuse responses also yielded a significant 

association, ^ ( 1 ,  ;V= 206) = 4.25,/; < .04, with reasoners committing more overuse 

errors on Causal problems. Finally, the association also proved significant for Other 

responses, y f  (1, N=  206) = 4.42, /; < .04, with substantially more Other responses
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on Standard problems.

Three category coding.

Data were now recoded in line with Krynski and Tenenbaunvs (2007) 

strategy. Only responses of exactly 25% were coded as Bayesian, with any response 

> 80% coded as base rate neglect. Remaining responses were coded as Other. Table 

4.2 indicates the overall levels of each Response Type across Problem Type in the 

recoded data.

'fable 4.2

Overall frequency o f Response Types according to Problem 'Type in recoded data for

Experiment 7a

Hayes BRN Other Total

Causal 41 15 50 106

Standard 30 30 40 100

Total 71 45 90 206

Chi square analysis on the recoded data also yielded a significant association 

between Problem Type and Response Type: j r ( \ . N =  206) = 7.65, p  < .03. Again, a 

series of analyses compared each response category with a composite of the 

remaining responses. Coding the data in line with Krynski and Tenenbaum (2007) 

meant that the association between Problem Type and Bayesian vs. non-Bayesian 

responses was no longer significant (p > .1), with the association concerning Other
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responses also failing to reach significance (/> > .3). I lovvcvcr, analysis of base rate 

neglect responses was still significant in the recoded data, /A  I, N = 206) = 7.57, p  < 

.01, with significantly more neglect errors on Standard problems as previously.

Applying Krynski and Tenenbaunrs coding scheme did not greatly alter the 

rates of Bayesian and neglect responses reported using the four category scheme. 

Comparing tables 4 .1 and 4.2 shows that using a four category coding strategy gives 

a clearer picture of the kinds of errors reasoners made across Problem Types. From 

table 4 .1 it can be seen that more people commit base rate overuse when given 

Causal problems, for instance, whilst table 4.2 does not detect this due to the 

narrower coding scheme employed by Krynski and Tenenbaum (2007).

4.3. Experiment 7b

4.3.1. Introduction

Whilst several of the previous experiments in the thesis have observed a 

causal facilitation effect, none of these experiments yielded the same high degree of 

Bayesian responding on Causal problems that was reported by Krynski and 

Tenenbaum (2007). Experiment 7a, with its sample of high maths ability 

participants, represents the only experiment in the thesis thus far which has managed 

to match their 45% rate of correct responding for Causal problems. An intriguing 

finding in the current experiments has been the consistency in the lower rate of 

Causal Bayesian responding. Krynski and Tenenbaum’s (2007) results also show a 

consistently high rate of Causal Bayesian responding (45%) across their Experiments 

I -  3, despite changes in their problem materials. Thus, whilst current results have 

echoed those o f Krynski and Tenenbaum in several important respects, results from 

Experiment 7a indicate that overall rates of Bayesian responding, particularly on
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Causal problems, may in part reflect the numeracy of the sample. Given that the 

current work has tested samples of mixed ability, this may explain why rates of 

Causal Bayesian responding have been relatively and consistently low: the average 

ability of these samples has been below that of a sample comprising MIT students.

I lowever, it may also be that the various other experimental manipulations and 

designs of the previous experiments also had a negative inlluenee on results. I hits, 

Experiment 7b again aimed to exactly replicate the methods unci materials employed 

by Krynski and Tenenbaum (2007. Experiment I). but this time employed a sample 

of participants drawn from a population for whom high maths ability was not a 

defining feature. The primary aim was once more to replicate the causal facilitation 

effect and. given this, to investigate it the size of the facilitation effect was 

substantially lower for a lower ability sample than for the higher ability sample in 

Experiment 7a. Also of keen interest would be the rate of Bayesian responding on 

Causal problems relative to both Experiment 7a, and previous experiments in the 

thesis.

4.3.2. Method 

Participants.

One hundred and fifty three female and fifty male sociology students from 

QUB were tested, ranging from 1 8 -5 9  years old. Although maths ability was not 

explicitly measured, that a pass at GCSE level maths (no specific grade) is the only 

pre-requisite for admission onto the course was taken as a proxy indicator of the 

general mathematical ability o f this particular sample.
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Design, Materials and Procedure.

The between subjects independent variable was Problem lype (( ansa I vs. 

Standard). The dependent variable was Response Type. Experiment 7b used the 

same materials and followed the same procedure as Experiment 7a.

4.3.3. Results

Four category coding.

Table 4.3 indicates the overall frequency of each Response Type across 

Problem Types for Experiment 7b.

Chi square analysis of the data yielded a significant overall association 

between Problem Type and Response Type, /  (3, N = 203) = 10.20, p  < .02. To 

permit further insight into the nature of the effect, each Response Type was 

compared to a composite of the remaining responses. Comparing Bayesian vs. non- 

Bayesian responses yielded a significant association with Problem Type, %  (1, N  

203) = 7.51,/) < .01, with significantly more Bayesian responses on Causal 

problems. The association concerning base rate neglect responses was also 

significant, /  (1 ,N  = 203) = 4.63,/; < .04. with greater rates of neglect on Standard 

problems. Analyses of base rate overuse and Other responses were non-significant 

respectively (both ps > .7).
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Fable 4.3

Overall frequency o f  Response Types according to Problem Type for Experiment 7b

Bayes BRN BRO Other Total

Causal 22 14 34 32 102

Standa rtl 8 26 33 34 101

Total 30 40 67 66 203

Problem types were mainly seen to be distinguishable on the basis of 

Bayesian and neglect responses, with Causal problems resulting in more Bayesian 

responses whilst base rate neglect remained high on Standard problems.

Three category coiling.

Data were now recoded in line with Krynski and Tenenbaum’s s strategy. 

Table 4.4 indicates the overall levels ol each Response Type across Problem Type in 

the recoded data.

Chi square analysis on the recoded data yielded a significant association 

between Problem Type and Response Type, yf (2, N=  203) = 7.05, p  = .03. 

Comparing Bayesian vs. Non-Bayesian responses this time did not yield a significant 

association with Problem Type (p> A ), nor did a comparison of Other vs. non-Ollier 

responses (/;> .!). Problem Type was significantly associated with rates of Base rate 

neglect vs. Non-base rate neglect responses, % (1, N -  203) -  5.53,/; < .02, with 

elevated base rate neglect on Standard problems.
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Table 4.4

Overall frequency o f Response Types 

Experiment 7b

according to Problem Tytne in recoded dale,

Bayes BRN Other Total

Causal 8 17 77 102

Standard 3 31 67 101

Total 11 48 144 203

Further Analyses.

The data from Experiments 7a and 7b were now pooled and a new variable 

created to distinguish between architecture/engineering and sociology students:

Class. Figure 4.1 shows the proportions of each Response Type according to Class.

Initial analysis indicated a highly significant overall association between 

Class and Response Type, X  (3 ,7V = 409) = 33.86, p < .01. A comparison involving 

Bayesian vs. Non-Bayesian responses also yielded a signiiicant association with 

Class, x  ( I, N  = 409) = 30.09, p  < 01, with the higher maths ability sample from 

Experiment 7a producing substantially more Bayesian responses. Comparing rates of 

base rate overuse, X  ( U N ~ 409) = 9.03, p < .01, and Other responses, X  (U N -  

409) = 7.08, p < .01 with their respective composites also yielded significant 

associations with Class, with the lower maths ability sample from Experiment 7b 

producing substantially more o f each response. The analysis involving base rate

neglect was not significant (/? > .8).

Given the presence of the causal facilitation effect in both samples, and the
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effect of Class on overall rates of responding, a hierarchical log linear analysis was 

conducted to determine whether any three way interactions existed between all three 

variables. Analysis indicated that removing the three way interaction did not 

significantly affect the fit of the model, however (p > . I). Removing the Problem 

Type x Response Type interaction, % (3, N = 409) = 18.67, p < .001, and Class x 

Response Type, (3, N  = 409) = 34.82, p < .001, both significantly affected the 

model. The final model was a significant fit of the data, % (4, N  = 409) = 5 .4 7 5 , ¡, = 

.242. Summary data for this analysis can be found in Appendix C (pg. 285.) Both 

effects of Problem Type and Class in the model followed the previously identified 

trends, with greater Bayesian responding in the on the Causal problem, and a higher 

degree of Bayesian responses coming from architects and engineers whilst 

sociologists committed more base rate overuse errors, and gave more random 

responses. However, the lack of a three way interaction signalled that it was not 

simply the case that the causal facilitation effect was more pronounced in the sample 

of higher maths ability.

45

Response Type

■  Architect/Engineer 
Sociology

Figure 4. / Proportions of Response Types according to Class for 

Experiments 7a & b.
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4.3.4. Discussion.

Experiments 7a and 7h offered further convincing replications of the causal 

facilitation effect. Results again demonstrated that participants performed 

significantly better on Causal problems, producing substantially more Bayesian 

responses and committing substantially less base rate neglect errors where the causal 

structure of the problem was made explicitly clear. Given that an explicit explanation 

for the false positive statistic (i.e. benign cysts) was the only salient difference 

between Problem Types, the results are persuasive: affording participants a means of 

understanding the causal relations between the data substantially increases the 

chance of a Bayesian response. Causal problems were not seen to improve 

responding unequivocally, however, with overuse responses significantly elevated on 

Causal problems (j) < .02) in the higher ability sample of Experiment 7a. In contrast, 

in Experiment 7b Causal problems were seen only to decrease the rate of base rate 

neglect, and correspondingly increase the rate of Bayesian responses. This is likely 

due to the fact that participants in Experiment 7b produced substantially more levels 

of overuse and Other errors overall in comparison to the higher ability sample of 

Experiment 7a. Causal structure, then, affected not only correct responding, but also 

the type of error some reasoners committed, a point considered in more detail in the 

General Discussion.

Of key interest in Experiments 7a and 7b was the contrast in performance 

between the sample of high average maths ability comprising architecture and 

engineering students, and the sample comprising sociology students, where high 

maths ability was not a central characteristic. The rate of Causal Bayesian 

responding dropped from 45% in Experiment 7a to 22% in Experiment 7b, more in 

line with the rate of Causal Bayesian responding elsewhere in the thesis. Moreover,
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this contrast in rates of Bayesian responding occurred despite allowing for 

calculation errors. Recoding the data using Krynski and Tenenhaum’s narrower 

range of categories, and alternative criteria for each response, further highlighted the 

difference in performance between samples; applying the stricter criterion for 

Bayesian responses, for instance, did not substantially alter the rate of Causal 

Bayesian responses in Experiment 7a. The majority of architects and engineers, then 

were capable of producing the exact Bayesian estimate. On the other hand, recoding 

Bayesian responses in Experiment 7b led to a sharp decrease in the number of 

correct responses (from 22% to 8%), showing that only a small number of these 

participants were responding with the exact correct answer. I lowever, whilst the 

more numerate sample was capable of producing a higher overall level of Bayesian 

responses, that causal facilitation was still observed in the more average ability 

sample seems to indicate computational differences alone may not offer a 

satisfactory account of why one sample produced more Bayesian responses that the 

other; a point considered further in the general discussion.

Inspecting tables 4 .1 and 4.3 also shows that the size of the causal facilitation 

effect, that is, the difference between Causal Bayesian responses and Standard 

Bayesian responses, was relatively similar across both Experiments. This indicates 

that the causal facilitation effect was not simply weaker in the sample of sociologists 

The main difference across experiments was in the absolute level of correct 

responding, and analysis indicated that this was significantly associated with degree 

course. Results show that, on the one hand, samples of more highly numerate 

participants are more likely to produce an exact estimate, however, on the other hand 

it is not the case that causal facilitation is any less prevalent in samples of lower 

overall numeracy. Whilst these results suggest that at least part of the reason that



Krynski and Tenenbaum found high levels oi Bayesian responding on C ausal 

problems concerns the sample they employed, that Class and Problem I ype did not 

interact makes it difficult at this point to comment on an exact role for numerical 

ability in driving population differences.

The question still remained, then, as to why some samples who receive the 

Causal mammography problem produced substantially more correct responses than 

others. One potential issue with the current experiments was that the Class variable 

was not a direct specification of maths ability. This informal proxy did not account 

for the potential variability in maths ability within each sample, for instance, which 

is o f concern when comparing between samples. The sample from Experiment 7a 

may have had a high degree of participants of very high maths ability, and the more 

average ability sample from Experiment 7b may have had some individuals of very 

lows maths ability, for instance. To address this issue, another experiment was 

conducted in which mathematical ability was measured more directly, allowing for a 

stringent investigation of how numerical ability is implied in the causal facilitation 

effect.

4.4. Experiment 8

4.4.1. Introduction

Both Experiments 7a and 7b provide support lor Krynski and Tenenbaum's 

(2003, 2007) causal facilitation hypothesis: participants performed significantly 

better when information regarding what causes lalse positive mammographies was 

provided. I lowever, there was a marked contrast in the levels of correct responding 

on Causal problems between both samples: 45% of responses on these problems in 

Experiment 7a were Bayesian compared to 22% in Experiment 7b. The increase in
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Bayesian responding on Causal problems relative to Standard was comparable across 

both samples, however, suggesting that Causal problems produced theii elleet to a 

similar extent in both experiments despite the contrast in overall rates of correct 

responding. The informal and proxy measure of ability used to compare samples, 

however, may have failed to detect any possible interaction between ability and 

problem content through not controlling for variability in maths competency in each 

sample. Specific conclusions about how numeracy may be implied in the causal 

Bayesian framework were thus difficult to draw. Experiment 8 aimed to address this 

issue by investigating the relationship between numeracy and causal structure in 

Bayesian reasoning more directly by measuring numeracy using a numeracy scale. 

Controlling for numeracy in this manner would also permit an investigation into 

whether numerical ability could predict performance on each Problem Type. A 

secondary aim was to build upon the extensive work showing that low numeracy is 

related to several errors in statistical reasoning (for a review see Reyna ct al. 2009) 

by determining whether numerical ability is also related to base rate neglect.

4.4.2. Method

Participants.

One hundred and eighteen female and twenty six male psychology students 

from QUB were tested, ranging in age from 1 8 -5 0  years old. Participants were 

expected to be of mixed mathematical ability, given the same course requirement in 

maths as sociology, but with the chance of higher average maths ability given that 

psychology students are given training in statistics.
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Design.

A between subjects design was used. The first independent variable was 

Problem Type (Causal vs. Standard) which was varied between subjects as 

previously. The second independent variable was Numeracy (see Data C odmg). 

Participants received one version of the mammography problem, as before, with 

Response Type as the dependent variable. Participants also received the Lipkus, 

Samsa and Rimer (2001) Numeracy Scale, which comprises a set ol eleven short 

items designed to assess basic numeiacy.

Materials.

Participants received either the Causal or Standard version of the 

mammography problem employed in the previous experiments. Again, the only 

difference between these was whether a causal explanation for P(EhH) was given; 

statistical data remained the same between versions. The eleven item Lipkus et al. 

(2001) Numeracy Scale contained a selection of short numerical problems and is 

presented below. The inventory tasked participants with performing simple 

mathematical operations based on frequency and percentage data, with some items 

requiring conversions from one form to the other. In a review of several measures ol 

numeracy typically used in the field, Reyna et al. (2000) report the scale as having a 

reliability rating of a  = .70 - .75. All materials were distributed on paper with 

participants giving written responses.
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Lipkus et al. (2001) Numeracy Scale

Please answer each of the following problems:

Which of the following numbers represents that biggest risk of getting a 

disease? I in 100, 1 in 1000, I in 10. Please circle your answer.

Which of the following represents the biggest risk ofgetting a disease?

5%, 1%, 10%. Please circle your answer.

If the chance of getting a disease is 10%, how many people out of 100 would 

be expected to get the disease?___out of 100

If the chance of getting a disease is 10%, how many people out of 1000 

would be expected to get the disease?___out of 1000

If the chance of getting a disease is 20 out of 100, this would be the same as 

having a ___% chance of getting the disease.

If Person A’s risk of getting a disease is 1% in ten years, and Person B’s risk 

is double that of A’s, what is B's risk?___%

If Person A’s chance of getting a disease is I in 100 in ten years, and Person 

B’s risk is double that of A’s, what is B's risk?__ out of 100
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In the Big Money Lottery, the chances of winning a £10 prize are 1%. I low 

many people would you expect to win a £10 prize if 1000 people each buy a 

single ticket to the lottery?___out of 1000

Imagine that we roll a fair, six sided die 1000 times. Out of 1000 rolls, how

many times would you expect the die to come up even (2, 4 or 6 )?___out of

1000

The chance of getting a viral infection is .0005; out of 10,000 people, how 

many people are likely to get infected?___out of 10,000

In the Acme Sweepstakes, the chance of winning a car is I in 1000. What 

percentage of tickets purchased for the sweepstakes will win a car? %

This particular numeracy scale was chosen due to its short length, and ease of 

administration. As well as this, the items on this scale closely reflect the types of 

mental arithmetic and numerical understanding required to solve the mammography 

problem, and thus should clearly discriminate between those who can solve the 

reasoning problem, and those that cannot.

Procedure.

Materials were handed out on paper during several undergraduate psychology 

lab classes at QUB. Participants were given 15 minutes to complete all materials, 

and asked not to use calculators or confer with any nearby colleagues.
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4.4.3. Results

Data Coding.

Response type was coded according to the four category coding scheme 

employed in previous experiments, and also according to Krynski and l enenbaum’s 

criteria for cross-comparison. I or initial Numeracy analyses, participants were split 

into two groups according to the overall median number ol correct responses on the 

numeracy scale (median = 10, mean = 0): a High numeracy group (N = 79, 10+ 

items correct) and a Low numeracy group (N = 65, 1 -  9 items correct). Numeracy 

was also employed as a continuous variable in subsequent analyses.

Four category coding.

Table 4.5 indicates the overall frequency of each Response Type across 

Problem Types for Experiment X.

Table 4.5

Overall frequency o f Response Types according to Problem Type for Experiment 8

Bayes URN BRO Other Total

Causal 13 10 35 13 71

Standard 5 24 30 14 73

Total 18 34 65 27 144

Chi square analysis on the above data yielded a significant overall association 

between Problem Type and Response Type: f  (3, N = 144) = 9.71,/) < .02.
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Comparing Bayesian vs. non-Bayesian responses also indicated a significant 

association with Problem Type, /"’ ( I, jV= 144) = 4.32,/; < .04, with a greater degree 

of correct responding on Causal problems. The association between problem and 

base rate neglect vs. non-base rate neglect responses was also significant, ( I. ;V = 

144) = 7.05,/; < . 0 1  and indicated that significantly more neglect errors were 

committed on Standard problems. Analyses concerning base rate overuse and Other 

responses did not yield significant associations (both ps > .3).

On Causal problems, participants again produced a greater level of Bayesian 

responding and committed fewer neglect errors, in line with Experiments 7a and 7 b 

Overall levels of Bayesian responding were again diminished compared to 

Experiment 7 a, and Krynski & Tenenbaum’s experiments, but remained comparable 

to rates in Experiment 7b. Base rate overuse remained the predominant response and 

was somewhat elevated on Causal problems.

Levels of each Response Type were also compared across each Numeracy 

group. Table 4 . 6  indicates the overall frequencies of responses depending on 

Numeracy.

Table 4.6

Overall frequency o f Response Types according to Numeracy for Experiment 8

Bayes BRN BRO Other Total

High 16 2 0 33 1 0 79

Low 2 14 32 17 65

Total 18 34 65 27 144

177



Chi square analysis indicated a significant overall association between 

Numeracy and Response Type: ^ ( 3 ,  N=  144) = 12.54,/, < .01. A comparison of 

Bayesian vs. non-Bayesian responses indicated a significant association with 

Numeracy, / ( l ,  N=  144) = 9.62,p  < .01, with substantially more Bayesian 

responding in the High numeracy group. Analysis ol base rate neglect and base rate 

overuse responses did not yield significant results (bothps >.3), whilst comparing 

Other vs. non-Other responses, / ( 1 ,  N -  144) = 4.26, p  < .04, showed significantly 

more random responding in the Low numeracy group. Within the High numeracy 

group, which produced significantly more Bayesian responses, the rate of correct 

responding closely matches the rate of correct responding for Causal problems seen 

in table 4.5; analysis was now conducted to determine il the rate ol Bayesian 

responding on Causal problems was thus determined or influenced by Numeracy.

Table 4.7 represents a full contingency table of the response data, broken 

down according to each level of both independent variables. Given current analyses 

have again implicated numerical ability as affecting Bayesian responding in 

particular, a logistic regression was conducted on the data in table 4.7 whereby rates 

of Bayesian and non-Bayesian responses were compared across both Problem Type 

and Numeracy (now treated as a continuous variable).
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Table 4.7

Overall frequencies of Response Types across Problem type and Numeracy for 

Experiment R

Response

High Numeracy Bayes BUN B1U) Other Total

Causal 12 5 16 4 37

Stantia rd 4 15 17 6 42

Total 16 2 0 33 1 0 79

Low Numeracy

Causal 1 5 19 9 34

Standard 1 9 13 8 31

Total 2 14 32 17 65

The initial model indicated a highly inflated odds-ratio for the main effect of 

Problem Type (Exp(B) = 599400.943). Further to this, the data for Numeracy 

indicated a negative skew, with participants on average answering 9 out of 11 items 

correctly. In order to alleviate these discrepancies and improve the model, the data 

for Numeracy were centred by converting to Z-scores. 1 he subsequent model was 

statistically significant: yj (3, N -  144) = 22.73, p < .001, explaining between 14.6% 

(Cox & Snell R2) and 27.6% (Nagelkcrke R2) of the variance, and correctly 

classified 87.5% of cases. Table 4.8 summarises the relative contribution of each 

predictor in the model to Bayesian responses.

Table 4.8 reveals that the three way model yielded a significant interaction 

effect between Problem Type and Numeracy on Bayesian responding. To further
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understand the nature of this interaction, separate follow-up analyses were conducted 

for the I ligh and Low numeracy groups. Figure 4.2 presents a visual comparison of 

the differences in responses according to Problem Type across each Numeracy 

group.

Analysis indicated no association between Problem Type and responses 

within the Low numeracy group (p > .5). whilst Problem Type was significantly 

associated with responses within the High numeracy group, ( I, M = 7 9 ) = 9  1 p  < 

.01. As with previous analyses, Bayesian vs. non-Bayesian responses were compared 

across Problem Type and results indicated a significant association with Problem 

Type for the High numeracy group, / ?(3, N= 79) = 9.15,/; < .01, with significantly 

more Bayesian responding on Causal problems. Comparing Base rate vs. non-base 

rale neglect responses also yielded a significant association with Problem Type, %

(1, N  = 79) = 5.13, /; < .02, with a significantly greater degree of base rate neglect on 

Standard problems. Analysis of base rate overuse and Other responses did not yield 

significant associations (both /;s >.7).

For completeness, each separate Problem Type was also analysed for an 

effect of Numeracy. Such analysis indicated no significant association between 

Numeracy group and Response Type for Standard problems (p > .4 ), whilst an effect 

of Numeracy was observed for Causal problems, ^ ( 3 ,  N - 71) = 11.38./;= Of As 

table 4.7 shows, rates of base rate neglect, base rate overuse and Other responses 

were comparable across Numeracy groups for Causal problems, whilst I ligh 

numerates produced a much larger degree of Bayesian responses on these problems.
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Table 4.8

Binary Logistic Regression predicting likelihood o f Bayesian responding in 

Experiment 8

jj S.E. Wald DF I* Exp(B) 95%

L»>\.

Problem -.039 .793 .002 I .961 .962 .203

Numeracy -.257 .503 .262 I .609 .773 .289

Problem

x -2.127 .902 5.556 I .018 .119 .020
Numeracy

Constant -4.244 3.280 1.674 1 .196 .014

C.I.

Up.

4.548

2.071

.699
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Figure 4.2 Proportions of Response Types across Problem Types in each

Numeracy group for Experiment 8 .

Three category coding

In line with previous experiments, responses were also coded according to 

Krynski and Tenenbaum’s coding scheme. Table 4.9 indicates the overall levels of 

each Response Type across Problem Type in the recoded data.
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Chi square analysis yielded a significant association between Problem Type 

and Response Type, r  (2,N =  144) = 14.47, p  < .01, with results still supporting a 

causal facilitation effect. Bayesian responses remained elevated on Causal problems, 

and base rate neglect responses elevated on Standard problems. Again comparing 

Bayesian to non-Bayesian responses, ( I, N  = 144) = 7.13, p  < .01, and base rate 

neglect to non-base rate neglect responses, (1,jV= 144)= 10.2, p  < .0 1 , both 

yielded significant associations with Problem Type and in the same directions as 

reported under the four category coding scheme.

Table 4.9

Overall frequency o f Response Types according to Problem Type in recoded data far

Experiment 8

Bayes BRN Ollier Total

Causal 11 12 48 71

Standard 2 30 41 71

Total 13 42 89 144

Responses coded according the Krynski and I enenbaum's strategy were also 

analysed for differences on the basis of Numeracy. Table 4.10 presents the overall 

frequencies of each of the three response categories across each ability group. Chi 

square analysis again indicated a significant association between Numeracy and 

Response Type, % (2, tV= 144) = 11.86,/; < .01, with further analysis indicating a 

significant association when comparing Bayesian vs. non-Bayesian responses, #*(l,
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N  = 144) = 11.76, p  < .01, with significantly more Bayesian responses coining from 

I ligli numerate participants. None of the remaining Response Type comparisons 

were significant (both /«  > 1 ).

Table 4.10

Overall frequency o f  Response Types according to Numeracy in recoded data for 

Experiment 8

Bayes BUN Other Total

High 13 2 2 44 79

Low 0 2 0 45 65

Total 13 42 89 144

As in previous instances where the data has been coded using Krvnski and 

Tenenbaum’s criteria, Other responses increase dramatically when collapsed with 

overuse responses. Whilst base rate neglect remains very similar irrespective of 

ability group, the difference between Bayesian responses across ability groups 

remains sharp. Further analysis indicated a significant association between Problem 

Type and Bayesian vs. Non-Bayesian responses in the High numeracy group, % (2. 

W = 79) = 8.92,/> <.01.

4.4.4. Discussion.

Experiment 8  once again replicated Krynski and Tenenbaum’s causal 

facilitation effect and demonstrated improved Bayesian responding on the Causal



version of the mammography problem. Explaining what causes false positive test 

results once again led to a reduction in base rate neglect, and an accompanying 

increase in Bayesian responses, again suggesting that reasoners are sensitive to the 

underlying structure of the evidence in the problem, and struggle to produce correct 

responses when no clear structure is available. As in Experiment 7b, participants in 

Experiment 8  were also generally seen to commit a very high degree of base rate 

overuse errors whereby reasoners excluded the likelihoods from their judgements. 

Reasoners in both ability groups committed this error to a similar extent, as well as 

base rate neglect, with a small difference in rates of random responses; overall, then 

both groups performed to quite a similar standard. The main difference was in terms 

of Bayesian responses.

As in Experiment 7b, the overall rate of Bayesian responses was again show n 

to be substantially diminished compared to the results of Experiment 7 a, whieh still 

remains the closest replication ofKrynski and Tenenbaum’s (2007) rate of 4 5 % 

Bayesian responding on Causal problems. Subsequent analysis confirmed that 

Bayesian responses were especially elevated in those reasoners who performed best 

on the Lipkus et al. (2001) numeracy scale. As noted, this particular scale contains 

items requiring people to manipulate fractions, percentages, and ratios, often 

necessitating conversions from one numerical format to the other. Ultimately, the 

mammography problem requires reasoners to represent the given statistical data as a 

ratio, and to express this in percentage terms. Results clearly show that those 

participants who were most capable of such arithmetic on the Lipkus et al scale were 

significantly more likely to produce a Bayesian estimate on the mammography 

problem.. The question followed as to whether the causal facilitation effect would 

thus be limited to such participants on account of their better performance on the
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numeracy scale, and results permitted some insight in this regard. Firstly, the 

facilitative effect of clear causal structure was found to occur in the I ligh Numeracy 

group only. Furthermore, the main effect of numeracy on Bayesian responses was 

found to hold for Causal problems only, with no differences in Bayesian responding 

between numeracy groups on Standard problems. Results strongly suggest, then, that 

clarifying the causal structure of the mammography problem is unlikely to overcome 

the difficulty experienced by people lacking a more fundamental numerical 

understanding of how to solve classical statistical reasoning problems. Causal 

structure is, however, a useful means ol eliciting better Bayesian performance from 

people who do have such an understanding..

The question remains, however, as to exactly how numeracalability is 

implicated in these experiments: do more numerate participants perform better on 

Causal problems on account of computational skills, or arc they simply more likely 

to recognise the correct causal model representation of these problems? Results 

from all three current experiments are considered in light of this issue in the General 

Discussion.

4.5. General Discussion

Results across all three experiments in Chapter 4 indicate that an appreciation 

of causal structure can significantly improve the rale of Bayesian responding on a 

classical statistical problem typically characterised by high levels of base rate 

neglect. Once again, the causal facilitation effect was seen to be a reliable 

phenomenon, with participants in all experiments consistently producing 

significantly more Bayesian responses on the Causal mammography problem, and 

more base rate neglect responses on the Standard, causally vague version of the



problem. On the surface, the series of experiments thus provides further support for 

the hypothesis that participants are sensitive to the causal structure of the statistical 

problem and take this into consideration when conducting a Bayesian analysis. 

However, whilst there were significantly more Bayesian responses on Causal 

problems in Experiments 7b and 8 . the rate was almost half of that reported in 

Experiment 7a.. Initial analyses comparing the performance of samples from 

Experiments 7a and 7b indicated that architecture and engineering students in 

Experiment 7aproduced significantly more Bayesian responses than did the 

sociology students tested in Experiment 7b, and suggested that numerical ability may 

be a key factor. Experiment 8  further indicated such a possible relationship between 

numeracy and performance. Overall, results are very much in favour of the causal 

Bayesian framework, but also suggest that caution is required when evaluating such 

an intervention, as sample characteristics can have a strong influence on observed 

levels of performance.

Taken together, the above results have several implications for the work of 

Krynski and Tenenbaum(2007). Firstly, the results highlight the recurring issue of 

sampling in statistical judgement research. This issue is particularly acute in the 

study of base rate neglect, as much research invites cross-study comparisons in 

performance: the frequentist work of Gigerenzer and Hoffrage (1995) and Cosmides 

and Tooby (1996) contrasted with the Heuristics and Biases work of 1970’s and 

I980’s, for instance, and more recently nested sets theorists such as Macchi (1995 

2000) and Girotto and Gonzalez (2001) have contrasted their results with those of 

the frequentists. Whilst much progress has been made in understanding the 

circumstances under which neglect can be reduced, one factor pertaining to all of 

these studies has not been properly accounted for: to what extent does any

1 8 7



improvement in Bayesian reasoning rely on having sufficient numerical ability?

I laving raised this issue and shown it to be contentious in the study of base rate 

neglect, Brase et al. (2006) note that “...there are reasons to expect that at least some 

variation in Bayesian reasoning (and the medical diagnosis task in particular) is due 

to differences in the recruitment methods and participant pools used, rather than 

differences in the task themselves” (p. 968). The current experiments support this 

idea, showing that testing particular samples is likely to illicit significant differences 

in overall levels of Bayesian responding. It follows, then, that whilst a sample of 

high ability reasoners was capable of producing a 45% rate of correct responding on 

the causal mammography problem, samples of more mixed ability levels produced a 

rate no higher than 22%. Importantly, though, the relative size of the causal 

facilitation effect was similar in all instance does suggest that lower numerate 

participants are still capable of identifying the correct causal structure to solve the 

problem. Thus, sampling is associated with overall differences in statistical 

reasoning, but not with differences in the size of the causal facilitation effect. Rates 

of causal Bayesian responding, then, may appear higher in absolute terms on account 

of sample competencies, which may go some way to explaining the high rate of 

correct responding reported by Krynski and Tenenbaum (2007) in their samples from 

MIT.

Relatedly, the current work also expands our knowledge concerning the role 

of cognitive ability in statistical judgement. Whilst Stanovich and West (2008) failed 

to replicate many of their earlier correlations between SAT scores and reasoning 

performance (Stanovich & West, 1998a, b c), they still found an effect of general 

cognitive ability on performance on causal base rate problems. The current 

experiments attempted to further unpick the core competencies involved in solving
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classical statistical reasoning problems, and results permit some insight in this 

regard. Across all experiments it was clear that numerical skills, in particular, were 

associated with significantly better performance on the mammography problem. 

Architects and engineers significantly outperformed sociologists, for instance, 

whilst Experiment 8 indicated that participants that performed better on the Lipkus et 

al. (2 0 0 1 ) numeracy scale were significantly more likely to produce a Bayesian 

estimate. However, whilst the current experiments do implicate numeracy as having 

a direct influence on performance, the decision to not measure general cognitive 

ability and perform partial regressions means the status of numeracy as the key 

predictor of performance is still an open question (though see Peters et al (20061, 

referred to in the chapter introduction.) The current work does indicate that 

numeracy may serve as a more targeted predictor in discerning performance 

differences, however.

The current results clearly show a positive role for causal structure in 

improving judgements, however, the effect is not a panacea; Experiment 8  

demonstrated that participants that are particularly low in numeracy produced almost 

no Bayesian responses, and therefore did not experience any causal facilitation 

effect. The question remained as to exactly why more numerically capable reasoners 

performed better: did they simply have superior computational skills, and were thus 

better able to compute the Bayesian estimate? Or were they more likely to recognise 

the correct causal model representation?

Results across all three experiments in Chapter 4 do indicate some 

differences in computational accuracy on the basis of ability.. In the sample of 

architects and engineers, for instance, coding only exactly correct estimates as 

Bayesian led to only a small decrease in the number of Bayesian responses compared
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to when responses within 5% of the Bayesian estimate were coded as such; the same 

was also true for the High numeracy group in Experiment 8 . Thus, the vast majority 

of Bayesian estimates given by higher numeracy reasoners were exactly correct. On 

the other hand, the majority of correct responses in Experiment 7bwere 

approximately rather than exactly Bayesian. However,whilst there were differences 

in computational accuracy, such differences did not preclude a causal facilitation 

effect. In measuring numeracy more directly, Experiment 8 revealed that participants 

performing poorest on the Lipkus et al. (2001) numeracy scale produced very few 

approximate Bayesian responses ( 2  in total), and no exact Bayesian responses. Given 

that lower Bayesian responding on the causal mammography problem was unlikely 

due to computational accuracy alone, the above result may indicate that many lower 

numerate participants particularly struggle with more basic elements of the problem 

such as manipulating and dividing percentage-based probabilities, for example. 

Further support for this idea comes from the finding that sociology students were 

facilitated by causal structure to a similar degree to architecture and engineering 

students, suggesting that identifying the correct causal representation was not the 

issue underlying differences in rates of Bayesian responding on these problems 

Experiment 8  showed that those who performed best on the Lipkus et al. scale 

(2 0 0 1 ) were facilitated by the causal problem, likely because they had a basic 

numerical understanding of the problem such that they could then go on to identify 

the correct causal structure, and approximately calculate the Bayesian response 

Without these basic numerical skills, causal facilitation effects are unlikely. Given 

these findings, it becomes clearer that testing a population of students where this 

basic mathematical knowledge is the norm, and where such skills are more applied 

(as in the case of architecture and engineering students), likely explains the observed
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differences in overall rates of correct responding. Such numerical knowledge does 

not guarantee success, however; results indicated elsewhere, for instance, that 

architecture and engineering students committed significantly more base rate overuse 

errors on causal problems (a form of error not likely to occur due to computational 

mistakes), whilst both the High and Low numeracy groups in Experiment 8  

committed similar levels of neglect and overuse errors. As noted earlier, some 

caution is required regarding the status of numeracy as necessarily being the core 

skill involved in solving these problems, but the current experiments certainly 

highlight its importance.

The above considerations highlight the second key implication that the 

current results have for Krynski and Tenenbaum’s causal Bayesian framework 

namely theirtheir assertion that the framework represents a better normative standard 

for probabilistic judgement, and a better descriptive account of the cognitive process 

underlying these judgements. Elqayam and Evans (2011) have recently criticised 

judgement and decision making researchers for expecting naive participants to 

somehow be able to follow the prescriptions of Bayesian reasoning without 

instruction, arguing that finding that reasoners cannot reason in accordance with a 

rule they know nothing about cannot tell us anything about whether people are 

intrinsically poor at such reasoning. Current results are much in favour of this 

proposal. Peters et al. (2006) note that only high numeracy participants were more 

likely to derive and apply appropriate numerical principles in making several 

statistical judgements, making them less susceptible to reasoning errors associated 

with framing and emotional biases, for example. The current work shows that the 

causal facilitation effect reliably occurs in those with the requisite basic numerical 

knowledge only, which Krynski and Tenenbaum (2007) fail to consider; an
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important caveat to consider when proposing it as an alternative normative account.

Finally, the current experiments offer some potential insight into the role of 

prior knowledge and intuition in causal facilitation effects. It is clear that, for the 

most part, causal problems do significantly improve performance in those with the 

requisite prior knowledge of how to think about probabilistic judgements. 

Participants with such knowledge presumably find it difficult to recognise how this 

knowledge applies to the standard problem, as the problem requires a more 

mechanical application of a strict Bayesian rule. That performance improves 

significantly on the causal problem, where the same rule must be applied, suggests 

that those with the sufficient numerical knowledge are more clearly able to identify 

how this knowledge applies in this problem context, which may represent the 

“intuitiveness” to which the causal problems appeal, according to Krynski and 

Tenenbaum. As noted in the previous chapter, many people’s strategy appears to be 

to match their given estimate to the information directly referred to in the question 

text, typically leading to base rate overuse. That base rate overuse errors are 

particularly amplified on causal problems suggests that these problems can 

exacerbate the tendency to match, presumably because reasoners who either lack a 

basic understanding of the problem, or fail to recognise the correct causal model are 

more likely to disregard the alternative cause in favour of the focal cause, given that 

this cause is explicitly referred to the in the text of the question.
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Chapter 5.

General Discussion

5.1. Introduction

This PhD has been concerned with the recent causal Bayesian framework 

account of statistical reasoning posited by Krynski and I'enenbaum (2007). 

According to the framework, given that an intuitive means oi understanding 

uncertainty in the everyday world is to appeal to causal relations, the process of 

statistical judgement may also rely on intuitive causal models. Information in 

classical probabilistic reasoning is typically lacking in clarity concerning the causal 

basis of the evidence, which Krynski and Tenenbaum argue interferes with 

reasoner’s intuitive initial attempts to discern how the pieces ol evidence relate to 

each other. Their subsequent incorrect representation ol the evidence is thought to 

prevent a full Bayesian analysis, leading to estimates that tail to incorporate all of the 

available statistical information. The result is typically highly over-inflated estimates 

as a result of base rate neglect. Krynski and Tenenbaum (2003, 2007) report 

substantial improvements in performance on their causal formulation of the classic 

mammography problem, arguing that the framework represents a better descriptive 

account of how people make statistical judgements on a daily basis. The primary aim 

of this thesis was to further explore the causal Bayesian framework, and investigate 

whether altering the causal structure of typical statistical judgement problems could 

improve the accuracy of judgements. Broadly speaking, four key aims were 

identified. Firstly, a central and recurrent aim of the PhD was to replicate the causal 

facilitation effect across several experiments of various procedures and designs in
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order to test its robustness. Should the framework indeed represent a better 

descriptive account of probabilistic reasoning then it should operate in any context 

where evidence is sufficient to permit statistical judgements on the basis of a causal 

model representation. Secondly, Chapter 2 sought to examine the intuitiveness of 

causal model representations, as well as exploring whether facilitation could be 

extended to a range of novel statistical problems. Thirdly, Chapter 3 assessed 

whether causal model and nested sets representations operate in similar 

psychological terms, as both appear to clarify how the denominator in a Bayesian 

analysis should be speciiied. Finally, Chapter 4 investigated the extent to which 

numerical ability dictates performance on statistical reasoning tasks, and how ability 

is implied in determining the effectiveness of clarifying causal structure. The range 

of experimental designs, procedures and paradigms ensured a thorough test of 

Krynski and Tenenbaum’s causal facilitation effect, as well as an insight into the 

psychological basis of causal facilitation effects.

A summary of the experimental results is presented in the next section of this 

chapter. The chapter is then split into five further sections: first, the major findings of 

the thesis are discussed (section 5.3); secondly, the possible limitations of the current 

research are considered; thirdly, some suggestions are made for how future research 

could progress and build upon the current findings; next, the implications of the 

current research are considered for a number of applied contexts; finally, some 

concluding remarks are made about the overall findings of the PhD.

5.2 Summary of experimental results

The experiments in Chapter 2 aimed to test the causal facilitation effect in a 

range of experimental contexts. Problem Type was manipulated in all experiments,
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and Experiments 1 and 2 used a dual-task paradigm in an effort to test the 

intuiliveness of causal facilitation, but found limited effects of Load on statistical 

reasoning. I lowever. Experiment I showed that participants who engaged with the 

secondary task produced significantly fewer Bayesian responses under high load. 

Whilst Experiment 2 failed to indicate any effects concerning problem content, 

Causal problems in Experiment 1 were found to yield significantly reduced levels of 

base rate neglect. In Experiment 3 half of the sample received multiple choice 

problems whilst the remaining half had to produce a probability estimate. Results 

indicated a causal facilitation effect, with Bayesian responses significantly elevated 

and base rate neglect responses significantly reduced on Causal problems. 

Participants also gave significantly more Bayesian responses, and significantly fewer 

base rate neglect responses, on multiple choice problems. Experiment 4 varied 

whether problems were presented with natural frequency or percentage based 

statistical data, but found no effect of statistical format on responding. The 

experiment also replicated the causal facilitation effect found in Experiment 3. An 

otherwise interesting and stable phenomenon was observed across all four of these 

experiments: the rate of Bayesian responding on Causal problems was consistently at 

around 25% where open estimates were required, which was markedly lower than 

the 45% rate reported by Krynski and Tenenbaum (2007).

In Chapter 3, the experiments aimed to explore whether causal model and 

nested set representations operate in a similar psychological fashion to facilitate 

better statistical reasoning. The logic of both experiments was that if both 

interventions facilitate reasoning by ultimately inducing similar nested 

representations then a causal facilitation effect should be found only when 

participants do not receive an Euler circle diagram. The results of both experiments
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suggested that the causal intervention was stronger than the diagram intervention; 

Experiment 5 yielded a causal facilitation effect only, with no facilitation effect 

concerning diagrams. However, whilst Experiment 6  also noted an overall effect of 

causal structure, the facilitation was found to he reliable only in the group that did 

not receive Euler diagrams. In each experiment the overall effect of Euler diagrams 

was to increase the rate of base rate overuse errors, rather than produce higher levels 

of Bayesian responding. As in Chapter 2, the rate of Bayesian responding on Causal 

problems again remained consistent across experiments, this time at around 33% 

when collapsed across Euler conditions. The overall rate of Bayesian responding was 

again decidedly lower than observed by Krynski and Tenenbaum (2007).

Finally, Chapter 4 aimed to examine whether Krynski and Tenenbaum's 

(2003, 2007) high rates of causal facilitation were in part due to the ability of their 

samples. Using their exact mammography problem materials, three experiments 

varied Problem Type between subjects, and tested samples of differing levels of 

numeracy. Experiment 7a tested a sample of highly numerate architecture and 

engineering students, and found a strong causal facilitation effect, with Bayesian 

responses again significantly increased on Causal problems whilst base rate neglect 

was reduced on these problems. Strikingly, base rate overuse was also found to be 

significantly elevated on Causal problems. Experiment 7b tested a sample of 

sociology students, who were expected to be of lower average numeracy relative to 

the sample in Experiment 7a. Although results again indicated a causal facilitation 

effect, there were much higher overall levels of base rate overuse and Other 

responses compared to Experiment 7a. Combining both sets of data and collapsing 

across Problem Type yielded a significant effect of subject studied (taken to 

represent numerical ability), with architects and engineers producing over two and a

196



halftimes as many Bayesian responses compared to sociologists. Problem content 

did not, however, interact with subject studied. Experiment 8  tested a sample of 

psychology students, and directly assessed participants’ numerical ability. Once 

more the causal facilitation effect was replicated, with the rate of base rate overuse 

again significantly elevated on Causal problems. Results also indicated that more 

numerate participants gave significantly more Bayesian responses, with subsequent 

analyses confirming that the causal facilitation effect occurred in this group of 

participants only. Whilst 45% of Causal problem responses were Bayesian in 

Experiment 7a, this fell to 22% and 18% in Experiments 7b and 8 respectively.

In overall summary, all but two experiments across the entire PhD failed to 

indicate improved responding on Causal problems, with most of these experiments 

also producing significant reductions in base rate neglect on Causal problems. Causal 

facilitation effects were found with various designs, procedures and samples, 

indicating a reliable phenomenon. Interestingly, only one experiment managed to 

replicate Krynski and Tenenbaum’s 45% rate of Bayesian responding (Experiment 

7a). Looking specifically at Causal problems that required an open response, rates of 

Bayesian responding ranged from 18% - 33% in the experiments where the 

facilitation effect was observed. In several experiments, coding the data in 

accordance with Krynski and Tenenbaum’s (2007) more stringent criterion for a 

Bayesian response led to substantial decreases in the rates of Bayesian responses 

compared to the primary, four category coding scheme which allowed for calculation 

errors. Experiments 3 and 4, both experiments in Chapter 3 and Experiment 7b, in 

particular, showed marked contrasts in the rates of Bayesian responding across 

coding strategies. Experiments 7a and 8 showed small differences in Bayesian 

responses across coding schemes, perhaps indicating that the most able participants
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in these samples were of the relatively highest numeracy overall. The next section 

will now consider these results in more detail, and discuss the theoretical 

implications of the PhD for claims concerning the causal facilitation effect in 

statistical reasoning.

5.3 Interpretation of major findings

This PhD is primarily concerned with understanding whether causal structure 

can alleviate base rate neglect in statistical judgements, and explored this issue 

according to several main research aims. Chapter 2 aimed to investigate the 

intuitiveness of the causal facilitation effect, and its robustness across several other 

experimental manipulations such as numerical format; Chapter 3 investigated how 

causal model representations may actually facilitate Bayesian reasoning in a similar 

fashion to nested sets representations; finally. Chapter 4 aimed to clarify the role of 

numerical ability in statistical reasoning accuracy. Taken together, the results of each 

chapter permit several conclusions to be drawn about the implications of mental 

representation for statistical reasoning.

5.3.1. Why does information about an alternative cause facilitate

statistical judgement?

At its core, the current experimental work was concerned with how peoples’ 

mental representations fit into the process of probabilistic judgement, and whether 

mental representations based on causal structure in particular can promote more 

accurate judgements. Whilst it has been previously suggested that causality does play 

a role in probabilistic judgement, this work either saw such reasoning as interfering 

with the purely statistical Bayesian approach to judgements (Ajzen, 1977; Tversky &



Kahneman, 1980), or failed to fully specify how probabilistic reasoning was 

supported by considering causal relations (Bar-11 i 1 lei, 1980). Krynski and 

Tenenbaum (2003, 2007) presented the causal Bayesian framework, which posited 

that Bayesian reasoning in everyday terms relies on coherent causal model 

representations of the available evidence, and not simply statistical data. The current 

work further clarified how causal information facilitates Bayesian reasoning.

Firstly, results across the PhD supported the contention that explicitly 

detailing an alternative cause for false positive statistics can promote more accurate 

Bayesian reasoning. In the majority of instances across the PhD base rate neglect 

was significantly reduced on Causal problems relative to Standard problems. 

Furthermore, most experiments also yielded a significant increase in Bayesian 

responses on Causal problems over the Standard, causally-vague versions. Explicitly 

clarifying the causal basis for each phenomenon, then, significantly counteracted the 

classic tendency for reasoners to neglect base rate data, and substantially improved 

the accuracy of Bayesian judgements. Results also confirmed Krynski and 

Tenenbaum’s (2007) hypothesis that neglect of base rates can actually occur as a 

result of misinterpreting P (£ j-i//), separate from the base rate data. The numerous 

replications of the causal facilitation effect in the current work strongly imply that 

what reasoners infer about the structural relationships between the phenomena in 

typical statistical problems has a strong effect on Bayesian judgements, and that 

ambiguity in these relationships can interfere with statistical judgement. Results in 

the thesis demonstrate first and foremost, then, that the causal facilitation is real, and 

represent the first known replications of Krynski and Tenenbaum’s effect.

The current research has also built upon the work of Krynski and Tenenbaum 

(2007) considerably, most notably through providing further insight into the exact
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nature of the mental representation reasoners utilise when the causal structure ol the 

problem is fully specified. According to the causal Bayesian framework, current 

results indicated that failing to sufficiently clarify what causes false positive data led 

reasoners to construct diminished causal model representations, which did not 

incorporate all appropriate data. The result was an appreciation that false positives 

were important to judgements, but a failure to understand exactly how this data 

should be integrated in Bayesian terms. Subsequent judgements were anchored on 

the ambiguous likelihood data and thus yielded highly over-inflated Bayesian 

estimates. However, the current experimental work indicated a more ambivalent role 

for causal relations specifically. The hypothesis was made that both causal and 

nested representations may operate in similar psychological terms, particularly by 

encouraging reasoners to consider how the “set” of positive tests comprises both true 

and false positive outcomes. With this made clear, it should thus be apparent that the 

required judgement involves calculating the ratio of true positive tests to the overall 

rate of positive test outcomes. In essence, by explicating a cause for false positive 

outcomes, reasoners may now in fact represent the problems by referring to the sets 

of true and false positive outcomes in relation to the superordinate conjunctive set of 

positive outcomes. Recognising how these sets are related subsequently informs how 

the data should be integrated. Chapter 3 yielded several important results which shed 

further light on this hypothesis. Chiefly, Experiment 6 found that providing 

reasoners with a supplementary Euler diagram did not interact with causal 

manipulations to further improve Bayesian reasoning. A causal facilitation effect 

was observed only when reasoners were not provided with diagrams. In other words, 

diagrams that detailed the set relations did not substantially increase correct 

responding when the problem text detailed an alternative cause. Performance on
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Standard problems was elevated sufficiently with diagrams such that the difference 

in Bayesian responding between problems was reduced. This result is analogous to 

that reported by Sloman et al. (2003) wherein an Euler facilitation effect was only 

observed when the problem content did not already explicate the nested relations. 

Thus, as discussed in Chapter 3, there is at least some indication that the actual 

benefit of providing an alternative cause may be to encourage reasoners to represent 

the evidence as discrete sets in the manner outlined above; reasoners may not 

actually be thinking in terms of the specific causal relations between the phenomena, 

then. Additionally, Chapter 3 suggested that openly clarifying an alternative cause 

may actually be a more powerful means of inducing a set representation, given that 

causal facilitation effects were reported when data was collapsed across Euler 

conditions, whilst Euler facilitation effects were not observed when collapsed across 

Problem Type conditions. This perhaps also lends some support to Krynski and 

Tenenbaum’s (2007) assertion that causal facilitation is intuitive in nature, as 

reasoners did better when inferring structure implicitly from the text as exposed to 

explicitly from the diagram.

To conclude, an integral part of any Bayesian judgement is recognising that 

P(/7|E), the posterior judgement, necessitates that a ratio be calculated. In order for 

this estimate to be accurate, it is also crucial that the reasoner recognise the 

importance of not only the focal hypothesis, P (£ |//) , but also the alternative 

hypothesis P (£ |-i//) , and how data about the two should be combined. Results in 

the thesis suggest that providing a cause for P(E\-iH) helps reasoners to become 

better aware of the significance of this data for their judgement. Being clear that 

positive identifications can occur for two specific reasons, then, seems to activate a 

mental representation which signifies the importance of the relationship between the

201



local and alternative hypotheses. Recognising this relationship helps to clarify how 

the given data pertains to the required judgement, and can facilitate more accurate 

judgements by virtue of encouraging use of all of the available data. The current 

research supports Krynski and Tenenbaum’s (2003, 2007) contention that causal 

information can significantly improve reasoning, however, it also suggests that 

causal manipulations may facilitate Bayesian reasoning by prompting reasoners to 

initially represent the evidence in terms of set relations.

5.3.2. What is the role of numerical ability in statistical reasoning?

As noted previously, several key studies in the field that report strong 

facilitation effects due to manipulations in problem materials tested samples from 

top-tier IJS universities. Although this does not call into question the worth of these 

interventions, it nonetheless begs the question as to whether the ability of the 

samples tested affected the reported efficacy of such interventions, or indeed whether 

the beneficial effects of these interventions are limited to higher ability reasoners. 

Krynski and Tenenbaum’s (2007) study can also be questioned on these grounds, 

given that their observation of higher rates of Bayesian responding in the presence of 

alternative causes comes on the basis of samples drawn from MIT. Importantly,

Brase et al. (2006) reported significant differences in performance on a statistical 

task between reasoners from top-tier universities and mid-tier universities, and 

questioned the sampling practices of experimental work into probabilistic reasoning, 

'fhc current research built upon this work by directly measuring participants’ 

numeracy and examining how performance on problems varied as a function of 

numerical ability. In doing so, the current work also extended existing knowledge 

concerning numeracy and statistical judgement errors (for a recent review see Reyna,
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Nelson, Han & Dieckmann, 2009) which has not yet explored how numeracy may be 

implied in base rate neglect speciIleally.

Of initial interest was the finding that krynski and Tencnbaum's (2007) 45% 

rate of Bayesian responding on Causal problems was replicated only once in the 

current research, when a highly numerate sample of engineers and architects was 

tested (Experiment 7a). Elsewhere throughout the PhD, where samples of mixed 

ability were tested, the highest rate of Bayesian responding on Causal problems 

observed was 33% (Experiment 6), with the cumulative average across the remaining 

experiments reaching 23%. Results indicated that the overall rate of Bayesian 

responding, collapsed across Problem Type, was significantly higher in the sample 

of engineers and architects compared to a sample of sociologists (Experiment 7b) 

who received the same problem materials. Whilst such a finding is analogous to that 

of Erase et al. (2006), crucially, it was not the case that the causal facilitation effect 

was simply stronger in engineers and architects: the rate of causal facilitation was 

about the same in the sample of sociologists. Thus, the main difference between the 

samples was simply in terms of the overall tendency to produce Bayesian estimates, 

the result of which was to yield higher overall rates of Bayesian responding, 

particularly on Causal problems. Such a finding has obvious implications for 

Krynski and Tenenbaum’s (2007) results, suggesting that their high rates of 

Bayesian responding on Causal problems reflected not only the efficacy of the 

intervention, but also the numeracy of the sample.

Experiment 8 indicated that the consistently lower rates of Bayesian 

responding reported for most of the experiments in the PhD likely reflected the lower 

number of highly numerate reasoners in these samples relative to the sample of 

engineers and architects. Here, not only was the rate of Bayesian responding on
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Causal problems again low (18%) but, crucially, a causal facilitation cl feet occurred 

only in the most numerate half of the sample. Rates of Bayesian responding were 

equally low on Causal and Standard problems in the less able half of the sample, 

whilst Bayesian responding was significantly elevated on Causal problems over 

Standard problems in the more able half. The data, in fact, indicated that all but one 

of the Bayesian responses observed on Causal problems in this experiment came 

from the I Ugh numeracy group, indicating that without sufficient numerical ability 

providing an alternative cause produced no facilitation in Bayesian reasoning. Thus, 

the causal facilitation effect would appear to be contingent upon the numerical 

ability of the reasoner, and the highly elevated levels of Bayesian responding 

reported for Causal problems in the work of Krynski and Tenenbaum (2007), and the 

current Experiment 8, were in part due to the overall higher numeracy of these 

samples.

In a sense it is to be expected that having a higher degree of numeracy would 

confer an advantage in solving the mammography problem, for instance, where an 

understanding of how to calculate probability is crucial. A question, however, is 

whether this advantage was a computational one -  did higher numerates simply excel 

at calculations? -  or whether it was a representational one -  did having a better 

understanding of probability make the correct representation appear more obvious? 

Recoding the data indicated that the more numerate participants in Experiments 7a 

and 8 did produce more exactly correct Bayesian estimates, and elsewhere in many 

instances causal facilitation of Bayesian responses was not observed when only 

exactly correct answers were acceptable. However, although Experiment 3 found 

that removing the burden of calculation through using multiple choice questions led 

to much higher rates of Bayesian responding in the presence of alternative causes
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(55%), such a result would not be expected had participants been incapable of 

integrating the statistical data at least to some extent. Overall then, results suggest 

that at least part of the difference between the highest numerate and more average 

numerate reasoners was computational in nature.

Perhaps a bigger clue as to the role of numeracy, however, comes from the 

finding that the most numerate participants tested (Experiment 7a) were seen to 

produce significantly more base rate overuse errors on Causal problems. Despite 

their obviously superior computational ability, then, several of these participants 

simply gave the base rate as their estimate. Results from Experiments 7b and 8 are 

also interesting in this respect: here, overall rates of base rate overuse were very high 

and, importantly, in some instances higher on Causal problems. Base rate overuse 

errors are not likely to have occurred as a result of an errant calculation, but rather an 

incorrect inference that the provided base rate alone was the correct estimate, 

presumably as a result of failing to recognise the correct representation of the 

problem. Whilst having strong computational skills did lead to more exactly correct 

Bayesian responses, such skills were not sufficient to overcome an incorrect initial 

representation, as evidence by Experiment 7a. Therefore, the current results suggest 

that the benefit of higher numeracy was likely more to do with conferring the 

reasoner with a better recognition of the correct representation when the problem 

provided sufficient information, presumably due to having a better understanding of 

how probability is calculated, and understanding how the problem features could be 

applied in this respect.

The current research has expressly demonstrated that Krynski and 

Tenenbaum’s causal facilitation effect occurs only when reasoners have a sufficient 

level of numeracy, and further highlights how such sample characteristics can

205



influence results when conducting research into probabilistic judgement. Whilst 

higher numeracy does aid in computing estimates, the greater benefit of numerical 

competency seems to be in the understanding of how data should lit together in 

probability terms. When reasoners are provided with sufficienth clear information to 

construct the correct mental representation of the problem phenomena, higher 

numerates are more likely to recognise this representation and thus experience a 

causal facilitation effect. Accordingly, rates of Bayesian responding in the presence 

of alternative causes in the current work were consistently low as the majority of the 

samples tested contained fewer highly numerate reasoners relative to the samples 

tested by Krynski and Tenenbaum (2007).

5.3.3, Are causal model representations an intuitive means of improving

Bayesian reasoning?

Central to Krynski and Tenenbaum’s theory is the notion that appealing to 

causal considerations is a crucial and intuitive step in Bayesian reasoning. Given the 

invariance of causal relations in our everyday environments, appealing to causal 

knowledge as an intuitive means of explaining uncertainty seems plausible, and 

certainly a more adaptive means of structurally representing probabilistic judgements 

as opposed to thinking strictly in terms of data. Intuition, however, is typically seen 

as a source of error in reasoning; several dual-task studies report increases in errors, 

including base rate neglect, when participants are constrained to reasoning intuitively 

by placing them under load (e.g. De Neys, 2006a, 2006b; Franssens & De Neys, 

2009; Lesage, Navarette & De Neys, in press). The causal Bayesian framework 

contrasts with existing theory in that it suggests that supporting intuitive reasoning 

can improve lead to improvements in probabilistic judgements.
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Experiments I and 2 aimed to assess this contrast in theory directly by 

presenting evidence with a clear causal basis to reasoners whilst under load, with the 

hypothesis being that if causal facilitation is indeed intuitive then load would not 

interfere with the effect. Whilst the only effect of load observed was on the absolute 

level of Bayesian responding in Experiment 1, the lack of a main facilitation effect 

of problem content for Bayesian responses in each experiment made it difficult to 

interpret whether the load paradigm interfered with causal facilitation. What was 

clear by the end of Chapter 2, though, was that the lack of main effect of problem 

content on Bayesian responses in the dual-task experiments was in fact due to the 

higher degree of Standard Bayesian responses in these experiments. The rates of 

Causal Bayesian responses in Experiments I and 2 were in line with those reported 

throughout the remainder of the thesis, where no further load experiments were 

conducted. Although load has failed to interfere with statistical reasoning on 

previous occasions (e.g. Bonner & Newell, 2010), perhaps the clearest clue as to the 

intuitiveness o f structural representations in Bayesian reasoning comes in the 

observation of mostly consistent levels of Bayesian responding on Causal problems 

throughout the thesis. This finding was most salient in Chapter 2: here, despite broad 

changes in experimental conditions, the rate ol Bayesian responding did not increase 

above 25% on Causal problems, with comparable levels of the response also noted in 

subsequent chapters. Of note is that Krynski and Tenenbaum’s (2007) Experiments I 

-  3 also show a consistency in the rate of Bayesian responding on Causal problems 

(around 45%), despite problem materials varying considerably in complexity over 

the course of the three experiments. Whilst previous discussion has suggested that 

the numeracy of samples may account for this overall lower level of correct 

responding on Causal problems relative to Krynski and Tcnenbaum (2007), the
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relative stability in Causal Bayesian responding nonetheless indicates a reliable 

phenomenon that seems to operate on a basis that is not subject to working memory 

factors, and is immune to various changes in experimental procedures.

Finally, differences between base rate neglect and base rate overuse errors 

across problems throughout the thesis may also permit some insight into the 

intuitiveness of causal information in the process of statistical judgement. In the 

majority of experiments, Standard problems showed a higher rate of neglect errors 

than overuse errors. Thus, where the available evidence lacks the sufficient causal 

clarity, rendering intuitive causal Bayesian reasoning ineffective, reasoners are 

constrained to making judgements based on a purely statistical basis. In these 

instances, where no integrative representation is available, reasoners commit base 

rate neglect, as is the norm in the literature. In several instances throughout the PhD 

however. Causal problems showed rates of base rate overuse errors that were either 

elevated above, or similar to, levels of neglect errors. Therefore, explicitly defining 

the causal basis of each of the problem features did appreciably alter how 

participants reasoned about the problems, but the effect in many instances was to 

alter the form of error made rather than facilitate a normative Bayesian analysis 

Reasoners did seem to be perceptive of when an alternative cause was presented 

then, suggesting that at least part of Krynski and Tenenbaum’s contentions 

surrounding the intuitiveness of causal information in Bayesian reasoning is true 

However, and as outlined previously, many reasoners may simply have lacked the 

sufficient numerical understanding of probability to intuitively infer the correct 

causal representation. Instead, it appeared that many reasoners who did not 

understand that the judgement required calculation of a ratio instead may have 

matched their estimate with the data referred to specifically in the problem question.
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In this sense, the notion that an appreciation of the causal characteristics of the 

problem features in statistical reasoning can intuitively improve judgement accuracy 

is limited in scope: explaining a cause for P(Ej-itf) does not appear to intuitively 

induce the correct structured representation of the evidence in reasoners who lack 

sufficient understanding of the numerical principles governing probabilistic 

reasoning.

What does it mean to say, then, that the causal facilitation effect can be 

intuitive in nature? It is clear that numerical comprehension of classical probabilistic 

word problems is insufficient in itself to ensure correct reasoning; people may very 

well have the ability and knowledge to solve the problem, but it is not immediately 

obvious from reading the Standard problems how judgements should proceed. In the 

cause of Causal problems, the emphasis is switched from a purely mechanistic 

application of the correct numerical knowledge (i.e. how probability calculations 

work), to one which builds upon a more intuitive structure: causal relations. Krynski 

and Tenenbaum would argue that this represents the improved intuitiveness of these 

problems: people are better equipped to more readily understand causal relations 

between uncertain evidence (where the information is complete), rather than the 

strict numerical relations. I tins, where people are also familiar with the requisite 

numerical knowledge to solve the problem, clear causal structure acts as a cue to 

bring this knowledge to bear on the judgement process. In those lacking this 

numerical understanding, causal relations are insufficient to promote a better 

integrated judgement -  people cannot apply rules which they are unaware of.

5.3.4. Comment on dual-process theory

As noted in Chapter I, dual-process theory has played an important part in
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the history of statistical reasoning research, and has been evoked to explain 

differences between those who commit base rate neglect, and those who do not 

(Stanovich & West, 2000; Barbey & Sloman, 2007). Whilst dual-process theories in 

judgement and decision making have come under conceptual fire in more 

contemporary times, they are beginning to enjoy a resurgence in the literature (e.g. 

Kahneman, 2011). with attempts now being made to further develop the theory in 

light of more recent research (e.g. Evans & Frankish, 2009; Evans & Stanovich, in 

press). Dual-process theories are still an appealing means of conceptualising the 

different characteristics between the kind ol thinking that leads to heuristic errors, 

and that which leads to more analytically thought-out responses. Clearly, how one 

thinks when committing base rate neglect or overuse is divergent from how one 

thinks when producing a Bayesian response, and this thesis strongly indicates that an 

appreciation of causal relations can play a key role in regulating how one thinks and 

applies their knowledge to probabilistic judgements. Whilst the current thesis did not 

expressly aim to evaluate a dual-process account ot statistical reasoning, the current 

findings do have at least permit some comments to be made about dual-processes in 

statistical reasoning.

Central to the causal Bayesian framework is the idea of appealing to intuitive 

knowledge about causal relations, leveraging such intuitions in order to explicate 

how numerical evidence should be combined when making an evaluative judgement. 

Typically, dual process theory sees intuition as the realm of error in thinking and 

reasoning, responsible for various heuristic errors including base rate neglect (e.g. 

Franssens & De Neys, 2009). The dual task experiments in Chapter 2 -  a paradigm 

typically used to test dual-process accounts -  failed to find increased errors under 

cognitive load as a dual-process account would predict., however. Instead, the
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current work at least tentatively supports Krynski and Tenenbaum’s contention that 

formulating statistical problems in such a way that actually encourages intuitive 

thinking can, in fact, clarify the correct objective approach. The suggestion is, then, 

that better judgements may arise through encouraging heller intuitive thinking, or by 

appealing to different intuitions in order to facilitate more complex analytical 

thought. Such an approach is at odds with existing dual-process theories, which 

would typically attempt to supress intuitive thinking in order to reduce errors.

Elsewhere, dual process theories have also attempted to understand 

the role of general cognitive ability in base rate neglect, but research has produced 

conflicting results, with higher ability participants sometimes actually more prone to 

neglect. The current work offers a more targeted, but similar, view. Specifically, 

numerical ability, whilst related to Bayesian performance on causal statistical 

problems, was also related to base rate overuse errors in one instance (Experiment 

8). Together, the above results demonstrate that a dual-process account of 

probabilistic reasoning must do more to pick apart the exact competencies, and their 

relative contribution, to how people think when solving classical probabilistic word 

problems. Explicating the specific abilities involved may aid in further 

understanding probabilistic reasoning from a dual-process perspective, by 

determining the extent to which better judgements rely on analytical or intuitive 

knowledge, or an interplay between the two.

5.4. Limitations of the current work

Whilst all experiments in the current thesis produced significant results and 

permitted some initial conclusions to be drawn on the nature of causal mental 

representation in statistical reasoning, there are some general methodological issues,
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which could be raised about this research.

In particular, the current research failed to replicate several effects reported in 

the literature, namely concerning cognitive load, and frequency formats.

Experiments I and 2 failed to find main effects of load on rates of base rate neglect, 

where previously Franssens and De Neys (2009) reported increased neglect under 

heavy load. A crucial difference between that and the current work was in the nature 

of the problem materials used: they used lawyer/engineer style base rate problems, 

which do not require that a sum be computed, whilst current participants were 

required to compute a complex, multi-figure sum, without the use of pen and paper. 

On lawyer/engineer problems, the emphasis of task concerns whether reasoners will 

overcome the loaded, qualitative details in the personality description they read, and 

recognise the objective significance of the base rate data On current materials, the 

emphasis instead is on whether reasoners recognise exactly how the available 

statistical data should be combined. Given that this work represents the first time 

such a paradigm has been used with more numerical materials, the lack of an effect 

of load on base rate neglect suggests that such a visuospatial dual-task may not 

actually interfere with the kind of reasoning people engage in whilst solving this 

particular materials. 1 here is also evidence outside of the statistical reasoning 

literature that dual-task procedures may not interfere with task performance as 

expected (e.g. 1 legally, Shah & Miyake, 2000; De Neys & Schaeken, 2007). Whilst 

results over the course of thesis do imply an intuitive basis for causal facilitation, the 

dual-task procedure did not itself permit a direct conclusion to be drawn. Perhaps a 

better way of testing the intuitiveness of causal facilitation would be to subject 

participants to a speeded-task condition, where judgements arc made under time 

pressure, as opposed to interering with cognitive resources.



The current work also failed to support existing research showing that 

Bayesian performance tends to be significantly better when data are presented as 

frequencies; participants in Experiment 4 produced similar levels of Bayesian 

responding irrespective of whether data was given in percentage, or frequency terms. 

Whilst results later in the thesis also suggested a role for numeracy in facilitation 

effects, other recent work has also reported that the Irequency effect is also limited in 

reasoners with lower numeracy (( hapman Liu, 2009; (jalesic, Gigerenzer & 

Straubinger; 2009; Sirota & Juanchic, 201 I). Thus, many participants in Experiment 

4 may simply have lacked sufficient numerical understanding of the problems to 

experience any frequency facilitation. 1 hose few reasoners that did have an adequate 

understanding were sufficiently capable of solving the problem in either statistical 

format.

Another limitation may have concerned the Lipkus et al. (2001) numeracy 

scale used in Chapter 4. Whilst the reliability of the scale is good (a  = .70 - .75, 

Reyna et al. 2009), and although the scale has been widely used, with performance 

shown on many occasions to predict poor decision making (e.g. Cokely & Kelley, 

2009; Schapira, Walker & Sedivy, 2009; Peters & Levin, 2008), Cokely, Galesic, 

Schulz, Ghazal and Garcia-Retamero (2012) note that performance on the scale in all 

of these, and many other studies, tends to be high. I he scale assesses very basic 

numeracy for the most part, and many participants in Experiment 8 also scored 

highly (mean = 9 out of 11 items correct). This may raise an issue, Cokely et al posit 

(2012), with testing highly educated samples such as university students as the scale 

may not be difficult enough to give clear comparisons on the basis of low and high 

performance. Consider that, despite over half of the sample in Experiment 8 being 

classed as ‘4 ligh Numeracy”, the rale of Causal Bayesian responding was the lowest
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observed in the thesis. Thus, in some instances high performance on the Upkus et al. 

(2001) scale may still not reflect a high enough level of numeracy to solve the 

Bayesian task. I lowever. performance on the scale in Experiment 8 clearly predicted 

Bayesian performance, meaning the scale did permit insight into how the relative 

numeracy of participants within a sample affected the causal facilitation effect.

Finally, analysis of performance in the current work was limited to the 

estimates reasoners gave on the statistical tasks. I he current work did oiler more 

insight in this regard than is usual by considering several categories of response 

where, typically, only Bayesian responses are presented. I lowever, in no experiments 

were participants asked to give clear indications of their rough work when 

calculating an estimate, nor did current experiments attempt to make any inferences 

based on what rough work participants may or may not have produced. Whilst 

classifying the probability estimates that reasoners gave did suggest how reasoners 

thought about the Bayesian problems -  whether the nature of the judgement was 

recognised, how data was integrated etc -  the experiments did not directly measure 

how representations or statistical integrations differed between participants.

Requiring participants to produce their rough work, or to draw diagrams, would 

permit further insight into how higher and lower numerates, for instance, differ in 

their representations of the Causal problems.

5.5. Future directions

Further work is required to more accurately address the intuitiveness of 

causal facilitation. Krynski and Tenenbaum (2007) argue that causal facilitation is 

intuitive in nature, and do not make distinctions in this regard with respect to 

numerical ability. Whilst the current research has found numerical ability to predict
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occurrence of the causal facilitation effect, results concerning the intuitivcncss of the 

effect were less clear. Recently, Thompson, Prowse Turner and Pennycook (2012) 

have posited a new construct called “Feeling of Rightness” (FOR) which is said to 

be a metacognitive phenomenon that accompanies an initial intuitive response. A 

high degree of FOR is associated with a smaller chance of changing an initial 

response, and shorter rethinking time when subsequently given time to change 

answers. Their elegant two-step experimental paradigm could also be applied to 

current Bayesian tasks by first forcing reasoners, by means of a speeded task, to 

construct a representation for the task, perhaps as a diagram, and measuring FOR; no 

calculation would be required at this stage. Presumably, if causal facilitation is 

intuitive, reasoners’ initial representations for Causal problems should indicate a 

tendency to have considered all available evidence, and be accompanied by a high 

FOR. Unlike Krynski and Tenenbaum (2007), the current work suggests that 

differences may be found in initial representations contingent upon numeracy. Such 

a paradigm would also permit further insight into whether the effect of numeracy on 

Causal problems is representational or computational in nature, as well as also 

address the limitation identified in the current work of failing to look more closely 

beyond the statistical estimates given.

It is clear that more work needs to be conducted in relation to how numeracy 

is implied in base rate neglect, given this aptitude has been overlooked in earlier 

research. Whilst Chapter 4 has suggested a basis for the involvement of numeracy in 

the causal facilitation effect, follow up work may benefit from employing a more 

stringent measure of numerical ability. Cokely et al. (2012) have recently developed 

the Berlin Numeracy Test, the computer-based version of which adaptively selects 2- 

3 items from four of various difficulty depending on performance in the previous
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item. The test has been found to better predict performance on a series of risky 

decision making items than the Lipkus et al. (2001) scale (/•= .29 vs. /•= .20) whilst 

also demonstrating significantly less negative skew in performance. I he test has also 

shown high cross-cultural discriminabiIity across a range ol 14 countries.

Having assessed numeracy in this manner, an interesting question to explore 

would be what forms of representation are suited for reasoners of different levels of 

numeracy. Brase (2000), for instance, noted that participants performed better with 

different forms of additional diagrams despite all communicating the same 

information concerning the nested relations ol a statistical problem. I Inis, whilst 

higher numerates are more likely to recognise the correct structural representation 

when the evidence is phrased in clear causal terms, it may be that a causal diagram, 

for instance, may boost performance in lower numerates more than reformulated 

text. The possibility may be that a visual diagram of the causal relations, which 

would explicitly represent how evidence in the problem fits together, may provide 

some added benefit to those who do not have sufficient numeracy to intuitively 

recognise this from the text alone.

5.6. Applications

fhe current thesis has advanced the understanding of mental representation 

and base rate neglect in statistical reasoning in several ways. The findings of this 

research have implications for several applied contexts where poor judgement and 

decision making can have severe repercussions.

Perhaps one of the reasons why base rate neglect became such a widely- 

studied phenomenon in the probabilistic reasoning literature is due to the early 

findings that even well trained medical professionals committed base rate neglect on
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a diagnosis task (Meehl & Rosen, 1955; Casscells et al. 1978; Eddy, 1982). More 

recently, Bramwell et al. (2006) tested the ability of samples ofobstetricians, 

midwives and pregnant women to estimate the chance that an unborn baby had 

Down’s Syndrome on the basis of a positive test. Eighty three percent of total 

responses were incorrect, with only forty three percent ol obstetrician responses 

correct. Doctors, and patients, are often tasked with making potentially life-changing 

judgements and decisions, often on the basis of statistical likelihoods. Doctors must 

decide on what diagnoses to offer, and what treatments are suitable, whilst patients, 

for example, also often have to decide which treatment to explore from a selection, 

each of which may have their own range of side-effects and prognoses, none of 

which are a certainty. Reyna et al. (2009) reviewed a huge amount of prior work 

which has identified that low patient numeracy can lead to a range of errors when 

making medical decisions such as “distorting perceptions of risk and benefits of 

screening; reducing medication compliance; impeding access to treatments” (p. 943), 

and still further research has investigated the effects of different numerical formats 

and diagrammatic representations on risk judgements (e.g. Nelson et al. 2008). 

Several studies have suggested that facilitating a more intuitive-based approach to 

medical decisions, where the amount of cognitive effort is kept to a minimum 

through highlighting the qualitative relations amongst data, are of particular benefit 

to lower numerates (Peters, Dieckmann, Dixon, Hibbard & Mertz, 2007; Nelson et 

al. 2008).

The current research has extended current knowledge by demonstrating that 

numeracy can also predict reasoners’ tendency to neglect base rates: a statistic of 

vital importance to many medical decisions. Given that neglecting base rates leads to 

highly over-inflated estimates, it is imperative that patients in particular understand
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how this information pertains to their judgements. One recommendation from 

C’okely et al. (2012) is to give patients, for example, a short numeracy scale such as 

the Berlin Numeracy Test to quickly and accurately assess numerical ability, and 

subsequently tailor how information is presented in order to promote better 

judgements. Current findings support the idea that presenting information in such a 

manner that intuitively permits a more structured account of the evidence is likely to 

encourage a more integrated approach, whereby all of the evidence is considered 

appropriately. Causal structure has been shown to be one means of reliably 

improving integrative Bayesian judgements, however, only those of higher numeracy 

are likely to intuitively benefit from text-based manipulations in this regard. The 

current findings imply that causal structure may be a powerful means of positively 

utilising intuition in judgements, and suggests that further work is warranted to 

determine whether other forms of clarifying causal relations may lead to causal 

facilitation effects in reasoners of lower numerical ability.

The courtroom is another context in which decisions and judgements must be 

made on the basis of evidence and co-variation data, and where poor decisions can 

have serious consequences. One high profile case, that of Sally Clark, saw a 

conviction of double-infanticide as it was reasoned that the statistical likelihood of 

two cases of Sudden Infant Death Syndrome was more improbable, however, 

judgement had fallen foul of the “prosecutor’s fallacy” (Thomson & Schumann 

1987). Here, the calculated likelihood ratio had neglected to consider the prior- 

probability of double infanticide, which led to the Royal Statistical Society issuing a 

statement about the misuse ofthe statistical information in the case. Consider, if a 

test indicates that a defendant’s DNA was found at a crime scene, and that the 

statistical likelihood of this occurring //the defendant is innocent is small, a
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prosecutor’s fallacy would Involve assuming that this also means that the probability 

of the defendant’s Innocence is also small. This judgement must also consider the 

prior probability of innocence, which could be based on the number of offenders in 

the population to begin with. Research in the legal domain has indicated that law 

students are prone to committing base rate neglect in this way (Hide, 2011), and that 

jurors tend to underweight statistical evidence in favour of other forms of evidence 

(Kaye & Koehler, 1991). The current research suggests that one reason that that 

judgements fail to consider all of the available evidence is that no distinct causal 

relations can be drawn between the evidence and the outcome; this is particularly 

problematic if such links can be inferred about other parts of the evidence, as 

intuitions may tend to give preference to this evidence over that which cannot be 

explained in causal terms. Previous work has also suggested that people use causal 

models to structure and understand legal evidence (Pennington llastie, 1992), and 

work by Fenton, Neil and Lagnado (in press) has postulated a Bayesian framework 

which incorporates causal models to understand how legal arguments are made on 

the basis of evidence. The current work suggests that in order to encourage 

appropriate use of statistical data, and to avoid base rate neglect, people must 

initially be able to intuitively construct a coherent causal model representation to 

represent the evidence; parameterisation of this model will clarify how data should 

be integrated in Bayesian terms.

The current work also has implications in an educational context. Several 

studies have shown that the rate of some forms of intuitive error decrease with 

education and age-related developments in cognitive capacity, whilst other forms of 

intuitive errors actually increase (e.g. Fischbein & Schnarch, 1997; Morsanyi & 

Handley, 2008; Morsanyi et al, 2009). Although it is generally accepted that those

21‘)



with higher cognitive capacities tend to commit fewer intuitive errors overall 

(I land ley et al. 2004; kokis et al. 2002), the current work highlights that being 

highly numerate also does not preclude some reasoners’ tendency to misrepresent 

data in a probabilistic task. In other words, having the capacity for more objective 

and rule-based reasoning is only half of the story when it comes to intuitive errors. 

More recently, Stanovich and West (2008) have suggested that ability alone is 

insufficient if reasoners do not also possess a high need for cognition, which reflects 

ones tendency to want to actively engage in effortful, rule-based reasoning. Those 

higher in need for cognition are more likely to recognise when certain rules apply; 

thus, one could have a high cognitive capacity but little motivation to apply it (which 

may explain base rate overuse errors in numerate samples). As Morsanyi et al.

(2009) note "It is clearly not enough to teach normative statistical rules when many 

students are unable to recognise the need to apply them” (p. 219). The current 

findings further suggest that what is required is an approach which highlights to 

students the need to realise why a holistic and integrative approach to probabilistic 

judgement is crucial, and what forms of error people are prone to when making these 

judgements. Causally structured approaches may represent an intuitive means of 

teaching students about the importance of considering the focal and alternative 

hypotheses, and all of the associated data, in making statistical judgements.

5.6. Final conclusions

Krynski and Tenenbaum (2007) argue that base rate neglect has typically 

been reported in the probabilistic reasoning literature as the materials used have 

failed to support reasoners intuitively causal approach to statistical judgement. They 

introduce the causal Bayesian framework as representing a better normative account
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of everyday probabilistic judgement on the basis of vast improvements in Bayesian 

reasoning when problems are reformulated to support construction of intuitive causal 

model representations. The current research has furthered our understanding of the 

causal Bayesian framework in several important respects. Firstly, explicating the 

causal basis of all important features of the given evidence does appear to intuitively 

facilitate better Bayesian reasoning, with the power of the effect demonstrated in its 

reliability and stability across a range of various experimental conditions. A caveat 

to the causal facilitation effect is that it is conditional upon having a sufficient 

understanding of the rules of probability; without such knowledge, ¡1 appears that 

reasoners will not recognise the correct representation, and instead are likely to 

commit different errors. This likely explains explain why rates of Bayesian 

responding in the current work were typically lower than reported by Krynski and 

Tenenbaum (2007), who tested samples of likely high overall numeracy, and 

highlights that numerical ability should be controlled for when evaluating 

interventions designed to improve statistical reasoning. It also suggests that the 

causal Bayesian framework may not be an appropriate normative account by which 

to assess judgements of everyday reasoners, insofar as it represents the correct 

reasoning of high ability participants only, finally, there are some initial conclusions 

to be drawn from the current work as regards the functional basis of causal 

information in probabilistic judgement. In particular, both the provision of additional 

causal information, and manipulations which explicate the nested set relations of the 

evidence, seem to facilitate similar representations which particularly highlight the 

importance of the denominator in the required calculation, and how this denominator 

should be formed from the data.

In final conclusion, the process o f Bayesian reasoning can benefit from



having a well-defined structured mental representation from which to infer how 

given data should be integrated. I Iowever, the evidence must be presented in such a 

manner as to support construction of this representation, and highlighting the causal 

basis of all relevant data can be a powerful means ol doing this, by aiding reasoners 

to more clearly represent the data in terms of interrelated sets.
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Appendices

Appendix A: Supplementary information for Chapter 2.

1) Reasoning problems

All 16 problems were used in Experiments I and 2, whilst those marked with 

an asterisk were used in Experiments 3 and 4. I he italicised text in each problem 

gives the wording for the presentation of lalse positive information in the Causal 

version.

Mammography problem *

Suppose the following statistics are known about women at age 60 who participate in 

a routine mammogram screening, an X-ray of the breast tissue that detects tumors:

10 in every 100 have breast cancer at the time o f the screening. 8 in every 10 of 

those with breast cancer will receive a positive mammogram. I fowever, 20 in every 

90 of the remaining cases without cancer will still receive a positive mammogram. 

However, a dense bill benign cyst, which looks like a cancerous minor on the X-ray, 

can cause positive mammograms in those without cancer; this occurs in 20 in every 

90 mammograms o f those without cancer.

Of those that receive positive mammographies, what % would you expect to have 

cancer?

Tornado problem *

Suppose the following statistics are known about "Tornado Season" which occurs 

along the Gulf Coast of America from late February into late April.
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Over the past 20 years, tornadoes have occurred on 20 out of every 100 days during 

"Tornado Season”. 15 out of those 20 tornado days have been correctly predicted 3 

days in advance of their occurrence. However, tornadoes have been mistakenly 

predicted on 24 out of every 80 days. However, brief but severe fluctuations in storm 

activity can lead to a mistaken tornado prediction, and this has occurred on 24 out 

o f every 80 days.

What % of predicted tornadoes would you expect to occur?

Counterfeit money problem

Suppose the following statistics are known about the banknotes currently in 

circulation.

15 in every 100 notes are counterfeit. Many retailers use special marker pens to test 

whether a note is counterfeit. These markers are successful in identifying 12 out of 

every 15 fake notes. However, 25 out of every 85 legal notes are incorrectly 

identified as counterfeit. However, the ink in the marker sometimes reacts with 

chemicals often found on legal notes, resulting in 25 out o f  every 85 legal notes 

being incorrectly identified as counterfeit.

Of those notes identified by marker pens as being counterfeit, what % would you 

expect to be counterfeit?

Suspect problem

Suppose the following statistics are known abou t airport secu rity :

It is estimated that 4 in every 100 people who pass through Heathrow airport are 

wanted by the police. Using CCTV images, facial recognition software will correctly 

identify 3 out of every 4 police targets. However, 12 out of every 96 ordinary
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travellers are identified as suspects. However, glare from the sun means that the 

software incorrectly identifies 12 out o f every 96 ordinary travellers as suspects.

Of those identified as suspects by the software, what % would you expect to be 

wanted by the police?

Speed camera problem

Suppose the following statistics are true statistics about speed limit enforcement:

30 in every 100 drivers break the speed limit along a certain stretch of motorway. 

Speed cameras detect 20 out of every 30 offenders. 7 out of every 70 cars driving 

below the speed limit are mistakenly detected as speeding, however. However, rain 

on the camera lens can distort the image a camera sees, so 7 out o f  every 70 cars 

driving below the speed limit are mistakenly detected as speeding.

What % of motorists identified as breaking the limit would you expect to have been 

speeding?

Sniffer dog problem

Suppose that the Department of Customs and Excise know the following stat ist ics to 

be true:

10 out of every 100 pieces of luggage at Belfast City Airport contain drugs. Sniffer 

dogs correctly detect drugs in 9 out of every 10 cases where drugs are present. 

However, the presence of drugs is incorrectly detected in 2 out of every 90 cases. 

However, certain foodstuffs smell like drugs, and for this reason sniffer dogs will 

incorrectly detect the presence o f drugs in 2 out o f  every 90 cases.

What % of luggage identified by sniffer dogs as containing drugs will actually 

contain drugs?
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Suppose the following statistics about pregnancy true:

When a sexually active woman’s period is over live days late, in 30 out of every 100 

cases this is a sign that conception has occurred. Pregnancy tests will correctly 

indicate pregnancy in 26 out of every 30 cases. I lowever, the tests incorrectly detect 

pregnancy in 20 out of every 70 cases. However, the dye in pregnancy tests near 

their expiration date can seep, resulting in positive results even i f  conception has not 

occurred. This happens in 20 out o f  every 70 cases.

What % of sexually active women whose periods are over 5 days late, and who have 

positive results, are pregnant?

Email spam problem

Assume the following statistics are true about a program for blocking spam e-mails: 

40 of every 100 emails are spam e-mails. Spam-filters detect and block 20 out of 

every 40 spam messages. However, 18 out of every 60 non-spam e-mails are 

mistakenly blocked as spam. However, because the filters work by detecting 

keywords, some legitimate emails containing these keywords are mistakenly blocked 

as spam; this happens in IS out o f  every 60 cases.

What % of blocked e-mails are spam e-mails?

Drag test problem *

Suppose the following statistics about drug use are true:

A survey revealed that 15 of every 100 people employed by a particular company 

use drugs outside of work. Random urine tests were introduced which correctly 

indicate the presence of illegal drugs in 11 out of every 15 cases. I lowcver, there is a

Pregnancy test problem *
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positive urine test in 31 out of every 85 innocent cases. However, chemicals in over- 

the-counter medications will trigger a positive twine test in 31 out o f every 85 

innocent cases.

What % of employees with a positive test has used illegal drugs?

Virus scunner problem

Suppose these statistics about an internet security package are true:

20 of every 100 Hies downloaded from the internet contain harmful viruses. 18 of 

every 20 infected iiles are detected by anti-virus scanners before they have a chance 

to do any damage. I lowever, virus scanners incorrectly identify 8 out of every 80 

harmless tiles as infected. As some programming code found in viruses is also found 

in harmless files, virus scanners incorrectly identify 8 out o f  every 80 harmless files 

as infected.

What % of files identified as harmful turn out to contain a virus?

I l l  V test problem

Suppose the following statistics about HIV are true:

15 out of every 100 people in southern Africa may have HIV without their 

knowledge. HIV tests that detect particular antibodies will correctly indicate a 111V 

infection in 13 of 15 cases. However, the tests come back positive in 30 out of every 

85 cases where the HIV virus is absent. However, as other conditions can cause the 

presence o f some antibodies associated with HIV, the tests come hack positive in 30 

out o f  every 85 cases where the HIV virus is absent.

What % of people with positive test results has the virus?
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Suppose the following statistics about the spread of swine flu are true:

By December, 35 out of every 100 flu cases in the UK will involve Swine Flu. 24 

out of every 35 of those infected will receive positive tests for 111NI. However, I ft 

out of every 65 people infected with normal flu will still receive positive tests for 

Swine Flu. As several o f these genetic markers are also associated with normal flu, 

IS out o f  every 65 people infected with normal flu will receive positive 11 INI tests 

when they don V have Swine Flu.

What % of patients with positive results has Swine Flu?

Water contamination problem

Suppose recent tests at a bottled water plant found:

12 in every 100 bottles produced are contaminated with harmful bacteria. A litmus 

test identifies 10 in every 12 of contaminated bottles. However, 18 in every 88 

uncontaminated bottles are identified as being contaminated. However, the litmus 

test is also sensitive to some harmless bacteria and incorrectly identifies IS in every 

88 uncontaminated bottles as being contaminated.

What % of bottles identified as contaminated are actually contaminated?

Cab problem

Suppose two taxi cab firms operate in a city; the Blue company and the Green 

company.

25 in every 100 cabs in the city are Blue and 75 in every 100 are Green. A witness to 

an evening car accident identified a Blue taxi as being involved. The court tested the 

witness’ ability to identify taxis under similar visibility conditions and found that
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they correctly identified 18 out of 25 Blue cabs. I lovvever, the witness identified 22 

out of 75 Green cabs as Blue. However, due to faded paint, some blue and green 

taxis looked similar, and the witness misidentifted 22 out o f  75 green cabs as blue. 

Given this information, what is the % chance the witness was correct and the taxi 

involved in the accident really was Blue?

Intrusion detection system problem

Suppose the following crime statistics are true:

30 out of every 100 museums in the UK are broken into each year. The Laser 

detection systems which all museums have nowadays will sound an alarm in 20 out 

of every 30 robbery attempts. However, every year alarms sound when there is no 

intruder in 6 museums out of every 70. However, rodents can trip the alarm and 

every year alarms sound when there is no intruder in 6 museums out o f  every 70. 

Given a raised alarm; what is the % chance there has been a robbery attempt?

Fighter jet problem

Suppose that in preparation for the threat of attack from Vietnamese and Cambodian 

planes during the Vietnam War; the US Army trained lookout soldiers.

In every 100 training trials, 28 out of every 30 Vietnamese planes were correctly 

identified. However, 20 out ofevery 70 Cambodian planes were misidentified as 

Vietnamese. Because the training simulated night-time conditions, 20 out o f  every 70 

Cambodian planes were misidentified as Vietnamese.

A soldier identified a Vietnamese plane as responsible for a recent attack; what is the 

% chance that the fighter jet was in fact of Vietnamese origin?
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Upon entering the lab, participants were given a brief introduction to the aim 

of the experiment, and told that trials involved keeping a presented dot pattern in 

memory, solving a statistical problem, and then recalling the dot pattern. Participants 

were told how to use the mouse to complete the memory task, and the keyboard to 

complete the statistical problems. It was made clear that no time limit would be 

imposed for completion of the experiment.

Materials were presented to participants in Experiments I and 2 using E-Prime. I lie 

following introductory information was presented before experimental trials began:

“The following experiment will test your ability to reason about probability whilst 

memorising a pattern o f dots.

In each trial you will first briefly see a 3x3 grid with a dot pattern to memorise; you 

will then be presented with a statistical problem. After you have entered your answer 

to the problem a blank grid will appear and you will use the mouse to click wherever 

on the grid you remember there to have been dots before.

A practice X  grid will follow next.

Press Space to continue “

Upon completing the practice dot grid (and those during experimental trials), 

participants received visual feedback indicating whether they gave the “Correct 

pattern” or an “Incorrect pattern”, and invited to press the spacebar to begin the next 

trial. Participants saw the following information just before experimental trials 

began:

2) Instructions to participants in Experiments I & 2
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“The experiment will now begin.

When you next press the spacebar a new 3x3 grid pattern will be shown rapidly; it is 

imperative that yon remember the pattern. A statistical problem will follow the 

pattern.

There are 8 trials in this block.

Press Space to begin “

For each statistical problem, participants were instructed to use the keypad to 

enter a figure, which appeared on-screen, and press spacebar to enter the response. 

Entered figures could be deleted using the backspace key. Upon pressing spacebar, a 

blank 3x3 grid appeared, and participants now used to mouse to place dots in their 

chosen grid spaces. Upon completion of each block of experimental trials, the 

following message was displayed:

"End o f  experimental block. Please alert the experimenter ”

Or, if the experiment was now completed:

“End o f experiment! Thanks for taking part! ”

A short verbal debrief was offered, detailing the specific hypotheses of the 

experiment. Participants were also given the chance to ask any questions.

3) Instructions to participants in Experiments 3 & 4

Participants received four statistical reasoning problem presented on paper. 

The following information sheet was attached to each set of materials:
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P a r t i c i p a n t  I n lo r i n : i  I i o n  Slic e!

Mr. Simon McNair (BSc)
Email : smcnairOI@qnb.ac.uk

My name is Simon McNair and I am a PhD student in the School of Psychology at 
QUB, under the supervision of Dr. Aidan Feeney. Today I am asking you to 
volunteer 10 minutes of your time to take part in my study looking at how people 
reason with statistics.

This study will present you with a series o f four reasoning problems containing 
statistics and ask you to indicate an estimate in each case; estimates are to be given 
in percentage terms (i.e. "there is a 25% chance this could happen ). Please refrain 
from using calculators or conversing with colleagues during the time it takes you to 
complete the problems.

Participation is entirely voluntary and you are under no obligation lo continue with 
the experiment once you begin. You are free to withdraw at any point during the test 
with no consequences. Withdrawal of your answers at a later date after completing 
the test will not be possible, however, as the answers you give to the problems are 
recorded anonymously. This is done to safeguard your confidentiality. In order to 
further reinforce the anonymity of the experiment you are not asked lo sign to 
indicate your consent to participate, instead, your provision of responses to the 
reasoning problems will be taken as indication of your consent lo take part.

Please feel free to ask me any questions you feel are necessary about the study 
either in person or via the given email address.

N.B. the following experiment requires you to reason about breast cancer and 
mammographies; if you feel this may upset you in any way then please do not take 
part.

Please note that ethical approval has been granted for this study 

Many thanks for your time
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4) Summary tables for statistical analyses

The following are summary tables for all ANOVA and ANCOVA analyses 

conducted in Experiments 1 -  4 in Chapter 2.

Experiment I

Load task analysis summary table

The following table presents summary data for ANOVA conducted on participants 

load task performance in Experiment I:

Source SS Df MS F Sig. Eta'

II'it bin S  objects

Load 32.00 1 32.00 5 1.04 <.01* .45

Between Subjects

Problem .03 1 .03 .03 .87 <01

Mixed

Load* Problem .13 1 .13 .2 .66 <.01

Total 32.16 3

Reasoning task analyses summary tables

fhe following tables present summary data for ANCOVAs conducted on participants 

statistical reasoning task performance according to Problem Type and Load in 

Experiment I. Tables representing each of the four response types are given.
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Bayesian responses:

Source SS df

Within Subjects

Load 1.54 1

Between Subjects

Problem .46 1

Load Performance 1.71 1

Mixed

Load* Problem <.01 1

Load*Load Performance 2.02 1

Total 5.74 5

MS F Sig. Eta2

1.54 2.99 .09 .05

.46 .21 .65 <.01

1.71 .78 .38 .01

<.01 <01 .96 <.01

2.02 3.92 .05* .06

Bayesian responses in 1 ligh Load Aceuracy group:

Source SS (If MS F Sig. Eta*

Within Subjects

Load 1.39 1 1.39 7.35 <.02* .21

Between Subjects

Problem .45 1 .45 .152 .7 <.01

Mixed

Load* Problem <.07 1 <.07 .04 .84 <.01

Total 1.91 3
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Bayesian responses in Low Load Accuracy group:

Sou rcc SS di' MS F Sig. Eta2

Within Subjects

Load .02 1 .02 .02 .80 <.01

Between Subjects

Problem .12 1 .12 .07 .70 <.01

Mixed

Load*Problem .01 1 .01 <.02 .00 <01

Total .15 3

Base Rate Neglect responses:

Source SS df MS F sigT Eta'

Within Subjects

Load 1.36 1 1.36 2.38 .13 .04

Between Subjects

Problem 6.61 1 6.61 7.48 <.01* .11

Load Performance .15 1 .15 .17 .68 <.01

Mixed

Load* Problem <.01 1 <.01 <.01 .94 <.001

Load*Load Performance 

Total

1.57

0.7

1

5

1.57 2.74 .10 .04
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Base Rate Overuse responses:

Source SS elf MS F Si». EU?

Within Subjects

Load .31 1 .31 .30 .58 <01

Between Subjects

Problem .83 1 .83 .99 .32 .02

Load Performance 1.65 1 1.65 1.96 .17 .03

Mixed

Load*Problem 1.95 1 1.95 1.94 .17 .03

Load*Load Performance 

Total

.63

5.37

1

5

.63 .63 .43 .01

Ollier responses:

Source SS df MS F Sig. Eta*

Within Subjects

Load .39 1 .39 .46 .50 <.01

Between Subjects

Problem .96 1 .96 .54 .46 <.01

Load Performance 

Mixed

.17 1 .17 .09 .76 <.01

Load* Problem 1.7 1 1.7 1.97 .17 .03

Load*Load Performance 

Total

.93

4.15

1

5

.93 1.08 .30 .02
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Experiment 2

Load task analysis summary table

The following table presents summary data for ANOVA conducted on participants 

load task performance in Experiment 2:

Source SS df MS F Sig. Eta2

Within Subjects

Load 28.06 1 28.06 43.43 <.001* .53

Problem .31 1 .31 .71 .41 .02

Load*Prob!em <.01 1 <.01 .01 .02 <.001

Total 28.38 3

Reasoning task analyses summary tables

The following tables present summary data for ANCOVAs conducted on participants 

statistical reasoning task performance according to Problem Type and Load in 

Experiment 2. Tables representing each of the four response types are given.
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Bayesian responses:

Source SS df MS F Si». Eta’

Within Subjects

Load .12 1 .12 .11 .74 <.01

Problem .09 1 .09 .2 .66 <.01

Load* Problem .73 1 .73 1.5 .22 .04

Load*Load Performance .12 1 .12 .11 .75 <.01

Problem*Load Performance .06 1 .06 .13 .72 <.01

Problem * Load * Load

Performance .57 1 .57 1.19 .28 .03

Between Subjects

Load Performance 

Total

16.76

18.45

1

7

16.76 4.33 .04* .10
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Base rate neglect responses:

Source SS (If MS F Sig. Eta1

Within Subjects

Load .7 1 .7 1.2 .28 .03

Problem .65 1 .65 1.03 .32 .03

Load* Problem .02 1 .02 .03 .86 <01

Load*Load Performance .61 1 .61 1.06 .31 .03

P rob 1 em * Load Perform an ce .23 1 .23 .36 .55 <.01

Problem * Load* Load

Performance <.01 1 <.01 .01 .92 <.001

Between Subjects

Load Performance 

Total

2.71

4.93

1

7

2.71 1.78 .19 .05



Base rale overuse responses:

Source SS di' MS F Siß. Eta

Within Subjects

Load .44 1 .44 1.11 .3 .03

Problem .39 1 .39 1.49 .23 .04

Load*ProbIem .71 1 .71 1.24 .27 .03

Load * 1 .oad Performance .42 1 .42 1.06 .31 .03

Problem*Load Performance .28 1 .28 1.08 .31 .03

Problem* Load* Load

Performance .6 1 .6 1.05 .31 .03

Between Subjects

Load Performance 

Total

1.11

3.95

1

7

1.11 1.34 .26 .03
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Other responses:

Source SS df IMS F Si«. Eta

W ithin Subjects

Load 3.42 1 3.41 2.36 .13 .06

Problem .01 1 .01 .01 .91 <.001

Load* Problem .02 1 .02 .02 .9 <.001

Load*Load Performance 3.14 1 3.14 2.17 .15 .05

Problem*Load Performance 

Problem* Load* Load

.08 1 .08 .09 .77 <.01

Performance .01 1 .01 .01 .92 <.001

Bet ween S  u bjects

Load Performance 

Total

1.94

8.62

1

7

1.94 1.19 .28 .03
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Experiment 3

Reason ill}; task analyses summary tables

The following tables present summary data for ANOVAs conducted on participants 

statistical reasoning task performance according to Problem Type, and Response 

Format, in Experiment 3. Tables representing each response type are given. 

Summary tables resulting from analysing the data according to the four category 

coding scheme are presented first, followed by summary tables resulting from the 

three category coding scheme.

Four category coiling

Bayesian responses:

Souice SS (II MS F Sig. E ta '

Between Subjects

Problem 15.20 1 15.20 23.24 <.001* 2

Response Format 25.52 1 25.52 39.02 <.001 * .29

Problem*Response Format 1.39 1 1.39 2.12 .15 .02

Total 42.11 3
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Base rate neglect responses:

Source SS dr MS F Sig. Eta2

Between Subjects

Problem 11.69 i 1 1.69 17.13 <.001 * .15

Response Format 9.21 i 9.21 13.5 <.001* .12

Problem*Response Format 1.17 i 1.17 1.71 .19 .02

Total 22.07 3

Base rate overuse responses:

Source SS (If MS F Sig. Ktar  "

Between Subjects

Problem .27 1 .27 .42 ..52 <.01

Response Format .29 1 .29 .41 .6 <.01

Problein*Response Format .19 1 .19 .3 .59 <.01

Total .75 3
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Other responses:

Source SS df MS F Si«. Eta2

Between Subjects

Problem .2 1 .2 1.28 .29 .04

Response Format 1.24 1 1.24 1.40 .24 .01

Problem*Response Format 2.05 1 2.05 2.33 .13 .02

Total 3.49 3

Three category coiling

Effects of Problem Type on responses:

Source SS 1)1 MS F Sig. Eta2

Between Subjects

Bayesian .06 1 .06 .57 .45 .01

Base Rate Neglect 11.78 1 11.78 9.19 <01* .16

Other 10.12 1 10.12 8.84 <.01* .16

Total 21.96 3
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Experiment 4

Reasoning task analyses summary tables

The following tables present summary data for ANOVAs conducted on participants 

statistical reasoning task performance according to Problem Type, and Statistical 

Format, in Experiment 4. Tables representing each response type are given. 

Summary tables resulting from analysing the data according to the four category 

coding scheme are presented first, followed by summary tables resulting from the 

three category coding scheme.

Four category coiling

Bayesian responses:

Source SS dl

Between Subjects

Problem 4.41 1

Statistical Format c.01 1

,roblem*Stats Format .08 1

Total 4.5 3

MS F Sig. Eta2

4.41 4.47 .04* .04

<.01 <.01 .93 <.001

.08 .08 .78 <.01
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Base rate neglect responses:

Source SS d i MS F Sig. F o r

Between Subjects

Problem 4.41 1 4.41 7.81 <01* .06

Statistical Format .21 1 .21 .37 .55 <.01

Problem*Stats Format <.01 1 <.01 .02 .90 <.001

Total 4.63 1

Base rate overuse responses:

Sou rce SS di MS F Sig. F ta2

Between Subjects

Problem .21 1 .21 .28 .6 <.01

Statistical Format .68 1 .68 .92 .34 <.01

Problem*Stats Format .41 1 .41 .56 .46 <.01

Total 1.3 3
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Other responses:

Source SS df MS F Si«. Et»7

Between Subjects

Problem .21 1 .21 .22 .62 <.01

Statistical Format .23 1 .23 .2 .6 <.01

Problem*Stats Format .675 1 .675 .72 .4 <.01

Total 1.16 3

Three category coding

Bayesian responses:

Source SS ilf MS F Sig.

Between Subjects

Problem .41 1 .41 1.76 .19 .02

Statistical Format .41 I .41 1.7 .18 .01

Problem*Stats Format <.01 1 <.01 .04 .85 <.001

Total .83 3
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Base rate neglect responses:

Source SS (If MS F Si«. Eta'

Between Subjects

Problem 8.01 1 8.01 5.36 .02* .04

Statistical Format .68 1 .68 .45 .50 <01

Problem*Stats Format .01 1 .01 .01 .94 <.001

Total 8.7 3

Other responses:

Source SS (If MS F Si«. Eta2

Bet iveett Subjects

Problem 4.8 1 4.8 3.4 .07 .03

Statistical Format .03 1 .03 .02 .88 <.001

Problem*Stats Format .03 1 .03 .02 .88 <.001

Total 4.86 3
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Appendix B: Supplementary information for Chapter 3.

1) Reasoning problems

Experiments 5 and 6 in Chapter 3 both used Krynski and TenenhaunTs 

(2007, Experiment 1) causal and standard mammography problems. The causal 

problem is presented below. All problems were presented on paper.

Causal Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray of the breast tissue 

that detects tumours:

2% have breast cancer ill the time o f the screening. Most o f those with breast 

cancer will receive a positive mammogram. About 6% o f those without 

cancer have a dense but harmless cyst, which looks like a cancerous tumour 

on the x-ray and thereby results in a positive mammogram.

Suppose a woman o f  age 60 receives a positive mammogram, what is the 

chance that she actually has breast cancer.’

The Standard version of this problem read identically, save for one line: "There is a 

6% chance that a woman without cancer will receive a positive mammogram. " 

Experiment 6 also presented a percentage-based version of the Tornado problem 

used in Chapter 2. The causal version is presented below.
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Causal Tornado Problem

Assume the following statistics are known about "Tornado Season" which 

occurs along the Gulf Coast o f America from late February into late April. 

Over the past 20 years, tornadoes have occurred on 20% o f days during 

“Tornado Season". 75% of tornado days have been correctly predicted 3 

days in advance o f their occurrence. However, brief but severe fluctuations 

in storm activity can lead to a mistaken tornado prediction, and this has 

occurred on 30% o f days for which tornadoes do not occur.

What % o f predicted tornadoes would you expect to occur?

Again, the Standard version read identically save for one line: "However, 

tornadoes have been mistakenly predicted on 30% of days for which tornadoes do 

not occur. ”

Half of the participants in Experiments 5 and 6 also received a supplementary 

Euler circle diagram along with the problem materials. The diagrams for each 

problem are presented below.

Euler circle diagrams for Mammography and Tornado problems.
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All days during Tornado Season

Days for which tornadoes are predicted

Days on which tornadoes occur

2) Instructions to participants in Experiments 5 & (»

Participants in both experiments received the following written instructions at 

the start of their problem booklets:

“Please note: the following experiment requires you to reason about breast cancer 

and mammographies: i f  you feel this may upset you in any way then please do not 

take part.

My name is Simon McNair and 1 am a PhD student in the School of Psychology at 

QUB, under the supervision of Dr. Aidan Feeney. Today I am asking you to 

volunteer a few minutes of your time to take part in my study looking at how people 

reason with statistics. Permission to run this study has been granted by the Ethics 

Committee in the School of Psychology.

Below you will find a description of a problem which asks you to estimate the 

probability that a patient has breast cancer. Please use the information given in the 

problem to calculate your estimate. Estimates can be given in either a percentage or 

fraction format. Note that the use of a calculator is not permitted.

You are under no obligation to respond, however your provision of a written 

response will be taken as evidence of your consent to participate. As we are
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collecting data anonymously, the response you give cannot be tied lo you. I lowever. 

it also means that it will be impossible to withdraw your data at a later date,”

3) Summary tables for statistical analyses

The following are summary tables for all log linear regression analyses, and 

related t-tests, conducted in Experiments 5 & 6 in Chapter 3.

Experiment 5

Log linear analysis summary table

The following table presents summary data for log linear analysis conducted on 

participants statistical reasoning task performance according to Problem Type, and 

Euler Circle, in Experiment 5. Step I indicated the best fitting model of the data.

Step Effects X til Sig. Iterations

0 Generating Class Problem* Euler* Response .000 0

Deleted Effect 1 Problem* Euler* Response .714 3 .87 3

1 Generating Class Problem* Response, .714 3 .870

Euler* Response,

Problem* Euler

Deleted Effect 1 Problem* Response 20.89 3 <,001 

*

2

2 Euler*Response 7.27 3 .06 2

3 Problem*Euler .28 1 .6 2

X  goodness o f  fit 8.34, df 8, p  > A
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Experiment 6

7-test analyses summary table

The following table presents summary data for t-test analyses conducted on 

participants statistical reasoning task performance according to Euler Circle in 

Experiment 6. Summary output resulting from analysing the data according to the 

four category coding scheme are presented first, followed by summary output 

resulting from the three category coding scheme.

Four category coding:

Response Euler

Yes No

t (If SiS-

Bayes M .56 .51 .431 118 .67

SD .68 .62

BRN M .41 .61 1.73 118 .08

SD .59 .67

BRO M .29 .08 2.83 118 <.01*

SD .49 .28

Other M .75 .79 .32 1 18 .75

SD .66 .76
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Three category coding:

Response Euler / df Sig.

Yes No

Bayes M .12 .05 1.38 118 .17

SD .33 .22

BRN M .58 .74 1.24 1 18 .22

SD .7 .73

Other M 1.31 1.21

SD .73 .73

Split (Itita t-test analyses summary tables (four category coding)

The following tables presents summary data for t-test analyses conducted on 

participants statistical reasoning task performance according to Euler Circle for each 

separate Problem Type in Experiment 6.
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Causal problems:

Response Euler 1 (II Si«-

Yes No

Bayes M .31 .36 .64 118 .52

SD .46 .48

BRN M .15 .25 1.28 118 .20

SD .36 .43

BRO M .14 .03 2.06 118 <.05*

SD .35 .18

Standard problems:

Response Euler t (If Si«.

Yes No

Bayes M .25 .16 1.21 118 .28

SD .44 .37

BRN M .25 .36 1.26 1 18 .21

SD .44 .48

BRO M .15 .07 1.54 118 .13

SD .36 .25
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Appendix C: Supplementary information for Chapter 4.

1) Reasoning problems

Experiments 7a, 7b, and 8 in Chapter 4 both used Krynski and Tenenbaum's 

(2007. Experiment 1) causal and standard mammography problems. Problems were 

presented in a booklet. The causal problem is presented below.

Causal Mammography Problem

Suppose the following statistics are known about women at age 60 who 

participate in a routine mammogram screening, an X-ray o f the breast tissue 

that detects tumours:

2% have breast cancer at the time o f the screening. Most o f those with breast 

cancer will receive a positive mammogram. About 6% o f those without 

cancer have a dense but harmless cyst, which looks like a cancerous tumour 

on the x-ray and thereby results in a positive mammogram.

Suppose a woman o f age 60 receives a positive mammogram, what is the 

chance that she actually has breast cancer?

The Standard version of this problem read identically, save for one line: "There is a 

6% chance that a woman without cancer will receive a positive mammogram. ”

2) instructions to participants in Experiments 7a, 7b, and 8

Participants in Experiments 7a and 7b received the following written
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instructions at the start of their problem booklets:

”Please note: the following experiment requires you to reason about breast cancer 

and mammographies: i f  you feel this may upset you in any way then please do not 

take part.

My name is Simon McNair and 1 am a PhD student in the School of Psychology at 

QUB. under the supervision of Dr. Aidan Feeney. Today I am asking you to 

volunteer a few minutes of your time to take part in my study looking at how people 

reason with statistics. Permission to run this study has been granted by the Ethics 

Committee in the School of Psychology.

Below you will find a description of a problem which asks you to estimate the 

probability that a patient has breast cancer. Please use the information given in the 

problem to calculate your estimate. Estimates can be given in either a percentage or 

fraction format. Note that the use of a calculator is not permitted.

You are under no obligation to respond, however your provision o f a written 

response will be taken as evidence of your consent to participate. As we are 

collecting data anonymously, the response you give cannot be tied to you. However, 

it also means that it will be impossible to withdraw your data at a later date.”

In the case of Experiment 8, participants received the following instructions 
attached to their problem booklet:
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Participant Information Sheet

Simon McNair (BSc)
Room 1.553 
School of Psychology 
David Keir Building 
Queen's University, Belfast 
BT7 INN

Binai I : sm cn air01@ ciuli.ae.nk

My name is Simon McNair and I am a PhD student in the School of Psychology at 
QUB. under the supervision of Dr. Aidan Feeney. Today 1 am asking you to give 15 
minutes of your time to take part in my experiment looking at how people reason 
with statistics.

There are two parts to the experiment. Firstly you will be presented with a statistical 
problem and asked to give a probability estimate. Next, you will be asked to 
complete a series of eleven very short mathematical problems. Please note that the 
experiment requires you to reason about breast cancer and mammographies; if you 
feel this may upset you in any way then please do not take part.

Participation is entirely voluntary and you are under no obligation to continue with 
the experiment once you begin. You are free to withdraw at any point during the test 
with no consequences. Withdrawal of your information at a later date after 
completing the test will not be possible, however, as the answers you give to the 
problems are recorded anonymously. This is done to safeguard your confidentiality. 
The only other information you are asked for is a signature of your initials to confirm 
that you are happy to take part and are aware ol your rights as a participant.

Please feel free to ask me any questions you feel are necessary about the study either 
in person or via the given email address.

Please note that ethical approval has been granted for this study 

Many thanks for your time
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3) Summary tables for statistical analyses

Experiments 7a & 7b

Log linear analysis summary tabic

The following table presents summary data for log linear analysis conducted on 

participants statistical reasoning task performance according to Problem Type, and 

Class, in Experiments 7a and 7b. Step 1 indicated the best fitting model of the data.

Step Effects X (If Sig. Iterations

0 Generating Class Problem*Class*Response .000 0

Deleted Effect 1 I ’rob 1 em * C lass * R espouse 5.32 3 .15

1 Generating Class Problem* Response, .714 3 .870

Class* Response,

Problem* Euler

Deleted Effect 1 Problem* Response 18.76 3 <.001 2

2 Class* Response 34.91 3 .06 2

3 Problem*Class .15 1 .69 2

X g o o d n e s s  o f  lit =  5 .4 8 ,  d f -  4 ,  p > .2


